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Discussion 
 

 

The main aim of this thesis was to develop and integrate biomarkers for a more accurate 

classification of disease, treatment effects, or patient stratification. For this purpose, we 

have developed a statistical framework and software tools for monitoring neuro-cognitive 

changes caused by disease or drug intervention, to facilitate future applications in clinical 

trials and (towards) precision medicine.  

First, we applied this concept on resting-state neurophysiological data from 

clinical trials using a cognitive impairment challenge model in healthy subjects, which is 

used to prove pharmacology of drugs that are being developed for cognitive disturbances 

such as Alzheimer’s disease (AD). Using machine learning and complementary EEG 

biomarker algorithms, we developed two unifying indices for quantifying cholinergic 

effects on the EEG, which can be used in drug development of cognition-enhancing 

compounds (Chapters 1 and 2).  

Further, we exemplified the potential role of EEG in patient stratification, using a 

novel biomarker algorithm that quantifies the functional excitation/inhibition (E/I) ratio and 

scoring the EEG for visual abnormalities. In unmedicated children with autism spectrum 

disorder (ASD), we found a strong association between the EEG abnormalities and E/I 

imbalances, thus enabling physiological stratification and providing clinically applicable 

measurements for guiding treatment selection in neurodevelopmental disorders (Chapter 3). 

Finally, we characterized spontaneous cognition that takes place during a subject’s 

resting-state EEG recording—as a proxy for mind wandering—in two clinical cohorts using 

the Amsterdam Resting-State Questionnaire (ARSQ). We found that not only were resting-

state thoughts and feelings remarkably altered for both insomniacs and adults with ASD 

(compared to control participants), they were also associated with sleep-related parameters 

in insomniacs and proved highly predictive of ASD when tested using machine learning. 

(Chapters 4 and 5). 
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In this discussion, we shall address challenges in machine learning and biomarker 

research, and provide some solutions and best practice guidelines. Further, we will explore 

the implications of the results obtained in this thesis and discuss contributions to the state of 

the art. Finally, we shall give an outlook on future research, outlining some interesting 

perspectives as well as considerations. 

 

 

Biomarker pitfalls 

As outlined in the Introduction, biomarkers can be beneficial for drug development, 

monitoring therapeutic effects as well as studying pathologies, their progression, and 

heterogeneity. The links between pathophysiology and a phenotype (observable symptoms 

of a disorder) are generally complex; therefore, a wealth of knowledge about underlying 

disease abnormalities and mechanisms of drug action is necessary to identify useful 

biomarkers (Aronson & Ferner, 2017). Despite a longstanding interest and a large number 

of publications on biomarkers, most of them remained an academic exercise and did not 

achieve a clinical outreach. There are many different reasons for this failure, both in 

biomarker identification and validation, such as small sample sizes, low sensitivity and 

specificity (Drucker & Krapfenbauer, 2013). For brain disorders, biomarker identification 

and validation are particularly challenging due to disease complexity and heterogeneity. 

There is also a lack of consensus on which scale of neuronal organization should be 

investigated (Varela et al., 2001), which further highlights the complexity of understanding 

brain disorders. 

Recently, EEG has emerged as a promising method in clinical trials (van Straaten 

et al., 2014) and is being commercially marketed for predicting treatment response. Also, 

EEG has emerged as a non-invasive alternative technique to study AD and its utility for AD 

diagnosis and progression assessment has been well-documented (Cassani et al., 2018). The 

idea is to alleviate the current diagnostic procedure, which involves standardized mental 

status examinations, expensive neuroimaging scans and invasive laboratory tests, and is 

therefore time-consuming and costly. EEG can add to the early diagnosis of AD, but to 

become a part of standard care in clinical practice in dementia, it needs validation against 

current biomarkers (Maestu et al., 2019). Also, it needs to withstand the tests of replication, 



Discussion 

147 

 

which is another common pitfall in getting a biomarker approved for clinical applications. 

We are not there yet, and a recent meta-analysis on predicting antidepressant response with 

EEG illustrates why. There is a lack of direct replication of previous findings as well as 

insufficient out-of-sample validation for novel findings (Widge et al., 2019). Even a 

biomarker which has received FDA approval and made it to the clinic may fall short on this.  

For instance, the ADHD theta:beta power ratio (Snyder et al., 2015) findings were 

not replicated in other studies (Arns et al., 2013; Saad et al., 2018). However, we should 

view this biomarker in the context of its intended clinical use; it is not an attempt of 

replacing medical professionals, but a tool to aid in discriminating ADHD from its 

mimicking disorders and thereby support the diagnosis. If theta:beta ratio can approximate 

DSM-5 criteria and assist in the clinical assessment, it is already a big gain, as it can be 

useful to tackle the shortage of trained specialists (Ewen, 2016). Theta:beta ratio and 

similar recent attempts showcase the potential value of EEG as an add-on tool for 

diagnostics, starting a positive shift in the field of EEG-based biomarkers, which will 

hopefully give insights into pathophysiology beyond the clinical interview.  

At the same time, this example illustrates the limitations of considering a single 

measure to diagnose a complex spectrum of behaviours such as ADHD. Likewise, 

stratifying a heterogeneous disorder (or predicting treatment response) is also difficult to 

accomplish with a single univariate metric. Neuropsychiatric disorders are usually caused 

by a combination of alterations that occur in the brain rather than a single cause; therefore, 

it is unlikely that this can be captured in one measure. Therefore, as explained in the 

Introduction, many researchers have resorted to biomarker integration, merging 

complementary information that different biomarkers carry to obtain a more comprehensive 

characterization. Biomarker integration can be done with machine learning, which can 

discover useful hidden patterns in the data using sophisticated mathematical learning and 

statistical estimation. Machine learning has found its way into many branches of medicine, 

one of the best examples being the classification of electrocardiography (ECG) for 

automated interpretation (Deo, 2015).  
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Machine learning challenges 

Machine learning is particularly suited for EEG biomarker analysis, considering the 

complex dynamics of neuronal oscillations yielding information-rich EEG signals. The 

oscillations can be parametrized using many different biomarker algorithms, quantifying 

different aspects such as the spectral content or temporal dynamics of the signal. Also, they 

consist of different oscillatory components, which are usually mapped into several 

frequency bands (the classical ones being: delta, theta, alpha, beta and gamma). On top of 

that, EEG is measured at different scalp locations, resulting in signals from a number of 

electrodes. The combination of different biomarker algorithms, frequency bands and 

channels (which can be subdivided into regions) creates an explosion of possibilities and a 

dimensionality problem. Analyzing them all separately (using classical null hypothesis 

tests) gives rise to the problem of multiple comparisons. Using machine learning to 

integrate them resolves this issue and improves statistical power by considering them 

synergistically instead of separately. In addition, machine learning identifies the most 

discriminative ones for a given problem by using feature selection. The realm of analysis 

possibilities (the rich information in the EEG signal) and the limitations (small sample sizes 

in the field) make this a difficult equation to solve. However, by making careful choices in 

all steps of the machine learning pipeline, it is possible to balance these sometimes 

contrasting demands in relation to reality. 

The concept of machine learning is relatively simple and algorithms have been 

around for a long time. Companies such as Google rely on it heavily and, in theory, it 

should be straightforward to apply “Google logic” to neuroscience. So why is this 

integrative approach so rare in both basic and preclinical research? Because practically, 

there are several limitations and considerations to take into account. One of the biggest 

limitations is small sample sizes which are frequently present in EEG research, 

discouraging to even attempt machine learning applications. As mentioned previously, there 

is an unfavourable (im)balance of sample sizes and the number of variables (features) 

considered which present a dimensionality problem. Most machine learning algorithms 

require the number of samples to be much larger than the number of features (Raudys & 

Jain, 1991). Otherwise, it is very likely that overfitting will occur, which means that the 

model is fitted to correspond to a particular dataset and, therefore, may fail in making 
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reliable predictions on independent data (Hastie et al., 2009). An overfitted model contains 

more parameters than can be justified by (the size of) the data. It is possible to prevent 

overfitting, even with a small sample size, by carefully selecting the machine learning 

algorithm and feature selection. Feature selection reduces the dimensionality problem by 

reducing the number of features and, thereby, balancing it towards the number of samples. 

It is a key element of machine learning to ensure adequate and informative predictors, 

which are essential for good performance of the model and identifying predictors’ 

importance (Kuhn & Johnson, 2013). Additionally, it facilitates data visualization and data 

understanding.  

An obvious way to do feature selection is performing single-variable classification 

(or even just classical null hypothesis tests) and then selecting variables that are most 

discriminative, which is known as variable ranking (Guyon et al., 2003). However, scoring 

the variables individually or independently of each other cannot evaluate how they perform 

in combination. I.e., variable ranking does not necessarily yield the best performing feature 

set as it does not take into account relationships between variables. A variable that is not 

very useful on its own may nevertheless contribute significantly when considered together 

with others (Guyon et al., 2003). Similarly, two variables that are not very useful 

individually may be useful together (Fig. 3, Introduction). Variables that are weakly 

correlated will have a high level of complementarity, which may be beneficial for 

improving the classification. However, a moderate to high level of correlation does not 

necessarily imply an absence of complementarity. These are all reasons for using feature 

selection to optimize integration of the information that the variables carry. There are many 

feature selection methods to choose from, and some of them are even a part of the 

classification algorithm—methods known as embedded (Guyon et al., 2003). Elastic net 

and lasso logistic regression (Zou & Hastie, 2005) are examples of this—both used in this 

thesis—where elastic net allows the user to define the degree of shrinkage of the feature set 

(i.e., sparsity). The random forest algorithm (Breiman, 2001)—also used in this thesis—by 

default uses all the input features for classification, but provides a measure of variable 

importance and, therefore, can also be used for feature selection. Regardless of feature 

selection, random forests are known to be robust against overfitting (Breiman, 2001), which 

is essential for situations where the number of features is large compared to the number of 

training examples. Support vector machines (Cortes & Vapnik, 1995) are one of the most 
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popular algorithms, which can perform both linear and non-linear classification. Non-linear 

support vector machines use a transformed set of features in a high-dimensional space for 

classification and are also quite overfitting-robust. 

When training data is limited, it is also good to resort to simpler models with 

regularization, such as previously mentioned elastic net or lasso logistic regression. 

Regularization penalizes model complexity, either by limiting the number of parameters 

(thereby performing feature selection) or the parameters’ range of values (Kuhn & Johnson, 

2013). Such simpler and regularized models usually generalize well (perform well on 

unseen data) but may have higher training error compared to complex models—which in 

turn usually generalize poorly as they tend to overfit the data (James et al., 2013). There is, 

thus, a tradeoff between model complexity and its generalizability to new data and this 

dilemma needs careful consideration to ensure the optimal balance between training and 

test error (Hastie et al., 2009). This tradeoff recommends simpler models when the number 

of training examples is low, as complex ones will more likely overfit (Chicco, 2017). For 

small samples, the performances of the simple and complex model will be comparable, but 

the simple model will be easier to implement and interpret. Simpler models will also be 

comparable in performance to more complex ones when the relationship between the 

features and the output is simple (and there is no need for adding complexity). Therefore, it 

is informative to explore the relationship between predictors and outcome, as well as the 

relationships among the predictors. E.g., the presence of correlations between the variables 

is handled better with some algorithms, such as elastic net logistic regression (Zou & 

Hastie, 2005). 

Apart from feature selection methods, which reduce the number of features by 

selecting the most discriminative ones, the size of the feature set can also be reduced with 

dimensionality reduction methods, such as principal component analysis (James et al., 

2013). As the name says, these methods reduce the dimensionality problem, by shrinking 

the feature set, which can be beneficial to achieve the balance between the number of 

features and the number of samples. However, these methods alter the original features, 

thereby rendering them less interpretable. E.g., with principal component analysis (Jolliffe 

& Springer-Verlag, 2002), the relationship between the original and transformed features is 

linear so it is possible to do reverse engineering and evaluate the relative contribution of 

each feature. Such dimensionality reduction methods are suitable for use when 



Discussion 

151 

 

identification of the most important features is not of interest; i.e. if the main interest is 

good classification performance (prediction) instead of understanding the underlying 

biomarkers (characterization). The same applies to machine learning algorithms, where 

some algorithms are very “transparent”, straightforward and interpretable and others are 

more of a black box, which is not an issue if we are only interested in accurate predictions 

and less so in the “inner workings” of the model (Hastie et al., 2009). Decision trees are 

among the simplest and most intuitive models, where a sequence of if-then-else decisions 

leads to a prediction, which can be useful when there is a need for modelling mutually 

exclusive causes (James et al., 2013). K-nearest neighbour algorithm is even more 

straightforward in that it does not build a model but instead makes predictions based on 

outcomes of similar case examples (neighbours) (Hastie et al., 2009). At the other end, 

there are complex models such as neural networks (Cross et al., 1995)—which allow 

transformations of input features to better predict outcomes—and deep learning 

(Schmidhuber, 2015), which is even more intricate and obscure as it uses multiple hidden 

layers. These are considered black boxes in the sense that it is difficult to establish a 

relationship between the input variables and the predicted response (Hastie et al., 2009). 

Due to a multitude of complex interactions between the “neurons”, it is difficult to 

understand how the final output came about. Notwithstanding, there has been a lot of 

progress recently in unraveling the features (calculating the importance of input features) 

and opening the black box is still an area of active research (Samek et al., 2017; Shwartz-

Ziv & Tishby, 2017; Wongsuphasawat et al., 2018). 

As illustrated here, constructing the machine learning procedure is not trivial and 

requires a high level of understanding to make appropriate choices for the problem at hand. 

Selecting the suitable machine learning algorithm, feature selection and/or dimensionality 

reduction method can be challenging, but there are even more basic choices to be made, 

such as feature extraction. Feature extraction is the very first step in any machine learning 

procedure and can be done either in an exploratory fashion or more hypothesis based. In the 

case of EEG, this means either allowing the algorithm to extract features (e.g., deep 

learning itself identifies features) or calculating a predefined set of features by applying 

previously mentioned biomarker algorithms. Furthermore, there are other considerations 

and technical steps to take into account. Each algorithm comes with a set of free 

parameters, which need to be understood and optimized (Kuhn & Johnson, 2013). Also, 
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most algorithms require certain pre-processing of the data prior to algorithm application, 

most often data normalization. However, this must be done using training data only, as test 

data must remain “unseen” and must not be used in any of the previous parts of the machine 

learning process, including parameter tuning, feature selection and data normalization. If 

feature selection is done using all available data and then (a part of) that same data is 

subsequently used to validate the classifier—a phenomenon called “peeking” (into the 

data)—it will yield an optimistic error estimate. Training data is used to build the model, 

whereas the test set (new, unseen data) is used to assess the generalization ability of the 

model. The “test error” (which is low for a highly generalizable model) can either be 

estimated using an independent test set, which has been set aside from the beginning (so-

called holdout method) or through cross-validation, which estimates the stability of the 

result (James et al., 2013).  

Cross-validation (CV) derives an accurate estimate of model prediction 

performance by combining results from all iterations of the procedure. In each CV iteration, 

the dataset is partitioned into complementary subsets, where the model is fitted on one 

subset (training set) and applied to the other subset (test set). For reduced variability, 

multiple iterations of cross-validation are done using different partitions and then the results 

across all iterations are averaged to give an estimate of how accurately the predictive model 

performs in practice. If the sample size is large, then the simple holdout method may be 

adequate as it is possible to set quite a large proportion of data aside for testing. If the 

sample size is smaller, then cross-validation is typically more appropriate (Chicco, 2017), 

where multiple types (of CV) exist. In leave-one-out CV, the number of iterations is the 

same as the number of samples in the dataset, because in each iteration the test set consists 

of one single sample, and the rest (n-1) is the training set. Other two most common types of 

CV are k-fold cross-validation and Monte Carlo cross-validation (Hastie et al., 2009; James 

et al., 2013), where the latter is not limited by the number of samples because it creates 

multiple random splits into training and test data, with the desired proportion of training vs 

test set size and a custom number of iterations (Kuhn & Johnson, 2013). Generally, the 

larger the number of iterations, the more robust the performance estimate, therefore this 

method is beneficial for smaller datasets. It is also appropriate when class imbalance is 

present in the data (i.e., an unbalanced representation of the two response values in the data; 
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e.g. if the size of the control group is much larger than the patient group), because the 

stratified variant of this method takes the imbalance into account.  

Class (im)balance is also something to consider when reporting the performance 

outcome measure. In the case of imbalance, it can be misleading to (only) report 

performance accuracy, which is the most commonly used performance measure. To 

illustrate this, let us consider a highly unbalanced example, where 90% of the data belongs 

to one class. In this case, a classifier that always predicts the majority class will have 90% 

accuracy, which is high, although the classifier is clearly not useful. In this case, reporting 

sensitivity and specificity is more relevant, or the area under the ROC curve. Receiver 

operating characteristic (ROC) curve summarizes the trade-off between the true positive 

rate and false positive rate for a predictive model at various (probability) threshold settings 

(Fawcett, 2006). Area under the curve then measures the capability of the model to 

distinguish between classes. The choice of the performance measure may also depend on 

the aim of the prediction, and in situations when there is a bigger focus on one of the 

classes (e.g., it is more important to correctly detect the positive samples), particularly if 

these are unbalanced. Given all this, the safest approach is to report a number of different 

measures to obtain a full picture of the model performance (Baldi et al., 2000). 

All the points discussed thus far give an indication of the different places where 

things can go wrong in the construction and execution of the machine learning pipeline. 

There are many different machine learning methods to choose from but it is not trivial to 

decide and carry out all the steps correctly. Also, there is a wealth of EEG biomarker 

algorithms, but a lack of their standardized implementations (at least in a single software). 

On the other hand, datasets are notoriously small, hampering the analysis and running the 

risk of overfitting. To enable future implementation into the clinical setting, with robust and 

validated indices, we need better analytical tools, larger studies and databases as well as 

better guidelines for how to perform the analysis. Hopefully, this thesis represents a step 

towards that goal, contributing to several of these aspects: software with the necessary 

analytical tools, some recommendations, and several concrete proofs of concept, both on 

EEG and behavioural data. 
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Contributions of this thesis to the field 

Although there are several software packages and toolboxes with machine learning 

algorithm implementations, they cannot readily be applied to EEG as they don’t provide all 

the processing steps. One of the aims of this thesis was to improve our Neurophysiological 

Biomarker Toolbox (NBT) in Matlab and optimize it for classification on EEG signals. We 

have implemented many machine learning algorithms and also many of the technical details 

addressed above (such as cross-validation methods). NBT also features a wealth of 

biomarker algorithms and an easy to use interface (GUI), facilitating efficient analysis. We 

have used the NBT toolbox for all the analyses in this thesis. NBT has also been used    

extensively to teach EEG signal analysis to hundreds of Bachelor’s and Master’s students at 

VU University Amsterdam. 

How do the classification indices presented in this thesis fit into good machine 

learning practice and clinical biomarker requirements? For all our machine learning 

applications, we chose algorithms with good properties, adapting it to the problem at hand. 

I.e., we did not do an exhaustive search by trying “all” algorithms to then report the best 

result but instead a priori selected an adequate algorithm. In all studies, we chose to use 

simple, interpretable models, not black boxes. We consistently used machine learning 

algorithms that are quite robust against overfitting: logistic regression with regularization 

(elastic net and lasso) and random forest. This is especially important for small sample sizes 

in EEG research—an issue which was present in our nAChR index study and, to a lesser 

extent, in the mAChR study. All the algorithms that we used provide feature importance: 

elastic net and lasso have an embedded feature selection whereas random forest offers an 

estimate of variable importance. In the (pharmaco-)EEG studies, we used the two variants 

of logistic regression with regularization (elastic net and lasso) to ensure sparsity and 

selection of the most important features. In the mAChR index study (Chapter 1), we had a 

decent balance between the number of initial features and samples (around 4x more 

samples than features), which was further reduced after feature selection with elastic net 

(14 out of 40 features selected in the index). In the nAChR index (Chapter 2), we had a less 

favourable balance (only a slightly larger number of samples than features); therefore, we 

used the lasso version of logistic regression which is even more selective than elastic net (a 

larger penalty for including more features). For our classification on the ARSQ factors 
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(Chapter 5), we had a very beneficial balance between the number of samples vs the 

number of features (26x times more samples than features) so there it was not vital to 

perform feature selection (although we did get an estimate of feature importance via 

random forest).  

In the EEG studies, we performed the feature-extraction step using established, 

well-researched biomarker algorithms. Therefore, instead of automated feature engineering, 

we used domain knowledge and computed biomarker algorithms which have been studied 

and previously implicated in pathologies. Also, we used biomarkers that quantify different 

aspects of the EEG, e.g. the spectral and temporal content. This also increases the chance of 

capturing complementary information from the signal. For some of the biomarkers we 

knew a priori that this was the case, e.g. long-range temporal correlations and EEG power 

are uncorrelated (Linkenkaer-Hansen et al., 2007). In the nAChR study, we further 

inspected this and established a low level of cross-correlations between the biomarkers 

constituting the index. As we used well-understood biomarkers, we performed feature 

selection instead of dimensionality reduction not to transform the features but to keep their 

interpretability. 

Having done all this, we ensured the delivery of interpretable, robust and accurate 

indices. As already commented, low sensitivity and specificity are one of the most common 

reasons for clinical biomarker failure. Our mAChR index has both sensitivity and 

specificity above 90% (higher than any individual biomarker), which is usually the required 

level for clinical purposes. We established this high performance using cross-validation 

(100 iterations of Monte Carlo CV). Furthermore, we had a completely independent dataset, 

from another cohort—a unique scenario in EEG studies—to which we applied our index. 

This further confirmed its high performance and generalizability, even though the 

independent cohort was a different age group than the one that the index was derived from. 

This independent validation is also an important requirement for a clinical biomarker, 

though rarely achieved within the same study. Consequently, most results are never 

validated, because rarely is there a subsequent study with the attempt of validating results 

(and even if so, often it is unsuccessful). Importantly, our mAChR index had a high test-

retest reliability and captures the cholinergic dysfunction associated with AD. Therefore, 

with high sensitivity and specificity, high test-retest reliability, generalizability to 

independent data, sensitivity to drug intervention and to disease, our mAChR index fulfils 
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key clinical biomarker criteria. With the nAChR index, we additionally demonstrated utility 

in clinical trials, for proof-of-pharmacology, by showing the ability of the index to 

successfully measure reversal of (the neurophysiological effects of) temporary cognitive 

impairment with established pro-cognitive compounds. 

In addition to verifying biomarker criteria and demonstrating clinical utility, to 

facilitate future use, we made our indices transparent and published all the details so it can 

be reproduced. Unlike most other studies, we reported all the details of our analysis 

pipeline, from preprocessing details, software used to the precise composition of the indices 

(biomarkers that they consist of, along with associated weights).  

In our study predicting ASD from the ARSQ questionnaire (Chapter 5), we also 

reported all the parameters used, choices made and visualized one of the decision trees from 

random forest. This was the study in which we had the largest sample size, but also the only 

study where we had a class imbalance (a larger number of control participants than adults 

with ASD). Therefore, we reported the AUC value and plotted the ROC curve because this 

is a more representative measure of performance for unbalanced data (as discussed above). 

Additionally to the built-in random forest’s internal cross-validation, we performed cross-

validation with balancing the groups and reported the resulting AUC value. For classifying 

a disorder such as ASD, random forest may be better for modelling disease heterogeneity 

than, e.g. a linear classifier. However, it would be interesting to go beyond supervised 

learning (where class labels are provided for classification) to unsupervised. Clustering (a 

type of unsupervised learning) may uncover hidden patterns and identify unbiased 

clusters—patient subpopulations.  

We made a step towards disentangling ASD heterogeneity with a novel EEG 

algorithm which estimates the functional E/I ratio, and corroborated animal-model findings 

of E/I disturbance in ASD. By combining the E/I measure with qualitative EEG (scoring for 

visual abnormalities), we identified electrophysiological phenotypes that may assist clinical 

decision making in the future. Currently, there are no effective pharmacological treatments 

for the core symptoms of ASD but there is potential for progress if we know the E/I 

imbalance of individual patients. Many safe and E/I-modulating agents already exist and, 

therefore, could potentially be repurposed for treating sub-populations of ASD. So far, these 

clinical trials have not been conclusive due to variable effects. Our findings of E/I 

variability may shed some light on this and offer a means of stratification in future studies.  
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The E/I biomarker may also prove valuable in other disorders where E/I imbalance 

has been implied, such as schizophrenia (Gao & Penzes, 2015), major depressive disorder 

(Voineskos et al., 2019), Alzheimer’s disease (Ren et al., 2018), or epilepsy (Shao et al., 

2019). If it is sensitive to epileptiform discharges, it may also be useful for predicting 

seizure, or even psychosis. Furthermore, it would be very interesting to evaluate the 

predictive or stratification ability of the E/I biomarker together with other ones, in an 

integrated biomarker scheme. Considering E/I together with other biomarkers, which may 

carry other information about the pathology or variability, could further explain disease 

heterogeneity and provide more accurate predictions of treatment response for precision 

medicine. 

 

 

Opportunities and future directions 

As always, our results are not without limitations and there are several points on which they 

could be improved. One property of our data from pharmaco-EEG studies is that they were 

bipolar recordings resulting in two channels for analysis (Fz-Cz and Pz-Oz), which was a 

limitation and an advantage at the same time. As commented, with a lower number of 

features, there is a lower risk of overfitting. A low number of channels is limiting in its 

spatial coverage of the scalp EEG signal distribution, but at the same time the reduces 

correlation of biomarker values caused by volume conduction and ensures analysis of two 

distinct sources of neuronal activity (Fz-Cz and Pz-Oz are relatively independent). Having 

only two channels, we also avoided the dimensionality problem that occurs in high-density 

EEG recordings, where there are multiple correlations between the electrodes. Of course, 

with a better spatial EEG coverage, it is not necessary to use all the electrodes for analysis. 

Mapping the channels into several disjoint regions reduces the number greatly while also 

removing redundancy, thereby providing a good compromise between maximum 

information coverage and minimum redundancy. Better still would be to do source 

reconstruction and, thus, identify independent, distinct underlying sources of neuronal 

activity and reduce the problem of volume conduction while also benefitting from a better 

anatomical interpretation of effects (Michel & Brunet, 2019). However, this requires a 

higher-density EEG, ideally above 60 channels, but at least around 30 (Michel & Brunet, 
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2019). Having only two channels prevented us from performing source reconstruction and 

also computing functional connectivity measures, which might have also had a valuable 

contribution to the machine learning indices. Further advantages and considerations on 

source space (instead of signal space) analysis as well as the construction of functional 

connectivity and networks are discussed in (van Diessen et al., 2015). 

Apart from functional connectivity, it would also be interesting to explore the role 

of graph theoretical (Stam & Reijneveld, 2007; Stam et al., 2014), complexity (Bosl et al., 

2011; Akar et al., 2016; Yi et al., 2017) and nonlinear dynamic measures (Stam, 2005) as 

additional biomarkers in the machine learning scheme. In this thesis, we focused on the 

resting-state condition, which is the most commonly used in clinical neurophysiology and 

research; however, event-related potentials could also contribute as an additional source of 

biomarkers and insight into brain functioning (Seer et al., 2016; Lascano et al., 2017).   

Another slight limitation of our pharmaco-EEG studies were relatively short 

durations of EEG recordings. They were still sufficiently long for computing our 

biomarkers of interest; however, some of the biomarkers evaluating the temporal dynamics 

generally benefit from longer recordings for a more reliable estimate. As commented 

previously, our sample sizes in the pharmaco-EEG studies were on the smaller side, and a 

few additional subjects were lost in the machine learning procedure due to missing 

recordings at certain time points (subjects were recorded at several time points after drug 

administration). Because the pharmaco-EEG studies were crossover studies, each subject 

received both placebo and the interventional drug (on different occasions) so in that sense 

the subjects were paired. However, the machine learning algorithms we used were “blind” 

to this, treating the two groups (two classes) as independent, although the classification 

would benefit from using this paired information. Future studies should address this by 

constructing an algorithm that takes this pairing into account. 

From the discussion so far, it is clear that there are several points which future 

studies should improve on. One of the biggest issues is small sample sizes. As it is 

challenging to record a lot of data in a single study, collaboration and data sharing should 

be encouraged. It is going in the right direction, with many journals requiring data used for 

a publication to be available. If several of these are combined, a much larger n number can 

be achieved. However, data pooling needs to be done with caution due to different 

methodologies and lack of standardization. There are several large publicly available fMRI 
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datasets, which is missing for EEG. This was one of the ambitions of the NBT toolbox, to 

provide a framework for data sharing and data pooling with a database structure for 

efficient information organization across different projects. Using this structure, over the 

past years we have accumulated EEG and behavioural data from more than 300 control 

participants into a standardized dataset, which can be used as a reference for comparison 

with patient populations. Before open access data with larger samples becomes the norm, 

performing analyses on smaller datasets should be done carefully (according to good 

machine learning practice, as discussed above) and transparently, with reporting all the 

details. Importantly for all studies, but particularly the ones with smaller sample sizes, there 

should be more replication studies. Reporting all the processing details and more 

standardized analysis protocols make replication more viable and enable comparability of 

results across studies. This is the principle in machine learning competitions: large datasets 

and sharing analysis approaches and solutions within the community, ensuring transparency 

and reproducibility and encouraging sharing of methods. In image analysis competitions, 

training sets can easily include over 100 000 images, whereas typical biomedical datasets 

fall short by two to three orders of magnitude. These competitions are probably one of the 

best ways to propel the field; apart from the machine learning community, they have 

appeared in the biology community, but are rare in medical research where datasets and 

methods are not routinely shared. 

When data is heterogeneous—in heterogeneous disorders such as ASD—a large 

sample is even more essential. Similarly, it is important to match the two groups as closely 

as possible, and even more so if the sample is small or heterogeneous. To reduce variability 

and confounders, matching should be made on as many parameters possible and deemed 

relevant, such as age, sex, IQ, medication status or comorbidities. Such matching should 

also be corresponding between the training and validation sample, otherwise there is a risk 

of building a classifier that is “optimized” for a specific phenotype (of ASD, for instance) 

and will then not generalize well if another homogenous subtype is predominantly 

represented in the validation sample. Also, whenever possible (again, particularly for 

smaller samples) the classes should be balanced, otherwise there is a danger of the classifier 

overfitting to the larger class. If there is a wish to balance the dataset post hoc, it is possible 

either by under- or oversampling (Kuhn & Johnson, 2013), both of which are not ideal. 

Undersampling methods remove data instances from the majority class, but discarding 
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samples reduces the sample size, and there is a question of criteria on which to do this. For 

the sake of enlarging the sample size, oversampling might seem more attractive; however, it 

creates synthetic data and it is questionable whether this is a true representation of the 

underlying data distribution.  

Thus far, we have highlighted the importance of a thorough understanding of the 

computational methods being applied and illustrated the dangers of misusing algorithms 

and misjudging their results. Since these algorithms are often used in interdisciplinary 

studies, by researchers outside machine learning communities, it can be a precarious 

situation. However, the same holds true for the opposite: computational researchers 

“blindly” applying the algorithms and ignoring the context. Not understanding the sources 

and properties of the data can potentially produce misleading results and conclusions, e.g. 

in a clinical domain. Therefore, using machine learning methods in healthcare applications 

requires deep knowledge of both domains: computational as well as clinical. Thus, the 

collaboration of computational and clinical researchers is necessary to combine expertise 

and ensure best practices in both areas.  

The importance of this is underscored in (Bone et al., 2015), which did not 

manage to replicate the results from previous studies (Wall et al., 2012a; Wall et al., 2012b) 

due to issues at both the methodological and conceptual level. Methodological criticisms 

were also some of the issues discussed in this thesis: severely unbalanced training data and 

synthetic data (imputed by oversampling) which is not a truly independent test set. On the 

conceptual level, the issue was that authors of the original papers claimed to drastically 

reduce time to diagnose autism using machine learning, which is misleading because—as 

explained by (Bone et al., 2015)—it does not reduce tasks and administration time. The 

claim that this could be used as out-of-clinic screening, at home, was also invalid as the 

diagnostic test needs to be performed by a trained person. The paper (Bone et al., 2015) is 

concluded with recommendations on using machine learning in autism research, and 

suggestions on collaborative work between computational and behavioral science. 

On the topic of diagnosis, it must be brought to attention that the machine learning 

diagnostic classification cannot be perfect, as it is performed according to the diagnostic 

procedure, which is itself imperfect. This is particularly the case in psychiatry, where 

current diagnostic criteria are behavioural and observational, instead of based on the 

neurobiological nature of the disorder. Therefore, a discrepancy between biomarkers and 
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diagnostic labels is to be expected. Although it is valuable to investigate physiological 

correlates of behavioural traits, the correlation between a metric and symptoms is not 

enough to define a biomarker. As the disorders are defined subjectively, the diagnosis 

cannot be fully in line with the biological underpinnings of mental health disorders. 

Ultimately, the aim is to understand and treat disorders based on physiology, therefore 

mental health diagnostic should eventually be redefined in terms of objective physiological 

metrics. Machine learning can help identify such objective biomarkers (Chen et al., 2015) 

and EEG may provide the neurophysiological basis for this as a more direct measure of the 

disorder mechanisms. 

 

 

EEG biomarkers and neurobiological mechanisms 

When it comes to relating EEG measures with neurobiological mechanisms, there is 

unfortunately no one to one relationship between the two. The neurobiological basis of 

EEG biomarkers and changes is not completely understood and merits further research. 

However, several studies have explored this and provided pieces of the puzzle as well as 

hypotheses about the underlying processes.  

A number of studies show a link between EEG biomarkers and neurobiological 

processes as measured with other modalities, such as PET and MRI, or in CSF. Several 

associations have been established between these, especially in the domain of cognitive 

impairment. Using PET and EEG, resting-state cortical hypometabolism was found to be 

related to the delta rhythm in AD patients (Babiloni et al., 2016), whereas alpha oscillations 

and glucose metabolism were associated in MCI subjects (Moretti et al., 2017). Several 

studies investigated the relationship between cerebrospinal fluid and EEG biomarkers. In 

cognitively healthy elderly subjects, relative theta power was correlated with total tau 

protein, phosphorylated tau and beta-amyloid as well as with slowing of cognitive speed 

(Stomrud et al., 2010). In subjects with subjective cognitive decline, mild cognitive 

impairment and AD, cerebrospinal fluid biomarkers of neurodegeneration were associated 

with EEG power and synchronization biomarkers (Smailovic et al., 2018) as well as EEG 

abnormalities (Kramberger et al., 2013). Furthermore, EEG biomarkers have been related 

to inflammation in AD subjects (Babiloni et al., 2009) and cerebrovascular damage in MCI 
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subjects, proportional to its severity (Moretti et al., 2007). Global average EEG power was 

found to correlate with resting cerebral perfusion (in both cortical and subcortical regions) 

in healthy subjects, where decreasing EEG frequencies map onto decreasing activation 

levels (O'Gorman et al., 2013). An association has also been established between 

apolipoprotein E genotype and EEG, where AD patients carrying the allele had more slow-

wave activity, suggesting a higher degree of cholinergic deficit (Lehtovirta et al., 2000). 

Similarly, EEG biomarkers have also been investigated in the context of different 

neurotransmitter systems and drug interventions. Various EEG drug signatures have been 

established thus far, for important drug classes such as analgesics, anesthetics, 

antidepressant, antipsychotic and anxiolytic. Many of these were reviewed in (Bewernitz & 

Derendorf, 2012), which summarizes studies that use EEG-based pharmacodynamics 

measures. For instance, benzodiazepines cause an increase in beta power that corresponds 

to an increase in plasma concentrations, which have been studied in both humans and 

animal models (Laurijssens & Greenblatt, 1996), whereas many opioids have been shown 

to increase delta power (Groenendaal et al., 2008). 

As further evidence of EEG biomarkers reflecting pathophysiological processes, 

many of them have been found to correlate with different clinical scales. The Mini-Mental 

State Examination (a measure of cognitive impairment) has been found to correlate with 

EEG slowing biomarkers in elderly individuals (Choi et al., 2019), EEG abnormalities in 

AD patients (Kowalski et al., 2001) and EEG synchronization in subjects with varying 

degrees of cognitive impairment (Stam et al., 2003). In Parkinson’s disease patients, EEG 

slowing was correlated with cognitive impairment scales and was predictive of future 

cognitive deterioration, as reviewed in (Geraedts et al., 2018). In Huntington’s disease, 

various EEG spectral biomarker changes were associated to disease severity (ranging from 

motor and cognitive function to behavioural abnormalities), with EEG biomarker findings 

translatable across species (Leuchter et al., 2017). In major depressive disorder, theta long-

range temporal correlations correlated with depression severity (Linkenkaer-Hansen et al., 

2005), whereas in post-traumatic stress disorder, alpha rhythms and ERP measures related 

to symptom severity (Lobo et al., 2015). 

The functional role of physiological EEG rhythms has been extensively studied, 

resulting in a wealth of correlative studies on neuronal oscillations. Evidence shows that 

each frequency band conveys different information about brain function and has a different 
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neural origin (Stam, 2010). Alpha oscillations play a role in attention, memory processes 

and functional inhibition (Klimesch, 1999; Jensen & Mazaheri, 2010; Klimesch, 2012), 

whereas theta has been associated to working and episodic memory (together with gamma) 

(Lisman, 2010; Nyhus & Curran, 2010). Beta oscillations are engaged in alertness, 

cognition and motor activity (Ray & Cole, 1985; Kopell et al., 2000; Davis et al., 2012; 

Kaminski et al., 2012), whereas gamma is linked to perception, memory and consciousness 

(Kopell et al., 2000; Nyhus & Curran, 2010; Gallotto et al., 2017). Although particular 

rhythms have different functional implications, most often they work in a cooperative 

manner (Lopes da Silva, 2013). The quantity and quality of the studies linking oscillations 

to different processes are very convincing; however, causation (instead of correlation) may 

be demonstrated only via direct modulation of oscillatory signals (Herrmann et al., 2016). 

Apart from missing links between EEG measures and neurobiology, there are also 

very few attempts to establish them. As pointed out in (Baskaran et al., 2012), there is a lot 

of evidence for EEG biomarkers predicting treatment response, but their neurobiological 

basis remains largely unexplored. So far, explanations remain at the level of hypotheses. 

For instance, alpha power and asymmetry in predicting antidepressant response are thought 

to be linked to serotonergic activity and reflective of arousal level (Bruder et al., 2008). 

Similarly, several theories on the neurobiological basis of EEG biomarkers and their 

changes due to disease or therapy are covered for neurodegenerative diseases in 

(McMackin et al., 2019) and (Vecchio et al., 2013). 

There is an urgent need to move beyond theories and fill the gap in elucidating the 

biological underpinnings of EEG biomarkers. This should be one of the priorities in future 

research, and animal studies will likely play a key role in the endeavour. Some preliminary 

efforts have been made in this regard, for instance by investigating links between amyloid 

precursor protein, cognitive deficits and EEG changes in transgenic mice, as well as how 

these compare to AD patients (Leiser et al., 2011). This research line could greatly benefit 

from further investigation into the link between neurobiological changes, network circuitry 

dysfunction and cognitive function. With the advance of wireless recording of EEG and its 

combination with techniques such as optogenetics and pharmacological or genetic 

manipulation, we could modulate brain and neuronal activity and achieve an understanding 

of the biological and mechanistic basis of EEG. By using invasive in vivo, and high signal-

to-noise electrophysiological recordings (implanted EEG) of mouse models, we can 
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establish causal relationships to oscillations, which we can in turn measure and analyze in 

humans. Thus, the use of EEG as a non-invasive brain-activity readout, with defined 

biological mechanisms, has a promising clinical and translational perspective. 

 

 

Exciting future perspectives 

There are several technological advances on the horizon that will likely direct future trends. 

Machine learning will gain more significance in healthcare with the amount of data being 

collected about each individual through modern technologies. There are already several 

digital biomarkers for improving patient outcomes, either in clinical trials or as FDA    

approved digital health products (Coravos et al., 2019). They are being developed or in use 

in various medical fields, and some of them rely on machine learning. This trend is also 

starting to catch up in EEG research, especially given the recent innovations in flexible and 

portable electronics. FDA laboratories are currently investigating the use of portable EEG 

devices for detecting traumatic brain injury (rapidly and noninvasively, unlike CT), but 

crucial for this are validated biomarkers. FDA is also pursuing the use of EEG to assist in 

the diagnosis of AD, ADHD and schizophrenia. It seems like that goal is getting closer, as 

in 2018 the first dry electrode EEG headset was FDA approved for use in the clinical 

setting. This zEEG headset is backup by a cloud platform that offers instant upload, 

analysis tools and remote interpretation by neurologists. Innovations like this will also help 

aggregate large EEG datasets and improve future analysis opportunities.  

Of course, EEG is only one piece of the puzzle. One of the main messages of this 

thesis is that single sources are unable to explain complex processes involved in brain 

disorders and a more comprehensive perspective relies on data integration. Combining data 

from different sources may provide complementary views and deliver more powerful, 

composite biomarkers. Some past efforts have performed machine learning classification on 

multimodal imaging data (Calhoun & Sui, 2016), but the ultimate goal is to go a step 

further and include also –omics, behavioural data and other patient information, which all 

contribute to obtaining a complete picture of pathology. This, together with databases of 

healthy controls and patients, optimized statistical models and software, can help achieve 

the objective of computer-assisted diagnostics and prognostics. Large databases will enable 
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the application of powerful methods such as deep learning, which requires large amounts of 

data to derive complex models. Further, the use of unsupervised learning on these multi-

modal aggregate datasets can be used to identify disease subtypes (clusters), setting the 

stage for precision medicine. 

Along with adding EEG into the mental health diagnostic-prognostic toolkit, it is 

relevant to also include contextual parameters about the recording session, which will 

increase the stability and interpretability of the results. The ARSQ could be a useful tool for 

this purpose because it provides insight into the subject’s thoughts and feelings during the 

resting-state session. EEG is influenced by internal factors such as the subject’s mood, 

vigilance level and thought patterns, therefore accounting for these can help unravel the 

functional significance of intra-subject variations as well as indicate confounders such as   

sleepiness. Given that the resting-state recordings are most commonly done with eyes 

closed, which may be associated with more drowsiness, the level of sleepiness (quantified 

by the ARSQ questionnaire) is valuable to know for the interpretation of the results. 

People's minds frequently wander towards self-generated thoughts unrelated to external 

stimuli, where the nature and frequency of this can be a determinant in one’s mental health. 

Therefore, investigating the rich repertoire of these mind-wandering experiences may serve 

as another dimension of disease expression and help shed light on the neuronal origin of 

“resting state”. 

 

 

Conclusions 

In summary, we showed the added value of integrating neurophysiological and behavioural 

biomarkers for various clinical decision-making purposes. Integrating neurophysiological 

biomarkers improves sensitivity to disease and drug intervention, which puts EEG forward 

as a source of surrogate endpoints in clinical trials. Integrating quantitative and qualitative 

EEG provides a deeper understanding of disease heterogeneity and provides a means of 

patient stratification, with implications for precision medicine. Integrating resting-state 

cognition (parameters) can characterize a disorder with great accuracy and clarify the role 

of spontaneous cognitive processes in health status. Integrating all these could help 

establish the link between the neuronal and cognitive-functional level. 
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As a stepping stone towards the goal of large-scale integrative biomarker research, 

we have upgraded our Neurophysiological Biomarker Toolbox (NBT)—for advanced 

analysis of the information rich neurophysiological signals—and optimized the pipeline 

from pre-processing and visualization to statistics and data-mining. The easy-to-use 

interface as well as the supporting NBTwiki website (http://www.nbtwiki.net/) with 

tutorials, facilitate efficient use of the toolbox. Although it was developed primarily for 

EEG research, NBT supports the implementation of other types of biomarkers, including 

behavioural ones such as ARSQ. The built-in array of NBT biomarkers together with the 

visualization tools serve as a neurophysiological biomarker fingerprint of an individual 

subject. Compared against our database of healthy controls (n > 300), it provides a measure 

of how different a certain patient profile is, i.e. how many standard deviations away from 

the mean of the reference population it is. Ultimately, the aim is to integrate and summarize 

all this information into a patient-specific report and use these tools for clinical decision 

support.  

Apart from academic applications—in courses teaching EEG analysis to VU 

University Amsterdam students, annually throughout my PhD—NBT has also matured into 

a commercial product. NBT Analytics BV provides EEG analysis services based on index 

analysis for clinical trials. The technology and analytical methodology developed in this 

thesis, as well as proofs of concept presented, contributed to establishing the company. The 

final part of my thesis work was performed whilst working for this spin-off. 
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