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CHAPTER 1

General introduction
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General introduction

1.1 Introduction

We learn in schools at different levels of our education system (of which this
thesis is one milestone), but a far more important type of learning is our learn-
ing from interactions with the environment. From childhood we learned how
to crawl, jump or look around without anyone explicitly instructing us how to
do this. It is by our experiences of the environment that we learned and that we
keep learning throughout our lives. This type of learning is called “reinforce-
ment” learning (RL) [Sutton & Barto, 1998]. It is not a monolithic process,
but thought to be composed of different cognitive processes. The first is where
an agent decides to perform an action, by making a choice. The second is that
the environment gives feedback about the result of this action. This separation
into action and feedback processes is an important part of almost all RL theo-
ries [Dayan & Daw, 2008; Dayan et al., 2000; Glimcher, 2011]. In this thesis
I describe evidence of this separation of cognitive processes in the brain, as
reflected in the eye.

Indeed, a remarkable insight from research in neuroscience is that the ac-
tivity of various eye muscles can betray the different cognitive processes that
unfold in our brain. Over decades, researchers have exploited this knowledge
to study various cognitive processes that underlie our behaviour [Eckstein et
al., 2017]. One ocular measure that gained popularity in recent years is the
task-evoked pupil response: the constriction or dilation of the pupil caused by
an (internal or external) task or event. Another ocularmeasure that shed some
light onto cognitive processing is the frequency by which we spontaneously
blink, also called the spontaneous eye blink rate (sEBR). There is amazing
promise in the possibility that we may be able to inspect the state of the brain
from easy external measurements of the eye.

But pupil size fluctuations and sEBR are thought to reflect different cog-
nitive processes, and to map onto different neuromodulatory systems. Pupil
dilations have been argued to relate to the release of noradrenaline (NE) from
the locus coeruleus in the brainstem [Aston-Jones & Cohen, 2005; Joshi et
al., 2016; Rajkowski et al., 1993], which modulates arousal. Spontaneous eye

8
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Anatomy and physiology of the pupil response and spontaneous eye blinks Chapter 1

blink rate (sEBR), on the other hand, is thought to reflect striatal dopamine
(DA) function [Jongkees & Colzato, 2016; Karson, 1983]which plays an essen-
tial role in behaviour affected by reward [Bayer & Glimcher, 2005; Montague
et al., 1996; Schultz et al., 1997; Steinberg et al., 2013]. But how do the factors
of arousal and reward relate to the cognitive processes during RL? And how
can we use eye measures to track this learning processes that unfolds in the
brain? In this thesis, I set out to answer this question by measuring pupil di-
lations and sEBR in participants that learned from their interactions with the
environment.

Overall, this thesis aims to evaluate 1) whether and how fluctuations in
pupil size and individual differences in sEBR relate to RL and 2) onto which
specific underlying cognitive processes these eye measures map. Are pupil di-
lations and sEBR indicative of our sensitivity to take value-based actions or do
they index the process of feedback learning? Also, can we combine these two
eye measures to tease apart the impact of arousal and reward on RL? Below,
I will start by briefly discussing the anatomy and physiology of the pupil and
sEBR. Second, I will discuss literature that led to current ideas about the role
of pupil size fluctuations and sEBR in reflecting cognitive processes that un-
derlie learning. Also, I will briefly discuss their potential neurophysiological
underpinnings. Third, I will highlight how computational models can be used
to reveal the cognitive processes that underlie RL and how these models allow
for a better insight into the link between fluctuations in pupil size, sEBR and
RL.

1.2 Anatomy and physiology of the pupil response and spontaneous

eye blinks

1.2.1 The pupil

Thepupil is a round, dark opening in the centre of the eye. When light hits our
eye, it passes through the pupil and is absorbed by the retina that is located at

9
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General introduction

the back of the eye. Themost important function of the pupil is to regulate the
amount of light that reaches the retina [Loewenfeld & Lowenstein, 1993]. By
changing its size, the pupil can either increase or decrease the amount of light
entering the eye, just like a camera. The iris surrounding the pupil contains
the twomuscles that control pupil size. The dilatormuscles surround the pupil
like bicycle spokes and can enlarge the pupil to up to eight millimetres in low
light; almost two orders of magnitude difference in light influx compared to
pupil size in full daylight (Fig. 1.1, left). The sphincter muscles encircle the
pupil and can constrict it to a few millimetres to prevent too much light from
entering the retina (Fig. 1.1, right). The autonomic nervous systemdictates the
movements of the iris via two different, although interconnected, pathways:
the parasympathetic and the sympathetic pathway [Beatty & Lucero-Wagoner,
2000].

1.2.1.1 Parasympathetic activations

The parasympathetic pathway controls the pupil sphincter muscles and is
known for its ‘rest and digest’ functions. Activation of this pathway causes
the pupil to constrict and explains why pupils are relatively small at rest
[Mathot, 2018]. Our pupils also constrict when light hits the eye. This reflex
is called the pupil light reflex and is generated by a sequence of subcortical
brain activations. After light hits the retina, nerve cells transmit electrical
signals via the optic nerve towards the optic chiasma. Here, signals from both
eyes are combined and reorganised based on the visual field and transmitted
further to the pretectal nucleus and Edinger-Westphal nucleus of the left and
right hemisphere. The Edinger-Westphal nucleus transmits information via
the oculomotor nerve to the ciliary ganglion and the ciliary nerves, to control
the iris sphincter muscles and constrict the pupil [Loewenfeld et al., 1993].

1.2.1.2 Sympathetic activations

The sympathetic pathway controls the pupil dilator muscles and is known for
its role in the ‘fight or flight’ response that activates when we feel scared or

10
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Anatomy and physiology of the pupil response and spontaneous eye blinks Chapter 1
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sympathetic 
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dilator 
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Figure 1.1: Eyemuscles involved in pupil responses. When the dilator pupillae muscle contracts ( left), it
pulls the inner side of the iris outwards, thereby causing the pupil to dilate. Both activations of the sympa-
thetic pathway and dim light conditions trigger pupil dilation. When the sphincter pupillae muscle contracts
(right), it pushes the inner side of the iris inwards, thereby causing the pupil to constrict. Both activations of
the parasympathetic pathway and bright light elicit pupil constriction.

stressed. As both cortical and subcortical brain structures have an influence
on the sympathetic pathway, there are various chains of brain activation that
can cause pupil dilation [Ebitz & Moore, 2019; Joshi et al., 2016]. This com-
plexity makes the causes of pupil dilation less well understood. Crucial in
pupil dilations are the sympathetic nerves from the superior cervical ganglion
(SCG) that innervate the dilator muscles. These nerves are controlled by a cir-
cuit originating from the hypothalamus that conveys its information via the
spinal cord [Wang & Munoz, 2015]. At any time, the size of the pupil reflects
the interaction of the push and pull of both sympathetic and parasympathetic
pathways. Therefore, activation of the dilator and sphincter muscles of the
pupil together dictate pupil size.

1.2.2 Spontaneous eye blinks

During an eye blink, our eyelids forcefully close by inactivation of the levator
palpebrae superioris and the activation of the palpebral portion of the orbic-
ularis oculi (Fig. 1.2). Eye blinks can be categorised into three types: reflex-
ive, voluntary and spontaneous, which differ in their function and underlying
mechanism. While voluntary blinks obviously depend a person’s will, both re-
flexive and spontaneous blinks occurwithout any volition. Reflexive blinks are

11
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General introduction

triggered by an external event, such as a particle hitting our eye. In contrast,
spontaneous blinks occur in the absence of any clear environmental trigger
and are thought to support constant clear vision [Cruz et al., 2011]. Interest-
ingly, only five blinks per minute are needed to maintain our vision clear. Yet,
the average person spontaneously blinks about fifteen times per minute [Jong-
kees et al., 2016]. Moreover, there are large differences between individuals in
how often they spontaneously blink, a difference that is thought to relate to
central DA function [Karson, 1983]. But what evidence do we have that sEBR
can be used as a marker of central DA function?

1.2.2.1 Spontaneous eye blinks as index of central dopamine function

A large body of work supports the idea that sEBR provides information
about the dopaminergic brain state. Although the precise neural circuit
linking sEBR to dopamine function remains to be specified, the spinal
trigeminal complex is critically involved. This tract receives inputs from
the dopaminergic basal ganglia [Kaminer et al., 2011], which provides
an anatomical pathway for the influence of DA on spontaneous blinking.
Further evidence for the influence of DA on spontaneous blinking is provided
by pharmacological studies, where dopamine-stimulating drugs (such as
amphetamines) increase sEBR, while dopamine-depressing drugs (such as
opioids) depress sEBR [Cavanagh, Frank, et al., 2014; Elsworth et al., 1991;
Jutkiewicz & Bergman, 2004; Kaminer et al., 2011; Kleven & Koek, 1996;
Lawrence & Redmond, 1991; Taylor et al., 1999]. For this reason, clinical
studies have used sEBR as a marker of central dopaminergic function. For
example, in schizophrenia and psychosis, highly elevated sEBR predicts
abnormally high DA activity [Karson et al., 1984, 1990; Mackert et al., 1991,
2002; Mackintosh et al., 2006]. Conversely, abnormally low sEBR observed in
Parkinson’s disease and drug addiction predicts depleted DA levels [Agostino
et al., 2008; Colzato, Wildenberg, et al., 2008; Korošec et al., 2006]. In all
of these diseases, treatment with dopaminergic medication changes blink
rates to a more healthy range, underscoring the tight link between sEBR and

12
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The pupil as a marker of cognition Chapter 1

Obicularis oculi 
muscle

Levator palpebrae
superioris muscle

Iris
Pupil

Obicularis oculi 
muscle

Figure 1.2: Eye muscles involved in blinking. Side view of the right eye. The orbicularis oculi is a face
muscle that surrounds the eye and closes the eyelid. The levator palpebrae superioris is a muscle in the orbit
that elevates the upper eye lid. During a blink, the eyelid is forcefully closed due to inactivation of the levator
palpebrae superioris and activation of the parpebral portion of the orbicularis oculi. Wikimedia Commons.

central DA function.
Given this brief overview of the anatomical and physiological underpin-

nings of the pupil response and sEBR, the question is what what do these two
eye measures tell us about cognition?

1.3 The pupil as a marker of cognition

It has long been known that our eyes’ pupils respond to more than changes in
light: they also provide insight into our emotions and mental processes. Be-
fore the first scientific investigations started into this topic, reports have been
made about several phenomena. In one of his expeditions, Charles Darwin
[1872] noticed that the pupils of wild animals dilated when they were anxious
or aggressive. Lowenstein, one of the pioneers in the field of pupillometry,
documented in 1920 the pupil responses of schizophrenic patients that he ob-
served with the naked eye. He was intrigued that pupil dilations scaled with
the state of patient’s emotions, both when they experienced pleasure and pain
[Thompson, 2005]. From these early observations it was recognised that the
pupil provided a window into at least some aspects of the inner workings of

13
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General introduction

the brain, that would otherwise be inaccessible.

1.3.1 Arousal

These initial observations were confirmed by later scientific investigations,
with several studies published around the 1960s showing that pupil dilations
reflected cognitive states that related to the ‘activation of the mind’, or arousal
[Loewenfeld, 1958]. In one famous study by Hess and Polt [1960] pupil re-
sponses were recorded of 4 men and 2 women that viewed images differing in
how arousing they were to them (as determined by the authors). Images con-
sisted among other things of a half nakedman, a half nakedwoman and a baby.
The authors found that men showed stronger pupil dilation when viewing the
half nakedwoman, while women’s pupils dilatedmore to the image of the baby
and the half nakedman. Despite the fact it was a poorly controlled experiment,
this was a first demonstration that participants’ pupils dilated to images that
were specifically arousing to them. Many studies followed the work of Hess
and Polt [1960], with pupil dilation being associated with all kinds of psy-
chological variables ranging from sexual preference [Hess et al., 1965; Simms,
1967] to emotional states [Goldwater, 1972] and personality traits [Holmes,
1967] which all in some way linked to global changes in arousal.

1.3.2 Mental effort

In that same time period, several studies found that pupil dilation also tracked
the mental effort that was put into a task. In one of these first demonstrations,
Hess and Polt [1964] showed that pupil dilations during mental calculations
increased with increasing difficulty of themental calculation. This finding was
later replicated and extended by Ahern and Beatty [1979], who also demon-
strated that differences between individuals in the amount of effort they put
into a task was tracked by pupil dilation. Also in memory tasks, similar ef-
fects of mental effort on pupil dilation have been observed. Pupil dilation
increased with increasing number of items that had to be memorised, while it

14
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The pupil as a marker of cognition Chapter 1

decreased after a memorised item was recalled [Kahneman, 1973; Kahneman
& Beatty, 1966]. Many other studies have been conducted after the important
studies of Hess and Polt [Hess et al., 1960, 1964, 1965] and Kahneman and col-
leagues [Kahneman, 1973; Kahneman et al., 1966], in which it was shown that
pupil dilations are affected by arousal and mental effort (e.g. [Beatty, 1982b;
Bradley et al., 2008; Bradshaw, 1967; Klingner et al., 2010]). These findings are
robust and in line with Loewenfeld’s earlier observations [Loewenfeld, 1958]
that cognitive states that activate the mind also dilate the pupil [Beatty et al.,
2000; Goldwater, 1972; Mathot, 2018].

1.3.3 Neuromodulation

Earlier studies into the effects of arousal on pupil size thought of arousal as
a relatively broad and unspecific signal that supported the sensory process-
ing of highly relevant or motivating events. As of today, consensus remains
that arousal is a dominant factor affecting pupil size [Aston-Jones et al., 2005;
Gilzenrat et al., 2010; Mathot, 2018; Nieuwenhuis et al., 2011]. At the same
time, new technological advances in eye-tracking and analysis techniques have
made pupil measurements much more precise. This allows researchers to
study with higher precision the specific cognitive states and underlying neu-
rocomputational mechanisms that ‘activate the mind’ and cause the pupil to
dilate.

Based on these developments, and the relative ease of pupil recordings, a
growing number of studies has begun to use pupil measurements to draw con-
clusions about neural activity that underlies learning, decision-making and
other cognitive processes [Cavanagh, Wiecki, et al., 2014; De Gee et al., 2014;
Einhäuser et al., 2010; Eldar et al., 2013; Krishnamurthy et al., 2017; Nassar et
al., 2012; Preuschoff et al., 2011; Urai et al., 2017]. However, how come that
all these various cognitive processes affect pupil size? And, what can pupil
responses tell us about the underlying brain function?

An important development in the field of pupillometry was the cou-
pling of pupil responses during cognitive tasks to neuromodulation: the

15
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General introduction

regulation of cortical activity by neuromodulatory systems [Aston-Jones et
al., 2005; Cohen et al., 2007]. The brain contains several neuromodulatory
systems, including noradrenaline, dopamine, serotonin and acetylcholine
that all have widespread connections to the cortex. Disturbances in these
neuromodulatory systems play a major role in many psychiatric disorders,
such as depression, Parkinson’s disease and obsessive-compulsive disorder
[Cools, 2006; Frank et al., 2004; McCoy et al., 2019; Shiner et al., 2012] and
result in problems with learning and decision-making [Gillan et al., 2016;
Hauser et al., 2017; Kunisato et al., 2012; Robbins et al., 2019]. Given that the
pupil is sensitive to learning and decision-making processes; how does its
link to neuromodulation specify our understanding of how the pupil indexes
cognitive processes?

1.3.3.1 The locus coeruleus

Changes in pupil size have been argued to relate to the release of noradrenaline
(NE) from the locus coeruleus (LC).The LC is a small region of predominantly
noradrenergic neurons in the brainstem [Aston-Jones et al., 2005; Kempadoo
et al., 2016; Ranjbar-Slamloo & Fazlali, 2020]. Although few in number, the
LC provides most of the brain’s NE and is the sole source of NE to the cortex
(Fig. 1.3a). The link between pupil dilations and LC BOLD activations has
been observed in several brain imaging studies [Alnæs et al., 2014; De Gee et
al., 2017;Murphy et al., 2014], yet themost importantwork linking the pupil to
the LC comes from research inmonkeys. These studies found that fluctuations
in pupil size co-occur both with tonic (slow) [Aston-Jones et al., 2005, 1997;
Laeng et al., 2010] and phasic (fast) LC activations [Joshi et al., 2016; Liu et al.,
2017; Varazzani et al., 2015], highlighting the relation between pupil dilations
and LC activations on fast and slower timescales.

Functionally, the LC-NE system contributes to many brain functions, in-
cluding attention, arousal, learning and memory [Aston-Jones et al., 2005;
Berridge &Waterhouse, 2003; Sara, 2009; Sara & Bouret, 2012]. Some of these
contributions involve phasic LC activations to salient sensory events, particu-

16
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The pupil as a marker of cognition Chapter 1

larly when these events are surprising and lead to abrupt shifts in behaviour
and cognition [Aston-Jones & Bloom, 1981; Aston-Jones et al., 1997; Bouret &
Sara, 2005].

A range of cognitive factors that elicit phasic pupil dilation have been indi-
rectly linked tomeasures of phasic LC activation. Consistent with the idea that
phasic bursts of the LC support the processing of salient information [Bouret
et al., 2005; Nieuwenhuis et al., 2011; Sara, 2009], task-evoked pupil dilations
are stronger after the perception of unexpected events that generate surprise
[Browning et al., 2015; Gilzenrat et al., 2010; Nassar et al., 2012; O’Reilly et al.,
2013] and reflect successful learning and choice performance [Beatty, 1982b;
De Gee et al., 2014; Eldar et al., 2013; Hakerem& Sutton, 1966; Krishnamurthy
et al., 2017; Prévost et al., 2013; Reinhard et al., 2006]. Because these learning
and choice processes can also drive phasic LC activation [Aston-Jones et al.,
1981, 2005, 1999; Rajkowski et al., 2004], task-evoked pupil dilations have of-
ten been interpreted as reflecting phasic LC firing [Joshi & Gold, 2019].

Baseline pupil size, often measured during passive task periods prior to
stimulus presentation, has been associated with changes in tonic LC activa-
tion [Aston-Jones et al., 1999, 1997]. To understand the functional role of these
tonic LC activations, one popular theory proposed that the locus coeruleus no-
radrenaline (LC-NE) systemmodulates the trade-off between exploration and
exploitation [Aston-Jones et al., 2005]. As shown in Fig. 1.3b, this trade-off de-
scribes the decision between exploiting a well-known source of reward versus
the exploration of novel, but potentially better, information. During exploita-
tion, lowered tonic LC activity and strong bursts of phasic LC activation facil-
itate attention and performance focusing on the current task in order to max-
imise reward. Conversely, in an exploratory state heightened tonic LC activity
supports disengagement from the current task, to redirect attention to other,
potentially more rewarding, tasks or actions. In line with this theory, per-trial
measurements of baseline pupil size have been related to task-related changes
in exploration, engagement and learning [Browning et al., 2015; Gilzenrat et
al., 2010; Jepma et al., 2011; Nassar et al., 2012; Pajkossy et al., 2017]. The re-

17
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General introduction

lation between these task-related changes and baseline pupil size are thought
to be mediated -at least partly- by the LC-NE system.

1.3.4 Pupil responses and the processing of reward

The above mentioned studies give strength to the idea that the pupil reflects
learning anddecision-making processes linked toNEactivity originating from
the LC. At the same time, learning and decision-making processes are in neu-
roscience often linked to the processing of reward and the neurotransmitter
DA [Bayer et al., 2005; Beeler, 2012; Rangel et al., 2008; Schultz et al., 1997;
Steinberg et al., 2013; Tobler et al., 2005] (Fig. 1.3c). However, much less is
known about the relationship between the pupil and reward processing, as
well as the potential link to DA. This link could have important implications
for future studies into the pathophysiology of the dopaminergic system.

A number of studies provide support for the hypothetical link between
the pupil and central DA responses. In Parkinson’s disease, DA-signalling is
severely and specifically impaired, and indeed, pupil responses to reward are
diminished in these patients. Importantly, these pupil responses are reinstated
after patients receivedDAmedication [Manohar&Husain, 2015; Muhammed
et al., 2016]. In healthy subjects, pupil responses are also sensitive to DA ma-
nipulations [Hauser et al., 2019] and uniquely correlate with BOLD responses
in dopaminergic regions of the midbrain [De Gee et al., 2017]. In terms of
reward-based learning, the pupil dilates in response to reward predicting cues
[Bray et al., 2008; Manohar & Husain, 2016; O’Doherty et al., 2003; Pauli et
al., 2015; Prévost et al., 2013]. Problematically, however, the interpretation of
these pupil responses has been hampered by the fact that arousal- and reward-
based signals are very hard to disentangle [O’Doherty, 2014; O’Doherty et al.,
2006].

In this thesis, we used a variety of methods to achieve this disentangle-
ment. As described in chapter 2, we systematically combined RL theory [Sut-
ton et al., 1998] (see below) - the main theoretical framework to understand
learning from the consequences of actions - to fluctuations in pupil size. We

18
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Figure 1.3: Noradrenaline and dopamine pathways and some of their effects on cognition. (A): LC
neurons provide noradrenaline (NE) to large parts of the brain. (B): Regulation of task engagement by the LC-
NE system. Task engagement is optimal at intermediate baseline levels of NE, at which strong phasic bursts
of LC activity facilitate performance on the current task. Low baseline levels of NE increase drowsiness and
inattentiveness, whereas high levels of NE promote distractibility, exploration and disengagement from the
task at hand. (C): Dopamine (DA) neurons in the vental tegmental area (VTA) innervate the mesocorticolim-
bic pathway. The mesolimbic pathway transmits DA from the VTA to the ventral striatum. The mesocortical
pathway transmits DA from the VTA to the prefrontal cortex. DA neurons in the substantia nigra (SN) inner-
vate the nigrostriatal pathway, where DA is transmitted to the putamen and caudate nucleus. (D): Similar as
for NE, the relationship between baseline DA levels and cognitive control is thought to follow an inverted-U
function [Cools, 2019; Cools & D’Esposito, 2011]. Both too little and too much DA deteriorates the exertion
of control during task performance.
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took this approach to understand how the pupil relates to cognitive processes
that underlie observed RL behaviour. In chapter 3 and 4, we took a different
approach to disentangle the impact of arousal- and reward-based signals on
the pupil and cognition. In chapter 3, by studying sEBR and its functional
role in RL [Karson, 1983]. In chapter 4, by combining the analysis of sEBR
measurements with pupil size to understandwhether they can be used to track
reward learning without the use of overt behavioural responses. The next sec-
tion discusses the role of sEBR as an external marker of DA and DA-driven
cognitions.

1.4 Spontaneous eye blink rate as a marker of cognition

Many years of research suggests that sEBR can be used as a non-invasive and
indirect marker of central DA function and DA-driven cognition (for an ex-
tensive review, see [Jongkees et al., 2016]). In order to understand how DA
influences sEBR and performance on DA-driven cognitive tasks, it is impor-
tant to distinguish between the roles of two important receptors types: the
D1 and D2 receptor. These two receptor types are thought to have different
functional roles in the prefrontal cortex and basal ganglia [Durstewitz & Sea-
mans, 2008; Frank et al., 2006a]. In prefrontal cortex, D1 receptor signalling
has been linked to the maintenance of long-term goal representations, while
D2 receptor signalling is associated with enhanced mental flexibility [Durste-
witz et al., 2008; Eckstein et al., 2017]. As such, the D1 and D2 receptor serve
opposite functions to promote different cognitive processing states.

In the basal ganglia, the interactions between these two receptor types
have been investigated with computational models of RL [Bahuguna et al.,
2015; Frank et al., 2006a; Maia & Frank, 2011]. In these models, the D1 and
D2 receptors interact to form a decision threshold for selecting and updating
representations in the cortex. The D1 receptor, also known as the D1 “direct”
pathway, sends “Go” signals to promote the updating of cortical representa-
tions and the selection of a response under consideration. The D2 receptor,
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or the D2 “indirect” pathway, sends a “NoGo” signal to suppress cortical rep-
resentations or responses under consideration in the cortex. Importantly, DA
influences these different pathways in opposite directions: it excites the D1
direct pathway, but inhibits the D2 indirect pathway. In this way, higher DA
levels lower the decision treshold and promote updating by energising D1-
driven Go signals and inhibiting D2-driven NoGo signals. In contrast, lower
DA levels reduce the inhibition of D2-driven NoGo signals and promote the
stabilisation of cortical representations [Jongkees et al., 2016]

These models that describe the influence of DA on the stability and flex-
ibility of cortical representations can also explain why the impact of DA on
cognitive function tends to follow an inverted-U function (Fig. 1.3d) [Cools et
al., 2011]. Especially in tasks requiring cognitive control, also described as the
balance between focusing on current goals while resisting distractions versus
flexible switching between goals when the environment has changed [Cools,
2019; Cools et al., 2011], this relationship has been observed. Too high levels
of DA reflect a very low decision threshold, resulting in distractibility and the
inability to focus on the current task at hand. In contrast, too low levels of DA
reflect a very high decision treshold, resulting in inflexibility and persevera-
tion [Cools et al., 2011]. Therefore, exerting optimal cognitive control during
a task often requires intermediate DA levels.

Consistent with these theoretical accounts of DA function, individual dif-
ferences in sEBR have been related to the exertion of cognitive control. For
instance, a high sEBR - indicative of high DA levels - is linked to flexibility
and easier switching between different types of tasks. However, this flexibil-
ity comes at the cost of increased distractibility when focus is needed on one
particular type of task [Dreisbach et al., 2005; Müller et al., 2007;Tharp&Pick-
ering, 2011; Zhang et al., 2015]. Next to a link with cognitive control, sEBR is
also associated with reward processing. In a finger tapping task that measured
one’s willingness to expend effort, sEBR positively predicted an individual’s
willingness to work, even though the effort put into the task did not yield any
additional benefits [Pas et al., 2014]. Yet, from all cognitive tasks that rely on
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DA function, learning is arguably the most important and well-studied. Strik-
ingly, studies have only yet begun to investigate how sEBR relates to learning
(e.g. [Cavanagh, Frank, et al., 2014; Slagter et al., 2015]). In chapter 3, we aim
to extend this literature with a more systematic or mechanistic evaluation of
how sEBR relates to individual differences in learning.

1.5 Cognitive modelling

In the previous sections I briefly discussed the anatomy and physiology of
pupil responses and sEBR as well as their relationship to cognition. In this
last section, I will describe how the use of a cognitive model allows for a more
specific description of the relation between pupil responses, sEBR and cogni-
tive processes that underlie RL.

A cognitive model gives a mathematical description of the cognitive pro-
cesses that underlie a participant’s observable behaviour. From these math-
ematical descriptions, quantifiable parameters can be inferred and used in
subsequent analyses [Ahn et al., 2017; M. D. Lee et al., 2014]. There are
many advantages of modelling behaviour over the use of directly observable
behavioural data. First, the use of a cognitive model helps to understand how
cognitive processes generate behaviour. It takes the observable data -that may
be difficult to interpret- and decomposes it into cognitive processes that are
easier to interpret [Forstmann & Wagenmakers, 2014]. Second, a cognitive
model allows to make specific predictions about behaviour that can be tested
against the behavioural data to evaluate how well a model matches the real
world. Third, quantified model parameters can reveal cognitive differences
between experimental conditions or clinical populations that may not show in
directly observable behaviour [Steingroever et al., 2017]. Model parameters
can be used to uncover individual differences in certain types of behaviour
such as RL [Frank et al., 2007], or to analyse data more fine-grained on a trial-
by-trial basis [Daw, 2011]. In this thesis, we focused on these various levels
of explanation, by relating pupil responses to RL variables within and across
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trials, and by investigating how pupil responses and sEBR relate to individual
differences in RL.

1.5.1 Modelling reinforcement learning behaviour

How individuals learn from the consequences of their actions is mostly based
on models of RL [Sutton et al., 1998]. During RL, an individual learns the
expected value of different choice options and uses this knowledge to select
actions that maximise future reward. Importantly these models rely on learn-
ing from experience, which means that an individual only learns about value
by taking actions and observing the outcomes. Each time an action results in
an outcome, a reward prediction error (RPE) is computed which quantifies
the difference between the expected and actually obtained reward. A negative
RPE signals that the obtained reward was lower than expected, whereas a posi-
tive RPE signals a higher than expected reward. The RPE is used to update the
individual’s value expectations on the next trial. An important parameter in
this update process is the learning rate (α-parameter), which determines the
degree to which value expectations are changed by a RPE.

While the update process describes how individuals learn about the ex-
pected value of different choices, it does not describe how learned value is
used to make a choice. Instead, this choice process is modeled by a choice
rule. One often applied choice rule in RL is the “softmax” rule [McFadden,
1973; Sutton et al., 1998]. According to this rule, choice behaviour can vary
between extreme exploration and extreme exploitation, which is controlled by
the β-parameter. An extremely low β-parameter value indicates that choices
are strongly driven by the exploration of lower valued (or uncertain) options.
In contrast, an extremely high β-parameter indicates that choices are strongly
driven by the exploitation of high value (or certain) options. By quantifying
the learning rate and explore-exploit parameter, RL behaviour can be formally
described and decomposed into its underlying cognitive processes.

23

145694-vanSlooten_BNW.indd   23145694-vanSlooten_BNW.indd   23 31-07-20   11:2331-07-20   11:23



General introduction

1.5.2 Combining cognitive modelling with pupil and sEBR measurements

Combining a RL model with physiological pupil and sEBR measurements can
be useful in several ways. First, a RLmodel decomposes observed behavioural
data into underlying cognitive processes. These processes can then be linked
to pupil and sEBR measurements, instead of just relying on behavioural data
which is often hard to interpret. To illustrate this point, we investigate in chap-
ter 3 the idea that sEBR may reflect the extent to which individuals learn from
the negative outcomes of their actions [Slagter et al., 2015]. By decomposing
RL behaviour into underlying cognitive processes, we were able to directly
evaluate the hypothesised association between sEBR and negative learning
rates.

Another advantage of a model-based decomposition of RL behaviour is
that pupil and sEBR measurements can be associated with multiple model pa-
rameters or model variables at the same time. In chapter 2, we evaluate how
pupil responses relate to the cognitive processes underlying RL. For instance,
by associating pupil responses to learned value beliefs and reward prediction
errors within a trial, we simultaneously evaluated the effect of these twomodel
variables on the pupil response. This approach helps to interpret pupil re-
sponses in a theoretically meaningful way. Also, it can drive research into the
brain areas that are involved in driving the pupil and this particular cognitive
function.
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CHAPTER 2

How pupil responses track value-based decision-making during and

after reinforcement learning

This chapter was published as:

Van Slooten, J. C., Jahfari, S., Knapen, T., & Theeuwes, J. (2018). How pupil responses track value-based

decision-making during and after reinforcement learning. PLOS Computational Biology, 14(11), e1006632–25.
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How pupil responses track value-based decision-making during and after reinforcement learning

2.1 Abstract

Cognition can reveal itself in the pupil, as latent cognitive processesmap onto spe-
cific pupil responses. For instance, the pupil dilates when we make decisions and
these pupil size fluctuations reflect decision-making computations during and af-
ter a choice. Surprisingly little is known, however, about how pupil responses re-
late to decisions driven by the learned value of stimuli. This understanding is im-
portant, as most real-life decisions are guided by the outcomes of earlier choices.
The goal of this study was to investigate which cognitive processes the pupil re-
flects during value-based decision-making. We used a reinforcement learning
task to study pupil responses during value-based decisions and subsequent deci-
sion evaluations, employing computational modeling to quantitatively describe
the underlying cognitive processes. We found that the pupil closely tracks rein-
forcement learning processes independently across participants and across trials.
Prior to choice, the pupil dilated as a function of trial-by-trial fluctuations in
value beliefs about the to-be chosen option and predicted an individual’s ten-
dency to exploit high value options. After feedback a biphasic pupil response
was observed, the amplitude of which correlated with participants’ learning rates.
Furthermore, across trials, early feedback-related dilation scaled with value un-
certainty, whereas later constriction scaled with signed reward prediction errors.
These findings show that pupil size fluctuations can provide detailed information
about the computations underlying value-based decisions and the subsequent
updating of value beliefs. As these processes are affected in a host of psychiatric
disorders, our results indicate that pupillometry can be used as an accessible tool
to non-invasively study the processes underlying ongoing reinforcement learning
in the clinic.
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2.2 Introduction

There is fast-growing interest to understand how the pupil, as a non-invasive
proxy of neuromodulation [Aston-Jones et al., 2005], relates to cognition. Al-
ready since the 1960s, pupil dilation has been associated with the expenditure
of cognitive effort [Hess et al., 1964; Kahneman et al., 1966]. In more recent
years, its relation to decision-making has been investigated extensively. These
studies show that the pupil dilates during periods of uncertainty about incom-
ing, task-relevant information [Colizoli et al., 2018; Lempert et al., 2015; Nas-
sar et al., 2012; Urai et al., 2017] and after the occurrence of unexpected events
that generate surprise [Braem et al., 2012; Browning et al., 2015; O’Reilly et
al., 2013; Satterthwaite et al., 2007]. Also in a gambling task, where unex-
pected outcomes were tied to reward, was pupil dilation associated with sur-
prise [Preuschoff et al., 2011]. However, in that particular study choices did
not influence the outcomes of the gambles; making it impossible to learn from
the outcomes of choices.

In real world encounters, people can learn from the outcomes of their
choices and use this information to optimize behaviors or maximize reward.
Several studies have shown that pupil dilations track such reward learning pro-
cesses. During classical or Pavlovian learning [Pavlov, 2010], the pupil dilates
in response to cues that predict reward [Bray et al., 2008; O’Doherty et al.,
2003; Prévost et al., 2013] and tracks changes in reward expectations [Pauli
et al., 2015]. In situations that require decisions to obtain reward, baseline
pupil diameter prior to a choice [Jepma, Deinum, et al., 2011], as well as task-
evoked dilations [Gilzenrat et al., 2010] predicted whether a choice would be
either exploratory or exploitatory, hence, predicting the sensitivity to choose
the option with the highest expected reward.

While these findings suggest that the pupil provides a promisingmarker of
several processes and states associated with learning from reward, it remains
unclear how the pupil relates to the underlying process of reinforcement learn-
ing (RL). Understanding of this relationship is important, as it could open
up the possibility to continuously monitor the underlying cognitive processes
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that shape learning and decision-making based on reward. This knowledge
would greatly increase the clinical impact of pupil size recordings, which al-
ready has shown some promising results in studies involving Parkinson’s pa-
tients [Manohar et al., 2015; Muhammed et al., 2016]. However, it is un-
clear how these processes interact with other cognitive processes such as at-
tention, cognitive effort, and uncertainty. Here, we investigated pupil size
fluctuations during value-based learning and decision-making, using a com-
putational RL model to identify the specific influences of value-related com-
putations on pupil size.

We measured pupil size while thirty-four participants performed a prob-
abilistic RL task, consisting of a separate learning and transfer phase. (Fig.
2.1a,b, and Methods) [Frank et al., 2004]. In the learning phase, the relia-
bility of choice outcomes varied across three learning pairs with different re-
ward probabilities (AB, 80:20; CD, 70:30; EF, 60:40). As participants gradually
learned to choose the best option in each pair, these different reward probabil-
ities created varying degrees of choice difficulty, uncertainty and value expec-
tations across choices. In a subsequent transfer phase, participants were then
presented with novel stimulus pair combinations (i.e., AB, CD, EF, AC, AD,
AE, AF, BC, BD, BE, BF, CE, CF, DE, and DF) and asked to select the most
rewarding option based on previous learning. As no choice feedback was pro-
vided in the transfer phase, it allowed us to measure how choices were guided
by previously acquired reinforcement values, and how this information gener-
alized to entirely new choice situations.

We fitted a hierarchical Bayesian version of the Q-learning RL algorithm
[Sutton et al., 1998] to participants’ choices in the learning phase to describe
value-based choices and outcome evaluations (Fig. 2.1c, and Methods) [Jah-
fari et al., 2018; Jahfari & Theeuwes, 2016; Steingroever et al., 2013; Wetzels
et al., 2010]. Bayesian hierarchical parameter estimation results in more pre-
cise and stable parameter inference compared to procedures using individual-
level maximum likelihood [Ahn et al., 2011; Scheibehenne & Pachur, 2014;
Steingroever et al., 2017; Wetzels et al., 2010], and is therefore a preferred mod-
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elling approach. The Q-learning algorithm describes value-based decision-
making using two functions: a choice function and an outcome function. The
choice function calculates the probability of choosing one option (Q-chosen)
over the other (Q-unchosen), based on one’s sensitivity to value differences, or
explore-exploit tendency (β; Fig. 2.1d, left panel). The outcome function then
computes the magnitude by which the reward prediction error (RPE) changes
value beliefs about the chosen option, scaled by the learning rate (α; Fig. 2.1d,
right panel) [Behrens et al., 2007]. As value beliefs are differently updated after
positive and negative outcomes [Frank et al., 2007; Kahnt et al., 2009; Lefebvre
et al., 2017] via different striatal learning mechanisms [Frank, 2005; Naka-
mura & Hikosaka, 2006; Shen et al., 2008], we defined separate learning rate
parameters for positive (αGain) and negative (αLoss) choice outcomes [Frank et
al., 2007; Jahfari et al., 2016; Kahnt et al., 2009; Niv et al., 2012].

Our computational approach allowed us to investigate the potential util-
ity of the pupil as a proxy for value-based decision-making and value belief
updating, across two levels. First, we describe participants’ choice behavior
using parameters that embody core computational RL principles. These pa-
rameters provide a strong handle to investigate how inter-individual differ-
ences in value-based learning and decision-making relate to pupil responses.
Second, by simulating the learning process we could investigate how pupil
size depended on trial-to-trial fluctuations in underlying computational vari-
ables such as value beliefs, uncertainty and reward prediction errors. That is,
our experimental paradigm allowed us to map pupil responses onto separable
computational components both across participants and trials, using linear
systems analysis techniques [Dale, 1999; Knapen et al., 2016].
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Figure 2.1: Probabilistic selection task and reinforcement learning model. (A): During learning, 3
optionpairswerepresented in randomorder. Participantshad to select themore rewardingoptionof eachpair
(option A, C and E) by learning from probabilistic feedback that indicated+0.1 points reward after a “correct”
choice, or no points. Choosing option A resulted in a reward in 80% of the times, whereas choosing option B
resulted in a reward only in 20%of the times. Reward probability ratioswere 70/30 for the CD pair and 60/40
for the EF pair, thereby increasing uncertainty about the correct option to choose. The transfer phase tested
how much was learned from the probabilistic feedback. All options were randomly paired with one another,
and participants selected the most rewarding option based on earlier learning. In this phase, feedback was
omitted. (B): Example pupil trace for a trial in the learning phase. (C): Bayesian hierarchicalmodel, consisting
of an outer participant ( i= 1…,N) and inner trial (t= 1…,T) plane. Variables of interest are depicted by
circular and squared nodes, indicating continuous and discrete variables, respectively. Shaded variables are
obtained from the behavioral data and used to fit the model. Double bordered variables are deterministic,
as they were derived from the model fit. Arrows indicate dependencies between variables. Φ() represents
the probit transform. (D): Model parameters governing value-based decision-making. Left panel: the β-
parameter describes sensitivity to option value differences (Δ Q-value). Higher β-values indicate greater
sensitivity toΔ Q-value and more exploitatory decisions for options with highest expected rewards. Right
panel: the α-parameter governs value belief updating. Higher learning rates (α) indicate rapid, but more
volatile value belief updating compared to lower learning rates. (E): Across-trial fluctuations in value beliefs
(Q-values) for the chosen and unchosen option and RPEs with the EF pair as example.
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2.3 Results

2.3.1 Behavioral and model performance

Participants learned the stimulus-reward contingencies well, as they correctly
learned to select the higher reward probability option in all three pairs
(P(correct) above chance, all Ps <.001; Fig. 2.2a). Performance was best in the
most reliable choice pair (AB) and decreased progressively as the feedback
reliability of choice pairs decreased from CD to EF: smaller differences in
the reward probability ratios increased the number of errors (F(2,66)= 14.45,
P<.001, η2p=.19) and response times (F(2,66)= = 5.5, P=.006, η2p=.04). In
the transfer phase, choices were guided by the previously learned reward
probabilities. Here, participants made more errors (F(2,66)= 49.3, P<.001,
η2p=.53) and were slower (F(2,66)=34.6, P<.001, η2p=.12) when confronted with
option pairs with small value differences (Fig. 2.2b), consistent with earlier
studies [Cavanagh et al., 2011; Cavanagh, Wiecki, et al., 2014; Frank et al.,
2007].

The Q-learning model simulated participants’ choice behavior well (Fig.
2.2c) when using the fitted learning rates (αGain, αLoss) and explore-exploit (β)
parameter (Fig. 2.2c). In accordance with behavior, the estimated value beliefs
were highest for A and lowest for B (Fig. 2.2d) with differences in value beliefs
being largest for AB, followed by the CD and EF pair ((F(2,66)= 14.45, P<.001,
η2p=.19)= 20.63, P<.001, η2p=.39).

2.3.2 Pupil responses predict individual differences in value-based

decision-making

Wenext investigatedwhether the pupil was sensitive to the cognitive processes
supporting value-based decisions. To do so, we first characterized the average
pupil response pattern across subjects epoched around two separate moments
in the trial: leading up to, and immediately after the moment of choice and
around the moment of feedback. Around the moment of a choice, a biphasic
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Figure 2.2: Behavioral and model performance. Average accuracy and RT across subjects (N=34) as a
function of option pairs in the learning phase (A) and option value differences (derived from the experimental
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at the end of the learning phase. β/100 for visualization; error bars represent mean± s.e.m
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pupil response was observed that was characterized by dilation starting ~1s.
prior to the moment of the behavioral report (Fig. 2.3a). This upwards re-
sponse reflected the unfolding decision process [De Gee et al., 2014; Lempert
et al., 2015] and was followed by late pupil constriction (~1s. post-event). Af-
ter receiving choice feedback, again a biphasic pupil response was observed
that was characterized by early dilation (~1s. post-event) and late constriction
(~2s. post-event; Fig. 2.3b).

Across individuals, the observed choice- and feedback-evoked pupil re-
sponses corresponded differentially to the underlying processes driving value-
based decision-making. As shown in Fig. 2.3c, left panel}, pupil dilation at the
moment of a choice was uniquely predicted by an individual’s sensitivity to
value differences, or explore-exploit tendency (β; permutation test, P=.006;
Suplementary Fig. S2.1a), indicating that a greater tendency to exploit high
value options (high β) related to a stronger dilatory response (Fig. 2.3c, right
panel). Feedback-related dilation and constriction correlated inversely with
an individual’s positive, but not negative, learning rate (Supplementary Fig.
S2.1b), suggesting that this parameter selectively scaled the amplitude of the
feedback-evoked pupil response. Indeed, as shown in Fig. 2.3d, left panel, the
feedback-evoked response amplitude was uniquely predicted by an individ-
ual’s positive learning rate (αGain; permutation test, P=.017), indicating that
slower updating of value beliefs after positive feedback predicted a stronger
feedback-evoked response (low αGain; Fig. 2.3d, right panel and Supplemen-
tary Fig. S2.1d).

In sum, pupil responses evoked by choice and feedback differentially
predicted the underlying processes supporting value-based decisions in the
learning phase. The tendency to exploit high value options (β) predicted
stronger pupil dilation leading up to a value-driven choice, whereas less
updating of value beliefs after positive feedback (αGain) predicted an amplified
feedback-related response. These relations are consistent with the tenets of
the Q-learning model, in which the explore-exploit parameter determines the
outcome of a value-driven choice and learning rates affect how much value
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Figure 2.3: Across-subject relations betweenmodel parameters and pupil responses during choice
and after feedback. Average deconvolved choice- (A) and feedback-related (B) pupil response. Regression
coefficients of an across-subject GLM of the relation between derived model parameters and pupil dilation
at the moment of choice (C, upper panel), and a scalar amplitude measure of the feedback-related pupil
response (D, upper panel). Median split across subjects based on modulations of β at the time of choice (C,
lower panel), andαGain after feedback (D, lower panel). Lines and (shaded) error bars of representmean±
s.e.m of across-subject modulations (N=34). Horizontal significance designators indicate time points where
regression coefficients significantly differentiate fromzero (P<.05), basedon cluster-basedpermutation tests
(n=1000),** P<.01, * P<.05.

beliefs are updated after receiving choice feedback.

2.3.3 Pupil dilation reflects the value of the upcoming choice during, but not after,

reinforcement learning

We observed that across-subject variability in pupil responses was explained
by model parameters that describe the underlying processes driving value-
based decision-making. But do pupil responses also reflect the ongoing re-
inforcement learning process during value learning? In a next step, we inves-
tigated the extent to which trial-to-trial fluctuations in variables describing
ongoing value-based decision-making were reflected in pupil responses.
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In the learning phase, prior to reaching a value-driven choice, pupil dila-
tion correlated positively with the value difference between options (cluster
P<.001, 2.0s. pre-event until -0.07s. pre-event, Fig. 2.4a, upper panel, indicat-
ing that larger value differences elicited larger pupil dilation before the choice.
Specifically, the pupil dilated as a function of trial-by-trial value beliefs of the
chosen, but not the unchosen option (paired t-test, t(33)=6.98, P<.001; Fig
2.4b, upper panel), revealing that pupil dilation uniquely reflected the value
belief determining the upcoming choice.

To rule out the possibility that condition differences (i.e. AB, CD, EF) in-
stead of trial-by-trial fluctuations in chosen value beliefs explained pupil dila-
tion prior to a choice, we estimated their independent effects on pupil size in
a single regression analysis. We observed no differences between conditions
in average pupil dilation prior to a choice (Fig. 2.4a, lower panel). This also ex-
cluded the hypothesis that pre-choice pupil dilation was driven by uncertainty
[Lempert et al., 2015; Nassar et al., 2010] or cognitive effort [Hess et al., 1964;
Kahneman et al., 1966], as we did not observe significantly more dilation in
themost uncertain, hence, most effortful EF pair. In all pairs, pre-choice pupil
size correlated positively with chosen value (F(2,66) = 19.76, P<.001, η2p=.15;
Fig. 2.4b, lower panel) irrespective of condition type (F(2,66) = 1.8, P=.17). To
summarize, prior to reaching a value-driven choice, the pupil tracked subtle
differences in value beliefs about the upcoming choice, while dilation did not
reflect uncertainty or cognitive effort driven by condition differences.

Next, we askedwhether value beliefs alsomodulated pre-choice pupil dila-
tion in the subsequent transfer phase, where choices were based on previously
acquired reinforcement values. In contrast to the learning phase, pupil dila-
tion prior to a value-driven choice was not predicted by previously learned
value differences between options (Fig. 2.4c, upper panel). Indeed, a repeated
measures ANOVA with the factors phase (learning, transfer) and value (cho-
sen, unchosen) indicated that only during learning, but not during transfer,
pre-choice pupil dilation was modulated by value beliefs about the upcom-
ing choice (F(1,33)= 6.9, P=.013, η2p=.06). This interaction effect was not ex-
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plained by differences in tonic pupil size fluctuations between the experimen-
tal phases (Supplementary Fig. S2.2), which can impact the magnitude of
phasic pupil responses [Aston-Jones et al., 2005; Knapen et al., 2016]. Ad-
ditionally, we investigated the observed interaction using a Bayesian repeated
measured ANOVA. Compared to the null model, themodel that incorporated
both main factors and their interaction received most support from the data
as indicated by BF=55.4. This is regarded very strong evidence in favour of
the alternative model [Jeffreys, 1961]. This model also convincingly received
most support from the data compared to all candidate models, as indicated by
BF=16.9. Lastly, post-hoc test that directly compared chosen and unchosen
value beliefs showed that they did not differently modulate pre-choice pupil
size in the transfer phase (paired t-test,<1, Fig. 2.4b, upper panel). Nor did
either variable’s mean correlation with pre-choice pupil dilation differ from
zero(t<1 for chosen and unchosen value). Together, these findings provide
compelling evidence that chosen and unchosen value beliefs differently mod-
ulate pupil dilation during decision formation in the learning compared to the
transfer phase.

However, immediately after a value-based choice, learned value beliefs
negatively predicted pupil dilation both in the learning (cluster P=.007, 0.68s.
pre-event until 1.5s. post-event; Fig. 2.4a, upper panel) and transfer phase
(cluster P=.003, -0.02s. until 1.48s. post-event; Fig. 2.4c, upper panel). Now
smaller, instead of larger, value differences elicited larger post-choice pupil di-
lation, suggesting that the difficulty of a recent choice, or the choice conflict
it generated, drove pupil size upward. Indeed, we observed a similar post-
choice pupil response pattern when regressing choice conflict on the basis of
the experimental reward probabilities on pupil size (Fig. 2.4c, lower panel),
indicating that post-choice pupil dilation was modulated by choice conflict,
consistent with an earlier report [Cavanagh, Wiecki, et al., 2014].

These model-based trial-to-trial analyses show that when engaged in ac-
tive reinforcement learning, pupil dilations differentially reflect value beliefs
and choice conflict at different points in time. Prior to value-based choices,
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pupil size uniquely reflected value beliefs about the upcoming choice, where
stronger dilations predicted higher value beliefs. This pattern of pre-choice
value dilations was absent in the subsequent transfer phase where rewards
could not be obtained, indicating that apparently similar pupil dilations prior
to value-based choices can index different cognitive processes during and after
reinforcement learning.

2.3.4 Feedback-related pupil responses reflect value uncertainty and reward

prediction errors

Only during active reinforcement learning, we observed that choice-related
pupil dilation reflected value beliefs about the upcoming choice. If the pupil
reliably tracked the ongoing reinforcement learning process, it should also pro-
vide information about the evaluation of a recent choice outcome. In the last
step, we therefore investigated how feedback-related pupil responses covaried
with the degree to which outcomes violated value beliefs about a recent choice.

We observed larger feedback-related pupil dilation (Fig. 2.5a) after
choices between options with small value differences. Specifically, early
post-feedback dilation correlated negatively with differences in value beliefs
of recently presented options (cluster P<.001, -1.5s. pre-event until 1.78s.
post-event; Fig. 2.5b). Furthermore, we verified that these feedback-related
dilations were not driven by feedback valence (Supplementary Fig. S2.3a,b).
In contrast to dilation in the choice interval, dilation in the feedback interval
was explained by fluctuations in trial-by-trial value beliefs of both the chosen
and the unchosen options, in opposite directions (Fig. 2.5c). Thus, lower
beliefs about the chosen and higher beliefs about the alternative option both
increased dilation, indicating that uncertainty about the value of a recent
choice modulated feedback-related dilation. In support of this, trial-by-trial
chosen and unchosen value beliefs explained feedback-related dilation
already prior to receiving feedback, which suggested that uncertainty about
the outcome of a value-based decision drove pupil size. Lastly, outcomes that
violated value beliefs did not elicit larger feedback-related dilations (Supple-
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mentary Fig. S2.3c), contrasting the hypothesis that these modulations of the
feedback response reflected surprise.

Importantly, whereas value beliefs about a recent choice affected early di-
lation, the degree to which outcomes violated those beliefs modulated late
feedback-related pupil constriction. As shown in Fig. 2.5b, signed RPEs cor-
related positively with late feedback-related pupil constriction ≈ 2s. after re-
ceiving feedback (cluster P<.001, 1.8s. until 3.0s. post-event). This correlation
indicated that worse-than-expected outcomes (-RPEs) elicited stronger pupil
constriction compared to better-than-expected outcomes (+RPEs).

To summarize, we observed a biphasic feedback-related pupil response
that tracked the evaluation of a recent value-based choice. Early pupil
dilation was modulated by uncertainty about the value of options, as choices
between similarly valued options increased dilation the most. Late pupil
constriction was modulated by the violation of current value beliefs, as
worse-than-expected outcomes elicited stronger pupil constriction compared
to better-than-expected ones.

2.4 Discussion

The present results provide the novel insight that the pupil reliably tracks the
underlying cognitive processes of learning and decision-making based on re-
ward. When engaged in active reinforcement learning, but not when choice
value was already internalized, the pupil showed two distinct response pat-
terns. Prior to reaching a value-driven choice, pupil dilations scaled with
trial-by-trial value beliefs about the upcoming choice and were diagnostic for
an individual’s sensitivity to choose the option with the highest expected out-
come. Feedback about the choice subsequently evoked a biphasic evaluation
response. Early pupil dilation scaled with uncertainty about the value of re-
cent choice options, whereas subsequent pupil constriction scaled with the
violation of current choice value beliefs, or signed reward prediction errors.

Earlier studies have shown that pupil dilations can reflect variables or
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states related to reward learning [Bray et al., 2008; Manohar et al., 2015;
Muhammed et al., 2016; O’Doherty et al., 2003; Prévost et al., 2013]. Our
results extend these findings by showing that pupil responses reliably track
choice value computations during both decision formation and decision
evaluation. The specificity of our findings outlines how the pupil can be used
to index the ongoing reinforcement learning process. These results could
greatly increase the clinical impact of pupil size recordings, as our findings
suggest that pupil responses can be used to monitor the (affected) ongoing
reinforcement learning process.

Specifically, single-trial fluctuations in pupil dilation prior to choice sig-
naled the value of the to-be-chosen option, but not the alternative one. This
indicates that during decision formation, pupil dilation specifically reflected
the value that was driving the choice. Could these value-driven dilations re-
flect the effects of cognitive effort [Hess et al., 1964; Kahneman et al., 1966], or
uncertainty [Lempert et al., 2015; Nassar et al., 2012; Satterthwaite et al., 2007]
that are known to affect pupil size? While effects of cognitive effort are typi-
cally studied with tasks in the domain of cognitive control (e.g. [Alnæs et al.,
2014; Jainta & Baccino, 2010; Reinhard & Lachnit, 2002]), it is generally found
that pupil dilation increases with increasing task demands. Presumably, dila-
tions reflect the effort exerted in reaction to difficult or demanding situations
[Wel & Steenbergen, 2018]. In our study, this would translate to the follow-
ing hypothesis: the most difficult choice condition (i.e. the most unreliably
reinforced stimulus pair EF) should elicit greater pupil dilation. Our findings
do not agree with this hypothesis, as choices in the difficult EF pair were not
preceded by stronger pupil dilation. Neither can our findings be explained by
effects of uncertainty about a value-based choice, as higher value beliefs, indi-
cating more certainty about choice value, elicited greater dilation. What our
findings indicate is that higher value beliefs about the upcoming choice led to
stronger reward expectations [Manohar et al., 2015; Muhammed et al., 2016],
or lower risk assessment [Preuschoff et al., 2011] that increased pupil dilation
prior to a value-based choice.
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Furthermore, an individual’s sensitivity to value differences between pre-
sented options, as quantified by the β parameter of our model, predicted the
amount of pupil dilation exactly at the moment of a value-based choice. Indi-
viduals that were sensitive to small value differences showed stronger choice-
locked pupil dilation and made more exploitatory choices, which also led to
better task performance [Jahfari et al., 2018]. Optimal task performance
[Beatty, 1982a; Hakerem et al., 1966] as well as the tendency to exploit in dy-
namic environments [Gilzenrat et al., 2010; Murphy et al., 2011] have previ-
ously been associated with increased choice-related pupil dilation. The ob-
served relationship could therefore reflect either one of these processes, as
choosing a high value option can result from accurate option value represen-
tations, or from the general tendency to favor exploitation over exploration
[Pedersen et al., 2016]. Future studies that measure pupil size during value-
based decision-making in a reversal learning paradigm may be able to disen-
tangle these two alternative explanations, as optimal task performance would
then depend on changing decision strategies over time.

After receiving feedback, a biphasic feedback-related pupil response
tracked two different evaluation processes associated with the outcome
of a choice. First, early dilation was scaled by the uncertainty associated
with the outcome of a value-based choice. This was further evidenced
by the observation that choices between closely valued options triggered
uncertainty-related pupil dilation already prior to the moment of feedback.
This suggests pupil dilation reflected value uncertainty when participants
anticipated the outcome of a choice. While our study is the first to relate
feedback-related pupil dilation directly to uncertainty about internal choice
value beliefs, these findings are consistent with studies that relate pupil
dilation to perceptual decision uncertainty, driven by observer’s internal
noise [Colizoli et al., 2018; Urai et al., 2017].

Second, late pupil constriction was explained by signed reward prediction
errors, reflecting how much an outcome violated current value beliefs about
the chosen option. Lower-than-expected choice outcomes resulted in stronger
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pupil constriction compared to higher-than-expected ones, a response pattern
consistent with value coding [O’Doherty, 2014]. As the reward prediction
error term multiplied with the learning rate updates the value of the chosen
stimulus, reward prediction error responses in the pupil after feedback are
consistent with our finding that chosen value uniquely modulated pupil di-
lation prior to a choice. We can only speculate about the similarity to the re-
ward prediction error firing pattern of phasic dopamine neurons [Mirenowicz
& Schultz, 1996; Roesch et al., 2007; Schultz et al., 1997; Ungless et al., 2004]
that briefly activate after higher-than-expected outcomes and deactivate after
lower-than-expected outcomes.

Alternatively, the observed correlation between late feedback-related
pupil constriction and signed reward prediction errors could be driven by
differences in saliency between unexpected positive and negative outcomes.
It has been shown that contrast-based stimulus saliency modulates the mag-
nitude of transient pupil responses, with more salient stimuli evoking a larger
peak-to-peak (i.e. larger dilation and constriction) pupil response [Wang
et al., 2014, 2015]. While we controlled for the physical stimulus saliency
in our experiment, some experimental events could have been more salient
than others. Due to reinforcement learning, unexpected negative outcomes
occurred less often than unexpected positive outcomes, which might have
rendered them subjectively more salient events. Thus, increased subjective
saliency could explain the stronger feedback-related pupil constriction
observed after unexpected negative events.

We found that pupil responses systematically tracked key components of
reinforcement learning, however, important differences were observed with
a later recall phase. Only during learning, but not during transfer, was pupil
dilation prior to choice modulated by choice value; a difference that may indi-
cate different underlying cognitive processes that drive value-based choices
[Jocham et al., 2009; Shiner et al., 2012]. Why was this the case, in a task
where participants had to make value-based decisions in both experimental
phases? One important difference between the learning and transfer phase
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was the presentation of choice feedback, thus, the ability to learn from choice
outcomes. In the learning phase, only three stimulus pairs were presented and
each choice was followed by feedback to allow learning. In the transfer phase,
our objective was to assess already internalized choice value by confronting
participants with novel stimulus pair combinations of previously acquired re-
inforcement values. Hence, in this phase, choices were not followed by feed-
back, and choice value representations could not be changed.

Dopamine, particularly in the striatum [Glimcher, 2011], plays an im-
portant role during reinforcement learning [Wise, 2004]. Striatal dopamine
strengthens actions that lead to rewarding outcomes and weakens those that
lead to aversive ones [Frank et al., 2007, 2004; Nakamura et al., 2006]. It
thereby flexibly adapts behavior to maximize future reward. In the transfer
phase, value beliefs are consolidated and dopamine no longer plays an impor-
tant role in learning ormodulating choice behavior. Information used tomake
a value-based choice can be retrieved from memory, guided by structures that
encode learned value representations, such as the ventromedial prefrontal cor-
tex [Jocham et al., 2011; Shiner et al., 2012]. Our finding that pupil dilation
signaled upcoming choice value only during learning, could mean that the
pupil is particularly sensitive to contingency learning [Manohar et al., 2017],
thus, to learning the mapping between actions and outcomes.

Whether, and in what way, dopamine modulates the pupil response has
yet to be determined, but several lines of research showpromising results [Col-
izoli et al., 2018; De Gee et al., 2017; Manohar et al., 2015; Muhammed et al.,
2016; Van Slooten et al., 2017]. It is likely that such modulations occur via in-
teractions with the noradrenergic locus coeruleus (LC), a brainstem nucleus
that is often linked to pupil dilation inmicro-stimulation anddecision-making
studies [De Gee et al., 2017; Joshi et al., 2016; Liu et al., 2017; Reimer et al.,
2016; Varazzani et al., 2015]. As these studies also found that activity in other
brain areas correlated with pupil responses [Joshi et al., 2016; Reimer et al.,
2016; Wang et al., 2014, 2015], including the dopaminergic ventral tegmental
area [De Gee et al., 2017], this further suggests multiple (interacting) sources
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driving pupil size. In support of interactions between the noradrenergic and
dopaminergic system inmodulating pupil size, the LC and dopaminergicmid-
brain structures have dense reciprocal connections and receive a common top-
down projection from the prefrontal cortex [Sara, 2009]. Moreover, both sys-
tems play important, yet different, roles in reward-learning and motivational
behavior [Bouret et al., 2012; Varazzani et al., 2015], which could suggest
they both play important roles in modulating the pupil during reinforcement
learning.

While we observed the pupil to systematically track key components of
reinforcement learning, could these results alternatively be explained by ef-
fects of attention? The pupil has long been used as an index of attention, as
the amount of attention paid to a stimulus determines the amount of tran-
sient pupil dilation [Beatty, 1982b; Kang et al., 2014; Smallwood et al., 2011;
Wierda et al., 2012]. In our study, when choices where made, attention was
most likely shifted toward the chosen option, which could have driven pha-
sic pupil dilation during choice. While this explanation fits our finding in the
learning phase, where pre-choice pupil dilation scaled with the value of the to-
be chosen option, it does not fit with the absence of this relation in the transfer
phase, even though participants paid attention to the chosen options, as they
performed the task well. Neither does attention -and its relation to phasic
pupil dilation- explain why feedback-related pupil constriction in the learning
phase scaled with how much an outcome violated choice value beliefs. Thus,
while attention likely plays an important role in value-based decision-making
[Cavanagh, Wiecki, et al., 2014; Krajbich et al., 2010; McGinty et al., 2016; Xie
et al., 2018], the observed patterns of results here cannot be solely explained
by effects of attention.

To conclude, our study provides evidence that the pupil is a reliable in-
dicator of value-based decision-making during active reinforcement learning.
Pupil responses signaled the processing of value up to a choice and the subse-
quent evaluation of choice outcomes in terms of uncertainty and violations of
value beliefs. There were several aspects to our approach that enabled us to es-
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tablish these specific relations and to move beyond previous work linking the
pupil to reward. First, our computational approach enabled us to characterize
the full temporal profile of value-based decisions in the pupil, thereby relat-
ing different decision and evaluation processes to different components of the
pupil response. These relationships could only be obtained using a ridge re-
gression deconvolution approach that enabled us to disentangle the multiple
underlying cognitive processes that impacted pupil size within a single regres-
sion analysis. Second, these specific relations could only be established with
the use of classical learning theories that provided us access to participants’
developing value beliefs, and the underlying choice considerations thought to
support value-driven decisions. This also highlights our use of internal, or
subjective, value estimates to relate to the pupil. This contrasts previous stud-
ies that used externally derived value estimates to investigate reward-related
effects on pupil size [Manohar et al., 2015; Muhammed et al., 2016; Preuschoff
et al., 2011; Satterthwaite et al., 2007; Van Slooten et al., 2017]. Lastly, our
study describes the temporal evolution of reinforcement learning in the pupil,
thereby providing evidence that the pupil can be used to non-invasively track
the reinforcement learning process as it takes place. Future studies that com-
bine functional brain imaging and pupillometry will have to further specify
the brain areas that contribute to the value-based pupil response.

2.5 Materials and Methods

2.5.1 Participants

Forty-two healthy participants with normal to corrected to normal vision
completed the experiment (10 males; mean age=24.9; age range=18-34 years).
They were paid 16€ for 2 hours of participation and earned an additional
performance bonus (mean=10.2€, SD=1.8). The ethical committee of the
Vrije Universiteit Amsterdam approved the study and written informed
consent was obtained from all participants. Eight participants were excluded
from analyses due to the following reasons: inadequate fixation to the center
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of the screen (N=4), reporting more than three unique stimulus pairs in the
learning phase (N=1) and (almost) perfect choice accuracy in the learning
phase, which complicated behavioral model fitting (N=3), resulting in a total
of 34 participants for the analyses.

2.5.2 Task & Procedure

Participants were seated in a dimly lit, silent room with their head positioned
on a chin rest, 60 centimeters away from the computer screen. They received
written information about the general purpose of the experiment, after which
they completed a 30-trial practice session of the learning phase. Subsequently,
participants completed for the learning phase 6 runs of 60 trials each (360 trials
in total, 120 presentations of each stimulus pair), with small breaks in-between
runs. After each run, the earned number of points was displayed. At the end
of the learning phase, the total number of earned points was converted into
a monetary bonus. Directly after the learning phase, participants entered the
transfer phase. They completed 5 runs of 60 trials each (300 trials in total, 20
presentations per stimulus pair), with small breaks in-between runs. Overall
choice accuracy was displayed at the end of the transfer phase.

2.5.3 Stimuli & trial structure

Stimuli were presented on a 21-inch IiyamaVisionMaster 505MS103DTwith
a spatial resolution of 1024 x 768 pixels, at a refresh rate of 120Hz, with mean
luminance 60 cd/m2. Experiments were programmed in OpenSesame and
data analysis were performed using custom software written in Python, us-
ing Numpy (v1.11.2), Scipy (v0.18.1), FIRDeconvolution (v0.1.dev1), Hedfpy
(v0.0.dev1), MNE (v0.14) and PyStan (v2.14) packages. Luminance effects
on pupil size were minimized by keeping the background luminance of the
display constant. Color stimuli were near-isoluminant to each other and the
background (set via a flicker-fusion color calibration test carried out once at
the start of the experiment). To account for further luminance bias effects,
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each participant had a unique color pair (red-blue; yellow-dark blue; green-
magenta) to reward probability mapping (AB, CD, EF) that was counterbal-
anced in order (e.g. red-blue or blue-red for AB).

In each learning phase trial, participants continuously fixated on a central
white fixation dot. After 500ms (SD=200ms), two colored stimuli (1.26°x1.26°
visual angle) appeared at the horizontal meridian left and right from the cen-
tral fixation dot at a distance of 5.04° visual angle. Participants made a choice
for one of the options using the ‘K’ (left choice) and ‘L’ (right choice) keys. A
choice was highlighted by a small dark gray arrow (150ms) pointing in the di-
rection of the chosen option. After a random interval drawn from a Gaussian
distribution with a mean of 1500ms (SD=300ms), the choice was followed by
auditory feedback, indicating reward (+0.1 points; 500ms “correct” sound) or
no reward (500ms; pure sine tone at 300Hz). Omissions or response times
(RTs) longer than 3500ms were followed by a neutral tone (500ms; pure sine
tone at 660Hz). Inter-trial intervals were drawn from a Gaussian distribution
with a mean of 3000ms (SD=300ms) Trials of the transfer phase followed the
same trial structure as trials in the learning phase, but had a shorter duration
as choices were not followed by feedback.

2.5.4 Behavioral analysis

Choices and RTs were recorded for all trials in the learning and transfer phase.
RT on every trial was computed as the time from onset of the stimulus pair
until the choice (key press). Trials with RTs below 150ms or above the RT
deadline of 3500ms were removed from all analyses. As a choice between two
options in the learning phase was never necessarily “correct”, we defined the
selection of the optimal option (more reinforcing option of the presented pair)
as a correct choice. For the transfer phase, value conflict on a particular trial
was defined on the basis of the experimental reinforcement value difference
between the presented stimuli, where smaller value differenceswere associated
with higher conflict.
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2.5.5 Computational model

Choices during the learning phase were fit with a reinforcement learning
(“Q-learning”) model [Sutton et al., 1998; Watkins & Dayan, 1992]. The
Q-learning model has an extensive theoretical background in which decision-
making is explicitly evaluated [Daw, 2011; Lee et al., 2012] and has been
successfully applied in a range of domains. Examples of this are genetics
[Frank et al., 2009, 2007], clinical settings [Dowd et al., 2016; Pedersen et al.,
2016; Shiner et al., 2012; Skvortsova et al., 2017; Ziegler et al., 2016], attention
[Jahfari et al., 2016], decision bias [Lefebvre et al., 2017] and risk [Niv et al.,
2012]. For each option, the model estimates its expected value, or “Q-value”,
on the basis of individual sequences of choices and outcomes. All Q-values
were set to 0.5 before learning. After each choice, the chosen option’s Q-value
is updated by learning from feedback that resulted in an unexpected outcome,
which is captured by the RPE, ri(t) - Qi(t). Thus, the Q-value for option i on
the next trial t is updated depending on the outcome, r, using the following
formula:

Q ∗ i(t + 1) = Q ∗ i(t) +



α ∗ Gain[ r ∗ i(t) − Q ∗ i(t)] if r =1

α ∗ Loss[ ri(t) − Qi(t)] if r =0
(2.1)

where parameters 0 ≤ αGain, αLoss ≤ 1 represent positive and negative
learning rates, respectively, that determine the magnitude by which value be-
liefs are updated depending on the RPE. We modeled separate learning rates,
as different striatal subpopulations are involved in positive and negative feed-
back learning [Frank, 2005; McCoy et al., 2019; Nakamura et al., 2006; Shen
et al., 2008] and individuals tend to learn more from positive feedback [Jah-
fari et al., 2018, 2016; Lefebvre et al., 2017]. Modeling two learning rates was
further validated by comparing this hierarchical Q-learning model to a hier-
archical Q-learning model with only one learning rate. Model selection was
based on individual AIC and BIC values and supported the use of two learn-
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ing rates, as indicated by lower AIC and BIC values (mean AIC 1α=234, mean
AIC 2α=218; mean BIC 1α=242, mean BIC 2α=230). Given the Q-values, the
probability of selecting one option over the other (e.g. selecting option A over
B) was described by a softmax choice rule:

P ∗ A(t) = exp(β · Q ∗ A(t))
exp(β · Q ∗ B(t)) + exp(β · Q ∗ A(t)) (2.2)

Here, 0 ≤ β ≤ 100, or the explore-exploit parameter, described the sensi-
tivity to option value differences, where larger β values indicates greater sen-
sitivity, and more exploitative choices, for options with relative higher reward
values.

2.5.6 Bayesian hierarchical modeling procedure

The Q-learning model was fit using a Bayesian hierarchical fitting procedure,
where individual parameter estimates were drawn from group-level parame-
ter distributions that constrained the range of possible individual parameter
estimates. This procedure allowed for the simultaneous estimation of group-
level and individual-level parameters [Lee, 2011; Wetzels et al., 2010], thereby
capitalizing on the statistical strength offered by the degree to which partici-
pants are similar with respect to the model parameters as well as taking into
account individual differences [Wiecki et al., 2013].

As shown in Fig. 2.1c, our model was implemented following Jahfari
[2018, 2016]. Variables ri(t-1) (outcome for participant i on trial t-1) and
chi(t) (choice of participant i on trial t) were obtained from the behavioural
data. Per-participant parameter estimates αGi (αGain participant i), αLi (αLoss
participant i) and βi (β participant i) were modeled using a probit transfor-
mation z’i (α′

Gi, α′
Li, β′

i). The probit transformation is the inverse cumulative
distribution function of the normal distribution that can be used to specify
a binary response model. z’i were drawn from group-level normal distribu-
tions with mean μz′ and standard deviation δz′ . A normal prior was assigned
to group-level means μ z’ ∼ N ( 1, 0) and a uniform prior to the group-level
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standard deviations δ z’ ∼ U( 1, 1.5) [Wetzels et al., 2010]. The Bayesian hier-
archicalmodel was implemented in STAN [Carpenter et al., 2017] and fit to all
trials of the learning phase that fell within the correct response time window
150ms ≤ RT ≤ 3500ms,(mean=99.5% of trials, SD=0.8%). Multiple chains
were generated to ensure convergence, which was evaluated by the Rhat statis-
tic [Gelman & Rubin, 1992]. The Rhat statistic confirmed convergence of the
fitting procedure (i.e., all Rhats were equal to 1.0). We also tested whether the
derived per-participant parameters could simulate choices that were qualita-
tively similar to the observed choices originally used for fitting. Here, choices
were simulated 100 times for each participant using the mode of the derived
per-participant parameter distribution. Simulated choice accuracy was aver-
aged across simulations and evaluated against the observed choice data (Fig.
2.2c).

2.5.7 Quantifying single-trial estimates

The modes of the per-participant posterior parameter distributions were se-
lected to describe individual positive and negative learning rates (αGain, αLoss)
and relative reward sensitivity (β). In the learning phase, these per-participant
parameter estimates were used to quantify Q-values and RPEs on each trial.
Specifically, we quantified for each trial the value of the option that was chosen
and the alternative unchosen option. In the transfer phase, when participants
did not receive feedback about their choices, we investigated how previously
learned value related to pupil responses during value-based decisions. To do
so, we selected the final Q-value estimates for each option (i.e. at the end of the
learning phase) and used these values to quantify for each trial the value of the
chosen and unchosen stimulus, given the individual sequences of choices. All
obtained single-trial variables were used as covariate regressors in a deconvo-
lution analysis (described below), to investigate how they dynamically varied
with trial-by-trial fluctuations in transient pupil responses in the learning and
transfer phase.
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2.5.8 Pupillometry: preprocessing

The diameter of the pupil was recorded at a 1000Hz using an EyeLink 1000
Tower Mount (SR Research). The eye-tracker was calibrated prior to each run.
Blinks and saccades were detected using standard EyeLink software with de-
fault settings and Hedfpy, a Python package for preprocessing eye-tracking
data. Periods of data loss during blinks were removed by linear interpola-
tion, using an interpolation time window of 200ms before until 200ms after
a blink. Blinks not identified by the manufacturer’s software were removed
by linear interpolation around peaks in the rate of change of pupil size, using
the same interpolation time window. The interpolated pupil signal was band-
pass filtered between 0.05Hz and 4Hz, using third-order Butterworth filters,
z-scored per run, and resampled to 20Hz. As blinks and saccades have strong
and relatively long-lasting effects on transient pupil size [Hupe et al., 2009;
Knapen et al., 2016], these influences were removed from the data, as follows.
Blink and saccade regressors were created by convolving all blink and saccade
events with their standard Impulse Response Function (IRF) [Hoeks & Levelt,
1993; Knapen et al., 2016; Korn & Bach, 2016]. These convolved regressors
were used to estimate their responses in a General Linear Model (GLM), after
which we used the residuals of this GLM for further analysis. For the subse-
quent deconvolution analysis, trials were removed in which participantsmade
a saccade towards either of the two presented colored stimuli (i.e. saccades ex-
ceeding 3.3° visual angle away from fixation) to ensure that pupil responses
were not affected by eye movements (percentage removed trials, mean=4.8%;
SD=4.5%; range=0.0%-16.3%).

2.5.9 Pupillometry: deconvolution analysis

2.5.9.1 Learning phase

Transient pupil responses were analyzed using FIRDeconvolution, a Python
package used to perform Finite Impulse Response fits [Dale, 1999]. For the
analysis of the learning phase, a design matrix was constructed that estimated
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pupil time courses of the following 3 transient event types: the onset of the
choice options (start of the decision interval), choice (keypress) and feedback
(auditory tone). Time courses of the onset of the options and feedback were
estimated in the interval -0.5s. pre-event until 3.0s. post-event. The time
course of the choice was estimated in the interval -2.0s. pre-event until 1.5s
post-event, as decision-related pupil dilation is predominantly driven prior
to the behavioral report [De Gee et al., 2014; Lempert et al., 2015]. Further,
the sustained drive of pupil size during the decision interval, defined as the
time period from onset of the options until the choice, was estimated by a
boxcar regressor. The boxcar regressor expanded each trial’s RT (in samples)
and was normalized by dividing the height of the boxcar by the mean RT of
the regressor. This procedure ensured that the estimated IRF of all transient
and sustained regressor types were comparable. Lastly, the design matrix in-
cluded 2 stick regressors to estimate the pupil time course of the following
nuisance events: the onset of the fixation dot and the offset of the options
from the screen. Pupil time courses of both events were estimated -0.5s. pre-
event until 3.0s. post-event. No intercept was added to the design matrix as
ridge regression (described below) requires centered dependent and indepen-
dent variables [Hastie et al., 2009]. For the decision interval, we investigated
how value beliefs about presented options affected pupil size by adding single-
trial chosen andunchosenQ-value estimates as covariates to the designmatrix.
The resulting regression coefficients -describing the time course of the correla-
tion between chosen and unchosen value and pupil size- were subtracted from
each other to quantify the correlation of the Q-value difference (ΔValue) and
pupil size. For the feedback interval, the same Q-value estimates were used as
in the decision interval. This allowed us to investigate how value beliefs about
a recent choice affected pupil size after receiving choice feedback. Thus, by
using the same Q-value estimates for choice and feedback intervals, we were
able to investigate the effects of value predictions (choice) and value evalua-
tions (feedback) on pupil size. Finally, we added single-trial RPE estimates to
the design matrix to investigate how violations of choice beliefs affected the
feedback-related response. All covariate regressors were z-scored per partic-
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ipant, to ensure unbiased across-subject comparisons of deconvolution beta
weights.

2.5.9.2 Transfer phase

The design matrix for the deconvolution analysis of the transfer phase was
identical to that of the learning phase, with two exceptions: (1) the pupil time
course for feedback events was not estimated, as no feedback events occurred
during this phase, (2) a stick regressor was included to investigate the effects of
choice conflict on pupil responses. Choice conflict was determined the basis of
experimental reinforcement value differences between the presented options,
where trials were divided into three bins (10-20%; 30-40% and 50-60%), that
corresponded to large, medium and small choice conflict between options.

2.5.10 Pupillometry: ridge regression

We implemented the deconvolution analysis using cross-validated ridge re-
gression, which allows one to find the general solution to a least-squares prob-
lem that would be unstable due tomulticollinearity of regressors [Hastie et al.,
2009]. Ridge regression penalizes, or shrinks, regression coefficient weights
towards zero to reduce the estimation variance on the coefficients:

β̂_ridge = (XTX + λI)−1XTy (2.3)

Here, y is the pupil time series signal andX is the designmatrix consisting
of a set of vectors that contain ones at all sample times relative to the event
timings of which we estimated the pupil response, and zeros elsewhere. The
identity matrix, I, is multiplied by λ ≥ 0, a tuning parameter that controls the
strength of the penalty term. If λ = 0, the linear regression solution is obtained,
λ = ∞, β̂ridge = 0. To obtain for each participant the optimal λ value, we
applied cross validation on the pupil time series data. Here, the pupil data was
divided into a training and test set. A weight matrix was obtained for each λ
value (range = 0 ≤ λ ≤ 1), using the training set, and was used to predict the
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test set. This process was repeated for 20 different selections of training and
test sets, and the best λ value was selected based on its prediction accuracy.
The resulting regression, β̂ridge, contained the deconvolved pupil responses of
all separate event types.

2.5.11 Statistical comparisons

Nonparametric cluster-based permutation t-tests [Gramfort et al., 2013, 2014;
Maris & Oostenveld, 2007] were used to test for significant regression coeffi-
cients and to correct for multiple comparisons over time. Briefly, for each
time point of a time series signal, t-tests were performed on each set of across-
subject coefficient values. The cluster size was determined by the number of
contiguous timepoints for which the t-test resulted in P<.05. The observed
cluster size was then compared to a random permutation distribution of max-
imal cluster sizes: the proportion of random clusters resulting in a larger size
than the observed one determined the P-value, corrected formultiple compar-
isons.

To assess the effects of chosen and unchosen value covariates on pupil
size across the decision interval, we summed each regressor’s coefficient val-
ues locked to the start (option onset) and locked to the end of the decision in-
terval (the moment of choice), while discarding their post-choice effects. We
normalized the summed regressor coefficient values by the number of samples
they explained of the pupil time series signal. The resulting averaged, normal-
ized regressor coefficient values were used in a repeated measures ANOVA to
test for main and interaction effects on pupil size, both for the learning and
transfer phase.

Across-subject analyses of the relation between pupil responses and com-
putational model parameters were calculated using bootstraps [Efron & Tib-
shirani, 1993]. We randomly drew with replacement 10,000 new pupil size

• model parameter estimate pairs which were used in the across-subject
GLM. From the resulting bootstrapped regression coefficients, 68%
confidence intervals were calculated using a percentile approach.
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P-values calculations were based on a two-sided hypothesis test, with
the P-value being the fraction of the bootstrap distribution that fell
below (or above) 0.
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Figure S2.1: Pupil responses predict individual differences in value-based decision-making. We
performed an across-subjects GLM describing the relation between pupil responses and estimatedmodel pa-
rameters across time. Average choice-locked pupil dilation (A) at the time of the behavioral report (t=0)
was uniquely predicted by individual differences in relative reward sensitivity (β-parameter;B). (C): Average
feedback-related pupil dilation (1s. post-event) and pupil constriction ( 2s. post-event) were uniquely pre-
dicted by individual differences in positive learning rate (αGain-parameter;D). (E,F): Average choice-locked
pupil dilation in the learning and transfer phase related in a highly similar fashion to the derived model pa-
rameters (compare panelsB and F), suggesting these underlyingmechanisms affected choice-locked pupil di-
lation in a similar way. Lines and shaded error bars of representmean± s.e.m of across-subject modulations
(N=34). Horizontal significance designators indicate time points where regression coefficients significantly
differentiate from zero (P<.05), based on cluster-based permutation tests (n=1000)
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Figure S2.2: Differences in tonic pupil size do not explain observed differences in pre-choice pupil
size modulation between the learning and transfer phase. Chosen value modulated choice-locked
pupil dilation prior to choice in the learning, but not in the transfer phase. Could this differential pupil size
modulation be driven by slow fluctuations in tonic pupil size, that are known to affect the magnitude of con-
current phasic pupil responses? We tested this hypothesis using the unfiltered pupil time series data from
the learning and transfer phase. As these data contain all temporal frequencies in the pupil size signal, they
provide a clear view on potential tonic pupil size differences between the learning and transfer phase. Before
makingany comparisons,wefirst calculatedeachparticipant’s averagepupil sizeacross the entire experiment
and subtracted this value from theblink-interpolatedpupil time series data. This procedure corrected for inter-
individual differences in raw baseline pupil diameter that can be caused by several confounding factors such
as differences in ambient lightning or age [Knapen et al., 2016; MacLachlan et al., 2002], improving power
for the comparison of the different conditions. Next, for each subject the blink-interpolated pupil data of the
learning and transfer phase was divided in trial epochs and mean pupil size per trial was calculated - this
effectively constitutes a low-pass filtering operation and is standard in the literature [Krishnamurthy et al.,
2017; Nassar et al., 2012].(A), Averaged across subjects (N=34), no systematic differences in tonic pupil size
were observed between the learning and transfer phase. This finding speaks against the hypothesis that dif-
ferences in tonic pupil size explain the observed differential modulation of pre-choice pupil dilation between
the learning and transfer phase. However, the observed slowfluctuations of tonic pupil size followed a consis-
tent pattern thatwas characterized by high tonic pupil size at the start of each run (consisting of 60 trials) and
that progressively decreased until the end of a run; a pattern that has been reported before [Bradshaw, 1967;
Knapen et al., 2016] and is thought to reflect the evolution of general vigilance during each experimental run.
(B) Box plots representing tonic pupil size averaged across all trials of all participants (N=34) of the learning
and transfer phase largely overlap, showing that tonic pupil size does not systematically differ between the
learning and transfer phase. Shaded error bars represent bootstrapped 95%confidence intervals of themean
(n=1000).
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Figure S2.3: Surprisedoesnotmodulate feedback-relatedpupil dilation. Weaskedwhether feedback-
related pupil dilations scaled with the unexpectedness or the uncertainty of choice outcomes. We quantified
how value beliefs about a recent choice modulated dilation after receiving positive versus negative feedback.
Receiving positive (A, black line) versus negative (B, black line) feedback resulted in equally strong feedback-
related pupil dilation at time of maximal dilation (cluster P=.23), indicating that feedback valence did not
drive pupil dilation. If these feedback-related pupil dilations were modulated by surprise, unexpected feed-
backwith respect to current value beliefs should increase dilation. That is, for positive feedback the difference
in value beliefs (chosen - unchosen) should correlate negativelywith pupil dilationwhereas for negative feed-
back it should correlate positively. We found that the correlation between value beliefs and pupil dilationwas
highly similar in response to both positive and negative feedback (C). This pattern of results suggests that
uncertainty rather than surprise drives feedback-related pupil dilations. Statistics based on cluster-based
permutation tests (n=1000).
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CHAPTER 3

Spontaneous eye blink rate predicts individual differences in

exploration and exploitation during reinforcement learning

This chapter was published as:

Van Slooten, J. C., Jahfari, S. & Theeuwes, J. (2019). Spontaneous eye blink rate predicts individual dif-

ferences in exploration and exploitation during reinforcement learning. Scientific Reports, 9, 17436.

63

145694-vanSlooten_BNW.indd   63145694-vanSlooten_BNW.indd   63 31-07-20   11:2331-07-20   11:23



Spontaneous eye blink rate predicts individual differences in exploration and exploitation during
reinforcement learning

3.1 Abstract

Spontaneous eye blink rate (sEBR) has been linked to striatal dopamine function
and to how individuals make value-based choices after a period of reinforcement
learning (RL). While sEBR is thought to reflect how individuals learn from the
negative outcomes of their choices, this idea has not been tested explicitly. This
study assessed how individual differences in sEBR relate to learning by focusing
on the cognitive processes that drive RL. Using Bayesian latentmixturemodelling
to quantify the mapping between RL behaviour and its underlying cognitive pro-
cesses, we were able to differentiate low and high sEBR individuals at the level
of these cognitive processes. Further inspection of these cognitive processes in-
dicated that sEBR uniquely indexed explore-exploit tendencies during RL: lower
sEBR predicted exploitative choices for high valued options, whereas higher sEBR
predicted exploration of lower value options. This relationship was additionally
supported by a network analysis where, notably, no link was observed between
sEBR and how individuals learned from negative outcomes. Our findings chal-
lenge the notion that sEBR predicts learning from negative outcomes during RL,
and suggest that sEBR predicts individual explore-exploit tendencies. These then
influence value sensitivity during choices to support successful performancewhen
facing uncertain reward.
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3.2 Introduction

During our life we learn a lot by trial and error. When cooking a new dish, we
learn from the feedback we receive about the outcome and change our future
actions by repeating those dishes that tasted good. How we learn from inter-
acting with our environment can be captured by reinforcement learning (RL)
theory, which describes the mapping of situations to actions in order to max-
imise reward [Sutton et al., 1998]. The neuromodulator dopamine (DA) plays
an important role in how individuals learn from their interactions with the
environment [Glimcher, 2011; Morris et al., 2006] and has also been linked to
individual variability in spontaneous eye blink rate (sEBR) [Cavanagh, Frank,
et al., 2014; Karson, 1983; Slagter et al., 2015]. While research suggest that
sEBR reflects the extent to which individuals learn from negative outcomes of
their actions [Slagter et al., 2015], this idea has not been tested explicitly. Here,
we set out to address this issue by associating sEBR to individual differences in
how we exploit actions that likely produce desirable outcomes and learn from
positive and negative feedback: the cognitive mechanisms that drive RL.

More than 30 years of research has shown that sEBR, or the frequency of
blinks per unit time, is affected byDA, particularly in the striatum (for a recent
review, see [Jongkees et al., 2016]). In general, pharmacological studies in an-
imals and humans have shown that DA-enhancing drugs elevate sEBR, while
DA-decreasing drugs suppress them [Cavanagh, Frank, et al., 2014; Elsworth
et al., 1991; Groman et al., 2014; Jutkiewicz et al., 2004; Kaminer et al., 2011;
Karson, 1983; Kleven et al., 1996]. Moreover, sEBR is altered in clinical condi-
tions that are associated with dysfunctions of the DAergic system [Chan et al.,
2010; Chen et al., 1996]. For example, sEBR is decreased in Parkinson’s disease
(PD) [Karson et al., 1982, 1984], a condition characterised by depleted stri-
atal DA levels. These findings align with animal studies showing that MPTP
- a DAergic neurotoxin that induces Parkinsonian symptoms - reduced blink
rates [Lawrence et al., 1991] in proportion to the post-mortem measured DA
concentrations in the caudate nucleus [Taylor et al., 1999]. Together, these
studies generally indicate that sEBR is positively related to striatal DA func-
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tion. As sEBR is a non-invasive, easily accessible measure, it can be used as a
reliable yet non-specific marker of DA function. Still, it remains to be deter-
mined to which specific aspects or functions of the DA system sEBR relates
[Dang et al., 2017a; Sescousse et al., 2018].

Recent studies have touched upon how sEBR, as a behavioural measure
of individual differences in striatal DA function, relates to learning by ob-
serving links with punishment [Cavanagh, Frank, et al., 2014; Slagter et al.,
2015] and reversal learning [Van Slooten et al., 2017]. In particular, two stud-
ies found that sEBR predicted RL effects on future value-based choices [Ca-
vanagh, Frank, et al., 2014; Slagter et al., 2015]. In one of these, Slagter et al.
[2015] employed a probabilistic RL task consisting of a learning and test phase.
During learning, participants learned the value of different options using prob-
abilistic feedback. Value learning was tested in a subsequent test phase where
participants’ ability to avoid the least rewarded option and to approach the
most rewarded optionwas evaluated. They found that individuals with a lower
sEBRwere better at avoiding the least rewarded option, while individuals with
a higher sEBR were not better at approaching the most rewarded one. Thus,
sEBR correlated negatively with the extent to which participants avoided the
least rewarded option. The authors concluded that sEBR predicted learning
from negative, but not positive, outcomes during earlier RL. However, the re-
lation between sEBR and earlier RL was not explicitly studied, as only choices
from the test phasewere evaluated, and at that stage, learning had already been
internalised.

Formal learning theories posit that different cognitive processes con-
tribute to learning [Sutton et al., 1998]: the learning rate determines the
magnitude by which individuals update their beliefs about the environment
after positive or negative outcomes, and their explore-exploit tendency
describes the sensitivity to exploit actions that likely result in reward. But
these different processes can have similar effects on final learned behaviour.
On the one hand, avoiding the least-rewarded option in the test phase could
be caused by enhanced learning from negative outcomes (negative learning
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rate). On the other hand, by an exploitative choice strategy (explore-exploit
tendency) in which the most-rewarded option is consistently chosen, hence,
the least-rewarded choice option is learned to be avoided [Jahfari et al., 2018].
Thismakes previous findings [Slagter et al., 2015] ambiguous regarding which
specific cognitive processes sEBR reflects. Even more so as recent literature
suggests very different dopaminergic mechanisms in using value to make
decisions (explore-exploit) and updating values (learning) [Addicott et al.,
2017; Berke, 2018; Hamid et al., 2015].

Extending the work of Slagter et al. [2015], the current study sought to
understand how sEBR relates to learning by focussing on the underlying cog-
nitive processes that drive learning (Fig. 3.1a). To specify these underlying
processes, we used a hierarchical Bayesian version of theQ-learning RLmodel
[Jahfari et al., 2018, 2016; Van Slooten et al., 2018] (Supplementary Fig. S3.1).
This model separates RL into two different functions: an update function that
updates the value of options by learning from reinforcement and a choice func-
tion that uses those learned values to guide decisions between differently val-
ued options. The choice function calculates the probability of choosing one
option over the other (e.g. option A over B), based on an individual’s sensitiv-
ity to the value difference of presented options, or explore-exploit tendency (β;
Fig. 3.1b). The outcome function updates value beliefs by reward prediction
errors, which reflect the difference between predicted and actual rewards. The
degree to which reward prediction errors update value beliefs is scaled by the
learning rate [Behrens et al., 2007] (α; Fig. 3.1b). As value beliefs are differ-
ently updated after positive and negative reward prediction errors via striatal
D1 and D2 receptors [Shen et al., 2008], we defined separate learning rate pa-
rameters for positive (αGain) and negative (αLoss) feedback [Frank et al., 2007;
Jahfari et al., 2018; Kahnt et al., 2009; Lefebvre et al., 2017; McCoy et al., 2019;
Van Slooten et al., 2018].

To our knowledge, this is the first study that directly assesses how sEBR
relates to individual differences in learning. Using Bayesian latent mixture
modelling techniques [Steingroever et al., 2017] (Fig. 3.1c and Methods), we
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quantify the cognitive processes that underlie learning and show that individu-
als with high and low sEBR can be distinguished on the basis of these cognitive
processes. We then evaluate how variability in each underlying cognitive pro-
cess uniquely relates to individual differences in sEBR, thereby controlling for
the effects of all other variables with a network approach. We find that sEBR
uniquely reflects an individual’s explore-exploit tendency (β), but not the ten-
dency to learn from negative feedback (αLoss). These results suggest that sEBR
can be used as an easy tomeasure behavioural index of an individual’s explore-
exploit tendency, that in turn affects the sensitivity to value differences at the
time of a value-based choice.

3.3 Results

3.3.1 Blinking

On average, participants blinked 12 times per minute (median=10.6; SD=8.3,
range=1.3-34.9; Fig. 3.2a), a rate that is comparable to earlier reports [Colzato,
Slagter, et al., 2008; Slagter et al., 2015; Zhang et al., 2015]. When divid-
ing participants into low and high sEBR groups based on a median split of
across-subject sEBRvalues, low sEBR individuals blinked 5.8 times perminute
(SD=2.7, range = 1.3-9.3), whereas high sEBR individuals blinked 18.3 times
per minute (SD=7.3, range=11.9-34.9). Females blinked numerically more
than males (13 times versus 9 times per minute), however, their sEBR did not
significantly differ (t(19.8)=1.26, P=.22, Welch’s t-test; BF10=0.61).

3.3.2 Behavioural differences between low and high sEBR groups

Participants with low and high sEBR performed differently in the learning
phase of the probabilistic RL task. Overall, lower sEBR predicted better learn-
ing phase performance (r=-0.46, P=.005; BF10=12.52, Fig. 3.2b). As shown
in Fig. 3.2c, this difference was further evidenced by a mixed ANOVA with
factors accuracy (AB, CD, EF) and sEBR which again showed better overall
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Figure 3.1: Taskandmodel (A): In the learningphase ( left), three different optionpairs (AB, CDandEF)were
presented in random order and participants had to learn to select the most rewarding option of each pair
(A, C and E). Each choice was followed by probabilistic auditory feedback indicating they earned a reward
(+0.1 points) or no reward (no points). The probability of receiving a reward is presented for each option.
The transfer phase (right) tested how value-based choices were influenced by earlier learning. All six options
were pairedwith one another to create 12 novel options, and participants selected themost rewarding option
based on previous learning, importantly, while choice feedback was omitted. The ability to approach the
most rewarding option A and to avoid the least rewarding option B was evaluated, as the latter behaviour
has been linked to sEBR [Slagter et al., 2015]. (B): The β-parameter ( left) describes how one’s sensitivity to
option value differences (ΔQ-value) influences value-based choices. High β-values indicatemore sensitivity
to ΔQ-value, hence, more exploitatory choices for high reward options. The learning rate (α-parameter;
right) describes how beliefs are updated after feedback. High learning rates indicate rapid but also volatile
belief updating compared to lower learning rates. Note that only one learning rate is depicted for simplicity.
(C): Cartoon of our Bayesian latent mixture model analysis, which we used to assess whether a participant’s
sEBR (low or high) could be predicted on the basis of the estimated cognitive processes (αGain,αLoss and
β) that described learning. Group-level priors were obtained from fitting a hierarchical Bayesian Q-learning
model separately for low and high sEBR groups. Subsequently, the group-level priors and choice data fromall
participantswere used as input to the latentmixturemodelwhere, critically, sEBRgroupmembershipwas left
out. The latent mixture model estimated for each participant the cognitive processes that described learning
(using Q-learning) and calculated the probability that this participant belonged to either low or high sEBR
group, given observed learning.
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Figure 3.2: sEBR data and choice performance in the learning and transfer phase. (a): sEBR distri-
bution across participants (N=36), recorded prior to the probabilistic RL task. (b): Lower sEBR predicts better
overall choice accuracy in the learning phase. This correlation was explained by higher choice accuracy in
the AB and CD pairs, but not in the EF pair (c). (d): In the transfer phase, choice performance was visually
comparable to previous research [Slagter et al., 2015], but there was no reliable difference between low and
high sEBR groups in how they approached the most rewarded option and avoided the least rewarded option.
P<.05; **P<.001;BF10=evidence in favour of the alternative model.

learning performance at lower sEBR (F(1,34)=7.23, P=.01; BF10=17.6), and a
trend towards an interaction effect (F(2,68)=2.66, P=.08). This was consistent
with a Bayesian Mixed ANOVA revealing that the interaction effect model
was only slightly preferred over the main effect model by a Bayes Factor of
1.04. Exploratory post-hoc tests suggested that lower sEBR related to better
learning performance in the more certain AB (t(34)=-2.5, P=.02; BF10=3.18)
and CD pairs (t(34)=-3.7, P<.001; BF10=39.4), but not in the uncertain EF pair
(t(34)=-0.5, P=.59, BF10=0.36).

In the transfer phase, all participants were able to approach the most
rewarded option (approach-A: mean accuracy=80%, SD=24%) and to avoid
the least rewarded option (avoid-B: mean accuracy=79%, SD=21%) well
above chance (one-sample t-test; both P-values<.001), indicating they
successfully used previously learned option values in novel choice contexts.
Overall, participants were equally successful at approach-A and avoid-B
choices (F(1,35)=0.05). Nevertheless, we observed a pattern that numerically
replicated Slagter et al. [2015], such that lower sEBR related to better avoid-B
performance. Importantly, however, we did not find enough evidence for
a reliable effect within this sample, as neither the observed interaction
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(F(1,34)=1.79, P=0.2; BF=5.5 in favour of the null-model), nor the correlation
between sEBR and avoid-B accuracy (r=-.0.29, P=.08, BF10=0.88) reached
significance (Fig. 3.2d).

As fatigue is tied to poorer task performance and increased blink rates
and blink durations (e.g.: [Häkkänen et al., 1999; Marandi et al., 2018; Morris
& Miller, 1996; Naurois et al., 2019; Schleicher et al., 2008]), we addressed
the possibility that differences in fatigue explained why individuals with a
higher sEBR performed worse on the learning task. To exclude this possibil-
ity, we examined how participants’ median blink durations related to learning
phase choice accuracy and sEBR. If fatigue affected choice performance, me-
dian blink durations should negatively predict learning phase choice accuracy
and positively predict sEBR. Neither of these relationships were observed, as
median blink durations did not correlate with learning phase choice accuracy
(r=0.18, P=.28, BF10=0.36), nor with sEBR (r=0.04, P=.8, BF10=0.21). Addi-
tional analyses of learning phase choice reaction times and sEBR showed no
relation (r=0.22, P=.2, BF10=0.46), indicating sEBR did not predict differences
in selection speed. Based on these results, we did not find evidence that per-
formance differences during learning between sEBR groups were explained by
differences in fatigue.

To summarise, our behavioural results suggest that individual variability
in sEBR relates to how participants learn from probabilistic feedback, with
lower sEBR predicting better learning, especially from more reliable feedback.

3.3.3 Q-learning parameter estimation for low and high sEBR groups

Our behavioural analysis suggested that variability in sEBR relates to how in-
dividuals learn from probabilistic feedback. To understand how this relation-
ship is associated with, or shaped by, the cognitive processes that drive learn-
ing, we analysed choices in the learning phase of low and high sEBR groups
using a Bayesian hierarchical Q-learning model (Supplementary Fig. S3.1).

We first assessed the predictive accuracy of our model by performing pa-
rameter recovery on the αGain, αLoss and β-parameter (see alsoMethods). This
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procedure evaluates whether the fittedmodel producesmeaningful parameter
values in a scenario where data is generated (simulated) using the originally
estimated parameter values [Wilson & Collins, 2019]. As shown in Fig. 3.3a,
true (estimated) and recovered (simulated) parameter estimates were tightly
correlated across all three parameters (r>0.99; P<.001; BF10=∞), indicating
that the parameters were well recovered by our model. Second, we used poste-
rior predictive checks (PPC) on learning curves of the AB, CD and EF pair to
evaluate whether our model could reproduce participants’ choice behaviour
in the learning phase. As can be seen in Fig. 3.3b, our model correctly cap-
tured learning curves across all three learning pairs and separate sEBR groups.
Finally, we evaluated a simpler Q-learning model with a single learning rate
that was agnostic to the sign of the reward prediction error. Compared to
this model, our model with two learning provided a superior fit to the data
(S3.2 and Methods). Together, these analyses suggest our Q-learning model
provides a good description of choice behaviour in the learning phase.

Next, we evaluated the relationship between sEBR and the estimated Q-
learning model parameters to understand how sEBR related to learning. As
shown in Fig. 3.4, we observed shifts between the high and low sEBR groups
in the group-level posterior distributions of all parameters, but particularly for
the β- and αLoss-parameter. These observations suggested that the low sEBR
group exploited high value options more often (higher β-parameter) and up-
dated value beliefs stronger after negative feedback (higher αLoss-parameter).
Note, however, that these observations were based on visual inspections of the
group-level posteriors. To formally test whether high and low sEBR groups
can be distinguished on the basis of the observed differences in the estimated
Q-learning parameters, we used a recently developed Bayesian latent mixture
modelling approach [Steingroever et al., 2017] that we adapted for Q-learning
(Fig. 3.1c).
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3.3.4 Classifying sEBR group membership using Bayesian latent mixture

modelling

To test whether an individual’s sEBR group membership (i.e. low or high)
could be predicted solely on the basis of the estimated Q-learning parame-
ters (αGain, αLoss and β), we implemented a two-group Bayesian latent mixture
model (Fig. 3.1c and Methods for a detailed description of this approach).

As shown in Fig. 3.5a, our Bayesian latent mixture model correctly
classified 72% of participants using the estimated Q-learning parameters,
a percentage that was well above chance (P=.011, BF10=14.5; one-sided
binomial test). Consistently, higher probabilities to be classified as a member
of the high sEBR group by the latent mixture model predicted higher sEBR
values (r=0.51, P<.001, BF10=24.9, Fig. 3.5b), which effectively shows that
the learning-based mixture classification positively related to sEBR measure-
ments that were recorded prior to the probabilistic RL task. Together, these
results highlight that low and high sEBR groups can be distinguished on the
basis of the cognitive processes they relied on during learning.
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3.3.5 sEBR predicts individual differences in exploration and exploitation

Our prior analyses showed that sEBR relates to differences in learning that
were driven by a differential use of underlying cognitive processes. However,
it remains unknown what the relative influence is of each cognitive process on
sEBR, leaving open the question how sEBR relates to individual variability in
howwe update our beliefs after desired (αGain) and undesired (αLoss) outcomes,
or the variability by which we exploit actions that will likely result in reward
(β).

We used a multiple regression model that incorporated all three cognitive
processes (αGain, αLoss and β) to explain individual variability in sEBR. The
model well accounted for the variability in sEBR (F(3,32)=5.8, P=.003, R2 =
0.35), which was driven by a significant contribution of the β-parameter (bβ
(SE)=-4.5 (1.2), z=-3.7, P<.001, BF10=33.8), but not the αGain- (bαGain(SE)=-1.5
(1.4), z=-1.1, P=.28, BF10=1.2) or the αLoss-parameter (bαLoss(SE)=-0.5 (1.5),
z=-0.4, P=.71, BF10=0.8). As shown in Fig 3.6a, the Bayesian linear regres-
sion analysis further indicated that the model that only incorporated the β-
parameter to explain individual variability in the sEBR data was 47 timesmore
likely to explain the data compared to the null-model, which is regarded very
strong evidence in favour of this model [Jeffreys, 1961] (Supplementary Table
1). Fig. 3.6b illustrates the negative relationship between the β-parameter and
sEBR, indicating that exploitative decisionmakers had a lower sEBR. Together,
these results link sEBR to individual variability in exploiting actions that lead
to rewarding outcomes, but not to themagnitude by which individuals update
their value beliefs after positive or negative outcomes.

3.3.6 Learning effects on choices in the transfer phase

Our results thus far relate sEBR to how participants make value-based choices
during learning, but show no reliable effect of sEBR on avoid-B or approach-A
choices in the transfer phase. Because this relationship has been reported in
the past [Slagter et al., 2015], this section additionally examined how the Q-
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Figure 3.6: sEBRpredicts individual differences in explorationandexploitation. (a) Beta coefficients
of a multiple regression analysis indicating that β-parameter estimates uniquely and negatively relate to
sEBR. This was further illustrated by a negative correlation between individual β-parameter estimates and
sEBR (b), showing that low sEBR individuals exploited highly values options more often compared to high
sEBR individuals. Error bars represent SEM.

learning parameters (αGain, αLoss, β), related to approach-A and avoid-B per-
formance in the transfer phase.

Results from a multiple regression analysis indicated that individual vari-
ability in avoid-B, but not approach-A, performance was predicted by the Q-
learning model parameters F(3,32)=3.7, P=.02, R2 = 0.26; Fig. 3.7a,b). This
was driven by a significant contribution of the β-parameter (bβ(SE)=0.069
(0.03), z=2.066, P=.047, BF10=2.4) and a smaller, albeit non-significant, contri-
bution of the αLoss-parameter (bαLoss(SE)=0.072 (0.04), z=1.8, P=.08, BF10=2.4).
The Bayesian linear regression analysis further indicated that a model that in-
corporated both the β- and αLoss-parameter as main factors to explain individ-
ual variability to avoid-B performance was 7 times more likely to explain the
data compared to the null-model, and 3.7 times more likely compared to all
other candidate models (Supplementary Table 2).

Together, these analyses show that an exploitative decision-making style
and enhanced updating after negative outcomes predicts better avoid-B per-
formance in the transfer phase. These results suggest that the ability to avoid
undesirable outcomes is related to how individuals learn, but is unrelated to

76

145694-vanSlooten_BNW.indd   76145694-vanSlooten_BNW.indd   76 31-07-20   11:2331-07-20   11:23



Results Chapter 3

−0.06

0.00

0.06

0.12

re
gr

es
si

on
 w

ei
gh

ts
 [a

.u
.]

avoid-B

BF10= 7

approach-A

β
αGain
αLoss

a b

Figure3.7: Avoid-B,butnotapproach-Achoices in thetransferphase,are relatedto individualvari-
ability in negative learning rates and explore-exploit tendencies during learning. (A) Exploitation
of high valued options (highβ) and enhanced learning fromnegative feedback (highαLoss) during learning
related to better performance to avoid the least rewarded option in the transfer phase. (B) Approaching the
most rewarded option was unrelated to the cognitive processes that underlie learning. Error bars represent
SEM.

their sEBR.

3.3.7 Network interactions between sEBR, cognitive learning processes and

choices in the transfer phase

sEBR uniquely predicted an individual’s tendency to exploit high valued op-
tions during learning, but not approach-A or avoid-B performance given prior
learning. However, individual differences in avoid-B performance were as-
sociated both with β (which also predicted sEBR during learning) and αLoss
(which is hypothesized to be associated with variability in sEBR [Slagter et al.,
2015]). To understand the association between these variables across learning
and transfer phases, we assessed all relationships directly in one model using
a network analysis.

In this final analysis, each connection in the network represents a partial
correlation coefficient between two variables after conditioning on all other
variables in the network. Thus, each coefficient encoded the unique associa-
tion between two nodes after controlling for all other information included
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[Epskamp & Fried, 2018]. Supplementary Table 3 shows all partial correla-
tions between the variables, which are graphically depicted in Fig. 3.8. In this
graph, three important between-node relationships were observed. First, in-
dividual differences in sEBR were significantly and negatively related to the
β-parameter (partial r=-0.515, P<.001), consistent with our previous finding
that exploitative decision makers had a lower sEBR. Second, the αGain- and
αLoss-parameter were significantly and positively related to each other (par-
tial r=0.522, P<.001), but not to sEBR, which is inconsistent with earlier work
that hypothesized sEBR indexes how much individuals learned from the neg-
ative outcomes of their choices [Slagter et al., 2015]. Lastly, the ability to
avoid the least rewarded option in the transfer phase related to the β- and
αLoss-parameter, consistent with our previous results. However, the network
analysis indicated these relationships were not robust. More importantly, the
ability to avoid the least rewarded option was unrelated to sEBR, an obser-
vation that is not in line with earlier work [Slagter et al., 2015]. Overall,
this analysis paints a clear picture of how sEBR relates to learning and subse-
quent value-based choices, namely that it uniquely reflects a decision maker’s
explore-exploit tendency during learning.

3.4 Discussion

The present study shows that performance on a probabilistic RL task is related
to individual differences in sEBR. Our latent mixture modelling approach in-
dicated that these learning differences were driven by a differential use of un-
derlying cognitive processes, as we were able to distinguish individuals with
low and high sEBR on the basis of their estimated learning rates and decision-
making strategy. In addition, we found that sEBR uniquely predicted an in-
dividual’s explore-exploit tendency, thereby reflecting the sensitivity to value
differences during a value-based choice. Specifically, choices of individuals
with a lower sEBR were mostly determined by the relative value difference
of presented options: they consistently exploited high valued options which
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Figure 3.8: Network analysis. Graphical depiction of the partial correlation network of sEBR, approach-
A/avoid-B performance and the cognitive processes underlying learning. Variables of interest are represented
as nodes. The estimated relations between variables are represented as edges, where the color of an edge
(blue, red) indicates the direction of a relation (positive, negative) and the width of an edge indicates the
strength of the observed relation. Edges are missing whenever the estimated relation between two nodes is
zero. All nodes represent across-subject estimates. β= explore-exploit parameter;αGain = positive learn-
ing rate;αLoss =negative learning rate; avoid = avoid-B accuracy, approach = approach-A accuracy.
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resulted in better performance in the learning task. In contrast, individuals
with a higher sEBR exhibited a more stochastic choice pattern with more fre-
quent exploration of lower valued options, which resulted in lower learning
phase performance. Our data suggest that variability in sEBR is related to an
individual’s explore-exploit choice tendency during learning, with lower sEBR
predicting stable, value-driven decisions, and higher sEBR predicting flexible,
exploratory choices.

Our study investigated the link between sEBR and RL, but shows
parallels with studies investigating cognitive flexibility, which is considered a
behavioural component of explore-exploit decision-making [Addicott et al.,
2017]. In line with our finding that higher sEBR related to more explorative
value-based choices, these studies have generally found that higher sEBR
is associated with enhanced cognitive flexibility to support the detection of
novel information in reversal learning [Van Slooten et al., 2017], working
memory [Rac-Lubashevsky et al., 2017] and attentional set-shifting tasks
[Dreisbach et al., 2005; Müller et al., 2007; Tharp et al., 2011; Zhang et al.,
2015]. As exploration or enhanced cognitive flexibility supports behaviour
aimed at detecting novel information, this either improves or deteriorates
performance depending on the environmental demands. In the learning
phase of our task, participants experienced uncertainty due to the different
reward probabilities of options, but not due to environmental change. There-
fore, optimal task performance was achieved by making stable, exploitative
choices for options with higher reward probabilities [Jahfari et al., 2018]. This
explains why exploitative individuals with a relatively low sEBR performed
better in the certain AB and CD pairs, but not in the uncertain EF pair where
more exploration was needed to discover the most rewarded option.

Previous work that investigated sEBR in the context of probabilistic RL hy-
pothesised that sEBR predicted how much individuals learned from the nega-
tive outcomes of their choices during prior learning [Slagter et al., 2015]. This
reasoning was based on the finding that sEBR correlated negatively with the
ability to avoid the least rewarded option in a transfer phase that was adminis-

80

145694-vanSlooten_BNW.indd   80145694-vanSlooten_BNW.indd   80 31-07-20   11:2331-07-20   11:23



Discussion Chapter 3

tered after learning. As the relationship between sEBR and learningwas not in-
vestigated directly, it remained unknown which cognitive process drove their
observed effect. Both an exploitative decision-making strategy aimed at avoid-
ing the least rewarded option and enhanced learning from negative feedback
could explain the negative correlation between sEBR and avoidance of the least
rewarded option. In the present study, we evaluated these alternative expla-
nations directly by employing the Q-learning model that formalised learning
and choice processes into learning rates and explore-exploit tendencies, re-
spectively. We did not observe a relation between sEBR and negative learning
rates (αLoss), which indicated that sEBR did not relate to the magnitude by
which participants learned from the negative outcomes of their choices as was
hypothesized by Slagter et al., [2015]. Consistently, sEBR was also unrelated
to individuals’ learning rates after positive outcomes. Notable, while our anal-
yses show that sEBR is not a reliable predictor of how individuals learn from
feedback, we find that it can be used to index how individuals use value to
make a choice.

While we observed strong effects of sEBR during learning, effects on later
value-based choices were rather weak or unreliable. Our network analysis - in
which the unique relationship between two variables was estimated after con-
trolling for the influence of all other variables - indicated that sEBR was unre-
lated to participants’ ability to avoid the least rewarded option. This finding
is inconsistent with earlier work observing that sEBR did relate to the ability
to avoid the least rewarded option [Slagter et al., 2015], or that it predicted
the modulatory effect of dopaminergic drugs on approach and avoidance be-
haviours [Cavanagh, Frank, et al., 2014]. An important difference between
these and our study, is that we evaluated both the effects of sEBR on learn-
ing as well as on later value-based choices, in one model. This analysis indi-
cated that sEBR primarily related to an individual’s explore-exploit tendency
during learning, that in turn related to the ability to avoid the least rewarded
option in the transfer phase. Thus, individuals with a lower sEBR tended to
exploit high valued outcomes, which especially improved learning in the AB
pair and might be the reason that they avoided the least rewarded option B in
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the transfer phase. This could suggest that earlier observed effects of sEBR on
approach and avoidance behaviours may be driven by individual variability in
explore-exploit tendencies. Nevertheless, various studies have shown that sep-
arate “Go” (approach-A) and “NoGo” neuronal populations (e.g. avoid-B) rep-
resent positive and negative action values that determine action selection [Co-
hen & Frank, 2009; Doll & Frank, 2009; Frank, 2005]. Future studies that in-
clude dopaminergic manipulations combined with computational modelling
to evaluate how sEBR relates to learning and later value-based decision biases
might provide fruitful to answer this question.

Our observation that sEBR primarily reflects individual explore-exploit
tendencies during learning could reconcile our work with the aforementioned
studies [Cavanagh, Frank, et al., 2014; Slagter et al., 2015], as these and other
studies [Elsworth et al., 1991; Karson, 1983; Taylor et al., 1999] have sug-
gested that sEBR may reflect tonic, or baseline, striatal dopamine levels. It
has been proposed that fluctuations in tonic dopamine levels predominantly
affect the expression, rather than learning, of motivated behaviour [Beeler,
2012; Salamone & Correa, 2012], which agrees with our finding that sEBR
uniquely predicted how value was used to make decisions. For example, stud-
ies have shown that mice with chronically elevated tonic DA levels were more
motivated to work for food rewards, even when their increased efforts did not
result in better outcomes [Beeler et al., 2010; Cagniard et al., 2005, 2006]. Con-
versely, depleted tonic DA levels in nucleus accumens lowered motivation to
work for rewards [Salamone et al., 2001]. These findings agree with computa-
tional modelling studies observing that genetic, simulated or pharmacological
differences in tonic DA levels uniquely related to explore-exploit tendencies,
but not to learning rates [Beeler et al., 2010; K. Chakroun et al., 2019; Cinotti
et al., 2019; Frank et al., 2009; Humphries et al., 2012]. Also in Parkinson’s pa-
tients, some effects of dopaminergic medication on reward and punishment
learning can be explained by motivational differences at the time of choice,
rather than by differences in feedback learning [Grogan et al., 2017; Shiner et
al., 2012; Smittenaar et al., 2012]. Together, these studies suggest that tonic
DA levels impact the expression of motivated behaviour, or more specifically,
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explore-exploit tendencies. With respect to our findings, higher sEBR - po-
tentially indexing higher tonic DA levels - may reflect increased motivation
and energy expenditure to promote the exploration of novel options. Lower
sEBR - potentially indexing lower tonic DA levels - may reflect decreased mo-
tivation and energy conservation to promote the exploitation of options with
known reward. We note, however, that in a recent study where Parkinson
patients were evaluated on and off medication with a similar task and model,
we observed no reliable within-patient changes in the explore-exploit trade-off
[McCoy et al., 2019]. Thus, on the behavioural level our data agree with studies
linking sEBR to tonic DA levels and variability in explore-exploit tendencies.
However, our data preclude any strong conclusions about the biological mech-
anisms affecting sEBR without any direct manipulations of DA, which should
be the focus of future studies.

To conclude, sEBR predicted an individual explore-exploit tendency dur-
ing learning, thereby reflecting the sensitivity to value differences during a
value-based choice. To our knowledge, this study is the first to associate sEBR
to the underlying cognitive processes of learning, thereby providing a mecha-
nistic understanding of the relation between sEBR, learning and the effects of
learning on future value-based choices. We believe that using these methods
advances our understanding of how sEBR relates to DA-dependent cognitive
performance which could enable us to unify the diverse behavioural effects
linked to sEBR, such as punishment or avoidance learning [Cavanagh, Frank,
et al., 2014; Slagter et al., 2015], reversal learning [Van Slooten et al., 2017], as
well as cognitive flexibility [Dreisbach et al., 2005; Müller et al., 2007; Tharp
et al., 2011; Zhang et al., 2015]. Together, our results indicate that sEBR can
be used as an easy to measure behavioural index of individual explore-exploit
tendencies during learning. Whether this is driven by fluctuations in tonic DA
levels should be validated by other studies that directlymeasure ormanipulate
DA in a reinforcement learning task design.
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3.5 Methods

3.5.1 Participants

The pupillometry data of the current data set was previously published [Van
Slooten et al., 2018], but all sEBR data and analyses presented here are new.
Forty-two healthy participants (10 males; mean age=24.9, range=18-34 years)
with normal to corrected to normal vision participated participated in the ex-
periment. Each participant was paid 16€ for two hours of participation and
could earn an additional monetary bonus that depended on correct task per-
formance (mean monetary bonus=10.2€, SD=1.8). The ethical committee of
the Vrije Universiteit approved the study. All experimental protocols and
methods described below were carried out in accordance with the guidelines
and regulations of the Vrije Universiteit. Written informed consent was ob-
tained from all participants. Four participants were excluded from analyses:
one participant reported seeing more than three unique option pairs in the
learning phase, and three participants had (almost) perfect choice accuracy in
the learning phase, which complicated behavioural model fitting, leaving in
total 38 participants for subsequent analyses. Note that the current dataset in-
cludes four more participants compared to the previously published one [Van
Slooten et al., 2018] as those participants were excluded due to inadequate fixa-
tion to the centre of the screen during reinforcement learning which rendered
their pupil data unreliable.

3.5.2 Blink rate recordings

Participants were seated in a dimly lit, silent room with their chin positioned
on a chin rest, 60 cm away from the computer screen. An EyeLink 1000 Eye
Tracker (SR Research) recorded at 1000Hz seven minutes of spontaneous eye
blinks from the continuously tracked eye data, which provides reliable sEBR
estimates [Jiang et al., 2012]. Participants were kept naive about the sEBR
measurements and were asked to maintain a normal gaze at a central fixation
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cross on the screen. All sEBR data was collected before 6 P.M., as sEBR is
reported to be less stable during night time [Barbato et al., 2000]. Furthermore,
participants were asked to sleep sufficiently the night before the experiment
and to avoid the use of alcohol and other drugs of abuse.

3.5.3 Task and procedure

After the blink rate recordings, participants performed a probabilistic RL task
[Frank et al., 2004] that consisted of a learning and a transfer phase. For an
extended description of the task, stimuli and trial structure, we refer to [Van
Slooten et al., 2018]. Shortly, in the learning phase, participants completed
6 runs of 60 trials each (360 trials in total, 120 presentations of each option
pair), with small breaks in-between runs. After each run, the earned number
of points was displayed. At the end of the learning phase, the total number of
earned points was converted into a monetary bonus.

Participants immediately proceeded to the transfer phase. In this phase,
participants completed 5 runs of 60 trials each (300 trials in total, 20 presen-
tations per option pair), with small breaks in-between runs. At the end of the
transfer phase, choice accuracy across all trials was displayed and participants
were fully debriefed about the sEBR measurements.

3.5.4 Behavioural analyses

To assess how sEBR related to RL, we assigned each participant to the ‘low’ or
‘high’ sEBR group on the basis of a median split on across-subject sEBR val-
ues. We excluded two participants from analyses, as their sEBR fell exactly on
the group-level median, leaving 36 participants for subsequent analyses. All
remaining 36 participants reliably choose A over B in the test phase; a learning
criterion that has previously been used in the context of this task [Frank et al.,
2004; Slagter et al., 2015]. A choice was regarded ‘correct’ when the option
was chosen with the highest reward probability of each pair. Approach accu-
racy in the transfer phase was calculated as the percentage of trials in which
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the most rewarded option A was chosen when it was paired with another op-
tion. Avoidance accuracy was calculated as the percentage of trials in which
the least rewarded option B was not chosen when it was paired with another
option. In calculating approach and avoidance accuracy, the previous learning
pairs (AB, CD, EF) were excluded to account for repetition effects.

3.5.5 Q-learning model

To investigate how sEBR related to the cognitive processes underlying RL, we
applied a Q-learning model [Sutton et al., 1998; Watkins et al., 1992] to each
participant’s sequence of choices in the learning phase. During Q-learning,
individuals update their value belief, or “Q-value”, of the recently chosen op-
tion by learning from feedback that resulted in an unexpected outcome. All
Q-values were initialised at 0.5. Learning is captured by the reward prediction
error (RPE) and can be formally described by a delta rule:

Qi(t + 1) = Qi(t) +



αGain[ ri(t) − Qi(t)] if r =1

αLoss[ ri(t) − Qi(t)] if r =0
(3.1)

where parameters 0 ≤ αGain, αLoss ≤ 1 represent positive and negative
learning rates, that independently regulate the impact of recent positive and
negative prediction errors on current value beliefs. A relatively high learning
rate indicates more sensitivity to recent prediction errors, whereas a relatively
low learning rate indicates a stronger focus on the integration of prediction
errors over multiple trials [Frank et al., 2007]. Modeling two learning rates
was validated by comparing this model to a hierarchical Q-learning model
with a single learning rate that was agnostic to the sign of the prediction er-
ror. Model comparison was based on Pareto smoothed importance-sampling
leave-one-out cross-validation (PSIS-LOO; [Vehtari et al., 2016]) that uses the
difference in the estimated log predictive density (elpd) between the two mod-
els to evaluate differences inmodel fit. This analysis showed a positive elpd dif-
ference (elpd diff = 289.23), that was larger than the estimated standard error
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(SD=51.98), indicating the model with two learning rates had higher predic-
tion accuracy compared to the onewith a single learning rate. This findingwas
further highlighted by model performance evaluations using posterior predic-
tive checks (Supplementary Fig. S3.2) and agrees with other studies showing
superior performance of aQ-learningmodel with separate learning rates to ex-
plain choice behaviour in probabilistic selection tasks [Fontanesi et al., 2019;
Frank et al., 2007; Jahfari et al., 2016; Kahnt et al., 2009; Lefebvre et al., 2017;
McCoy et al., 2019; Van Slooten et al., 2018]. A choice between two presented
stimuli on the next trial was described by a “softmax” choice rule:

PA(t) = exp(β · QA(t))
exp(β · QB(t)) + exp(β · QA(t)) (3.2)

Here, 0 ≤ β ≤ 100, or the explore-exploit parameter, describes an individ-
ual’s sensitivity to value differences between presented stimuli, where a higher
β value indicate greater sensitivity to smaller value differences, hence, exploita-
tive choices for high reward options (Fig. 3.1b).

3.5.6 Bayesian hierarchical implementation of the Q-learning model

We implemented the Q-learning model in a hierarchical Bayesian framework
(Supplementary Fig. S3.1) [Jahfari et al., 2018, 2016; Lee, 2011; Van Slooten et
al., 2018], in which group-level and individual-level parameter distributions
are simultaneously fit that mutually constrain each other. This approach re-
sults in greater statistical power and more stable parameter estimation com-
pared to procedures using individual-level maximum likelihood [Gelman et
al., 2013; Scheibehenne et al., 2014]. To examine the cognitive processes un-
derlying learning for low and high sEBR groups, we fit separate group-level
parameter distributions of positive and negative learning rates (αLoss, αGain)
and explore-exploit tendencies (β). For an extended description of the applied
Bayesian hierarchical model, we refer to [Van Slooten et al., 2018].

87

145694-vanSlooten_BNW.indd   87145694-vanSlooten_BNW.indd   87 31-07-20   11:2331-07-20   11:23



Spontaneous eye blink rate predicts individual differences in exploration and exploitation during
reinforcement learning

3.5.7 Bayesian latent mixture modelling

We performed Bayesian latent mixture modelling on participants’ choice data
in the learning phase to assesswhether an individual’s sEBR could be predicted
on the basis of the estimated cognitive processes (αLoss, αGain and β) underly-
ing learning (Fig. 3.1c) [M. D. Lee, Lodewyckx, et al., 2014; Steingroever et al.,
2017].We evaluated all participants in one dataset and discarded information
about their measured sEBR. Importantly, we still assumed that each partici-
pant belonged to either of the two sEBR groups, but that their group member-
ship had to be determined. Thus, the goal of this analysis was to investigate
whether a participant’s sEBR group membership can be inferred from the es-
timated cognitive processes alone.

To estimate a participant’s group membership, we used a binary indica-
tor variable xi, where xi = 0 and xi = 1 indicates that participant i belongs to
the low and high sEBR group, respectively. For each participant, the posterior
mean of the xi variables reflected the probability to be classified into the high
sEBR group. Following Steingroever et al. (2017), we used informative pri-
ors to inform the group membership indicator variable during model fitting.
These priors were derived from the previous Bayesian hierarchical parame-
ter analyses, and approximated the group-level posterior parameter distribu-
tions (αGain, αLoss and β) for the low and high sEBR groups. Specifically, for
each group probit transformed individual-level parameters were drawn from a
group-level normal distributions z′ ∼ N (μz, σz). These normal prior distribu-
tions were characterised by each group’s mean and standard deviation that we
derived from the posterior distributions of our previous model fits. Thus, the
group-level posterior parameter distributions of low and high sEBR groups
were used as informative prior distributions for the latent mixture modelling
analysis. It is important to note that the mixture model was at all times blind
about each participant’s sEBR groupmembership. This was predicted bymod-
elling each participant’s choice data and evaluation against the group-level
priors. As we used the behavioural data both to construct the prior distribu-
tions and to fit the latent mixture model, we cannot make inferences about the
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model parameters [Steingroever et al., 2017]. However, this analysis provides
a way to investigate whether a participant’s sEBR group membership can be
inferred on the basis of the cognitive processes that drive RL.

3.5.8 Model estimation and validation

Ourmodel-based analyses were implemented in PyStanmc-stan.org and fit to
all trials of the learning phase that fell within the correct response timewindow
150ms ≤ RT ≤ 3500ms. We ran four Markov Chain Monte Carlo (MCMC)
chains for both the Bayesian hierarchical parameter estimation and latentmix-
ture model, of which we collected 5000 and 9000 samples each (after discard-
ing the first 1000 samples of each chain for burn-in). Visual inspection of the
chains suggested the model converged. This was validated by the Rhat statis-
tic [Gelman et al., 2013], a convergence diagnostic that compares between
and within chain variability, as all Rhats were <1.05. We further assessed our
model’s predictive accuracy, by performing parameter recovery and posterior
predictive checks. For parameter recovery, we selected the mode of the poste-
rior parameter distributions of each participant to simulate 200 new learning
phase datasets per participant. The originally observed parameter estimates
(αGain, αLoss and β) were correlated with the parameter modes of the 200 sim-
ulation fits to evaluate our model’s ability to recover the originally observed
parameter estimates used for the simulations. Posterior predictives checks
were calculated for mean choice accuracy across the learning phase by sam-
pling 500 parameter sets from the joint posterior distribution and generating
500 independent learning phase datasets using those parameters. From these
datasets mean accuracy was calculated for each dataset separately for learning
pairs and trial bins.

3.5.9 Multiple regression analyses

We performed frequentist and Bayesian multiple regression analyses in JASP
jasp-stats.org to quantify the relative influence of eachmodel parameter (αGain,
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αLoss and β) on 1) individual variability in sEBR and 2) approach/avoidance
behaviour in the transfer phase. For all Bayesian multiple regression analyses
we used the default priors from JASP. Bayesian multiple regression analyses in
JASP follow a model comparison approach, in which the influence of each pa-
rameter and combinations thereof are evaluated step by step. Resulting Bayes
Factors (BF) are interpreted as the odds supporting one model over another.
BF-values between 3-10 indicate substantial support for the alternative model
over the null model that a regressor’s true value is zero, whereas BF-values >
10 indicate strong support that the alternative model is favoured over the null
model [Jeffreys, 1961]. For all analyses, we selected the modes of the individ-
ual posterior parameter distributions of all participants. These variables were
log-transformed and normalised prior to analysis to account for parameter
skewness and scaling effects.

3.5.10 Network analysis

We performed a network analysis in JASP, in which the relation between any
two variables in the network is estimated directly while accounting for the in-
fluence of all other variables in the network. Thus, the analysis reflects the
unique relationship between two variables that cannot be explained by or re-
sult from other factors. We estimated a partial correlations network to capture
the unique relationships between 1) sEBR, 2) the cognitive processes driving
learning (αGain, αLoss and β), and 3) approach-A and avoid-B choices in the
subsequent transfer phase.
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3.9 Supplementary Materials

Supplementary Table 1: Bayesian linear regression analysis of Q-learning model parameter 
modes on sEBR. Compared to the null model, the data provide strong evidence in favour of the model in
which the β-parameter explains individual variability in sEBR.

Model Comparison

Models P(M) P(M|data) BFM BF10 R2

Null model 0.125 0.007 0.052 1.000 0.000

β 0.125 0.353 3.814 47.859 0.297

β+αGain 0.125 0.314 3.205 42.618 0.349

β+αLoss 0.125 0.196 1.710 26.634 0.327

β+αGain +αLoss 0.125 0.116 0.917 15.722 0.352

αLoss 0.125 0.006 0.045 0.868 0.071

αGain 0.125 0.004 0.031 0.598 0.045

αGain +αLoss 0.125 0.003 0.020 0.389 0.077
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Figure S3.1: Graphical representation of the hierarchical Bayesian Q-learning model. The inner
plane represents within-subject trial-by-trial RL behaviour. Variables ri (t-1) (outcome for participant i on
trial t-1) and chi(t) (choice of participant i on trial t) were obtained from the behavioural data. The outer
plane represents per-participant parameter estimatesαGi (αGain participant i), αLi (αLoss participant
i) and βi (β participant i) that were estimated separately for participants in the low and high sEBR group.
Per-participant parameter estimates were modelled using a probit transform z’i (α′

Gi, α′
Li, β′

i ). z’i were
drawn from group-level normal distributions with mean μz′ and standard deviation δz′ . The outermost
layer represents group-level mean and standard deviations of the Q-learning model parameters. A normal
prior was assigned to all group-level means, means μz′ ∼ N ( 1, 0) , and a half-Cauchy prior to all
group-level standard deviations,δz′~Cauchy(0,5). This weakly informative prior is recommended for small
sample sizes to reduce the influence of the priors on posterior distributions [Ahn et al., 2017]. Shaded vari-
ables are obtained from the behavioural data and used to fit themodel. Diamond shaped nodes are determin-
istic, as they are derived from the model fit. Circular unshaded nodes indicate continuous variables. Arrows
indicate dependencies between variables.Φ() represents the probit transform.
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Figure S3.2: Posterior predictive checks (PPC) of choiceaccuracy learning curves for thealpha2and
alpha1 Q-learning model. Participants’ choice accuracy averaged across six bins with each 60 trials (ob-
served; triangle markers) and plotted against simulated data (simulated; circle markers) by using parameter
draws from the posteriors of the alpha2 (A) or alpha1 (B)model. PPCwere evaluated separately for the differ-
ent option pairs (AB, CD and EF) to showmodel performance across the three levels of choice uncertainty. The
alpha1 model is the simplest Q-learning model with one learning rate (α) and one explore-exploit parame-
ter (β). The alpha2 model has a separate α for gain and loss learning. Model comparison using PSIS-LOO
indicated that the alpha2 model most optimally described choices in the learning phase (elpd difference =
289.23, SD=51.98). This becomes particularly evident when comparing both models’ simulated choices for
the EF pair, where the alpha1model consistently underestimates EF choice accuracy of high sEBR individuals.
Dark blue = low sEBR; light blue = high sEBR. Error bars are SEM.
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Supplementary Table 2: Bayesian linear regression analysis of Q-learning model parameter 
modes on avoidance accuracy in the transfer phase. Compared to the null model, the data provide
moderate evidence in favour of the model in which both the β-parameter and αLoss-parameter explain 
individual variability in avoidance behavior in the transfer phase.

Model Comparison

Models P(M) P(M|data) BFM BF10 R2

Null model 0.125 0.048 0.350 1.000 0.000

β+αLoss 0.125 0.338 3.574 7.108 0.260

αLoss 0.125 0.168 1.411 3.527 0.159

β+αGain +αLoss 0.125 0.134 1.079 2.809 0.260

β 0.125 0.133 1.069 2.786 0.145

β+αGain 0.125 0.092 0.713 1.944 0.185

αGain +αLoss 0.125 0.064 0.475 1.336 0.161

αGain 0.125 0.025 0.177 0.518 0.035

Supplementary Table 3: Partial correlation weights matrix of all network variables. Asterisks 
indicate significant partial correlations between variables in the network.

Weights matrix

Network

Variable αGain αLoss approach avoid β sEBR

αGain 0.000 0.522* -0.016 -4.340e-4 -0.220 -0.192

αLoss 0.522* 0.000 0.026 0.302 0.055 -0.053

approach -0.016 0.026 0.000 -0.043 0.139 0.037

avoid -4.340e-4 0.302 -0.043 0.000 0.278 -0.034

β -0.220 0.055 0.139 0.278 0.000 -0.515*

sEBR -0.192 -0.053 0.037 -0.034 -0.515* 0.000
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CHAPTER 4

Individual differences in eye blink rate predict both transient and tonic

pupil responses during reversal learning

This chapter was published as:

Van Slooten, J. C., Jahfari, S., Knapen, T., & Theeuwes, J. (2017). Individual differences in eye blink rate

predict both transient and tonic pupil responses during reversal learning. PLOS ONE, 12(9), e0185665–20.
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Individual differences in eye blink rate predict both transient and tonic pupil responses during reversal learning

4.1 Abstract

The pupil response under constant illumination can be used as a marker of cog-
nitive processes. In the past, pupillary responses have been studied in the context
of arousal and decision-making. However, recent work involving Parkinson’s pa-
tients suggested that pupil- lary responses are additionally affected by reward sen-
sitivity. Here, we build on these findings by examining how pupil responses are
modulated by reward and losswhile participants (N=30) performed aPavlovian
reversal learning task. In fast (transient) pupil responses, we observed arousal-
based influences on pupil size both during the expectation of upcoming value and
the evaluation of unexpected monetary outcomes. Importantly, after incorporat-
ing eye blink rate (EBR), a behavioral correlate of striatal dopamine levels, we
observed that participants with lower EBR showed stronger pupil dilation during
the expectation of upcoming reward. Subsequently, when reward expectations
were violated, participants with lower EBR showed stronger pupil responses af-
ter experiencing unexpected loss. Across trials, the detection of a reward contin-
gency reversal was reflected in a slow (tonic) dilatory pupil response observed
already several trials prior to the behavioral report. Interestingly, EBR corre-
lated positively with this tonic detection response, suggesting that variability in
the arousal-based detection response may reflect individual differences in stri-
atal dopaminergic tone. Our results provide evidence that a behavioral marker
of baseline striatal dopamine level (EBR) can potentially be used to describe the
differential effects of value-based learning in the arousal-based pupil response.

98

145694-vanSlooten_BNW.indd   98145694-vanSlooten_BNW.indd   98 31-07-20   11:2331-07-20   11:23



Introduction Chapter 4

4.2 Introduction

Pupil diameter fluctuations offer a non-invasive signal that reflects activity of
neuromodulatory brain regions such as locus coeruleus [Aston-Jones et al.,
2005; Joshi et al., 2016] and superior colliculus [Wang et al., 2015]. Function-
ally, these pupil diameter fluctuations have been shown to track arousal-based
influences on decision-making at multiple timescales [Cavanagh, Wiecki, et
al., 2014; De Gee et al., 2014; Eldar et al., 2013; Gilzenrat et al., 2010; Jepma
et al., 2011; Nassar et al., 2012]. Pupil dilations also track surprise caused by
unexpected events [Braem et al., 2015; Browning et al., 2015; O’Reilly et al.,
2013], also when unexpected outcomes were tied to reward [Preuschoff et al.,
2011].

Recent studies with Parkinson’s patients have shown that patients’ pupil
dilations to cues signaling monetary reward were reduced compared to
age-matched controls. Crucially, dopaminergic medication reinstated these
reward-anticipation pupil dilations [Manohar et al., 2015; Muhammed et
al., 2016], suggesting that pupil dilations may reflect changes in reward
sensitivity, which in turn are likely related to changes in baseline dopamine
levels in the striatum [Cools, 2006; Frank et al., 2006b, 2004; Pessiglione et al.,
2006]. In the present study, we investigated in a healthy population the extent
to which the expectation and evaluation of monetary outcomes affected pupil
dilations and whether eye blink rate (EBR), a behavioral marker of striatal
dopaminergic tone [Karson, 1983], was related to these pupil responses.

There is compelling evidence that EBR, or the frequency of blinks per unit
time, is at least partly regulated by striatal dopamine levels [Casey et al., 1980;
Elsworth et al., 1991; Jutkiewicz et al., 2004; Kaminer et al., 2011; Karson, 1983;
Kleven et al., 1996; Lawrence et al., 1991; Taylor et al., 1999; for a review see
Jongkees et al., 2016], which in turn affects how individuals learn from rein-
forcing feedback [Frank, 2005]. Higher striatal dopamine levels facilitate the
learning of positive outcomes [Frank et al., 2006b; Pessiglione et al., 2006],
whereas lower striatal dopamine levels -observed in Parkinson’s disease- facil-
itate learning from negative outcomes [Cools, 2006; Frank et al., 2004]. Re-
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cently, EBR was found to predict participants’ value-based choice strategy in
a reinforcement learning task [Cavanagh, Frank, et al., 2014; Slagter et al.,
2015], where lower EBR predicted a choice strategy focussed on avoiding neg-
ative outcomes [Slagter et al., 2015]. Consistently, pharmacologically decreas-
ing striatal dopaminergic tone, as indexed by decreased EBR, led to increased
punishment aversion in individuals with relatively high EBR prior to the phar-
macological manipulation [Cavanagh, Frank, et al., 2014]. These studies sug-
gest a relation between EBR and the outcome of a reinforcement learning pro-
cesses. However, whether (and how) EBR relates to the instantaneous expec-
tation or evaluation of value is currently unknown. Potentially, the simultane-
ous analysis of EBR and pupil responses during these types of events provide
a non-invasive way to investigate value-based learning as it takes place.

To investigate whether pupil responses and EBR could be utilized to track
value-based learning [O’Doherty, 2008], we conducted a Pavlovian reversal
learning experiment (Fig. 4.1) in which probabilistic cues signaled upcom-
ing positive or negative monetary outcomes. Our design elicited the learning
of cue-outcome contingencies and triggered unexpected positive (U+) and
unexpected negative (U-) events when value expectations were violated. At
random intervals, cue-outcome contingencies were reversed and participants
were asked to report these reversals. This task allowed us to seperately study
slow, tonic pupil responses during reversal detection across multiple trials
[Nassar et al., 2012] and fast, transient pupil responses during the expectation
[Bray et al., 2008; O’Doherty et al., 2006, 2003; Pauli et al., 2015; Prévost et al.,
2013; Seymour et al., 2007] and evaluation [Preuschoff et al., 2011] of reward
and loss. Moreover, we equated the sensory and monetary impact of positive
and negative outcomes to eliminate potential confounds due to asymetries in
stimulus-driven arousal [Satterthwaite et al., 2007] (see Methods).

To our knowledge, this is the first study to integrate EBR and pupillom-
etry measures to assess how pupil responses relate to value-based learning.
Our approach allowed us to characterize the utility of pupil-size recordings
for the online tracking of value-based learning. Furthermore, our findings ad-
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vance the understanding of the interaction between arousal and value-based
processes, relevant for studies into Parkinson’s disease.

4.3 Materials & Methods

4.3.1 Participants

In total, 32 naive participants with normal to corrected to normal vision com-
pleted the experiment (19 females; mean age=22.9; age range=18-32 years).
All participants were paid for participation (24€±1.7€). Two participants were
excluded fromanalyses: one due to excessive blinking andone due to poor task
performance (<50% correctly detected reversals), leaving in total 30 partici-
pants for analysis. The studywas approved by the ethics committee of theVrije
Universiteit Amsterdam and written informed consent was obtained from all
participants.

4.3.2 Task & Procedure

Participants were seated in a dimly lit, silent room with their head positioned
on a chin rest, 60 centimeters away from the computer screen. Theyperformed
a Pavlovian probabilistic reversal learning task where the probability of receiv-
ing reward and loss was manipulated. As can be seen in Fig. 4.1a, participants
continuously fixated on a central white fixation dot. After 500ms, the fixation
dot turned either yellow or purple as a cue for 1000ms, after which the fixation
dot changed back to white. After a random interval, drawn from a Gaussian
distribution with a mean of 3000ms (SD=300ms) the outcome was indicated
by a cash tone (500ms) indicating reward or a white noise tone (500ms) indi-
cating loss. Inter-trial intervals were drawn from a Gaussian distribution with
a mean of 3000ms (SD=300ms).

On each trial, a purple or yellow colored cue signaled an upcoming reward
(+0.10€) or loss (-0.05€) with 80% validity (cue-color mapping was randomly
determined across subjects at the start of the experiment). Consequently, in

101

145694-vanSlooten_BNW.indd   101145694-vanSlooten_BNW.indd   101 31-07-20   11:2331-07-20   11:23



Individual differences in eye blink rate predict both transient and tonic pupil responses during reversal learning

20% of the trials, the cue elicited an unexpected positive (U+) or unexpected
negative (U-) outcome when the reward contingency was fully learned. At
unpredictable times, the reward contingencywould reverse. (Fig. 4.1b). These
reversals would occur once, twice or three timeswithin each run of ~8minutes
(mean number of reversals=1.98(SD=0.27) occurring after 29(SD=3.2) trials,
range=15-59 trials). Participants’ task was to detect reversals in the reward
contingency with a keypress.

Prior to the experiment, participants were informed about the range of re-
versals that could occur on a run. They practiced one experimental run to ver-
ify that the purpose of the experimentwas clear and they could detect reversals.
Each participant performed between 7 and 10 runs of ~80 trials each (mean
number of runs = 9.3(SD=0.9); mean number of trials per run=78(SD=4.6))
with small breaks in-between runs. After each experimental run, feedbackwas
provided about the number of correctly detected reversals that run. There was
no performance incentive other than the feedback provided about reversal de-
tection performance.

4.3.3 Stimuli

Stimuli were presented on a 21-inch IiyamaVisionMaster 505MS103DTwith
a spatial resolution of 1024 x 768 pixels, at a refresh rate of 120Hz, with mean
luminance 60 cd/m2. All experiments and data analysis were performed us-
ing custom software written in Python, using the Visionegg (v1.2.1), Numpy
(v1.11.2), Scipy (v0.18.1), FIRDeconvolution (v0.02), Hedfpy (v0.0dev2), PyP-
signifit (v3.0) andMNE (v0.14) packages. The effect of light onpupil responses
was minimized by keeping the background luminance of the display constant
throughout the experiment. For similar reasons, the two visually presented
stimuli -a purple and yellow colored dot- were of small size (r = 0.2º). Prior to
the main experiment, we equated subjective tone saliency of the reward and
loss tone per participant using a two-interval forced choice (2-IFC) experi-
ment. On each trial, the loss and the reward tone were played with a 1s. inter-
stimulus interval, and the participant judged which of two tones was more
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Figure 4.1: Pavlovian probabilistic reversal learning task and independent pupil signals. (A): Ex-
ample trial. Participants continuously fixated a white dot at the center of the screen. After 500ms, the dot
turned into a cue (either purple or yellow) that signaled for 1000ms a monetary outcome with 80% validity.
After 3000ms, themonetary outcome (either reward or loss)was indicated by a sound. (B): Example run. The
participantmonitored the reward contingency across trials and reported adetected reversal in the reward con-
tingency with a keypress. Yellow and purple lines indicate the reward probability of the cues, which reversed
three times during this run. These reward contingency reversals constituted four reversal blocks: one block
prior and 3 blocks after the experimental reversals. Dashed arrows indicate the moments in time the partici-
pant reported a detected reversal and highlight the correspondence between reversal detection and increases
in tonic pupil size (see C, dark grey line). Light grey bars below the cue reward probabilities indicate the latter
half of trials within a reversal block that were used in the analyses of transient pupil responses. (C): Example
of independently filtered tonic and transient pupil signals across a run.
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salient. We varied the intensity of the loss tone according to the method of
constant stimuli [Macmillan & Creelman, 2005], and fitted a psychometric
curve (cumulative Gaussian function) to the participant’s reports using the
PyPsignifit package [Fründ et al., 2011]. The point of subjective equi-salience
of the sounds is the 50% point of this curve, and this intensity value was used
for the loss tone in the main experiment. Additionally, the impact of mone-
tary rewards and losses was equated according to prospect theory (a factor of
2, see [Kahneman & Tversky, 1979]). In our experiment, this translated to
per-trial rewards and losses of +0.10€ and -0.05€, respectively.

4.3.4 Eye blink rate recordings

We recorded spontaneous EBR throughout the experiment and quantified
blink rate from the entire pupil size time series. This resulted in ~80 minutes
of EBR estimation data per participant, which allows for robust estimation of
this trait-like variable [Doughty & Naase, 2006; Groman et al., 2014; Kruis et
al., 2016; Sforza et al., 2008; Sun et al., 1997]. Although other procedures have
been described to measure spontaneous EBR [Colzato, Slagter, et al., 2008;
Slagter et al., 2015], measuring EBR from continuous eye tracking data is
reliable [Jiang et al., 2012]. EBR has been reported to have high measurement
reliability across assessments [Groman et al., 2014], suggesting it can be used
to reliably index individual striatal dopaminergic tone. Because spontaneous
EBR is reported to be stable only during daytime [Barbato et al., 2000], data
was collected before 6 P.M. Furthermore, participants were asked to sleep
sufficiently the night before the recording and to avoid the use of alcohol and
other drugs of abuse.
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4.4 Data analysis

4.4.1 Behavioral data

For all runs, we recorded the timing of the behavioral report that indicated
the participant’s detection of a reversed state. At the start of each run, the
participant had to learn the reward contingency and had to press the space-
bar when a change was detected in the learned reward contingency. We used
the timings of the experimental reversals to determine the number of rever-
sal blocks within a run, where each experimental reversal marked the start
of new reversal block. We categorized the timing of each behavioral report
according to signal detection theory [Macmillan et al., 2005]. A hit was de-
fined as the first behavioral report occuring after the experimental reversal. A
miss was defined as the absence of a behavioral report after an experimental
reversal. Then, the hitrate was calculated as the proportion of experimental
reversals to which participants detected the reversal. A false alarm was de-
fined as a behavioral report occurring before the first experimental reversal or
occuring after the first behavioral report (a hit) within a reversal block. Be-
cause participants were only asked to detect the presence of a reversal, but not
the absence of it, correct rejections remained undefined. Thus, the false alarm
rate was calculated as the proportion of incorrectly reported reversals relative
to the total number of reversal blocks. Detection times were quantified as the
median number of trials from the experimental reversal to “hit” behavioral
reports. Detection time variability was quantified as the standard deviation of
the number of trials from experimental reversal to “hit” behavioral reports.

We quantified participants’ response consistency in detecting reward con-
tingency reversals by calculating themutual information (MI) between the ex-
perimental and reported reversals. The experimental and reported reversals
were two sequences consisting of zeros and ones that marked the objective
and subjective states of the world, respectively. MI quantifies the amount of
information obtained from one random variable through the other random
variable. As such, it measures the relation between two variables, but is not
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sensitive to the sign of this relation. This is important in our analysis, as par-
ticipants reported only changes in the state of the world and not the state of the
world itself, rendering the sign of the reported state of the world ambiguous.
For each participant and run, we calculated the MI between experimental and
reported reversals as a function of time-shifts of the reported reversals. This re-
sulted in a per-participant curve that quantifiesMI between experimental and
reported reversals for a range of time-shifts in the reported reversals. Higher
MI estimates reflected more consistent reversal detection performance across
runs. We projected the individual MI curves onto the averaged MI curve to
get a scalar value of participants’ relative reversal detection response consis-
tency. Additionally, we used the location of the peak of the average MI curve
-reflecting the optimal number of time-shifts of the reported reversals relative
to the experimental reversals- to validate our quantification of average reversal
detection times obtained via the categorization approach.

4.4.2 Preprocessing of eye-tracking data

The diameter of the left eye’s pupil was recorded at a 1000Hz using an Eye-
Link 1000 Tower Mount (SR Research). Blinks and saccades were detected
using standard EyeLink software with default settings and Hedfpy, a Python
package for preprocessing pupil size data. Periods of data loss during blinks
were removed by linear interpolation, using an interpolation time window of
200ms before until 200ms after a blink. Blinks not identified by the manufac-
turer’s software were removed by linear interpolation around peaks in the rate
of change of pupil size, using the same interpolation time window.

As illustrated in Fig. 4.1c, the interpolated pupil signal was filtered into
transient and tonic pupil signals. We defined pupil responses as changes pha-
sic or tonic pupil size that could either be dilations (e.g. due to feedback pre-
sentation) or constrictions (e.g. following increases in luminance due to cue
presentation). To analyze transient pupil responses, the pupil signal was band-
pass filtered between 0.03Hz and 4Hz, using third-order Butterworth filters.
Low-pass filtering of the transient pupil signal removed measurement noise
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that did not originate from a physiological source, as the system controlling
pupil size responds in a sluggish fashion to fast neural inputs [Hoeks et al.,
1993]. High-pass filtering the transient pupil signal allowed us to perform
independent analyses on transient and tonic pupil responses. Furthermore,
to analyze tonic pupil responses, the pupil signal was low-pass filtered with a
low-pass cutoff of 0.03Hz. After filtering, tonic and transient pupil data were
z-scored per run and resampled to 10Hz.

Blinks and saccades have strong and relatively long lasting effects on tran-
sient pupil responses [Hupe et al., 2009; Knapen et al., 2016]. To remove these
influences from the data, blink and saccade regressorswere created by convolv-
ing all blink and saccade events with their standard Impulse Response Func-
tion (IRF) [Hoeks et al., 1993; Knapen et al., 2016; Korn et al., 2016]. These
convolved regressors were used to estimate their responses in a General Lin-
ear Model (GLM), after which we used the residuals of this GLM for further
analysis.

4.4.3 Event-related analysis of transient pupil responses

Data were divided into epochs based on the condition types in the experiment.
For each trial, we calculated the baseline pupil diameter in the time window
of fixation (-0.5s. until 0s. to cue onset) and subtracted this baseline value
from the pupil time course of the same trial, after which the data epochs were
averaged. For the cue interval, the two condition types were: loss cue (L) and
reward cue (R), while collapsing over cue colors. For the outcome interval,
the four condition types were: loss cue, loss outcome (LL); reward cue, loss
outcome (RL); reward cue, reward outcome (RR); and loss cue, reward out-
come (LR). Pupil responses after unexpected reward (U+) were calculated by
subtracting the pupil response to expected reward trials (RR) from the pupil
response to unexpected reward trials (LR). Pupil responses after unexpected
loss (U-) were calculated by subtracting the pupil response to expected loss
trials (LL) from pupil responses to unexpected loss trials (RL). This method
corrected for any feedback tone-specific changes in pupil dilation.
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We selected the latter half of trials of each reversal block (mean =
14.5(SD=1.6) trials per block, total number of selected trials per participant
= 361.5(SD=35.6)) to ensure the analyses of transient pupil responses were
focused on those trials where participants had fully learned the reward
contingency, resulting in maximal transient task-related pupil responses (Fig.
4.1b).

4.4.4 Deconvolution of tonic pupil responses

Tonic pupil responses were analyzed using FIRDeconvolution, a Python pack-
age which performs Finite Impulse Response fitting [Dale, 1999]. A previous
study investigating tonic pupil signals reported a systematic decay in baseline
pupil size that unfolded on a timescale of minutes [Knapen et al., 2016]. To
account for systematic decay in baseline pupil diameter size over time, we pre-
processed the tonic pupil signal by estimating and removing pupil diameter
drift in each run using an exponential decay function:

y = ae−tx + b (4.1)

where parameters a, t and b were estimated per subject. Here, a is the
gain/amplification factor, t is a time constant that describes how rapidly pupil
size decreases over time, x is each run’s pupil data and b is the offset of pupil
size on the y-axis. Next, we applied zero-padding to each run to avoid edge-
artefacts in situations where the deconvolution interval of 120 seconds would
exceed a run’s sample limits. Tonic pupil time courses were estimated in the
interval of 60 seconds before until 60 after the following 2 event types: percep-
tion of a reversal (as indicated by the behavioral report) and the true exper-
imental reversal point. Next, tonic pupil responses were deconvolved using
ordinary least squares (OLS) regression:

h = (XTX)−1XTy (4.2)

where y is the pupil signal time series and X is the design matrix consist-
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ing of a set of vectors that contain ones at all sample times relative to the event
timings of which we want to estimate the pupil response, and zeros elsewhere.
h then contains the resulting deconvolved pupil responses of all separate event
types. Design matrix X had 2400 columns (-60s. to 60s. at 10 Hz, 1200 sam-
ples per event type and 2 event types per deconvolution operation).

4.4.5 Eye blink rate & eye blink density calculations

EBRperminutewas quantified from the complete pupil size time series record-
ings. This resulted in a per-participant scalar EBR estimate based on ~80 min-
utes of recordings. Because there is evidence, albeit mixed, for sex differences
in EBR [Chen et al., 2003; Sforza et al., 2008], we normalized EBR based on
sex. Because blinks have a strong and prolonged effect on pupil size, we con-
trolled for the possibility that differences in the number of blinks over time
between condition types or individuals would affect pupil size differently. To
do so, we calculated blink density over time using kernel density estimates for
both the transient and tonic pupil data.

To estimate the relation between blink density and transient pupil
responses, blink events were convolved with a standard, one-dimensional
Gaussian function (kernel SD=2s.) and normalized per participant by
dividing the convolved blink events by the total number of blink events.
The convolved, normalized blink events where divided into epochs and
averaged per experimental condition type. To estimate the relation between
blink density and tonic pupil responses, blink events were convolved with
a one-dimensional Gaussian function (kernel SD=20s.) and normalized.
The convolved, normalized blink events were used as the input signal in a
deconvolution analysis similar as described above, with reversal detection
(behavioral report) as event type.

Furthermore, we investigated the stationarity of blink events within a run
to exclude the possibility that transient pupil responses were affected by sys-
tematic drift in the occurrence of blinks. Across subjects, we calculated the
average blink density of a run using transient kernel density estimates (kernel

109

145694-vanSlooten_BNW.indd   109145694-vanSlooten_BNW.indd   109 31-07-20   11:2331-07-20   11:23



Individual differences in eye blink rate predict both transient and tonic pupil responses during reversal learning

SD=2s.) and tested signal stationarity using the Augmented Dicky-fuller test
[Said & Dickey, 1984].

4.4.6 Statistical comparisons

We used nonparametric permutation cluster-based t-tests [Maris et al., 2007]
-as implemented in the MNE package [Gramfort et al., 2013, 2014]- to cor-
rect for multiple comparisons and to test for significant differences between
time series signals to condition types as well as their difference to baseline.
Specifically, for a time series signal we calculated the cluster-based t-test statis-
tic that the observed mean significantly deviated from zero. Then, we per-
muted the time series signal by generating random sign flips of the samples
and calculated the corresponding cluster-based t-test statistic. This procedure
was repeated 1024 times, resulting in a histogram of random cluster-based t-
test statistics. The p-value (corrected for multiple comparisons) was obtained
by calculating the proportion of random cluster-based t-test statistics that re-
sulted in a larger test statistic than the observed one.

Correlations across time between EBR and time series signals were cal-
culated using bootstraps [Efron et al., 1993]. Here, we randomly drew with
replacement 1000 new EBR and time series value pairs and correlated them
for each time point. From the resulting bootstraps, 95% confidence intervals
and p-values were calculated based on a two-sided hypothesis test, where the
p-value was the fraction of the bootstrap distribution that fell below (or above)
0.

A nonparametric permutation cluster-based correlation test [Cohen,
2014] was performed to correct for multiple comparisons and to test for
significant correlations between EBR and time series signals. Specifically, we
calculated the cluster-based t-test statistic corresponding to the cluster of time
points where the time series signal significantly correlated with EBR. Next,
we randomly permuted EBR values (N=30) across subjects and calculated
the corresponding cluster-based t-test statistic. This procedure was repeated
1000 times, resulting in a histogram of random cluster-based t-test statistics.

110

145694-vanSlooten_BNW.indd   110145694-vanSlooten_BNW.indd   110 31-07-20   11:2331-07-20   11:23



Results Chapter 4

Corrected p-values were obtained by calculating the proportion of random
cluster-based t-test statistics that resulted in a larger test statistic than the
observed one.

4.5 Results

4.5.1 Behavior

Reversal detection performance was high (mean hit rate=91.7%(SD=7.3%),
range= 60%-97.7%, Fig. 4.2a). On average, correctly detected reversals were
detected after 6.4(SD=3.2) trials (range=1-27 trials, Fig. 4.2b). As expected,
higher hit rates were related to faster reversal detection times (Pearson’s
r(28)=-0.46, p=.01, Fig. 4.2c) and less detection time variability (Pearson’s
r(28)=0.69, p<.01, Fig. 4.2d). This pattern of findings was additionally
supported by the MI calculations (see Methods), indicating that experimental
and reported reversals shared the highest amount of variance when the re-
ported reversals where shifted 5 trials back in time (Fig 4.2e). This suggested
an average reversal detection time of 5 trials, which was close to the average
reversal detection times (6 trials) obtained via the categorization approach.

On average, participants blinked 7.6(SD=3.88) times per minute (range
1.8-16.9 Fig. 4.2f ), an average that was lower than reported by other studies
[Colzato, Slagter, et al., 2008; Doughty, 2001; Slagter et al., 2015]. Participants
with low EBR blinked 4.5(SD=1.5) times per minute (range 1.8-7.0), whereas
participants with high EBR blinked 10.9(SD=2.9) times per minute (range
7.3-16.9). As reported previously [Sforza et al., 2008], female participants
blinked more often than male participants (t(29)=2.24, p=.03, independent-
samples t-test; females: 8.8(SD=3.8), range 2.14-16.9; males: 5.7(SD=1.8),
range 1.8-12.2). We corrected for this by normalizing EBR by sex and used
the normalized EBR values in all subsequent analyses. The general pattern of
main findings remained the same when using non-normalized EBR. The oc-
currence of blinks within a run (of approximately 8 minutes) was constant, as
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Figure4.2: BehavioralandEBRdata. (A)Averagehit rateand false alarm rateacross subjects (B)Response
time distribution of correctly detected reversals across subjects. (C) Relation between the hit rate and correct
reversal detection time. (D) Relation between correct reversal detection time and detection time variability.
(E) EBR distribution across subjects. (F) Blink density across a run of 8 minutes averaged across subjects. (G)
Mutual information (MI) between experimental and reported reversals plotted as a function of time-shifts in
the reported reversals. Across subjects, shifting the reported reversals 5 trials back towards the experimental
reversal (at trial shift = 0) resulted in the highest MI estimate (dashed line). Time units on x-axis are trials.
Solid lines reflect individual MI estimates, colored by individual EBR rank (low EBR = light gray, high EBR =
dark gray). (H) Individual MI estimates projected on the average MI estimate were positively related to EBR,
indicating that individuals who detected reversals more consistently across runs had relatively higher EBR
(low EBR= light gray, high EBR= dark gray).

we could reject the null hypothesis of non-stationarity in blink density across
subjects (ADF=-11.7, p<.001, Augmented Dickey-Fuller Test; Fig. 4.2g). Be-
haviorally, individuals with relatively high EBR reported reversals more con-
sistently across runs, as was indicated by a positive correlation between EBR
and individual mutual information (MI) estimates, projected onto the average
MI estimate (Pearson’s r(28)=0.38, p=.04, Fig. 4.2g). For the depiction of sub-
sequent results that pertain to the relation between pupil responses and EBR,
we performed a median split of participants according to their EBR.
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4.5.2 Identical arousal-based pupil responses during value expectation and

outcome evaluation correlate differently with EBR.

To understand the relation between value-based processes -alongside those re-
lated to arousal- and pupil size, we first investigated transient pupil responses
during the expecation of value and their relation to EBR.

Across subjects, the expectation of upcoming reward and loss caused iden-
tical pupil responses (Fig. 4.3a). The pupil initially constricted due to cue
presentation, after which it gradually dilated until the presentation of the out-
come. As we observed no difference in the gradual dilation pattern between
reward and loss expectation events, this suggests that the pupil reflects arousal
caused by uncertainty about the upcoming outcome. Interestingly, when we
the correlated the observed transient pupil responses with individual differ-
ences in EBR, we found that EBR was negatively correlated with the transient
pupil response during reward expectation (cluster p-value<.001, 0.8s. pre-
event until 0.4s. post-event, nonparametric permutation cluster-based cor-
relation test; Fig. 4.3b). This indicated that the pupil of individuals with rela-
tively low EBR dilatedmore strongly when they were expecting reward; an un-
expected finding given the generally observed positive relationship between
EBR and striatal dopamine levels [Casey et al., 1980; Elsworth et al., 1991;
Jutkiewicz et al., 2004; Kaminer et al., 2011; Karson, 1983; Kleven et al., 1996;
Lawrence et al., 1991; Taylor et al., 1999].

Next, we investigated the transient pupil response during the receipt of
unexpected loss (U-) and unexpected reward (U+), as these events allowed
us to further differentiate between the impact of arousal- and value-based sig-
nals. In this experiment, we matched subjective sensory and incentive impact
of outcome events, thus avoiding systematic differences in stimulus-driven
arousal between outcome events.

We observed that both unexpected loss (U-) and unexpected reward
(U+) caused transient pupil dilation, (U- cluster p-value=0.04, 1.2s.-2.7s.
post-event, Cohen’s d=0.74; U+ cluster p-value=0.02, 1.2s. until 2.8s. post-
event, Cohen’s d=0.83; non-parametric cluster-level one sample t-test; Fig.
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4.3c). There were no response differences between U+ and U- responses, as
the difference between these pupil responses (ΔU) never reached significance
(all p-values>0.7, BF = 0.2). These findings indicate that across subjects,
unexpected outcomes, irrespective of their value, generated pupil responses
reflecting surprise [Braem et al., 2015; Browning et al., 2015; O’Reilly et al.,
2013; Preuschoff et al., 2011].

While pupil responses elicited by unexpected reward and unexpected loss
did not reflect transient value modulations, we further investigated how the
observed pupil responses related to individual differences in EBR. To quantify
this, we calculated the difference between U+ and U- pupil responses (ΔU,
Fig. 4.3c) and evaluated how this differential pupil response (based on violated
reward and loss expectations) was related to EBR.

As shown in Fig. 4.3d, the difference between unexpected reward and un-
expected loss pupil responses (ΔU) correlated significantly with EBR (cluster
p-value=0.01, 0.2s. until 1.8s. post-event, nonparametric permutation cluster-
based correlation test), even though the mean response amplitude difference
across participants hovered around zero. This result suggests that across sub-
ject variability in the ΔU pupil response related to individual differences in
EBR. Furthermore, we observed that the correlation between ΔU and EBR be-
came significant shortly after outcome presentation, suggesting that the effect
was partly driven by differences in value expectation that were present in pupil
size prior to outcome evaluation.

We further visualized the relation between EBR and the ΔU pupil
response using a median split on EBR. As shown in Fig. 4.3e,f, the relative
response amplitudes of U- and U+ responses reversed for individuals with
high compared to low EBR. In individuals with relatively low EBR, unex-
pected loss elicited stronger pupil dilation than unexpected reward, whereas
the opposite response pattern was observed in individuals with high EBR.

Overall, we observed arousal-based influences on pupil size both during
value expectation and the evaluation of unexpected outcomes. Critically,
incorporating individual differences in EBR refined these observations. In-
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Figure 4.3: Arousal-basedpupil responsesduringvalueexpectationandoutcomeevaluation show
different correlation patterns with EBR. (A) Reward and loss expectation elicited identical pupil re-
sponses. (B) Reward expectation correlated significantly with EBR, indicating that reward expectation elicits
stronger pupil dilation in individuals with low compared to high EBR. (C) Violated reward and loss expecta-
tions resulted in unsigned, transient pupil dilation. No dilation differenceswere observed between U- and U+
responses, whichwas reflected in theΔU response. (D)ΔU correlated significantlywith EBR, indicating that
the variability in theΔU response related to individual differences in EBR (E,F) A median split on individual
differences in EBR visualizes the correlation betweenΔU and EBR, where pupil dilation response patterns to
unpredicted outcomes reversed for individuals with low compared to high EBR. Horizontal significance desig-
nators indicate time points where p<0.05. Error bars are SEM. Statistics based on cluster-based (correlation)
permutation tests, n=1000.
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creases in pupil size during reward expectation were stronger for individuals
with lower compared to higher EBR. Consistent with this finding, violations
of reward expectations (unpredicted loss, U-) caused stronger pupil dilation
in individuals with lower compared to higher EBR.

4.5.3 Tonic pupil size tracks the perception of a reward contingency reversal and

correlates with EBR

Next, we investigated how the evidence integration of a reward contingency
reversal was reflected in the tonic pupil data (Fig. 4.1c), as we observed earlier
that higher reversal detection hit rates predicted faster evidence integration of
a reward contingency reversal (Fig. 4.2c).

As shown in Fig. 4.4, reversal detection was clearly visible in the tonic
pupil response locked on the behavioral report. This report-locked pupil
response started to increase significantly well before the report (cluster
p-value<0.001, 27s. pre-event until 18s. post-event, Cohen’s d=2.6; non-
parametric cluster-level one sample t-test). Moreover, the tonic response
increase was specific to the detection of a reversal (that was indicated by
the behavioral report) and not related to the actual experimental reversal
(light green line, Fig. 4.4a). This suggested that the response was specific
to participants’ notion of and response to the reversed reward contingency.
The prolonged duration of the tonic report-locked response precludes that
it was related to the motor response per sé, as the typical duration of pupil
responses triggered by such an event is 2-3 seconds [De Gee et al., 2014; Hupe
et al., 2009].

As EBR has been associated with learning from negative outcomes [Ca-
vanagh, Frank, et al., 2014; Slagter et al., 2015], we additionally investigated
whether the tonic report-locked response, potentially driven by the experi-
ence of consecutive violations about the state of the world, related to EBR. As
shown in Fig. 4.4a (dashed line), we observed a positive correlation between
individual differences in EBR and the tonic report-locked response (cluster p-
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Figure 4.4: Tonic report-lockedpupil dilation tracks reversal detection and correlateswith EBR. (A)
Reversal detection was reflected in a tonic, report-locked response starting 27s. prior until 13s. post-event.
No significant pupil response was observed at the time of the experimental reversal (both the report and
experimental reversal are plotted at t=0). A positive correlation between the report-locked response and
EBR (dashed line) starting 21s. prior until 7s. post-event indicated that individuals with relatively high EBR
show stronger reversal detection responses (black solid horizontal significance designator; correlation values
correspond to Pearson r values on the right y-axis). (B) Individuals with relatively high EBR showed stronger
reversal detection responses that started earlier in time and lasted longer. Error bars are SEM. Statistics based
on cluster-based (correlation) permutation tests, n=1000.

value = 0.002, 21s. pre-event until 7s. post-event, nonparametric permutation
cluster-based correlation test). We visualized the positive correlation by esti-
mating the report-locked tonic pupil response separately based on a median
split on EBR. The dark and light grey curves in 4.4b illustrate that individuals
with high EBR showed a relatively stronger report-locked detection response
that started earlier in time.

Taken together, we observed that a slow dilatory response tracked par-
ticipants’ detection of a reversal in reward contingency. This pupil response
started to rise well before the behavioral report, and did not relate to the actual
reversal of the reward contingency. Furthermore, we observed a positive re-
lation between EBR and the tonic report-locked response, indicating stronger
reversal detection responses in individuals with higher EBR.

117

145694-vanSlooten_BNW.indd   117145694-vanSlooten_BNW.indd   117 31-07-20   11:2331-07-20   11:23



Individual differences in eye blink rate predict both transient and tonic pupil responses during reversal learning

4.5.4 Blink density control analyses

One could argue that the observed correlations between pupil responses and
EBR could be explained by differences in the blink occurrences over time that
correlated with EBR, as blinks profoundly modulate pupil size [Hupe et al.,
2009; Knapen et al., 2016]. To control for this possible confound, we ana-
lyzed blink density patterns during reversal detection, expectation of value,
and evaluation of unexpected outcomes. Furthermore, we correlated the ob-
served blink density patterns with EBR measures over time.

There were no significant deviations in blink density patterns prior to re-
versal detection, arguing against the hypothesis that changed blink density af-
fected the rise in the tonic report-locked response (Fig. 4.5a). At the time
of the behavioral report, we did observe a significant increase in blinks (clus-
ter p-value = 0.01; 2s. pre-event until 6s. post-event, non-parametric cluster-
level one sample t-test). However, the increase in blinks during reversal de-
tection could not have affected the rise of the tonic report-locked response
much, as the response already significantly increased 27 seconds prior to re-
port. Furthermore, there were no significant differences in blink density pat-
terns around reversal detection between individuals with high and low EBR,
evidenced by the fact that EBR measures did not correlate with blink density
patterns (Fig. 4.5a, correlation values correspond to Pearson r values on the
right y-axis).

At the fast trial-based time scale we did not find evidence for differences in
blink density patterns between reward and loss expectation events (Fig. 4.5b,
left figure), nor differences in blink density patterns between unexpected loss
and unexpected reward events (Fig. 4.5b, right figure). Furthermore, we did
not observe clusters in time where blink density patterns correlated signifi-
cantly with individual differences in EBR during reward and loss expectation
(Fig. 4.5c, left figure), nor during the experience of unexpected reward or un-
expected loss (Fig. 4.5c, right figure). This indicates that individuals with
high compared to low EBR showed no systematic differences in blink den-
sity pattern around the expectation of value or the evaluation of unexpected
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outcomes.
To conclude, we did not find differences in blink density patterns prior

to reversal detection or during the expectation or evaluation of value. Neither
didwe find that blink density patterns correlatedwith individual differences in
EBR during reversal detection or the expectation or evaluation of value. This
argues against the possibility that the observed differences in pupil responses
between individuals with high compared to low EBR could be explained by
differences in blink density patterns in the described intervals.

4.6 Discussion

We investigated whether pupil responses and EBR could be utilized to track
value-based learning in a Pavlovian reversal learning task. When studying
pupil responses within trials, we observed arousal-based influences on pupil
size both during outcome expectation and the evaluation of unexpected mon-
etary outcomes. We refined these findings by showing that the observed tran-
sient pupil responses were related to individual differences in EBR, a behav-
ioral correlate of striatal dopaminergic tone [Casey et al., 1980; Elsworth et
al., 1991; Jutkiewicz et al., 2004; Kaminer et al., 2011; Karson, 1983; Kleven et
al., 1996; Lawrence et al., 1991; Taylor et al., 1999]. This suggests that tran-
sient pupil responses may provide an additional view into cognitive processes
related to value-based learning [Bray et al., 2008; Pauli et al., 2015; Prévost
et al., 2013; Seymour et al., 2007]. When focusing on the detection of reward
contingency reversals across trials, we observed increases in tonic pupil size
already several trials prior to the behavioral report. Furthermore, EBR corre-
lated positively with tonic pupil size, indicating stronger tonic reversal detec-
tion responses in individuals with higher EBR.

The observation of identical anticipatory pupil responses to upcoming re-
wards and losses indicated that, averaged across participants, pupil size did
not reflect the sign of the expected outcome. This is consistent with findings
of similar dilatory pupil responses to most and least preferred stimuli [Bray
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Figure 4.5: Blink density patterns and their relation to individual differences in EBR. (A) No devi-
ations were observed in blink density patterns prior to the detection of a reversal. At the moment of the
behavioral report, blink density significantly increased 2s. pre-event until 6s. post event (black horizontal
significance designator). Individual differences in EBR did not correlate with blink density patterns during
the interval of reversal detection (grey dotted line, corresponding to the Pearson r values on the right y-axis).
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(left figure), nor during the experience of unexpected reward and unexpected loss (right figure). All statistics
based on cluster-based (correlation) permutation tests, n=1000.
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et al., 2008; O’Doherty et al., 2006]. Moreover, our finding of similar transient
pupil dilation during the experience of unexpected reward and unexpected
loss emphasizes that the underlying cause of the pupil response was surprise,
associated with errors in built-up expectations [Braem et al., 2015; Browning
et al., 2015; Nassar et al., 2012; Preuschoff et al., 2011; Raisig et al., 2010].

Additionally, we utilized EBR to investigate more subtle pupil response
modulations related to value-based learning, over and above to the observed
arousal-based effects on pupil size. We observed that across-subject variabil-
ity in pupil responses during the expectation and evaluation of value related
to EBR. This suggests that the strength of transient pupil dilation indexes indi-
vidual value sensitivity, which affects how individuals learn from reinforcing
feedback [Cools, 2006; Frank, 2005; Frank et al., 2006b, 2004; Pessiglione et
al., 2006]. Again, these results emphasize that pupil responses reflect arousal-
based influences, as both the expectation and evaluation of value related to
increases in pupil size.

Individuals with relatively low EBR anticipated reward more strongly, as
indicated by their stronger pupil size increase. This is a novel finding, as the
relation between EBR and reward expectation during Pavlovian reversal learn-
ing was not investigated before. Partly related to this finding is a recent study
that investigated whether pupil responses indexed motivational preparation
for upcoming reward in Parkinson’s patients on and off their dopaminergic
medication [Manohar et al., 2015]. They found that dopaminergicmedication
reinstated blunted pupil responses during saccade preparation to earn reward,
where higher reward incentive elicited stronger pupil dilation than lower or
no reward incentive. However, it remains difficult to compare our findings
with those of Manohar et al. [2015] as there have been clear pupillometric
abnormalities observed in patients suffering from Parkinson’s disease [Giza
et al., 2011; Micieli et al., 1991].

When reward expectations were violated, individuals with lower EBR
showed a stronger pupil response to the experienced unexpected loss. These
findings show some consistency with studies observing a link between EBR
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and the outcome of reinforcement learning processes [Cavanagh, Frank, et al.,
2014; Slagter et al., 2015]. Cavanagh et al. [2014] observed that decreasing
striatal dopamine levels, as indexed by EBR, led to increased punishment
avoidance after response conflict [Cavanagh et al., 2014]. Moreover, Slagter
et al. [2015] showed that lower EBR predicted a value-based choice strategy
focused on avoiding negative outcomes [Slagter et al., 2015]. These studies
suggest that low EBR relates to learning from negative reinforcements, which
parallels our observation of a relation between lower EBR and stronger pupil
dilation after unexpected loss. However, we also observed that higher EBR
related to stronger pupil dilation after unexpected reward, which is not
consistent with Slagter et al. [2015], where no relation was found between
high EBR and a value-based choice strategy focussed on obtaining reward.

Yet, there are many differences between our experimental design and that
of Cavanagh et al. [2014] and Slagter et al. [2015] that preclude any direct
comparisons. First of all, our study focused on the relation between pupil re-
sponses and EBR during ongoing value-based learning, whereas the aforemen-
tioned studies focused on value-based choice strategies that were learned dur-
ing reinforcement learning. EBR may relate differently to learned value-based
choice strategies and instantaneous value experiences, necessitating future ex-
perimental work that differentiates between these two processes. Pupillome-
try and EBR measures combined with detailed behavioral data might provide
tools to accomplish this. A further difference can be found in our employment
of Pavlovian conditioning, whereas both Cavanagh et al. [2014] and Slagter
et al. [2015] employed operant conditioning that involved behavioral choice.
Thus, EBR may also relate differently to Pavlovian and operant conditioning
mechanisms [Balleine et al., 2008; O’Doherty et al., 2004].

In the evaluation of tonic pupil responses associated with reversal detec-
tion, we observed strong increases in pupil size. Tonic pupil size, locked to the
behavioral report of a reversal, increased several trials prior to the actual re-
port, suggesting that it indexed participants’ uncertainty about the encounter
of a potential contingency reversal. This finding relates to studies showing

122

145694-vanSlooten_BNW.indd   122145694-vanSlooten_BNW.indd   122 31-07-20   11:2331-07-20   11:23



Discussion Chapter 4

that increases in per-trial baseline pupil diameter predicted exploratory deci-
sion making [Jepma et al., 2011], task disengagement [Gilzenrat et al., 2010],
and uncertainty about the underlying task contingency [Nassar et al., 2012].
Fluctuations in baseline pupil diameter are thought to be mediated by arousal-
based signals originating from the locus coeruleus-noradrenaline (LC-NE)
system [Aston-Jones et al., 2005], and are observed to correlate with tonic LC
activity [Aston-Jones et al., 2005; Laeng et al., 2010] and LC BOLD responses
[Murphy et al., 2014]. Thus, the observed tonic reversal detection response
might index the build-up of uncertainty or the need to update current beliefs,
energized by increases in tonic LC activity. This functional role of tonic LC
activity was observed in an electrophysiological study in nonhuman primates,
where a rise in tonic LC activity was observed immediately after a reversal
in task contingency, but long before the adaptation of the monkey’s behavior
[Aston-Jones et al., 1997]. Recently, a more specific hypothesis was proposed
about the role of tonic NE in the orbitofrontal cortex during reversal learn-
ing [Sadacca et al., 2017]. Here, reversal detection was hypothesized to lead
to a rise of tonic NE to evoke the discarding of old cue-outcome associations,
where after tonic NE levels would drop to allow stabilization of the newly ac-
quired contingency. Our results are in line with this hypothesis and suggest
that tonic pupil size tracks the unfolding of decision-making during reversal
detection.

Apart from the potential arousal-based influences on tonic pupil size dur-
ing reversal detection, we additionally observed that the tonic report-locked
response correlated with EBR. This suggests that variability in the amplitude
of the reversal detection response might reflect EBR-indexed individual differ-
ences in striatal dopaminergic tone. While our data do not allow us to draw
inferences about neuromodulatory brain processes, our findings allude to the
described role of dopamine (DA) in controlling flexible behavior [Cools, 2015;
Cools et al., 2011]. DA is thought to gate the signal that triggers state updat-
ing in frontal cortex via modulations of the decision threshold in the basal
ganglia [Durstewitz et al., 2008; Frank et al., 2006a; Maia et al., 2011], where
higher DA levels facilitate flexible state updating by reducing the threshold
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to respond [Frank et al., 2006a]. The positive correlation pattern between
EBR and the tonic reversal detection response might relate to this mechanism,
where stronger detection responses in individuals with high EBR possibly re-
flect higher arousal or sensitivity to state updating after detecting environmen-
tal change.

Our data support the current theory that arousal-based mechanisms
shape pupil responses [Aston-Jones et al., 2005; Jepma et al., 2011; Sara,
2009]. We extend current insights by showing that the simultaneous analysis
of EBR and pupillometry measurements provide an additional view into
processes related to value-based learning. That is, across-subject variability in
pupil dilations during value expectation and evaluation relate to individual
differences in EBR-indexed striatal dopaminergic tone.

Although the effects reported here are based on a young and healthy sam-
ple of the population, our data and that of other recent studies [Manohar et al.,
2015; Muhammed et al., 2016; Rudebeck et al., 2014] suggest pupil responses
might be of use to index reward learning processes in clinical settings, for ex-
ample to study impaired reward-based learning in Parkinson’s disease (PD).
PD patients often suffer from disorders in movement and executive function-
ing [Dirnberger & Jahanshahi, 2013; Gratwicke et al., 2015], that renders be-
havioral responses in some occasions difficult to use. Indexing value-based
learning indirectly via physiologicalmeasures like pupil size reduces strong be-
havioral requirements on patients, making pupillometry a potentially promis-
ing measure to access value-based learning.
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Themain aimof this thesis was to investigate whether fluctuations in pupil
size and individual differences in spontaneous eye blink rate (sEBR) are exter-
nal markers of internal value-based learning and decision-making processes.
To answer this question, I applied model-based neuroscience techniques to
pupil and sEBR measurements taken from participants undergoing Pavlovian
learning and reinforcement learning (RL). This approach allowed me to con-
nect these different measures to one another in varying mutually informative
combinations. In this thesis, I have focused on different levels of explanation:

• Detailed pupil responses and their relation to RL within a trial.
• How the pupil indexes reward learning and decision-making processes
across trials.

• How individual differences in RL relate to both pupil responses and
sEBR.

Together, the results in this thesis show that pupil responses and sEBR
mark specific cognitive processes that underlie a participant’s behaviour both
during reinforcement and pavlovian reversal learning. My results suggest that
these eye measures can be used to infer how individuals learn and make deci-
sion based on value. In this chapter, I provide a summary of the main findings
that support this conclusion and discuss the relevance of the findings to the
broader field. I will close by highlighting outstanding questions relevant for
future studies.

5.1 Main findings

5.1.1 Pupil responses track reinforcement learning processes within trials and

across individuals

In chapter 2, I provide evidence that pupil responses provide an external
measure of internal RL processes. These cognitive processes were particularly
reflected in the pupil when individuals were actively engaged with learning,
but less so when value was already internalised. During learning, we observed
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Figure 5.1: Connecting eye measures and behaviour to cognitive learning and decision-making
processes. A schematic representation of the topics covered in this thesis and how they relate.

two distinct pupil response patterns. Pupil dilation signalled the learned
value of the to-be-chosen option, but not the alternative one immediately
prior to choice. The stronger those chosen value beliefs were, the larger the
pupil dilated. During subsequent feedback, a biphasic pupil response that
was characterised by early dilation (~1s. post-feedback) and late constriction
(~2-3s. post-feedback) tracked different evaluation processes associated
with the choice outcome. Early pupil dilation was strongly driven by (the
resolution of) uncertainty about the value of both recent choice options. Late
pupil constriction was modulated by signed reward prediction errors, thus
reflecting whether an outcome was better or worse than expected. These
results show that non-invasively measured pupil responses provide access
to an individual’s internal choice value beliefs and reward prediction errors
within a trial. Together, these findings suggest that the pupil can be used as a
marker of the specific cognitive processes that drive RL.

Formal RL theories make a conceptual separation between a system that
learns the value of actions via reinforcement and a system that uses value to
make decisions [Humphries et al., 2012; Sutton et al., 1998]. In the same chap-
ter 2, I also demonstrated that individual differences in the activities of both
these systems are correlated - each in a unique way - with the pupil response.

129

145694-vanSlooten_BNW.indd   129145694-vanSlooten_BNW.indd   129 31-07-20   11:2331-07-20   11:23



Discussion

Specifically, the way in which individuals exploited actions that likely pro-
duced desirable outcomes - their explore-exploit tendency (β) - was uniquely
predicted by their pupil dilation during a choice. In contrast, how much in-
dividuals learned from the positive outcomes of their choices (αGain) was sig-
nalled by their pupil response evoked by feedback. These findings show that
pupil responses are sensitive to individual differences in RL. Moreover, the
specific relation between the pupil and the β-parameter during choice and
the learning rate during feedback is consistent with the conceptual separation
made in RL theory. Together, the findings in chapter 2 demonstrate that the
pupil is informative about the choice and learning process in RL, both within
trials and across individuals.

5.1.2 sEBR predicts individual differences in exploration and exploitation during

reinforcement learning

In chapter 2 we observed that the pupil closely tracked RL processes inde-
pendently within trials and across individuals. In chapter 3, we focused on
the relation between RL and individual differences in sEBR. Previous studies
demonstrated that sEBR predicted how value-based choices were made after
RL [Cavanagh, Frank, et al., 2014; Slagter et al., 2015]. From these observa-
tions it was argued that sEBR may predict how individuals learn from nega-
tive feedback [Slagter et al., 2015], yet, this hypothesis had not been put to
the test. In chapter 3, we addressed this issue by investigating how individ-
ual differences in sEBR directly relate to RL. We used Bayesian latent mixture
modelling approach [Steingroever et al., 2017] to quantify the cognitive pro-
cesses that underlied RL and showed that individuals with high and low sEBR
could be distinguished on the basis of these cognitive processes. Moreover,
our modelling approach allowed us to quantify how sEBR independently re-
lated to negative feedback learning (αLoss) as well as positive feedback learn-
ing (αGain) and explore-exploit tendencies (β). These analyses indicated that
sEBR uniquely predicted an individual’s explore-exploit tendency, and not - as
was previously argued [Slagter et al., 2015] - the degree to which individuals
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learned from negative feedback. Our findings demonstrate that sEBR predicts
individual differences in RL, specifically, an individual’s tendency to explore
or exploit.

5.1.3 Phasic pupil dilation reflects sensitivity to motivational feedback during

Pavlovian learning

In chapter 2 and 3, we showed that the pupil and sEBR are both sensitive to
the cognitive processes that underlie participants’ RL behaviour. In chapter 4,
we turned to their parallel roles in Pavlovian learning. This was motivated by
a controversy in the literature about the role of the pupil in Pavlovian reward
learning: does the pupil reflect reward-related processing over and above its
well-known response to surprise [Braem et al., 2015; Browning et al., 2015;
Nassar et al., 2012; Preuschoff et al., 2011]? Thus, does pupil dilation solely de-
pend on arousal (intense versus neutral) or also on value (positive versus neg-
ative)? We addressed this issue using an experimental design that was tailored
to differentiate between the effects of arousal versus value on pupil size. Our
results showed that the pupil is modulated by arousal during the expectation
and evaluation of monetary outcomes. Importantly, we refined these findings
by showing that these phasic pupil responses related to individual differences
in sEBR, suggestive of link to striatal DA. Individuals with a relatively low
sEBR - indicative of lower striatal dopamine levels - showed stronger pupil di-
lation during the expectation of reward and after the experience of unexpected
loss. In contrast, individuals with a relatively high sEBR - indicative of higher
striatal dopamine levels - showedweaker pupil dilation during the expectation
of reward and the experience of unexpected loss. These results provide novel
evidence that pupil responses index value sensitivity during Pavlovian reward
learning. This suggests that the pupil indexes individual reward sensitivity bi-
ases in reward learning tasks where no behavioural responses are recorded.
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5.1.4 Tonic pupil dilation tracks the detection of reward contingency reversals

In chapter 4 we provided evidence that phasic pupil dilation reveals differ-
ences in reward sensitivity across individuals. These results were obtained by
analysing sEBR as well as pupil responses evoked by specific events (cue, feed-
back) within a trial. However, in this task participants were asked to track the
reward contingency of reward-predicting cues across trials and detect rever-
sals in the reward contingency. After analysing the slow (tonic) pupil signal
that fluctuated across multiple trials, we observed that tonic pupil size faith-
fully tracked the detection of a reward contingency reversal. Tonic pupil size
increased far before the behavioural report and decreased again shortly after
the button press. This shows that tonic pupil size tracked the decision-maker’s
internal decision process, where increasing tonic pupil size reflected the in-
creasing uncertainty about the validity of the old cue-outcome relationships.
Importantly, the strength of the tonic reversal detection response was again
tightly related to sEBR. Individuals with a high sEBR had a stronger tonic re-
versal detection response and detected reversals more consistently over time.
The results in chapter 4 show that the combined analysis of pupil responses
and sEBR provide detailed information about an individual’s sensitivity to re-
ward during learning and the detection of reward contingency reversals across
trials.

5.1.5 Replication of current pupillometry findings

To further address the specificity of our pupillometry results reported in chap-
ter 2, we have set up a follow-up study inwhichwe simultaneously recorded 7T
fMRI and pupillometry. One of the aims of this project was to assess what neu-
ral pathways underlie the findings that pupil dilation signals 1) chosen value
beliefs and 2) reward prediction errors during RL. We asked 40 participants to
perform a probabilistic selection task in which they learned the value of pairs
of coloured options (Fig. 5.2a) that were presented at different locations in
the visual field (Fig. 5.2b-d). We recorded their pupil responses and brain ac-
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Reward 
probabilities

Stimulus 
locations

A:80% B:20%

C:70% D:30%

E:60% F:40%

Stimulus 
presentations

Example 
learning trial 

fixation 
500(200) ms

stimulus presentation
1000 ms

choice (L or R button 
press) <2000 ms

feedback
 1000 ms

ITI 
2000(1000)ms

a b c d

Figure 5.2: Task. a: Reward probabilities of the three stimulus pairs. b: Possible locations for stimulus pair
presentation. c: Example sequence of stimulus pair presentations. d: Example sequence of a train phase trial.

tivity using BOLD 7T fMRI. We hypothesise that midbrain regions receiving
strong dopaminergic projections should covary 1) with chosen value beliefs
and reward prediction errors and 2) with choice- and feedback-evoked pupil
responses. While the fMRI results are not covered in this thesis, preliminary
results from the pupil response analyses (Fig. 5.3) largely replicate our results
in chapter 2(Fig. 2.2). These preliminary findings again show pupillary sensi-
tivity to RL processes; an important observation given the current replication
crisis that haunts the field of psychology and neuroscience [Shrout & Rodgers,
2018; Wagenmakers & Forstmann, 2014].

5.2 Interpretation of findings

5.2.1 Pupil responses

Aconsistent finding of this thesis is that the pupil provides a non-invasivemea-
sure into value-based learning and decision-making processes. We demon-
strated reward processing in the pupil during Pavlovian learning (chapter 4)
and active RL, across individuals andwithin trials (chapter 2). Although there
were clear differences between Pavlovian learning and RL in how value af-
fected pupil responses, in both learning contexts we observed reward process-
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Figure 5.3: Preliminary pupillometry results for the train and transfer phase (N=27). A: Prior to
choice, beliefs about the to-be-chosen, but not the unchosen option, elicited pupil dilation in the train phase,
replicating findings in chapter 2. B: Around the moment of feedback, beliefs about the recently chosen and
unchosen options modulated feedback-evoked pupil dilation in opposite directions, consistent with findings
in chapter 2. The pattern of covariance between signed reward prediction errors and feedback-evoked pupil
dilation resembled our previous findings but did not reach significance. C: In the transfer phase, a smaller
value difference between the chosen and unchosen option (Q-diff) elicited pupil dilation post choice, consis-
tent with our previous findings. Lines and (shaded) error bars of represent mean ± s.e.m of within-subject
modulations. Horizontal significance designators indicate time points where regression coefficients signifi-
cantly differentiate from zero (P<.05), based on cluster-based permutation tests (n=1000).

ing in the pupil. During Pavlovian learning, pupil dilations revealed an indi-
vidual’s sensitivity to reward, which in turn affects how individuals learn and
decide on the basis of reinforcements [Cools, 2006; Frank et al., 2006a, 2004].
During RL, we observed that pupil responses provided access to one’s internal
choice value beliefs, value uncertainty and reward prediction errors; cogni-
tive processes that all contribute to how individuals learn from reinforcement
[Berke, 2018; Cox &Witten, 2019; Schultz, 2013].

To date, pupil size fluctuations have predominantly been interpreted as
a marker of arousal, driven by noradrenergic output of the locus coeruleus
[Aston-Jones et al., 2005; Joshi et al., 2016; Liu et al., 2017; Murphy et al., 2011;
Reimer et al., 2016; Varazzani et al., 2015]. The findings presented in this
thesis extend this view by showing that the pupil dilation is sensitive to spe-
cific cognitive processes that are tightly related to reward. These pupillary re-
ward effects do not necessarily, and solely, have to be driven by noradrenergic
activity of the LC. Another neurotransmitter system that may be involved is
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the dopaminergic midbrain, or more likely, an interaction between these two
neurotransmitter systems. It has been shown that DA exhibits strong cross-
talk with NE in both the cortex and the hippocampus [Devoto & Flore, 2006;
Ranjbar-Slamloo et al., 2020]. Even though DA and NE are often studied as
independent systems [Glimcher, 2011; Sara, 2009], they overlap in multiple
domains. At the biochemical level, they are highly similar: NE is synthesised
from DA [Ranjbar-Slamloo et al., 2020]. At the receptor level, DA can acti-
vate NE receptors in both the LC and hippocampus [El Mansari et al., 2010;
Guiard et al., 2008]. Conversely, recent studies showed that the LC broadcasts
both NE andDA signals across the brain [Devoto et al., 2006; Kempadoo et al.,
2016; Takeuchi et al., 2016]. This contradicts the view that LC selectively re-
leases NE and complicates the idea of pupil dilation as amarker of LC-NE acti-
vations. On the functional level, DA andNE also havemany similarities. Both
neuromodulators are involved in processes such as arousal [Aston-Jones et al.,
2005; Carter et al., 2010; Eban-Rothschild et al., 2016], attention [Berridge
et al., 2003; Eldar et al., 2013; Noudoost & Moore, 2011] and memory [Kem-
padoo et al., 2016; Sara, 2009; Shohamy&Adcock, 2010; Yamasaki & Takeuchi,
2017]. Notably, both rewards and losses activate NE and DA producing neu-
rons in the LC and the midbrain [Bouret & Richmond, 2015; Bouret et al.,
2012; Ranjbar-Slamloo et al., 2020; Sara, 2009], which further demonstrates
their parallel roles in processing of reward.

The very fact that DA and NE are strongly connected makes it difficult
to pull them apart. A similar issue arises when studying arousal and reward.
Just imagine, whenever you receive a reward, this is an arousing event. This
problem arises in many pupillometry studies that investigate the impact of
arousal and reward [Bray et al., 2008; O’Doherty et al., 2003; Prévost et al.,
2013; Satterthwaite et al., 2007]. In this thesis, I have tried to disentangle these
two factors by 1) using a RL model that is based on DA-signalling [Daw &
Tobler, 2014; Glimcher, 2011] (chapter 2), 2) by studying the functional role
of sEBR during RL (chapter 3) and 3) by evaluating the link between pupil
dilation and sEBRduring a Pavlovian reversal learning task (chapter 4). While
this approach aimed to distinguish arousal and reward effects in the pupil, the
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results suggests a parallel influence.
In chapter 2 and 3, we found that both individual differences in choice-

related pupil dilation and sEBR predicted the tendency to explore or exploit
during RL. In the past, explore-exploit decision-making has been linked to
baseline pupil diameter prior to choice [Gilzenrat et al., 2010; Jepma et al.,
2011], and is thought to be driven by tonic LC-NE activity [Aston-Jones et
al., 2005]. However, the observation that sEBR also predicted explore-exploit
tendencies (chapter 3) suggests that striatal DA levels also play a prominent
role, consistent with other theoretical and experimental work [Beeler, 2012;
Beeler et al., 2010; K. Chakroun et al., 2019; Cinotti et al., 2019; Frank et al.,
2009; Humphries et al., 2012]. Therefore, the findings in chapter 2 and 3 point
to a link between NE and DA in explore-exploit decision-making and may
suggest they have a parallel influence on the pupil. In chapter 4, we find fur-
ther evidence for this hypothesis. During reversal detection, tonic pupil dila-
tion tracked the utility of staying with the current cue-outcome association.
Larger tonic pupil dilation reflected lower utility, or the need to update the
current cue-outcome association after a reversal in the task. Thus, tonic pupil
size closely tracked changes in the utility of the task environment, consistent
with the role of the LC-NE system in regulating the explore-exploit trade-off
[Aston-Jones et al., 2005; Sadacca et al., 2017]. Yet again, the tight correla-
tion between tonic pupil dilation and individual differences in sEBR during
reversal detection suggests a parallel influence of striatal DA and NE. Individ-
uals with a high sEBR, indicative of stronger exploration (chapter 3), showed
stronger tonic pupil dilation during the detection of a reversal (chapter 4). To-
gether, these findings suggest that both arousal and reward have a parallel in-
fluence on the pupil during learning and decision-making based on value.

The findings described above question the hypothesis that fluctuations in
pupil size are solely driven by noradrenergic LC activations. Without a doubt,
the LC remains the prime candidate involved in pupil dilations [Joshi et al.,
2016], although its causal role has not been determined [Costa & Rudebeck,
2016]. At the same time, the widespread discourse that pupil dilation is a
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marker of LC-NE activity may prevent the search for the role of other neu-
rotransmitters and brain nuclei in dilating the pupil. Although the evidence
is still sparse, activity in the superior colliculus is also associated with pupil
dilations [Joshi et al., 2016; Wang et al., 2014, 2012; Wang & Munoz, 2018].
To date, whether the midbrain dopamine system plays a direct role in pupil
dilation has not been investigated. The results in this thesis indirectly point
to an entangled influence of NE and DA on the pupil response. One ques-
tion to be answered is where DA may intervene in the cognitive cascade that
starts when visual information reaches the brain and ends after processing the
choice outcome. Its influence could even be at the lowest level in the pupil
itself: DA dilates the pupil via the activation of NE receptors [Spiers & Calne,
1969]. This point further illustrates the far-reaching entanglement of arousal
and reward processing and the potential reflections thereof in the pupil.

5.2.2 Spontaneous eye blink rate

Another recurring finding in this thesis is that sEBR is related to explore-
exploit tendencies across different learning contexts. During RL, we observed
this explicitly as sEBR predicted individual variability in explore-exploit ten-
dencies (chapter 3). During Pavlovian learning, we observed this implicitly
as sEBR predicted the strength of tonic pupil dilation caused by reversal
detection as well as the accuracy of the behavioural reports (chapter 4).

A potential biological explanation for our results is that sEBR indexes
baseline DA levels in the brain [Karson, 1983], in line with the inverted-U
shaped effects of DA on cognitive function [Arnsten, 2009; Cools et al., 2011].
Where too low or too high DA levels impair cognitive functioning, moder-
ate DA levels are associated with the optimal balance between exploration
and exploitation. In high sEBR individuals, rewarding choice options may
have elevated DA levels beyond the optimal levels during RL, resulting in too
much exploration and degraded choice performance during RL. Conversely,
in low sEBR individuals reward-triggeredDA releasemight have facilitated ex-
ploitation and enhanced RL, explaining their superior learning performance
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(chapter 3). Similar mechanisms may explain effects of sEBR during reversal
learning (chapter 4). In high sEBR individuals, higher baseline DA levels may
have facilitated attention and action towards the exploration of novel informa-
tion. This explains both their elevated pupillary reversal detection response
and more reliable behavioural reports of reversals in the reward contingency.

It seems that conclusions regarding sEBR in chapters 3 and 4 contradict
each other. In chapter 4, low sEBRpredicted a stronger pupil response to unex-
pected negative feedback, whereas in chapter 3, lower sEBRpredicted stronger
exploitation of value. Put in other words: how can sEBRpredict both attention
for low value (unexpected negative feedback) and high value (exploitation) at
the same time? In light of later findings that sEBR indexed explore-exploit
tendencies (chapter 3), we would like to reinterpret the findings in chapter
4, now taking into account the interaction between reward anticipation and
reward processing during Pavlovian learning. In low sEBR individuals, we
observed stronger pupil dilation during the anticipation of reward, which sug-
gests a stronger reward sensitivity. Subsequently, the stronger pupil dilation
to unexpected negative feedback we observed in these individuals is a logical
consequence of their enhanced reward expectation: higher expectations re-
sult in greater prediction errors when expectations are not met. Therefore, in
chapter 3 and 4 a low sEBR may predict a stronger pupillary (chapter 4) or
behavioural (chapter 3) sensitivity to value. Of course, this reinterpretation
remains speculative, especially considering the different learningmechanisms
that drive Pavlovian and RL processes.

Interpreting sEBR as a marker of explore-exploit tendencies may explain
various other cognitive and behavioural phenomena that have been linked to
sEBR. For example, sEBR correlates with personality traits such as impulsivity
and novelty seeking, that in turn are associated with reward sensitivity [Pas
et al., 2014]. As one’s sensitivity to reward determines the extent to explore or
exploit, these personality traits may be understood as part of an exploratory or
exploitatory behavioural state. Moreover, the explore-exploit trade-off plays
an important role in tasks requiring cognitive control, effort valuation and

138

145694-vanSlooten_BNW.indd   138145694-vanSlooten_BNW.indd   138 31-07-20   11:2331-07-20   11:23



Interpretation of findings Chapter 5

action selection; behaviours that all have been linked to variability in sEBR
[Bochove et al., 2012; Cavanagh, Frank, et al., 2014; Dreisbach et al., 2005;
Groep et al., 2017; Groman et al., 2014; Pas et al., 2014; Rac-Lubashevsky et al.,
2017; Slagter et al., 2015; Zhang et al., 2015]. The use of a cognitive model may
help to demonstrate that performance in these superficially different tasksmay
in fact be driven by the same cognitive process [Forstmann et al., 2014].

An outstanding question remains whether sEBR can be used as a
behavioural correlate of baseline DA levels. The results in this thesis point
to a specific relationship between sEBR and explore-exploit tendencies,
that may be driven by individual differences in baseline DA levels. Yet,
how this relation might be mediated is far from clear and research shows
inconclusive results. In healthy human subjects, some evidence suggests
that DA manipulations specifically impact explore-exploit decision-making
[Chakroun, 2019]. Yet, in PD patients that have difficulty making exploratory
decisions, DA-ergic medication does not alleviate this impairment [McCoy
et al., 2019]. Furthermore, focusing on the link between sEBR and DA,
two recent PET imaging studies that related sEBR to invivo measures of
DA in humans found no relationship [Dang et al., 2017b] or a negative
relationship between sEBR and DA synthesis capacity [Sescousse et al.,
2018]. A potential clue for understanding these contrasting results may lie in
the fact that the striatum - receiving strong DA-ergic projections- is highly
heterogeneous both in function and connectivity [Floresco, 2015; Lammel
et al., 2014]. Recent work shows that stimulation of the D2 receptor in the
ventral striatum facilitated negative feedback learning, whereas similar D2
stimulation in dorsolateral striatum promoted explorative choice behaviour
[Verharen et al., 2019]. This shows that DA can facilitate differerent types
of value-based behaviour, depending on the region and type of DA-ergic
stimulation. These heterogeneous effects should also warrant caution and
nuance when interpreting sEBR as a proxy measure of striatal DA.
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5.3 Limitations

The results presented in this thesis provide the insight that pupil responses
and sEBR can be used as non-invasive indices of value-based learning and
decision-making processes. These studies, however, also had limitations that
should be considered when interpreting this work.

First of all, the specificity of the pupillometry findings: In chapter 2 we
outlined how pupil responses index cognitive processes that are involved in
RL. I speculated that these cognitive pupil responses may be driven by DA ac-
tivity in themidbrain, given the fundamental role of DA during RL [Glimcher,
2011; Schultz, 2016; Schultz et al., 1997]. But of course, the analysis methods
used in this thesis cannot differentiate between the role of DA and those of
other neuromodulators, such as NE. In addition, it is important to note that
interpreting cognition-driven changes in pupil size in terms of neural activ-
ity patterns of the dopaminergic midbrain, the LC, or combinations thereof,
remains an oversimplification and ignores the influence of higher brain areas
that are also responsible for these computations [Joshi et al., 2019]. It is in the
future combination of invasive animal and human work, perhaps involving
pharmacological manipulations, that these direct links can be drawn. This fu-
ture research would greatly benefit from the model-based approach taken in
this thesis.

Secondly, it remains to be determined whether the reported pupil and
sEBR effects in this thesis generalise to clinical populations. For example, in
chapter 3 I showed that sEBR indexes explore-exploit tendencies in a healthy
and young group of individuals. Yet, whether sEBR can be similarly used
to describe (changes in) explore-exploit tendencies in individuals where the
dopamine system is compromised remains unknown. The same point applies
to the pupillometry findings described in chapters 2 and 4: do the specific
relations between pupil responses and cognitive learning processes generalise
to clinical populations? Answers to this question will provide valuable infor-
mation for clinicians, who may use these external measures to track learning
and decision-making processes on a detailed temporal timescale as they take
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place.
A third point relates to the interpretation of sEBR and pupil responses as

indices of individual differences in explore-exploit tendencies. In chapters 2
and 3, participants performed an RL task in which they had to balance the ex-
ploration of different choice options with the exploitation of the option with
the highest expected reward. As the reward structure of choice options was
fixed, the task promotedmaking exploitative choices for options with the high-
est expected reward once the reward contingencies were learned. Yet, these
exploitative choices were also accurate choices which complicates the interpre-
tation of exploitative choice behaviour in this task. It may reflect participants’
accurate value representation of choice options or their behavioural tendency
to exploit value.

Fourth, and linked to the previous point, relates to the different strategies
people can use to solve the explore-exploit dilemma. People can use directed
exploration, which is driven by the need to obtain more information, or they
can use random exploration, which is driven by internal decision noise [Wil-
son et al., 2014; Zajkowski et al., 2017]. While the results in chapters 2 and
3 show that both choice-locked pupil dilation and sEBR predict individual
differences in explore-exploit tendencies, we cannot tell whether these mea-
sures relate to directed or random exploration, or to both. In our RL task, an
exploratory choice may have been the result of increased decision noise (ran-
dom exploration) or the result of sampling more information (directed explo-
ration). As participants only gained information from the options they choose,
but were also incentivized to choose the most rewarding option, they gained
more information about more rewarding options [Zajkowski et al., 2017]. In
this way, directed and random exploration become confounded, which makes
it difficult to determine their contribution to the relation with pupil dilation
and sEBR.
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5.4 Clinical applications

Although pupil responses and sEBR of healthy individuals were studied in
this thesis, I speculate that the use of these eye measures in combination with
computational learning theories provide attractive tools to study value-based
learning anddecision-making processes in clinical settings. Ourmixturemod-
elling approach (chapter 3) could be a powerful tool for clinical studies seeking
to differentiate groups on the basis of underlying RL processes. For example,
to evaluate the effect of dopaminergic medication versus placebo on cognitive
processes that drive observed learning behaviour.

This aligns with a more general point to embrace computational psychi-
atry more in psychiatry research [Huys et al., 2016]. While psychiatric ques-
tionnaires provide insight into the emotional state as experienced by the pa-
tient, computational descriptions of behaviour provide insight into how a pa-
tient solves a cognitive task. Using computational descriptions of behaviour,
researchers can directly study affected behaviour and the associated computa-
tional mechanisms that go awry in psychiatric patients. One of the benefits
of this approach is that it could bridge the gap between observed psychiatric
symptoms, aberrant cognitions and the underlying neural processes; thereby
linking overt behaviour to computational and implementation levels.

In relation to the findings of chapter 3 that sEBR indexes someone’s
explore-exploit tendency, sEBR could be used to study explore-exploit
decision-making in psychiatric populations. To my knowledge, psychiatry
research predominantly relies on task summations of value-based choice
behaviour when studying RL, which does not allow the investigation of the
underlying cognitive processes. In contrast, explore-exploit decision-making
relies on trial-by-trial changes in value expectations and choices [Sutton
et al., 1998], which allows us to model behaviour and to make quantitative
predictions about future choice. Research in psychiatry could use the
explore-exploit trade-off as a framework to understand disrupted decision-
making mechanisms, that have been observed in many psychiatric conditions
[Addicott et al., 2015, 2017; Huys et al., 2016]. sEBR could potentially serve
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as a cheap and non-invasive proxy of this decision-making process.

5.5 Future directions

The studies presented in this thesis provide new research opportunities for
future neurocognitive and clinical studies. This work highlights the use of
pupil responses and sEBR as external markers of cognitive processes underly-
ing value-based learning and decision-making. A next step will be to precisely
disentangle the roles that DA andNE serve inmodulating pupil responses dur-
ing these cognitive tasks. How are these tightly connected neuromodulators
[Cohen et al., 2007; Sara, 2009] involved in RL? And via which neural path-
ways could they modulate the pupil response?

Taking a psychopharmacological approach, experiments could be per-
formed in which pharmacological agents are used that selectively block DA
or NE while participants perform a RL task. Then, one can evaluate pupil
responses to chosen value, reward prediction errors and how explore-exploit
tendencies change due to the dopaminergic and noradrenergic blocking.
Another important step is to evaluate the link between pupil and midbrain
dopamine responses using direct neural recordings and electrical micro-
stimulation in animals. This approach would reveal the extent to which
midbrain DA activity matches moment-to-moment changes in pupil size.
Furthermore, novel genetic and optogenetic techniques make it possible
to study the function of neuromodulatory nuclei with greater specificity
[Ranjbar-Slamloo et al., 2020], which would also allow to decompose the
specific neuromodulatory influences on the pupil.

Second, the use of different types of RL tasks would further advance our
understanding of sEBR as an external measure of explore-exploit tendencies.
For example, by using a restless bandit task (e.g. [Daw et al., 2006; Jepma
et al., 2011]) where reward rates of each bandit slowly and randomly changes
over time. This prompts participants to keep choosing between exploiting the
currently known best option and exploring unfamiliar options to keep track
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of the bandits’ changing reward rates. In this way, exploitative and accurate
choices can be disentangled, which would further specify the link with sEBR.
To push this even further, explore-exploit decision-making could be studied
in amore naturalistic context using a foraging task in a virtual [Constantino&
Daw, 2015; Lenow et al., 2017; Mata et al., 2013] or real environment [Evans
& Raine, 2014]. One interesting aspect of foraging tasks is that options are not
compared simultaneously but are instead considered serially; thus, whether to
exploit and deplete a current source of food before leaving it in search for a bet-
ter option. Linking sEBR to these various forms of explore-exploit behaviours
would clarify its potential use as a generalmarker of individual explore-exploit
tendencies.

5.6 Summary

In this thesis I have shown that pupil size and sEBR can be used as exter-
nal markers of value-based learning and decision-making processes. Model-
based neuroscience techniques were applied to pupil responses and sEBR, fo-
cusing different levels of analysis. Using these techniques, I demonstrated that
both pupil responses and sEBR are sensitive to cognitive processes that under-
lie RL. Pupil responses reflected choice value beliefs and reward prediction er-
rors within a trial as well as behavioural variability in RL across individuals. I
provided evidence that sEBR reflects an individual’s explore-exploit tendency,
a finding that may specify the often observed relation between sEBR and stri-
atal DA levels. Lastly, I showed that the combined analysis of pupil responses
and sEBR may provide insight into the parallel roles of arousal and reward
during Pavlovian reward learning and the detection of environmental change.
Together, the results in this thesis suggest more synergistic roles of arousal and
reward in impacting the pupil both during value-based learning and decision-
making. These findings could inspire future studies to investigate the brain
areas that are involved in eliciting pupil responses and the observed cognitive
processes during RL.
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Nederlandse samenvatting

Een aanzienlijk gedeelte van ons leven spenderen we op school, waar we leren
over rekenen, taal en andere belangrijke vaardigheden. Waar we ons echter
minder van bewust zijn, is dat de meeste kennis die we opdoen gedurende ons
leven ontstaat door te leren van onze interacties met de omgeving. Van kinds
af aan leerden we kruipen, springen of rondkijken zonder dat iemand ons ex-
pliciet instrueerde hoe we dit moesten doen. Het is door onze ervaringen met
de omgeving dat we dit leerden en dit zullen we ons hele leven blijven doen.
Dit type leren wordt bekrachtigingsleren, of ‘reinforcement’ leren genoemd en
bestaat uit verschillende mentale processen die samen leren mogelijk maken.
Allereerst besluit een individu om een actie uit te voeren, door een keuze te
maken. Bijvoorbeeld door te besluiten een voetbal te schoppen richting een
doel. Ten tweede volgt er feedback vanuit de omgeving over het resultaat van
deze actie: de voetbal raakt het doel; een positieve bekrachtiging volgt. Van
deze succesvolle interactie wordt geleerd, zodat dezelfde traptechniek gebruikt
kan worden in een volgende actie op het doel. In vrijwel alle theorieën over
reinforcement leren wordt deze scheiding tussen het maken van acties en het
observeren van uitkomsten gemaakt. In dit proefschrift beschrijven we hoe
deze verschillendementale processen die reinforcement lerenmogelijkmaken
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weerspiegeld zijn in het oog.
Een belangrijk inzicht vanuit psychologisch en neurowetenschappelijk on-

derzoek is dat de bewegingen van de oogspieren informatie geven over pro-
cessen die plaatsvinden in het brein. Decennialang hebben onderzoekers deze
kennis gebruikt om mentale processen te bestuderen die ten grondslag liggen
aan ons gedrag. Zo is de vernauwing of verwijding van de pupil als gevolg van
een taak of een gebeurtenis veelvuldig bestudeerd om te achterhalen wat op
dat moment plaatsvindt in het brein. Denk aan de effecten van verschillende
soorten drugs op de pupilgrootte, bijvoorbeeld. Ook de frequentie waarmee
we spontaan met onze ogen knipperen, ook wel de spontane oogknipper fre-
quentie (spontaneous eye blink rate; sEBR) genoemd, geeft informatie over
specifieke breinprocessen. In dit proefschrift onderzoeken we hoe de pupil
respons en de sEBR gebruikt kunnen worden om reinforcement leren in het
brein te bestuderen.

De pupil respons en de sEBR reflecteren verschillende mentale processen
die door verschillende boodschapperstoffen in de hersenen worden beïn-
vloed. Zo veroorzaakt de boodschapperstof noradrenaline een verwijding
van de pupil na het zien van een verrassende of opvallende gebeurtenis die
arousal veroorzaakt. Daarnaast vertelt de sEBR iets over de hoeveelheid van
de boodschapperstof dopamine in het beloningscentrum van het brein. Het
is al lang bekend dat dopamine een belangrijke speelt rol in hoe wij leren van
beloning, en vormt daarmee de hoeksteen van reinforcement leren. Door
de pupil respons en de sEBR samen te bestuderen hebben we gekeken hoe
arousal en beloningsprocessen van invloed zijn op reinforcement leren en
specifiek, hoe dit gereflecteerd is in het oog. Wat vertellen fluctuaties in de
pupil respons en individuele verschillen in de sEBR ons over reinforcement
leren? En over welke specifieke onderliggende mentale processen geven ze
ons informatie? In dit proefschrift heb ik geprobeerd antwoorden op deze
vragen te geven.

Hoofdstuk 1 geeft een beknopt overzicht van de anatomie en fysiologie
van de pupil respons en de totstandkoming van spontane oogknippers. Ook
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wordt hier in vogelvlucht een historische schets gegeven van belangrijke on-
derzoeken die hebben geleid tot de huidige kijk op de mentale processen die
worden gereflecteerd in de pupil respons en spontane oogknippers. In de
meest dominante visie over de oorzaak van pupil verwijdingen speelt arousal
een belangrijke rol. Zowel het zien van een schattige baby, het maken van een
ingewikkelde rekensom, maar ook het zien van een dood lichaam veroorza-
akt een niet te onderdrukken verwijding van de pupil. Pupil verwijding lijkt
dus een gevolg van het verwerken van belangrijke of opvallende informatie,
ongeacht of deze informatie prettig of onprettig is. Recente technologische
ontwikkelingen in eye-tracking technieken en hersenonderzoek hebben deze
bevindingen verder gespecificeerd. Zo laten verscheidene studies zien dat
pupil verwijding plaatsvindt tijdens leren en het maken van beslissingen. Ook
lijkt pupil verwijding samen te gaan met het vrijkomen van noradrenaline in
de locus coeruleus, een kleine hersenkern gelegen in de hersenstam. Echter
weten we uit veel ander neurowetenschappelijk onderzoek dat juíst bij leren
en het maken van beslissingen dopamine en het verwerken van beloning erg
belangrijk is. Hoe vertaalt deze kennis zich dit tot de pupil? Is het zo dat de
invloeden op de pupil reiken tot die van arousal en noradrenaline? Of spelen
er ook andere mentale processen en boodschapperstoffen een rol in de beïn-
vloeding van de pupil?

In Hoofdstuk 2 gaan we dieper in op deze vraag door fluctuaties in de
pupil respons over tijd tijdens reinforcement leren te onderzoeken. Om deze
relatie gedetailleerd te kunnen bestuderen maakten we gebruik van een cogni-
tief model. Met een cognitief model kan uit gemaakte keuzes van proefperso-
nen tijdens een reinforcement leertaak afgeleid worden welke onderliggende
mentale processen het leerproces veroorzaakten. Vervolgens onderzochten
we of de pupil gevoelig was voor deze onderliggende mentale leerprocessen.
Onze resultaten laten zien dat de pupil respons gevoelig is voor specifiekemen-
tale processen die reinforcement leren mogelijk maken. Zo vonden we on-
der andere dat pupil verwijding de verwachte beloning van iemands toekom-
stige keuze verried, ver voordat deze keuze openlijk werd gemaakt. Nadat de
uitkomst van de keus was verkregen (een beloning of geen beloning), liet de
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pupil respons zien hoe sterk iemands beloningsverwachting was geschonden,
en daarmee dus hoe sterk er moest worden geleerd van de keuze uitkomst om
toekomstige keuzes te verbeteren. Dus: fluctuaties in de pupil respons volgen
op heel specifieke wijze het proces van reinforcement leren van keuze naar
keuze.

Zoals we beschrijven in Hoofdstuk 1, suggereren verschillende weten-
schappelijke studies dat individuele verschillen in de sEBR iets vertellen over
iemands mentale flexibiliteit. Oftewel, ze zeggen iets over hoe flexibel iemand
is in focussen op een specifiek doel zonder te worden afgeleid versus hoe goed
iemand kan wisselen tussen verschillende doelen als de omgeving dit vereist.
Individuen die relatief vaak spontaan knipperen blijken beter in het switchen
tussen verschillende doelen. Dit is een handige eigenschap als je veel moet
multi-tasken, maar kan ook leiden tot verhoogde afleidbaarheid in een taak
waarin je je op één specifiek onderdeel moet concentreren.

Met deze kennis in ons achterhoofd hebben we in Hoofdstuk 3 onder-
zocht of individuele verschillen in de sEBR iets vertelt over hoe we leren.
Meer specifiek: of spontane oogknippers informatie verschaffen over de
onderliggende mentale processen die reinforcement leren mogelijk maken. Is
het zo dat iemands mentale flexibiliteit hier ook een rol bij speelt? Opnieuw
maakten we gebruik van een cognitief model om de onderliggende mentale
processen die reinforcement leren veroorzaken gedetailleerd in kaart te
brengen. Onze resultaten laten een duidelijke link zien tussen spontane
oogknippers en reinforcement leren: op basis van iemands sEBR kunnen
we voorspellen op wat voor manier een hij de reinforcement leertaak zal
volbrengen. Daarnaast vinden we ook een specifieke link tussen sEBR en de
onderliggende mentale processen die reinforcement leren mogelijk maken.
Zo verraden spontane oogknippers specifiek hoe gevoelig iemand is voor
beloning tijdens het maken van keuzes tussen opties met verschillende
waarde. We vonden dat individuen met een lage sEBR gevoeliger voor
beloning waren: deze proefpersonen kozen zeer doelgericht opties die met
veel zekerheid beloning opleverden. Daarentegen vertoonden individuen
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met een hoge sEBR minder gevoeligheid: zij kozen vaker voor opties waarvan
de beloningswaarschijnlijkheid minder zeker was. Deze bevinding slaat een
brug met eerdere studies die spontane oogknippers koppelen aan mentale
flexibiliteit. Individuen met een lage sEBR hielden zich duidelijk aan één
taak: het verkrijgen van zoveel mogelijk beloning. Individuen met een hoge
sEBR leken iets minder door beloning gedreven en hielden zich mogelijk
meer bezig met het verkrijgen van andere soorten informatie tijdens de
reinforcement leertaak.

Uit Hoofdstuk 2 en Hoofdstuk 3 wordt duidelijk dat zowel fluctuaties in
de pupil respons als individuele verschillen in de sEBR informatie verschaffen
over reinforcement leren. In Hoofdstuk 4 combineerden we deze twee oog-
maten in een experiment. We stelden de vraag of de gecombineerde analyse
van fluctuaties in pupil responsen en individuele verschillen in de sEBR in-
formatie geven over hoe individuen leren van beloning. Kunnen we zo meer
informatie uit de pupil extraheren dan de reeds bekende pupil verwijding als
gevolg van arousal? Een belangrijk detail in deze studie was dat proefperso-
nen geen keuzes konden maken om beloningen te krijgen; zij leerden enkel
de relatie tussen een kleur en het krijgen of verliezen van een beloning zon-
der dat ze hier iets aan konden doen. Dit heet ook wel klassieke of Pavlovi-
aanse conditionering. Wanneer we de analyse van sEBR buiten beschouwing
hielden, waren pupil responsen na het krijgen van onverwachte beloning en
onverwacht verlies volledig identiek. De pupil leek in eerste instantie dus
ongevoelig voor beloningsleren. Belangrijk, wanneer we ook individuele ver-
schillen in de sEBR analyseerden, toonden beloningseffecten zich in de pupil.
Zo vonden we onder andere dat individuen met een lage sEBR een sterkere
pupil verwijding hadden nadat zij onverwacht geld verloren. Daarentegen
was de pupilverwijding van individuen met een hoge sEBR juist sterker na
onverwachte beloning. Deze resultaten suggereren dat de pupil responsen ti-
jdens een beloningsleertaak informatie geeft over iemands gevoeligheid voor
beloning. Deze gevoeligheid kon enkel blootgelegd worden wanneer de sOKF
ook werd geanalyseerd. Hiermee vormt deze studie een aanwijzing dat pupil
verwijdingen door beloningsprocessen in het brein worden beïnvloed. Dit wi-
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jst erop dat de pupil, naast de bekende gevoeligheid voor arousal, mogelijk ook
gevoelig is voor de effecten van beloning.

In dit proefschrift heb ik vanuit verschillende invalshoeken onderzocht op
wat voor manier reinforcement leren door het oog wordt gevolgd. Hoofdstuk
5 vat de bevindingen van mijn proefschrift samen en interpreteert deze in het
licht van de huidige literatuur. Ook worden hier nieuwe onderzoeksvragen
besproken en de mogelijke toepassing van dit type oogmetingen in de klinis-
che praktijk. Met de bevindingen in dit proefschrift hoop ik een bijdrage te
hebben geleverd aan het wetenschappelijk veld en onderzoekers te inspireren
deze onderzoekslijn verder op te pakken.
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Dankwoord

Daar is-ie dan: het dankwoord! Het schrijven van dit onderdeel betekent dat
mijn proefschift dan toch eindelijk realiteit is. Het was een bijzondere reis, die
iets langer duurde dan gepland, maar die ook veel mooie en belangrijke mo-
menten met zich mee heeft gebracht. Ik wil alle collega’s, vrienden en familie
om mij heen enorm bedanken voor hun belangrijke aandeel in deze reis.

Allereerst bedank ik mijn promotor, Jan. Ruim vijf jaar geleden besloot je
om mij als laatste aio aan te nemen op het ERC ‘reward project’. Ik herinner
me nog goed de sollicitatieprocedure met Chris (als good cop) en jou (als bad
cop) waarin jullie mij stevig aan de tand voelden over mijn wetenschappelijke
ervaringen en ambities. Dankjewel voor de kans die je mij hebt gegeven om
me verder te ontwikkelen in de wetenschap, als onderdeel van de VU-Cogpsy
groep. Deze periode heeft mij enorm gevormd, zowel op wetenschappelijk als
persoonlijk vlak. Gedurende mijn aio-periode periode heb je me veel ruimte
gegeven om mijn eigen wetenschappelijke pad te bewandelen richting het on-
derzoeken van pupil responsen en blink rates. Hoewel er weinig andere aio’s
bezig waren met dit specifieke onderwerp, heb ik deze vrijheid als enorm pret-
tig ervaren en wil ik je bedanken voor je vertrouwen in een goede afloop al die
tijd.
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Dan Sara, mijn co-promotor. De geuzennaam ‘Kippetje’, door jou in het
leven geroepen, ben ik door de jaren heen met plezier gaan dragen. Dit kwam
met name door jouw aanstekelijk enthousiasme. Wanneer ik door de bomen
het bos niet meer zag, was jij vaak degene die me hieruit wist te leiden en dan
verkondigde hoe fantastisch het project was. Ook heb ik veel van je kunnen
leren. Jouw story telling skills zorgden voor vermakelijke gesprekken, maar
bleken ook bijzonder handig om mij te structureren in het schrijven van pa-
pers. Ik hoor je nog zeggen: “Jo, wát wil je hier nou eigenlijk vertellen?” Daar-
naast heb je me wegwijs gemaakt in de wereld van modelleren met Bayesi-
aansemodellen. Van dit onderdeel van onderzoek doen heb ik onwijs genoten
en pleit dit opnieuw voor jouw aanstekelijke enthousiasme. Naast een weten-
schappelijke samenwerking was er bij jou ook ruimte voor de plezierige zaken
van het leven. Borrelen tot laat in de avond bij Ceuvel, Indiase dinertjes aan
de Nachtwachtlaan, dansen bij Joan as Police Woman, maar ook jouw zeer bij-
zondere moppen (“are you tokking to me?!”) die ik tot op de dag van vandaag
niet kan duiden. Dankjewel voor de enerverende tijd.

I would also like to thank my PhD-committee (Heleen, Marieke, Patricia,
Roshan and Tobias) for taking the time and effort to read my thesis and for
attending the defence. Although there is a possibility that the current corona
crisis will throw a spanner in the works, I would especially like to thank Tobias
for wanting to travel from Hamburg to Amsterdam to attend my defence.

Dan mijn VU-Cogpsy collega’s! Met jullie heb ik de meest fantastische
momenten mogen beleven al cocktail drinkend op een strand in Florida, dis-
codansend op de lichtgevende dansvloer in Egmond aan Zee en skiënd vanaf
de pistes in Frankrijk. Berno, onze vriendschap begon tijdens ons werk als
scanassistent bij het Spinoza centrum. Toen ik op de VU kwam werken, en
hoorde dat jij mijn kamergenoot zou worden zag ik het promotietraject hele-
maal zitten! Dank voor de fijne gesprekken over het leven en de wetenschap,
(uit de hand gelopen) borrels en feestjes; met jou was het een fijne tijd. Ik ben
heel blij dat je me als paranimf zal bijstaan tijdens mijn verdediging. Daniel
P., mild-mannered philosopher with whom you can wonderfully contemplate
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life; thanks for always providing a listening ear in good times and bad times.
Anouk, sinds onze Berlijn avonturen ook wel Snoek Sint, jouw vrolijkheid en
warme persoonlijkheid maakten de dagen op de afdeling voor mij een feest!
Ons dagelijks wandelingetje via Doppio was een heerlijk en welverdiend rust-
momentje op de dag. Vaak ook samen met Daan; die met zijn scherpe obser-
vaties altijd voor goede gespreksonderwerpen zorgde. Benchi, how Imiss you,
and your epic dinner parties now that you are back in China! I hope we see
each other soon at your wedding in China. Gilles, naast dat ik je heb leren
kennen als een begaafd wetenschapper, ben je ook een heel gezellig en pret-
tig persoon om mee om te gaan. Laten we snel weer met Tomas en Laura de
Zwitserse bergen intrekken en de dag afsluiten op een exorbitante wijnbeurs.
Brónagh, Bayesian modelling buddy, together we struggled thought the com-
plex world of Bayesian code! Thanks for always having good advice as well as
for your lively presence at almost every friday evening drink. Natuurlijk kan
de rest van de vrijdagmiddagborrelcrew hier niet ontbreken. Dank Paul, Ing-
mar, Katya, Eduard, Kim, Puck, Dirk, Michel, Elle, Jessica, Iliana, Francesco,
Joshua, Inês, Kiki en Jonathan voor elke vrijdag een heerlijke aftrap van het
weekend.

DeVU-Cogpsy afdelingwas echter nog veel groter dan dit, en daarom zijn
er nogmeer collega’s die ik graag zouwillen bedanken. Daniel S., bedankt voor
je altijd gezellige aanwezigheid en dat ik met al mijn programmeerproblemen
in Python en OpenSesame aan jouw bureau kon aanschuiven. Sylco, met jou
deelde ik mijn interesse voor klinisch onderzoek. Bedankt voor de samen-
werking in het vagal nerve stimulatie project; wat jammer dat deze strandde
door redenen buiten onze invloedssfeer. Chris, Mieke, Sander Artem en Erik,
jullie zal ik met name herinneren aan de verhalen en hilarische anekdotes aan
de lunchtafel. Hieraan kunnen Joram en Johannes natuurlijk ook niet ont-
breken; ook al herinner ik jullie vooral dansend, feestend en zwetend op tech-
notunes aan de NDSM-werf.

Ookwil ik graag demedewerkers van deVu-CogPsy groep bedanken voor
hun ondersteuning tijdens mijn aio-traject. In het bijzonder Barbara, altijd
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aanwezig voor een knuffel, fijn gesprek of een feestje in de stad na het werk.
Maar ook brainstormsessies aan de keukentafel onder het genot van een In-
donesische maaltijd en een goed glas wijn. Nu we beiden in Osdorp wonen,
hoop ik dat we elkaar nog veel tegen zullen komen! Dank Suzan, voor het weg-
wijs maken in de financiele jungle van proefpersoondeclaraties en vergoedin-
gen. Ook veel dank aan onderzoeksassistenten en de dames en heren van de
TOP die mijn avonturen met de eye-tracker in goede banen wisten te leiden.
Daarbij kan ik natuurlijk ook niet vergeten mijn stagiaires en masterstuden-
ten (Alena, Lisa, Lynn en Barbara) te bedanken! Jullie hebben veel onder-
zoekswerk in de krochten van de VU kelder verricht, waardoor er vaart kwam
in de onderzoeksprojecten. Mijn dank gaat ook uit naar alle proefpersonen
die urenlang experimentele taakjes achter de eye-tracker hebben uitgevoerd.
Zonder jullie geen data, en daarmee ook geen papers en uiteindelijk dit proef-
schrift.

Gedurende mijn promotie heb ik ook in mijn privé-leven kunnen reke-
nen op steun en gezelligheid van de liefste vrienden en vriendinnen! Wat
zorgden jullie voor heerlijke en broodnodige afleiding van het dagelijkse werk
van promoveren. Lieve Renée en Suus, beiden reeds doctor, wat zijn jullie
voorbeelden voor mij op zowel academisch als persoonlijk vlak. Suzy, pittige
doorbijtermet werkelijk een hart van goud; ik bewonder jemulti-tasking skills
waarin je een drukke baan als kinderarts weet te combineren met het moed-
erschap en jouw warme aanwezigheid als vriendin. Renée, nog zo’n pittige
tante die precies aanvoelt wat de ander nodig heeft. Al ruim tien jaar lopen
onze levens zo goed als parallel: samen Psychologie studeren, promoveren,
heel veel feesten en nu ook moeder worden. Bedankt dat je er altijd voor me
bent; ook als paranimf tijdens mijn verdediging. Eva, al 22 jaar vriendinnen,
van de eerste klas op het Willem tot nu, wat ben ik blij dat je in mijn leven
bent en dat wij elkaar als de beste kunnen begrijpen. Onze beklimming van
de Stelvio en fijne gesprekken onder de Italiaanse zon hielpen mij enorm toen
het aio-levenminder soepel verliep. Laten we nog veel met elkaar reizen! Ook
mijn andere middelbareschool vriendinnen Ennikö, Maaike, Emilie en Amy,
wil ik hier vermelden; wat fantastisch dat we na meer dan tien jaar nog steeds
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in elkaars leven zijn èn zullen blijven. Tussen het promoveren door was er nog
meer moois te beleven. Mossels zoeken met Martijn en Renée, op zoek naar
Herbert the Pervert met Anouk, Kim en Mark, dansen op Arikaanse techno-
beats met Roy en Jasper; dank lieve vrienden voor de kleur die jullie gaven
aan de weekends in Nijmegen en Vlieland. Ook Undara zorgde ook voor een
fijn contrast met de wereld van promoveren. Kiry, oprecht en altijd geinter-
esseerd; Liezelot, goedlachse spraakwaterval; avondjes uit met jullie zijn een
waar genot! Wat ben ik blij dat we elkaar door Undara hebben leren kennen.

Lieve mama, dank voor je luisterend oor en onvoorwaardelijke steun de
afgelopen jaren. Als familie hebbenwe een lastige periodemeegemaakt en ben
daarom ontzettend blij dat we nu in rustiger vaarwater zijn geraakt. Het is fijn
om te weten dat ik altijd welkom ben bij jou en Henk in Leusden voor een
maaltijd of een wandeling over de Veluwe. Waar ik me eveneens erg welkom
heb gevoeld is op de Prinshendrikkade bij mijn tante Reinie en oom Johan,
samenmet neef en nichtMicha en Belia. Dank voor de gezellige kaarslichtdin-
ertjes waarin we allerlei onderwerpen bespraken over het leven en de weten-
schap. Ik heb hier zo van genoten!

Mijn zussen kunnen natuurlijk niet aan dit dankwoord ontbreken.
Martina, wat ben ik trots op hoe je je eigen pad met veel succes bewandelt.
En blij dat je er werkelijk waar altijd voor me bent voor hulp, maar vooral
voor veel gezelligheid. Dat je binnenkort verhuist van de Rivierenbuurt
naar Nieuw-West kan ik alleen maar heel hard toejuichen! Lieve Vera, altijd
grappig en innemend; jij zorgde voor de vrolijke noot tijdens etentjes en
onze mini-vakanties. Wat ben jij een fijne aanwezigheid. Ik hoop dat wij met
elkaar als zussen, en jullie binnenkort als tantes, nog veel moois zullen gaan
beleven.

En dan is er natuurlijk nog één persoon die ik hier graag wil vermelden.
Allerliefste Tomas, wie had in 2014 gedacht dat onze levens zich zo met
elkaar zouden verbinden? Dat we goed konden samenwerken wisten we al
snel, maar dat we op zoveel andere vlakken perfect matchen bleek toch wel
de mooiste verrassing van mijn promotie. Sindsdien zijn we samen de halve
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wereld afgereisd en hebben we veel moois meegemaakt en gezien. Dat de
gevolgen van een giftige kwallenbeet en een mislukte diepzeeduik op geen
enkele wijze ons uit het veld hebben weten te slaan, bewijst voor mij: we
zijn een bullet-proof team. Daarnaast ben je ook nog eens de allerliefste en
leukste man die ik ken en bewonder ik je om je enorme bevlogenheid en
begaafdheid als wetenschapper. Ik heb zin in het verdere leven met jou en
verheug me op ons nieuwe hoofdstuk als vader en moeder!
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