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Summary 
Every year, natural hazards threaten millions of people and are responsible for 
billions of dollars in damages. Climate change and increasing exposure in areas at 
risk are expected to increase hazard frequency and exacerbate their impacts. To 
counter these effects, the global community aims to improve disaster preparedness, 
response and recovery. This requires, among other things, reliable and rapid 
information on disasters and their impacts. However, despite promising advances in 
methods for the collection of data about disasters, information gaps and uncertainties 
continue to exist.  

In recent decades, the use of social media has rapidly increased – and consequently 
the amount of real-time online data – largely driven by a rapid increase number of 
people with easy access to the internet. This online content can be turned into 
location-specific data that can be used to save lives and reduce damage through 
applications such as the early detection of hazards, organizing emergency response 
and rapid impact assessments. However, challenges remain in our ability to 1) extract 
information from social media data and 2) in effectively applying this information 
in disaster management.  

In response to the first challenge, chapters 2–4 outline the development and 
validation of a series of algorithms for the localization and classification of tweets 
and for the detection of flood events on a global scale. In response to the second 
challenge, chapter 5 outlines an approach to update pre-existing vulnerability curves 
with event-specific information from social media and shows their application in a 
rapid damage assessment. 

To find the location of natural hazards mentioned in tweets, the geographic scope 
of a tweet must be determined. Unfortunately, the location of the device used at the 
time of posting is available in only approximately 1% of tweets. Moreover, this 
location corresponds to the user’s location at the time of posting rather than a 
potential location referenced in the tweet. As a solution, a geoparsing algorithm can 
extract mentions of locations from a tweet’s text. Unfortunately, many place names 
have multiple occurrences worldwide, and some locations names also have other 
meanings that are not a location (e.g., in English, “Turkey” is a country as well as a 
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bird). Therefore, chapter 2 outlines a geoparsing algorithm that first matches words 
in a tweet’s text to a global database of place names and then utilizes tweet metadata 
to find the most likely geographical location the user intends, if any. As a new 
contribution, the algorithm not only uses the metadata of the tweet itself, but also 
of tweets about the same topic that mention the same place name within a certain 
time frame, assuming that all tweets that mention the same topic and location name 
(e.g., “flood” and “York”) concern the same geographical location. This enables the 
correct localization of tweets without metadata, or with metadata that matches 
another location if the majority of metadata in all tweets matches the correct 
location. Validation shows that this approach drastically increases the number of 
correctly geoparsed tweets. 

Unfortunately, many localized tweets that mention hazard-related keywords do not 
actually concern ongoing natural hazards. While algorithms for the automated 
filtering of tweets have been developed, these algorithms still trail behind human 
understanding. One reason for this is humans’ ability to use context to their 
advantage. Therefore, in chapter 3, an artificial neural network – an algorithm 
designed to recognize patterns in data – is presented that analyzes both text and 
hydrological data to filter tweets. Here the hypothesis is that when a tweet coincides 
with peak hydrological conditions it is more likely to concern an ongoing disaster 
than one that does not. To test this hypothesis, 4,000 tweets in four major languages 
were manually labeled according to whether they concern an ongoing event. Then, 
using the time of posting and the location mentioned in a tweet, several hydrological 
statistics were derived using a global precipitation dataset and a simple routing 
algorithm. Together with the text, these hydrological statistics were then used as 
input data for a series of experiments to compare the performance of a neural 
network that uses these statistics with a neural network that does not. It was found 
that the neural network that does employ hydrological statistics performs better for 
all languages in all experiments, showing that the neural network used this contextual 
information to its advantage. Most notably, the neural network with hydrological 
statistics was able to reliably optimize in high-precision scenarios, while the neural 
network without hydrological statistics was not. Moreover, the neural network’s 
ability to be applied to languages that the neural network was not trained on was 
improved. 
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Chapter 4 presents a new historic and real-time database of flood events since July 
2014 based on Twitter. To construct the database, 88 million tweets that mentioned 
at least one pre-defined flood-related keyword in one of 11 languages in just over 
four years were analyzed. First, the geoparsing algorithm presented in chapter 2 was 
used to find locations mentioned in tweets. Then, similar to chapter 3, a neural 
network was used to discard tweets that did not concern ongoing flood events, and 
duplicate or near-duplicate tweets were discarded. Finally, a burst detection 
algorithm was used to find temporally enhanced Twitter activity within a country or 
administrative subdivision and label those bursts as flood events. This resulted in a 
database of over 10,000 detected flood events across 176 countries, and it is 
estimated that up to 90% were correctly detected. The patterns in these databases 
are shown to be similar to a global disaster database, and the algorithm detects many 
events that are not present in this database. 

After a natural hazard occurs, rapid impact assessments are often performed by 
combining the three components of risk: hazard, exposure and vulnerability. 
Vulnerability is often represented by a curve that links the severity of a natural hazard 
to a damage ratio for a specific building type. However, these vulnerability curves 
are often created using expert knowledge or historic insurance data, reducing their 
applicability for the specific characteristics of the event and building stock. 
Therefore, chapter 5 outlines a Bayesian approach to creating event-specific 
vulnerability curves for rapid impact assessments and applies this approach in the 
aftermath of Hurricane Dorian, which hit the Bahamas in September 2019. To do 
this, footage posted on YouTube in the first 10 days following the disaster are 
analyzed. These observations are then used to update pre-existing vulnerability 
curves that were constructed using experts’ judgments, resulting in an overall lower 
estimate of the vulnerability of the residential building stock for this particular event. 

Future advances in using online media in disaster management can be made by 
including more media sources, such as newspaper articles. While the information in 
newspaper articles is generally not available in real-time, as is the case for a large 
proportion of tweets, their text is more structured and grammatically correct, making 
it easier to automatically extract reliable information. Furthermore, improvements 
to algorithms that assist in extracting information from tweets could be made. For 
example, the analysis of additional data or metadata such as rainfall intensity and the 
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structure of social networks could assist in the disambiguation of place names and 
increase the reliability and the rapidity of event-detection algorithms. After an event 
is detected, the automated localization of photos can improve the precision and 
accuracy of located social media posts, supporting improvements such as the creation 
of hazard and impact maps. These maps could also be improved by integrating 
information from other sources such as satellites, using the advantages of the 
respective systems in various environments and conditions. 

However, it should also be noted that social media is not a panacea for disaster 
management and requires additional cost and labor, which are both limited, 
especially during disasters. Moreover, the sheer amount of sometimes contradictory 
data available for disaster managers has also led to cases of information overload. 
These notions invite further research on the relative advantages and disadvantages of 
employing various data sources in different situations and how the data sources can 
complement each other. Moreover, further integration of various sources can reduce 
the number of pieces of information available for disaster managers while increasing 
information coverage and reducing uncertainty.
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Samenvatting  
Natuurrampen bedreigen elk jaar miljoenen mensen en veroorzaken miljarden 
dollars aan schade. Klimaatverandering en de toenemende blootstelling in risicovolle 
gebieden zorgen voor een toenemend aantal natuurrampen en grotere gevolgen. Om 
deze effecten tegen te gaan, probeert de samenleving zich beter voor te bereiden op 
rampen, noodhulp te verbeteren en daarna beter te herstellen. Om dit te kunnen 
doen is het belangrijk dat zo snel mogelijk betrouwbare informatie over een 
natuurramp en haar gevolgen beschikbaar komt. Echter, ondanks veelbelovende 
vooruitgang in het verzamelen van informatie over rampen zijn er nog steeds 
informatietekorten en onzekerheden. 

Gedurende de afgelopen decennia is het gebruik van sociale media enorm 
toegenomen – en daarmee ook de hoeveelheid real-time online data – voornamelijk 
gedreven door een snelle toename in het aantal mensen met makkelijke toegang tot 
het internet. Deze online data kan gelokaliseerd worden om vervolgens gebruikt te 
worden om levens te redden en schade te verminderen. Enkele voorbeelden zijn het 
snel detecteren van natuurrampen, het beter organiseren van noodhulp en het snel 
in kaart brengen van de gevolgen. Er zijn echter nog uitdagingen om 1) informatie 
te destilleren uit sociale media data en 2) deze informatie effectief toe te passen voor 
het beheersen van de gevolgen van rampen. 

Als reactie op de eerste uitdaging, wordt in de hoofdstukken 2-4 de ontwikkeling 
en validatie van een aantal algoritmen geschetst voor de lokalisatie en classificatie van 
tweets en het detecteren van overstromingen op een globale schaal. Als reactie op de 
tweede uitdaging wordt in hoofdstuk 5 een methode geschetst om al bestaande 
functies voor de kwetsbaarheid te updaten met informatie uit het rampgebied. 
Daarnaast worden deze functies toegepast in snelle schattingen van de schade na een 
ramp.  

Om de locatie van een ramp die genoemd wordt in tweets te bepalen, moet de 
geografische strekking van een tweet bepaald worden. Helaas, is de locatie van het 
apparaat dat wordt gebruikt om te tweeten slechts beschikbaar voor ongeveer 1% 
van de tweets. Bovendien correspondeert deze locatie met de plaats van de gebruiker 
en niet met de locatie die potentieel in de tweet genoemd wordt. Als oplossing kan 
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een geoparsing algoritme gebruikt worden om de genoemde plaatsen uit de tekst van 
een tweet te herkennen. Helaas komen veel plaatsnamen vaker voor, en hebben veel 
plaatsnamen ook andere betekenissen die niet een locatie zijn. Een voorbeeld hiervan 
is Goes, dat in het Engels “gaat” betekent. Daarom schetst hoofdstuk 2 een 
geoparsing algoritme dat eerst de woorden in de tekst van een tweet opzoekt in een 
globale database van geografische namen. Daarna gebruikt het algoritme de metadata 
van de tweets om de meest waarschijnlijke locatie die in de tweet bedoeld wordt op 
te zoeken. Als een nieuwe toevoeging wordt niet alleen de metadata van de tweet zelf 
geanalyseerd, maar ook de metadata in andere tweets over hetzelfde onderwerp die 
dezelfde plaatsnaam binnen een bepaalde tijdspanne noemen. Hierbij wordt 
aangenomen dat tweets over hetzelfde onderwerp die dezelfde locatienaam noemen 
het over dezelfde geografische locatie hebben. Validatie laat zien dat het aantal 
correct gelokaliseerde tweets met deze aanpak drastisch omhoog gaat. 

Helaas gaan veel gelokaliseerde tweets die overstromingsgerelateerde trefwoorden 
noemen niet daadwerkelijk over overstromingen die op dit moment gaande zijn. 
Hoewel er algoritmes ontwikkeld zijn om tweets te filteren, doen algoritmes dit nog 
steeds slechter dan mensen. Een van de redenen is dat mensen de context van tweets 
kunnen gebruiken. Daarom wordt in hoofdstuk 3 een artificieel neuraal netwerk – 
een algoritme om patronen in data te herkennen – gepresenteerd dat zowel tekst als 
hydrologische data kan analyseren. De hypothese hier is dat wanneer een tweet 
samenvalt met veel neerslag of een hoge rivierafvoer de kans groter is dat de tweet 
over een overstroming gaat die op dit moment plaatsvindt dan wanneer dat niet zo 
is. Om deze hypothese te testen zijn 4.000 tweets in vier veel gesproken talen aan de 
hand van het gegeven of de tweets wel of niet over een overstroming gaan die op dit 
moment gaande is in twee groepen verdeeld.  Daarna worden op basis van het tijdstip 
dat de tweet online is gezet en de locatie die in de tweet genoemd wordt, enkele 
hydrologische statistieken afgeleid met behulp van een globale neerslag dataset en 
een simpel routing algoritme. Samen met de tekst van de tweet worden deze 
hydrologische statistieken vervolgens gebruikt in een aantal experimenten om de 
prestaties van een neuraal netwerk dat de hydrologische statistieken niet gebruikt te 
vergelijken met een neuraal netwerk dat die hydrologische statistieken wel gebruikt. 
Hier werd bevonden dat het neurale netwerk dat de contextuele statistieken wel 
gebruikt beter presteert in alle experimenten en geanalyseerde talen. Het neurale 
netwerk dat hydrologische statistieken wel gebruikt kon ook effectief optimaliseren 
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in scenario’s met een hoge precisie, terwijl het neurale netwerk zonder hydrologische 
statistieken dat niet betrouwbaar kon. Daarnaast kon het neurale netwerk met 
hydrologische statistieken beter toe worden gepast op talen waar het algoritme niet 
op getraind was. 

In hoofdstuk 4 wordt een database op basis van tweets met historische en real-time 
overstromingen gepresenteerd. Om deze database the creëren worden 88 miljoen 
tweets geanalyseerd die tenminste 1 overstromingsgerelateerd trefwoord noemen in 
een van 11 verschillende talen. De tweets beslaan een periode van vier jaar. Eerste 
wordt het geoparsing algoritme dat in hoofdstuk 2 wordt geschetst gebruikt om 
locaties die genoemd worden in tweets te vinden. Daarna wordt op een vergelijkbare 
manier als in hoofdstuk 3, een neuraal netwerk gebruikt om tweets die niet over 
overstromingen gaan die op dit moment gaande zijn weggegooid. Vervolgens 
worden ook dubbele en sterk op elkaar lijkende tweets weggegooid.  Ten slotte wordt 
een algoritme gebruikt om een tijdelijke toename van het aantal tweets in een land 
of subdivisie te detecteren.  Deze tijdelijke toenames worden als overstromingen 
gelabeld.  Dit resulteerde in een database van meer dan 10.000 overstromingen in 
176 landen, waarvan tot 90% daadwerkelijk een overstroming is. De patronen in de 
database komen ook overeen met een grote globale overstromingsdatabase. 
Daarnaast worden er veel overstromingen gedetecteerd die daar niet in voorkomen. 

Nadat een ramp plaats heeft gevonden, wordt de schade die de ramp veroorzaakt 
heeft vaak ingeschat aan de hand van drie componenten: het natuurgeweld zelf, de 
waarde van de middelen in het gebied en de kwetsbaarheid van die middelen voor 
de natuurramp. De kwetsbaarheid wordt vaak gerepresenteerd door een functie die 
de zwaarte van het natuurgeweld aan een schaderatio voor een bepaald gebouwtype 
koppelt. Deze functies worden echter vaak bepaald aan de hand van de kennis van 
experts of historische verzekeringsdata. Dit vermindert de toepasbaarheid van deze 
functies voor de specifieke karakteristieken van de ramp en de gebouwen. Daarom 
wordt in hoofdstuk 5 een Bayesiaanse benadering geschetst om functies te maken 
voor de specifieke ramp om zo snel schade in de kunnen schatten. De benadering 
wordt ook toegepast in de nasleep van Orkaan Dorian die de Bahama’s heeft geraakt 
in september 2019. Om dit te doen wordt beeldmateriaal dat geplaatst is op 
YouTube gedurende de 10 dagen na de ramp geanalyseerd. Deze observaties worden 
dan gebruikt om al bestaande kwetsbaarheidsfuncties die gemaakt zijn aan de hand 
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van de inschatting van experts te updaten. Dit resulteerde in een lagere inschatting 
van de schade aan residentiele gebouwen voor deze specifieke ramp. 

Toekomstige vooruitgang om online media te gebruiken in het beheren van 
natuurrampen kan gemaakt worden door meer bronnen te gebruiken. Een voorbeeld 
is nieuwsartikelen. Hoewel de informatie in nieuwsartikelen meestal niet in real-time 
beschikbaar is, is de tekst van nieuwsartikelen vaak gestructureerder en grammaticaal 
correcter dan voor tweets het geval is. Dit maakt het makkelijker om automatisch 
betrouwbare informatie uit de tekst te halen. Daarnaast kunnen verbeteringen 
gemaakt worden in het extraheren van informatie uit tweets. Een voorbeeld hiervan 
is het verbeteren van de disambiguatie van plaatsnamen aan de hand van 
regenvalintensiteit en de structuur van sociale netwerken.  Dit zou ook de snelheid 
en zekerheid waarmee overstromingen gedetecteerd kunnen worden verbeteren. 
Nadat een ramp gedetecteerd is zou de automatische lokalisatie van foto’s kunnen 
helpen om de precisie en nauwkeurigheid van sociale media berichten te verbeteren. 
Dit zou vervolgens kunnen helpen om de ramp en haar gevolgen beter in kaart te 
brengen. Deze kaarten kunnen ook verbeterd worden door andere bronnen van data 
te integreren van bijvoorbeeld satellieten. Zo kunnen de voordelen van de 
verschillende systemen in verschillende milieus en condities gecombineerd worden. 

Er moet echter ook op worden gemerkt dat sociale media geen panacee is voor het 
beheren van rampen. Het analyseren van deze data kost ook extra geld en tijd. Beiden 
zijn gelimiteerd, vooral tijdens rampen. Daarnaast leidt de enorme hoeveelheid en 
soms zelfs tegenstrijdige data tijdens rampen wel eens tot een overbelasting van 
informatie. Deze noties nodigen uit tot verder onderzoek naar de relatieve voor- en 
nadelen van het gebruiken van verschillende typen data in verschillende situaties. 
Daarnaast kan het verder integreren van verschillende bronnen helpen om het aantal 
stukken informatie te verminderen voor rampenbestrijders terwijl de dekking 
toeneemt en de onzekerheid van de informatie afneemt. 
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1| Introduction 
Globally, natural hazards affect millions of people every year and cause tens of 
billions of dollars in damages (Aitsi-Selmi et al., 2015). Their economic impact is 
expected to increase due to factors such as climate change (Mora et al., 2018) and 
the increasing exposure of assets and people (Bouwer, 2011). At the same time, it 
has been shown that relevant information about disasters and their impacts can 
improve our ability to respond to (Basher et al., 2006; T. Li et al., 2017) and recover 
from them (Gunasekera et al., 2018). To support these actions, disaster management 
organizations require information based on observational and simulated data about 
such events. 

Observational data about disasters is collected using methods such as ground reports 
(Jongman et al., 2015a) and remote sensing (Dottori et al. 2016 and Revilla-Romero 
et al. 2015). However, despite promising advances, information gaps and 
uncertainties continue to exist. Ground reports are often insufficient due to limited 
manpower (Koshimura et al., 2009) and difficulties reaching affected areas (Bono 
and Gutiérrez, 2011). Satellites can provide detailed information that is spatially 
continuous, but this can be hampered by temporal lags due to the satellites’ position 
(Resch et al., 2018), cloud cover (Cervone et al., 2016) and the fact that they are 
limited to a vertical perspective (Coz le et al., 2016). Unmanned aerial vehicles 
(UAVs) allow for multiple-perspective information (Fernandez Galarreta et al., 
2015). However, similar to the satellite-derived data, clouds and canopy cover can 
impede the data collection (Wang et al., 2018), as can high wind speeds (Debell et 
al., 2016), restricted battery life, and, occasionally, regulations (Erdelj et al., 2017). 
Moreover, due to the dynamics during natural disasters, frequent updates of the 
situation are required (Ogasawara et al., 2014). 

Another option is to simulate disaster data using computer models by simulating one 
or multiple components of risk: hazard, exposure and vulnerability (Cardona et al., 
2012). For example, floods can be simulated using hydrological models (Emerton et 
al., 2016; Thiemig et al., 2010) and combined with a risk model to show the effects 
of flooding (Dottori et al., 2017). However, one of the major challenges in 
improving such models is collecting independent, ground-truth data for the various 
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components of risk to validate and calibrate a model (Kauffeldt et al., 2016; Ortega 
et al., 2019). 

1.1 Social media before, during and after disasters 
Over the last decade, the use of social media data has been widely proposed as an 
additional source to obtain observations before, during and after disasters (e.g., Gao 
et al., 2011). As smartphone usage continues to rise globally (Poushter, 2016), a large 
number of individuals, news reporters and agencies post textual and other multi-
media data on the web. Social media users can thus be regarded as a distributed 
sensor network (Crooks et al., 2013). The data these users produces (e.g., tweets) 
can then be harvested from the web, processed and applied. 

Organizations such as the Red Cross have recently recognized the benefits of social 
media analysis. It is directly used through websites (e.g., www.twitter.com) and 
various dashboards, for example, to support the early detection of events (e.g., 
Poblete et al., 2018) and improve situational awareness (e.g., Avvenuti et al., 2016b). 
Although many crowdsourcing platforms have been developed (Goodchild and 
Glennon, 2010; LaLone et al., 2015), analyzing all content by hand is laborious. 
Therefore, the automated analysis of online media such as Twitter data (i.e., a 
collection of tweets) has been explored in disaster-related studies, sometimes in 
conjunction with manual processing (Link et al., 2016). In addition, social media 
can also actively inform households that are in potential danger from hazards 
(Chatfield and Brajawidagda, 2013) or obtain information from the public by 
sending messages to potentially affected individuals to request such information 
(Nepal et al., 2015).  

Some studies have predominantly focused on improving single processing steps 
(section 1.2), such as the localization and classification of social media posts. Other 
researchers have combined multiple steps (e.g., collection, localization and 
visualization) to create applications for the support of the preparation response and 
recovery phases of the disaster management cycle (section 1.3). Meanwhile, some 
research has focused on role of Twitter in terms of communication between people 
and organizations (e.g., Brandt et al., 2019; Scott and Errett, 2018). This thesis, 
however, focuses solely on passively collecting and analyzing online media data that 
is posted by users without active solicitation. 

http://www.twitter.com/
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1.2 From social media data to information 
We live in an age in which social media data is no longer or no longer seems to be a 
scarce commodity. As of 2019, the most popular social media platforms included 
Facebook, YouTube, Qzone, Weibo, Instagram and Twitter. Of those platforms, 
Twitter is used the most for research in disaster management. The attractiveness of 
using Twitter data for research is that it provides global data that is relatively easy to 
access through an application programming interface (API). 

Since 2014, roughly 500 million tweets (i.e., Twitter posts) are posted daily. 
However, only a fraction of those are relevant for disaster management. As humans 
cannot effectively analyze this sheer volume of tweets, the social media data first 
needs to be processed, structured and organized in the context of disaster 
management in order to be useful as information. 

Although a wealth of information is available, distilling this information can be 
challenging (e.g., Carley et al., 2016). Social media posts are rarely created with the 
purpose of disaster management in mind. Ideally, posts would be presented in a 
standard format with information such as the type of disaster and the time and exact 
location of the observation. However, tweets are written as free-form text in many 
languages and are error prone (Li et al., 2012). 

 

Figure 1: An example tweet mentioning a "where," "what" and "when." 

Therefore, to effectively process, structure and organize this data, a wide range of 
algorithms and platforms have been developed to distill information (Figure 1), most 
importantly the where (section 1.2.1), what (section 1.2.2) and when (section 1.2.3). 
This processed information can then be employed as immediately actionable 
information for applications such as early warning systems and the validation and 
calibration of disaster simulation models (section 1.3). 
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1.2.1 Where? 
Several types of geo-information can be derived from a tweet’s GPS coordinates, 
metadata (e.g., time zone, hometown and a user’s network) and the text itself. This 
information can then be used (sometimes in combination with other data) to 
estimate the location from which the tweet was sent, the user’s residence or the focus 
of the tweet (Schulz et al., 2013). 

Some geographical information can be available in the tweet’s metadata. Most 
notably, a user can add a location label and corresponding bounding box (e.g., 
“Washington D.C.”) to a tweet, but this is only available for approximately 1.9% of 
tweets.1 Moreover, many studies have successfully used the GPS coordinates of the 
location of the device used at the time of posting, such as for the detection of 
earthquakes and for mapping disaster impacts and people in need (Fohringer et al., 
2015; Sakaki et al., 2013). However, as a user must manually enable this option, it 
is only available for approximately 0.7% of tweets. 1 Finally, users can specify their 
location and time zone in their profile, which is available for 70% and 51% of 
tweets,1 respectively. For the location field, around 68% of users specified a real 
location, mostly a country, an administrative subdivision or settlement (Hecht et al., 
2011). 

Other location information can be derived from a tweet’s text, often combined with 
an analysis of the tweet metadata to increase the performance of localization. One 
such method is a language modeling approach, where a model is built or trained 
based on tweets or other text with location information, which is then used to 
estimate the locations of other, new documents. One example of this is a study 
(Roller et al., 2012), in which geotagged text (e.g., tweets with coordinates) was 
linked to cells in a grid. For a new tweet, the grid cell with the highest similarity 
between the new tweet and the tweets previously linked to the grid cells was then 
selected as the most probable location of the tweet. In another study, researchers 
trained a neural network using a large corpus of geotagged tweets (including 
metadata) to predict the location of new tweets. 

 

1 Statistics derived from a multilingual database of tweets mentioning flood-related 
keywords (Chapter 4). 
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Another method is geoparsing, in which geographical locations in a tweet’s text are 
matched to a gazetteer (i.e., a geographical dictionary). To do this, mentions of 
locations in a tweet (i.e., “toponyms”) first need to be recognized (i.e., “toponym 
recognition”). Subsequently, as a single toponym can refer to multiple locations with 
identical names, these toponyms need to be disambiguated (i.e., “toponym 
disambiguation”). To perform toponym recognition, researchers employ several 
techniques, such as matching n-grams (i.e., the sequence of n number of contiguous 
words) to a gazetteer (Paradesi, 2011) and named-entity recognition (NER; Ritter 
et al., 2011).  Toponym disambiguation can be difficult due to the large number of 
locations with identical names (e.g., Boston in Massachusetts and Boston in the UK). 
Therefore, several approaches have been developed that use disambiguating markers 
to perform the disambiguation of identical location names using, for example, the 
tweet metadata (e.g., user hometown and time zone), the co-occurrence of 
geographical entities in the tweet’s text (Ju et al., 2016) and a user’s social network 
(Jurgens, 2013). In other approaches, some locations are preferred over others based 
on attributes, such as population statistics (Amitay et al., 2004). 

Geoparsing approaches can be either geo-constrained or geo-unconstrained. In the 
former process, tweets likely related to a specific location are collected, often using 
textual and metadata filters, such as the start and end date of an event and specific 
keywords, such as “Hurricane Harvey.” It is then assumed that the toponyms 
mentioned in these tweets refer to a location within a constrained area. The 
advantage here is that the number of potential toponyms mentioned is relatively 
small, as is the number of locations with identical names. Therefore, localization to 
smaller geographical features, such as streets (e.g., “main street”) and points of 
interest (e.g., “the Museum of Natural History”), can give accurate results even if no 
other disambiguating markers are available in the text (Middleton et al., 2014). 

In contrast, geo-unconstrained geoparsing refers to the technique in which a tweet’s 
text can refer to any location globally. This drastically increases the number of 
potential locations to which a specific toponym can refer. Unfortunately, 
disambiguation markers are not always reliable or available. However, as a natural 
hazard affects a limited number of locations at any given moment, it can be assumed 
that most tweets mentioning a specific toponym refer to the same location (e.g., it is 
unlikely that both Boston, Massachusetts and Boston, England are affected by the 
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same type of natural hazard at the same time). However, approaches that use this 
assumption have not yet been developed and could advance geo-unconstrained 
geoparsing methods. 

1.2.2 What? 
A large body of research aims to determine what a tweet is about (e.g., Avvenuti et 
al., 2018a; Lorini et al., 2019), mainly focusing on the classification of tweets in two 
or more (i.e., multi-label classification) predefined classes, such as “hazard,” 
“damage,” “needs help” or “irrelevant.” Most research to improve this process 
designs algorithms to automate the classification process. Algorithms include naïve 
Bayes, support vector machines (SVM; Korde, 2012) and neural networks (Devlin 
et al., 2019; Kim, 2014) to filter tweets. To do so, humans first label a set of tweets, 
which is then used to train these machine learning models. Subsequently, the trained 
model can be used to automatically classify other tweets. 

The performance of these algorithms continues to increase due to more advanced 
algorithms, of which the most recent breakthrough is a neural network that employs 
the bidirectional training of an attention model (Devlin et al., 2019). Moreover, 
multimodal networks, in which an algorithm adopts data from another type of input 
(i.e., modality), such as photos attached to the text, can be used to boost the 
performance of specific tasks (e.g., Alam et al., 2018; Mouzannar et al., 2018). 

However, difficulties remain for both manual labeling and automated classification, 
especially for short texts. One of the issues is that not all individual tweets or parts 
of a text can be properly labeled, even by a human reader, due to their ambiguity 
(Sit et al 2019). For example, imagine the case of a classification task whose aim is 
to find tweets related to ongoing disaster events. Here, it can be unclear whether the 
tweet “assisting those affected by the disaster” is related to an ongoing disaster or to 
post-disaster reconstruction. Are the people affected by a disaster that occurred prior 
to the tweet, or is the event ongoing? A potential unexplored solution in this case 
could be to include external, contextual data in the classification task. For example, 
a tweet is more likely to relate to an ongoing disaster when, at the same time, there 
is a high streamflow at a location mentioned in it. 
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1.2.3 When? 
Most tweets refer to something that is currently happening (i.e., real-time) or has 
just happened (i.e., near real-time). However, this is not always true. To signal that 
this is the case, the user can use time expressions (e.g., “yesterday,” “last week”) or 
use a form of the past or future tense (for languages that have such tenses). Therefore, 
several researchers have focused on analyzing these time expressions using rule-based 
systems (Strötgen and Gertz, 2010) as well as systems that can analyze more implicit 
temporal expressions (Hürriyetoğlu et al., 2015). However, many users do not use 
proper time expressions, even when describing events that happened a relatively long 
time ago (e.g., a week or a year). Therefore, it is not always possible to obtain the 
time of an event from a single tweet. Moreover, these automated systems are 
unfortunately not error free. 

Another way to address this issue is to detect an elevated number of tweets relative 
to the “normal” situation, assuming that a burst or temporarily increased number of 
hazard-related tweets (i.e., on similar location and topic) describe the same event in 
the past, present or future. Some examples include the yearly commemoration of a 
previous disaster or a currently ongoing disaster. This principle has been applied in 
a large number of works on event detection (e.g., Avvenuti et al., 2016a; Poblete et 
al., 2018; Sakaki et al., 2010) that have mostly employed fixed time intervals. While 
this works relatively well in data-rich regions, for earthquakes that affect an area 
rapidly (i.e., seismic waves travel in the order of several km/s), this approach arguably 
performs worse in data-scarce regions (e.g., large parts of sub-Saharan Africa) and 
develops at a much slower pace for disasters such as floods and droughts. 

1.3 From social media information to application 
Many applications for disaster risk management have been developed using social 
media information that was previously derived from social media data, translating 
this information for damage estimations or the individual components of risk during 
various phases of the disaster management cycle. 

In the preparation phase and the beginning of the response phase, organizations 
and people plan and initiate their response. Here, social media largely plays a role in 
the early detection and warning of events, as in the case of earthquakes (Avvenuti et 
al., 2016b; Poblete et al., 2018; Sakaki et al., 2013), floods (Jongman et al., 2015a) 
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and wildfires (Boulton et al., 2016). For example, Avvenuti et al. (Avvenuti et al., 
2014) have acquired tweets using a set of earthquake-related keywords and filtered 
these tweets to detect events by checking if the number of tweets in a short time 
window (e.g., a minute) is a number of magnitudes higher than in a long time 
window (e.g., a week). 

During the response and recovery phases, efforts are made to minimize the hazard 
and its impact or to recover from that impact. For example, to better inform disaster 
response, several researchers have developed platforms to improve situational 
awareness during a disaster. For example, Aupetit et al. (2017) have created a tool to 
collect, filter and display tweets in an interactive dashboard that shows various 
visualizations such as timelines, maps and top-n named entities (e.g., locations and 
organizations) mentioned. Other studies have mapped the hazards and their severity 
using observations from online media, sometimes combined with measurements that 
do not directly influence the characteristics of the event (e.g., population size). Some 
examples include Mendoza et al. (2019), who have estimated the intensity of 
earthquakes from the number of tweets, and Kryvasheyeu et al. (2016), who have 
estimated the damage from Hurricane Sandy from the sentiment expressed in tweets. 

However, for most applications in disaster management, online media is not a 
panacea. In addition to difficulties analyzing the content of social media posts 
(section 1.2), the amount of online media data is limited in many regions around 
the world (Poushter, 2016); further, social media can be biased towards certain 
demographics (Jongman et al., 2015a) and is sometimes not available during 
disasters due to power failure (Espinoza et al., 2016). Moreover, to a large extent, 
online media posts contain either very general information about an event, such as 
mentioning general administrative areas like a country or province (de Bruijn et al., 
2018), or very specific information, such as a picture of a landmark or street 
(Middleton et al., 2014) scattered in both space and time. This makes it difficult to 
determine or assess the entire affected area. 

Therefore, studies have also combined social media information with other 
measurements or datasets that can influence the characteristics of the event (e.g., 
topography, rainfall, P-wave velocity). For example, Restrepo-Estrada et al. (2018) 
have combined social media data with authoritative rainfall to improve streamflow 
for flood monitoring, and Rosser et al. (2017) have developed a Bayesian statistical 
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model to map flood inundation from online media, remote sensing and topographic 
information. Burks et al. (2014) have created a model that takes both earthquake-
based features (e.g., wave velocity in the top 30 meters) and tweet-based features 
(e.g., the number of tweets) to predict ground-shaking intensity, and Brouwer et al. 
(2016) have made probabilistic flood maps by interpolating between flood 
observations from Twitter and taking topography into account. However, efforts so 
far remain largely focused on the hazard component. 

1.4 Research goal and objectives 
In addressing the previously discussed knowledge gaps, the main goal of this thesis 
is as follows: 

To improve disaster risk management using social media information by 
developing algorithms to extract disaster-related information from social media 
and to integrate this information in disaster management applications. 

Therefore, this thesis pursues the following objectives: 

1 to assess how geo-localization of tweets can be improved (chapter 2) 
2 to improve the filtering of tweets related to ongoing flood hazards using 

contextual geographical data (chapter 3) 
3 to develop an algorithm to detect and monitor flood events on a global scale 

from social media (chapters 2-4) 
4 to improve rapid damage assessments using social media data (chapter 4) 

4.1 Reading guide 
This thesis consists of six chapters further outlined below: 

- In chapter 2, an algorithm is presented that can recognize toponyms from 
a tweet’s text and then perform disambiguation by analyzing groups of 
tweets that mention identical place names. This algorithm is applied to a 
geo-unconstrained geoparsing task using tweets that mention a flood-related 
keyword in one of 12 languages. It also analyses the relation between the 
number of these tweets that mention a country and the impact of flood 
events. Finally, the performance of the algorithm is analyzed and compared 
to a previous model. 
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- In chapter 3, a multi-modal neural network is used to classify tweets that 
mention a flood-related keyword as being related to an ongoing flood-event 
or not. The neural network can analyze both textual and contextual 
information in the form of hydrological data. The network is trained and 
validated using a manually constructed dataset of tweets that mention a 
settlement (i.e., city, town or village) using the algorithm presented in 
chapter 2. Here, a comparison is made between performance when the 
contextual information is used and when it is not. Moreover, the network’s 
ability to be applied to other languages is analyzed. 

- In chapter 4, a database of historic flood events in regions (i.e., countries 
and their first-order administrative subdivisions) is presented. The database 
is automatically generated using an algorithm that detects an abnormal 
number of tweets that mention a specific region or geographical entity 
therein. The database is validated by establishing if the events in the well-
known global event database NatCatSERVICE are also present in the 
generated database and by manually verifying if the detected events did 
occur. 

- In chapter 5, a Bayesian framework is presented to establish event-specific 
vulnerability curves. Here, a prior vulnerability curve constructed with more 
traditional methods is updated with damage observations obtained from 
social media data. The framework is applied to a case study of Hurricane 
Dorian in the Bahamas in 2019. 

- Chapter 6 concludes and summarizes this thesis by responding to the 
objectives and outlining avenues for future research and policy implications.
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2| TAGGS: Grouping Tweets to Improve 
Global Geoparsing for Disaster 

Response 
Timely and accurate information about ongoing events are crucial for relief 

organizations seeking to effectively respond to disasters. Recently, social media 
platforms, especially Twitter, have gained traction as a novel source of information 
on disaster events. Unfortunately, geographical information is rarely attached to 
tweets, which hinders the use of Twitter for geographical applications. As a solution, 
geoparsing algorithms extract and can locate geographical locations referenced in a 
tweet’s text. This chapter describes TAGGS, a new algorithm that enhances location 
disambiguation by employing both metadata and the contextual spatial information 
of groups of tweets referencing the same location regarding a specific disaster type. 
Validation demonstrated that TAGGS approximately attains a recall of 0.82 and 
precision of 0.91. Without lowering precision, this roughly doubles the number of 
correctly found administrative subdivisions and cities, towns and villages as 
compared to individual geoparsing. We applied TAGGS to 55.1 million flood-
related tweets in 12 languages, collected over 3 years. We found 19.2 million tweets 
mentioning one or more flood locations, which can be towns (11.2 million), 
administrative subdivisions (5.1 million), or countries (4.6 million). In the future, 
TAGGS could form the basis for a global event detection system. 

 

 

 

This chapter is based on: 
de Bruijn, Jens A., Hans de Moel, Brenden Jongman, Jurjen Wagemaker, and 
Jeroen CJH Aerts. "TAGGS: Grouping tweets to improve global geoparsing for 
disaster response." Journal of Geovisualization and Spatial Analysis 2, no. 1 (2018): 
2. 
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2.1 Introduction 
Each year, natural disasters affect roughly one million people, causing thousands of 
deaths, and tens of billions of US dollars in damages (UNISDR, 2015). The 
availability of timely and accurate information about the impacts of an ongoing event 
can assist relief organizations in enhancing their disaster response activities, and thus 
mitigate the consequences of disasters (de Perez et al., 2014; Messner and Meyer, 
2006; Penning-Rowsell et al., 2005). Information about an ongoing event is, 
however, often difficult to obtain. Such data is generally collected using 
measurement instruments such as remote sensors (e.g., Sun et al., 2000), from local 
relief and response professionals, and analyses of media reports (Jongman et al., 
2015a; Kordopatis-Zilos et al., 2015). Recently, social media, and in particular 
Twitter, has gained traction as a novel source of information on disaster events. The 
Twitter posts (“tweets”) that are sent out by millions of users around the globe hold 
great potential in disaster management (Carley et al., 2016; Jongman et al., 2015a; 
Sakaki et al., 2010). When correctly analyzed, they can improve the detection of 
disasters (Ghahremanlou et al., 2014) and provide valuable information about the 
societal impacts of ongoing disaster events (Fohringer et al., 2015; Gao et al., 2011; 
Jongman et al., 2015a). In computer science, social media has been studied 
extensively. Researchers have also developed several applications for applied 
geographic research. Examples of such applications include detection of flood events 
(Jongman et al., 2015a) and earthquake disasters (Crooks et al., 2013; Sakaki et al., 
2010). 

One of the key issues in using Twitter information to assess the impacts of natural 
disasters entails accurately localizing individual tweets. Twitter allows users to 
automatically attach their current GPS location to a tweet, specifying their position 
at the moment a tweet is posted (Sakaki et al., 2010). However, because this feature 
is turned off by default, only 0.9% of the tweets have coordinate information 
attached (Lee et al., 2013). Several approaches exist for the localization of social 
media posts. Language models typically use a collection of training posts with 
corresponding geotagged images (i.e., the location where the image was taken is 
known) to determine the most likely location of a new post (Kordopatis-Zilos et al., 
2015). However, a very large training corpus is required to apply language models 
to temporally volatile events, such as floods. Otherwise, new posts are unlikely to be 
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geotagged to a location where no event occurred in the training data (Kordopatis-
Zilos et al., 2015). Other approaches employ text and/or metadata matching to a 
gazetteer to detect a user’s residence, the location from which the tweet was sent, or 
the location to which a tweet refers (e.g., Schulz et al., 2013). Geoparsing (also 
referred to as geotagging or geo-localization) algorithms extract and locate these 
referenced geographical locations (also known as toponyms) from a text. While there 
are a large number of challenges in geoparsing (Wallgrün et al., 2018), research has 
demonstrated that geoparsing algorithms can dramatically increase the number of 
geoparsed posts (e.g., Gelernter and Balaji, 2013; Karimzadeh et al., 2013; Paradesi, 
2011). 

Geoparsing has been discussed in numerous studies (Amitay et al., 2004; 
Ghahremanlou et al., 2014; Lieberman et al., 2010). This literature domain has 
identified two distinct steps: 1) toponym recognition, which entails identifying 
geographical names; and 2) toponym resolution which entails disambiguation of a 
toponym to assign it to a specific location (Leidner, 2007; Lieberman et al., 2010). 

For toponym recognition, the simplest approach is to extract single and consecutive 
words from a text and then match them to a comprehensive set of toponyms (i.e., 
geographical locations; Schulz et al., 2013). Such a pre-existing list of toponyms is 
known as a “gazetteer.” This approach yields a list of candidate locations 
independent of the language used in the tweet. The use of a comprehensive gazetteer 
makes it likely that the algorithm will find locations mentioned in a tweet. 
Unfortunately, since many location names also have other meanings in normal 
language usage (e.g., “Darwin” is both a place name and a family name), the results 
also include many erroneous matches. In contrast, named-entity recognition (NER) 
analyzes (through natural language processing) the structure and grammar of the 
tweet’s language (Al-Rfou et al., 2015; Van Erp et al., 2013). Employing NER can 
help to distinguish, for example, among similarly named places and persons (Amitay 
et al., 2004). These tools have mostly been developed and trained using more formal 
texts, such as newspapers (Sultanik and Fink, 2012). Nonetheless, researchers have 
developed several NER approaches for Twitter (Dittrich, 2016; Li et al., 2012; Van 
Erp et al., 2013), most of which are designed for English-language tweets. However, 
the short, error-prone, multi-lingual nature of tweets, along with that medium’s 
frequent use of slang and abbreviations, has limited the applicability of NER (Li et 
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al., 2012). Middleton et al. (2014) show that Named Entity Matching (NEM) 
performs better than NER on tweets. This approach tokenizes tweets and matches 
these tokens first to places, then streets and finally regions, while discarding matched 
tokens to avoid double matches. 

The toponym resolution step is required, because many place names have multiple 
occurrences worldwide (e.g., Leidner, 2007). Most studies have restricted their 
gazetteers to only include unambiguous place names with a relatively high 
population or assigned tweets to the candidate location with the highest population 
(Amitay et al., 2004). Unfortunately, both approaches introduce errors when an 
event occurs in a town with both a low population and a name shared with another 
location. These errors arise because either the town is not included in the limited 
gazetteer or a city with larger population takes precedence. For Twitter in particular, 
challenges persist regarding the automated geoparsing analysis of text and other 
metadata. For example, users rarely post an unambiguous name or a combination of 
a place and country name, mainly because of the limited length of a tweet (Sultanik 
and Fink, 2012). Several studies have addressed this issue by using the tweet’s 
metadata as additional spatial information, with examples including the user’s 
hometown (Hecht et al., 2011), the relationships between users (Takhteyev et al., 
2012) and mentions of super regions or nearby locations (Middleton and Krivcovs, 
2016). Unfortunately, in many cases, these additional spatial indicators are 
unavailable or unreliable. Therefore, Schulz et al. (2013) and Zhang and Gelernter 
(2014) analyzed several spatial indicators, such as the time zone, the user location 
field, and other textual clues, to obtain a more reliable estimate of a particular tweet’s 
location. Their results revealed that tweet geoparsing outcomes can be improved 
using these methods, but only for those tweets with available spatial indicators. As 
additional spatial information is not always available, this approach cannot be easily 
applied to all tweets. Moreover, even when this data is available it does not always 
match the location mentioned by the user. 

The aim of this study is to develop a global geoparsing algorithm for tweets without 
assuming a priori knowledge about an event so that the algorithm can be employed 
for event detection. To geoparse tweets on a global scale without a local focus, 
additional spatial information from the tweets is required for disambiguation. 
Therefore, we develop a new toponym disambiguation system which builds upon 
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the approach by Schulz et al. (2013). This new Toponym-based Algorithm for 
Grouped Geoparsing of Social media (TAGGS) uses grouped geoparsing to reliably 
find a much larger percentage of locations compared to the standard approach of 
individual geoparsing. The TAGGS approach permits spatial information from 
related tweets to be incorporated in the analysis, allowing users to geoparse tweets 
with few or no spatial indicators of their own.  TAGGS could form the basis for a 
global flood detection algorithm in future research. 

In the remainder of this chapter we outline the development of the TAGGS and 
show its applications using approximately three years of globally sourced tweets with 
flood-related keywords, collected between July 29, 2014 and July 18, 2017 and 
validate the algorithm using a set of manually labelled tweets. 

2.2 Methodology 
The TAGGS algorithm uses geoparsing to match a tweet’s location references to one 
or more geographic locations at a country, administrative subdivision or city, town 
and village-level. To that end, a database containing known geo-locations (a 
“gazetteer”) was used to match a tweet’s text to one or more candidate locations 
(toponym recognition). Thereafter, additional spatial information obtained from 
both the tweet itself and related tweets was employed to determine the actual 
location(s) that the user mentioned in the tweet (toponym resolution). The 
collection of the input dataset is described in section 2.2.1. Afterwards, the process 
of geoparsing via toponym recognition and resolution is outlined section 2.2.2. 

2.2.1 Input data 
The TAGGS algorithm uses three types of input data: a gazetteer, tweets collected 
using the Twitter API, and additional GIS-based geographical information. To build 
our gazetteer, we used the GeoNames database 2, a geographical database containing 
over 4 million cities, towns, villages, and administrative divisions. The main dataset 
in GeoNames contains towns and villages, including their administrative parent area, 
geographical location, and population. Another dataset lists alternative names, like 
translations, slang terms, and abbreviations (e.g., for “New York,” it includes, for 
example, New York, The Big Apple, NY, Nueva York), and the language of each 

 

2 GeoNames. Retrieved August 1, 2017, from http://www.geonames.org 
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alternative name. For an analysis of the accuracy of the GeoNames database we refer 
to Ahlers (2013). 

Table 2.1 Keywords related to floods, and percentage of tweets per language over the period 2014-
2017. 

LANGUAGE KEYWORDS 

NUMBER OF 
TWEETS PER 
LANGUAGE 

(%) 
English flood, floods, flooding, flooded, inundation, 

inundations, inundated 
63.31 

Indonesian banjir, banjirjkt, bantubanjir 24.71 
Filipino baha, bumabaha, pagbaha 1.76 
French inonder, inondation 0.53 

German flut, hochwasser, Überflutung 0.28 
Italian inondazione, inondacioni, alluvione 0.18 
Dutch overstroming 0.03 
Polish powódź, powodzie 0.01 

Serbian poplava, poplave, поплава, поплаве 0.03 
Portuguese inundação, inundacão, inundaçao, 

inundacaoinundações 
0.45 

Spanish inundación, inundacion, inundarinundaciones 8.65 
Turkish su taşkın, su baskını, sel bastı, sel suyu, sel 

yüzünden, taşkın oldu, sel suyunun 
0.06 

 

The tweets and their associated metadata (e.g., the user’s hometown, the user’s time 
zone, and the GPS coordinates of the device from which the tweet was sent) were 
collected in real-time via the Twitter streaming API using a series of keywords in 12 
major languages, covering a considerable part of the globe (see Table 2.1 / Figure 
2.1). We note that the languages used are space-separated, because in a later step we 
perform tokenization of the sentence utilizing the spaces in the sentences. To apply 
the model for non-space separated languages, such as Mandarin and Japanese, other 
types of tokenization should be employed. We collected 55.1 million tweets, posted 
between July 29, 2014 and July 18, 2017. We used GIS shapefiles of the global time 
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zones to match locations and country and administrative boundaries to time zones 3. 
Finally, we analyzed a large corpus of Wikipedia articles to obtain lists of the 1000 
most commonly used words per language. To avoid discarding commonly used 
toponyms, such as “New York”, from these lists we omitted words that are used to 
refer to a location with a population greater than 100,000. 

 

Figure 2.1 Countries of which we included keywords in the first official language 4. 

2.2.2 Geoparsing 
Figure 2.2 describes the procedure followed by the new TAGGS algorithm. First, we 
collected tweets over a 24-hour period. Each tweet from this timeframe was analyzed 
on an individual basis (section 2.2.2.1) by matching its text to our gazetteer 
(toponym recognition). Next, each of the tweets’ candidate locations was assigned a 
score indicating how well it matched the tweet’s additional spatial information 
(section 2.2.2.2). While previous approaches have relied on the spatial information 
of the individual tweet in question, we grouped all tweets according to the toponym 
(section 2.2.2.3) identified during the toponym recognition step. Then, we 
computed the total score for each candidate location by summing the scores of the 
individual tweets and using a voting process to assign the best location (toponym 
resolution) to all tweets in the group (section 2.2.2.4 / Figure 2.3). In addition, a 
toponym resolution table was made to store the toponyms and their resolved 
geographic locations of the last time step. This table is later used to geoparse tweets 

 

3 Natural Earth. Retrieved March 1, 2017, from http://www.naturalearthdata.com/ 
4University of Groningen Open Data. Retrieved Nov, 2017, from http://opendata.rug.nl/ 



Chapter 2 

44 

in real time. Once locations had been assigned to the tweets, the same procedure was 
applied to a later scanning window (section 2.2.2.5 / Figure 2.4), which included 
new incoming tweets. At that stage, tweets that are outside the scanning window 
were no longer considered. Meanwhile, new incoming tweets were immediately 
geoparsed using the toponym resolution table. 

 

Figure 2.2 Overview of the TAGGS geoparsing process. 
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2.2.2.1 Toponym recognition 
To identify candidate locations for a tweet, a tweet’s text was matched to the 
gazetteer. Tweets are often written in informal language and contain content 
unnecessary for geoparsing. Therefore, we applied Dittrich’s (2016) approach to 
delete URLs and punctuation, split words with medial capitals (camelCase) or 
underscores, and convert all text to lowercase. Then, all contiguous sequences of one 
and two words were extracted from the text (“uni- and bi-grams”). Subsequently, 
similar to Shulz et al. (2013), we looked up all uni- and bi-grams in our gazetteer, 
and the result was a list of potential candidate locations for each toponym mentioned 
in the text. We then further filtered the results to obtain the candidate locations, 
using the following approach: 

1. All uni- and bi-grams among the 1,000 most common words in a tweet’s 
language are discarded. 

2. Locations are frequently referenced to using alternative names in other 
languages (e.g., “New York” is “Nueva York” in Spanish). If a tweet 
referenced a location via an alternative name, we only considered that tweet 
if it uses the same language as that alternative name (e.g., an alternative name 
for “Cameroon” is “Cameron,” meaning that all mentions of Cameron, the 
UK’s former prime minister, would otherwise be located in the 
“Cameroon”). 

3. We consider small towns, with a population of at least 1, if the town 
mentioned in the text is written with a capital letter. For tweets written in 
German, we discard all locations with population lower than 5000 because, 
in this language, all nouns are capitalized.   

4. Next, all locations with names that were part of another location’s name are 
discarded. For example, a tweet containing New York matches both York 
and New York, although the user was clearly referring to New York. 
Therefore, we excluded York. 

5. If a tweet mentioned a location with a name simultaneously used for a 
province or country and an identically named town within that area (e.g., 
the city of New York is within the state of New York), the location with the 
most translations provided in the gazetteer – a criterion that we used as a 
proxy for importance – took precedence (i.e., the city of New York took 
precedence over the state). 
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2.2.2.2 Scoring 
For each tweet for which we found one or more candidate locations, as described in 
section 2.2.2.1, its additional spatial indicators were matched to each candidate 
location. We use these indicators as contextual clues to provide additional 
information for toponym disambiguation. A higher score indicates a higher 
confidence that a specific candidate location is correct. The bulleted list below 
describes the matching process for each of the spatial indicators (metadata and 
textual). 

• UTC offset (metadata): Twitter’s time zone field, available on the user’s 
profile page, signifies an area with a uniform time standard. Twitter 
initially sets users’ time zones, but users can manually adjust this setting. 
If this field was set, the Coordinated Universal Time (UTC) offset was 
available for each of the user’s tweets and was converted to a list of time 
zones matching the UTC offset. Our gazetteer contained a list of time 
zones for each location, used to match these to the found time zones. 

• Coordinate-based indicators (metadata): We extracted geographical 
coordinates for two spatial indicators (see below). We considered the 
coordinates extracted from these indicators a match for a candidate 
location if they were located within 200 km of each other or, for 
administrative areas, if the coordinates were within the same country as 
the candidate location. 

o User hometown: Users can specify their hometowns in their 
user profile. In doing so, users receive assistance from a 
dynamic menu of location options that appears when they start 
typing in the Twitter text field. Although the box can be 
ignored, most users do make use of it. This means that in most 
cases, the location field is either (1) a town and country name 
separated by a comma or (2) a country name. However, many 
variations are possible, including fantasy places (Schulz et al., 
2013), multiple locations, and incomplete data entries (e.g., a 
user who lives in Washington, D.C. might simply enter 
“Washington” in the location field). We searched for both the 
town and country in the gazetteer to create a list of candidate 
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towns within the specified country. If no comma was present, 
we looked up the entire field in the gazetteer.  

o Location: When a tweet is sent from a GPS-enabled device, and 
when the user’s privacy settings or manual adjustments assign 
a location to the tweet, that user’s location at the time of 
posting is attached to the tweet. Additionally, the user can 
attach a geographic entity to a tweet, by manually selecting it 
from a dynamic list. 

• Mentions of related places (textual): We matched user mentions of 
other locations higher (geographical parent) or lower (geographical 
child) in the hierarchy (e.g., “Los Angeles” is the geographical child of 
“California,” which is the geographical child of “the United States”), 
other towns within 200 km of a candidate place name, and other 
administrative areas within the same geographical parent (e.g., Amitay 
et al., 2004; Serdyukov et al., 2009). 

Table 2.2 Score for each of the spatial indicators assigned to individual tweets. The scores are in the 
order of magnitude found by Schulz et al. (2013) 

INDICATOR SCORE 
UTC offset 0.5 

User hometown 1 

Coordinates 2 

Mentions of related places 3 

 

Next, we used a scoring system to indicate the likelihood of a match between the 
location referenced in the tweet and each candidate location. An overview of the 
scores for each of the five spatial indicators is provided in Table 2.2. These scores 
were summed to obtain the total score (maximum of 7), which indicated the 
likelihood of a match. 

2.2.2.3 Grouping 
We assumed that multiple tweets that mentioned the same toponym within a given 
timeframe referred to the same location. For example, if a flood occurred in Boston, 
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UK, we expected that all users mentioning “flood” and “Boston” were referencing 
Boston, UK, rather than Boston, Massachusetts, US. All tweets mentioning the same 
toponym were then grouped together. Thus, the greater the number of tweets 
mentioning a location, the larger was the associated group – and therefore, the higher 
the probability of metadata being available for that group. Since tweets could contain 
multiple toponyms, individual tweets could belong to more than one group. 

2.2.2.4 Voting and assigning locations 
In this step, for each group, the total score of each candidate location was computed 
by averaging the scores for the candidate locations of the individual tweets (Figure 
2.3). Hence, if only few tweets (a small group) mention a location, the score is more 
likely to fluctuate compared to a larger group of tweets. If multiple tweets originated 
from the same user and thus had the same metadata, only the most recent tweet was 
considered. In addition, because the mentions of related places rely on textual clues, 
and since users frequently copy each other’s tweets, we only considered the oldest 
tweet for clusters of similar tweets. To that end, we created word vectors for the 
tweets within a group and then compared those vectors. If the vectors were similar, 
we eliminated the newest tweet. For further details on this approach, refer to 
Hürriyetoǧlu et al., 2016. 

 

Figure 2.3 In this example, three tweets mention Boston within 24 hours. The metadata of the first 
and second tweet match Boston, UK, while the third one did not have any matching spatial indicators. 
Using the spatial information for the first two tweets makes it possible to correctly assign the third tweet 
to Boston, UK. In this example, the total score for Boston, UK, is 6 and the average score is 2. 

Finally, we assigned the location with the highest score to all tweets in the group if 
that tweet’s referenced toponym was the official name of the location or if the tweet’s 
language matched the toponym language. If multiple locations had an equally high 
score, we assumed that the correct location was the candidate with the highest 
population.  
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Moreover, it was also possible to discard potential locations for which the average 
score was below a certain threshold. We do this only for countries, because a country 
name is often used by people outside a country and thus spatial indicators of the post 
are less likely to match the mentioned country. In contrast, local information (i.e., 
administrative subdivisions, cities, towns and villages) was more likely to be provided 
by locals and thus the post’s spatial indicators are more likely to match the 
geographical entity. When no minimum score (i.e., a minimum score of 0) was set, 
a large number of tweets was assigned to incorrect locations, due to a lack of 
matching metadata (e.g., numerous tweets were assigned to the city of “Mobile” in 
Alabama, US.). By increasing the threshold to, for example, 0.2, groups with little 
to no metadata matching any of the candidate locations were discarded. This meant 
that the recall decreased (i.e., fewer tweets were assigned locations), while the 
precision of the algorithm increased. Introducing a higher threshold, such as 1.0, 
could improve precision even further, but would have also meant discarding a much 
higher percentage of tweets. Therefore, we decided to initially set a 0.2 threshold and 
to perform a sensitivity analysis (section 2.3.2.2). 

In addition, the toponyms and their respective resolved locations were saved in a 
toponym resolution table. That table indicated the location with the highest score 
per toponym, and therefore, the location most likely for a future tweet to reference. 
This toponym resolution table was continuously updated and used to geoparse new 
incoming tweets. 

2.2.2.5 Iteration 
To continuously geoparse tweets, we used an iterative process (Figure 2.4). After the 
geoparsing of all tweets within the scanning window was finished, the window was 
shifted by 6 hours. All new tweets were retrieved from the tweet database and 
separately analyzed for toponyms and respective spatial indicators (section 2.2.2.1 
and 2.2.2.2), while tweets that fall outside of the scanning window were discarded. 
The locations mentioned in the tweets within the scanning window were, again, 
grouped (section 2.2.2.3) and resolved (section 2.2.2.4) and used to update the 
toponym resolution table. As the tweet geoparsing process included information 
from other tweets (including locations referred to in future tweets), it was possible 
for a tweet’s location and respective score to change. In such cases, we updated the 
database accordingly. Such alterations only occurred when in a subsequent iteration, 
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we found a higher score for a specific location or identified another location with a 
higher score (but the same toponym). 

In addition, when the first iteration was completed, another process analyzing 
incoming tweets in real-time was initiated. Using the procedure described in section 
2.2.2.1, the text of the tweets was processed, and its uni- and bi-grams are matched 
with the toponym resolution table. This resulted in an initial guess regarding the 
locations mentioned in each tweet. 

2.3 Results 

2.3.1 Application of TAGGS 
Table 2.3 Results of the automated geoparsing of 58.9 million tweets (using the base settings; section 
2.3.1). 

 NUMBER OF TWEETS 
Total 55.1 million 

One or more locations 19.2 million 
Multiple locations 3.4 million 

Country level 4.6 million 
Lower administrative levels 5.1 million 

City, town, village etc. 11.2 million 

 

First, we applied TAGGS on the 55.1 million tweets in a historical dataset, applying 
the algorithm as if the data were available in real-time, shifting the scanning window 
by 6 hours in each step. We first discuss the results obtained using baseline settings. 
For this, a 24-hour scanning window and a threshold of 0.2 was used, which causes 
all locations found in tweets that scored below the threshold (section 2.2.2.4) to be 
discarded. The results for the baseline settings are summarized in Table 2.3. Next, 
we discuss the results of a sensitivity analysis for the threshold value and the size of 
the scanning window (section 2.3.2.2). 
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Figure 2.4 Schematic overview of the geoparsing process. As indicated, 24 hours’ worth of cached 
tweets were geoparsed by grouping and analyzing their additional spatial information. Moreover, this 
step entailed creating or updating the toponym resolution table used to geoparse subsequent incoming 
tweets. Tweets that fall outside of the scanning window were excluded from this process. 

Of the 55.1 million tweets, we found that 19.2 million mentioned at least one 
location, and 3.4 million tweets referenced multiple locations. In addition, when 
distinguishing between administrative levels, roughly half of the locations mentioned 
refer to a city, town, or village, while country and the lower administrative level 
locations each account for a quarter of the mentions. 

To gain insight into the geoparsed tweets, those countries covered by the algorithm 
(Figure 2.1) with a population of at least 10 million people were grouped according 
to economic development. For that purpose, we employed the income groups 
defined by the World Bank 5. For each group, the number of geoparsed tweets 
between August 2014 and December 2016 was plotted (Figure 2.5) against the total 
flood losses over this period, as described in the Munich Re’s NatCatSERVICE on 
a purchasing power parity (PPP) basis 6. This gives an impression of how Twitter 
reporting relates to flood impacts. The data made clear that in high-income (green) 
countries, there were about one to two orders of magnitude more tweets than in low-
income (red) countries. The number of tweets in middle-income (blue and orange) 
countries fell between the other two groups, with a particularly large spread in the 
lower-middle-income (orange) countries. Notably, these numbers likely reflect a size 
effect, as Indonesia (IDN) and Pakistan (PAK), which had the highest number of 

 

5 World Bank Knowledge base. Retrieved May 1, 2017, from 
https://datahelpdesk.worldbank.org/knowledgebase 
6 World Bank Open Data. Retrieved May 1, 2017, from http://data.worldbank.org/ 
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tweets within the lower-middle-income group, also have large populations. 
However, the results underscored that relatively small countries, such as the 
Philippines (PHL) and Venezuela (VEN), generated a significant number of 
(geoparsed) flood tweets within their respective groups. These findings suggest that 
flood events, and not just the size of the population or the Twitter user base, are 
responsible for the high number of tweets during the investigated time period. 

 

Figure 2.5: The number of geoparsed tweets relative to losses due to flood events between July 29, 
2014 and December 31, 2016 for four country income groups. 

The plots also illustrate that in general, more flood tweets seemed to be linked to 
higher levels of flood damage over the study period, as the points roughly go from 
bottom left-hand corner to the top right-hand corner of the diagrams. This relation 
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is influenced by many other factors, including (but not limited to) variations in the 
extent of Twitter usage per country, language use per country, and keyword 
selection, and is therefore by no means strong enough to have any predictive power 
after regression analysis. That said, the existence of this relationship was in line with 
expectations. Namely, in countries that suffered from disastrous flood events that 
caused significant damage, a substantial number of tweets about flooding were 
generated. This illustrates that the algorithm seemed to be successful in capturing 
flood events around the globe. 

2.3.2 Validation of TAGGS 
To properly validate TAGGS, we defined a golden standard with manually tagged 
tweets. To the best of our knowledge, no other study provides a global dataset 
focusing on a specific event type. Therefore, we compile a random dataset using 
2,785 flood related tweets from two separate days and manually assign locations to 
the tweets.  

• Dec 12, 2015: To check if our model properly for small flood events in 
multiple languages, we selected a day during which multiple such events 
occurred across the globe, including in Indonesia, India, Kenya, Congo, 
Norway, the UK, Canada, and Paraguay (1,282 tweets). 

• Dec 27, 2015: When the number of tweets that mentioned a specific 
location is higher, the probability of sufficient metadata being available is 
also higher. Therefore, we validated our algorithm on a date with multiple 
large events. On the date in question, several major floods received global 
news coverage, including floods in the US, the UK, and Argentina (1,503 
tweets). 

Each tweet can be labelled with one, multiple or no locations at all. We recognized 
all mentions of locations on the different administrative levels that we apply the 
algorithm to (i.e., country, administrative subdivisions and cities, towns and 
villages), including abbreviations, shorter versions and slang, but excluded possessive 
pronouns (e.g., the Irish weather) and mentions of geographical features within 
towns and other geographical features, such as valleys and rivers. We do include 
location mentions when they are combined with other words (e.g., #leedsfloods), 
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but exclude any information in the Twitter handles (e.g., @PakistanToday) because 
these locations are not necessarily related to the location of a possible event.  

Using the manual approach, of the 2,785 total tweets in our validation set, we found 
2,079 references to countries, administrative subdivisions and cities, towns and 
villages in 1,497 tweets. Then, we compared the manually labelled tweets to both 
the automated individual and automated grouped geoparsing (TAGGS) approaches. 
For individual geoparsing, we use the location metadata but did not consider other 
tweets mentioning the same geographical entities, similar to Schulz et al. (2013). 

2.3.2.1 Trade-off between recall and precision 
With geoparsing algorithms, there is a trade-off between the number of tweets that 
are parsed (recall) and the number of correctly parsed tweets (precision; Leidner, 
2007). Precision measures the number of correctly geoparsed tweets relative to the 
total number of geoparsed tweets. Hence, precision markers do not provide an 
indication of the total number of tweets within a location. Recall measures reflect 
the number of correctly geoparsed tweets relative to the total number of tweets with 
a spatial reference. In essence, the greater the level of precision (i.e., the smaller the 
number of incorrect tags), the smaller the total number of geoparsed tweets. 
Inversely, if one wants to geoparse more tweets (higher recall), the number of errors 
within the geoparsed tweets (in terms of incorrect location assignments) will also 
increase (lower precision). 

2.3.2.2 Sensitivity analysis 
In the following sensitivity analysis, we show two series of plots (Figure 2.6 and 2.7) 
delineating both individual (red) and grouped (blue) geoparsing for various model 
settings namely, a varying threshold and a varying size of the scanning window. In 
these figures, we show three plots: 1) a plot that shows recall and precision measures 
for all locations that the model accounts for (i.e., countries, administrative 
subdivision and cities, towns and villages), using all 2,785 tweets, 2) a plot that shows 
these measures for administrative subdivisions, using only those tweets that mention 
such a location according to our validation set, and 3) a plot that shows precision 
and recall measures for all cities, towns and villages, using only those tweets that 
mention such a location. 
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Figure 2.6 Recall and precision scores for individual and grouped geoparsing with a varying threshold. 

 

Figure 2.7 Recall and precision scores for individual and grouped geoparsing with a varying scanning 
window size. 

Figure 2.6 shows the recall and precision scores for individual and grouped 
geoparsing with a varying threshold. The trade-off between precision and recall is 
visible in the first window: When a higher threshold is chosen, more location 
matches are discarded, while the likelihood of a correct match is higher for the 
residual locations. For individual geoparsing, as only the spatial indicators of the post 
itself are considered, the scores behave discreet. In contrast, for grouped geoparsing, 
the scores are averaged between tweets within the same group, and therefore the 
decrease is more gradual. At very high thresholds, the precision for grouped 
geoparsing starts to drop (for administrative subdivisions and cities/town/villages). 
This is likely because the scores assigned to tweets in small groups fluctuate more 
than for large groups (section 2.2.2.4) and hence there is more uncertainty in the 
location being assigned correctly. Therefore, when the threshold increases, small 
groups have a larger share in the response set (as large groups will always have 
averaged medium scores) which causes the precision to drop. Approximately between 
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a threshold of 0.1 and 0.25, precision and recall measures for grouped geoparsing 
are optimal and higher than using any other threshold for individual geoparsing. 

Figure 2.7 shows the recall and precision measures for a varying scanning window 
size, ranging between 6 minutes and 48 hours. In theory, when using an 
infinitesimally small scanning window for grouped geoparsing, the results would be 
identical to the individual geoparsing. It is clearly visible that, in general, both 
precision and recall increase when the size of the scanning window is larger. This is 
expected, because a larger number of tweets are grouped and therefore, the likelihood 
that spatial information is available increases. Although an increase of recall and 
precision is still visible for a larger scanning window, the increase is not substantial, 
which indicates that spatial information is available for most toponyms. When new 
floods occur, it is not feasible to take location mentions of previous floods into 
account. Therefore, we hypothesize that when the scanning window becomes too 
large, the performance of the model will be lower. Unfortunately, because of memory 
(RAM) constraints in our current setup, we cannot test this. Ideally, the size of the 
scanning window depends on the volatility of the event type, where events with a 
longer average duration (people will likely refer to the same event over a longer 
timespan), such as droughts, could benefit from a larger scanning window and vice 
versa for shorter events. 

2.3.2.3 Effect of the event size 
Figure 2.8 highlights differences in performance due to different flooding 
circumstances using a varying threshold. On December 12, 2015, there were various 
smaller flood events, whilst on December 27, 2015, a couple of very large flood 
events took place (section 2.3.2). These two cases make clear that using optimal 
model settings, TAGGS was slightly more accurate for larger-scale flood events than 
smaller-scale flood events. Such a finding is to be expected, because during the large 
flood events in the US and UK a larger percentage of tweets mentioned the same 
toponym, due to a high level of Twitter usage in both countries. The grouping 
approach meant that most of these tweets were scored, even though not all them had 
spatial information available. In contrast, when a location is mentioned in a single 
or small group of tweets without location metadata, this tweet was not geoparsed. 
This latter situation is more common when a higher number of smaller events occur, 
as was the case on Dec 12, 2015. Similar to the large groups of tweets’ drop in 
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precision at a lower threshold compared to small groups’ drop in precision (section 
2.3.2.2), the precision of Dec 27, 2015 also declines at a lower threshold compared 
to the precision of Dec 12, 2015. We argue that the more drastic drop in recall for 
the tweets posted on Dec 27, 2015, is because these floods had widespread media 
attention, and thus a larger percentage of tweets (and thus spatial indicators) from 
distant areas. This then lead to a relatively low score for this group of tweets and 
where thus discarded at a higher threshold. Nevertheless, the grouped algorithm still 
correctly geotagged about two-thirds of the tweets with a location, even on days with 
predominantly smaller flood events. 

 

Figure 2.8 Recall and precision scores for grouped geoparsing on Dec 12, 2015 and Dec 27, 2015. 

2.3.2.4 Comparison to other spatial indicators 
Figure 2.9 and Table 2.4 illustrate the number of locations identified using the 
different approaches and the number of erroneous matches for the base settings. 
Using individual geoparsing, we found approximately 55% of these locations – of 
which roughly 86% were correct. The grouped geoparsing technique, developed for 
this research, increased the number of found locations to approximately 82% – of 
which about 91% are correct. In contrast, of the 2,785 tweets, only 33 (~1.2%) have 
coordinate information attached. This suggests that the TAGGS approach makes 
significantly more spatial information available than does a strategy relying on either 
individual geoparsing or coordinates alone. 
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Figure 2.9 Comparison of the number of geo-located tweets in the validation set in the middle of the 
UK for various geo-location methods. The green dots represent correctly identified locations, and the 
red dots represent incorrectly identified locations. The individual dots in the upper plot display a single 
geo-located tweet, while the dots in the lower plots represent one or more geo-located tweets. Larger 
dots represent a larger number of tweets (by area). The map uses the Equirectangular projection of the 
WGS84 geographic coordinate system. 

Table 2.4 Comparison of the number of geo-located tweets in the validation set when using only 
coordinates, individual geoparsing and grouped geoparsing. 

 NUMBER OF LOCATIONS 
 Total Correct (%) 

Manual  100 
Coordinates 33 100 

Individual geoparsing 1148 84 
Grouped geoparsing 1718 90 
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2.3.2.5 Comparison to other work 
Several other studies have addressed similar problems as those in this chapter. For 
example, Gelernter and Balaji (2013) and Middleton et al. (2014) investigated 
geoparsing for crisis mapping in a local setting using a dataset for the 2011 
earthquake in Christchurch (Gelernter and Balaji, 2013), assuming a priori 
knowledge about the event. This allowed the authors to collect detailed information 
from the focus area of the event and limit the analyzed data, which is not the intend 
of our approach. 

Other algorithms such as the Carnegie Mellon geolocator 2 algorithm (Zhang and 
Gelernter, 2014) were developed for the purpose of geo-unconstrained geoparsing. 
However, since TAGGS leverages the metadata in tweets that are not included in 
the validation set, it was necessary to create our own validation set for which we have 
those tweets available. To create this dataset a set of rules are required, some of which 
are arbitrary and can, even if defined, be ambiguous for specific cases. Some examples 
are: “Does York refer to City of York (ADM2 in the GeoNames database) or York 
(PPLA2)?” and “Are spelling errors, and to what extent, interpreted as locations?”. 
Moreover, when manually tagging a dataset, it is easy to accidently overlook or 
mischaracterize a location, especially in regions where the people are not local. 

This makes applying another algorithm to our dataset less desirable. When an 
algorithm is developed using a specific dataset, it is often tailored to that dataset. 
This means that applying an algorithm to a dataset that it was not developed for, 
likely lessens its performance in comparison to an algorithm that was developed 
specifically for that dataset. 

While noting these complications we compared our algorithm to the Carnegie 
Mellon geolocator 2 using default parameters7. We analyzed the performance of 
these algorithms using the English tweets in our validation set. As shown in Table 
2.5, TAGGS performs considerably better for both precision and recall. 

 

7 http://cs.cmu.edu/ 
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Table 2.5 Comparison of precision and recall scores for the TAGGS and Carnegie Mellon geolocator 
2 algorithms. 

 

TAGGS 
(PRECISION / 

RECALL) 

CARNEGIE MELLON 
GEOLOCATOR 2 

(PRECISION / 
RECALL) 

All 92 / 84 42 / 47 
First order administrative 

subdivision 
92 / 86 51 / 48 

Towns 92 / 83 44 / 41 

 

2.4 Concluding remarks and outlook 
In this chapter, we presented TAGGS, a multi-lingual algorithm that groups 
topologically related tweets based on their referenced toponyms and then geoparses 
those tweets using the mutual spatial information of the entire group. In addition, 
the algorithm successfully differentiates between various administrative levels.  

Studies on event detection often work with geo-located tweets by using the 
coordinates attached to them. In our validation set, however, only 2% of all tweets 
had coordinates attached. By geoparsing tweets using the tweet content, this study 
roughly doubles the number of correctly geoparsed administrative subdivisions and 
cities, towns and villages (using 0.2 threshold) compared to individual geoparsing. 
Moreover, using the grouping approach developed in TAGGS also boosted the 
precision level without lowering the number of geoparsed tweets (i.e., lowering 
recall) to an unacceptable degree. As a result, applying optimal model settings, recall 
is approximately 0.82 and precision 0.91 (F1-score 0.865), which means that 
approximately 74.6% of mentioned locations are both found and correct, while only 
~10% of locations are incorrect. We note that these scores could vary for different 
event types, especially depending on the total number of location mentions relative 
to the total number of tweets. 

Unfortunately, our algorithm also introduced several minor problems: (1) Using the 
individual geoparsing approach, a tweet is only parsed in a location if the metadata 
matches that location. When a tweet mentions a location with a toponym that is also 
frequently used in normal speech, all tweets mentioning this word can be localized 
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to that location, rather than only those tweets that used the word as a toponym. An 
example of this is “turkey,” a term that can refer to both the country of Turkey and 
the bird of the same name. (2) In rare cases, when a flood occurs in two different 
places with identical place names, all tweets are put into one group and hence tagged 
in only one of these locations. (3) Tweets often mentioned areas (e.g., the East 
Coast), rivers, and airports. Although the algorithm can resolve such locations using 
metadata, many such areas have not been included in this study’s gazetteer. 
Including these entities in the gazetteer could improve the recall of the algorithm. 

Additionally, the quality and the distribution of GeoNames can influence our 
findings. Studies show that the GeoNames database is far from complete (Acheson 
et al., 2017; Graham and Sabbata, 2015), which is in large part driven by (the lack 
of) nationally available open data (Acheson et al., 2017). Additionally, in less 
populated areas, the GeoNames coverage decreases significantly (Acheson et al., 
2017; Graham and Sabbata, 2015). 

The TAGGS algorithm can form the basis for a flood detection algorithm to detect 
sudden changes in the number of flood tweets. Moreover, while this chapter focused 
on geoparsing tweets, the approach outlined within this chapter can be further 
developed and, for example, be combined with other types of mass data, such as 
newspapers and other social media platforms, to yield even more geoparsed 
information. 

In future work, we aim to continue improving our algorithm. Currently, using the 
approach described in this chapter, we only parse each tweet using the spatial 
information from that tweet itself and from other tweets mentioning the same 
toponym. In future research, we plan to expand on this approach by detecting 
sudden changes in the number of mentioned locations in an area. This technique 
would allow us to improve the geoparsing algorithm by considering sudden increases 
in mentions of nearby locations, using such a peak as an additional spatial indicator. 
Other improvements could be made by taking into account additional context, such 
as entity co-occurrence (Chen et al., 2014; Ju et al., 2016) or the geography of 
Twitter networks (Takhteyev et al., 2012). 
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2.5 Code availability 
The algorithm uses Python 3 scripts and connects to an Elasticsearch and 
PostgreSQL (with PostGIS) database. All code is publicly available on GitHub 8 as 
well as Zenodo 9. 

2.6 Data availability 
The datasets analyzed and generated during the current study are not publicly 
available due to Twitter’s privacy policy but are available from the corresponding 
author upon a reasonable request in line with the policy. 
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3| Improving the classification of flood 
tweets with contextual hydrological 
information in a multimodal neural 

network 
While text classification can classify tweets, assessing whether a tweet is related to 
an ongoing flood event or not, based on its text, remains difficult. Inclusion of 
contextual hydrological information could improve the performance of such 
algorithms. Here, a multilingual multimodal neural network is designed that can 
effectively use both textual and hydrological information. The classification data 
was obtained from Twitter using flood-related keywords in English, French, 
Spanish and Indonesian. Subsequently, hydrological information was extracted 
from a global precipitation dataset based on the tweet’s timestamp and locations 
mentioned in its text. Three experiments were performed analyzing precision, recall 
and F1-scores while comparing a neural network that uses hydrological 
information against a neural network that does not. Results showed that F1-scores 
improved significantly across all experiments. Most notably, when optimizing for 
precision the neural network with hydrological information could achieve a 
precision of 0.91 while the neural network without hydrological information failed 
to effectively optimize. Moreover, this study shows that including hydrological 
information can assist in the translation of the classification algorithm to unseen 
languages. The filtered tweets can be used to more effectively organize disaster 
response, validate and calibrate flood risk models, and task satellites among other 
applications. 
 
 
 
 
This chapter is based on: 
de Bruijn, J. A., de Moel, H., Weerts, A.H., de Ruiter, M.C., Basar, E., Eilander, D. 
and Aerts, J.C.J.H. Improving the Classification of Flood Tweets with Contextual 
Hydrological Information in a Multimodal Neural Network. Computers and 
Geosciences 140: 104485. https://doi.org/10.1016/j.cageo.2020.104485  
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3.1 Introduction 
Over the last decade Twitter has become a useful tool for detecting and tracking 
environmental hazards such as floods, bushfires and earthquakes (Avvenuti et al., 
2014; Brouwer et al., 2016; de Bruijn et al., 2018; De Longueville et al., 2009). 
Twitter data has been applied in various phases of the disaster management cycle, 
such as for supporting response (Ashktorab et al., 2014) and recovery activities 
(Kryvasheyeu et al., 2016). Roughly 500 million tweets are posted daily, of which a 
relatively small percentage is related to natural hazards. Still, roughly 20,000 tweets 
containing the word “flood” are posted daily, referring to, for example, the 
construction of dikes, flood forecasts and flood sightings. Collecting and monitoring 
these tweets can indicate locations where disasters occur, and provide useful data for 
aid organizations (de Bruijn et al., 2018). However, the word “flood” and its 
translations are also frequently used figuratively or in a transferred sense (e.g., "I am 
in a flood of tears"). Therefore, effective filtering of these tweets is necessary to 
improve the performance of downstream algorithms, enhance user experience and 
reduce manual labor. 

A large number of studies have focused on the selection of relevant Twitter messages 
during ongoing disasters (e.g., Hasan et al., 2017; Lorini et al., 2019; Pekar et al., 
2019). Other studies have focused on the detection of disaster events, classifying 
information without a priori knowledge about an event (Arthur et al., 2018; 
Avvenuti et al., 2016a; de Bruijn et al., 2019; Sakaki et al., 2013; Sarmiento et al., 
2018). These approaches use a wide range of machine learning algorithms, such as 
Naïve Bayes (Imran et al., 2013; Li et al., 2018) and Support Vector Machines 
(Caragea et al., 2011; Wang and Manning, 2012), which employ features such as 
the frequency of (stemmed) words and the presence of URLs. More recently, neural 
networks for text classification have become increasingly popular (Avvenuti et al., 
2018a; Devlin et al., 2019; Joulin et al., 2017; Kim, 2014; Lorini et al., 2019). 

Unfortunately, state-of-the-art machine learning algorithms for natural language 
processing still trail behind human understanding, since humans are better able to 
use context to their advantage, among other reasons. Therefore, there has been an 
increase in studies using multiple (contextual) inputs to improve classification tasks, 
known as multimodal fusion (e.g., Liu et al., 2018; Poria et al., 2016; Zadeh et al., 
2017). While researchers have shown that authoritative geographical data could be 
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used to quantitatively assess tweets (de Albuquerque et al., 2015) and can help to 
improve assessments of the various components of risk from tweets (e.g., Schnebele 
et al., 2014; Smith et al., 2015), such contextual geographical data, to the best of our 
knowledge, has not been employed to improve text classification in a multimodal 
fusion approach. 

In this study, we designed a multimodal neural network, employing both textual and 
contextual hydrological information to improve the classification process of tweets 
for flood detection for four languages. The hypothesis conjectured is that it is more 
likely for a user to refer to an ongoing flood event after an abnormal amount of 
rainfall, and that conversely it would be unlikely for a user to refer to an ongoing 
flood event when little to no rain has fallen within the referred area or greater 
catchment. This approach could also help in cases where the text is not immediately 
clear and its meaning can only be derived using additional (linked) content (e.g., for 
tweets about sending relief aid, it is often not immediately clear, even to a human 
reader, whether the flood happened very recently or occurred more than a few days 
ago). 

To test the hypothesis, three experiments were performed to assess the value of 
including hydrological features by testing the algorithm 1) for applications favoring 
high precision or high recall, 2) for tweets written in several languages (i.e., English, 
Indonesian, French and Spanish), and, 3) for languages for which no manually 
labeled data is available. 

3.2 Methods 
In this section (Figure 3.1), we first describe the tweet collection process (section 
3.2.1). Then we describe how we used a subset of the collected tweets for each of the 
four languages to manually classify the tweets into a “relevant” (i.e., tweets related to 
an ongoing flood event) and an “irrelevant” (i.e., tweets unrelated to ongoing floods) 
class (section 3.2.2). Next, we discuss how we employed multilingual word 
embeddings to extract textual features from the tweets’ text (section 3.2.3.1) and 
how we extract hydrological features from the Global Satellite Mapping of 
Precipitation (GSMaP) rainfall dataset (section 3.2.3.2). These features were then 
combined in a multimodal neural network, which is composed of a textual, 
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hydrological and decision subnetwork (section 3.2.4), to obtain the predicted class 
for a tweet. Finally, this section outlines the experimental setup (section 3.2.5). 

 

Figure 3.1 Flowchart of the automated classification process. 

3.2.1 Data collection & localization 
We collected 56.8 million “keyword-filtered” tweets between July 29, 2014 and 
November 11, 2018 using the Twitter streaming API and a set of pre-defined 
keywords in four languages (Table 3.1). 

Table 3.1 Keywords related to floods used for analysis. 

LANGUAGE KEYWORDS 

English (en) flood, floods, flooding, flooded, inundation, inundations, 

inundated 

Indonesian (id) banjir 

French (fr) inonder, inondation 

Spanish (es) inundación, inundar, inundaciones 
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Next, to derive hydrological features, these tweets need to be linked to locations. A 
large number of studies have tried to do so, for example, by estimating the location 
that the tweet was sent from (e.g., Roller et al., 2012) or the user’s residence (e.g., 
Mahmud et al., 2014). However, for the purpose of deriving hydrological features, 
we are interested in the (potential) flood event described in the tweet, and thus aim 
to find a location referred to by the user in the tweet’s text. To this end, the process 
of “geoparsing” is employed (Avvenuti et al., 2018a; de Bruijn et al., 2018; 
Middleton et al., 2018) for which we used the TAGGS algorithm (de Bruijn et al., 
2018). This algorithm can be used to extract the geographical location of tweets in 
space-separated languages, is geo-unconstrained (i.e., global-scale) and does not 
assume a priori knowledge about an event. First, the algorithm matches consecutive 
words in a tweet’s text to locations (i.e., countries, administrative areas and 
settlements) in the GeoNames database 10. For each tweet, this process yields a list of 
so-called toponyms (location names) together with their candidate locations (e.g., 
“Boston” yields “Boston, Massachusetts” and “Boston, UK” etc.). The next step in 
the algorithm is toponym resolution. To this end, tweets that mention the same 
toponym within a 24-hour time frame are grouped. Then, an average score for each 
candidate location is calculated based on the agreement between geographical 
indicators attached to the tweet (e.g., user time zone and location) and the candidate 
locations. Finally, the location with the highest score is selected and assigned to all 
tweets in the group. We refer to de Bruijn et al. (2018) for a complete explanation 
and validation of the algorithm. 

From these tweets with locations, only those tweets (6.84 million) that mentioned a 
single settlement (i.e., city, town, or village) are selected. Subsequently, based on the 
centroid of the mentioned location, each tweet was assigned to a hydrological sub-
basin as obtained from the HydroBASINS dataset level 9 (Lehner and Grill, 2013). 

3.2.2 Data selection & manual classification 
For each language (i.e., English, Indonesian, French and Spanish), we constructed a 
dataset for manual classification. To this end, we obtained all sub-basins that have 
one or more tweets assigned per language. From these basins, a random sub-basin 
(without substitution) was selected, and its assigned tweets were considered for 

 

10 www.geonames.org 
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manual classification in the order of posting. First, to assist the manual classification 
process and simultaneously increase the variety of tweets seen by the classifier, we 
discarded tweets that satisfied at least one of the following conditions:  

• The tweet is a near duplicate of one of the previous 100 analyzed tweets for 
that basin (i.e., more than four consecutive words are identical to four 
consecutive words in one of the previous analyzed 100 tweets). 

• The author of the tweet is identical to a previous tweet. 
• The tweet mentions more than one detailed location. 
• At the time of selection, the tweet is not available on Twitter (i.e., the tweet 

was deleted or otherwise unavailable). 
• The content linked to in the tweet is not available anymore (e.g., status 404 

code). 
• The hydrological sub-basin or its upstream catchment are not between 60°S 

– 60°N (since GSMaP does not provide data outside this latitude range). 

Furthermore, to reduce the influence of large flood events (e.g., more than 600,000 
tweets containing the word “flood” were posted referring to Hurricane Harvey) and 
prevent bias towards them, a maximum of five random tweets were selected per day. 

For each of the four languages, 1000 tweets were manually labeled as “relevant” when 
they were related to an ongoing flood event or “irrelevant” for the converse. Tweets 
were assigned to the “relevant” class when a tweet referred to a flood that is ongoing 
at the time of posting or was ongoing no more than three days ago. This includes, 
for example, tweets referring to response, rescue, and support operations; receding 
flood water; or the failure of water supply. All other tweets were assigned to the 
“irrelevant” class. Some examples of such tweets include flood alerts, forecasted 
flood, references to potential flooding, content related to a flood event more than 
three days ago (e.g., ongoing cleanup operations and historic event 
commemorations), averted flood events, and the use of the word “flood” in figurative 
or transferred sense etc. 
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3.2.3 Feature extraction 

3.2.3.1 Textual features 
The pre-processing of the tweets’ text consisted of several steps. First, as Twitter 
usernames usually do not convey content but can be important for sentence 
structure, all mentions of Twitter users (e.g., “@johnson”) are replaced with the word 
for “@user” in the respective language (e.g., “@pengguna” for Bahasa Indonesian). 
Next, we removed all URLs from the Tweets’ text. Most (little-known) locations are 
poorly represented in pre-trained word embeddings, especially when a specific 
language is not spoken in that location. For the machine learning algorithm, the 
precise location name should be irrelevant. Therefore, all location mentions were 
replaced with the following three well-known locations that feature in the 
dictionaries for all analyzed languages: respectively, “Brazil”, “Florida” and 
“Amsterdam” replaced all mentions of countries; administrative subdivisions; and 
cities, towns or villages. Moreover, this avoids bias towards certain locations (e.g., all 
tweets mentioning Jakarta are assigned to the “relevant” class). 

Because a neural network requires text to be represented as vectors, each sentence 
was then split into individual words that were subsequently mapped to vectors. 
Various approaches exist to create these vectors. With the one-hot encoding 
approach, each unique word is a category represented as a binary vector (e.g., “flood”: 
[1, 0, 0, …], “flooding”: [0, 1, 0, …]). If all words in the labelled set are considered, 
the length of the vectors is identical to the number of unique words in the training 
data. In contrast, word embeddings can capture semantic similarities between words 
by using a vocabulary to map words to a vector of real numbers of pre-defined length 
(Mikolov et al., 2013). Words with similar meanings (e.g., “flood” and “flooding”) 
should have similar word vectors, allowing a better generalization of a neural 
network. Moreover, word embeddings for different languages can be aligned in a 
single vector space to create multilingual word embeddings, supporting the 
generation of multilingual classifiers (Conneau et al., 2017). Here, we employed 
fastText (Joulin et al., 2017) word embeddings, aligned using the supervised MUSE 
method to create multilingual word embeddings (Conneau et al., 2017). Mapping 
tweets using the word embeddings resulted in a 2D floating tensor for each tweet. 
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3.2.3.2 Hydrological features 
We evaluated hydrological parameters for global hydrological sub-basins as available 
in the HydroBASINS dataset level 9 (Lehner and Grill, 2013) using rainfall statistics 
derived from the GSMaP project (Kubota et al., 2007). Data is available between 
60°S and 60°N at a 0.1° × 0.1° resolution (~11 × 11 km at the equator) and is derived 
from satellite observations of passive microwaves and infrared radiation. To evaluate 
the travel time between a sub-basin and its upstream sub-basins, we use a dataset that 
depicts the propagation time for kinematic waves under high streamflow conditions 
(Allen et al., 2018), simulating the minimum time that a discharge wave requires to 
propagate through the river network (Figure 3.2). Here, we assumed that rainfall 
that ultimately causes a flood event reaches the river network within the subbasin 
relatively quickly as overland flow, and that lag time is as such negligible. 

 

Figure 3.2 An example of the lag times computed in hours for the Thames Basin. The map uses the 

Equirectangular projection of the WGS84 geographic coordinate system. 

The procedure used to derive rainfall parameters is depicted in Figure 3.3. Using 
historical rainfall data from the last 10 years (2009–2018) and every tweet’s 
timestamp and location (section 3.2.1), we derived various rainfall statistics, 
including the percentage of cells where the three-hour accumulated rainfall is above 
the 90th percentile in the local sub-basin. To do so we used different combinations 
of parameters of the following four variables: 
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1. Time period: current value of the statistic or maximum value in the previous 
one and three days. 

2. Feature type: the rainfall percentile relative to the historical data or the 
percentage of cells in the considered area above the 90th, 95th and 98th 
percentiles. 

3. Accumulation time: the one-hour, three-hour, one-day or five-day 
accumulated rainfall. 

4. Considered area: the amount of rainfall in the sub-basin itself or the 
upstream sub-basins, which includes the sub-basin itself. We only 
considered the rainfall in the upstream sub-basins if the travel time from 
that sub-basin was lower than the accumulation time considered. For the 
upstream basins, the one- and three-hour accumulation times were not 
considered. 

 

Figure 3.3 Variables and their parameters used to derive rainfall statistics per sub-basin. 

3.2.4 Neural network 
We designed a multimodal neural network that analyzes both the textual and 
hydrological features (Figure 3.4a). The approach here is to design a textual subnet 
that distills topics from the textual features (e.g., flood warning, victim assistance 
and dike construction) in a number of (non-binary) nodes, while the hydrological 
subnet determines the conceivability of flooding from the hydrological features (i.e., 
rainfall statistics) in a single (non-binary) node. These output nodes of the subnets 
are then fused in a decision subnet that determines the class of the tweet at hand. 
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Figure 3.4 Conceptual model architecture using a) hydrological input and b) no hydrological input h. 
Note that the number of nodes in the figure differ from the actual model. 

To this extent, the network should ideally be able to learn both intra- and intermodal 
dynamics. Several approaches can be adopted toward this end (Zadeh et al., 2017). 
Early fusion at the input level can be problematic because inter-modality dynamics 
can be more complex at this stage and could result in overfitting. By contrast, late 
fusion integrates the network at the decision level, resulting in potential 
oversimplification of the inter-modal dynamics. Therefore, to capture these both 
intra- and intermodal dynamics, Zadeh et al. (2017) proposed an approach where 
interactions between various neural subnets are explicitly modelled. Adopting such 
an approach, we designed a textual and hydrological subnet and modeled their 
multimodal interactions in a flood detection subnetwork. 

In the textual subnet (𝑈𝑈𝑡𝑡) we fed the textual data (section 3.2.3.1) through a series 
of convolutional layers with multiple filter widths (i.e., 3, 4 and 5) and max-over-
time pooling (Kim, 2014). These layers were concatenated, followed by a dropout 
layer with a dropout rate of 0.5. For the hydrological subnet (𝑈𝑈ℎ), the hydrological 
features (section 3.2.3.2) were used as inputs for a fully connected layer with 20 
neurons, which subsequently feeds another dense layer with a single neuron, both 
with Rectified Linear Unit (ReLu) activation functions. The textual and hydrological 
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subnets were then concatenated and fed to the decision network (𝑈𝑈𝑑𝑑) , which 
consists of two fully connected layers of 20 neurons with tanh activation and a final 
output layer of a single neuron with sigmoid activation. 

Loss was minimized over 300 epochs with the Adam optimizer (Kingma and Ba, 
2015), using a learning rate of 0.0005. For the loss calculation, the errors for the 
“relevant” class were upweighted by a factor inversely proportional to the frequency 
of the “relevant” labels in the training data, balancing the contributions of the 
“relevant” and the “irrelevant” class. An additional factor �𝑤𝑤𝑝𝑝� can be applied to up- 
or downweigh the contribution of the “relevant” class, resulting in the network 
favoring precision over recall �𝑤𝑤𝑝𝑝 < 1� or vice versa �𝑤𝑤𝑝𝑝 > 1�. 

In addition, we designed an additional neural network that does not employ 
hydrological contextual data (Figure 3.4b) in order to assess the difference. Here, the 
textual subnet (𝑈𝑈𝑡𝑡) directly feeds into the decision network (𝑈𝑈𝑑𝑑)  and does not 
include the hydrological subnet (𝑈𝑈ℎ).  

All neural subnets are trained at the same time driven by a single training dataset 
with textual and hydrological features (if used by the network) derived from the same 
tweets.  

3.2.5 Experimental setup 
To evaluate the contribution of the hydrological context, we compared the 
performance of the network with and without hydrological contextual information. 
We performed three experiments comparing precision, recall and F1-scores. To assess 
the performance of the network using no hydrological information, we used only the 
textual subnet (𝑈𝑈𝑡𝑡) feeding directly into the decision network (𝑈𝑈𝑑𝑑), rather than 
concatenating the hydrological (𝑈𝑈ℎ) and textual subnets (𝑈𝑈𝑡𝑡) before feeding into 
the decision network (𝑈𝑈𝑑𝑑). In all experiments, tweets for the same sub-basin that are 
less than 10 days apart are grouped and jointly assigned to either the training or 
validation data such that the model does not validate on the same flood events as it 
trains on. In addition, all splits are stratified. For all experiments, the evaluation 
scores were averaged and tested for significance using the corrected paired Student’s 
t-test (Nadeau and Bengio, 1999). The following experiments were run: 
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1. In the first experiment to test applications favoring high precision or high 
recall, we used all data, while varying 𝑤𝑤𝑝𝑝 (0.5, 1.0, 2.0, 3.0 and 5.0) in order 
to analyze the performance of the network when precision is favored over 
recall and vice versa. We applied 10×5-fold cross validation (i.e., 5-fold cross 
validation repeated 10 times for a total of 50 runs) in order to obtain stable 
evaluation scores. For the next two experiments, a 𝑤𝑤𝑝𝑝  that balances 
precision and recall was used (namely 2.0, see section 3.3.1). 

2. In the second experiment to test the algorithm for tweets written in different 
languages, we analyzed the performance for each language in the labeled 
data independently. First, we split the data of the evaluated language in two. 
Then, the first half, together with the tweets from the other three languages 
(i.e., 3000 tweets from the other languages and 500 tweets from the 
evaluated language) was split into five training folds. Then, we trained the 
network five times, each time using four different training folds as training 
data. The other half (i.e., 500 tweets from the evaluated language) was used 
as test data. The full procedure (including splitting the data for the evaluated 
language in two) was repeated 10 times. 

3. In the third experiment to test the algorithm for languages for which no 
labeled data is available, we evaluated the neural network on one language, 
while training it using the other three languages. Essentially this mimicked 
the performance of including a completely new language in the network. 
The procedure of the experiment was similar to experiment 2. However, the 
training folds were in this case only composed of the tweets from the other 
languages, while the test fold was composed of all tweets from the evaluated 
language. 

3.3 Results and discussion 

3.3.1 Experiments 
Table 3.2 shows the results of experiment 1 (section 3.2.5). In all settings, precision, 
recall and the F1 scores were higher when using hydrological information, similar to 
other works that employed a multimodal neural network (Zadeh et al., 2017). 
Furthermore, when 𝑤𝑤𝑝𝑝 was low, precision was higher and vice versa (section 3.2.4). 
When 𝑤𝑤𝑝𝑝 was set to 0.5 (i.e., optimizing for high precision), the network precision 
and recall are sometimes 0.00 as no “relevant” labels are predicted, resulting in high 
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variance and low average precision (0.55) and F1-score (0.40). In contrast, with 
hydrological features, the network could effectively optimize in all runs and showed 
a higher precision (0.91) than in settings with higher  𝑤𝑤𝑝𝑝. We argue that this is the 
result of the network being unable to find the proper weights such that the 
probability of a tweet being “relevant” is sufficiently high based on textual features 
alone, whereas based on the combination of certain textual features and hydrological 
conditions it is. This high-precision setting can be useful for applications that benefit 
from high precision data, such as the creation of a database of actual flood events for 
calibration and validation of flood forecasting models. Conversely, the higher recall 
setting, which results in an increased number of false positives, could be beneficial 
to emergency organizations who would rather have some false alarms than no alarm 
at all. Since the precision and recall scores were balanced when 𝑤𝑤𝑝𝑝 was set to 2.0, 
this setting was used in experiment 2 and 3. 

Table 3.2 Precision, recall and F1-scores for varying positive weight (𝒘𝒘𝒑𝒑) comparing the use of 

contextual hydrological information versus no hydrological information (experiment 1). “Relevant %” 

denotes the percentage of tweets in the “relevant” (ongoing flood) class. 

POSITIVE WEIGHT 

(𝒘𝒘𝒑𝒑) 

% 

“RELEVANT” 

WITH HYDROLOGICAL 

INFORMATION 

WITHOUT HYDROLOGICAL 

INFORMATION 

  Precision Recall F1 Precision Recall F1 

 (favors precision) 0.5 58.5 0.92 0.67* 0.77* 0.55 0.32* 0.40* 

1.0 58.5 0.89* 0.77 0.82* 0.86* 0.73 0.79* 

2.0 58.5 0.86** 0.84 0.85** 0.83** 0.82 0.82** 

3.0 58.5 0.83* 0.88 0.85** 0.80* 0.86 0.83** 

 (favors recall) 5.0 58.5 0.80** 0.91 0.85** 0.77** 0.90 0.83** 

Notes: * denote a statistically significant difference of the means between the network with hydrological information 

and without hydrological information, tested using corrected paired Student’s t-test (* p < 0.05, ** p < 0.01). 

 

In addition, the performance of the algorithm for 𝑤𝑤𝑝𝑝=2.0 when hydrological features 
are used is shown per continent in Table 3.3. While there is some variance in 
performance between the continents, the difference is largely explained by the 
difference in performance between the languages (Table 3.4). For example, the F1-
score in Asia is relatively large as most of the analyzed tweets are Indonesian for 
which performance is also high. While the scores in Oceania and Africa are slightly 
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higher than expected, these scores cannot be relied upon due to the low support (i.e., 
the number of samples). 

Table 3.3 Precision, recall and F1-scores for all continent except Antarctica for a positive weight (wp) 
of 2.0. The last column shows the (rounded) percentage of tweets in each language for that continent. 

 PRECISION RECALL F1 SUPPORT EN/ES/FR/ID (%) 
Africa 0.90 0.86 0.88 107 17/4/79/1 

Asia 0.89 0.91 0.90 1134 11/0/1/87 

Europe 0.86 0.83 0.84 1176 14/25/61/0 

North 
America 

0.86 0.80 0.83 1350 60/36/13/1 

Oceania 0.86 1.00 0.92 14 79/14/7/0 

South 
America 

0.89 0.84 0.86 219 0/99/0/0 

 

In experiment 2 (Table 3.4), similar to the previous experiment, all evaluation scores 
were higher when hydrological features were used, meaning that for all languages the 
inclusion of hydrological features was beneficial. For both versions of the algorithm, 
the performance for languages for which the “relevant” class was larger (denoted in 
the “relevant %”-column) saw higher precision and recall. This can be expected as 
the performance of an algorithm that randomly assigns tweets to one of the two 
classes would also have a higher precision and recall for those languages. The 
languages for which performance was relatively low when using only textual data 
(e.g., English), the performance increase was larger when hydrological features were 
included as well. We argue that this is primarily because there is more possibility for 
improvement for these languages. 
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Table 3.4 Precision, recall and F1-scores for a particular language, comparing the use of contextual 

hydrological information versus no hydrological information (experiment 2). “Relevant %” denotes the 

percentage of tweets in the “relevant” (ongoing flood) class. 

POSITIVE WEIGHT 

(𝒘𝒘𝒑𝒑) 

% 

“RELEVANT” 

WITH HYDROLOGICAL 

INFORMATION 

WITHOUT HYDROLOGICAL 

INFORMATION 

  Precision Recall F1 Precision Recall F1 

English 43.71 0.79 0.71 0.75* 0.77 0.67 0.71* 

Spanish 62.41 0.87** 0.84 0.85** 0.83** 0.82 0.83** 

French 56.29 0.83* 0.81 0.82** 0.80* 0.76 0.78** 

Indonesian 71.59 0.88* 0.92 0.90* 0.85* 0.92 0.89* 

Notes: * denote a statistically significant difference of the means between the network with hydrological information 

and without hydrological information, tested using corrected paired Student’s t-test (* p < 0.05, ** p < 0.01). 

 

In experiment 3 (Table 3.5), as expected, the precision, recall and F1-scores were 
lower when the training data for the language itself was left out (compare Table 3.4 
and Table 3.5). Nevertheless, the network optimized relatively well (F1-scores > 
0.66), indicating that use of the classification algorithm is beneficial, even for unseen 
languages. Similar to experiment 2, languages with a larger “relevant” class optimized 
better. The average difference between the F1-scores when using hydrological 
features and those when using no hydrological features was 0.05, higher than the 
0.03 difference attained in experiment 2. We argue that this is caused by a relatively 
large degradation of the performance of the textual subnet when transferred to an 
unseen language (Lorini et al., 2019), while the hydrological subnet becomes 
relatively more important when transferred to another language or region. However, 
we also note that the performance of the hydrological subnet likely varies slightly 
due to varying hydrological characteristics across regions. This indicates that 
employing hydrological context improves the ability of the classification algorithm 
to be applied to unseen languages. However, we note that only Latin languages are 
analyzed in this experiment. While MUSE can be used to align word embeddings 
for non-Latin languages (Conneau et al., 2017), the quality is lower for unrelated 
languages (Doval et al., 2019) and thus performance of the classification for unseen 
and unrelated languages is expected to be lower as well. 
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Table 3.5 Precision, recall and F1-scores for a particular language, leaving it out of the training set, 

comparing the use of contextual hydrological information versus no hydrological information 

(experiment 3). “Relevant %” denotes the percentage of tweets in the “relevant” (ongoing flood) class. 

POSITIVE 

WEIGHT (𝒘𝒘𝒑𝒑) 

% 

“RELEVANT” 

WITH HYDROLOGICAL 

INFORMATION 

WITHOUT HYDROLOGICAL 

INFORMATION 

  Precision Recall F1 Precision Recall F1 

English 43.7 0.66* 0.75 0.70** 0.62* 0.71 0.66** 

Spanish 62.4 0.85** 0.79 0.82** 0.80** 0.76 0.78** 

French 56.3 0.79* 0.76* 0.77** 0.76* 0.69* 0.72** 

Indonesian 58.5 71.6 0.84 0.88** 0.86** 0.83 0.80** 

Notes: * denote a statistically significant difference of the means between the network with hydrological information 

and without hydrological information, tested using corrected paired Student’s t-test (* p < 0.05, ** p < 0.01). 

 

While the improvement with hydrological features were relatively modest (~3.5% 
for  𝑤𝑤𝑝𝑝 = 2.0), all experiments showed that contextual hydrological information can 
significantly improve the results of the classification process. Some other multimodal 
approaches obtained larger improvements. For example, a study by Poria et al. 
(2016) obtained a ~15% improvement in F1-score (over the best performing single 
modality) on multimodal sentiment analysis of YouTube videos. While comparison 
between different topics is incongruous, several improvements could be made to our 
approach. For example, while TAGGS has a precision of 0.92, this still means some 
locations are incorrectly assigned, and thus rainfall statistics for these tweets are also 
incorrect reducing the overall quality of the hydrological features. In addition, large 
settlements such as Houston often encompass multiple sub-basins and 
improvements could be made if all basins intersecting a settlement are considered. 
Unfortunately, the GeoNames database only provides centroids for cities, but 
alternative datasets such as OpenStreetMap 11 do include settlement boundaries for 
some cities. Localization could be further improved by deducing more detailed 
localization for tweets that include such information (e.g., “flooding at the cross 
section of 2nd Avenue and 26st Street”), enabling more detailed assessment of 
hydrological features. Moreover, GSMaP, the dataset used to derive hydrological 

 

11 www.openstreetmap.org 
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features, has a relatively coarse resolution (0.1° × 0.1°: ~123 km2 at the equator) 
relative to the average basin size (~268 km2). Moreover, while the dataset generally 
performs well, rainfall is sometimes under- or overestimated (Kubota et al., 2007). 
In addition, the dataset used here is only available with a 4-hour delay. For actual 
application in real-time, GSMaP nowcast can be used. To improve the quality of the 
hydrological input data, rainfall radar with a higher resolution (especially for flash 
floods) or an improved simulation of hydrological processes (e.g., runoff, snowmelt 
and evaporation) can be used. Finally, the inclusion of other variables such as soil 
moisture and the height of storm surges could further improve the performance. 

3.3.2 Analysis and application 
Figure 3.5 shows all “keyword-filtered” (section 3.2.1) tweets and the subset of 
“relevant” tweets filtered by the neural network (i.e., tweets related to an ongoing 
flood event) when using hydrological features (3.5a) and when not using 
hydrological features (3.5b) in a selected timeframe (September 16, 2017 – 
November 23, 2017) for hydrological sub-basin 7090073060, where the city of San 
Juan, Puerto Rico is located. The tweets were filtered using a prediction using mean 
values of the output logits of all 50 neural networks trained in experiment 1 with a 
positive weight of 2.00. While we note that this is merely an example of the 
application algorithm, some lessons can be drawn from the figure as discussed below. 
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Figure 3.5 Timelines of all collected (keyword-filtered) tweets, filtered tweets, local and upstream 

rainfall for sub-basin 7090073060 where San Juan, Puerto Rico is situated. Panel a shows the filtering 

algorithm with hydrological features, while panel b shows the algorithm without features. Note that 

the “relevant” tweets are a subset of all “keyword-filtered” tweets. 

The first inset shows details of tweets around the time of Hurricane Maria. The first 
minor peak on September 18 is related to a pipe burst. When using hydrological 
features, all tweets are discarded, likely because of the absence of (upstream) rainfall. 
In contrast, only some tweets are discarded when hydrological features are not used. 
In the manually labeled set, these tweets would be labeled as “relevant”, and thus the 
algorithm without hydrological features performs correctly. However, for some 
applications, such as the validation and calibration of flood risk and forecasting 
models, only natural events (i.e., events with a natural component) are likely 
considered. Thus, these tweets could arguably be labeled as “irrelevant” for such 
applications. Unfortunately, manually differentiating between entirely man-made 
events and natural events is sometimes difficult based on a tweet alone. The large 
peak in the inset shows the tweets during hurricane Maria (20-21 September), when 
a larger number of tweets is correctly classified as flood-related when using the 
hydrological features, enabling a faster or more efficient response. 
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The bars at September 29 and 30, just over a week after Hurricane Maria, are 
composed of a mix of tweets about a flood at another location (San Juan, Mexico 
City) and a cancelled flood warning. Here, the algorithm that does use hydrological 
features performs slightly better as the tweets on September 29 are correctly labelled 
as “irrelevant”. However, on September 30, some tweets are still incorrectly labelled 
as “relevant”, likely due to the rainfall on that day. While there were some tweets 
about a flood warning, there was, to our knowledge, no actual flooding. Moreover, 
some tweets were posted mentioning Hurricane Maria earlier that month. 
Subsequently, during the flash floods around October 10 and November 8 and 9, a 
slightly larger number of tweets is correctly classified as “relevant”, enabling a more 
efficient response.  

The second inset on the right, shows a cleanup operation, primarily removing 
garbage from drainage channels, in response to the flash flood that started November 
8th. During the cleanup no flood event was ongoing and thus the neural network 
that uses hydrological features performs better as a larger number of tweets is 
classified as “irrelevant”. The final peak of “relevant” tweets on November 17 is 
another smaller flood event, which is better classified when hydrological features are 
used. 

3.4 Conclusion 
This chapter shows that including contextual hydrological information can 
significantly improve the classification process of tweets related to ongoing flooding. 
Moreover, the hydrological information increases the performance of the neural 
network when applied to languages not available in the training data, reducing the 
need for manually labeled tweets for a new language. Besides a general significant 
improvement of performance in all experiments, hydrological information allows for 
the optimization in high-precision scenarios (> 0.90; e.g., to create a database with 
little false alarms). 

The neural networks can be used to improve classification of tweets, helping to 
rapidly and effectively respond to disasters (Jongman et al., 2015a; Verma et al., 
2011). Moreover, such tweets can help to find flood events, either through manual 
inspection by humans assisted by the classification algorithm or through an event 
detection algorithm (e.g., Arthur et al., 2018; de Bruijn et al., 2019). 
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Improvements could be made to our approach by including more hydrological 
variables, better simulation of hydrological processes (e.g., runoff, snowmelt and 
evaporation), higher resolution datasets (e.g., real-time radar datasets), introducing 
more advanced neural networks, and improvements to the geoparsing process. 

Finally, we suggest that geographical contextual information could also be used to 
for classification for other disaster types, such as droughts by employing a much 
longer time series of the hydrological parameters while focusing on the absence rather 
than presence of rain. 
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4| A global database of historic and 
real-time flood events based on social 

media 
 

Early event detection and response can significantly reduce the societal 
impact of floods. Currently, early warning systems rely on gauges, radar data, models 
and informal local sources. However, the scope and reliability of these systems are 
limited. Recently, the use of social media for detecting disasters has shown promising 
results, especially for earthquakes. Here, we present a new database for detecting 
floods in real-time on a global scale using Twitter. The method was developed using 
88 million tweets, from which we derived over 10.000 flood events (i.e., flooding 
occurring in a country or first order administrative subdivision) across 176 countries 
in 11 languages in just over four years. Using strict parameters, validation shows that 
approximately 90% of the events were correctly detected. In countries where the first 
official language is included, our algorithm detected 63% of events in 
NatCatSERVICE disaster database at admin 1 level. Moreover, a large number of 
flood events not included in NatCatSERVICE are detected. All results are publicly 
available on www.globalfloodmonitor.org. 

 
 
 
 
 
 
 
 

This chapter is based on: 
de Bruijn, Jens A., Hans de Moel, Brenden Jongman, Marleen C. de Ruiter, Jurjen 
Wagemaker, and Jeroen CJH Aerts. "A global database of historic and real-time 
flood events based on social media." Scientific Data 6, no. 1 (2019): 1-12. 

http://www.globalfloodmonitor.org/
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4.1 Background & Summary 
Each year, flooding causes major damages and affects millions of people around the 
globe (Jongman et al., 2015b). For flood detection we traditionally rely on gauge 
systems in rivers, remote sensing information (Revilla-Romero et al., 2014), and 
other sources such as reports from the media and governmental agencies (Jongman 
et al., 2015a). Yet, a large number of flood events remain unreported (Kron et al., 
2012). Moreover, the data recorded in traditional databases is often acquired 
through manual observation, and processing and publication can take days, weeks, 
or even months. In addition, the results of existing databases, especially from the (re-
)insurance sector, are not always freely accessible. 

Over the last decade, social media platforms such as Twitter have emerged as highly 
effective sources of information that facilitate rapid collection and spreading of news 
from local sources, effectively using humans as a sensor (Avvenuti et al., 2016a), 
increasing situational awareness of otherwise not or late-detected events (Jongman 
et al., 2015a; Rossi et al., 2018). Therefore, the real-time analysis of social media 
data enables early event detection and has become a commonly used data source due 
do the volume and availability through a streaming API (Arthur et al., 2018). 
However, the analysis of Twitter data is challenging because, for example, Twitter 
users are unevenly distributed across the globe, are more active during the day than 
at night and their tweets are often ungrammatical, error-prone and multilingual 
(Hong et al., 2011). Nevertheless, significant advances have been made in the 
automated analysis of tweets (Atefeh and Khreich, 2015; Hasan et al., 2017) for 
detecting natural hazards and other events (Avvenuti et al., 2016a; Poblete et al., 
2018; Rossi et al., 2018; Sakaki et al., 2010). 

The vast majority of specified event detection studies using Twitter have focused on 
the detection of earthquakes (Avvenuti et al., 2016a; Poblete et al., 2018). However, 
the differences in hazard characteristics significantly influence the possible 
approaches in detecting flood events at a global scale. Earthquakes are a sudden onset 
event of which, on a global scale, generally no major simultaneous events occur. Most 
floods have a relatively slow onset (compared to earthquakes) and often gradually 
inundate an area. They can occur almost anywhere and on a global scale there are 
commonly multiple simultaneous events (Gill and Malamud, 2014). Moreover, 
some of these events attract much more attention globally than others. For example, 
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when Hurricane Harvey hit Houston, hundreds of thousands of flood-related 
messages were posted globally, thus also resulting in a burst of flood-related tweets 
all around the world. Concurrently to Hurricane Harvey, flood events were ongoing 
in data-scarce countries such as Nigeria and Uganda mentioned in only a few tweets. 
For the global monitoring and data storing of flood events the challenge thus 
comprises the monitoring of multiple simultaneous heterogeneous events that can 
have a slow or sudden onset across different languages and world regions in both 
data-rich and data-scarce environments. A solution is to first employ geoparsing on 
the tweet’s text and then perform event detection. The geoparsing process is used to 
recognize and disambiguate location mentions within the tweets’ text (Avvenuti et 
al., 2018b; de Bruijn et al., 2018; Gelernter and Balaji, 2013; Herfort et al., 2014; 
Middleton et al., 2014)14–18. 

Therefore, we designed a method for locating and detecting flood events on a global 
scale and present the resulting real-time and historic database. The historic database 
of events is based on ~88 million tweets collected over 4 years in 12 languages. The 
method used to derive this database works in real-time, on a global scale in both 
data-rich and data-poor regions. After collecting and filtering tweets, we employ the 
“Toponym-based Algorithm for Grouped Geoparsing of Social media” (TAGGS), a 
multi-lingual global geoparsing algorithm, to extract mentions of location from the 
content of tweets (de Bruijn et al., 2018). Subsequently, these locations are used to 
detect sudden bursts in the number of flood-related tweets linked to countries and 
their first order administrative subdivisions (admin 1), such as provinces and states. 
Here, we follow the admin 1 subdivisions as defined in the GeoNames database 12, 

except for the United Kingdom and Sri Lanka where the second order administrative 
subdivision (admin 2) is used (i.e., counties and districts). In this work, we define 
such a burst in the number of flood-related tweets within a region (i.e., country or 
admin 1) as a flood event. In addition, we developed a freely accessible web platform, 
where researchers and disaster managers can view flood events in real-time and access 
historically detected floods. We validated our flood events database by comparing 

 

12 www.geonames.org  

http://www.geonames.org/
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our results to events registered in Munich Re’s NatCatSERVICE 13 and by manually 
verifying non-registered events. 

The historic and real-time database can be used to, for example, 1) validate flood 
risk models, 2) use real-time information for data assimilation in flood prediction 
models, 3) task satellites allowing for the collection of remote sensing data of 
individual events (Cervone et al., 2016), 4) improve early warning systems and 
situational awareness to reduce the impact of extreme floods (Messner and Meyer, 
2006) and 5) improve applications that depend on historical information, such as 
forecast-based financing schemes (Coughlan De Perez et al., 2015).  

4.2 Methods 
This section first discusses existing methods that use Twitter for event detection. 
Next, it describes the processes of collecting and filtering Twitter data, the extraction 
of location mentions from these tweets and their assignment to regions. Finally, we 
describe how events are detected within these regions. 

4.2.1 Review of other methods 
Atefeh et al. (2015) present a comprehensive overview of different methods and 
challenges for the detection of events using Twitter. Here, we discuss the relevant 
methods and pitfalls in using Twitter for global flood event detection. Twitter has 
extensively been used for earthquake event detection. 

Most research performs event detection first, sometimes followed by localization. 
For example, Sakaki et al. (2013) describe a system that collects tweets, filters them 
using a support vector machine. They then detect events using a system that 
estimates the probability of a certain number of sensors reporting an event within a 
certain time interval, assuming the time that users take to write a tweet follows an 
exponential distribution. Once an event is detected, localization of the event is done 
using Kalman and particle filters based on the GPS-coordinates of the tweets and 
their users’ registered locations. In another work, Avvenuti et al. (2016a) describe a 
Twitter-based system that monitors earthquakes in Italy. First, tweets with a series 
of related keywords are collected, which are then filtered by a series of text classifiers. 

 

13 natcatservice.munichre.com  

http://www.natcatservice.munichre.com/
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Then, the system checks how much higher the frequency is of related messages of a 
(current) fixed-length short-term time window compared to a long-term time 
window. If this ratio is higher than a certain threshold an event is recorded. Once 
the event is detected, a module extracts mentioned locations and GPS-coordinates 
to obtain reports of damages. Poblete et al. (2018) note that, in most works, 
irrelevant messages are discarded beforehand using ad hoc filters or classifiers. They 
propose a system that considers the number of relevant data elements (e.g., a 
reference to an earthquake event) relative to the total number of messages within 
fixed time windows. Once an event is detected, it is assigned to a certain country by 
finding the most-mentioned country within the relevant tweets. However, 
approaches where localization is performed afterwards are not feasible for floods, as 
there are often multiple floods ongoing at the same time. 

In some other works, localization is performed first, followed by a detection step 
(Arthur et al., 2018; Sarmiento et al., 2018). For example, Sarmiento et al. (2018) 
propose a system that first finds location mentions from the tweet’s text and then 
detects events based on anomalies in the activity related to geo-locations within fixed 
time windows. For floods, Arthur et al. (2018) detect areas with ongoing flooding 
on a relatively high-detail in the data-rich UK. In their system, locations are first 
assigned to tweets based on GPS-locations, places mentioned in the tweet’s text and 
user hometowns. Then enhanced Twitter activity is detected in certain raster cells 
using tweets collected over a fixed time period. However, the study focusses only on 
relative floodiness (i.e., some regions are more likely to be flooded at this time than 
others). While this is useful for some use cases, such as forecast verification, absolute 
flooding is not detected. Jongman et al. (2015a) show that an increase in geoparsed 
tweets occurs during flood events, which in some cases, allows for faster flood 
detection than using other traditional methods. However, no event detection step is 
employed. Rossi et al. (2018) detect flood events in northern Italy using flood-related 
tweets written in Italian using the Extreme Studentized Deviate test using fixed time 
windows. However, we argue that it is problematic to use fixed-length time windows, 
especially in data-poor environments. Due to the lack of data, models would need 
to use a long time window in these areas to detect slow-onset or mild events. 
However, this also means that the detection of a rapid onset severe event takes much 
longer. In contrast, a flexible time window algorithm can detect events at the 
moment sufficient data is available irrelevant of a fixed time window.  
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In conclusion, to the best of our knowledge, no algorithm has been developed that 
can detect many simultaneous flood events from social media on a global scale. 
Moreover, previous algorithms were not used to construct a multi-year database and 
systematically validated. 

4.2.2 Data collection 
To create the Global Flood event database and ongoing monitoring of events, Tweets 
are collected in 12 major languages (Table 4.1) with the Twitter real-time streaming 
(API) using pre-selected flood-related keywords between July 30, 2014 and 
November 20, 2018, and across a global scale. These tweets mentioned one or more 
flood-related keywords in one of 11 major languages (Table 4.1).  

Table 4.1 Keywords related to floods used for analysis. 

LANGUAGE KEYWORDS 
English flood, floods, flooding, flooded, inundation, inundations, 

inundated 
Indonesian banjir 

Filipino baha, bumabaha, pagbaha 
French inonder, inondation 

German flut, hochwasser, Überflutung 
Italian inondazione, alluvione 
Dutch overstroming 
Polish powódź, powodzie 

Portuguese inundação, inundacão, inundaçao, inundacao, inundações 
Spanish inundación, inundacion, inundar, inundaciones 
Turkish su taşkın, su baskını, sel bastı, sel suyu, sel yüzünden, taşkın oldu, 

sel suyunun 

4.2.3 Location extraction and assignment to regions 
To extract locations from tweets we use the process of “geoparsing” (de Bruijn et al., 
2018; Middleton et al., 2018). Here we employ the TAGGS algorithm (de Bruijn et 
al., 2018). The algorithm does not assume a-priori knowledge about an event and 
works on a global scale in space-seperated languages. Using this algorithm we extract 
countries, administrative areas, and settlements (i.e., cities, towns and villages) that 
were mentioned within the tweets’ text. This process consisted of two steps: 1) 
toponym recognition, and 2) toponym resolution. In the toponym recognition stage, 
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the text of each tweet is split into individual words, a process also referred to as 
“tokenization”. Next, these tokens, such as “Amsterdam”, as well as consecutive 
tokens, such as “New York,” are matched to a near-comprehensive set of 
geographical locations extracted from the GeoNames database, as well as 
OpenStreetMap 14 for Myanmar. This process yields a list of toponyms mentioned 
in the text of tweets with their candidate locations. For instance, the toponym 
“Boston” yields among others “Boston, USA,” “Boston, UK.” In the toponym 
resolution step, a score is assigned to each of these candidates by matching them with 
other spatial indicators available in the tweet, i.e., tweet coordinates, user time zones, 
user hometowns and mentions of nearby locations. Then, tweets that mention the 
same toponym within a 24-hour time frame are grouped, which allows us to calculate 
an average score for each candidate location. Finally, the location with the highest 
score is selected and assigned to all tweets in the group. TAGGS has been extensively 
validated on global flood-related tweets for unspecified events (precision, recall, F1-
score: 0.92, 0.84, 0.88).  

Precision (equation 4.1) is the fraction of the number of correctly classified relevant 
instances (i.e., true positives) among the total number of instances classified as 
relevant (i.e., true positives and false positives). Recall (equation 4.2) is the fraction 
of the correctly classified relevant instances (i.e., true positives) among all relevant 
instances (i.e., true positives and false negatives). The F1-score is the harmonic mean 
of precision and recall. 

𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃 =
𝑡𝑡𝑃𝑃𝑡𝑡𝑃𝑃 𝑝𝑝𝑃𝑃𝑃𝑃𝑡𝑡𝑃𝑃𝑝𝑝𝑃𝑃

𝑡𝑡𝑃𝑃𝑡𝑡𝑃𝑃 𝑝𝑝𝑃𝑃𝑃𝑃𝑃𝑃𝑡𝑡𝑃𝑃𝑝𝑝𝑃𝑃 + 𝑓𝑓𝑓𝑓𝑓𝑓𝑃𝑃𝑃𝑃 𝑝𝑝𝑃𝑃𝑃𝑃𝑃𝑃𝑡𝑡𝑃𝑃𝑝𝑝𝑃𝑃
 (4.1) 

 

𝑅𝑅𝑃𝑃𝑃𝑃𝑓𝑓𝑓𝑓𝑓𝑓 =
𝑡𝑡𝑃𝑃𝑡𝑡𝑃𝑃 𝑝𝑝𝑃𝑃𝑃𝑃𝑃𝑃𝑡𝑡𝑃𝑃𝑝𝑝𝑃𝑃

𝑡𝑡𝑃𝑃𝑡𝑡𝑃𝑃 𝑝𝑝𝑃𝑃𝑃𝑃𝑃𝑃𝑡𝑡𝑃𝑃𝑝𝑝𝑃𝑃 + 𝑓𝑓𝑓𝑓𝑓𝑓𝑃𝑃𝑃𝑃 𝑃𝑃𝑃𝑃𝑛𝑛𝑓𝑓𝑡𝑡𝑃𝑃𝑝𝑝𝑃𝑃
(4.2) 

Moreover, TAGGS shows a clear relationship between the number of tweets in a 
country and the damages due to flooding events. A full explanation and validation 
of this process can be found in (de Bruijn et al., 2018). 

 

14 www.openstreetmap.org  

http://www.openstreetmap.org/
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Based on the location(s) found, each tweet was then assigned to a single region, to 
multiple regions, or to no region at all. Tweets that mentioned a country were 
assigned to the region representing that country, and tweets that mentioned a 
settlement within an admin 1 subdivision or the subdivision itself were assigned to 
the respective subdivision. The flood detection algorithm aims to detect flood events 
at the levels of both country and their admin 1 subdivisions by detecting changes in 
the number of flood-related tweets for these regions. We note here that the 
administrative level at which floods are detected is, in fact, arbitrary and could easily 
be adapted to any administrative level. We find that in areas with a high internet 
penetration, a large number of people refer to the admin 1 level (e.g., “From Florida 
to Georgia Irma causes heavy #floods”), while in areas where internet penetration is 
much lower, a flood is frequently only referred to at the country level (e.g., “Floods 
- Mozambique Flood (Severe)”). Therefore, given the global scope of this chapter, 
we perform detection at the aforementioned administrative levels. 

4.2.4 Filtering 
Unfortunately, the word “flood” and its translations are often used figuratively (e.g., 
“a flood of joy”) or in transferred sense (e.g., “a flood of tears”) in many languages. 
Moreover, the tweets do not always refer to currently ongoing flood events but can 
refer to historic or future (forecasted) events. To filter the tweets, we can use 
algorithms from the field of natural language processing (Atefeh and Khreich, 2015). 
Recently, large advances have been made in the (multi-lingual) classification of text 
(Devlin et al., 2019; Grave et al., 2018). 

Here, we adopt the cased multilingual version of BERT (Bidirectional Encoder 
Representations from Transformers) to classify tweets in 2 categories (Devlin et al., 
2019): related to an ongoing event (i.e., “relevant”) and not related to ongoing event 
(i.e., “irrelevant”). BERT is a deep learning-based natural language processing (NLP) 
model that learns relations between words and sub-words in a text (i.e., word 
embeddings) and uses these to encode text, followed by a decoder to make 
predictions. We obtain the pre-trained version of BERT which can then be fine-
tuned for a specific task. To this extent, we first manually label 100 tweets that have 
a location attached in the localization extraction step for each language. For the three 
most abundant languages (i.e., English, Indonesian and Spanish) we label an 
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additional 100 tweets. To obtain tweets that are both spatially and temporally varied, 
we obtain these tweets using the following procedure for each language: 

1. Select a random day on which at least one tweet was sent in a particular 
language. 

2. Select a random region (i.e., country or admin1) that has been tweeted 
about on the selected day. 

3. Select a random tweet that was tweeted on the selected day about the 
selected region. 

4. Check if the tweet is still available from the Twitter API and if all the links 
can still be resolved and the linked content is available (i.e., the article is still 
available, no paywall etc.) 

5. Repeat the previous steps from the start. 

In this labelled dataset of 1400 tweets, 44% of tweets is labelled as relevant. Then, 
we design a classification algorithm based on BERT. This pre-trained model feeds 
into a dropout layer used for training (dropout rate is 0.5) and a dense fully 
connected layer with a single sigmoid output node. Subsequently, we train the model 
using the rectified Adam optimizer (Liu et al., 2019) with a learning rate of 3×10-5 
and warmup proportion of 0.1 over 6 epochs using 80% of the labelled tweets as 
training data and the other 20% as validation data. Moreover, we up-weigh the 
contribution of the “relevant” class inversely proportional to the frequency of the 
“relevant” labels in the training data, balancing the contributions of the “relevant” 
and the “irrelevant” labels. 

The resulting model has a precision, recall and F1-score of respectively 0.77, 0.83, 
and 0.80. Finally, the fine-tuned model is then applied to all tweets where a location 
was assigned, discarding all irrelevant tweets. 

As an additional filtering step, we discard (near-) duplicate tweets. Here we assume 
that a single tweet is unreliable, but a large number of unreliable tweets mentioning 
a flood in the same region is reliable. However, this is only true if the content of the 
tweets is based on independent observations. This is an assumption that does not 
hold for Twitter, because people are likely to copy or modify another tweet or are 
likely to tweet about similar online or offline content, such as the header of a news 
article (Tao et al., 2013). Therefore, to sanitize the tweet database, we discard 1) 
retweets, 2) tweets from users that already posted a flood-related tweet in the last 14 
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days about a specific region and 3) tweets that were exact or near copies of previous 
tweets (e.g., news articles tweeted by different persons using the same headline) 
within the same region. A tweet was considered a (near-) copy if more than five 
consecutive words matched with those in another tweet among the previous 100 
tweets assigned to a region. If a tweet contained less than five words in total, only 
those words were used to find exact or near copies. 

4.2.5 Burst detection 
Finally, in order to detect events from online media, a burst detection step is 
required. Several approaches have been developed for detecting enhanced Twitter 
activity. These approaches include: infinite state automatons (Kleinberg, 2003), a 
comparison of the number of keywords in consecutive time windows (Guzman and 
Poblete, 2013; Poblete et al., 2018; Wang et al., 2013), Bayesian change point 
detection (Tartakovsky and Moustakides, 2010), and sequentially checking whether 
the time between consecutive data points is shorter than a certain time threshold 

(SEQAVG; Riley, 2008). For this study, we employed the SEQAVG method to 
detect bursts because the algorithm does not require a fixed time window but can 
rather detect a burst on each incoming tweet rather than at the end of a fixed time 
window. As such it works both for relatively sudden events and events that develop 
in the course of hours or days. Moreover, it can be adapted to work in data-rich and 
data-sparse areas and is computationally efficient. We expanded the algorithm in two 
ways: 1) by accounting for the fluctuations in numbers of Twitter users according to 
time of day (Hong et al., 2011) and 2) by employing an adaptable threshold for the 
detection of bursts.  

A region (i.e., country or admin 1 subdivision) can be either in a "flooded" state with 
enhanced Twitter activity, or a normal state. It was assumed that each region started 
in the normal state. Because some regions were likely to be experiencing a flood event 
during the first day of that Twitter data was collected, we excluded the first 30 days 
of model output from the analysis. 

In short, the algorithm keeps track of the time passed between consecutive tweets 
assigned to each region. By analysing the time differences between these tweets and 
comparing them to a region-specific threshold, the state of the region was set to the 
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flood state during enhanced Twitter activity and to the normal state when the 
Twitter activity reverted to normal levels of activity. 

4.2.5.1 Day/night variations 
Each tweet was analysed further by calculating the time elapsed since the previous 
tweet (∆𝑡𝑡). To correct for the variation between daytime and night-time Twitter 
activity, an hourly correction factor was applied (𝑃𝑃ℎ ). Using over three years of 
geoparsed tweets, the number of hourly tweets assigned to each region (𝑃𝑃ℎ ) was 
determined. Using equation 4.3, a centred moving average 𝑃𝑃�ℎ  was calculated using 
two data points on either side of the central value: 

𝑃𝑃�ℎ =
𝑃𝑃ℎ−2 + 𝑃𝑃ℎ−1 + 𝑃𝑃ℎ + 𝑃𝑃ℎ+1 + 𝑃𝑃ℎ+2

5
(4.3) 

Next, using equation 4.4 the sum of the values was normalized to one: 

𝑃𝑃ℎ =
𝑃𝑃�ℎ

∑ 𝑃𝑃�ℎ24
ℎ=1

∗ 24 (4.4) 

Finally, using equation 4.5, the corrected time (∆𝑡𝑡𝑐𝑐) was calculated between tweets 
by applying the hourly correction factor: 

∆𝑡𝑡𝑐𝑐 = ∆𝑡𝑡 ∗  𝑃𝑃ℎ (4.5) 

If there were less than 100 tweets assigned to a region over the three years of collected 
data for an admin 1 subdivision, we calculated the correction factor at the country 
level. If the number of tweets was less than 100 for an entire country, no correction 
factor was applied. 

4.2.5.2 Event detection 
Even when no flood was taking place, some tweets mentioning floods were expected. 
Some of these related to other minor issues (e.g., “tea flooding the floor because a 
cup fell off”) and others related to historic flood events (e.g., “today we 
commemorate the devastating floods of 1953”). This volume of tweets varied both 
temporally and spatially. For example, the average number of flood-related tweets 
about Jakarta was much higher than that of other flood-prone regions with much 
lower Twitter penetration, such as Mozambique. Therefore, to detect bursts of 
tweets, the average time between consecutive tweets was compared to a region-
specific threshold for the start of an event (θs) and the end of an event (θe). If the 
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corrected time between tweets was shorter than threshold θs, an event was suspected. 
We employed different thresholds for the start and end of an event as we find, in 
general, a relatively high number of tweets during the start of the event followed by 
a relatively gradual decay over time as the event further develops. Next, depending 
on the region’s expected time between tweets, more tweets were accumulated in a 
local array with length n according to the following equation 6, where θs is specified 
in days and c is a constant: 

𝑃𝑃 = 7 ∗ 𝑃𝑃−θ𝑠𝑠 + 𝑃𝑃 (4.6) 

The formula was designed so that the size of the array is larger for regions with a low 
threshold, i.e., regions with a high tweet volume, than for regions with a high 
threshold. Varying the parameter c affects the sensitivity of the algorithm. When 
using a low value for c, the model is expected to be relatively sensitive, whereas high 
c decrease sensitivity. A high sensitivity setting results in earlier and more frequent 
event detection, which could benefit applications such as disaster response. Although 
this setting is also more likely to yield false positive events, the event can be easily 
verified manually by reading the tweets, before deciding to act. By contrast, a low 
sensitivity setting could be used to create a relatively reliable event database. To test 
various settings, we performed three model runs, using c=1, c=2 and c=3 for a 
sensitive, balanced and strict run respectively. 

If the average corrected time between the tweets in a local array is also lower than 
the threshold θs, the region is set to the flood state. Figure 4.1 shows an example of 
corrected time intervals between tweets for a region with two suspected events: “a” 
and “b”. In this example, the threshold θs is set to 6 minutes. At “a,” the corrected 
time between two consecutive tweets is 5 minutes, which falls below the threshold, 
so an event is suspected. However, when accumulating several tweets in the local 
array, the average corrected time between tweets does not fall below the threshold, 
so the event is not confirmed. Later, at “b,” a new event is suspected. Now the 
average corrected time between tweets in the local array falls below the threshold, 
confirming the event and setting the region to the flood state. While the region is in 
the flood state, each new tweet is received and accumulated in the local array while 
the earliest tweet in the array is discarded. If the average corrected time between the 
accumulated tweets in the array falls above a threshold for the end of an event (θe), 
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or if no tweet was received over the last 24 hours, the region is set back to the normal 
state. 

 

Figure 4.1 Schematic example of the event detection algorithm. “a” and “b” show two time intervals 
where an event is suspected. At “a” the event is not confirmed because the average corrected time is 
above the threshold. At “b” the event is confirmed. 

For the threshold θs and θe, we respectively used 5% and 30% of the average expected 
time between consecutive tweets when no flood was occurring. To accurately 
determine these values, we use a spin-up period of 365 days. A period of 365 days 
was chosen to consider the (regional) popularity of Twitter at the time, while making 
sure the threshold is not heavily influenced by seasonality. At the start of the spin-
up period the thresholds are set using the average expected time interval between 
tweets posted during the whole spin-up period, ideally, not considering tweets posted 
during flood events or their aftermath. Unfortunately, no a-priori knowledge was 
available about the timing of flood events, while many regions do experience flood 
events. To correct for this, we do not consider the time differences between tweets 
posted on the days with the 30% highest number of tweets. While the algorithm 
analysed tweets posted during the spin-up period (i.e., the first 365 days), the initial 
threshold was gradually replaced by an adaptive threshold. This adaptive threshold 
is based on only the tweets that were posted when the region was in the normal state 
(i.e., no flood was ongoing) during the last 365 days, allowing for better reflection 
of the actual tweet volume within an area when no event was ongoing. After the first 
365 days of tweets were analysed, the initial threshold was completely replaced by 
the adaptive threshold and was continuously updated based on the intervals between 
tweets posted over the last 365 days, accommodating for (regional) changes in 
Twitter’s popularity. 

Where a burst was detected in a region, that region was set to the flood state. The 
first tweet that signalled a suspect burst was labelled as the start time of the event. 
For most events, the burst was confirmed a few tweets after the first tweet (Figure 
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4.1). This moment is labelled as the time of detection. The end time of an event was 
signalled when a region that was a flood state reverted to the normal state. When a 
new flood was detected within three days of the last flood in that same region, this 
event was considered a continuation of the previous event. 

4.2.6 Code availability 

The datasets generated have been created using code for Python 3.6, Elasticsearch 
6.6 and PostgreSQL 10.6. The code is available on GitHub 15. 

4.3 Data Records 
The detected flood events associated with this manuscript are available on Zenodo 16.  
The repository contains three comma-separated values (CSV) files (Table 4.2), each 
for one of the sensitivity settings described (sensitive, balanced and strict). Moreover, 
a visualization of the recorded and real-time events is available on 
www.globalfloodmonitor.org, based on the latest version of the detection algorithm. 
A similar event table, which includes the real-time events, is available under the 
download-button. Researchers can also obtain access to the input data consisting of 
88 million Tweet IDs for the purpose of non-commercial research and agree to 
Twitter Terms of Service, Privacy Policy, Developer Agreement, and Developer 
Policy. This data is available through Harvard Dataverse 17.  From these, the full 
tweets that have not been deleted or otherwise made unavailable can be obtained 
using the Twitter API. 

Table 4.2 The variable and their units for the detected events. 

ENTRY VARIABLE NAME UNIT NOTES ON VARIABLE 
1 Event ID - Unique ID for event 
2 Location ID - Location ID for the location in the 

GeoNames or OpenStreetMap 
database 

 

15 https://github.com/jensdebruijn/Global-Flood-Monitor 
16 https://doi.org/10.5281/zenodo.3525033  
17 https://doi.org/10.7910/DVN/T3ZFMR  

http://www.globalfloodmonitor.org/
https://github.com/jensdebruijn/Global-Flood-Monitor
https://doi.org/10.5281/zenodo.3525033
https://doi.org/10.7910/DVN/T3ZFMR
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3 Location name - Location name for the location in the 
GeoNames or OpenStreetMap 

database 
4 Location URL - URL to the location in the GeoNames 

or OpenStreetMap database 
5 Location type - Country, First order administrative 

subdivision 
6 ISO 3116 country 

code 
- Three letter country code 

7 Start time  Time Start date and time of the event 
8 End time Time End date and time of the event 
9 Time of detection Time Date and time of the detection of the 

event 

 

4.4 Technical Validation 
Out of the 87.6 million tweets mentioning at least one flood-related keyword, 30.9 
million remain after localization and 11.5 million tweets classified as flood related 
remained after filtering using the BERT classification algorithm. As an example of 
these tweets at the level of settlements, Figure 4.2 shows the river network of 
Germany, the Netherlands and Belgium overlaid by the mentioned locations during 
the floods in West Germany in January 2018. This shows that the located tweets are 
concentrated mainly in populated areas along the affected Rhine river. These tweets 
located at the level of settlements are later assigned to admin1 regions (section 4.2.3). 
The tweets that mention the country (i.e., Germany) or admin1 regions (i.e., states) 
are not shown here. 
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Figure 4.2 Tweets during the January 2018 floods in Germany, the Netherlands and Belgium. The 
tweets filtered tweets mentioning a settlement are shown in red overlaying populated areas (in grey) 
and the river network (in blue). Note that tweets that mention the country (i.e., Germany) or admin1 
regions (i.e., states) are not shown here. The map uses the Equidistant Cylindrical Projection. 

Using the detection algorithm, we found a total 13,942, 10,561 and 8,588 flood 
events after the spin-up period (between July 30, 2015 and November 20, 2018) 
using the sensitive, balanced and strict run respectively (Table 4.3). For further 
validation, we only consider events that start within this period, unless stated 
otherwise. It should also be noted that when a flood event affects more than one 
administrative area or country, it can also be detected in multiple administrative 
areas and scales. This implies that large flood events can be accounted for multiple 
times by our algorithm. 

Table 4.3: Number of events detected at the level of countries and first order administrative 
subdivisions for each sensitivity setting. 

 COUNTRY ADMIN1 
Sensitive 2,554 11,388 
Balanced 1,907 8,654 

Strict 1,545 7,043 
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Figure 4.3 shows a timeline of these events and the number of non-duplicate tweets 
aggregated per three days within these events, at a global scale (Figure 4.3a), for the 
United States (Figure 4.3b), for Indonesia (Figure 4.3c) and for Tanzania (Figure 
4.3d). The flooding in the United States clearly shows several hurricanes and tropical 
storms that hit its coastlines, as well as other riverine and flash floods. The flood 
patterns in Indonesia are related to the wet season, which runs from November to 
March. The exceptionally wet weather in Indonesia during the dry season, which 
runs from June to October of 2016, may be linked to La Niña conditions (Hendon, 
2003).  

 

Figure 4.3 Detected events and number of “relevant” tweets. The panels show detected events globally 
(a), in the United States (b), in Indonesia (c) and in Tanzania (d). Events in admin1 regions are 
included. This figure only shows tweets (in blue) when part of a detected event. A selection of events is 
labelled for reference. 

*The number of tweets is displayed as a 3-day average as otherwise the bars become too small to be 
visible in the figure. 
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4.4.1 Validation with reported events 
Figure 4.4a shows the number of events detected by our algorithm at admin 1 level, 
either aggregated by country or shown at admin 1 level, as well as the events recorded 
in Munich Re’s NatCatSERVICE. Due to the relatively short overlap between the 
databases the available data in NatCatSERVICE (1960-2016) and our detected 
events, the spin-up period is included. The data thus ranges from July 30, 2014, 
until December 31, 2016. Within this period, NatCatSERVICE records 1260 flood 
events in 154 countries, including the date of the event onset, end date, and its 
location, while we record 9,821 events at admin 1 level using the sensitive run within 
the same time period. Like other databases such as EM-DAT, the NatCatSERVICE 
database covers most of the large flood events around the world, but has limited 



A global database of historic and real-time flood events based on social media 

105 

records of small floods and events in developing countries with restricted 
connectivity (Kron et al., 2012). 

 

Figure 4.4 Comparison of detected events and NatCatSERVICE. Panel a shows the number of events 
detected by our algorithm at admin 1 level, either aggregated by country or shown at admin 1 level 
(yellow to green) and flood events in Munich RE’s NatCatSERVICE (black dots) between August 29, 
2014 and December 31, 2016 (model settings: sensitive). Panel b shows the match ratio [0-1] between 
NatCatSERVICE and our events detected at the level of admin 1 subdivisions aggregated per country.  
The labels show the total number of flood events recorded in NatCatSERVICE between August 29, 
2014 and December 31, 2016 (model settings: sensitive). 

The methods used in this manuscript based on Social media analytics and the 
methods for recording events in disaster databases such as NatCatSERVICE are 
different. For example, most traditional databases often only include flood events 
based on certain threshold (e.g., the amount of damage and number of people 
affected). In contrast, people on social media often refer to a flood event even if a 
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small number of streets is inundated. Therefore, online media databases and 
traditional databases are not directly comparable, but we do note that similar 
patterns appear (Figure 4.4b). Illustrative differences can be seen in areas such as the 
Philippines and Indonesia, whose first official language is accounted for in our 
algorithm. Here, we seem to find more events than listed in NatCatSERVICE. By 
contrast, more events are found by NatCatSERVICE in areas such as China and the 
Middle East, where languages like Mandarin and Arabic, which are not included in 
our algorithm, are widely spoken and Twitter penetration is lower. 

To further compare our detected events with NatCatSERVICE, we drew a buffer 
with a radius of 100 km around the main coordinate of each riverine flood, flash 
flood, or tsunami recorded in NatCatSERVICE between August 29, 2014 and 
December 31, 2016. Next, we check whether at least one of the events detected by 
our algorithm intersects the buffer around the NatCatSERVICE’s event within a 
range of 5 days and analyse the “match ratio” [0-1], defined as the ratio of events in 
NatCatSERVICE that is also detected by our algorithm. Similar to the previous 
analysis, the spin-up period is included due to the short overlap between both 
databases. In Figure 4.4b we show the match ratio for events detected at the level of 
admin 1 subdivisions, aggregated per country. In general, two major patterns emerge 
from the data: 1) countries for which we included the first official language in our 
model (Table 4.1) generally have a higher match ratio and 2) countries with a 
relatively high Twitter penetration (Hawelka et al., 2014) seem to have a higher 
match ratio. For example, countries where the first language is included in our study, 
including most Western countries, South America, the Philippines and Indonesia, 
show a relatively high match ratio. This may also be accounted for by the fact that 
these countries have a relatively high Twitter penetration. India, Myanmar and 
Thailand also show a high match ratio, even though Twitter penetration in these 
countries is relatively low. This might be explained by the fact that the floods in 
those countries received a good deal of media attention in the United Kingdom. In 
the case of India, the fact that English is recognized as an official language may also 
be a contributing factor. 

Table 4.4 shows that when the impact of flooding is larger in both financial and 
humanitarian terms (denoted as catastrophe class in NatCatSERVICE), the match 
ratio increases. This can be expected, since more severe events usually impact more 
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people and receive more news coverage, which increases the likelihood of people and 
organizations tweeting about an event. The match ratio is slightly lower when only 
the events detected at an admin 1 subdivision are taken into account, indicating that 
some events are only detected at the national level. Analysing only events detected at 
the admin 1 subdivision in countries whose first official language is included in our 
model results in a higher match ratio, indicating that the algorithm works better in 
those countries. This is also in line with the observations in Figure 4.4b. 

Table 4.4 Correlation per catastrophe class between detected events and NatCatSERVICE between 
July 30, 2014 and December 31, 2016 (model settings: sensitive). 

CATASTROPHE 
CLASS* 

NUMBER 
OF EVENTS IN 

NATCATSERVICE 
MATCH 
RATIO 

MATCH 
RATIO AT 
ADMIN 1 

MATCH 
RATIO AT 
ADMIN 1, 
OFFICIAL 

LANGUAGE 
ANALYSED 

0+ 1260 0.81 0.55 0.63 
1+ 772 0.86 0.58 0.68 
2+ 369 0.92 0.63 0.75 
3+ 124 0.96 0.73 0.89 
4+ 19 1.00 0.89 1.00 

*No event with class 5 or 6 occurred in the analysed period. 

 

To check for differences in internet use across countries, we calculated the match 
ratio for different income groups as defined by the World Bank (Table 4.5). We 
found the match ratio is slightly lower in low income countries, which can be 
expected due to an average lower Twitter penetration in those countries. 

Table 5 Correlation per income class between detected events and NatCatSERVICE between July 30, 
2014 and December 31, 2016 (model settings: sensitive). 

INCOME CLASS 
NUMBER OF 

EVENTS 
MATCH 
RATIO 

High income 359 0.90 
Upper middle income 401 0.81 
Lower middle income 386 0.83 
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Low income 108 0.74 

4.4.2 Manual validation of found events 
Because the majority of floods have remained unreported in the past (Kron et al., 
2012), no comprehensive database of flood events exists as is the case for earthquakes 

(Avvenuti et al., 2014). Moreover, an exact start and end time of these events is hard 
to estimate. While this further underscores the value of flood event detection from 
online media, it hampers the ability to establish both overall exact precision and 
recall scores using automated analysis. Therefore, we manually validated 100 
randomly selected flood events for the three model runs (sensitive, balanced and 
strict) by reading the tweets (Table 4.6). Here, we detect an event if the tweets appear 
to refer to an actual event, including the right time and location, and if people are 
referring to the event as a flood. In case of doubt, we check additional sources to 
confirm it is an actual flood event. If still unsure, we do not label it as a flood event. 
Moreover, we only consider events where flooding appears to be caused by excessive 
water from natural sources (e.g., we include dam breaches but not pipe bursts from 
the water supply). The most important reasons floods detected by our algorithm 
were not actual flood events are 1) wrong location assigned, 2) another topic (e.g., 
“increasing floods due to climate change” and “streets are flooding with protestors”), 
3) bursts of water pipes and 4) tweets relating to a historic disaster. 

Table 4.6 Number of detected events, their precision scores and the estimated number of true positive 
events for the three model runs between July 30, 2015 and November 20, 2018. 

 
SENSITIVE 

(C=1) 
BALANCED 

(C = 2) 
STRICT 
(C = 3) 

Number of events 13,931 10,551 8,588 
Precision 
(established through 
manual validation of 
100 events) 

0.76 0.87 0.90 

Estimated number of 
true positive events 
(correct events) 

10,600 9,200 7,700 

 



A global database of historic and real-time flood events based on social media 

109 

Table 4.6 shows the effect of changing parameter c on the precision (equation 1) of 
the algorithm. As expected, when the constants c is lowered, more events are found 
by the algorithm. In the strict run (c=3), we found the highest percentage of correct 
events (90%), while the sensitive run (c=1) had the lowest percentage of correctly 
detected events (76%). Because the total number of actual flood events is unknown, 
exact recall (equation 2) measures cannot be established. However, we can analyse 
the relative change between runs by estimating the total number of correct events at 
around 10,600 for the sensitive run and approximately 7,700 for the strict run. Since 
the number of actual events is the same in both cases, we can derive that recall is 
approximately 37% higher in the most sensitive run (c=1) comparted to the strict 
run (c=3).  

Finally, we analysed events from the sensitive run that were not registered in 
NatCatSERVICE between the end of the spin-up period (July 30, 3015) and the 
last available events in NatCatSERVICE (December 31, 2015). To do so, we created 
a 100 km buffer and 5-day time window around each event coordinate in 
NatCatSERVICE, similar to the methodology used to establish the match ratio. 
Then, we selected the events that did not intersect any buffer, both in space and 
time. We find that out of 1,769 events detected using our algorithm during this 
period, 1,168 were not available in NatCatSERVICE (~66%). From these events 
that were unregistered in NatCatSERVICE, we randomly selected 100 events for 
manual validation and found that 62% of them was an actual event. This is in line 
with previous observations that the majority of floods are undetected and are 
therefore not included in disaster databases (Kron et al., 2012). This shows that social 
media can be a valuable complementary source for monitoring flood events. 

4.5 Usage Notes 
Our Twitter algorithm runs in real-time and all data obtained (historic and real-
time) is published on a freely accessible web platform 
(www.globalfloodmonitor.org), and can be immediately applied to a wide range of 
applications. Our algorithm finds a higher number of flood events available within 
a much shorter time frame than traditional disaster databases and can be used to 
serve several applications, including: 

http://www.globalfloodmonitor.org/
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- The validation of flood forecasting models. Several flood forecasting models 
are currently in use or being developed. However, these forecasting models 
require large amounts of data to both validate and calibrate the models. This 
data continues to remain scarce (Kauffeldt et al., 2016; Weerts et al., 2011). 

- As the output of the described algorithm is available in real-time, it could 
be used for data assimilation in flood prediction models. 

- The tasking of satellites. During natural hazards, satellites can be tasked (i.e., 
pointing satellites to an area of interest) to obtain more frequent imagery of 
the impacted area to improve event extent detection, disaster response and 
recovery (Dottori et al., 2016; Revilla-Romero et al., 2015). As our 
algorithm operates in real time, it allows for rapid identification of events 
and the immediate tasking of satellites. 

- The use of instantly detected events for disaster response agencies. While 
detection on admin 1 level is relatively coarse for most countries, the 
relevant tweets can be easily reviewed by response agencies to obtain more 
detailed information.  

- The support of applications that depend on historical flood information, 
such as forecast based financing schemes (Cools et al., 2016; Coughlan De 
Perez et al., 2015). 

We should note that social media data is not evenly distributed over the globe and 
is heavily dependent on a variety of factors including population density, socio-
economic development, access to the internet, and regional preferences for specific 
platforms. Additionally, Twitter usage is not evenly distributed over time. The 
platform’s popularity varies over time and user activity is not evenly distributed 
throughout the day. Therefore, this method should be considered as a 
complementary method for detecting, and providing information on floods, 
alongside other methods, each hampered with their own shortcomings. 
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5| Using online media to create event-
specific vulnerability functions using 

Bayesian updating 
 

Rapid impact assessments after disasters are crucial to enable rapid and 
effective mobilization of resources for response and recovery efforts. These 
assessments are often performed by analyzing the three components of risk: hazard, 
exposure and vulnerability. The vulnerability of buildings is often represented by a 
curve linking the severity of the hazard to a specific damage ratio. However, these 
curves are often constructed using historic insurance data or expert judgments, which 
reduces their applicability for the characteristics of the specific hazard and building 
stock. This paper outlines an approach to the creation of event-specific vulnerability 
curves, using Bayesian statistics (i.e., the zero-one inflated beta distribution) to 
update a pre-existing vulnerability curve (i.e., the prior) with observed impact data 
on the affected area derived from social media. The approach is applied in a case 
study of Hurricane Dorian, which hit the Bahamas in September 2019. We analyzed 
footage shot predominantly from unmanned aerial vehicles (UAVs) and other 
airborne vehicles posted on YouTube in the first 10 days after the disaster. Due to 
its Bayesian nature, the approach can be used regardless of the amount of data 
available as it balances the contribution of the prior and the observations. Using the 
event-specific vulnerability curves, we found that wind damage to the residential 
buildings was 16% lower than that calculated using pre-existing vulnerability curves 
(i.e., the priors). 

This chapter is submitted as: 
de Bruijn, J. A., Daniel, J.E., Pomonis, A., Gunasekera, R., Macabuag, J., de 
Ruiter, S.P, Koopman, S.J., Bloemendaal, N., Aerts, J.C.H.C. Using online media 
to create event-specific vulnerability functions using Bayesian updating: A case 
study of Hurricane Dorian. 
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5.1 Introduction 
Natural hazards, such as tropical cyclones (Mendelsohn et al., 2012), floods 
(Winsemius et al., 2016) and earthquakes (Bilham, 2009), affect millions of people 
and cost billions of dollars in damages every year. Their impacts are expected to 
increase further (Cutter et al., 2015) often attributed to factors such as climate 
change (Mora et al., 2018) and increasing exposure (Bouwer, 2011). Damage 
assessment immediately after a natural disaster is crucial to enable rescue and relief 
organizations to mobilize resources for response and recovery processes (Kryvasheyeu 
et al., 2016). However, detailed and accurate assessments often take months to 
complete (UNDP, World Bank, 2013). Therefore, the World Bank has recently 
employed the Global RApid post-disaster Damage Estimation (GRADE) approach 
to rapidly estimate damages to physical assets after major disasters (Gunasekera et 
al., 2018). 

Damage estimations are commonly modeled using the three components of risk: 
hazard, exposure and vulnerability (Desai et al., 2015). Hazard is defined as a 
potentially damaging event, exposure as the elements subject to damage and losses 
as a result of a hazard and vulnerability as “the conditions determined by physical, 
social, economic and environmental factors or processes which increase the 
susceptibility of an individual, a community, assets or systems to the impacts of 
hazards” (UNISDR, 2016). Vulnerability and fragility functions are commonly used 
to model damage to buildings due to natural disasters. These functions typically 
relate a measure of impact, such as wind speed (Pita et al., 2015), water depth (de 
Moel et al., 2013) or ground motion (Li et al., 2013), to damage. These relations are 
mostly based on previous insurance claims, experiments or expert judgment and are 
often only applicable to particular hazard characteristics and specific built 
environments (Chung Yau et al., 2011; Douglas, 2007; Pita et al., 2013).  

Observations, such as those from surveys (Wijayanti et al., 2017), can improve the 
accuracy of damage estimates (Douglas, 2007). However, affected areas are often 
difficult to access following a disaster (Bono and Gutiérrez, 2011), and human 
resources are often limited (Koshimura et al., 2009). Data sources such as social 
media (Kryvasheyeu et al., 2016), unmanned aerial vehicles (UAVs) (Kim and 
Davidson, 2015) and other remote sensing techniques can provide detailed 
observations of losses quickly during and after a disaster. However, the amount of 
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data is heavily dependent on the characteristics of the disaster area, such as the 
number of people that are able to use social media (de Bruijn et al., 2019; Yu et al., 
2018) and cultural differences (Cho et al., 2009). 

A scientific challenge is to seek for methods that use observations from the affected 
area to improve vulnerability curves. An example of such method is Bayesian 
analysis, which enables the updating of prior beliefs (e.g., beliefs based on expert 
judgment) with observational data, irrespective of the amount of data available 
(Koutsourelakis, 2010). The balance between prior information and observational 
data depends on the number of observations and the level of uncertainty in both the 
observations and the prior beliefs. 

Bayesian updating of fragility functions (i.e., the probability of exceeding a certain 
damage state) has been employed in numerous studies. For example, Li et al. (2013) 
combined results from numerical simulations and experimental testing of bridge 
substructures with Bayesian updating to obtain improved earthquake fragility 
functions. Mishra et al. (2017) updated and quantified the uncertainty of analytical 
fragility functions for wood-frame buildings with experimental data. In another 
study, a Bayesian framework was designed to create fragility functions for 
earthquakes (Koutsourelakis, 2010). However, from a risk management perspective, 
vulnerability functions (where damage is represented as a damage ratio) are more 
desirable, as they measure the actual capacity of the built environment in an event 
(Rossetto et al., 2015). 

In this chapter, we aim to improve existing vulnerability functions employed in 
GRADE assessments by updating these functions with post-disaster observations 
using Bayesian zero-one inflated beta regression (Ospina and Ferrari, 2010). The 
method is applied to a case study of tropical cyclone wind damage in the Bahamas 
caused by Hurricane Dorian in September 2019. The observations were obtained 
from online media reports (i.e., YouTube) in the days following the disaster. This 
data includes some ground observations from driving cars but is mostly composed 
of observations from UAVs and videos shot from other airborne vehicles. In the 
remainder of this paper, we describe the general methodology (section 5.2) and its 
application to the Bahamas (section 5.3). We also discuss the applicability of the 
proposed method to other disaster types and different data sources. 



Chapter 5 

116 

5.2 Methodology 
Bayesian updating or inference refers to the process of updating existing knowledge, 
expressed in a prior distribution 𝑃𝑃(Θ), with new information to find the posterior 
distribution 𝑃𝑃(Θ|Χ). Mathematically this is expressed as 

𝑃𝑃(Θ|Χ) ∝ 𝑃𝑃(X|Θ) ∗ 𝑃𝑃(Θ) (5.1) 

Here, Θ  refers to the set of parameters (𝜃𝜃1, … ,𝜃𝜃𝑛𝑛)  for the distribution. The 
posterior distribution 𝑃𝑃(Θ|Χ)  is obtained by multiplying the prior distribution 
𝑃𝑃(Θ) by the likelihood distribution 𝑃𝑃(X|Θ) (i.e., the probability of seeing some 
observations X given parameter set Θ) and a normalizing constant. The normalizing 
constant 𝑃𝑃(𝑋𝑋) is omitted here since this is automatically determined during the 
process of Gibbs sampling (see below; Plummer, 2003a). It should be noted that 
𝑃𝑃(X|Θ) is also frequently written as 𝐿𝐿(Θ|Χ). 

Following the Bayesian framework, the prior distribution 𝑃𝑃(Θ)  for vulnerability 
must be defined. The vulnerability of the building stock can be expressed as a curve 
that maps wind speed as the explanatory variable (𝑝𝑝1, … , 𝑝𝑝𝑛𝑛) to a damage ratio from 
0 to 1 (inclusive) as the response variable (𝑦𝑦1, … ,𝑦𝑦𝑛𝑛). Fragility curves of individual 
components of buildings (e.g., roof sheathing and nails) are widely regarded as 
following a cumulative lognormal distribution (Ellingwood et al., 2004; Lee and 
Rosowsky, 2005; Li and Ellingwood, 2006). Assuming identical fragility curves for 
individual components and independence of failure, a vulnerability curve for a 
building follows that same cumulative lognormal distribution (Holmes, 1996): 

𝑦𝑦 = Φ�
ln(𝑝𝑝 𝛼𝛼⁄ )

𝛽𝛽
� (5.2) 

where 𝑦𝑦 𝜖𝜖 (0,1) is the damage ratio, 𝛼𝛼 the median capacity of the building stock, 𝛽𝛽 
the logarithmic standard deviation of that capacity, Φ(∙) the cumulative probability 
density function for the standard normal distribution and 𝑝𝑝  the sustained wind 
speed. While 𝛼𝛼  and 𝛽𝛽  can be expressed deterministically, both parameters are 
uncertain and can be expressed as the random variables 𝜃𝜃1 and 𝜃𝜃2, respectively. 

For proportional data, the beta distribution is often used as the likelihood function 
𝑃𝑃(X|Θ) (Gupta and Nadarajah, 2004) because it supports a wide range of shapes on 
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the interval (0, 1). Its probability density function, re-parameterized in terms of 
mean 𝜇𝜇 and precision 𝜑𝜑, is given by Ferrari and Cribari-Neto (2004): 

𝑓𝑓𝑏𝑏𝑏𝑏𝑡𝑡𝑏𝑏(𝑦𝑦; 𝜇𝜇,𝜑𝜑) =
Γ(𝜑𝜑)

Γ(𝜇𝜇𝜑𝜑)Γ�(1− 𝜇𝜇)𝜑𝜑� 
𝑦𝑦𝜇𝜇𝜇𝜇−1(1 − 𝑦𝑦)(1−𝜇𝜇)𝜇𝜇−1𝑦𝑦 ∈ (0,1) (5.3) 

where Γ is the gamma function. 

However, observations of the damage ratio can be true values of zero (i.e., no 
damage) and one (i.e., complete destruction), which are not supported by the beta 
distribution. In fact, such observations are more frequent because the assumption 
that the individual building components of buildings fail independently does not 
always hold. For example, houses are often completely destroyed (i.e., damage ratio 
of 1) due to the collapse of an important fundament (Keote et al., 2015) or complete 
displacement of the entire building (Shultz et al., 2005). By contrast, houses may be 
completely undamaged due to their environment or protection measures, such as 
shielding by other standing buildings (Keote et al., 2015). Using the zero-one 
inflated beta distribution enables us to explicitly model these 0 and 1 observations 
through 𝜋𝜋1 and 𝜋𝜋2, respectively. 

Therefore, for proportional response variables 𝑦𝑦𝑖𝑖 ∈ [0,1], Ospina and Ferrari (2010) 
propose a zero-one inflated beta regression. Here, the response variable (𝑦𝑦1, … ,𝑦𝑦𝑛𝑛) 
is modeled as a mixture of 𝜋𝜋0 , the probability that 𝑦𝑦 = 0 ; 𝜋𝜋1 , the conditional 
probability 𝑃𝑃𝑃𝑃(𝑦𝑦 = 1 | 𝑦𝑦 ≠ 0); and the beta distribution with expected value 𝜇𝜇𝑦𝑦 
and precision 𝜑𝜑 for the values between 0 and 1 (0 − 1). Its probability density 
function is given by: 

𝑓𝑓𝑍𝑍𝑍𝑍𝑍𝑍𝑍𝑍(𝑦𝑦; 𝜋𝜋0,𝜋𝜋1 ,𝜇𝜇,𝜑𝜑) = �
𝜋𝜋0                                                                   𝑃𝑃𝑓𝑓 𝑦𝑦 = 0         
(1−𝜋𝜋0)𝜋𝜋1                                                   𝑃𝑃𝑓𝑓 𝑦𝑦 = 1          
(1−𝜋𝜋0)(1−𝜋𝜋1)𝑓𝑓𝑏𝑏𝑏𝑏𝑡𝑡𝑏𝑏�𝑦𝑦; 𝜇𝜇𝑦𝑦 ,𝜑𝜑�           𝑃𝑃𝑓𝑓 𝑦𝑦 ∈ (0,1)   

(5.4) 

By employing this distribution with proper parameterization (section 5.3.3), we can 
model a process where it is highly probable that the damage ratio is 0 for low wind 
speed and 1 for high wind speed. For a wind speed in between, it is likely that 𝑦𝑦 is 
modelled on the continuous scale (0-1) through the beta distribution. We base the 
equation for 𝜇𝜇𝑦𝑦 on Equation 5.2 presented above: 
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𝜇𝜇𝑦𝑦 = Φ�
ln(𝑝𝑝 𝜃𝜃1⁄ )

𝜃𝜃2
� (5.5) 

For 𝜋𝜋0 and 𝜋𝜋1 we specify a linear relationship with 𝑝𝑝 on the logit scale as follows: 

𝜋𝜋0 = 𝑓𝑓𝑃𝑃𝑛𝑛𝑃𝑃𝑡𝑡−1(𝜃𝜃3 + 𝜃𝜃4𝑝𝑝) (5.6) 

𝜋𝜋1 = 𝑓𝑓𝑃𝑃𝑛𝑛𝑃𝑃𝑡𝑡−1(𝜃𝜃5 + 𝜃𝜃6𝑝𝑝) (5.7) 

The parameters 𝜃𝜃1−6  in Equations 5.5–5.7 are assumed to follow normal 
distributions with some mean and standard deviation. 

Finally, the prior distribution (Equations 5.4-5.7 and parameters 𝜃𝜃1 , … ,𝜃𝜃6) can be 
updated with some observations with the wind speed as the explanatory variable 
(𝑝𝑝1, … , 𝑝𝑝𝑛𝑛)  and the corresponding response variables (𝑦𝑦1, … ,𝑦𝑦𝑛𝑛)  using Gibbs 
sampling, which is a Markov chain Monte Carlo (MCMC) algorithm. For the 
purpose of Gibbs sampling, the predictor variable 𝑝𝑝  is normalized such that 
𝑝𝑝� 𝜖𝜖 (0,1] by dividing 𝑝𝑝 by the maximum observed wind speed (i.e., max (𝑝𝑝)). All 
other input variables are scaled accordingly. Then, samples of the posterior 
distribution are generated using the Just Another Gibbs Sampler program (JAGS; 
Plummer, 2003b). We first use 1,000 iterations to tune the samplers (i.e., 
adaptation), 1,000 iterations as a burn-in to find the place where the Markov chain 
is most representative of the sampled distribution, followed by 10,000 iterations in 
three chains with a thinning of 10. 

5.3 Case study of Hurricane Dorian 
In this section, the methodology for updating vulnerability curves described above 
is applied to a rapid damage estimation of Hurricane Dorian in Grand Bahama and 
the Abaco Islands, the northernmost main islands of the Bahamas. First, the hazard 
(section 3.1) and exposure components (section 3.2) are briefly described. Then, 
section 3.3 discusses the collection of observations for the vulnerability component 
and the Bayesian updating process. Finally, these three components of risk are 
combined to obtain a final damage estimate (section 3.4). It should be noted that all 
data sources had to have been collectible in the first 10 days following the first 
landfall of the Hurricane in the Bahamas to be eligible for the rapid damage estimate. 
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5.3.1 Hazard 
During the hurricane season of 2019, Tropical Storm Dorian formed above the 
Atlantic Ocean and began tracking through the Lesser Antilles and eastern Puerto 
Rico and toward the Bahamas. On September 1st, it was classified as a Category 5 
storm and reached maximum sustained wind speeds of over 300 km/h. At around 
16:40 UTC, the storm made landfall on Elbow Cay. Thereafter, the forward speed 
of the hurricane slowed significantly to ~8 km/h, tracking slowly across The Abaco 
Islands. It then tracked westwards, traversing Grand Bahama, where it almost stalled 
with a forward speed of just 2 km/h, before finally turning north toward the United 
States and Canada. In this study, we derived the wind field from center of the eye, 
which we obtained from the ARCHER satellite and interpolated reconnaissance data 
to estimate the wind swaths (Figure 5.1). 

 
Figure 5.1 Maximum 10-second average wind speed (SFMR) of Hurricane Dorian above the Bahamas; 
time is in UTC. The map uses the Equirectangular projection of the WGS84 geographic coordinate 
system. 
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5.3.2 Exposure 
To determine the exposure of the residential buildings on the Abaco and Grand 
Bahama Islands, we consulted the 2000 and 2010 Population and Housing Census 
of the Bahamas (Department of Statistics, 2012, 2002). The census contains 
information about the housing stock. Specifically, it contains data on residential 
buildings and occupied and vacant dwelling units for each settlement and 
enumeration district in the Abaco Islands and each supervisory district in Grand 
Bahama, as well as the number of bedrooms and the total annual household income 
for each household size. In the Abaco Islands (and to a lesser extent in Grand 
Bahama), the proportion of vacant housing stock is relatively high as the islands are 
a tourist destination, and many homes are owned or rented by vacationers. The 
Abaco Islands also has many migrant communities (mainly working in the service 
sectors for the tourism industry), who reside in low-quality housing in several 
informal settlements, such as the Mudd and the Pigeon Peas settlements. Other 
settlements are occupied by the local Bahamian population, while tourists and 
foreign citizens, often reside in high-value homes and resorts. 

To account for this heterogeneity, all settlements and supervisory districts 
(“regions”) were mapped individually and the value of residential buildings within 
three building classes (low-, medium- and high-quality) was estimated for each 
region. We first estimated the number and area of buildings per building type in 
each region. To do so, we consulted building footprints from OpenStreetMap (and 
found 16,100 and 12,500 building footprints in Grand Bahama and the Abaco 
Islands respectively). We estimated the housing stock in 2019 by projecting data 
from the 2000 and 2010 census onto 2019, taking official population projections 
into account (Department of Statistics, 2015) and estimated the floor area of the 
dwellings using data on the number of bedrooms. We also consulted the Bahamas 
2013 Household Expenditure Survey (Department of Statistics, 2016), which 
provided information about household consumption quintiles and housing 
conditions, such as type of dwelling, number of rooms, bedrooms, period of 
construction of the dwelling, type of tenure, type of construction material used for 
the outer walls, the roof cover and the floors. 

Next, we estimated the unit cost of construction of the building classes based on 
housing prices provided by real estate agents, building contractors and a census of 
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informal settlements in the Abaco Islands (Shanty Town Task Force, 2018). Finally, 
we consulted the Annual Building Construction Statistics Reports (e.g., Department 
of Statistics, 2018), which contain data on the investment values of newly 
constructed buildings. Figure 5.2 shows the reported monetary value of low-quality 
buildings per region (See Appendix A for values of medium- and high-quality 
buildings; note the adjusted scales). Since no official maps of the regions were 
available, we determined the coordinates of the population centers for each region. 
All maps are presented as Voronoi diagrams (i.e., partitioned into regions closest to 
each center point) based on these centroids.  

  

Figure 5.2 Value of low-quality buildings per region. The map uses the Equirectangular projection of 
the WGS84 geographic coordinate system. 

5.3.3 Vulnerability 
To derive event-specific vulnerability curves, we aimed to update vulnerability curves 
derived from previous hurricane observations in similar built environments using 
damage observations for individual buildings in the affected area. Therefore, we 
analyzed all 498 YouTube videos that were listed when we searched for “Bahamas 
Dorian” and that were posted in the 10 days after the first landfall of Hurricane 
Dorian in the Bahamas (September 1st–9th). We then analyzed all videos that 1) 
showed an overview of an area or a row of buildings (to ensure the sample was as 
representative as possible), 2) that we were able to geotag (i.e., locate) and 3) that 
showed buildings that did not appear to have undergone extensive flood damage. 
This resulted in a set of 15 videos (Appendix B), from which we extracted 732 
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buildings. Figure 5.3 depicts two examples of buildings extracted from the videos. 
By comparing the footage with satellite imagery of the area before the hurricane, we 
ensured that all buildings in an observed area or row of buildings were analyzed, 
including those that completely disappeared in the storm. 

 

Figure 5.3 Footage from “Dorian's Destruction of Treasure Cay, Abaco Bahamas” 
(https://www.youtube.com/watch?v=hvCQtLWW-y4) containing (left) a medium quality building 
with structural detailing with roof damage and water intrusion to part of the building’s structure, non-
structural damage (ca. 25% damage) and (right) a low quality building (with minor structural 
detailing), missing its front wall, roof damage, and significant debris (ca. 50% damage). 

Then, the damage ratio [0-1] and building class (i.e., low-, medium, and high-
quality) were estimated for each building. Based on experience in post-disaster 
damage assessment in insurance, economic damage ratios were estimated based on 
the damage seen in the value of subcomponents of the structure and their relative 
values and interactions as a whole as per Massarra et al. (2019). In some areas, 
especially those with low-quality houses, it was difficult to extract an image of each 
individual building due to the large amount of destruction and displacement. In 
such cases, we estimated the number of buildings per level of damage from pre-event 
satellite imagery. 

Next, we derived a prior (i.e., a vulnerability curve based on pre-existing knowledge; 
section 5.2) for each building class by estimating the parameters based on expert 
judgment of the strength of the buildings in similar built environments.  Such curves 
have fitted the results of previous PDNAs within the Caribbean for stronger wind 
events for economic damage, and provide similar smoothed curves to existing models 
in the region such as those presented in the UNDRR’s Global Assessment Report 
on Disaster Risk Reduction (UNISDR, 2015) for developed locations.  Figure 5.4 

https://www.youtube.com/watch?v=hvCQtLWW-y4
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shows the parameters 𝛼𝛼 and 𝛽𝛽 of these curves for the three housing qualities and the 
associated damage ratio for low-quality buildings for each. 

 

Figure 5.4 Vulnerability functions for low-, medium- and high-quality buildings (left) and damage 
ratios for low-quality buildings in Grand Bahama and the Abaco Islands (right). The map uses the 
Equirectangular projection of the WGS84 geographic coordinate system. 

We then set the priors (Figure 5.5) for 𝜇𝜇𝜃𝜃1  and 𝜇𝜇𝜃𝜃2  (Equation 5.5) using the 
specified values of 𝛼𝛼  and 𝛽𝛽  for each building class; 𝜎𝜎𝜃𝜃1 was set to 15 using the 
uncertainty range expressed in the fragility curves for a specific damage state (i.e., the 
range of wind gust speed that causes a specific damage state) in HAZUS (a tool for 
analyzing natural hazards in the United States) for a similar built environment 
(Vickery et al., 2006) and 𝜎𝜎𝜃𝜃2 was set to 0.03 to allow for uncertainty of the building 
typology. The values of the means and standard deviations of 𝜃𝜃3−6 (Equations 5.6, 
5.7) were set such that the probability 𝜋𝜋0 is near one when 𝜇𝜇𝑦𝑦 is near zero and 𝜋𝜋0 
near zero when 𝜇𝜇𝑦𝑦 is near one. Conversely, 𝜋𝜋1 is set such that its value is near one 
when 𝜇𝜇𝑦𝑦 is near one and 𝜋𝜋1 near zero when 𝜇𝜇𝑦𝑦 is near zero. This is explained in full 
in Appendix C. For precision parameter 𝜑𝜑, we set an uninformed uniform prior. 

For each building’s observed damage ratio (𝑦𝑦1, … ,𝑦𝑦𝑛𝑛)  ∈  [0,1] , the maximum 
sustained wind speed (𝑝𝑝1, … , 𝑝𝑝𝑛𝑛) was obtained using the location of the building 
(section 3.1). Finally, using these observations we performed Gibbs sampling to 
obtain the posterior distribution (Figure 5.5; section 5.2). In Figure 5.5, the upper 
row (a-c) shows the prior vulnerability curves, whereas the lower row (d-f) shows the 
posterior curves. From left to right the columns represent the vulnerability curves for 
low- (a, d), medium- (b, e) and high-quality (c, f) buildings. The red, blue and green 
colors denote respectively 𝜋𝜋0, 𝜋𝜋1 and 𝜇𝜇𝑦𝑦. The solid line represents the median (𝑃𝑃50), 
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the dashed lines (𝑃𝑃25−75)  represent the 25th and 75th percentile and the shaded area 
represents the 10th-90th percentile range. 

Comparing the top and the bottom row, the curves for all building types have shifted 
substantially showing the result of the Bayesian updating. Note that for the posterior 
vulnerability curves for low-quality buildings (bottom left; d) it appears that there is 
a significant probability that the building is entirely destroyed (green curve). 
However this is not the case since 𝜋𝜋1is the conditional probability that the damage 
ratio is one given that the damage ratio is not zero (𝑃𝑃𝑃𝑃(𝑦𝑦 = 1 | 𝑦𝑦 ≠ 0); equation 
5.4). For example, at a sustained wind speed of 100 km/h the probability that the 
damage ratio is zero is near one thus the expected value of the damage ratio is near 
zero rather than the ~0.08 as it first appears in the figure. 

 
Figure 5.5 Visualization of observations, priors and posteriors 25th, 50th (median), 75th percentile and 
the 10th–90th percentile range for low, medium- and high-quality buildings. 

5.3.4 Damage estimation 
Finally, the three components of risk were combined (i.e., hazard × exposure × 
vulnerability) to obtain a damage estimation for residential buildings (Table 5.1; 
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Figure 5.6) of 870 million USD using the prior vulnerability curves versus an 
estimate of 727 million USD using posterior curves (i.e., ~16% lower). It should be 
noted that we used the coordinates of the population center determined for each 
region (section 3.2) to extract the wind speed data (section 3.1). 

Table 5.1 Damage for residential buildings per building class derived from prior and posterior 
distributions. 

 

PRIOR 
(MILLION 

USD) 

POSTERIOR 
(MILLION 

USD) 
Low 176 177 

Medium 318 230 
High 376 321 
Total 870 727 

 

 
Figure 5.6 Damage to low-, medium- and high-quality housing combined derived from prior and 
posterior vulnerability curves. The map uses the Equirectangular projection of the WGS84 geographic 
coordinate system. 

5.4 Discussion and conclusions 
In this paper, we present a framework that uses Bayesian updating with social media 
data (YouTube videos) to create event-specific vulnerability curves. This framework 
uses the zero-one inflated beta distribution, which allows us to use post-disaster 
observations to create vulnerability curves that have been adjusted for local hazard 
and building characteristics. We demonstrate their application in a rapid damage 
assessment of structural damage to buildings caused by Hurricane Dorian in the 
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Bahamas. In our estimation, wind damage to residential buildings is 16% lower 
compared to that calculated using pre-existing vulnerability curves (i.e., the priors). 

While damage assessments of hurricane Dorian are available (ECLAC et al., 2019), 
direct validation of the derived vulnerability curves cannot be performed based on 
these reports for various reasons. Most importantly, the actual damage is dependent 
on building strength and hazard characteristics at that location. Due to the 
uncertainties in the exposure and wind field used in this research, the vulnerability 
component cannot be deduced from the overall reported damage. Additionally, the 
report investigated all damage from the hurricane, while this work only estimates the 
wind damages. This does, however, mean that further application and validation of 
this method is necessary before it can be relied upon for actual recovery efforts. 

However, using social media data to assess building damages has several limitations. 
Observations from online media are biased, and some demographic groups have 
easier access to internet resources than other groups (Duggan and Brenner, 2013). 
In addition, observations tend to focus on the most impacted areas, as these are more 
newsworthy (Miles and Morse, 2007). While we have aimed to reduce this bias by 
only including footage that showed relatively large areas, we found very little footage 
of the less severely impacted parts of the islands, such as the northern and southern 
tips of the Abaco Islands. 

Moreover, the large spread in the observations (Figure 5) shows that vulnerability is 
a complex concept. The vulnerability of a single building or part of building to a 
specific hazard is determined by many factors. In this paper, we only considered 
sustained wind speed. However, rainfall patterns and other environmental factors 
could also be important (Hatzikyriakou et al., 2016; Knapp et al., 2010). In 
addition, while we used three different building classes, the real variation in the 
strength of these buildings cannot be captured by three relatively simple curves. 

The variation in building classes was also difficult to capture. For our case study, we 
based our classification of damaged buildings on post-disaster imagery. While we 
aimed to deduce the building quality class from the building structure rather than 
from the damage to the building, it is likely that bias was introduced in the 
classification. A better approach would be to use pre-disaster imagery (e.g., Google 
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Street View or Mapillary) or, even better, pre-building construction data. 
Unfortunately, these were unavailable for the Grand Bahamas and the Abaco Islands. 

We applied the method using observations from online media. However, point 
observations from other sources could also be used. For example, survey data 
collected by experts or insurance claims would likely be more reliable. However, the 
availability of such observations from such sources during the first days following a 
disaster is generally limited, which reduces their applicability for rapid damage 
assessments. Our method could be applied to other hazard types, such as floods and 
earthquakes. However, building damage caused by standing water may be more 
difficult to observe from pictures than structural damage caused by earthquakes. 
Therefore, for floods additional data, such as data from surveys or insurance reports, 
may be required. 
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6| Synthesis 
To advance our ability to effectively employ social media data in disaster risk 
management, the main goal of this thesis was defined as follows: 

“To improve disaster risk management using social media information 
by developing algorithms to extract disaster-related information from 
social media and to integrate this information in disaster management 
applications.” 

This goal was addressed in chapters 2–5 by fulfilling the four objectives defined in 
chapter 1. The final chapter of this thesis first revisits these objectives and 
summarizes the main response and subsequently discusses several remaining 
challenges and avenues for future research and applications. Finally, some final 
remarks on privacy issues are made. 

6.1 Key research findings 
Objective 1 | To assess how geo-localization of tweets can be improved 

Using a global dataset of 55.1 million tweets mentioning at least one flood-related 
keyword in one of 12 languages collected over approximately three years, chapter 2 
outlines a geoparsing algorithm that can extract and localize mentions of countries, 
administrative subdivisions and settlements from a tweet’s text. The algorithm first 
matches consecutive word tokens (i.e., n-grams) of an individual tweet to a gazetteer 
(i.e., geographical dictionary) that was constructed from the GeoNames database. 
This yielded a list of candidate locations (e.g., “Boston, UK,” and “Boston, 
Massachusetts”) for each toponym listed in the gazetteer. Then, additional spatial 
indicators were collected, such as the user’s time zone, the user’s hometown, and the 
language in which the tweet was written, to assign a score for each individual 
candidate location. A higher score indicated more matches with other spatial 
indicators. For example, if the candidate location and user’s home were 
geographically close, the score was higher than when they were far apart. The 
algorithm then grouped all tweets that referenced the same toponym (e.g., Boston) 
that were posted during a scanning window (e.g., a day), summing the scores for 
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each candidate location. Finally, the candidate location with the highest score was 
selected and assigned to all tweets within the group. 

Validation of the algorithm with a manually labeled dataset using default settings 
showed that it attained a recall of 0.82 and precision of 0.91 (F1-score 0.865) in a 
geo-unconstrained geoparsing task. In all settings, the same algorithm without the 
grouping mechanism scored substantially worse across all metrics. We also showed 
that the algorithm performs better when many tweets are posted about a relatively 
limited number of locations. This can be expected, as the groups of tweets for each 
toponym is larger on average, and thus more spatial information is available. 

Applying the algorithm to all 55.1 million collected tweets, we found 15.8 million 
tweets that mentioned a single location and 3.4 million tweets that mentioned more 
than one location. These location references were consisted of 11.2, 5.1 and 4.6 
million references to towns, administrative subdivisions and countries, respectively. 

 

Objective 2 | To improve the filtering of tweets related to ongoing flood hazards 
using contextual geographical data 

By nature, tweets are short, written in a large number of languages, error prone, 
contain slang and are often ungrammatical, thus introducing several difficulties for 
the algorithm. These issues make it difficult to filter tweets about ongoing flood 
events. One important hurdle is the short length of a tweet’s text, which often misses 
details that are important for an unfamiliar reader to comprehend the text. 
Therefore, pre-existing knowledge and context are necessary to fully comprehend a 
tweet. 

Chapter 3 showed that a classification algorithm can better separate tweets about 
ongoing flood events from tweets about other topics when hydrological contextual 
data is used. To show this, 4,000 tweets in English, French, Indonesian and Spanish 
were extracted from a database of 6.84 million flood-related tweets that mention a 
single settlement as well as a predefined, flood-related keyword between July 29, 
2014 and November 11, 2018. Next, textual and hydrological features were derived 
for each tweet and used as input for the classification algorithm. For the textual 
features, each word of the tweet's text was converted to a one-dimensional vector 
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using fastText word embeddings that were converted to a single, multilingual vector 
space using the MUSE library. To derive the hydrological features, the local 
hydrological sub-basin where the mentioned settlement was located, and its 
upstream basins were selected. Finally, 72 different rainfall statistics (e.g., percentile 
accumulated rainfall over the past three days in the local and upstream sub-basins) 
were derived by comparing the amount of rainfall in the selected basins at and before 
the moment the tweet was posted to the rainfall over the period of 2009 through 
2018.These features were subsequently used as input for a multi-modal neural 
network that classified tweets as either related to an ongoing flood event (i.e., 
“relevant”) or as irrelevant. An additional neural network was designed that only 
analyzed the textual features.  

By running three experiments with 50 runs each and with different configurations 
of the training and validation data, it was found that the inclusion of the hydrological 
statistics significantly improved the performance of the network in all tested 
configurations for all languages. For example, in the default configuration, the F1-
score was approximately 0.03 higher. Notably, the neural network with hydrological 
statistics was able to attain a precision of >0.90 (precision 0.92, recall 0.67), while 
the network without hydrological statistics could not reliably achieve this standard. 
In addition, it was shown that including hydrological features increased the 
performance when the neural network was applied to a language that was not 
included in the training data. 

Finally, because we are never fully confident about either the probability that a 
certain hydrological event induces flooding, nor are we fully confident about 
automatically classified tweets, combining tweet content and hydrological statistics 
can be useful for quantitative applications where high precision is required such as 
the detection of new events. In other cases, for example when responding to a known 
event, it can be more useful to classify using text and other attached media alone, to 
find the most useful qualitative information. 

Objective 3 | To develop an algorithm to detect and monitor flood events on a 
global scale from social media 

While a number of methods to detect flood events exists, nevertheless, not all flood 
events are detected. Additionally, flood events authorities identify are not always 
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recorded in global, easily accessible databases. Such databases are invaluable for 
developing applications that can help mitigate the impact of future floods. At the 
same time, during disasters, many individuals and organizations share information 
on the web. 

In Chapter 2, we first collected the number of mentions of a country or location 
therein (e.g., a province or city) in a database of 55.1 million geoparsed tweets that 
mentioned a flood-related keyword. These mentions were then compared to the 
amount of losses due to floods in that country. This process showed that the losses 
positively correlated with the number of tweets. However, other factors were also in 
play. For example, Chapter 3 showed that not all tweets mentioning flood-related 
keywords concern ongoing flood events. Moreover, other researchers have also found 
that the number of tweets in a country, as well as those in response to hazards, is 
influenced by factors such as the time of day, internet access, Twitter’s popularity 
and the fact that not all tweets that mention a flood-related keyword concern 
ongoing flood events (Chapter 3). In addition, the severity of the hazard and the 
number of tweets in response the hazard are non-linear (Kryvasheyeu et al., 2016). 

In response to the stated objective and the aforementioned non-linearities, Chapter 
4 outlined the development of an algorithm that can detect and monitor flood events 
on a global scale. The algorithm was designed take to the following steps: (a) first, 
localize tweets using the geoparsing algorithm outlined in Chapter 3; (b) discard 
tweets that do not relate to ongoing flood events using a classification algorithm 
based on a neural network (BERT); (c) discard duplicate or near-duplicate tweets; 
(d) correct for day and night variations in Twitter activity and (e) finally detect 
enhanced activity in the number of tweets that mention a country or its first-order 
administrative subdivisions. 

The algorithm was applied to a dataset of approximately 88 million tweets that 
mentioned a flood-related keyword in 11 languages, collected in just over four years 
(2014 to 2018). The algorithm was run in a sensitive (i.e., high recall), balanced and 
strict (i.e., high precision) setting, yielding 13,931, 10,551 and 8,588 events, 
respectively, in just over three years of evaluated data (the first year of data was used 
as a spin-up). To evaluate the algorithm, we manually verified a subset of events and 
checked if the event actually occurred. This showed that the strict run yielded a 
precision of 0.90, whereas the sensitive setting yielded a precision of 0.76. As the 
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total number of flood events is unknown, recall could not be established, but it was 
found to be approximately 37% higher in the sensitive setting compared to the strict 
setting. In addition, using a similar manual validation procedure, we verified events 
that were not available in Munich Re’s NatCatSERVICE and found that 66% of the 
events in the sensitive setting was a correctly detected event. However, it should also 
be noted that the criteria for incorporating an event in NatCatSERVICE are more 
stringent. 

In addition, it was found that the algorithm performed better for (a) more severe 
events: all events larger than catastrophe class 4 in NatCatSERVICE were found, 
versus 63% of events with class 0 or higher; (b) for higher-income countries (e.g., 
90% of all events was found in high-income countries, versus 63% in low-income 
countries); and (c) for the countries in which at least one of the official languages 
was included in input dataset (i.e., 63% for all countries versus 55% for countries 
where an official language was included). Finally, it was argued that the algorithm 
detected more flood events during periods where more floods were expected, such as 
during the monsoon season in Indonesia. 

Objective 4 | To improve rapid damage assessments using social media data 

Rapid damage assessments often performed after disasters are crucial to quickly and 
effectively mobilize resources for response and recovery efforts. Damage assessments 
are commonly conducted by combining the three components of risk: hazard, 
exposure and vulnerability. The vulnerability of the built environment is often 
expressed by a curve that relates the severity of a hazard to a damage ratio that runs 
from zero to one (inclusive). However, these curves are often based on pre-existing 
knowledge or insurance data. This reduces their applicability to the characteristics of 
the specific hazard and built environment based on which they were developed, 
which in turn compromises the accuracy of rapid damage assessments. 

Therefore, in chapter 5, an algorithm was presented that uses a Bayesian statistical 
framework to update existing vulnerability curves with post-disaster observations. In 
the approach a prior is constructed using the zero-one inflated beta distribution with 
parameters estimated based on historical observations and expert knowledge about 
the built environment. Then, posterior vulnerability curves are estimated using 
Gibbs sampling with post-disaster observations that were derived from social media 
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(YouTube). Due to its Bayesian nature, the approach can be used independent of 
the amount of data available by balancing the contribution of the prior and the 
observations.  

The approach is demonstrated in a case study of residential buildings in the Grand 
Bahamas and the Abaco Islands, which were hit in September 2019 by Hurricane 
Dorian. Here, we collected and analyzed footage primarily from Unmanned Aerial 
Vehicles (UAVs) and other airborne vehicles posted on YouTube in the first 10 days 
after the hurricane first made landfall on the islands. From the 498 videos posted on 
YouTube that were listed when searching for “Bahamas Dorian”, we only used those 
that (1) showed an overview of an area or a row of buildings such that the sample 
was as representative as possible, (2) that we were able to locate, (3) showed buildings 
that did not show extensive flood damage. From the resulting 15 videos, we extracted 
732 buildings. For each of those, the damage ratio [0-1] and building class (i.e., low-
, medium-, and high-quality) was estimated.  

For both sets of curves, we calculated the monetary damages by combining the 
vulnerability curves with hazard and exposure data. It was found that the total 
damages to residential buildings are 870 million US dollar using the prior and 727 
million US dollar using the posterior event-specific vulnerability curves. Further 
validation is required, however, before relying upon these results for application in 
actual recovery efforts. 

However, there are several limitations in the use of social media data in the 
assessment of building damages. First, online media observations tend to be biased 
due to geographical differences in their availability and a focus on high-impacted 
areas. Therefore, we argue that the approach can also be used in combination with 
insurance data or on-site observations by experts if such data is available. Second, 
vulnerability is a complex concept and difficult to capture in a curve that only 
accounts for sustained wind speed, while other factors such as rainfall patterns also 
play a large role in the damage to buildings. Finally, the variations in building quality 
were difficult to capture and improvements could be made by using pre-disaster data 
to better estimate the built quality of individual buildings. However, such data was 
unavailable for the Grand Bahamas and the Abaco Island. 
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6.2 The way forward 
Social media became popular in the early 2000s with the launch of many platforms 
such as MySpace in 2003, Facebook in 2004 and Twitter in 2006. People 
increasingly live their lives online, and in 2006 “You,” as part of the masses of users 
that contributed to content creation on social networks, were chosen as the TIME 
Person of the Year, thus acknowledging the start of the Web 2.0. At the same time, 
increasing numbers of satellites with high-resolution sensors were launched, and 
drones became a product for the masses. Moreover, an increasing number of devices 
were connected to the internet (i.e., the “Internet of Things”), collaborative mapping 
platforms (e.g., OpenStreetMap) were popularized, and internet access and speeds 
increased tremendously. 

In response, this thesis has shown how social media data can be more effectively 
employed in disaster risk management by outlining the development and assessing 
the performance of algorithms for finding disaster locations mentioned in text, 
classifying text, detecting events and improving rapid damage assessments. 

Moving forward, the key remaining challenges and opportunities are related to the 
following: 1) analyzing new data sources (section 6.2.1), 2) improving the 
performance of existing algorithms (section 6.2.2), 3) advancing dynamic 
information management to more effectively apply social media tools in the different 
parts of the disaster management cycle (section 6.2.3), and 4) the application of the 
methods in this thesis to drought monitoring (section 6.2.4). 

6.2.1 New data sources 
While limitations exist in the free versions of the Twitter API (e.g., one can obtain 
at most 1% of the total Twitter stream), tweets are easily obtainable and relatively 
easy to use when researchers and organizations agree to Twitter’s developer 
agreement. 18  However, a common challenge in disaster science is that of data 
scarcity, and social media is no different. While many tweets are posted for some 
events (e.g., Hurricane Harvey), many data-scarce regions exist (Chapters 2, 4), 
mostly caused by the lack of people with access to Twitter in some regions and the 

 

18 https://developer.twitter.com/en/developer-terms/agreement-and-policy.html 
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regional unpopularity of Twitter. While internet access is projected to increase 
rapidly, and thus more data will likely become available in data-scarce regions, issues 
regarding Twitter’s popularity require adding additional data sources. 
Unfortunately, data from other social media platforms is generally not as easily 
accessible. For example, while an API is available for Instagram, 19 it cannot be used 
for scraping (i.e., web data extraction). In addition, some platforms, such as 
Facebook, directly share (limited) information with crisis teams. 20 

In the broader context of online data, newspapers are an additional source of 
information, and several related free and paid APIs are available. While there is a 
large body of research on the automated analysis of text and newspapers in particular 
(e.g., Goyal et al., 2018), the information contained in news articles has rarely been 
used for disaster management. One of the reasons for this is that newspapers present 
less up-to-date information about people and assets affected by a disaster in 
comparison to social media sources. However, the text in newspapers is generally 
more structured, contains more information and tends to be more grammatically 
correct (Hu et al., 2013), and it is comparatively easier to extract detailed 
information such as named entities (Li et al., 2012). Some efforts have been made 
to construct disaster event databases from newspapers, for example, for landslides 
(Taylor et al., 2015) and coastal flooding in the UK (Haigh et al., 2017), and 
hydrometeorological extremes in Catalonia (Llasat et al., 2009). However, to the 
best of our knowledge, no automated effort has been made to construct global 
disaster databases using newspapers. 

6.2.2 Improvements in the ability to deduce information from online 
media data 

Many algorithms exist for the analysis of social media and other text and media data. 
While noting that the outcome of most algorithms would improve if more data were 
available (section 6.2.1), in this section, I make some recommendations for the 

 

19 https://www.instagram.com/developer/ 

20 https://dataforgood.fb.com/tools/disaster-maps/ 

https://www.instagram.com/developer/
https://dataforgood.fb.com/tools/disaster-maps/
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improvement of algorithms for the analysis of online media in disaster risk 
management. 

The localization algorithm in Chapter 2 uses several types of metadata, as well as 
data from other tweets that mention an identical toponym to find the most probably 
geographical location mentioned in a tweet. However, it is likely that additional 
information can be obtained from tweets that mention potential nearby locations. 
For example, when several tweets mention York, North Yorkshire in a relatively short 
timeframe, it is more likely that nearby locations such as Overton and Fulford are 
mentioned around the same time, as well. In addition, other data or metadata, such 
as the geography of a user’s social network (Takhteyev et al., 2012), information in 
linked content and contextual data, such as real-time rainfall observations and 
earthquake probability maps, could be used to improve the performance of the 
algorithm. Furthermore, a higher quality gazetteer and the inclusion of more 
geographical entities could help to boost the performance of the localization process. 

These improvements to the localization algorithm also likely lead to a performance 
increase of the detection algorithm. Furthermore, a higher weight could be given to 
some tweets based on the probability that a tweet signals an ongoing flood event. 
For example, a flood event could be detected based on a single tweet by trustworthy 
users (e.g., based on number of followers, trustworthiness of previous tweets or status 
with a trusted organization). Furthermore, social media could play a role in a 
comprehensive event-detection system where multiple sources are integrated, such 
as the integration of social media analytics and hydrological statistics (Chapter 3). In 
general, the higher the number of independent tweets that mention an ongoing flood 
event, the higher the probability is that such event has indeed occurred (Chapter 4). 
Likewise, other event-detection systems, such as those based on modeling physical 
systems (Bartholmes et al., 2009) and those based on satellite observations (Jongman 
et al., 2015a) have similar probabilities. Integration of these different sources could 
reduce the uncertainties in the individual systems or assist in earlier flood detection. 

While the flood detection system presented in Chapter 4 largely focused on the start 
of an event, the duration of an event itself and the duration of the recovery phase are 
important parameters to characterize and model the impacts of natural hazards. For 
example, lengthy flood events are more likely to cause large business disruptions 
(Koks et al., 2015) and to promote vector-borne diseases (Anyamba et al., 2014). A 
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lengthy recovery phase also increases the long-term impact on a community 
(Bevington et al., 2011) and increases vulnerability to consecutive disasters (de 
Ruiter et al., 2020). The durations of the respective phases could be extracted by 
classifying social media posts for an event in categories (e.g., warning, ongoing event 
and recovery), followed by assessing the relative number of messages in each category 
over time. 

After an event is detected (Chapter 4), the geo-unconstrained geoparsing task could 
be followed by a geo-constrained one. This allows for the inclusion of more detailed 
geographical features that are likely to have many occurrences worldwide, such as 
streets and local points of interest. Moreover, in recent years, there have been large 
advances in the automated localization of photos, for example by matching photos 
to previously collected geotagged photos (e.g., Google Street View) within that 
region (Li et al., 2017), although matching photos during or after a disaster is likely 
to introduce additional difficulties (e.g., buildings are damaged, flood water obscures 
streets and buildings). However, using this technique would allow a higher 
percentage of tweets to be located precisely, thus improving several applications, such 
as the identification of affected areas, the automated or manual creation of flood 
maps from social media and faster damage assessments. Moreover, when paired with 
automated damage detection in photos (Cha et al., 2017), the localization of photos 
could be used to further improve rapid damage assessments from social media. 

Finally, while hazard maps have been created from social media (Avvenuti et al., 
2018a; Brouwer et al., 2016), there are also limitations. This is especially the case in 
data-scarce and less densely populated areas. In these areas, integration with other 
sources could be beneficial. For example, flood observations from satellites have been 
successful in providing information to communities in rural areas, but they still have 
limited applicability in urban areas, where the backscatter of buildings limits 
applicability. Conversely, observations in online media are limited in rural areas but 
plentiful in many densely populated cities. Thus, combining these observations 
could result in the creation of better flood maps. 

6.2.3 Dynamic information management 
Almost by definition, natural disasters create a dynamic of spatial-temporal impacts 
(van den Homberg et al., 2018). To track the dynamics of the situation, large 
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amounts of data with small temporal intervals are required. As a consequence, 
organizations and researchers increasingly see the opportunity to use this data in the 
context of disaster management (Liu et al., 2008; Quaritsch et al., 2010; Sutton et 
al., 2008), both manually and in an at least partially automated way (Houston et al., 
2015; Meier, 2015). A recent example is the UN’s Managing Information for 
Natural Disasters (MIND) data platform, which combines several data streams 
including social media and newspaper data. While some studies found that social 
media can complement other existing data sources, for example by enabling more 
rapid flood detection (Jongman et al., 2015a) and detect a larger number of events 
(Chapter 4), other studies have found that big data sources, including social media, 
satellites and mobile phones, cannot be considered a panacea for disaster 
management (Blumenstock, 2018). Each data source has advantages and 
disadvantages. Some examples of the limitations of social media usage in practice 
include little data, bias and information that is often either highly generic (e.g., 
mentions of a country or city) or highly detailed (e.g., a picture of a damaged house). 
Some examples in practice are the following: 

- The successful creation of flood maps from tweets in York, UK (Brouwer et 
al., 2016), but in other locations, researchers have found that little data is 
available (Fohringer et al., 2015; Wang et al., 2018). 

- In disaster response, social media has been found useful, but often only in 
specific situations such as the initial deployment of first responders and the 
detection of events (Tapia and Moore, 2014; Yu et al., 2018). 

- This thesis showed (Chapter 4) that a large number of floods could be 
detected from social media that were not recorded in major disaster 
databases, but at the same time, other flood events were missed. 

Therefore, rather than being a replacement, the analysis of social media data should 
complement traditional data sources (Blumenstock, 2018) and more research should 
be conducted when, where and how social media information can complement 
existing sources. This allows disaster managers to dynamically assess different sources 
and combinations thereof, taking advantage of each source in different situations. 
For example, an event can be detected using social media (Chapter 4) followed by 
validation through assessment in the field by volunteers, tasking satellites to obtain 
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satellite imagery, and dispatching drones to the area to obtain local imagery. 
However, there are also cases where the amount of data available has led to cases of 
information overload (Reuter and Kaufhold, 2018; van den Homberg et al., 2018). 
In this context, more information is not always better. Broadly speaking, there are 
three ways to address this issue: 

1) Introduce additional labor force, for example, by enlisting local or remote 
(Humanitarian OpenStreetMap Team 21) volunteers. 

2) Create and improve algorithms that reduce the cost of using various data 
sources, i.e., making better use of the available labor force (examples for 
social media data are in section 6.2.2). 

3) Multi-source integration, cross-validation and data assimilation can reduce 
the number of individual products that need to be analyzed and improve 
the quality of the available information (section 6.2.2). 

Unfortunately, resources and time are limited, especially for decision makers, and 
consequently, the ability to effectively process this data remains limited. Besides 
improvements in the availability of algorithms and platforms, this calls for a better 
understanding of the cost and benefits of analyzing a specific dataset (van den 
Homberg et al., 2018). 

6.2.4 Opportunities for droughts 
While most early research on social media within the domain of disaster 
management has focused on earthquakes, floods have been increasingly analyzed in 
recent years, to which this thesis contributes. However, the use of online media for 
drought assessments has been researched to a lesser extent. While meteorological, 
agricultural and hydrological droughts are relatively well understood, their impact 
on societies (i.e., socio-economic droughts) is not. Several indicators exist, especially 
on a the global scale (World Bank, 2019), but a recent study has found that less than 
10% of all risk assessments validated their results with some form of impact data 
(Hagenlocher et al., 2019). Thus, detection and monitoring droughts and their 
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impacts through social media and other online media could help further develop and 
validate drought indicators. 

6.3 Privacy 
While the advantages of increased data availability are plentiful and so-called “Digital 
Humanitarians” strongly believe in the significant potential of open big data (Meier, 
2015), there are also downsides to the wide availability and use of this data, which 
often do not have explicit consent (Blumenstock, 2018; Mulder et al., 2016). While 
in the US and the EU, data privacy protection legislation has been developed in 
recent years, such as the EU’s General Data Protection Regulation (GDPR), in many 
developing countries, these laws are non-existent (Blumenstock, 2018). These 
legislative differences are also fueled by differences in cultures, age, educational 
background, etc., in the perception of online privacy (Cho et al., 2009; Krasnova 
and Veltri, 2010). 

In this context, this thesis only analyses publicly available data, and, unless explicitly 
allowed by a license, publishes only links or unique identifiers to online content that 
is only available for others if it is still publicly available (i.e., not deleted or otherwise 
removed). 

6.4 Broader impacts 
The final section of this thesis briefly discusses the broader, potentially adverse, 
impacts of the algorithms developed for this thesis following Hecht et al. (2018). 
First, I want to highlight some general misuses the algorithms described in this thesis. 
The localization and event detection algorithms presented in Chapters 2 and 4 find 
location and events mentioned in text could be used in adversely. For example, by 
targeting the whereabouts or meeting location of specific groups and taking localized 
repressive action. This could be worsened when the algorithms are applied to private 
messaging. While this increases the possibility of adverse uses of the algorithm, it is 
likely that when an organization has access to private messaging, they also have access 
to far easier and more efficient ways to track the location of people and the likely 
(nearby) locations mentioned in text, such as peoples addresses, locations from 
phone tower triangulation, or readings from the phone’s GPS.  

More specifically to the subjects discussed in this thesis, the algorithms presented in 
this thesis, can be misused by people. For example by ‘internet trolls’ posting a large 
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number of messages about a specific location or people in the area exaggerating their 
situation by posting photos of previous more impactful disasters to direct resources 
towards them (Homeland Security, 2018). Conversely, online posts by people can 
also negatively affect them. For example, when a flood insurance premium is set 
based on a model that is derived from or validated using their social media post, it is 
possible that the insurance premium is increased based on the content of an online 
post.  

Finally, when social media based algorithms are used in disaster management, 
practitioners should be careful to rely solely on this type of algorithms as this could 
steer response and recovery efforts more towards less vulnerable regions with a better 
representation in gazetteers (Acheson et al., 2017), and a younger, richer population 
(Poushter, 2016; Sloan et al., 2015).
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Appendix A 

 

Figure 7.1 Value of medium-quality buildings per region. The map uses the Equirectangular projection 
of the WGS84 geographic coordinate system. 

 

Figure 7.2 Value of high-quality buildings per region. The map uses the Equirectangular projection of 
the WGS84 geographic coordinate system. 
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Appendix B 
• https://www.youtube.com/watch?v=rq95eJWxpd8 
• https://www.youtube.com/watch?v=beXg9egFcAs 
• https://www.youtube.com/watch?v=U0omTvsIr_U 
• https://www.youtube.com/watch?v=SuzXtIdZqvg 
• https://www.youtube.com/watch?v=8QoqtB6HPMY 
• https://www.youtube.com/watch?v=SN4jgJX0OP8 
• https://www.youtube.com/watch?v=hvCQtLWW-y4 
• https://www.youtube.com/watch?v=11lZzCpeILs 
• https://www.youtube.com/watch?v=SrUfwnX-UjI 
• https://www.youtube.com/watch?v=Ar2BdIEI59w 
• https://www.youtube.com/watch?v=9PypGi8M29Q 
• https://www.youtube.com/watch?v=mpgGw3iyBPU 
• https://www.youtube.com/watch?v=AdHombKmG78 
• https://www.youtube.com/watch?v=_tFfnIGq2qE 
• https://www.youtube.com/watch?v=E-zdt-fYLlg 

  

https://www.youtube.com/watch?v=rq95eJWxpd8
https://www.youtube.com/watch?v=beXg9egFcAs
https://www.youtube.com/watch?v=U0omTvsIr_U
https://www.youtube.com/watch?v=SuzXtIdZqvg
https://www.youtube.com/watch?v=8QoqtB6HPMY
https://www.youtube.com/watch?v=SN4jgJX0OP8
https://www.youtube.com/watch?v=hvCQtLWW-y4
https://www.youtube.com/watch?v=11lZzCpeILs
https://www.youtube.com/watch?v=SrUfwnX-UjI
https://www.youtube.com/watch?v=Ar2BdIEI59w
https://www.youtube.com/watch?v=9PypGi8M29Q
https://www.youtube.com/watch?v=mpgGw3iyBPU
https://www.youtube.com/watch?v=AdHombKmG78
https://www.youtube.com/watch?v=_tFfnIGq2qE
https://www.youtube.com/watch?v=E-zdt-fYLlg
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Appendix C 
𝜇𝜇𝜃𝜃3and 𝜇𝜇𝜃𝜃4  are chosen such that 𝜋𝜋0 (i.e., the probability that the damage ratio is 
zero) is 0.90 where 𝜇𝜇𝑦𝑦 is 0.01 and 𝜋𝜋0 is 0.05 where 𝜇𝜇𝑦𝑦 is 0.025. In simpler terms 
this means that the probability that the response variable 𝑦𝑦𝑖𝑖 is a true zero, is near-
one when 𝜇𝜇𝑦𝑦 is also near-zero, and near-zero otherwise (𝑃𝑃50 or median in Figure 4). 
The standard deviations 𝜎𝜎𝜃𝜃3  and 𝜎𝜎𝜃𝜃4  are chosen such that 𝜋𝜋0 is 0.90 where 𝜇𝜇𝑦𝑦  is 
0.025 and 𝜋𝜋0 is 0.05 where 𝜇𝜇𝑦𝑦 is 0.05 at three standard deviations from the mean. 
Likewise, 𝜇𝜇𝜃𝜃5and 𝜇𝜇𝜃𝜃6  are chosen such that 𝜋𝜋1 (i.e., the probability that the damage 
ratio is zero) is 0.90 where 𝜇𝜇𝑦𝑦 is 0.99 and 𝜋𝜋1 is 0.05 where 𝜇𝜇𝑦𝑦 is 0.975. The standard 
deviations 𝜎𝜎𝜃𝜃5 and 𝜎𝜎𝜃𝜃6 are chosen such that 𝜋𝜋1 is 0.90 where 𝜇𝜇𝑦𝑦 is 0.975 and 𝜋𝜋1 is 
0.05 where 𝜇𝜇𝑦𝑦 is 0.95 at three standard deviations from the mean.
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