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CHAPTER 1

GENERAL INTRODUCTION



Machine  learning  methods  have  become  a  standard  tool  in  the  analysis  of 
neuroimaging data  (Davatzikos 2019). Compared to standard statistical methods 
that aim to draw an inference from a sample about t a population, machine learning 
methods  are  optimized  to  make  the  best  predictions  on  an  unseen  individual 
(Bzdok et al. 2018). Hopes are that focusing on accurate predictions will lead to a 
breakthrough in personalized and precision psychiatry. These hopes are driven by 
success in other fields, such as machine vision, the superhuman ability of artificial 
intelligence systems to play games like chess(Campbell et al. 2002) go (Silver et 
al.  2016) or  jeopardy  (Ferrucci  2012),  although  these  problems  have  little  in 
common  with  problems  faced  when  developing  clinical  prediction  models.  The 
progress  in  the  development  and  application  of  machine  learning  methods  is 
promising, however, the development of methods to statistically evaluate results 
from  these  machine  learning  models  lags  behind.  This  leads  to  models  with 
insufficient reliability, which hinders the potential for translating these models into 
clinical practice.

This thesis focuses on  several selected and important problems of evaluation of 
machine learning models in psychiatry and neuroimaging. To provide some context 
for these problems and to motivate the work presented in this thesis, in the rest of  
this section, I will review the goals of machine learning models in psychiatry, briefly 
describe machine learning methods and their connection to standard statistics and 
describe selected unsolved problems of validation of machine learning models and 
aims of the following chapters.

GOALS OF MACHINE LEARNING IN PSYCHIATRY

The overarching goal  of  machine learning applications in  psychiatry  is  a  move 
towards personalized and precision diagnosis and treatment (Wolfers et al. 2015). 
In other words, to make predictions about diagnosis or outcome at the level of the 
individual patient. This is inspired by the successes in other medical fields such as 
oncology, where identification of specific biomarkers has led to the development of 
particular treatment regimes (Chatterjee and Zetter 2005). In oncology, this is often 
combined  with  a  mechanistic  understanding  of  the  disorder.  Such  results  are 
harder to obtain for psychiatry because psychiatric disorders are mostly defined 
and diagnosed based on symptoms alone, which implies that  there is likely  no 
single cause or mechanistic explanation for a disorder that could be discovered 
together  with  a  biomarker  for  it.  At  the  moment,  biological  mechanisms  of 
psychiatric disorders are largely unknown, with no reliable diagnostic biomarkers 
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available  (Kapur et al. 2012). This hinders our understanding of mental disorders 
and the  potential  for  the development  of  e.g.,  effective medications that  would 
target a specific biological mechanism. Machine learning models are promising in 
this respect, as they will not discover just a single biomarker, but can synthesize 
many different sources of information into clinically useful predictions.

A machine learning model could potentially be able to synthesize information from 
brain  scans  or  other  data  modalities  and  use  them  to  make  clinically  useful 
predictions more accurately, faster, or more cost-effective than a clinician would do. 
Currently, machine learning models using MRI images can predict gender with over 
93% accuracy  (Chekroud et al. 2016) or age with a mean absolute error of less 
than three years (Peng et al. 2019), even though the differences in the underlying 
brain images are not perceivable for humans. The hopes are that similarly, this can 
be used to make clinically useful predictions. There are several potential uses of 
machine learning models in psychiatry. These include guiding adequate diagnosis, 
predicting symptom severity, predicting a clinical  outcome, selecting an optimal 
treatment strategy, or identifying clinically meaningful subtypes of a disorder.

Diagnostic machine learning models can serve as an additional objective guiding 
tool for a clinician, making predictions partially based on biological variables, thus 
obtaining a diagnosis that is more related to the underlying biology as would be a 
diagnosis based purely on symptoms indicated in a clinical interview. Many studies 
exist  that  try  to  discriminate  patients  with  mental  disorders  and  from  healthy 
controls  (Wolfers et al. 2015). However, even if they were accurate and reliable, 
such predictions are may still clinically not be very useful because discriminating 
an individual with depression from a healthy individual does (in most cases) not 
require a brain scan. More clinically relevant is because what is necessary is to 
perform a differential diagnosis, or in other words to discriminate between patients 
with different diagnoses such as unipolar and bipolar depression (Grotegerd et al. 
2014; Bürger et al. 2017). However, only a few studies are attempting to do this, 
usually with relatively low sample size.

Prediction  of  symptom  severity  can  be  used  to  monitor  the  effectiveness  of 
treatments or as an additional  outcome in  clinical  trials.  Prediction of  a clinical  
outcome  can  help  allocate  resources  to  patients  that  most  need  extra  care.  
Predicting an optimal treatment strategy can be done by making predictive models 
for multiple different treatments. These models can make predictions for the same 
subjects, thus making predictions about which treatment is most likely to have the 
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highest  benefit.  Finding  meaningful  subtypes  of  a  disorder  can  lead  to  the 
development of specific treatments for specific subtypes.

SUPERVISED MACHINE LEARNING METHODS

Machine learning is often introduced as part of artificial intelligence and computer 
science concerning creating computer programs and agents that can learn from 
the data. Although this is not entirely false, it is not the whole truth either. Machine  
learning  is  as  much  part  of  statistics,  if  not  more  than  it  is  part  of  artificial 
intelligence. The most common machine learning methods are not very different 
from standard statistical methods well known to psychologists or neuroscientists. 
The main distinction we will follow in this thesis is that the primary goal for machine 
learning methods is creating accurate out of sample predictions, while standard 
statistical methods are used to make inferences about a population(Bzdok et al. 
2018), even tho in practice, both goals can be achieved using the same model 
(Shmueli 2010).

Here I will  provide a brief introduction to supervised machine learning methods, 
focusing  on  the  common  ground  with  the  standard  statistical  methods.  This 
introduction  should  demystify  machine  learning  for  people  who  already  have 
experience with statistical data analysis. There are two main reasons why would a 
researcher would use a machine learning model instead of a traditional statistical 
model:

1. to make a model less complex according to some criteria, thus avoiding 
overfitting and allowing to learn relationship from high-dimensional data or 
data  with  severe  collinearity  that  would  cause  problems  to  traditional 
statistical methods.

2. Allowing to learn a more complicated relationship from the data that would 
be able using traditional statistical methods.

Penalized methods: lasso, ridge, elastic net, and support vector 
machines

One  of  the  most  common  machine  learning  methods  is  a  type  of  penalized 
regression such as lasso(Tibshirani and Tibshirani 1994), ridge (Hoerl and Kennard 
2000), elastic-net (Zou and Hastie 2005), and support vector machines regression 
(Smola and Schölkopf 2004), with variants for regression and classification (Cortes 
and Vapnik 1995).
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These have  a close  relationship  to  ordinary  least  squares  linear  regression  or 
logistic regression, which are the most important methods of traditional statistics. 
Linear  regression  is  the  basis  of  a  general  linear  model  and,  thus,  a  core  of 
statistical tools such as t-test, ANOVA, ANCOVA, multiple linear regression, and 
others. In this thesis, I will argue that what is called “machine learning” is often just 
a traditional linear regression with some modifications, for example, a complexity 
penalty.

Name Model loss function Penalty

Linear regression y = XB (y-ŷ)2

Lasso regression y = XB (y-ŷ)2 λ|B|

Ridge regression y = XB (y-ŷ)2 λB2

Elastic-net 
regression

y = XB (y-ŷ)2 λ(αB2+1-α|B|)

Support  vector 
machince  (SVM) 
regression

y = XB y-ŷ > e: |y-ŷ| - e
else: 0

λB2

Table1: Where y is a vector of target values, X is a matrix of observed data, is a vector of learned  
coefficients. ŷ is a vector of predicted values, λ and α are hyperparameters that specify the strength of  
the penalty.

As we can see from the table, all these methods are quite similar. They are based 
on a linear model, so the prediction is a weighted sum of the individual features. 
They  differ  in  how the  weights  are  learned.  Weights  for  linear  regression  are 
learned  to  minimize  means  squared  error  between  predictions  and  outcomes. 
Lasso, ridge, and elastic-net regression are highly similar, only the error term that  
is being minimized includes a penalty term for model complexity(defined differently 
for different methods)., where different penalties convey different properties (e.g., 
shrinkage or sparsity). We are making a tradeoff between how complex the model 
is, and how well it fits the data. The difference between specific machine learning 
models is in how the model complexity is defined, which has an important effect on 
the fitted model.

The  penalty  in  the  lasso  regression  is  a  sum  of  absolute  values  of  the  B 
coefficients. This has an effect that some of the coefficients will be exactly 0, thus 
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performing a feature selection. It’s easy to see why a model with fewer coefficients 
would be considered simpler. Next, the penalty in the ridge regression is a sum of 
the squared B coefficients.  This  penalty prefers solutions where individual beta 
coefficients are close to each other without any extreme values. Unlike lasso, this 
will not result in feature selection. Next is elastic-net, this a just a combination of 
lasso and ridge regression penalty, thus the results are a balance between sparsity 
of coefficients and their similarity. The balance can be tuned, to put more weight on 
results that are sparse or more weight on similar results.

All these methods are as linear regression trained to minimize mean squared error, 
one exception is  a support  vector  machine regression and classification,  which 
uses a hinge loss (defined in table 1) instead of squared error. Like the previous 
models, it is a linear model. The penalty term is the same as in ridge regression.  
Hinge  loss  grows  linearly  instead  of  quadratically,  thus  it  larger  errors  have  a 
relatively smaller impact as they do when using squared error loss. The benefit of 
penalization is that it makes models more stable and can help interpretation. So 
small changes in the data will not result in large changes to the model. There are 
two situations where this is especially useful:

1) in the presence of  multicollinearity. When a variable can be expressed as a 
combination of other variables, many possible weights will produce similar results. 
Thus the estimates are unstable, and even a small change in data will create large 
changes in weights. Adding a penalty factor solves this problem because, from the 
many weight solutions that produce the same result, we can choose the one that is 
simplest according to our penalty term.

2) in the case of high dimensional data. If we have more variables than samples, 
without including penalization, we will not be able to fit the data. When we have 
more  variables  than  samples,  then  any  variable  can  be  expressed  as  a 
combination of other variables, thus there is no solution for our ML problem (or 
infinitely  many).  Adding penalization makes this  problem solvable.  In  traditional 
statistics, there are rules of thumbs like 10 or 20 events per variable, but if we want 
to  create  a  predictive  model  using,  for  example,  500 000  variables  (i.e.,  voxel 
values) from an MRI image, this rule of thumb would never be achievable. With 
using a penalization, we can successfully fit models with even 500 000 variables 
and only hundreds or even tenths of subjects.
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Nonlinear methods, kernels, deep learning, trees

Another reason for ML application is to learn a highly nonlinear relationship in the 
data. Imagine an image classification problem that aims to classify images of dogs 
and cats. The value of an individual pixel is meaningless, and high-level features 
construction taking the interaction of  many pixels  into account is necessary. To 
learn nonlinear models, there are three main approaches in ML 1) kernel methods, 
2) decision tree methods, and 3) deep learning.

In traditional statistics, we can use linear regression to learn nonlinear effects by 
expanding input variables or by explicitly adding interaction terms into a model. 
One  popular  approach  of  modeling  nonlinear  effects  of  x  is  to  add  additional 
polynomial terms of x, thus the model becomes

y = x + x2 +x3 …

with each additional polynomial term allowing to model more and more complex 
and nonlinear relationships.

Kernel methods work by learning the nonlinear relationship in the data as if we had 
expanded the input features. The difference is practical, using an algorithmic trick 
(the ‚kernel trick‘), the learning is done implicitly, without the need to ever compute 
additional  terms  in  the  model.  For  example,  the  popular  polynomial  kernel  is 
equivalent  to fitting a model  where the input  variables are expanded using the 
polynomial expansion, and their interaction is added, in the same way as would be 
done using traditional statistical methods. And the polynomial kernel with a higher 
degree is as if we expand all the variables to higher degree polynomial and also 
include higher-order interactions.

Decision tree learning is methods used to create a decision tree that can be used 
for prediction  (Breiman 2017).  The decision tree consists of  nodes where each 
node splits the data into two branches according to learned yes or no rules (e.g., 
age < 35), with a final node making predictions. Since such a tree consists of many 
nodes  and  thus  many possible  decision  splits,  the  decision  tree  is  capable  of 
learning highly complicated and nonlinear rules for predictions. In practice, in order 
to improve the accuracy of predictions, many decision trees are constructed on 
random resamples of the data, and their predictions are averaged. This method is 
called  random  forest  (Breiman  2001).  The  random forest  method  is  by  some 
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authors considered one of the best of the best machine learning methods that are 
capable of achieving high accuracy with a little user input (Hastie et al.)

Deep  learning,  formerly  known  as  an  artificial  neural  network,  is  a  family  of 
machine learning methods that got the most success in fields of computer vision 
and natural language processing  (Lecun et al.  2015). One deep artificial neural 
network usually consists of an input layer, several hidden layers, and an output 
layer  of  artificial  neurons.  Each `neuron` is a linear classifier, similar  to logistic 
regression, but the combination of many such neurons, in some cases thousands 
or  even  millions,  allows  the  network  to  learn  highly  nonlinear  dependencies 
between the data.

Decision trees and deep learning did not get much traction in the field of psychiatry 
(although deep learning  has  some success  in  neuroimaging,  e.g.  (Peng  et  al. 
2019)).  This  is  mostly  caused  by  two  reasons.  First,  decision  trees  and  deep 
learning  methods  require  comparatively  much  more  data  than  other  machine 
learning  methods to  produce  sufficiently  accurate  results  (van  der  Ploeg  et  al. 
2014), and in psychiatry, there are few sufficiently large datasets. The most famous 
datasets used in deep learning, MNIST hand-written digits recognition  (LeCun et 
al. 1998)contain 70 000 images, and CIFAR color image recognition  (Krizhevsky 
and  A.  2009)includes  60  000  images  while  the  size  of  datasets  available  in 
psychiatry  is  in  hundreds  or  lower  thousands.  The  second  reason  is  that  the 
problem of learning highly nonlinear functions is not as important for psychiatry as 
it is in other fields.

UNSUPERVISED MACHINE LEARNING 

Together with supervised machine learning, where the goal is to learn an accurate 
mapping  between  input  variables  and  target  values,  we  can  distinguish 
unsupervised learning, where the goal is to discover some structure or patterns in 
the data, without explicitly specifying what the target values are. The application in 
psychiatry is to find some previously unknown subtypes of the disorder. Statistical 
equivalent to unsupervised machine learning is various forms of latent class and 
factor analysis. These methods are also sometimes called clustering or subtyping 
when the goal is to find distinct groups of subjects or latent variable methods when 
the  goal  is  to  find  structure  between  variables,  which  might  not  necessarily 
separate subjects into distinct groups. There is no accepted distinction between 
machine learning and other unsupervised methods.
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ROLE OF STATISTICS IN MACHINE LEARNING

Although ML concerns more about creating accurate predictions, many classical 
statistics and statistical concepts still have a place in the machine learning field.  
For example, it would be desirable to have a confidence interval for the predictive 
power of a machine learning model. There are several problems where traditional 
statistics can be especially useful.

The problem of feature selection
Many machine learning methods cannot only fit the best predictive model but can 
also select which of the input features are relevant for prediction and which are not.  
However, this is not trivial because if we have correlated or redundant features, a 
feature selection method, such as lasso, tend to select one feature and discard the 
other because it does not provide additional information. On the other hand, the 
selected  feature  can  also  be  a  false  positive.  Thus,  merely  having  a  selected 
feature does not guarantee that this feature is genuinely related to the target. If the  
goal is not only to make predictions but also understand the underlying process, 
then it is vital to have statistical guarantees about how likely the selected features 
are to be true informative features. In traditional statistics, the focus is on standard  
errors, confidence intervals, and p-values for individual features in the model. It is 
often desirable to have statistical error control also when selecting features.

The  problem  of  evaluation  of  complex  analytical  pipelines  that  combine 
many distinct analytical steps
Such pipelines  are  error-prone,  and  a  rigorous  statistical  evaluation  should  be 
performed before using them in practice. New methods or pipelines used without 
previous rigorous methodological  evaluation might  produce spurious results.  Or 
there might be an opposite problem, the method might work as intended, but the 
statistical power might be low too find realistic effects, or the results might bee 
unstable.

The problem of criteria for the evaluation of machine learning models
Different criteria need to be applied in different situations. The unresolved question 
is how to tailor the performance measures to a specific problem. For example, in  
cognitive  neuroscience,  the  goal  is  often  to  find  a  statistically  significant 
relationship between predictions and targets but not to make the most accurate 
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predictions. In that case, criteria that have the highest power will be the best. In a 
clinical setting, no single measure will ever be appropriate.

The problem of evaluation of unsupervised learning studies
Many measures can be used to quantify how correct a subtyping solution is, or 
what  the  optimal  number  of  clusters  is.  The  problem  is  that  many  of  these 
measures are just  heuristics,  but  they do not  directly  evaluate what number of  
clusters is really in the data. They do not provide statistical control on the number  
of selected clusters and often measure different things (e.g., cluster separation or 
reproducibility). An important and often neglected question is if there even are any 
clusters  in  the  data  because  clustering  algorithms  will  always  produce  some 
clusters in the data. As in the evaluation of the supervised learning models, the 
appropriate measures depending on the problem. If  the goal is to identify valid 
subtypes that represent some distinct and discrete biological mechanism, then the 
identified  subtypes  must  be  real,  and  not  just  a  spurious  and  arbitrary 
categorization  of  the  data  using  a  clustering  algorithm  that  helps  to  explain 
variance in the data. On the other hand, if the goal of the subtyping is not to find 
real  subtypes  but  to  segment  patients  into  some clinically  meaningful  groups, 
where subjects in one group might have different prognosis or treatment response 
characteristics.  In  this  case,  although  we  are  using  subtyping,  the  goal  is  an 
actionable prediction.

The problem of the evaluation of machine learning methods in the presence 
of confounds
Machine learning methods are created to maximize the accuracy of predictions. 
However, high accuracy might be due to confounding variables, which are nearly 
always  present  in  clinical  studies  (e.g.,  age,  medication  use,  educational 
background). It is tempting to say state that everything that can be used to make 
predictions is a signal,  and thus the problem of  confounding does not  exist  for 
machine learning applications.  However, this is  not  the case,  and even for  the 
predictive models, the presence of confounds can create significant problems. For 
example,  the ML model  may not  be predicting what  we want it  to predict.  For 
example, images of malignant skin lesions might be more likely to have a ruler next  
to them, because dermatologists will put a ruler next to lesion they are concerned 
about. A machine learning model can learn to predict if there is a ruler in the image 
but  not  learn  anything  about  cancer.  Similar  situations  can  also  happen  in 
psychiatry.  For  example,  one  goal  of  applying  machine  learning  methods  to 
neuroimaging data could be to diagnose patients based on their MRI scans. The 
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scanner where the scan was performed is  a strong confound,  and it  might  be 
possible that  the ML method is not  predicting a disorder status but  only which 
scanner  a  subject  was  scanned  in  or  the  amount  of  head  motion  during  the 
scanning. The same thing can be said about other potential confounds that are 
often related to a disorder such as age, gender, BMI, or smoking.

The second problem is that the predictions might be obtained cheaper and easier. 
For example, if the MRI clinical outcome prediction turns out that the model is only 
predicting  the  current  severity  of  symptoms,  which  is,  in  turn,  related  to  the 
outcome.  In  this  example,  a  model  solely  based  on  the  current  severity  of 
symptoms (a cheap and easy to obtain measure) may perform as well as a model 
that includes neuroimaging data (for which an expensive MRI scan is required). 
Traditional statistics has a long history of making inferences in the presence of  
confounding variables. These insights can be applied to the analysis of machine 
learning  results  as  well,  thus  giving  more  confidence  in  the  usefulness  of 
predictions.

CONTENTS OF THIS THESIS

The above introduction described the application of ML analyses and the various 
problems that we face when applying these to data in medicine. In the rest of the 
thesis, I will examine these problems further, both theoretically and practically, with 
a focus on the field of psychiatry.

In  chapter  2,  we  will  develop  a  predictive  model  of  the  clinical  outcome  of 
depression in 2 years in a large cohort of persons with current major depressive 
disorder, using a wide range of demographic, clinical psychological, and biological 
variables. We will use elastic-net regression to build the predictive model, and the 
stability selection approach to statistically evaluate which features are important for 
prediction.

In chapter 3, we will perform a methodological replication of a prominent well-cited 
study published in the field of depression. In this paper, the authors identified the  
relationship between fMRI resting-state connectivity features and various clinical 
characteristics and divided subjects into 4 clusters with different clinical profiles,  
including different TMS treatment response. We will evaluate the analytical pipeline 
used and identify methodological issues that question the validity of the results. We 
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will  recommend  the  procedures  that  avoid  these  problems  and  produce  valid 
results. Furthermore, we will evaluate the validity of the clustering approach.

In  chapter  4,  we  evaluate  measures  of  model  performance,  focusing  on  their 
statistical  properties  and  in  which  situations  which  measures  are  appropriate. 
Using  simulated  and  real  datasets,  we  extensively  test  statistical  properties  of 
various measures, focusing on statistical power, identification of better model, the 
stability of feature selection, and reliability of results.

In chapter 5, we examine the problems of evaluating machine learning models in 
the presence of confounds. We show that the most often used method, confound 
adjustment  of  input  variables  using  regression,  is  insufficient  for  controlling 
confounding effects for the machine learning models. We propose a simple and 
intuitive  method  of  adjusting  for  confound model  predictions  directly  instead  of 
input variables and evaluate this method on real and simulated datasets.

In chapter 6, the general discussion, I will summarize the lessons learned, provide 
guidelines and best practices for the evaluation of machine learning models, and 
describe unresolved problems for future research.
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ABSTRACT

Many variables have been linked to different  course trajectories  of  depression. 
These  findings,  however,  are  based  on  group  comparisons  with  unknown 
translational value. This study evaluated the prognostic value of a wide range of 
clinical,  psychological,  and biological  characteristics for predicting the course of 
depression and aimed to identify the best  set  of  predictors.  Eight  hundred four 
unipolar  depressed  patients  (major  depressive  disorder  or  dysthymia)  patients 
were assessed on a set  involving 81 demographic,  clinical,  psychological,  and 
biological  measures  and were  clinically  followed-up for  2  years.  Subjects  were 
grouped according to (i) the presence of a depression diagnosis at 2-year follow-up 
(yes  n = 397, no      n = 407),  and (ii)  three disease course trajectory groups (rapid     
remission, n = 356, gradual improvement     n = 273, and chronic     n = 175) identified by     
a latent class growth analysis. A penalized logistic regression, followed by tight 
control over type I error, was used to predict depression course and to evaluate the 
prognostic  value  of  individual  variables.  Based  on  the  inventory  of  depressive 
symptomatology (IDS), we could predict a rapid remission course of depression 
with an AUROC of 0.69 and 62% accuracy, and the presence of an MDD diagnosis 
at  follow-up  with  an  AUROC  of  0.66  and  66%  accuracy.  Other  clinical, 
psychological, or biological variables did not significantly improve the prediction. 
Among the large  set  of  variables considered,  only  the IDS provided  predictive 
value for course prediction on an individual level, although this analysis represents 
only  one  possible  methodological  approach.  However,  accuracy  of  course 
prediction was moderate at  best  and further improvement is  required for  these 
findings to be clinically useful.

INTRODUCTION

Depression  is  among  the  leading  causes  of  disability  in  industrialized 
countries(Murray et al. 2012). Around 20–25% of major depressive disorder (MDD) 
patients are at risk for chronic depression(Penninx et al. 2011). To effectively target 
interventions for patients at risk for a worse long-term clinical outcome, there is a 
need to identify predictors of chronicity and remission at an early stage. This could 
allow a quicker escalation of treatment for patients with a low long-term chance of 
recovery,  thus  potentially  avoiding  initial  treatment  resistance.  Chronicity  of 
depression has been linked to various clinical and psychological characteristics, 
such as the presence of anxiety(Penninx et al. 2011), longer symptom duration, 
higher  symptom  severity,  earlier  age  of  onset(Pettit,  J  2009),  and  higher 
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neuroticism, lower extraversion and lower conscientiousness(Wiersma et al. 2011). 
In addition, previous studies have shown that various biological markers including 
inflammatory markers(Lamers et al. 2013), lower levels of vitamin D(Milaneschi et 
al.  2014),  lower  cortisone  awakening  response(Vreeburg  et  al.  2013),  and 
metabolic syndrome(Vogelzangs et al.  2011) are associated with a chronicity of 
depression. The aim of these studies, however, was to find statistically significant 
group differences, but not to create a predictive model. A statistically significant 
variable  will  not  necessarily  be  useful  for  prediction,  due  to  low effect  size  or 
because  of  its  redundancy  with  respect  to  other  variables.  Conversely,  even 
seemingly insignificant variables may become important when combined with other 
variables. In addition, studies to date have mostly focused on a limited range of 
potential  predictors.  It  is  unknown which  (combination)  of  these many different 
clinical and biological variables provides the most accurate prediction of naturalistic 
outcome of depression.

Machine learning (ML)-based predictive models are becoming increasingly more 
popular for combining large amount of data into one model, and are optimized for 
evaluating  the  model’s  predictive  value  for  previously  unseen  individuals  (e.g. 
“new”  patients).  ML  methods  have  been  successfully  used  to  predict  MDD 
persistence,  chronicity, and  severity(Kessler  et  al.  2016),  as  well  as  treatment 
response(Chekroud et al. 2016), suicide attempts of US Army soldiers(Kessler et 
al. 2015) and first and new onset of MDD episodes(King et al. 2008; Wang et al. 
2014).  These  studies  found  the  most  important  variables  to  be  severe 
dysphoria(Kessler  et  al.  2016),  baseline  Quick  Inventory  of  Depressive 
Symptomatology (QIDS) total severity score(Chekroud et al. 2016), male sex and 
previous  nonviolent  weapons  offense(Kessler  et  al.  2015),  lifetime  depression 
screen, and family history(King et  al.  2008). Prediction models in these studies 
were based on clinical and demographic variables and did not include biological 
measures.

In  the  last  decades,  high  hopes  have  been  expressed  that  the  inclusion  of 
biological  markers  will  significantly  improve  prediction  accuracy(Schmidt  et  al. 
2011; Kessler et al. 2016). Biological measures, such as blood and saliva-derived 
biological  measures,  may  be  related  to  the  underlying  pathophysiology  of 
depression  and  therefore  may  possess  prognostic  value  for  disease 
course(Schmidt et al. 2011). However, currently they are not being routinely used 
and their efficacy for the prediction is yet to be established.
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In the present study, we extended previous studies aimed at identifying predictors 
of the naturalistic course of depression by including additional psychological and 
biological predictors and by employing a novel stability selection approach that is 
designed  to  select  the  optimal  set  of  significant  predictive  variables  from  a 
multivariate ML model. We used data from the Netherlands Study of Depression 
and Anxiety (NESDA),  including unipolar depression patients recruited from the 
community, primary care, and specialized mental health care, thereby capturing a 
broad range of illness severity(Penninx et al. 2008). Participants with a depression 
diagnosis  (MDD  or  dysthymia,  n = 804)  were  assessed  at  baseline  and  were     
clinically followed for 2 years. No specific intervention was applied; subjects could 
have undergone a wide variety of treatments, or no treatment at all. We aim to 
investigate  which  variables,  among  a  broad  set  of  clinical,  demographic,  and 
psychological  variables,  as  well  as  biological  variables  are  important  and 
necessary predictors to distinguish depressed patients with a chronic course from 
patients with more beneficial outcomes over a 2-year course. We focused on the 
biological variables that have shown to be related to depression or chronicity of 
depression  in  the  previous  cross-sectional  studies,  including  biomarkers  of 
hypothalamic–pituitary–adrenal axis(Vreeburg et al. 2013), inflammation(Lamers et 
al.  2013),  metabolic  markers(Vogelzangs  et  al.  2011),  autonomic  nervous 
system(Licht et al. 2008), vitamin D(Milaneschi et al. 2014), and neuronal growth 
factors(Bus et al. 2014). We employed ML methods, in combination with a stability 
selection  approach,  to  identify  the  optimal  set  of  significant  measures  that  
prospectively predict clinical outcome and naturalistic course of depression over 2 
years. In addition, we compared the predictive performance of clinical, personality, 
and biological data modalities. Specifically, we evaluated whether additional data 
modalities  would  improve  predictive  performance  of  commonly  used  clinical 
measures.  We employed ML methods,  in  combination with  a  stability  selection 
approach,  to  identify  the  optimal  set  of  significant  measures  that  prospectively 
predict clinical outcome and naturalistic course of depression over 2 years.

MATERIALS AND METHODS

Participants

Data included in the current study were collected as part of a larger, multi-center 
study:  NESDA. The NESDA aims to study long-term course of  depressive and 
anxiety disorders in a naturalistic cohort study. The sample was recruited from the 
general population, general practices, and mental health organizations. Subjects 
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were allowed to receive pharmacological or psychotherapeutic treatment or even 
receiving no treatment at all. The method of recruitment and selection criteria are 
extensively described elsewhere(Penninx et al. 2008).

In  the present  study, we  used data  from 804 subjects  who satisfied additional 
selection criteria: (i) presence of a DSM-IV MDD or dysthymia diagnosis (or both)  
in  the  past  6  months  at  baseline,  established  using  the  structured  Composite 
International  Diagnostic  Interview  (CIDI,  version  2.1)(Robins  et  al.  1988);(ii) 
confirmation of depressive symptoms in the month prior to baseline either by the 
CIDI or the Life Chart Interview (LCI)(Lyketsos et al. 1994); and (iii) availability of 2-
year follow-up data on DSM-IV diagnosis and depressive symptoms measured with 
the  LCI.  The  ethical  review  boards  approved  the  research  protocol  and  all 
participants signed written informed consent. Sample characteristics can be found 
in Table 1. 

Definition of outcome groups

We defined outcome groups in two ways: (i) based on the presence or absence of 
a  current  unipolar  depression  diagnosis  (6-month  recency  MDD  diagnosis  or 
dysthymic disorder) at 2-year follow-up, according to DSM-IV MDD criteria and (ii) 
groups based with different trajectories of burden of their depressive symptoms 
over a 2-year period following baseline derived from a latent class growth analysis 
(LCGA) conducted previously in the same sample(Rhebergen et al.  2012).  The 
LCGA identified five different course trajectory groups: a rapid remission trajectory, 
two groups with a trajectory  showing a gradual improvement of  symptoms that 
differ in initial severity of depressive symptoms, two chronic trajectories (one with 
moderate initial severity and the other with severe initial severity). Because the two 
improving trajectories, as well as the two chronic trajectories were similar in terms 
of trajectory of symptoms (they differed only in initial symptom severity at baseline) 
and  for  the  purpose  of  increasing  statistical  power,  we  combined  these  pairs, 
yielding three course trajectories: (1) remission (REM), showing a rapid remission 
of  symptoms (n = 356);  (2)  improving (IMP),  showing a gradual improvement in     
symptoms from baseline to follow-up (n = 273); and (3) chronic (CHR), showing no     
relief from symptoms from baseline to follow-up (n = 175). See      (Rhebergen et al. 
2012) and  supplemental  material  for  detailed  information  about  the  LCGA 
procedure.
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Table 1: Sample characteristics
A: Presence of unipolar 
depression at follow-up No Yes Statistics P-value

N 407 (51%) 397 (49%)

Age 41.07 (12.55) 42.89 (11.83) F = 4.49 0.03*

Males 133 (32.68%) 145 (36.52%) χ2 = 1.15 0.28

Years of education 11.6 (3.17) 11.51 (3.37) F = 0.14 0.71
Antidepressant use 
baseline 166 (40.79%) 189 (47.61 %) χ2 = 3.52 0.06
Antidepressant use follow-
up 127 (31.2 %) 175 (44.08 %) χ2= 13.66 0.0002**
Duration Antidepressant 
use

20.58 (25.23) 16.07 (25.67) χ2=1.35 0.25

B: Course trajectory groups Remitted Improved Chronic Statistics P-value

N 356 (44%) 273 (34%) 175 (0.22%)

Age 40.6 (12.57) 42.36 (12.29) 44.13 (11.07) F = 5.16 0.01**

Males 109 (30.62%) 97 (35.53%) 72 (41.14%) χ2 = 5.91 0.05*

Years of education 11.7 (3.15) 11.4 (3.2) 11.51 (3.59) F = 0.66 0.52
Antidepressant use 
baseline 139 (39.04%) 120 (43,96%) 96 (54.86%) χ2 = 11.9 0.0026**
Antidepressant use follow-
up 112 (31.46%) 106 (38.83%) 84(48%) χ2 = 13.97 0.0009**

Duration Antidepressant 
use

21.9 
(29.37) 13.99 (12.35) 20.02 (33.37) χ2= 1.66 0.19

Data are given as mean (SD) or n (%).

The table shows characteristics of the sample divided by two outcome definitions: A) Presence or  
absence of a unipolar depression diagnosis (major depressive disorder or dysthymia) two years  
after baseline measurement. B) 3 course trajectories derived from a latent class growth analysis on  
burden of depressive symptoms indicated for each of the 24 months between baseline and follow-
up: a rapid remission, gradual improvement and a chronic course. Duration of antidepressant use is  
measured in months between baseline and 2-year follow-up.



Baseline predictor variables

Clinical variables
We included 55  clinical  variables as  predictor  variables,  including  measures of 
depressive  symptoms,  as  indicated  by  the  summary  score  of  the  inventory  of 
depressive  symptomatology  (IDS)  questionnaire(Rush  et  al.  1986).  Diagnostic 
information on MDD, dysthymia, and anxiety-related measures were derived from 
the  CIDI(Robins  et  al.  1988).  The  summary  score  of  anxiety  severity  was 
measured using the Beck Anxiety Inventory (BAI)(Beck et  al.  1988).  Childhood 
trauma (before the age of 16) was measured with a childhood trauma interview as 
used in (de Graaf et al. 2002) and family history (presence of a first-degree family 
member with MDD or anxiety) was measured using the family tree method(Fyer 
and Weissman 1999). Additional information about variable scoring and collection 
can be found in supplemental materials.

Psychological traits
We  included  five  personality  dimensions  as  predictor  variables,  including 
neuroticism,  extraversion,  openness  to  experience,  agreeableness,  and 
conscientiousness,  measured  with  the  NEO  five-factor  inventory(Costa  and 
McCrae 1995). Each dimension was measured by 12 items scored on a five-point 
Likert scale.

Demographic variables
Age,  gender,  and  number  of  years  of  education  were  included  as  predictor 
variables.

Biological variables
We included general measures of somatic health including body mass index, waist 
circumference, lung-capacity, hand-grip strength, and number of chronic somatic 
diseases  under  treatment.  Inflammatory  markers  included  C-reactive  protein 
(CRP),  interleukin-6 (IL6), and tumor necrosis factor-alpha. Metabolic syndrome 
variables  included  triglyceride  level,  high-density  lipoprotein  cholesterol  level, 
systolic  and  diastolic  blood  pressure,  and  fasting  glucose  level.  Metabolic 
syndrome variables were adjusted for medication use. Mean heart rate and heart 
rate  variability  during  interview  were  used  as  measures  of  autonomic  nervous 
system. We also included measures of vitamin D, brain-derived neurotrophic factor 
(BDNF), and cortisol.  The details of data collection procedures can be found in 
supplemental materials.
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Statistical analysis

Prediction of MDD diagnosis at follow-up and trajectory course groups
We  used  penalized  (elastic-net)  logistic  regression  from  the  R  package 
glmnet(Friedman et  al.  2010) to predict  the presence or absence of  a unipolar 
depression  diagnosis  at  2-year  follow-up  and  its  multinomial  generalization  to 
predict the three LCGA course trajectory groups. The elastic-net  penalty allows 
building  a  sparse  model,  thereby  performing  feature  selection  (for  details,  see 
supplemental materials). To assess generalizability, we performed 10-fold cross-
validation, repeated 10 times. For each of 10 repetitions, the complete dataset was 
divided into 10 equally sized subsamples, of which 9 were used as a training set to  
create a model and the 10th was used as a test set. To quantify generalization 
error, we measured  the area under  the receiver  operating curve (AUROC, the 
proportion of times a randomly selected subject from a positive class is ranked 
before a randomly selected subject from a negative class), sensitivity, specificity, 
balanced accuracy (mean of sensitivity and specificity), and positive and negative 
predictive value. For multinomial predictions, we assessed the same performance 
measures for predicting each group separately from the other two (referred to as a 
“one vs. all” configuration in the ML literature). We also assessed mean sensitivity 
(mean of proportion of correctly classified subjects in each group) as a multi-class 
version of balanced accuracy. We used balanced accuracy and mean sensitivity 
instead of accuracy to accommodate unequal group sizes. Permutation testing was 
used to determine statistical significance (see supplementary materials for more 
details).  We  conducted  additional  exploratory  analyses  to  detect  potential 
interaction or nonlinear effects by testing additional models that include all two-way 
interaction terms and a polynomial expansion of age. A description of the statistical  
procedure  and  the  results  of  these  exploratory  models  can  be  found  in 
supplementary materials.

Identification of discriminating variables
Variable  selection is  well  known to be a difficult  problem in  settings where the 
predictor variables are highly collinear (as they are here). Specifically, the variables 
detected can be highly sensitive to slight variations in the data and it can be difficult  
to determine whether variables are selected because they are directly useful  in 
predicting the outcome or because they help canceling out noise or mismatch in 
other  covariates(Kraha  et  al.  2012).  To address this  issue,  we used  a stability 
selection approach(Meinshausen and Bühlmann 2010) that finds a stable set of 
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features that predicts the outcome and provides tight family-wise error control over 
the number of falsely selected variables (type I error rate). Specifically, the model is 
fitted many times on different subsamples of the data, to estimate the chance of 
each variable to be selected. Given a specified selection threshold (e.g., selection 
threshold of 0.75 means that a variable has a 75% chance of being selected, or in 
other words, the variable is selected in 75% of the subsamples of the data, see 
supplementary  materials),  stability  selection  theory, derived  from  (Meinshausen 
and  Bühlmann  2010),  provides  a  particular  family-wise  error  bound  on  the 
expected number of falsely selected features at each point along a “stability path” 
that  tracks  the  variables  included  in  the  model  as  a  function  of  regularization 
strength. These stability paths are also a useful tool for visualization and show the 
region on the stability path where the probability of a false selection is sufficiently 
low. To perform stability selection, we used the R package C060(Sill et al. 2014).

RESULTS

Demographic and clinical characteristics of the two follow-up diagnosis groups and 
three LCGA course trajectory groups can be found in Table 1. 

Prediction of the presence of an MDD diagnosis at 2-year follow-up
The  penalized  logistic  regression  trained  on  all  demographic,  clinical, 
psychological,  and biological predictors discriminated between patients with and 
without a unipolar depression diagnosis at 2-year follow-up with 0.66 AUROC and 
62% balanced accuracy. The confusion matrix is shown in Fig. 1a and the spread 
of predicted outcomes in Fig. 1c. Graphs depicting positive and negative predictive 
values can be found in supplementary materials (Figures S2, S3).

Prediction of LCGA course trajectory groups
Using all  clinical,  psychological,  and biological predictors, we could discriminate 
between the three course trajectory groups; rapid REM with 0.69 AUROC and 66% 
balanced accuracy, the gradual IMP group with 0.62 AUROC and 60% balanced 
accuracy, and the CHR group with 0.66 AUROC and 61% balanced accuracy. In 
the case of multinomial prediction, sensitivity for each group was 59% for REM, 
37% for IMP, and 47% for CHR (chance level  with three groups is  33%).  The 
confusion matrix for the multinomial prediction is shown in Fig. 1b and the spread 
of predicted outcomes in Fig.  1d. The average sensitivity of all three groups was 
0.47, which was significantly higher than a chance level of 0.33 (p < 0.05). Graphs     
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depicting positive and negative predictive values can be found in supplementary 
materials (Figures S2, S3).

Identification of discriminating variables
Figure 2a, b show stability paths indicating how often each variable in the model is 
selected as a function of the regularization applied. The IDS total score is the only  

variable  that  survived  family-wise  error  correction  (with  pfwer < 0.05),  both  for     

predicting outcomes defined as the three LCGA groups and as the presence of a 
unipolar  depression diagnosis  at  follow-up. Also,  IDS score was selected much 
sooner in the stability path than other variables, indicating a high probability of the 
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Fig.  1:  Model  predictions:  Confusion  matrices for  classifiers  are  depicted  in  panel  a for  binary 
prediction, i.e., presence or absence of a unipolar depression diagnosis at follow-up (major depressive  
disorder or dysthymia), and b for prediction of the three LCGA course trajectory groups. Number and  
color in each cell describe the proportion of predictions. For example, chance level would be 0.5 in  
each cell in the confusion matrix in a, and 0.333 in the confusion matrix in b. Violin plots of the spread  
of  predicted  values are  depicted  in  panel  c for  binary  prediction,  i.e.,  presence or  absence of  a  
unipolar depression diagnosis at follow-up, and d for predicting the three course trajectory groups

https://www.nature.com/articles/s41398-018-0289-1#Fig2
https://www.nature.com/articles/s41398-018-0289-1#MOESM1
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IDS score being included in the model, even if that model would contain a minimal 
number of variables. To examine the direction of effect of stable predictors, we 
fitted  a  model  including  only  the  first  nine  variables  that  cross  the  selection 
threshold.  The coefficients  and univariate  correlations of  these variables are in 
Table  2.  The  direction  of  the  effects  of  clinical  variables  is  as  expected,  the 
presence of  dysthymia or suicidality decrease the chance of  a better outcome. 
Other variables that were selected but did not survive FWE (family-wise error rate) 
correction included: dysthymia diagnosis (1-month recency) and conscientiousness 
for the prediction of the presence of a unipolar depression diagnosis at follow-up,  
and a dysthymia diagnosis in the past 1 and 6 months, as well as extraversion for 
discriminating between the three LCGA course trajectory groups.

Predictive performance of individual predictor domains
We  compared  performance  of  individual  predictors  domains,  including  (i)  IDS 
items, (ii) 55 clinical measures, (iii) 5 psychological measures, and (iv) 18 biological 
measures.  Across all  outcomes,  the model using all  variables performed better 
than  predictors  within  individual  domains.  Best  performance  was  observed  for 
prediction  of  the  REM  group.  With  regard  to  individual  predictor  domains: 
prediction based on IDS item scores showed the best prediction. The prediction 
using only biological variables showed the lowest performance for three out of four 
outcomes,  and  they  could  only  significantly  discriminate  the  CHR  group.  The 
performance of the IDS item model was within 0.01 AUROC of the performance of 
the full model (including all predictor variables) for REM and IMP outcomes and the 
presence versus absence of an unipolar depression diagnosis after 2 years (Fig. 
3). The only exception was a decrease of model performance using only the IDS 
items  for  discriminating  the  CHR  group  from  the  other  two  LCGA  groups; 
performance dropped from 0.66 (full model) to 0.61 (IDS items only) AUROC. The 
models trained on all  clinical,  psychological,  and biological variables separately, 
showed lower  AUROC values  compared  with  the  IDS item model  and  the  full 
model  for  discriminating REM and IMP groups.  In  case of  CHR group,  clinical  
variables  were  more  predictive  than  IDS  items  alone  (Fig.  3b).  Psychological 
measures  discriminated  significantly  better  than  chance  the  REM  group  and 
presence  of  a  unipolar  depression  diagnosis  at  follow-up.  Clinical  measures 
discriminated significantly between all groups except the IMP group.
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Fig. 2: Stability paths: Stability paths of elastic-net logistic regression showing selection probabilities  
of each variable with respect to amount of applied regularization. The less regularization is applied,  
the  more  variables  will  be  included  in  the  model  and the  higher  the  chance  for  a  false-positive  
selection. The stability selection approach allows us to statistically control for false-positive discovery.  
Variables crossing the marked regions are statistically significantly related to the outcome variable with  
the error correction pfwer < 0.05 according to the stability selection theory. Other variables that crossed     

the probability threshold (they have been selected at least 75% of times under resampling) might also  
be important, but they did not survive the multiple comparison correction.  a,  b Logistic regression 
trained on all variables. c, d Logistic regression trained only on the individual items from the inventory  
of depressive symptomatology (IDS) questionnaire 
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Table 2: Coefficients of selected variables

A:
Presence of an unipolar depression diagnosis at 
follow-up

Ranka βb rpb
c

(Intercept) -0.03 .
1 IDS scoree 0.39 0.25
2 Conscientiousness -0.33 -0.19
3 Extraversion -0.04 -0.16
4 Neuroticism -0.06 0.16
5 MDD criteriad 0.1 0.14
6 Dysthymia lifetime -0.13 0.15
7 Dysthymia 1mf 0.19 0.16
8 Dysthymia 0.2 0.15
9 Mild recurrent MDD -0.11 -0.13

B: Course trajectories Remitted Improved Chronic
Ranka βb rpb

c βb rpb
c βb rpb

c

(Intercept) 0.31 . 0.09 . -0.4 .
1 IDS scoree -0.31 -0.29 0.12 0.16 0.19 0.16
2 Conscientiousness 0.13 0.16 -0.08 -0.11 -0.04 -0.07
3 Extraversion 0.09 0.2 -0.05 -0.12 -0.04 -0.11
4 Suicidality -0.1 -0.15 0.1 0.11 0 0.05
5 Dysthymia lifetimef 0.14 -0.16 -0.04 0.02 -0.1 0.16
6 Dysthymia 12mf -0.04 -0.18 -0.04 0.04 0.09 0.17

7 Dysthymia 6mf 0.24 -0.18 -0.04 0.04 -0.2 0.17

8 Dysthymia 1mf -0.41 -0.2 0.15 0.06 0.26 0.18

9 Dysthymia -0.16 -0.16 -0.05 0.02 0.22 0.16

a Features are ranked based on order of selection by the stability selection approach. b Coefficients of 
the logistic regression models. In the case of a multi class problem (table B) coefficients of each of the  
binary regressions are shown.  However, the direction  and a magnitude of  coefficients  are hard to  

interpret due to a collinearity problem. c Point biserial correlation coefficients showing the relationship  

of individual variable with different course groups.  d Number of DSM-IV diagnostic criteria met for a  

diagnosis of  Major  Depressive  Disorder  (MDD).  e IDS,  Inventory  of  Depressive  Symptomatology.  f 

Recency of dysthymia in months.

Predictive performance of individual IDS items
As only the IDS total score was statistically significant, we examined which items of 
the  IDS  contributed  most  to  this  prediction.  We  performed  post-hoc  stability 
selection analyses including only individual IDS item scores. From 30 items, only 
the item “Feeling sad” was selected as a statistically  significant  predictor  (with 

pfwer < 0.05)  for  discriminating  between  the  three  LCGA groups  (Fig.  2c).  For     

predicting the presence of a unipolar depression diagnosis at follow-up, the item 
“Feeling sad” was also selected, but did not survive the FWER correction. Instead, 
mood reactivity was statistically significant (Fig. 2d).
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DISCUSSION

Our  findings  indicate  that  from  a  wide  range  of  clinical,  biological,  and 
psychological  predictors,  only  severity  of  baseline  depressive  symptoms 
(measured  by  the  IDS  self-report  questionnaire)  was  a  significant  predictor  of 
different course trajectories of depression. We were able to predict the presence or 
absence of a unipolar depression diagnosis after 2 years with an AUROC of 0.66, 
and to discriminate between three course trajectory groups with an AUROC of 0.69 
for rapid REM, 0.63 for gradual IMP, and 0.66 for a CHR course of depression.
Prediction of outcome in psychiatry is notoriously hard, due to heterogeneity of 
disorders,  broad  comorbidities  across  disorders,  and  due  to  clinical  categories 
defined without a priori biological validity(Kapur et al. 2012). The performance of 
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modalities:  Mean  area  under  the  curve  for  
predictive  models  of  naturalistic  course  of  
depression. a Predicting the presence or absence 
of a unipolar depression diagnosis 2 years after  
the baseline measurement. b Predicting the three 
depression course trajectory groups
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our models will need to improve in order to be translatable to clinical practice, but is 
comparable to previous ML studies predicting the naturalistic course of depression.

For example, a study by Kessler and colleagues(Kessler et al. 2016) observed an 
AUROC of 0.63 for predicting high chronicity, defined as an episode lasting most  
days throughout  the  year, and AUROC’s between 0.71  and 0.76 for  predicting 
other measures indicative of a 10- to 12-year illness course of depression, such as 
high  persistence  of  MDD,  hospitalization,  and  disability  caused  by  MDD,  and 
suicide attempts.  (Kessler et al. 2016) based their prediction models on baseline 
clinical measures alone, including symptoms of MDD and parental history of MDD, 
mania–hypomania, anxiety disorders, and externalizing disorders. The contribution 
of each individual clinical measure to the overall prediction was not assessed, so 
we  cannot  infer  whether  the  prediction  of  their  outcomes  was  also  driven  by 
severity of symptoms as observed in the present study.

Our most accurate models achieved a slightly lower AUROC of 0.69 for predicting 
an illness course characterized by rapid remission compared with the AUROCs 
found in (Kessler et al. 2016), which is arguably less extreme (and therefore likely 
harder to predict) and a more prevalent outcome than outcomes considered by 
Kessler and colleagues. Highest AUROC’s were found by (Kessler et al. 2016) for 
models  predicting  hospitalization,  disability,  and  attempted  suicide,  which  was 
reported  in  only  3.2–5.8%  of  the  total  sample.  However  in  our  study,  the 
prevalence of a remitted course of depression was 44%. Therefore, despite the 
smaller  AUROCs,  the  positive  predictive  value  (PPV)  of  our  models  is  higher 
(between 33 and 68% PPV for a given outcome definition in the present study 
(Supplemental Figure S2), compared with PPV between 12.5% and 18.3% in the 
Kessler et al. study for 20% of subjects with highest predicted probability of a given 
clinical outcome), which means that our models have a smaller probability of false-
positive classifications. Previous studies aimed at predicting  first onset and  new 
onset of  an  MDD  episode  during  follow-up  in  people  with  no  current  MDD 
diagnosis  using  prediction  algorithms  based  on  demographic  and  clinical 
characteristics  have  found  slightly  higher  AUROC  of  0.75–0.79  in  the  training 
sample, which dropped to 0.70–0.73 AUC in independent replication samples(King 
et al. 2008; Wang et al. 2014; Nigatu et al. 2016).

In  addition  to  evaluating  the  predictive  value  of  a  model  including  all  clinical,  
biological,  and psychological variables, we aimed to identify (a minimum set of) 
individual predictors that reliably predict the naturalistic course of depression. For 
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this purpose, we used a novel approach by combining penalized logistic regression 
and a stability selection method that selects predictive variables from a multivariate 
model while controlling for family-wise error. Of all  included measures,  we only 
identified the IDS as a statistically significant predictor. The total IDS score was 
positively associated with IMP and CHR course group membership, and with the 
presence of a depression diagnosis after 2 years, and negatively associated with a 
REM course and the absence of a depression diagnosis at follow-up. Although our 
method provides excellent  control  over type I errors,  it  is conservative and can 
miss  predictive  variables(Meinshausen  and  Bühlmann  2010).  However,  other 
variables only improved prediction of CHR course by 0.05 AUROC and all other 
outcome groups (presence of an MDD diagnosis, REM, IMP) by 0.01 AUROC. This 
is  roughly  equivalent  to  a  difference of  0.04 Cohen’s  d(Rice and Harris  2005), 
indicating  a  low added  value  of  additional  variables  over  and  above  the  IDS. 
Interestingly, a subsequent exploratory analysis that we performed to identify which 
individual items of the IDS contributed most to the prediction showed that only the 
items “Feeling sad” (for predicting the presence of an MDD diagnosis at follow-up) 
and “Response of your mood to good or desired events” (for predicting the three 
different course trajectories) were identified as significant predictors. Performance 
of models using only these two items was similar to a model using all IDS items.

Similar results were found by (Chekroud et al. 2016) in a recent study examining 
the predictive value of clinical measures for remission of MDD symptoms following 
a  randomized  12-week  citalopram  treatment.  Their  model  selected  25  best 
predictors  from  164  sociodemographic  and  clinical  features,  and  was  able  to 
predict  remission  with  AUC  of  0.70.  Total  severity  of  depressive  symptoms, 
measured with the QIDS (shortened version of the IDS) was the most important 
predictor of treatment response. In line with the current study, treatment response 
could also be predicted with models using fewer variables, e.g., with only 15 and 
10 variables with AUC of 0.69 and 0.68, respectively.

These  findings  suggest  that  other  clinical  measures  possess  very  little  or  no 
prognostic value for course of depression—or remission following treatment in the 
Chekroud  et  al.  study—above  and  beyond  severity  of  depressive  symptoms. 
Biological  variables,  including  inflammatory  markers,  cortisone,  metabolic 
measures,  BDNF, and vitamin D were able  to predict  only  a chronic course of 
depression,  although  performance  was  worse  than  for  clinical  variables.  This 
finding is in contrast to our previous studies within the same sample that showed 
group-level associations between lower cortisol awakening response(Vreeburg et 
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al. 2013) and vitamin D deficiency(Milaneschi et al. 2014) and chronicity of unipolar 
depression. These findings show clearly that a group-level association does not 
imply  the  ability  to  make  predictions  for  new  cases  at  the  level  of  individual 
subjects. This implies that although these baseline biological parameters can be 
associated with outcome based on group-level approaches, the effect sizes are 
probably too small to possess sufficient prognostic ability for long-term outcome in 
individual patients. In line with the current findings, in previous studies we found no 
group-level associations between a chronic course of depression and BDNF(Bus et 
al. 2014), CRP, IL6 and metabolic syndrome(Vogelzangs et al. 2014), despite clear 
group differences between healthy controls and unipolar depression patients. This 
may  suggest  that  biological  markers  implicated  in  the  etiology  of  unipolar 
depression are not necessarily good prognostic markers. Nonetheless, although 
we  found  no  evidence  for  biological  variables  being  informative  for  predicting 
naturalistic course of depression at the level of individual patients, they may still be 
useful  for discriminating unipolar depression patients from other patient  groups, 
e.g., bipolar disorder(Fernandes et al. 2009), or for predicting response to, e.g., 
antidepressant treatment. Moreover, our course outcome definitions were based on 
DSM  diagnosis  and  severity  of  symptoms.  Symptom-based  classifications  are 
agnostic about underlying biological mechanisms and patients whose trajectory of 
symptoms is caused by different biological processes may be subsumed under the 
same category. As a consequence, our different course trajectory groups may have 
consisted of  a  heterogeneous set  of  patients  with  a similar  course in  terms of 
symptoms but distinct underlying pathophysiological mechanisms, and, hence, the 
full predictive power of biological variables may become only visible when patients 
are first stratified according to clinically relevant biological characteristics.

We  previously  showed  promising  results  using  task-based  functional  brain 
imaging(Schmaal et al. 2015). This study was conducted in a smaller subsample 
(n = 118)  of  the  dataset  used  here,  with  identical  LCGA  course  trajectory     
definitions. In this study, models based on neural patterns of activation in response 
to emotional facial expressions could discriminate chronic patients from patients 
with more favorable trajectories with up to 73% accuracy and outperformed models 
based on other neuroimaging modalities (structural magnetic resonance imaging, 
task-based functional magnetic resonance imaging related to executive functioning 
with a chance level accuracy) or clinical data (accuracy of 69%). However, since 
the sample in our previous study was smaller, resulting in less stable results, and 
more homogeneous due to additional selection criteria, no strong conclusions can 
be drawn regarding the added value of neuroimaging data.
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Limitations 

The main limitation of the current study is a lack of replication of our findings in an 
independent dataset. Although within-sample cross-validation is known to be an 
approximately unbiased estimator of population generalizability(Hastie et al. 2009), 
it may not completely account for the different characteristics of data from different 
samples. An important next step is to validate our findings in independent data. An 
additional limitation is that due to the naturalistic setting of our study treatment was 
not controlled and limited information was available on treatment received during 
the follow-up period. The advantage of our naturalistic design is that the sample is 
more  representative  of  depression  in  the  general  population.  However,  the 
prediction accuracy may have been higher in a more homogeneous and controlled 
sample. A final limitation of the study is that we tested only a one ML algorithm 
without the extensive tuning of all hyper-parameters. It is possible that a different  
analytic pipeline or an algorithm would yield slightly different predictions. We have 
done this mainly for the sake of simplicity so that stability selection is performed on 
the same algorithm that was also used to make predictions, and to avoid overly 
optimistic  results  due  to  model  selection  bias  and  overfitting(Varoquaux  et  al. 
2017). Our results can, therefore, be considered as a conservative estimate of out 
of sample predictive accuracy.

Conclusion

The  current  study  showed  that  for  prediction  of  the  naturalistic  course  of 
depression on the level of individual patients, only severity of depressive symptoms 
was identified as a stable and significant predictor with low to moderate prediction 
accuracy. Among a wide set of psychological, biological, and clinical variables no 
other measure improved the prediction accuracy that was obtained based on self-
reported depressive symptoms (IDS scores) alone. However, our best model only 
showed  moderate  predictive  performance  at  best,  hence,  the  prediction  model 
requires further improvements to be clinically useful.
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ABSTRACT

Background
Psychiatric disorders are highly heterogeneous, defined based on symptoms with 
little connection to potential underlying biological mechanisms. A possible approach 
to dissect biological heterogeneity is to look for biologically meaningful subtypes. A 
recent study Drysdale et al. (2017) (Drysdale et al. 2017) showed promising results 
along this line by simultaneously using resting state fMRI and clinical data and 
identified four  distinct  subtypes of  depression with  different  clinical  profiles and 
abnormal  resting  state  fMRI  connectivity.  These  subtypes  were  predictive  of 
treatment response to transcranial magnetic stimulation therapy.

Objective
Here, we attempted to replicate the procedure followed in the Drysdale et al. study 
and  their  findings  in  a  different  clinical  population  and  a  more  heterogeneous 
sample of 187 participants with depression and anxiety. We aimed to answer the 
following  questions:  1)  Using  the  same  procedure,  can  we  find  a  statistically 
significant  and  reliable  relationship  between  brain  connectivity  and  clinical 
symptoms? 2) Is the observed relationship similar to the one found in the original 
study? 3) Can we identify distinct and reliable subtypes? 4) Do they have similar 
clinical profiles as the subtypes identified in the original study?

Methods 
We followed the original procedure as closely as possible, including a canonical 
correlation analysis to find a low dimensional representation of clinically relevant 
resting state fMRI features, followed by hierarchical clustering to identify subtypes. 
We extended the original procedure using additional statistical tests, to test the 
statistical significance of the relationship between resting state fMRI and clinical 
data,  and  the  existence  of  distinct  subtypes.  Furthermore,  we  examined  the 
stability of the whole procedure using resampling.

Results and Conclusion
As in the original study, we found extremely high canonical correlations between 
functional connectivity and clinical symptoms, and an optimal three-cluster solution. 
However, neither canonical correlations nor clusters were statistically significant. 
On the basis of our extensive evaluations of the analysis methodology used and 
within  the  limits  of  comparison  of  our  sample  relative  to  the  sample  used  in 
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Drysdale et al, we argue that the evidence for the existence of the distinct resting 
state connectivity-based subtypes of depression should be interpreted with caution. 

1. INTRODUCTION

Psychiatric disorders are highly heterogeneous in terms of symptom presentation 
and underlying biological mechanisms and are diagnosed exclusively in terms of 
symptoms, which may not  correspond to biological  causes  (Kapur et al.  2012). 
This, together with frequent comorbidities between disorders, complicates clinical 
diagnosis and hinders efforts to understand biological  mechanisms of  disorders 
and to develop better treatments. This problem has been known for a long time, 
but little progress has been made and clinical decision-making is still mostly done 
on the basis of symptoms. Recent initiatives such as the Research Domain Criteria 
(RDoC)  (Insel 2014) aim to address this issue of heterogeneity by going beyond 
current  diagnostic  categories  and  focusing  analysis  on  different  domains  of 
functioning  and  pathology  across  multiple  levels  of  analysis,  including  clinical 
symptoms, behavior, and biology. 

Many  studies  have  used  data-driven  clustering  methods  in  order  to  find  new 
subgroups of clinical populations, based on either clinical or biological data, with 
some  degree  of  success  (Marquand  et  al.  2016;  Chekroud  et  al.  2017).  The 
dominant approach of clustering based on clinical symptoms alone can provide 
new insights into psychopathology, however, it may not yield subtypes that reflect 
underlying biological  differences.  On the other  hand, the variability of  biological 
data  is  more  often  than  not  unrelated  to  any  specific  psychiatric  disorder  or 
symptom  class.  Thus,  clustering  based  on  biological  data  alone  may  detect 
subtypes that are unrelated to psychiatric pathologies, and instead reflect dominant 
nuisance variance in the data such as groups of people with similar brain size or 
body type or common ancestry  in the case of  genetics.  One way to overcome 
these limitations is to constrain the search for subtypes in biological data to lie  
along axes of variance that are related to psychiatric symptomatology. However, 
few studies have used such an approach (Marquand et al. 2016).

A prominent example following this approach is  a recent study by Drysdale an 
colleagues (Drysdale et al. 2017) that aimed to stratify major depressive disorder 
(MDD) on the basis of biology and behavior and suggested the existence of four 
distinct biotypes.  The authors used canonical correlation analysis (CCA)(Hotelling 
1936) to  identify  a  two-dimensional  mapping  between  functional  connectivity 
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measures derived from resting state fMRI (RS-fMRI) data and MDD symptoms. 
CCA is  a  well-established method for  finding multivariate  associations between 
different data sources and has been used extensively in clinical neuroimaging, for 
example for finding associations between neuroimaging data and behavior (Smith 
et al. 2015; Marquand et al. 2017) and neuroimaging and genetics (Le Floch et al. 
2012). Next, Drysdale et al. applied a hierarchical clustering on two components 
derived from CCA and identified four different clusters of MDD patients, i.e. the 
aforementioned  biotypes.  Impressively,  these  biotypes  were  predictive  of 
transcranial magnetic stimulation (TMS) treatment response, and they were also 
evaluated in an independent sample. However, the study has some methodological 
limitations.  For  example,  the existence of  distinct  clusters  was not  conclusively 
established  in  that  the  authors  did  not  test  the  possibility  that  subjects  were 
sampled  from  a  single  continuous  distribution  without  underlying  clusters. 
Nevertheless, the results are promising, and if replicated it would be an important  
step towards understanding biological mechanisms of MDD. 

The aim of this study is to apply the analysis methods used by Drysdale et al. to a 
completely independent sample from a different clinical population of patients with 
depression  and  anxiety  disorders,  namely  data  from the  Netherlands  Study  of 
Depression and Anxiety (NESDA) (Penninx et al. 2008) and Mood Treatment with 
Antidepressants  or  Running  (MOTAR)  study  (Lever-van  Milligen  et  al.,  in 
preparation). These studies together create a relatively large cohort containing a 
heterogeneous  sample  of  subjects  with  depression,  anxiety  and  comorbid 
depression  and  anxiety,  thus  capturing  a  wider  range  of  possible  clinical  and 
biological profiles relative to the study by Drysdale and colleagues, which included 
mainly  hospitalized  treatment-resistant  patients  in  a  currently  active  depressive 
episode. The original study used 220 patients as a cluster discovery dataset and 
an  additional  92  patients  from the  same  cohort  as  a  replication  dataset.  Our 
combined dataset of NESDA and MOTAR includes a cohort of 187 participants with 
clinical measures measured by a comparable clinical instrument. Specifically, using 
the  same  procedure  as  in  (Drysdale  et  al.  2017) but  in  a  different  clinical 
population,  we  aimed  to  answer  the  following  questions:  1)  can  we  find  a 
statistically  significant  and  reliable  relationship  between  brain  connectivity  and 
clinical symptoms? 2) Is the identified relationship similar to the one found in the 
original study? 3) Can we identify distinct and reliable subtypes? 4) If so, do they 
have similar clinical profiles as the subtypes identified in the original study? 
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We consider that the type of methodological replication we have performed, that is, 
in  a  different  depressed  population  and  with  different  measures  of  depressive 
symptoms provides a strong test of the subtypes found in (Drysdale et al. 2017) in 
that if our findings were supportive, this replication would provide strong evidence 
for external validity of the original  findings. However, if  they do not support the 
original  findings  it  could  be  difficult  to  determine  whether  that  is  due  to  the 
unreliability  of  the  original  findings  or  differences  in  the  replication  sample.  In 
addition and in view of the methodological considerations described above, we will 
perform a critical  evaluation of methods used by Drysdale et  al.  and provide a 
recommendation for future studies. We will argue that in the original study, whilst 
there is evidence for the relationship between resting state connectivity and clinical 
symptoms, the presented evidence does not conclusively support the existence of 
biotypes of depression as proposed in the original study.

2. METHODS

We conducted our analysis as closely to possible and to our best understanding of 
the published analysis pipeline in the Drysdale et al. study. Several details related 
to  the  analysis  were  not  specified  in  the  original  paper  and  were  clarified  via 
personal  communication  with  the  corresponding  author.  We  included  several 
additional validation steps for CCA and cluster analysis. Our aim was to replicate 
the analysis steps related to the creation and evaluation of subtypes, we did not try 
to  replicate  additional  analyses  performed  in  the  original  study  such  as 
classification of healthy and depressed subjects or the prediction of TMS treatment 
response. We describe our pipeline and the Drysdale et al.  pipeline below and 
provide a side by side schematic comparison in Figure 1.

2.1 Sample characteristics

All  our  analyses  were  performed  on  187  subjects  from  NESDA and  MOTAR 
samples diagnosed according to DSM-IV criteria with MDD, an anxiety disorder 
(i.e. panic disorder, social phobia or generalized anxiety disorder) or both MDD and 
an  anxiety  disorder,  established  using  the  structured  Composite  International 
Diagnostic Interview (CIDI, version 2.1) (Robins et al. 1988) at the time of intake. 
At the time of scanning, subjects were additionally evaluated using the Inventory of  
Depressive  Symptomatology  (IDS)(Rush  et  al.  1986) and  the  Beck  Anxiety 
Inventory (BAI). See table 2(Beck et al. 1988). At the time of scanning, 18% of 
subjects were in remission for both IDS and BAI using common clinical cutoffs.  
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Considering IDS cutoffs alone, 30% of subjects were not actively depressed at the 
time of scanning and an additional 34% of subjects had only mild severity.

The original Drysdale et al. study included 220 subjects in a cluster discovery set 
and an additional 92 subjects in a validation set with an active episode of MDD and 
a  history  of  treatment  resistance.  In  our  sample,  151  subjects  came  from the 
baseline assessment of NESDA (Penninx et al. 2008), which is large naturalistic 
cohort  study  of  depression  and  anxiety  (here,  we  have  included  the  complete 
NESDA fMRI substudy). Additional descriptions of the NESDA cohort can be found 
in (van Tol et al. 2011). Clinical characteristics stratified by study site are in table 2. 
An additional 36 subjects were from the baseline assessment of the MOTAR study 
(Lever-van  Milligen  et  al.,  in  preparation),  which  is  a  randomized  controlled 
treatment study (antidepressants or running therapy).

Inclusion criteria for MOTAR and NESDA patient samples included current major 
depressive disorder or current anxiety disorder (social phobia, generalized anxiety 
disorder or panic disorder). Exclusion criteria included use of antidepressants or 
other  psychotropic  medication  except  benzodiazepine,  presence  of  other 
psychiatric  disorder  except  depressive  or  anxiety  disorder  (bipolar  disorder, 
psychosis, addictive disorder), presence of acute suicidal risk, major neurological 
or internal disorder, pregnancy or other known contra-indications for MRI such as 
presence  of  metal  objects  or  claustrophobia.  MOTAR had  additional  exclusion 
criteria: participation in regular exercise (at least once a week) and medical contra-
indications to running therapy or antidepressant use confirmed by a physician.

In addition to the main analyses we report below, we also repeated the analyses 
excluding patients with a ‘pure’ anxiety diagnosis, since these were not included in 
the cluster discovery sample of the original Drysdale study. These analyses are 
reported in the supplementary material and led to similar conclusions. 

All  participants  gave  written  informed  consent.  Studies  were  approved  by  the 
Central Ethics Committees of the participating medical centers: Leiden University 
Medical  Center  (LUMC),  Amsterdam  Medical  Center  (AMC),  and  University 
Medical  Center  Groningen  (UMCG)  for  NESDA  and  Ethics  committee  of 
Amsterdam Medical Center (AMC) for MOTAR.
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2.2 Resting-state fMRI
Participants  from NESDA were  scanned at  one of  the  three  participating  scan 
centers  and  at  one  scan  center  for  the  MOTAR study. All  imaging  data  were 
acquired on a Philips 3.0-T Achieva MRI scanner. A sense-8 (UMCG and LUMC) 
and a sense-6 (AMC) channel head coil was used for radio frequency transmission 
and reception for the NESDA study and Philips 3T Achieva with 32 and 8 channel 
receive head coils were used for the MOTAR study. RS-fMRI data were acquired 
using  T2*-weighted  gradient-echo  echo-planar  imaging  with  the  following  scan 
parameters for the NESDA sample: Amsterdam and Leiden centers: 200 whole-
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Figure1:  a scheme of the pipeline used in the original study and our pipeline.  Data: in the original  
study, 220 depressed subjects have been analyzed as a part  of  a "cluster  discovery" set and an  
additional 92 subjects were used as evaluation set. The clinical data (Clin) consisted of 17 HAM-D 
items.  We  have  used  187  subjects  with  depression,  anxiety  disorder  or  depression-anxiety  
comorbidity. The clinical data consisted of 17 IDS items that best-matched the HAM-D item used in  
the  original  study. After  preprocessing  of  fMRI  data  (RS),  a  correlation  matrix  between  selected  
regions was created, resulting in ~35000 features. A small subset of features (178 in the original study  
and 150 in our study) were selected based on their correlation with clinical symptoms (Sel.RS). Then,  
CCA was performed using these selected features and clinical symptoms. In the original study, a  
parametric test was used to the established statistical significance of CCA without taking a previous  
feature selection into an account.  Hierarchical clustering was performed on first two resting state  
connectivity canonical variates (CV1, CV2). We have included an additional test, to test if the data  
cluster more than what is expected from data sampled from a Gaussian distribution. Stability of cluster  
assignment was evaluated in the original study by resampling of CV1 and CV2, We have extended  
the resampling stability evaluation to feature selection (in addition to the CCA procedures).  Out of  
sample  evaluation:  in  the  original  study,  an  additional  92  subjects  were  assigned  to  clusters  
according to a SVM model and clinical profiles of these clusters were compared to clinical profiles of  
clusters obtained in the cluster  discovery set.  We have evaluated the reproducibility  of  canonical  
correlations directly, using 10-fold cross-validation. 



brain volumes; repetition time (TR) = 2300 ms; echo time (TE) = 30 ms; flip angle = 
80º; 35 axial slices; no slice gap; FOV = 220 × 220 mm; in plane voxel resolution = 
2.3 mm × 2.3 mm; slice thickness = 3 mm; same in Groningen, except: TE = 28 
ms; 39 axial slices; in plane voxel resolution = 3.45 mm × 3.45 mm. And for the 
MOTAR sample:  210 whole-brain volumes; repetition time (TR) = 2300 ms; echo 
time (TE) = 28 ms, flip angle= 76.1º, 37 axial slices, no slice gap; FOV = 240×240, 
in plane voxel resolution = 3.3 mm × 3.3 mm using interleaved slice acquisition 
order. T1-weighted image was acquired with the repetition time (TR) = 9 ms; echo 
time (TE) = 3.5 ms; flip angle = 8º; 170 sagittal slices; no slice gap; FOV = 256 × 
256 mm; in plane voxel resolution = 1 mm × 1 mm; slice thickness = 1 mm.

Preprocessing  steps  in  the  original  study  were  performed  using  Analysis  of 
Functional  Neuroimages (AFNI)  software  package,  using  motion  scrubbing  and 
ANATICOR to deal with artifacts. Here we have performed preprocessing using 
FSL  5.0.8.  Steps  included  motion  correction  using  McFLIRT(Jenkinson  et  al. 
2002) using default parameters and registering each volume to the middle time 
point,  grand mean scaling of the fMRI time series, spatial smoothing with 6mm 
Gaussian kernel, motion artifacts removal using ICA-AROMA (Pruim et al. 2014). 
Additional nuisance signal regression compliant with the pipeline recommended in 
(Pruim  et  al.  2014) was  performed  by  regressing  out  mean  signals  from 
cerebrospinal fluid (CSF) and white matter extracted using participant-level masks 
obtained  by  multiplying  participant-level  CSF  and  white  matter  segmentations 
obtained by automated segmentation using FSL’s FAST (Zhang et al. 2001) with 
the  MNI152-based CSF and white  matter  masks  provided  as  part  of  FSL and 
thresholded with a 0.95 threshold. The data were then high pass filtered with a cut-
off frequency of 0.01 Hz. As in the original study, no slice timing correction was 
performed. The resulting RS-fMRI images were registered to Montreal Neurological 
Institute  (MNI)  space  using  transformation  matrices  obtained  from the  first  co-
registration of functional images to T1 image using the boundary based registration 
tool and registering the T1 images to MNI template brain using FMRIB’s linear 
image registration tool  (FLIRT)(Jenkinson et al.  2002).  Following preprocessing, 
we  performed  carefully  assessed  data  quality  in  alignment  with  the  checks 
performed in the original study. These are reported in the supplementary material 
and show that the level of head motion in our cohort was similar to that in the 
Drysdale  study. Note that  there are some differences between the pipeline we 
employed  here  and  that  was  used  in  the  Drysdale  study.  Most  notably,  we 
employed ICA-AROMA in place of volume censoring. There is good evidence that 
ICA-AROMA  does  at  least  as  well  as  volume  censoring  in  removing  motion 
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artifacts, whilst preserving greater temporal degrees of freedom in the fMRI time 
series(Pruim  et  al.  2014;  Parkes  et  al.  2018).  We  show  that  ICA-AROMA 
performed  well  in  removing  head  motion-related  artefacts  in  our  data 
(supplementary figure 4).

Next, correlation matrices were created using 264 cortical parcellations proposed 
by Power et al.(Power et al. 2011) plus an additional 13 regions, including the left 
and right caudate, amygdala, hippocampus, nucleus accumbens and subgenual 
anterior cingulate cortex, as in the original Drysdale et al. study. We averaged all  
voxels  within  each  region  to  create  a  single  time  series  per  region.  We have 
discarded 1% of regions with the lowest signal to noise ratio, and subsequently 
created  a  correlation  matrix  by  computing  pairwise  Pearson's  correlation 
coefficients  between  all  regions.  This  resulted  in  38,000  connectivity  features 
(lower diagonal of 277*277 correlation matrix), which were later reduced to 37,675 
by discarding regions with  insufficient  coverage in  more than 10% of  subjects. 
These correlations were transformed using Fisher’s z-transform and linear effects 
of age, frame-wise displacement and dummy coded study site were regressed out. 

2.3 Clinical characteristics

The original study used depressive symptom scores of the Hamilton rating scale 
for depression (HAMD)(Hamilton 1960) in their analyses. Here we used depressive 
symptom  scores  derived  from  the  self-rated  Inventory  of  Depressive 
Symptomatology  (IDS)(Rush et  al.  1986).  This  inventory  was developed as  an 
improvement  over  HAMD,  aiming  to  improve  the  coverage  of  common  MDD 
symptoms  (Rush  et  al.  1996).  However, to  make our  study comparable  to  the 
original study, we used only a subset of 17 IDS items that best matched the items 
of the HAMD (Table 1).

2.4 Feature selection

From  the  37,675  connectivity  features  (the  lower  diagonal  of  the  functional 
correlation matrix), we selected the subset of features with the highest Spearman’s 
correlation with any of the 17 IDS symptoms. In the original study, according to 
communication with the corresponding author, during feature selection, the number 
of RS-fMRI features corresponding to approximately 80% of the total number of 
participants  were  retained,  which  corresponds  to  176  RS-fMRI  connectivity 
features in a sample of 220 participants in the original study. Here we selected the 
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top 150 RS-fMRI features with the highest Spearman’s correlation with any of the 
17 IDS symptoms to  preserve the same feature to subjects  ratio  (80% of  187 
subjects).

2.5 Canonical correlation analysis

Next, following the original study, we performed a canonical correlation analysis 
(CCA) on the selected RS-fMRI connectivity features and depressive symptoms. 
Canonical correlation analysis  (Hotelling 1936) is a multivariate statistical method 
that seeks an association between two sets of variables. CCA is the most general 
multivariate  technique  with  multiple  regression,  MANOVA,  and  discriminant 
analysis all as special cases of CCA (multiple regression is a CCA with only one 
variable in Y, MANOVA, and discriminant analysis are CCA with binary variables in 
X or Y). Given the two multidimensional datasets X (e.g. clinical features) and Y 
(e.g. RS-fMRI connectivity features), canonical correlation analysis finds a linear 
combination of  X that  maximally correlates with a linear combination of  Y. This 
linear combinations of X and Y are new variables, called canonical variates. Both 
canonical  variates for  X and Y are  called a  canonical  pair  and the correlation 
between canonical  variates is  called a  canonical  correlation.  Multiple  canonical 
pairs can be found with a constraint that each subsequent canonical pair has to be 
uncorrelated with all the previous ones. 

CCA is also closely  related to  PCA with  a difference that  CCA performs eigen 
decomposition of the cross-correlation matrix instead of the correlation matrix. In 
PCA the first principal component explains the largest amount of variance in the 
data,  and  each  subsequent  principal  component  explains  a  (smaller)  maximal 
amount of variance that is orthogonal to all the previous ones. In CCA the first  
canonical  variate  of  X  explains  the  largest  amount  of  variance  in  Y and each 
subsequent canonical variate is explaining less of variance in Y and is orthogonal 
to  all  the  previous  canonical  variates.  In  more  detail,  the  squared  canonical 
correlations are eigenvalues of the matrix:

R = Ryy
-1RyxRxx

-1Rxy

where Rxx and Ryy are correlation matrices of X and Y, respectively, and Rxy and Ryx 

are  cross-correlation  matrices  of  variables  from  X  with  variables  from  Y. 
Coefficients that create the canonical variates are the respective eigenvectors of R. 
CCA can be also thought of as a dimensionality reduction step, where the original  
data of X and Y are mapped into a lower dimensional space of canonical variates 
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whose dimensions are highly correlated between datasets X and Y, in our case 
between RS-fMRI connectivity measures and clinical symptoms. 

2.5.1 Permutation test
Traditionally, the significance of canonical correlations is established using a Wilk’s 
lambda  statistic  and  this  was  also  used  in  the  Drysdale  study  (Conor  Liston, 
personal  communication).  This  statistic  has  an  approximately  chi-square  null 
distribution with pq degrees of freedom, p and q being the number of variables in X 
and Y. This significance test, however, does not take into account the feature pre-
selection step that  selected RS-fMRI connectivity  features most  correlated with 
clinical symptoms. As this pre-selection step was done in the same dataset as the 
CCA was performed on and tested, this likely results in too optimistic p-values. To 
avoid overly  optimistic  p-values,  we performed a permutation test  of  the whole 
procedure, i.e. feature selection followed by CCA. The whole feature selection and 
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Table 1: HAM-D items used in the original study and best-matched IDS items used in this study. 

HAMD item IDS item

Mood Feeling sad

Guilt Self criticism and blame

Suicide Thoughts of death or suicide

Early insomnia Early insomnia

Mid insomnia Mid insomnia

Late insomnia Late insomnia

Anhedonia Capacity for pleasure or enjoyment (excluding sex)

Retardation Psychomotor retardation

Agitation Psychomotor agitation

Anxiety psychological Feeling anxious or tense

Anxiety physiological Other bodily symptoms/sympathetic arousal

Somatic gastro-internal Gastrointestinal complaints

Fatigue/aches/low energy Energy level/fatiguability

Genital Interest in sex

Hypochondria Somatic complains

Weight loss Weight loss

Insight Sensitivity 



CCA cycle was repeated for each permutation with the rows of clinical symptoms 
shuffled  so  that  they  no  longer  corresponded  to  rows  of  RS-fMRI  connectivity 
features.  We performed 1999 permutations,  which created a null  distribution of 
canonical correlations and estimated the Wilk’s lambda statistic. The interpretation 
of  Wilk’s  lambda  statistic  is  also  important,  because  it  does  not  describe  the 
significance  of  a  single  component  in  isolation.  Instead,  the  first  canonical 
correlation is defined as det(E)/det(E +H), where E is the error sum of squares and 
cross products matrix and H is model sum of squares and cross products matrix. 
Its  significance  should  be  interpreted  as  the  significance  of  the  whole 
decomposition,  not  the  first  component.  The  significance  of  the  Wilk's  lambda 
statistic for the second canonical correlation is interpreted as the significance of the 
whole  decomposition  after  removing  the  variance  accounted  for  by  the  first  
canonical correlation and so forth. In addition, if the canonical correlation from a 
given model order (e.g. first canonical correlation) is not significant, all correlations 
of a lower order (e.g. second onwards) should not be taken to be significant either, 
even if one or more of the derived p-values show nominal significance (Sherry and 
Henson 1981). 

2.5.2 Cross-validation
CCA is prone to overfitting and although canonical correlations may seem high and 
even  be  statistically  significant,  they  are  often  much  lower  in  an  independent 
dataset (see e.g.  (Le Floch et al. 2012)). This might give an impression that the 
found association between modalities (RS-fMRI connectivity measures and clinical 
symptoms) is much stronger than it would be in an independent hold-out dataset.  
In the original study, the canonical correlation in the independent data set was not 
evaluated directly in an independent dataset, but rather the authors relied on the 
derived biotypes to have similar symptom profiles in the independent evaluation 
dataset. 

Here  we  chose  to  estimate  the  magnitude  of  canonical  correlation  out  of  the 
training sample, using stratified 10-fold cross-validation. The dataset was divided 
into ten subsets with  an approximately  constant  number of  subjects  from each 
study site across all subsets. Nine subsets were used as a training set and the 
remaining subset as a test set. A feature selection procedure, as described above, 
was performed using subjects from the training set only. In the test set, canonical  
variates and their respective canonical correlations were created using coefficients 
from the CCA performed in the training set. 
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2.5.3 Stability of canonical loadings
Since CCA frequently yields unstable solutions, we also examined the stability of 
canonical loadings (i.e. structure coefficients, a univariate correlation between a 
variable and canonical variate) (Sherry and Henson 1981)under resampling of the 
data. We have performed a delete-one jack-knife procedure (similar to leave-one-
out CV)(Miller 1974), which a statistical technique closely related to bootstrap used 
to  estimate  sampling  variability  of  statistics  that  would  be  otherwise  hard  or 
impossible to compute analytically. We repeated the whole feature selection and 
CCA procedure multiple times always with leaving one subject out of the analysis. 
This produces a distribution of canonical loadings and thus allows us to estimate 
their stability, and therefore uncertainty, under small perturbations of the data (here 
by exchanging one subject) taking into an account both the feature selection step 
and the  CCA step.  Perturbation  of  data  by  leaving one  subject  should  be tiny 
compared  to  other  resampling  schemes,  thus  providing  a  very  conservative 
estimate of the stability of the procedure. In other words, if the solution is not stable 
after  removing  only  one  subject,  it  will  not  be  stable  under  more  extensive 
resampling.

2.6 Clustering analysis

In the original study, the first two canonical variates of the RS-fMRI connectivity 
features were used as input for the clustering analysis. The underlying idea was to 
constrain  the  clustering  analysis  to  a  low  dimensional  representation  of  brain 
connectivity features that are clinically relevant. The authors used a hierarchical 
clustering procedure using the Euclidean distance measure and Ward’s D linkage 
method,  which  minimize  the  total  within-cluster  variance.  The  original  study 
identified a solution with four clusters as the best clustering solution partly because 
the CH index (variance ratio criterion or Calinski-Harabasz index) was maximized 
for the four cluster solution. 

We followed the same procedure but in addition to the CH index we also computed 
the silhouette index, which compares average within cluster distances to average 
distances between points from different clusters. We also performed an additional 
procedure to test whether the observed CH and silhoutte indices are unlikely to 
occur  under  null  hypothesis  of  no  clusters.  Although the  CH index  was in  the 
original study maximized for four cluster solution, this, by itself, is not a statistical 
test or evidence of the existence of four clusters. Specifically, we don’t know if the 
derived CH index was significantly higher than what would have been expected 
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under the null hypothesis of data with no underlying clusters. Here we devise a 
procedure, similar to the one proposed in  (Liu et al.  2008),to test the statistical 
significance of the observed CH index. In this procedure, the null hypothesis is that 
the data came from a single 2-dimensional Gaussian distribution (i.e. distribution 
with no underlying clusters). Specifically, first, we estimated a covariance matrix 
between the two canonical variates used for the clustering analysis. Second, we 
repeatedly took random samples of the size of our dataset (187) from a bivariate 
Gaussian distribution defined by this covariance matrix. Third, we ran the same 
hierarchical  clustering  procedure  as  we  performed  on  the  real  data  on  each 
random sample and calculated the best obtained CH and silhouette index, thus 
obtaining  an  empirical  null  distribution  of  these  indices.  The  p-value  was then 
defined as a proportion of the calculated indices in the null distribution smaller than 
what we observed in the real data.
 
To make our analysis comparable to the original study, we decided to perform a 
clustering  analysis  on  two  different  sets  of  canonical  variates.  First,  as  in  the 
original  study,  we  performed  clustering  analysis  on  the  first  two  RS-fMRI 
connectivity canonical variates, which were the two RS-fMRI components with the 
highest canonical correlations. Second, because the first two components in our 
analysis may not correspond to the first two components identified in the original 
study, we visually selected two canonical variates that showed the most similar 
clinical profiles to those identified in the original study. 

2.6.1 Stability of clustering
To reliably interpret the derived clusters, it is important to evaluate if the clustering 
assignment is stable under small perturbations to the data. In other words, if the 
same procedure was repeated using a similar dataset, would we identify similar 
clusters and would we assign the same subjects to the same clusters? This is a 
different question than if the clusters are statistically significant, because cluster 
assignment might be stable even if there are no real clusters in the data. On the 
other hand, it is possible to obtain clearly distinct clusters that are unreliable and 
cannot be reproduced in a different dataset. For this, we employed the same leave-
one-out procedure as for the estimation of the stability of the canonical loadings. 
The  whole  feature  selection,  CCA,  and  hierarchical  clustering  procedure  were 
repeated for each subject, always with one subject left out of the training process. 
This  allowed us  to  estimate  the  stability  of  the  canonical  variates  under  slight 
perturbation  of  the  data  and  subsequently  the  stability  of  the  whole  clustering 
procedure that is based on these canonical variates. As noted above, perturbation 
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of  removing  one  subject  should  be  weak,  and  therefore  this  provides  a  very 
conservative test of stability in the sense that if the solution is not stable under a 
leave-one-out procedure it will  not be stable under a greater perturbation to the 
data.

2.7 Code availability

The code used to perform data analysis can be found in supplementary materials  
and will be made publicly available on GitHub upon acceptance of the article.

3. RESULTS

3.1 Sample characteristics

Sample characteristics are provided in Table 2.

3.2 CCA significance

Canonical  correlations  were  0.99  and  0.97  for  the  first  two  pairs  of  canonical  
variates. As can be seen in the null  distribution provided in Figure 2, canonical 
correlations this high are not unusual even if there is no actual correspondence 
between X and Y (as determined by a permutation test). Indeed, the respective p-
values of the permutation tests were not significant (p=0.64 and p=0.99), neither 
were they significant according to the Wilk’s lambda statistics (p=0.99 and p=0.99), 
which  measured  the significance  of  the  whole  decomposition.  Our  permutation 
testing procedure took into account that connectivity features had been selected 
based on their  correlation with clinical  features.  In contrast,  p-values computed 
analytically using traditional chi-square approximation of the null distribution of the 
Wilk’s lambda statistics with pq degrees of freedom, p and q being the number of  
variables in X and Y, were  < 0.0001. Because the Drysdale et al. study did not test  
the significance of their CCA solution in the same way, it remains to be confirmed 
whether  the canonical  variates identified in their  original  study were significant, 
although  authors  did  provide  indirect  evidence  of  this  using  an  independent 
validation sample.
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Figure 2: A, B) CCA finds a linear combination (canonical variate) of brain connectivity features that  
maximizes correlation with a linear combination of clinical symptoms. Canonical correlations are high  
and comparable to the original study (0.95 and 0.91).  C)  The null  distribution of the first canonical  
correlation obtained using permutation test. Although canonical correlations in A and B are seemingly  
high, they are also high under the null hypothesis and thus not statistically significant. D) Out of sample 
canonical  correlation  for  first  two canonical  pairs  estimated by 10 fold cross-validation.  Each point  
represents out of sample canonical correlation for each cross-validation fold. Although the canonical  
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correlation was high in the training set as showed in A and B, id dropped to a chance level correlation in  
the test sets. E) Canonical loadings for the first canonical variate and their stability under resampling of  
the data using leave-one-out (jack-knife)  procedure.  F) Clinical  canonical  loadings for  all  canonical  
variates (1-17) and first two reported in the original study (D1-D2)

3.2.1 Out of sample canonical correlation
Using  10-fold  cross-validation,  the  average out  of  sample  canonical  correlation 
across folds was 0.07 and -0.07 for the first and second canonical pair, respectively 
(see section 2.5.2), in contrast to the within-sample canonical correlation of 0.99 
and 0.97. Canonical correlations for each test fold can be seen in figure 2D. This  
shows that even a high within-sample canonical correlation might not necessarily 
be reproducible in an independent test set. The original study used an independent 
evaluation set of 92 subjects. However, the authors did not perform a CCA analysis 
in the independent sample directly and thus did not provide canonical correlations 
for the independent validation dataset. Instead, they demonstrated that subjects 
assigned to clusters in the validation set according to their RS-fMRI connectivity 
features showed similar clinical profiles as the clusters identified in the training set. 

3.2.2 CCA similarity of loadings
A side-by-side comparison of canonical  loadings (univariate correlation between 
each variable and the canonical variate) of all our resulting canonical variates and 
the first two canonical variates reported in Drysdale et al. are provided in Figure 2f. 
We  also  conducted  an  analysis  of  stability  of  these  loadings  under  small 
resampling of the data by repeating the feature selection and CCA procedure 187 
times, each time without one subject left out of the analysis. The results for this 
analysis can be seen in Figure 2e.  It  can be seen that  even by changing one 
subject in the pipeline, individual loadings changed dramatically. Because of this 
instability and the fact that our canonical variates were not statistically significant, it  
was not  found  meaningful  to  compare  our  loadings with  loadings  found in  the 
original study.

3.3 Clustering significance

In  our  dataset,  a  3-cluster  solution showed the highest  CH (109) and also the 
highest silhouette index (0.34) (Figures 3C and 3D, respectively). However, using a 
simulation  approach  described  in  the  methods section,  these  indices  were  not 
statistically  significant  (p=0.45  and  p=0.19  for  CH  and  silhouette  index, 
respectively).  That  means that  it  is  not  unusual  to  observe such high  CH and 

57



silhouette indices, even when the hierarchical clustering is performed on a normally 
distributed data set (data with no clusters). Formally, this means that we cannot 
reject the null hypothesis of the data coming from a single Gaussian distribution 
(Figure 3). In the original study, this was not tested. Therefore, we cannot say if the  
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Table 2: Sample characteristics for the NESDA (stratified by study site) and MOTAR samples. 

NESDA 1 NESDA 2 NESDA 3 MOTAR Total

N 32 57 62 36 187

Age (SD) 36 (9.52) 37.26 (10.26) 35.87 (11.51) 36.69 (12.37) 36.48 (10.93)

N Female (%) 19 (59%) 39 (68%) 43 (69%) 23 (66%) 124 (66%)

N MDD (%)
(no anx. disorder)

13 (40%) 18 (32%) 22 (35%) 10 (28%) 63 (34%)

N Anxiety disorder (%)
(no MDD)

11 (34%) 13 (22%) 21 (34%) 2 (6%) 47 (25%)

N Comorbid (%) 8 (25%) 26 (45%) 19 (30%) 24 (67%) 77 (41%)

Current* IDS (SD) 22.31 (9.66) 24.66 (11.45) 19.93 (12.42) 15.81 (10.56) 21.11 (11.96)

Current* IDS 
categorical
none/mild/moderate/se
vere/very severe

5/16/9/1/1 10/18/22/6/1 22/20/16/2/2 19/10/5/2/0 56/64/52/11/4

Current* BAI (SD) 13.19 (8.45) 13.33 (9.73) 13.34 (9.35) 21.67 (11.95) 14.91 (10.34)

Current* BAI 
categorical
none/mild/moderate/se
vere

11/3/7/1 22/19/13/3 27/18/12/5 5/11/11/9 65/61/43/18

N in remission (IDS 
and BAI)

3 (9%) 10 (18%) 16 (25 %) 5 (14%) 34 (18%)

Baseline 
antidepressant use

7 (21%) 20 (35%) 23 (37%) 0 (0%) 50 (26%)

Social phobia 12 (37%) 23 (40%) 23 (37%) 15 (42%) 73 (39%)

Panic with 
agoraphobia

6 (18%) 13 (22%) 17 (27%) 8 (22%) 44 (24%)

Panic without 
agoraphobia

4 (13%) 11 (19%) 9 (15%) 1 (3%) 25 (13%)

agoraphobia 4 (13%) 3 (5%) 3 (5%) 0 (0%) 10 (5%)

GAD 7 (22%) 16 (28%) 15 (24%) 7 (19%) 45 (24%)

Anxiety disorder:  one or more of panic disorder, generalized anxiety disorder, social phobia, and  
agoraphobia.  IDS:  inventory  of  depressive  symptomatology.  BAI:  Beck  anxiety  inventory.  GAD:  
generalized anxiety disorder. IDS categorical cutoffs: 0-13/14-25/26-38/39-48/49-84. BAI categorical  
cutoffs(Kabacoff et al. 1997): 0-9/10-18/19-29/30-63. * At the time of scanning



data in the original study really formed clusters, instead of just random fluctuation 
of the data. 

3.3.1 Cluster stability
We evaluated cluster assignment stability under slight resampling of the data by 
performing the feature selection and CCA procedure again, with one subject left 
out of the pipeline. The results are shown in the Figure 3a and 3b. The figures 
show the position of each subject with respect to the first two canonical variates 
and therefore how clusters changed just by changing one subject in the pipeline. 
Stability of cluster assignment was performed in the original  study by bootstrap 
procedure after feature selection and CCA, thus not taking instability of these two 
steps into account. 

3.3.2 Clustering similarity
Since we did not find evidence for clusters in our data, and the cluster assignment  
was not stable, we did not consider it meaningful to describe clusters in terms of  
their symptom profiles or compare the clusters in our study to clusters identified in 
the original study. 

4. DISCUSSION

Here, we aimed to replicate the analytical pipeline proposed by  (Drysdale et al. 
2017) and extend their findings to a different clinical population. More specifically, 
we  applied  their  stratification  approach  to  a  similarly  sized  dataset  of  a 
heterogeneous sample of patients with depression and anxiety disorders, i.e. with 
different clinical characteristics to the original sample (which included only subjects 
with  currently  active treatment-resistant  depression)  and with  clinical  symptoms 
measured with a different  but  comparable instrument.  We followed the analysis 
steps of  the original  study as closely  as possible  and obtained extremely high 
canonical  correlations (0.99 and 0.97)  and optimal  3 cluster  solution.  However, 
after  performing  additional  tests  that  were  not  performed in  the  original  study, 
which  took  into  account  that  the  RS-fMRI  connectivity  features  were  selected 
based on their correlation with clinical features before performing CCA on these 
connectivity  and  clinical  features,  even  the  high  canonical  correlations  that  we 
observed were not statistically significant and they did not replicate outside of the 
training set. By using the same criteria for selecting the number of clusters as in 
the original study, we found an optimal three cluster solution. However, we showed 
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Figure  3: A) obtained  4-cluster  solution  using  hierarchical  clustering.  B) Stability  of  the  cluster  
assignment. Each subject is shown with the same color as it had in A, but the connectivity scores are  
recomputed under a small perturbation of the data i.e. leaving one subject out of the feature selection  
and CCA procedure. C) Variance ratio criterion is maximized at 3 clusters (4 in the original study). D) 
Silhouette index is maximized at 3 clusters. E, F)  Null distribution of Variance ratio and silhouette  
indices.  Showing  that  although  these indices  are  maximized at  3  clusters,  these results  are  not  
unusual even for the data simulated from a distribution with no clusters. Therefore these criteria do not  
imply evidence for the existence of clusters in our data or in the data presented in the original study.



that this cluster solution would happen even if the data came only from a single 
Gaussian distribution with no underlying clusters.  

4.1 Statistical significance of canonical correlations

The  first  two  canonical  correlations  between  brain  connectivity  and  clinical 
symptom measures  that  we  observed  in  our  data  were  high  (0.99  and  0.98).  
However,  they  were  not  statistically  significant  as  determined  by  permutation 
testing. In addition, using cross-validation, the canonical correlations dropped to 
approximately 0 in the test set. This is not unexpected because of the high number 
of variables included compared to the number of subjects in this sample, which 
leads to severe overfitting. CCA is known to be unstable; for example, introductory 
texts  recommend between 10  to  42  subjects  per  variable  in  order  to  obtain  a 
reliable CCA model  (Tabachnick and Fidell 2001; Pituch and Stevens 2016), but 
the pipeline used in the original study that we followed had around 1.3 subjects per 
variable.  Another  important  contribution  for  the  overly  optimistic  canonical 
correlations  is  the  initial  feature  selection  step  that  selected  150  connectivity 
features in our study (178 in the original study) out of ~30,000 brain connectivity 
measures that were most correlated with the clinical symptoms in the same dataset 
in which the CCA was performed. 

In the original study by Drysdale and colleagues, this feature selection step was 
not taken into account when estimating the statistical significance of the canonical 
correlations,  thus  the  reported  p-values  were  likely  inflated.  Moreover,  the 
replication of canonical correlations out of sample was not shown directly in the 
study by Drysdale and colleagues. Despite this, the authors did provide indirect 
evidence  for  a  reliable  relationship  between  brain  connectivity  measures  and 
clinical  symptoms in  a  subset  of  subjects  left  out  completely  from the  primary 
analysis  (training  set).  These  subjects  were  assigned  to  clusters  based  on  a 
support  vector  machine  classifier  using  only  their  connectivity  features  as 
predictors, and these clusters had similar clinical symptom profiles in their cluster 
discovery  and replication  sets,  which  would  not  be possible  if  there is  no real 
relationship  between  biological  and  clinical  variables.  However,  in  view  of  the 
methodological  considerations  above,  this  does  necessarily  mean  that  the 
relationship is exactly in the form of anxiety and anhedonia-related components as 
reported in the original study.
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4.2 Similarity of canonical loadings

Due to the overfitting of CCA discussed above, the canonical loadings we obtained 
were unstable, which makes their comparison with loadings reported in the original 
study difficult.  Despite  that,  loadings of  our  fourth  canonical  variate  were most 
similar to the loadings of the second canonical variate reported in the original study 
by Drysdale and colleagues. However, our canonical variates were not statistically 
significant.

4.3 Clustering analysis

A problem with many clustering algorithms that is not commonly recognized is that 
they always yield clusters, regardless of the structure of the data, even if there are 
no clusters at all  (Liu et al. 2008). Many procedures employed to determine the 
optimal  number  of  clusters,  including  the  one  used  in  the  original  study,  are 
therefore  more  heuristic  and  do  not  provide  a  statistical  test  of  the  underlying 
structure of the data. In the original study, a four-cluster solution was decided to be 
optimal mainly because the CH criterion, a specific numerical value describing how 
well  the  data  form clusters,  was maximized  by four  clusters.  According  to  this 
criterion, we would have chosen an optimal number of clusters to be three (or two 
according  to  the  silhouette  criterion)  in  our  data.  However,  after  a  closer 
examination, we observed that a CH index as high or higher as we observed, can 
be easily obtained just by running the same hierarchical clustering procedure on 
data randomly sampled from a distribution that does not contain any clusters (in 
this case Gaussian distribution). Or in other words, according to the CH index, we 
could not reject the null  hypothesis that our data came from a single Gaussian 
distribution. No test for the existence of clusters was performed in the original study 
and  the  presented  data  in  Figure  1f  of  the  original  study  looked  more  like  a 
continuous distribution instead of 4 clusters. On the basis of these methodological 
considerations, we think that the original study provided insufficient evidence to 
conclude that any number of distinct biotypes of depression was more likely than 
no biotypes at all. 

Although the absence of clusters would change the conclusion of the original study, 
it  is  not  necessarily  detrimental  to  the  significance  of  the  results.  The  found 
biological axes related to different depressive symptoms are important in their own 
merit,  without  subsequent  arbitrary  dichotomization  into  four  biotypes.  Two 
canonical variates already provide a parsimonious representation of the data and 
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dividing them further into four subtypes would not provide any more insights into 
mechanisms of depression (especially if these subtypes are spurious).

Assuming  biotypes  is  also  detrimental  for  the  sake  of  clinical  utility,  such  as 
predicting the probability of a TMS treatment response. Since the subtypes were 
predictive of TMS treatment response and were based on the underlying canonical 
variates,  it  is  reasonable  to  assume  that  the  probability  of  response  varies 
smoothly with respect to the canonical variates. Using only discrete subtypes for 
prediction assumes that all the subjects in one “biotype” have the same chance for 
response. Also, very similar subjects might get significantly different predictions. If 
a subject would move slightly from biotype 1 to bordering biotype 2, his predicted 
TMS response chance would jump from 80% to 20%. Even if the biotypes were 
truly distinct, but the probability of a response would vary smoothly with respect to 
canonical variates, instead of discretely with respect to subtypes, the model using 
continuous variables as predictors  will  perform better  than  a model  using  only 
subtype information.

On  the  other  hand,  using  subject-specific  connectivity  scores  alone,  without 
additional  arbitrary  dichotomization  into  biotypes,  would  allow  making  an 
individualized  prediction  for  each  individual,  in  line  with  goals  of  personalized 
precision  medicine.  A  clinical  decision  can  then  be  made  for  each  patient 
individually according to their treatment response probability instead of the average 
treatment  response  probability  of  the  whole  group  (e.g.  biotype).  Critically,  the 
availability of quantitative measures means that cut-off points for various levels of 
severity can be changed and fine-tuned as more data from future studies become 
available — as has been done for diseases such as hypertension. Severity cut-
points explicitly acknowledge dimensions and move away from traditional single 
disorder models. Such a dimensional approach, which captures the full spectrum of 
brain  connectivity  alterations,  provides an empirical  and coherent  framework to 
accommodate comorbidity and sub-threshold symptoms.

Due to the clinical heterogeneity of many psychiatric disorders and the quest for 
personalized  medicine,  there  is  a  tendency  towards  subtyping  and  expanding 
psychiatric  nosology.  However,  the  presumption  of  distinct  and  homogeneous 
subtypes  might  not  be  clinically  useful  and  might  not  represent  the  underlying 
biology. Many clustering approaches will always produce some clusters and would 
so even for uniformly distributed data. It  is,  therefore, crucial  to distinguish real 
biologically or clinically meaningful subtypes from random fluctuation of the data. 
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This is not an easy task, however, several methods exist. One possibility is to use 
simulations to create an empirical null distribution of clustering statistics, similar to 
what  we  used  here  as  proposed  by  (Liu  et  al.  2008) or  use  model-based 
approaches, such as latent class analysis or Gaussian mixture models, where the 
model fit can be tested directly. 

4.4 Recommendations for future studies

We have several recommendations for future studies. First, to avoid overfitting and 
unstable results of CCA, we advise to either reduce the number of features to limit 
the feature to sample ratio which can be done by using a dimensionality reduction 
method, such as PCA, ICA or factor analysis as used in (Smith et al. 2015), or to 
use  a regularized  version  of  CCA,  or  both  as  used  in  (Le  Floch  et  al.  2012). 
Second, if  a feature selection step is  involved,  it  is  necessary to take this into 
account in the statistical testing procedure, either by doing a statistical test in an 
independent  test  set  or  by  incorporating  this  selection  step  into  a  permutation 
testing procedure (Kriegeskorte et al. 2009). For clustering analysis, it is necessary 
first to answer the question if there are actually real clusters in the data or just 
random  fluctuations.  Clustering  coefficients  and  cluster  assignment  stability 
evaluation  do  not  test  for  this.  To  estimate  cluster  stability  assignment  it  is  
important to take the whole procedure into account, including feature selection and 
CCA, which might show that even seemingly stable clusters are unstable. Finally, if 
the goal is a clinically useful prediction and high accuracy, continuous variables 
should be preferred before dichotomizing data into clusters because they contain 
more information and thus lead to better prediction.

4.5. Limitations

There are several potential limitations mostly arising from our study not exactly 
matching  the  original  study,  thus  this  study  cannot  be  considered  a  direct 
replication.  Non-exact  replications like  the current  study provide a high level  of 
evidence for the robustness and external validity of the original finding if they are  
replicated because they show that the original results do not depend on specific 
study  design  choices  and  that  they  can  be  generalized  to  different 
populations(Rosenthal 1990). On the other hand, if they fail to support the original 
findings, it is hard to differentiate whether this failure is due to differences between 
studies or because the original finding was a false positive. Our study differed from 
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the original in some preprocessing steps, the clinical instrument used to assess 
depressive symptoms and clinical characteristics of the sample. 

Our preprocessing pipeline differed in several  ways,  the most  notable  was our 
choice  to  handle  motion-related  artefacts  using  ICA-AROMA instead  of  motion 
scrubbing. It has been shown repeatedly that AROMA performs at least as well as 
motion scrubbing in reducing motion-related artifacts(Pruim et al. 2014; Parkes et 
al. 2018), with the additional benefit of keeping the number of available timepoints 
constant across subjects.  It is possible that different preprocessing choices would 
yield different results, however, biological effects should not disappear by changing 
to an analogous preprocessing pipeline. An additional difference is that our data 
were  obtained  from  four  scan-sites  with  different  average  symptom  severity, 
compared to two scan -sites with similar average symptom severity in the original  
study. This limits the statistical power of our analysis because correcting for site 
effects will remove all depression-related connectivity effects in the data that can 
be explained by site effects. Especially subjects from the MOTAR study have on 
average one standard deviation lower depression severity symptoms than the rest 
of the subjects from the remaining 3 study sites. However, this does not affect our 
main conclusions about the tendency of the procedure used in the original study to 
produce overly optimistic results.

In the present study, the assessment of clinical symptoms was performed using the 
self-report IDS instrument compared to a clinician-administered (HAM-D) used the 
original study. Both instruments are widely used and represent gold-standard rating 
scales for depression in clinical research(Cusin et al. 2009). Responses to the two 
different instruments are highly correlated, and their specific items are related to 
mostly  overlapping  symptoms(Rush  et  al.  1996;  Gullion  and  Rush  1998).  In 
general, replication of effects using different instruments provides evidence that the 
found  association  is  characteristic  of  the  pathology  rather  than  the  specific 
instrument. Specifically, the original study found an association with biology and 
anxiety, which should not depend on the precise way in which specific anxiety-
related items were worded. That being said, different items, although measuring 
mostly  the  same symptoms,  are  likely  to  have a different  correlation structure, 
which in turn might produce different loadings in CCA. Indeed we did not find the 
exact same loadings as in the original study, however, we have also shown that the 
CCA procedure was unstable due to overfitting.  Therefore,  a direct  comparison 
between loadings observed in our study and the original study is was found not 
meaningful regardless of the instrument being used.
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Our sample characteristics were different from the original study, which included 
only  subjects  with  a  currently  active  episode  of  a  treatment-resistant  major 
depressive  disorder.  In  contrast,  we  included  subjects  with  a  wider  range  of 
diagnoses, including MDD and anxiety disorders and a wider range of symptom 
severity from sub-threshold depression (i.e. MDD subjects in remission at the time 
of scanning) to people with an active MDD episode with mild, moderate and severe 
symptoms. Our sample was recruited from the general population, primary care 
and specialized mental health care. We believe that the inclusion of pure anxiety 
disorder patients is especially appropriate because the original study identified an 
anxiety associated CCA component and an anxiety-associated biotype. Moreover, 
the  authors  of  the  Drysdale  study  also  applied  their  model  to  patients  with 
generalised  anxiety  disorder  and  concluded  that  connectivity  abnormalities 
overlapped  significantly  with  those  in  patients  with  depression.  For  the 
generalizability  of  the  original  findings,  it  is  important  to  show  that  any  found 
association exists also in a population in a naturalistic setting where the depressive 
phenotype is simultaneously less severe, more heterogeneous and more reflective 
of the variability in the MDD phenotype in the general population. Studies showed 
a  difference  in  resting  state  activity  between  remitted  and  actively  depressed 
subjects (Cheng et al. 2019; Dong et al. 2019). A wider range of symptoms could, 
on one hand,  translate to more diverse biology and thus make the connection 
between clinical symptoms to biology more apparent. On the other hand, higher 
heterogeneity  might  have  the  opposite  effect  if  the  underlying  biological 
mechanisms differ. Specifically, the power of our study to find significant effects 
would  be  decreased  if  specific  symptoms  have  different  effects  on  functional 
connectivity in different groups of patients (i.e., active and non-active depressive 
disorder  or  depressive  disorder  and  anxiety  disorder).   However,  our  main 
conclusions  of  potential  unreliability  of  the  original  findings  are  not  based  on 
observing a  different  effect  as in  Drysdale  et  al.,  but  are  based on performing 
additional  sufficiently  rigorous  statistical  tests,  thus  showing  that  the  analytical 
methods used in  the original  study can produce extremely high and seemingly 
statistically significant  canonical  correlations even when there is no relationship 
between data modalities and a clustering procedure that will always produce some 
clusters regardless of the input data.
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4.6 Conclusion

To  the  best  of  our  knowledge,  this  is  the  first  attempt  to  replicate  the 
methodological  pipeline  used  in  Drysdale  et  al.  and  to  extend  it  to  a  different 
clinical sample of patients with depression and anxiety disorders. Extending the 
original methods with additional more rigorous statistical procedures, we did not 
find  stable  or  statistically  significant  biotypes  of  depression  and  anxiety  in  an 
independent  sample  from a  different  clinical  population.  Furthermore,  we  have 
argued that the evidence for the existence of 4 distinct biotypes presented in the 
original  study, namely  stability  of  the  clustering  solution  and  magnitude  of  the 
clustering index, is not sufficient to conclude (or disprove) the existence of distinct 
biotypes and the results should therefore, be interpreted with care. However, even 
without partitioning patients into biotypes, the existence of continuous biological 
axes  related  to  symptoms  of  depression  might  be  even  more  useful  for  our 
understanding of biological mechanisms of depression and clinical practice. This 
conclusion is not based on the direct comparison of results between the present 
study and Drysdale et al. (which would not be possible due to sample differences), 
but it is based on our evaluation of statistical properties of the methods used in the 
original study.
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To the Editor:
We write  in  reference to  the  article  recently  published  in  Biological  Psychiatry: 
Cognitive  Neuroscience  and  Neuroimaging,  “Functional  and  Optogenetic 
Approaches  to  Discovering  Stable  Subtype-Specific  Circuit  Mechanisms  in 
Depression” by Grosenick et al. (2019). In the article, the authors first followed up 
on their previous highly influential study (Drysdale et al. 2017), aiming to evaluate 
the stability  and reliability  of  their  original  results.  Second,  they discussed how 
recent advances in optogenetic functional magnetic resonance imaging could be 
used to test how specific brain dysfunctions give rise to specific depression-related 
behaviors. Our comment concerns the first of these objectives, which is a response 
to our prior work that called the reliability and validity of the biotypes identified in 
the  original  Drysdale  et al.  (2017)  study  into  question  (Dinga  et al.  2019). 
Grosenick  et al.  (2019)  concluded  that  our  contradicting  results  are  due  to 
differences  in  clinical  characteristics  and  preprocessing  methods  between  our 
study and the Drysdale et al. (2017) study. However, we consider that the authors 
have misrepresented the concerns we raised and drew incorrect conclusions from 
the data that they presented in their article (Grosenick et al. 2019). If anything, the 
results reported in Grosenick et al. (2019) provide further evidence about the low 
reliability of the original findings.

Specifically, the main concerns we raised regarding the original  Drysdale  et al. 
(2017) study were that 1) the feature selection step was not taken into account 
when calculating statistical significance, and thus the reported significance levels 
were likely  highly  optimistic;  2)  the  use  of  nonregularized  canonical  correlation 
analysis (CCA) that is trained on a high feature to-sample ratio will overfit; 3) the 
overfitting resulting from nonregularized CCA that is trained on a high feature to-
sample causes highly unstable canonical variates and, therefore, highly unstable 
subtypes; and 4) the criteria for the definition of subtypes are arbitrary and will  
nearly always lead to results that suggest the existence of subtypes. Contrary to 
what was implied by Grosenick et al.  (2019),  these criticisms are based on an 
evaluation of  the properties of  the analytical  pipeline employed in their  original 
study and cannot be explained by a lower signal in our dataset, owing to different  
clinical  or  preprocessing  characteristics.  To avoid  these  problems,  we provided 
several  recommendations.  First,  to  avoid  overfitting  and  unstable  results,  we 
recommended lowering the number of  features used in  the analysis  and using 
regularized CCA. Second, to avoid overly optimistic and possibly spurious results, 
we  recommended  performing  statistical  testing  in  an  independent  test  set  or 
incorporating the feature selection step into a permutation testing procedure. Third,  
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to evaluate the stability of cluster assignment, we recommended taking the whole 
procedure into account, including feature selection, CCA, and clustering.

In response to these concerns, Grosenick et al. (2019) re-evaluated the stability of 
the canonical  variates that  they previously  found in  the same sample used by 
Drysdale et al. (2017). This was done by randomly splitting the data 1000 times 
into training and validation sets, performing the feature selection step and CCA 
fitting in the training set and assessing the canonical correlations in the validation 
set. This was performed using nonregularized CCA as in the original study and 
also regularized CCA while varying the number of selected features. In line with the 
concerns  expressed  in  our  article  (Dinga  et al.  2019),  Grosenick  et al.  (2019) 
showed that the unregularized CCA approach with around175 features, as used in 
the  Drysdale  et al.  (2017)  study,  indeed  overfits  and  does  not  generalize  into 
subjects  in  the  validation  set  [Figure 2A  in  Grosenick  et al.  (2019)].  Further, 
Grosenick  et al.  (2019)  showed  that  a  lower  number  of  input  features  and 
regularized CCA greatly improves test set canonical correlations and thus is able to 
produce stable and generalizable results.

We compliment the authors for taking our methodological concerns seriously and 
developing and testing the statistical properties of a new analytical pipeline. We 
agree that the results Grosenick et al. (2019) presented show that this pipeline is 
indeed able to produce stable and generalizable results. However, contrary to what 
they claim, this does not validate the reliability of the results presented in Drysdale 
et al. (2017), because as discussed above, these were produced using the pipeline 
that—even  according  to  their  own  analysis—produces  unstable  and 
nongeneralizable results. Specifically, Grosenick et al. (2019) do not show that the 
2 canonical variates for 1) anhedonia and psychomotor slowing and 2) anxiety and 
insomnia  identified  in  Drysdale  et al.  (2017)  are  stable  and  generalize  out  of 
sample. Further, Grosenick et al. (2019) did not show that the identified subtypes, 
defined  by  the  specific  clinical  profiles,  are  stable  when  the  whole  analytical 
pipeline is repeated, including the feature selection, CCA, and clustering steps. 
Last, Grosenick et al. (2019) did not show that the canonical variates and subtypes 
can be reproduced using the improved pipeline.

To validate the results of the original Drysdale et al. (2017) study, we believe that it 
is  important  to  show  that  1)  the  anhedonia  and  anxiety  canonical  variates 
generalize out of sample and are statistically significantly using a test that takes 
into account the feature selection step and 2) the 4 identified subtypes are stable 
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when  the  whole  pipeline,  including  feature  selection,  CCA,  and  clustering,  is 
repeated in resampled data. Even if the original results cannot be validated, we 
believe  that  it  would  be  of  interest  to  the  wider  scientific  community  to  report 
canonical variates and subtypes obtained using the new, improved pipeline.
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ABSTRACT

Pattern recognition predictive models have become an important tool for analysis 
of  neuroimaging  data  and  answering  important  questions  from  clinical  and 
cognitive neuroscience. Regardless of the application, the most commonly used 
method to quantify model performance is to calculate prediction accuracy, i.e. the 
proportion  of  correctly  classified  samples.  While  simple  and  intuitive,  other 
performance measures are often more appropriate with respect to many common 
goals of neuroimaging pattern recognition studies.  In this paper, we will  review 
alternative performance measures and focus on their interpretation and practical 
aspects  of  model  evaluation.  Specifically,  we  will  focus  on  4  families  of 
performance measures: 1) categorical performance measures such as accuracy, 2) 
rank-based  performance  measures  such  as  the  area  under  the  curve,  3) 
probabilistic performance measures based on quadratic error such as Brier score, 
and 4) probabilistic performance measures based on information criteria such as 
logarithmic score. We will  examine their statistical properties in various settings 
using simulated data and real  neuroimaging data derived from public datasets. 
Results showed that accuracy had the worst performance with respect to statistical 
power, detecting model improvement, selecting informative features and reliability 
of  results.  Therefore  in  most  cases,  it  should  not  be  used  to  make  statistical 
inference  about  model  performance.  Accuracy  should  also  be  avoided  for 
evaluating utility of clinical models, because it does not take into account clinically 
relevant  information,  such  as  relative  cost  of  false-positive  and  false-negative 
misclassification  or  calibration  of  probabilistic  predictions.  We  recommend 
alternative evaluation criteria based on different goals of machine-learning models.

INTRODUCTION

Machine learning predictive models have become an integral  method for  many 
areas of clinical and cognitive neuroscience, including classification of patients with 
brain  disorders  from  healthy  controls,  treatment  response  prediction  or,  in  a 
cognitive neuroscience setting, identifying brain areas containing information about 
experimental  conditions.  They  allow  making  potentially  clinically  important 
predictions and testing hypotheses about brain function that would not be possible 
using traditional mass univariate methods (i.e., effects distributed across multiple 
variables). Regardless of the application, it is important to evaluate the quality of 
predictions on new, previously unseen data. 

76



A common method to estimate the quality of model predictions is to use cross-
validation and calculate the average prediction performance across test samples 
(Varoquaux  et  al.,  2017) or  balanced  variants  that  account  for  different  class 
frequencies  (Brodersen  et  al.,  2010) Selection  of  appropriate  performance 
measures is a widely studied topic in other areas of  science,  such as weather 
forecasting (Mason, 2008), medicine (Steyerberg et al., 2010) or finance (Hamerle 
et al., 2003). However, in the neuroimaging field, this has received surprisingly little 
attention. For example, many introductory review and tutorial articles focused on 
machine learning in neuroimaging (Haynes and Rees, 2006; Pereira et al., 2009; 
Varoquaux et al., 2017) do not discuss performance measures other than accuracy 
(i.e., simple proportion of correctly classified samples). Accuracy is also the most 
frequently  reported  performance  measure  in  neuroimaging  studies  employing 
machine learning, even though in many cases alternative performance measures 
may  be  more  appropriate  for  the  specific  problem  at  hand.  However,  no 
performance  measure  is  perfect  and  suitable  for  all  situations  and  different 
performance measures  capture  different  aspects  of  model  predictions.  Thus,  a 
thoughtful choice needs to be made in order to evaluate the model predictions 
based  on  what  is  important  in  each  specific  situation.  Different  performance 
measures also have different  statistical  properties which need to be taken into 
account. For example, how reliable or reproducible are the results, or what is the 
power of detecting a statistically significant effect? 

In this paper, we provide a didactic overview of various performance measures 
focusing on their interpretation and practical aspects of their usage. We divide the 
measures into  four  families based on what  aspects  of  a model  prediction they 
evaluate; (1) measures evaluating categorical predictions, (2) ranks of predictions, 
(3) probabilistic predictions with respect to a squared error, and (4) probabilistic 
predictions with respect  to information criteria.  This includes accuracy, the area 
under  the  receiver  operating  characteristic  curve,  the  Brier  score,  and  the 
logarithmic score respectively, as most prominent members of each family. Next, 
we  perform  an  extensive  empirical  evaluation  of  statistical  properties  of  these 
measures, focusing on power to detect a statistically significant effect, power to 
detect  a  model  improvement,  evaluation  of  stability  of  the  feature  selection 
process,  and  evaluation  of  the  reliability  of  results.  We  show  that  accuracy 
performs the worst  with  respect  to all  examined statistical  properties.  Last,  we 
discuss appropriate evaluation criteria with respect to various goals of the specific 
machine learning model.
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TUTORIAL ON PERFORMANCE MEASURES

This section is a didactic overview of 4 main types of performance measures.

Figure 1: Definition of categorical predictions and 
their relationship to a confusion matrix. Note that  
the  predicted  score  (e.g.  predicted  probability  
from a logistic regression, here depicted  by the 
position of the predictions on the y-axis) needs to  
be dichotomized into categorical predictions, thus 
the magnitude of a miss-classification is not taken  
into account. Balanced accuracy equals accuracy 
when the class frequencies are equal, otherwise  
misclassification of the minority class is weighted  
higher, therefore, the chance level  stays at 0.5.  
PPV:  positive  predictive  value.  NPV:  Negative  
predictive value.

Categorical measures

The most commonly used performance measures are based on an evaluation of 
categorical  predictions.  These  can  be  derived  from  a  confusion  matrix  where 
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predicted  labels  are  displayed  in  rows  and  observed  labels  are  displayed  in 
columns (Figure 1). The most commonly used measure is accuracy, which is a 
simple  proportion of  all  samples classified correctly. This  can  be misleading in 
imbalanced classes, since for example if the disease prevalence is 1% it is trivial to 
obtain an accuracy of 99% just by always reporting no disease. For this reason, 
balanced  accuracy  is  often  used  instead  (Brodersen  et  al.,  2010).  Balanced 
accuracy is simply the arithmetic mean of sensitivity and specificity, thus it is equal 
to  accuracy  when  the  class  frequencies  are  the  same  (Figure  1),  otherwise, 
because sensitivity and specificity are contributing equally, it weighs false positive 
and false negative miss classifications according to class frequencies.

Sensitivity (true positive rate, recall) is the proportion of positive samples classified 
as positive, or in other words, it is the probability that a sample from a positive 
class will be classified as positive. Specificity (true negative rate) is the counterpart  
to sensitivity measuring the proportion of negative samples correctly classified as 
negative.  Sensitivity  and  specificity  do  not  take  class  frequencies  (and  class 
imbalances) or disease prevalence into account and they do not capture what is 
important in many practical applications. For example, in a clinical setting, we don’t  
know if the patient has a disease or not (otherwise, there would be no need for 
testing).Instead, what is known are the results of the test (positive or negative) and 
we would like to know, given the result of the test, what is the probability that the 
patient will have a disease or not. This is measured by positive predictive value 
(PPV) and negative predictive value (NPV) for positive and negative test results, 
respectively. It is easy to misinterpret sensitivity as PPV, the difference is subtle but 
crucial.  To illustrate, say we have the following confusion matrix:

Condition

Positive Negative

Predicted
Condition

Positive 10 90

Negative 0 900

This gives us 100% sensitivity (10/10,   91% specificity (900/990), 91% accuracy 
((10+900)/1000) and 96% balanced accuracy ((10/10 + 900/990)/2). According to 
these measures, the model performs well. However, in this example the disease 
prevalence is 1% (10/1000), so only 10% of patients with a positive test result are 
truly positive, the remaining 90% are misclassified (i.e., cell with positive predicted 
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condition but negative actual condition in confusion matrix). Therefore, the test may 
actually be useless in practice. Another measure used in cases with imbalanced 
classes is the F1 score, which is the harmonic mean of PPV and sensitivity (so if 
one of the elements is close to 0, the whole score will be close to 0) (Figure 1). 
Since the harmonic and not the arithmetic mean is used, both sensitivity and PPV 
need to be high in order for the score to be high. Thus, this score emphasizes the  
balance  between  sensitivity  and  PPV  and  it  assumes  that  both  are  equally 
important. 

All categorical measures suffer from two main problems: first, they depend on an 
arbitrarily  selected  classification  threshold.  Each  data  point  counts  either  as  a 
correct  or incorrect  classification,  without  taking the magnitude of the error into 
account. If the decision threshold is set to 50%, then if a model predicts that a 
disease probability in a healthy subject  is 49% percent and thus classifies this 
subject  as healthy, this  is  indistinguishable from a disease probability  of  1% in 
another  healthy  subject  (also  classified  as  healthy).  Imagine  two  models,  one 
predicts that a healthy subjects has a disease with a probability of 99% and other 
with a probability of 51%. The latter model is obviously better since the error is 
smaller, but  if  these predictions are thresholded at  traditional 50% percent,  the 
accuracy  will  not  be  able  to  detect  the  improvement.  Due  to  this  insensitivity, 
compared to measures that do not require dichotomization of predictions, using 
accuracy necessarily leads to a significant loss of statistical power. Second, false 
positive and false negative misclassification are weighted as being equally bad or 
according to class frequencies (balanced accuracy), which is often inappropriate. 
Rather, misclassification costs are asymmetric and depend on consequences of 
such misclassification. For example, in a clinical context, misclassifying a healthy 
subject  as  diseased  is  worse  when  this  misclassification  will  lead  to  an 
unnecessary  open  brain  surgery,  than  when  it  will  lead  to  a  prescription  of 
medications with no side effects.

One  way  to  combat  unequal  misclassification  cost  is  to  select  the  decision 
threshold according to cost-benefit analysis, such that the action is made when the 
expected benefit of the action outweighs the expected harm. This is then evaluated 
by cost-weighted accuracy, where true positives and false positives are weighted 
according  to  their  relative  cost.  Although  this  allows  to  evaluate  categorical 
predictions  according  to  their  utility  and  not  arbitrarily,  the  dichotomization  still  
creates problems for many practical applications. For example, in a clinical setting, 
the  categorized  predictions  hide  potentially  useful  clinical  information  from 
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decision-makers (be it clinician, patient, an insurance company, etc.). If a prediction 
is only the presence versus the absence of a disease, a decision maker cannot 
take into account if a probability of the disease is 1%, 15% or 40%. This effectively  
moves the decision from stakeholders to a data analyst assuming that the chosen 
decision threshold is appropriate and constant for every situation and every patient, 
thus not allowing to take clinicians’ opinions or patients’ preferences into account. 

Rank based measures

Another important family of performance measures are those based on ranks of 
predictions.  Here, predictions are not categorical,  but  all  predictions are ranked 
from lowest to highest with respect to the probability of an outcome. 

The  most  common  measure  from  this  family  is  the  area  under  the  receiver 
operating  characteristic  curve  (AUC).  It  measures  a  separation  between  two 
distributions, with a maximum score of 1 meaning perfect separation or no overlap 
between distributions and 0.5 being chance level when the distributions cannot be 
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Figure 2. A: ROC curve for the same data as in  
Figure  3.  The  points  on  the  curve  represent  
threshold values that divide continuous prediction 
into two classes (represented as orange and blue  
colors).  B: AUC  as  an  overlap  between  two  
distributions  (Janssens,  2017).  Two distributions 
(top) are transformed into cumulative distribution  
(bottom). The non-overlapping area of these two  
distributions is the area between two cumulative  
distribution  curves,  which  equals  to  the  area  
between the diagonal to the ROC curve or AUC –  
0.5.



separated. In the case of model evaluation, the two distributions are distributions of 
predicted  values  (e.g.  probability  of  a  disease)  for  each  target  group.  AUC is 
identical or closely related to multiple more or less known concepts, some of which 
we will review below.

The most common way of interpreting the AUC is through the receiver operating 
characteristic curve (ROC) (Figure 2A). This is a plot showing how a proportion of 
false positive and false negative misclassifications (i.e. sensitivity and specificity) 
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Figure  3.  Interpretation  and 
construction of AUC from the figure 
2A  as  an A:  sum  of  ranks,  i.e.  
Mann-Whitney  U  statistics. 
Predictions are ranked from lowest to  
highest, and the sum of ranks R1 for  
the positive class is computed (or R2  
for negative class). From the sum of  
ranks,  Mann-Whitney  U  statistic  is  
computed by subtracting the sum of  
ranks of one group from the sum of  
ranks of all predictions.  AUC is the  
normalized  version  of  the  Mann-
Whitney U, by dividing U statistics by  
the maximum possible value of the U 
statistics  and  B:  concordance 
measure. AUC can be interpreted as 
a  proportion  of  pairs  of  subjects 
where  a  subject  from  the  positive  
class is ranked higher than a subject  
from the negative class, or where a  
randomly  selected  subject  from the  
positive class is ranked higher than a 
randomly  selected  subject  from the  
negative class.



changes as a function of the decision threshold. AUC is then the area under this 
curve.  The curve itself  is  useful  because it  visualizes sensitivity  and specificity 
across all thresholds not only for one threshold as in the case with the confusion 
matrix. Thus it allows choosing a decision threshold with an appropriate balance 
between sensitivity and specificity. We can see that if a model has no predictive 
power, then regardless of the threshold, the proportion of false positives and false 
negatives will  always sum to 1, therefore the ROC curve will  be a straight  line 
across the diagonal and thus the area under this curve will be 0.5.
AUC can also be seen as quantifying to which extent two distributions overlap. We 
can rearrange the ROC plot, in such a way that the threshold value is on the x-axis 
and two curves are shown, one for the false-negative rate (1-sensitivity) and one 
for the true negative rate, both on the y-axis. The area between the diagonal and 
the ROC curve in the ROC plot (Figure 2A) is now the area between these two 
curves. These two curves are cumulative distributions of subjects from each class. 
The  area  between  these  curves  represents  the  non-overlapping  areas  of  two 
distributions (Figure 2B).

AUC is identical to C-index or a concordance probability in the case of a binary 
outcome (Hanley and McNeil, 1982). This is the probability that a randomly chosen 
data point forms a positive class is ranked higher than a randomly chosen example 
forms the negative class. E.g. if we have two patients, one with disease and one 
without, AUC is the probability that the model will  correctly rank patients with a 
disease to have a higher risk of the disease than patients without the disease. This 
can also be interpreted as a proportion of all pairs of subjects in the dataset, where 
a subject  with the disease is ranked higher than a subject  without  the disease 
(Figure 3B). 

AUC is  also  a  rescaling  of  several  rank-based correlation  measures,  including 
Sommers dxy (Newson,  2002;  Janssens,  2017) .  It  is  also a normalized Mann-
Whitney U statistic (Mason and Graham, 2002), which is used in the Mann-Whitney 
U test or Wilcoxon rank-sum test, a popular nonparametric alternative for a t-test.  
The latter connection is especially important because it means that by testing the 
statistical significance of a difference between two groups using the Mann-Whitney 
U test, one is also testing the statistical significance of AUC and vice versa (Figure 
3A).  
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Quadratic error-based measures

Performance measures based on the quadratic error (together with information-
based  measures)  quantify  the  performance  of  probabilistic  predictions  directly, 
without any intermediate transformation of predictions to categorical predictions or 
ranks. This makes them the most sensitive measures to capture signal in the data 
or model improvement, although it requires that the model predictions are in the 
form of probabilities. 

Brier score (Brier, 1950)is the most prominent example from this category.  It is a 
mean  squared  error  between  predicted  values  and  observed  values,  where 
predictions are coded as 0 and 1, for the case of the binary classifier. The Brier 
score can be straightforwardly generalised to multi-class classification using ‘one-
hot’ dummy coding. 

Brier = 
1
n
∑
i=1

n

( y i − pi )
2

For example, if a model predicts that a patient with a disease has a disease with a 
probability of 0.8, the squared error will be (1-0.8)^2=0.04 and the Brier score is the 
average  of  error  of  all  predictions  across  all  subjects.  Brier  score  has  values 
between 0 and 1 (smaller the better), with 0.25 for a chance level predictions in a 
case  where  there  is  an  equal  number  of  subjects  in  both  groups  (because 
0.5^2=0.25).  Compared  to  AUC,  it  takes  into  account  specifically  predicted 
probabilities of an outcome, not only their ranks. The score is improved when the 
predictions are well calibrated, so when the predicted probabilities correspond to 
observed  frequencies  of  misclassification  (e.g.  in  subjects  with  the  predicted 
probability of a disease of 0.8 , 80% of these subjects will have the disease). 

One of the difficulties with employing the Brier score in practice is that – unlike 
accuracy and AUC – it lacks a simple intuitive interpretation. In order to make it  
more  intuitive,  it  can  be  rescaled  to  form a  pseudo R2 measure  analogous to 
variance explained used in evaluate regression models. 

The Scaled Brier score is defined as

Brierscaled = 1−
Brier

Briermax
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where  the  Briermax is  the  maximum  score  that  can  be  obtained  with  a  non-
informative model 

Briermax= 
1
n∑i=1

n

( pi )×(1−
1
n∑i=1

n

( pi ))
Thus a non-informative model will have a score of 0 and a perfect model score of 
1, regardless of class frequencies.

One intuitively interpretable measure is a discrimination slope, also known as Tjur’s 
pseudo R2 (Tjur, 2009). 

Tjur’s pseudo R2 = 
1
na
∑
i=1

na

( pai )−
1
nb
∑
i=1

nb

( pbi )

This is simply the difference between the mean of predicted probabilities of two 
classes, which can also be easily visualized (Figure 4).  

Figure 4: Tjur’s pseudo R2. Interpretation of Tjur’s pseudo R2 is the difference between mean predicted  
probability of the positive group and the negative group.  

Information criteria

Information theory provides a natural framework to evaluate the quality of model 
predictions according to how much information about the outcome is contained in 
the probabilistic predictions. The most important information-theoretical measure is 
the logarithmic score, defined as

Logarithmic score = ln ( ptarget )
where p_target is the predicted probability of the observed target. If the target is 
coded as 0 and 1, and the score is averaged across all predictions, this becomes 

Logarithmic score = 
1
n
∑
i=1

n

y × ln ( pi )+(1− yi )× ln (1− pi )
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For example, a model predicts that a patient with a disease has a disease with a  
probability  of  0.8,  the  logarithmic  score  will  be  ln(0.8)  =  -0.22.  It  has  many 
interpretations and strong connections to other important mathematical concepts. It 
is a log-likelihood of observed outcomes given model predictions, it also equals to 
Kullback–Leibler or relative entropy between observed target values and predicted 
probabilities.  It  quantifies an average information loss (in  bits)  about the target 
given that we have only imperfect, probabilistic predictions. It also quantifies how 
surprising the observed targets are given the probabilistic predictions. In a certain 
sense, the logarithmic score is an optimal score. It has been shown that in betting 
or investing, the expected long term gains are directly proportional to the amount of 
information the gambler has about the outcome. For example, if two gamblers are 
betting  against  each  other  repeatedly  on  an  outcome  of  football  games,  the 
gambler whose predictions are better according to the logarithmic score, will  on 
average multiply her wealth, even if her predictions might be worse according to 
Brier score or AUC (Kelly, 1956; Roulston and Smith, 2000).

In practice, the logarithmic score and Brier score usually produce similar results 
and the difference is evident only with severe misclassification. The logarithmic 
score can grow to infinity when the predicted probability of an outcome is close to  
zero.  This  might  be  considered  undesirable  since  a  single  extreme  wrong 
prediction can severely affect the summary score of an otherwise well-performing 
model. On the other hand, it can be argued that this is a desirable property of a  
score  and  predictions  close  to  0  and  1  should  be  discouraged.  Intuitively, the 
logarithmic score measures surprise, if an event that is supposed to be absolutely 
impossible (p=0) happens, we rightly ought to be infinitely surprised. Similarly, if we 
know  that  an  event  is  absolutely  certain  (p=1),  then  the  right  approach 
(mathematically) would be to bet all our money on this event, thus it is desirable 
that the wrong prediction is maximally penalized.

Similarly to the Brier score, the logarithmic score can be scaled to make it more 
intuitively  interpretable.  One  popular  way  is  to  use  Nagelkerke  pseudo  R2 

(Nagelkerke, 1991) which is defined as 

R2
Nagelkerke = 

1−( L (Pnull )
L (P ) )

2 /N

1− L (Pnull )
2 /N

Where L(P) is a logarithmic score of model and L(Pnull) is a logarithmic score of 
chance level predictions (i.e. predicting only class frequencies).
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EMPIRICAL EVALUATION

Here  we  perform  several  empirical  evaluations  of  statistical  properties  of  the 
selected performance measures, one from each family described above, namely, 
accuracy, AUC, Brier score and logarithmic score. We examine: (i) the statistical 
power  of  detecting  a  statistically  significant  result,  (ii)  the  power  to  detect  a 
statistically significant improvement in model performance, (iii) the feature selection 
stability,  and  (iv)  the  reliability  of  cross-validation  results.  We employ  real  and 
simulated datasets.

Statistical power of detecting a statistically significant result

Statistical tests: In this section, we evaluate how often a given method is likely to 
detect a statistically significant effect (i.e., a classifier that exceeds chance levels at 
a  given  significance  level,  nominally  p  <  0.05).  In  this  case,  the  focus  is   on 
statistical significance, but not on the absolute level of performance. We used the 
same datasets using the different  performance measures described above. We 
tested the power of a model to make a statistically significant  prediction on an 
independent  test  set.   Statistical  significance  of  the  accuracy  measure  was 
obtained  using  a  binomial  test.  To obtain  statistical  significance  of  AUC,  we 
performed  Mann-Whitney  U  test.  Since  AUC  is  equivalent  to  Wilcoxon-Mann-
Whitney U statistics, performing Mann-Whitney-U test on model predictions equals 
to performing a statistical significance test of AUC. P-values for Brier score and log 
score were obtained using a permutation test, where the real labels were shuffled 
for a maximum of 10,000 times and the specific scores were computed for each 
shuffle, thus obtaining an empirical null distribution of scores where the specific p-
value corresponds to a percentile of the observed test statistic in this distribution.  
For permutation tests, we employed early stopping criteria according to  (Gandy, 
2009), that stopped the permutation when the chance of making wrong decision to 
reject the null hypothesis was lower than 0.001. Performing the permutation test for 
accuracy and AUC is not necessary, because their distributions are known and can 
be  computed  exactly.  These  tests  are  only  valid  because  we  are  testing  the 
statistical significance in an independent test set.  However, they would produce 
overly optimistic results in a cross-validation setting. This is because data points 
between folds are no longer completely independent and a permutation test where 
a model is refitted in each permutation should be used instead (Noirhomme et al., 
2014; Varoquaux et al., 2017).
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Experiments
First,  we  examined  statistical  power  on  simulated  distributions  of  model 
predictions, without any machine learning modeling. Similar to the first experiment,  
we  repeatedly  sampled  from two one-dimensional  Gaussian  distributions  1  SD 
apart  representing  the  distribution  of  model  predictions  of  two  classes.  These 
predictions  were  transformed  into  0-1  range  using  a  logistic  function  and  into 
categorical  predictions  by  thresholding  at  0.5  threshold.  We  performed  1000 
simulations for sample sizes 20, 80, 140, 200, and recorded proportion of times 
each statistical test obtained a statistically significant result (p < 0.05).

Second,  we examined  statistical  power  of  a  support  vector  machine  (SVM)  to 
discriminate between two groups in the simulated dataset. The simulated dataset 
consisted of  6 independent variables,  3 signal  variables and 3 noise variables. 
Signal variables were each randomly sampled from a Gaussian distribution with 
SD=1 and mean=0 for group 0 and mean=0.3 for group 1. Three noise variables 
were each randomly sampled from a Gaussian distribution with mean=0 and SD=1. 
We repeatedly sampled training and test set from this dataset of size 40, 80, 120, 
140, and fit a support vector machine classifier in the training set and evaluated the 
statistical  significance  of  the  predictions  in  the  test  set.  We  used  C-SVM 
implementation  of  an  SVM  with  a  linear  kernel  from  a  package  kernlab 
(Karatzoglou et al., 2004), with a C parameter fixed at 1. SVM predictions were 
transformed into probabilities using Platt scaling  (Platt, 1999), as implemented in 
kernlab.

Third,  we  examined  statistical  power  on  real  neuroimaging  datasets,  including 
OASIS cross-sectional (Marcus et al., 2010) and ABIDE datasets (Craddock et al., 
2009). We used already preprocessed OASIS VBM data as provided by the OASIS 
project  using  nilearn  dataset  fetching  functionality  (Abraham et  al.,  2014) The 
preprocessing consisted of brain extraction, segmentation of white matter and gray 
matter,  and  normalization  to  standard  space  using  DARTEL.  Details  of  the 
preprocessing can be found elsewhere (Marcus et al., 2010). Here we used gray 
matter  and  white  matter  data  separately  in  order  to  predict  biological  sex  and 
diagnostic status (presence or absence of dementia). To reduce the computational 
load, we reduced the dimensionality of the WM and GM datasets to 100 principal 
components each. Furthermore, we used already preprocessed ABIDE dataset as 
provided  by  the  preprocessed-connectome-project  (Craddock  et  al.,  2009)to 
predict  biological  sex.  These  consisted  of  ROI  average  cortical  thickness  data 
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obtained using ANTs pipeline  (Das et al., 2009), defined using sulcus landmarks 
according  to  the  Desikan-Killiany-Tourville  (DKT)  protocol  (Klein  and  Tourville, 
2012).

Additionally,  we  included  common  non-imaging  machine  learning  benchmark 
datasets obtained from using  mlbench  and kernlab  libraries  originaly  from UCI 
machine learning repository  (Dua and Graff, 2017). These included Pima Indians 
diabetes, sonar, musk, and spam. 

Finally, in order to compare statistical power to detect statistically significant above 
chance prediction according to specific performance measures, it is important to 
show that the higher power is due to higher sensitivity of the performance measure 
and  not  because  the  used  statistical  test  is  overly  optimistic.  To do  this,  we 
repeated all experiments including simulated and real datasets, but with permuting 
true labels before each simulation to destroy any relationship between the data and 
target outcome. 

Results
In  all  simulated  and  real  datasets,  when  the  null  hypothesis  was  true  (i.e. 
performing experiments on data with shuffled labels), statistical significance p < 
0.05 was obtained approximately 5% of times for significance tests of AUC, Brier 
score and logarithmic score, as expected (supplementary figure 1).  The binomial 
test was often overly conservative, i.e., p < 0.05 was obtained less than 5% of  
times. This is a known behavior of binomial test in small samples caused by a 
limited number of values in the null distribution (Figure 5 shows the example of  
n=20 sample). This conservativeness is worse in small samples and it disappears 
when the sample size is sufficiently large (i.e. N=5000). This behavior is not limited 
to a binomial test, it also happens if the p-value of accuracy is calculated using 
permutation test, which is just a random approximation of the exact binomial test,  
and the low resolution of the null distribution of accuracy results is present even 
when this distribution is obtained using permutations.

For  all  experiments and all  sample sizes,  tests  using accuracy had the lowest 
power. Brier score, logarithmic score, and AUC performed approximately the same. 
At  the sample size where AUC, Brier score,  the logarithmic score obtained the 
common goal of 80% power, accuracy obtained only 60% power in all datasets 
(see Figure 6). Results for all datasets separately are in supplementary figure 2
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Figure  5: Null  distribution  of  correct  predictions  for  n=20  illustrating  why  significance  test  for  
categorical  predictions  is  conservative  in  small  samples  at  specific  significance levels.  Since the  
predictions are categorical, the null distributions consist only of a limited number of values. It is not  
possible  to  obtain  p=0.05,  in  order  to  obtain  p<0.05  it  is  necessary  to  get  at  least  14  correct  
predictions, corresponding to p=0.021. Although this makes the test conservative at the p = 0.05 level,  
it is not conservative at p = 0.058 or p=0.021 levels obtained by getting 13 or 14 correct predictions  
respectively.

Figure 6.  Comparison of statistical power of accuracy and alternative performance measures. We  
calculated statistical power to find significant above-chance performance in the test set (p < 0.05)  
across  multiple  simulated  and  real  datasets  with  varying  sample  sizes.  Each  dot  represents  a  
proportion of statistically significant results across 1000 draws from a specific dataset and sample  
size. This figure shows that all alternative measures show greater power than accuracy for detecting a  
significant effect. 

Power to detect a statistically significant improvement in model 
performance 

In the previous section, we evaluated power to detect an effect that is significantly 
different from zero (i.e. exceeding ‘chance’ level),  however, in many cases, it  is 
important  to  detect  a  difference  between  two  different  classification  models, 
potentially trained using different algorithms or different features. For example, we 
might want to know if a whole brain-machine learning model predicts remission of a 
depressive episode better than simple clinical data. Or we might want to compare 
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the performance of two different methods e.g. support vector machines and deep 
learning.  In  both  of  these  cases,  it  is  important  to  evaluate  the  difference 
statistically,  otherwise  the  apparent  superiority  of  one  model  might  be  due  to 
chance and translate to better predictions in a population. 

Statistical tests
We  obtained  statistical  significance  of  a  difference  in  accuracy  between  two 
models  using  McNemar  test  using  an  exact  binomial  distribution.  To  test 
differences between two models using Brier score and logarithmic score, we used 
a permutation  sign  flip  test  testing  the  hypothesis  that  the  difference  in  errors 
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Figure 7 Statistical power of comparing 2 competing models. One model was trained using the whole  
training set  and the second model  was trained on fewer subjects,  using only a proportion of the  
training set. Y-axis shows the proportion of statistically significant results obtain by comparing the  
performance of two models, from 1000 random draws from each dataset. A: simulated predictions, the  
performance of the two models was fixed, but we manipulated the sample size. B: SVM fitted on  
simulated data, C: OASIS gray matter gender prediction, OASIS white matter gender predictions, E:  
OASIS  gray  matter  diagnosis  prediction,  F:  OASIS  white  matter  diagnosis  prediction,  G:  ABIDE 
cortical  thickness  gender  prediction,  H:  Pima  Indians  diabetes  benchmark  dataset,  I:  Sonar  
benchmark dataset, J: Musk benchmark dataset K: Spam benchmark dataset.



between two models is centered at 0. If the predictions were categorical, the sign-
flip test would approximate the results of the exact McNemar test.  There is no 
equivalent  test  for  AUC because  errors  depend  on  ranks  and  thus  cannot  be 
computed  for  individual  data  points.  Instead,  we  have  used  DeLong’s  non-
parametric test of differences between two AUC (DeLong et al., 1988). 

Experiments
We compared the performance of  two models on the same simulated and real 
datasets as in the previous section. Each time, we compared the performance of a 
model that was trained on the whole training set, with a model trained using only a  
subsample of the training set of size between 10-90% of the full training set. The 
model trained with fewer data points should eventually perform worse than a model 
using all available data. For each sample size of the restricted model, we have 
calculated the proportion of times a statistical test found a statistically significant 
difference in the performance of these two models. 

Results
The difference between the power of different performance measures was higher 
than in the testing against the null hypothesis of no effect in the previous section. 
Accuracy had the lowest power, followed by AUC and Brier and logarithmic score 
performed approximately the same (Figure 7). 

Evaluation of stability of the feature selection process 

Feature selection is an important part of machine learning with the goal of selecting 
a subset of features that are important for prediction. It is usually done in order to 
make models more interpretable and improve their performance. Different feature 
selection criteria lead to a different set of selected features. Here we evaluated 
which  specific  performance  measure  (accuracy,  AUC,  brier  score,  logarithmic 
score), leads to better feature selection results when its improvement is used as a 
criterion for feature selection.  We performed a greedy forward stepwise feature 
selection, starting with 0 features and subsequently adding additional features into 
the model that improve the model performance the most according to a specific 
performance measure.  This is a noisy feature selection process but preferably we 
would want informative features to be selected on average more often than non-
informative  features.  We  constructed  stability  paths  according  to  Meinshausen 
Buhlman (Meinshausen and Bühlmann, 2010), the feature selection procedure was 
performed repeatedly on a random subsample of a dataset and the probability of 
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selecting a specific feature was computed for any number of selected features in 
the final model. This was performed on 2 benchmark machine learning datasets 1,  
Pima Indians diabetes dataset and 2, spam prediction datasets. To each dataset, 
we added non-informative features by randomly permuting some of  the original 
features, thus destroying any information they can have about the outcome. We 
compared how often original informative features are selected compared to non-
informative features. 

Results
Signal features (i.e. features that had not been permuted) were selected most often 
if  the feature selection was performed according to logarithmic score and Brier 
score, followed by AUC and accuracy. For example for spam data, only one signal 
feature was stably selected using accuracy (Figure 8).
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Figure 8: stability of feature selections. We can see stability paths of individual features if they are  
selected according to specific performance measures in a greedy forward stepwise feature selection  
procedure.  Signal  features  (red)  were  selected  sooner  using  logarithmic  score  and  brier  score  
compared to accuracy and AUC.



Reliability of the cross-validation measure

Previously  (Varoquaux  et  al.,  2017) showed  that  cross-validation  estimates  of 
accuracy have high variance and high error with respect to the accuracy obtained 
on a large hold-out validation set, especially when the sample size is low. Here we 
compared  the  relationship  between  cross-validation  performance  and  hold-out 
performance for accuracy, AUC, Brier score and logarithmic score. We performed a 
procedure similar to Varoquaux 2017. We selected 6 large sample datasets from 
UCI machine learning repository in order to have at least 1000 samples in the hold-
out set.  Further, we manipulated datasets by randomly flipping labels to 0-20% 
data points, thus creating many datasets with different true performance. In each of 
these datasets,  we estimated model  performance using 10-fold  cross-validation 
and compared it to out of sample performance on the validation sample of size 
1000. We repeated this procedure for different sizes of the training set 50, 100, 
150, 200, and 250.
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Figure  9:  Comparison  between  performance  in  the  cross-validation  and  on  the  holdout  set.  A:  
comparison  across  6  datasets  for  a  training  set  of  size  50.  B  comparing  Spearman  correlation  
between cross-validation performance and hold-out performance for each sample size and dataset  
separately.



Results
In almost all comparisons, reliability of the cross-validation results (as measured by 
Spearman  correlation  between  cross-validation  performance  and  hold-out 
performance)  was  higher  for  logarithmic  score  and  Brier  score,  compared  to 
accuracy and AUC.  This  was true when the results  for  different  datasets  were 
combined together (Figure 9A) or separated (Figure 9B). 

Data and code availability

All  data  and  code  necessary  to  reproduce  the  experiments  is  at 
https://github.com/dinga92/beyond-acc

DISCUSSION AND RECOMMENDATIONS

The choice of a performance measure should be motivated by the goals of the 
specific prediction model. In this report, we reviewed exemplars of 4 families of 
performance measures evaluating different aspects of model predictions. Namely, 
categorical predictions, ranks of predictions and probabilistic predictions according 
to quadratic error and information content. 

Often,  such  as  in  brain  decoding  and  encoding,  the  primary  goal  of  machine 
learning  models  is  not  to  make  predictions  but  to  learn  something  about  how 
information  is  represented  in  the  brain.  Two  common  goals  of  encoding  or 
decoding studies are to establish if a region contains any information at all about  
the stimulus or behavior, and to compare the relative amount of information about 
stimulus between multiple ROIs (Naselaris et al., 2011). 
In  this  case,  the  performance  measure  should  be  chosen  to  maximize  the 
statistical power of  a test  and reliability of  results. Accuracy, although the most 
commonly  used  performance  measure,  performed  the  worst  in  all  statistical 
aspects we have examined in this study compared to alternative measures (i.e. 
AUC, Brier  score,  logarithmic  score).  It  has the lowest  statistical  power to  find 
significant results and to detect a model improvement, it leads to unstable feature 
selection and the results are least likely to replicate across samples from the same 
population.  For  these  reasons,  the  accuracy  should  not  be  used  to  make  a 
statistical  inference,  although  if  needed  it  can  be  reported  as  an  additional 
descriptive statistic. 
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The loss of  power when using accuracy is  significant.  Compared to alternative 
measures, the power to detect statistically significant results dropped from 80% to 
60% or from 60% to 40% on average across simulated and real datasets. The 
reason for this is twofold. First, accuracy does not take the magnitude of an error  
into account, thus it is a very crude and insensitive measure of model performance. 
The  model  improvement  can  only  be  detected  at  the  decision  threshold,  thus 
leading to severely suboptimal inference. Second, since accuracy evaluates only 
categorical  predictions, it  can only take a limited number of  values,  thus a null 
distribution  is  tabulated  which  leads  to  conservative  p-values  (Figure  5).  The 
smaller the sample size, the worse this effect is. 

The loss of power is even more prominent when the goal is to find statistically 
significant improvement on an already well-performing model. In this situation, both 
accuracy and AUC perform significantly  worse than probabilistic  measures (log 
score,  Brier score).  This effect  is especially prominent when comparing already 
well performing models. When the discrimination between classes is already large, 
there is only a small chance that a model improvement would result in changing of 
ranks of predictions (for the change in AUC) or predictions crossing the decision 
threshold  (for  the  change  in  accuracy).  Even  potentially  important  model 
improvements  can  be  missed  if  the  model  is  assessed  based  on  accuracy. 
Situations are easily constructed where model performance improves significantly, 
but without ever changing the proportion of correctly classified samples. Or in other 
words, statistical power to detect an improvement in model performance according 
to accuracy can be effectively zero.

The crudeness of accuracy leads to another important problem, and that is a loss 
of reliability and reproducibility of the results, as shown in our comparison of cross-
validation results. If we replicate the same analysis on a different sample from the 
same population, the results using accuracy will be less similar to each other than 
results using alternative measures. This, together with a significant loss of power, 
leads to less replicable results. It is important to note that there is no upside to 
these  problems  in  the  form  of  for  example  higher  confidence  in  conservative 
statistically significant results using accuracy. As it was pointed out before (Button 
et al., 2013; Ioannidis, 2005; Loken and Gelman, 2017) low power necessary leads 
to overestimation of the found effect, low reproducibility of the results, and higher 
chance that the observed statistically significant effect size does not reflect the true 
effect size.  (Varoquaux et al., 2017) pointed out that the error bars for accuracy 
under cross-validation are large, and that the results are much more variable than 
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is  usually  appreciated.  From our  results,  it  is  clear  that  a  large portion of  this 
variability is attributable to using accuracy as a performance measure, and that 
unfavorable  statistical  properties of  cross-validation can be improved simply  by 
using alternative performance measures. 

In many situations, the statistical properties of a specific performance measure are 
not  an important  aspect  of  model  evaluation.  In a clinical  context,  the utility  of  
model predictions for a patient or a clinician is far more important than statistical 
power.  Model  evaluation  based  on  categorical  predictions  is  in  this  situation 
inappropriate because categorical predictions hide potentially clinically important 
information  from  decision-makers,  and  they  assume  that  the  optimal  decision 
threshold  is  known  and  identical  regardless  of  patient  or  situation.  In  clinical 
settings,  it  is  generally  recommended  (Moons et  al.,  2015) to  evaluate  models 
based  on their  discrimination,  usually  measured by AUC and calibration which 
measures how well the predicted probabilities matches observed frequencies. In 
situations where the optimal threshold is fixed and known or when the decisions 
need to be made fully automatically, without any additional human intervention, it is 
appropriate  to  evaluate  model  performance  with  respect  to  its  categorical 
predictions.  However, misclassification should be weighted according to relative 
the cost of false positive and false negative misclassification in order to properly 
evaluate the utility of the model. Accuracy weighs false positive and false negative 
misclassification  equally  (or  according  to  class  frequencies  with  balanced 
accuracy) which is almost never the case, thus it will lead to wrong decisions.  

To present  and  visualize  the  model  performance,  multiple  options  exist.  Good 
visualization  should  be  intuitive  and  informative.  Confusion  matrices,  although 
common, do not show all available information because they show only categorical 
predictions. This can be improved by plotting the whole distribution of predicted 
probabilities per target class in the form of histograms, raincloud plots, or dot plots 
as in figure 4. This directly shows how well the model separates target classes, it 
might reveal outliers or situations where the performance is driven by only a small 
subset  of  accurately  classified  data  points.  This  can  be  accompanied  by  a 
calibration plot with predicted probabilities on the x-axis and observed frequencies 
on  the  y-axis  with  fitted  regression  curve,  showing  how reliable  the  predicted 
probabilities are. An additional commonly used visualization is a ROC curve. This 
is arguably less informative and less intuitive than plotting the predicted probability 
distributions directly, however, it can be used in specific situations where it is useful 
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to  visualize  the  range of  sensitivities  and  specificities  across  different  decision 
thresholds.  

Conclusion
We extensively  compared  classification  performance  metrics  from four  families 
using simulated and real data. In all statistical properties we evaluated, accuracy 
performed the worst, thus it should not be used as a metric to statistically evaluate 
model  predictions.  Summary  measures  based  on  probability  predictions  (i.e. 
logarithmic score or Brier score) performed the best and thus, we recommend the 
use  of  these  measures  instead  of  accuracy.  For  model  interpretation  and 
presentation, various measures can be reported at the same time, together with a 
graphical representation of model predictions. If the model is supposed to be used 
in practice such as in a clinical setting, summary measures are not enough. Rather, 
we  recommend  that  the  model  be  evaluated  with  respect  to  its  discrimination 
power,  calibration,  and  clinical  utility.  Accuracy  should  be  avoided  because  it  
weighs false positive and false negative misclassification equally, or according to 
class frequencies but not according to consequences for a patient.  
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ABSTRACT

Machine  learning  predictive  models  are  being  used  in  neuroimaging  to  predict 
information  about  the  task  or  stimuli  or  to  identify  potentially  clinically  useful  
biomarkers.  However,  the  predictions  can  be  driven  by  confounding  variables 
unrelated to the signal of interest, such as scanner effect or motion, which limits 
the clinical  usefulness and interpretation of machine learning models. The most 
common  method  to  control  for  confounding  effects  is  to  regress  out  the 
confounding variables separately from each input variable before machine learning 
modeling. This method is, however, insufficient because machine learning models 
can  learn  information  from the  data  that  cannot  be  regressed  out.  Instead  of  
regressing  out  confounding  effects  from  each  input  variables,  we  propose  to 
control for confounds post-hoc on the level of machine learning predictions. This 
allows partitioning of the predictive performance into the performance that can be 
explained  by  confounds  and  performance  independent  of  confounds.  This 
approach  is  flexible  and  allows  for  parametric  and  non-parametric  confound 
adjustment. We show in real and simulated data that this method correctly controls 
for  confounding  effects  even  when  where  traditional  input  variable  adjustment 
would produce false-positive findings.

INTRODUCTION

Machine learning predictive models are now being used in clinical neuroimaging 
research with a promise to be useful for disease diagnosis, predicting prognosis or 
treatment response (Wolfers et al. 2015). They are also being used in non-clinical 
settings  as  a  tool  to  find  a  relationship  between  biology  and  personal 
characteristics such as cognitive capabilities, or identify neural correlates of stimuli 
or a task  (Naselaris et al. 2011). For the correct interpretation of the results and 
translation of machine learning models into clinical practice, it is important to test 
that the machine learning predictions are not caused by the effects of confounding 
variables.  For  example,  in  a  cognitive  experiment,  accurate  predictions  of  a 
stimulus identity can be caused by motion or increased effort due to task difficulty, 
instead of a neural signal of interest. In a clinical setting, gender, scan-site, motion, 
or age can cause seemingly accurate machine learning prediction, capturing no 
other useful information about the disease.

The most common way to control for confounds in neuroimaging is to adjust input 
variables (i.e.,  voxels)  for  confounds using linear  regression before subsequent 
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analysis  (Snoek  et  al.  2019).  In  the  case  of  categorical  confounds,  this  is 
equivalent to centering each category by its mean, thus the average value of each 
group with respect to the confounding variable will  be the same. In the case of 
continuous confounds, the effect on input variables is usually estimated using an 
ordinary  least  squares  (OLS)  regression.  The  input  variables  are  adjusted  by 
subtracting  the  estimated  effect  (i.e.,  taking  the  residuals  of  the  confound 
regression model). This method is, however, problematic for confound adjustment 
for machine learning models. Since machine learning models are often non-linear, 
multi-variable,  and  not  fitted  using  OLS,  they  can  extract  information  about 
confounds OLS regression cannot remove. Thus, even after confound adjustment 
of  input  variables,  the  machine  learning  predictions  might  still  be  driven  by 
confounds.

We propose to control for confounds on the level of machine learning predictions 
instead of the level of input variables. This avoids the problems of input adjustment  
because we only need to estimate the effect of confounds on the outcome, thus it 
produces valid results even for complex machine learning models. This method 
has an intuitive interpretation: we are estimating what proportion of variance in the 
outcome can be explained by model predictions that are not already explained by 
confounding variables.

 The remainder of this paper is organized as follows: First, we describe in which 
situations adjustment of input variables does not sufficiently control for confounding 
effects. Second, we describe our proposed method, including important caveats 
relating to the adjustment in regression and classification settings, non-linear and 
non-parametric adjustment, and cross-validation and permutation schemes. Third, 
we will show using simulated and real data that the proposed method controls for 
confounds, even in situations where traditional input adjustment fails. Last, we will 
discuss how our work relates to other methods, and to which extent can published 
results be affected by insufficiently adjusted confounds.

PROBLEMS OF INPUT ADJUSTMENT

Confound adjustment of input variables is the most used method for controlling for 
confounds in neuroimaging machine learning studies. It is based on a simple idea 
that if we remove the effects of confounds from the input variables, also the results 
of  the  subsequent  analysis  will  not  be  affected  by  confounds.  The  effect  of  
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confounds  is  usually  estimated  using  an  ordinary  least  squares  (OLS)  linear 
regression for each input variable separately.

X = Cβ

where X is a vector of to be adjusted input variables to (i.e., voxel) and C is a 
matrix of confounds, and B is a vector of regression coefficients estimated using 
OLS.  The  variable  is  then  adjusted  by  subtracting  the  estimated  effect  of 
confounds

Xadj = X – Cβ
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Figure 1: Examples of situations where confound classes are discriminable using machine learning  
methods after regressing out confounds from input variables.  A: The confound does not affect the  
mean, but it affects the variance, which can be learned by a nonlinear machine learning model.  B:  
Two groups have the same mean, same variance, but different shape of the distribution, which can  
also be used by a machine learning model.  C:  The individual variables x1 and x2 have the same  
marginal mean, variance and shape, however, their joint distribution is different between two groups,  
which can be used by a nonlinear machine learning model. D: Two groups have the same mean due  
to outliers, however, a robust machine learning model can still discriminate between the two groups.



However, this method does not guarantee that the subsequent machine learning 
analysis  will  not  be  affected  by  confounds.  This  is  because  machine  learning 
models  can  capture  information  in  the  data  that  cannot  be  captured  and  thus 
removed using OLS. Therefore, even after adjustment, machine learning models 
can make predictions based on the effects of confounding variables.
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Figure 2: Examples of situations when adjusting input variables for continuous confounding variables  
works and does not work. Left: original variable before adjustment. Right: variables after confound  
adjustment. A: A situation where confound adjustment works. A linear effect of y on x is removed, and 
there is no more information about y left in the data.  B:  there is heteroskedastic noise in the input  
variables. Although the linear effect is removed, there is still information left in the data that can be  
picked up by a nonlinear machine learning model. C: A situation where confound adjustment does not  
work due to a different loss function. A linear effect is removed from the data as estimated by ordinary  
least squares regression, which is affected by outliers. A robust machine learning model (in this case  
support vector machine) can learn a relationship between confound and outcome variable even after  
adjustment.



There are several  sources of  confounding information that  the OLS adjustment 
method cannot remove. These are illustrated schematically in Figures 1 and 2 in 
the context of a machine learning classification and regression, respectively. First,  
usually, only linear effects are removed, but nonlinear effects will still be present in 
the data. This can be mitigated by fitting a more complex model using, for example, 
regressions  with  polynomial  or  basis  spline  expansion.  However,  even  with  a 
complicated  model,  it  is  not  guaranteed  that  the  model  fits  the  data  well.  In 
traditional  GLM  analysis,  this  could  be  easily  checked  using,  for  example, 
diagnostic residual plots. However, such a manual check is not feasible for the 
large number of variables that are commonly included in neuroimaging machine 
learning studies.  Second,  the confounds can affect  scale  or  shape of  the data 
distribution. For example, in a multi-site analysis, the variance of the data might be 
higher in data from one scan-site than another. Therefore, even after centering by 
site, a nonlinear machine learning model can learn that subjects from one site are 
more likely to have extreme values of input variables than subjects from the other  
site (Fig 1A, Fig 2B). This can be mitigated by additional adjusting the scale of the 
residuals.  The  simplest  way  is  to  divide  residuals  in  each  scan  site  by  their 
standard deviation or model the standard deviation of the residuals as a random 
effect. The modeling approach is performed by COMBAT procedure for adjustment 
of batch effects of microarray data (Kostro et al. 2014) and scan-site effects of MRI 
data (Fortin et al. 2017). This, however, will not help if the confounds affect not only 
the scale of the distribution but also its shape, such as skewness or kurtosis (Fig 
1b).  Third,  confounds  might  have  a  multivariate  effect  or  they  may  affect  the 
interaction between input variables. Since each variable is adjusted separately, it is 
not possible to remove multivariate effects, although they can be easily captured 
using nonlinear machine learning models (Fig 1C).

The sources of information driven by confounds we reviewed so far can be used by 
a nonlinear machine learning models. However, linear machine learning models 
can also be affected by the effects of confounds even after OLS adjustment. Since 
OLS regression is fitted to minimize mean squared error, machine learning models 
that do not minimize mean squared error might still be able to capture confounding 
information from the data (Fig 1D, Fig 2C). The most prominent example is SVM, 
which  minimize  hinge  loss  instead  of  mean  squared  error.  Hinge  loss  is  less 
affected by outliers that mean squared error, thus if outliers are present in the data 
OLS  will  be  heavily  influenced  by  these  outliers  will  still  be  able  to  capture  
information about confounds from the adjusted data.
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PROPOSED METHOD TO CONTROL FOR EFFECTS OF 
CONFOUNDING VARIABLES

We propose that the machine learning predictions themselves should be controlled 
for  confounds  instead  of  individual  input  variables.  We treat  machine  learning 
predictions  as  we  would  any  other  potential  biomarker  and  apply  traditional 
regression  techniques  for  confound  adjustment  (multiple  linear  and  logistic 
regression)(Pourhoseingholi et al. 2012). The goal of this approach is to estimate 
after the machine learning model is fitted, what proportion of variance is explained 
by machine learning predictions that  cannot be explained by confounds. In this 
section, we will first focus on the most general problem of confound adjustment for 
machine learning regression and machine learning classification in an independent 
test  set.  Next,  we will  describe the usage of  this approach when the machine-
learning model is evaluated using cross-validation and permutation testing. Last, 
we will describe non-linear and non-parametric methods for confound adjustment 
and choice of subjects for creating the adjustment model.

Confound adjustment in an independent test set

In  a  regression  setting,  there  are  multiple  equivalent  ways  to  estimate  what 
proportion of variance of the outcome is explained by machine learning predictions 
that cannot be explained by the effect of confounds. One is to estimate the partial 
correlation between model  predictions and outcome controlling for  the effect  of  
confounding variables.

Given a vector of outcome values y, a vector of machine learning predictions p and 
a matrix  of  confounding variables  C,  the partial  correlation is equivalent  to the 
correlation coefficient between residuals of  p and residuals of  y after regressing 
out confounds from both p and y.

pcor(p, y | C) = cor(p-Cβp, y-Cβy)

where βp and βy are regression coefficients estimated using OLS from a regression 
equations

p = Cβp + ep

y = Cβy + ey
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where ep and ey are vectors of error values.

The statistical significance of the partial correlation can be obtained parametrically 
using a Student‘s t distrubution where the t-statistic is calculated as

t(y, p | C) = pcor(y, p | C)*sqrt((n-2-g)/(1-pcor(y,p | C)2))

is also equivalent to estimating if the estimated effect of model predictions  βp is 
statistically significant in the multiple linear regression model:

y = pβp + Cβc

or equivalently, this is the same as testing if adding p into the model predicting y 
based on confounds will significantly improve R2 using an F test.

For categorical outcomes (classification), the logic of the procedure is the same, 
but  instead  of  performing  adjustment  using  linear  regression,  we  use  logistic 
regression.  Our  goal  is  the  same  as  for  regression.  We  want  to  know  what 
information about the outcome we can explain using model predictions that is not  
already explained by confounding variables. This can be similarly expressed as the 
added value of p in the model that includes confounds. The optimal way to do this 
in a logistic model is to evaluate likelihood ratio (LR) or difference in log-likelihoods 
of two models: 1) predicting outcome using confounding variables

M1: logit(y) = Cβ

and 2) predicting the outcome using confounding variables and ML predictions.

M2: logit(y) = pβp + Cβc

LR = likelihood(M1)/likelihood(M2) = loglikelihood(M1) - loglikelihood(M2)

Similarly to the regression setting, this procedure ignores potential miscalibration of 
predictions, such as systematic overconfidence or underconfidence of estimated 
probabilities.  Thus  we  are  testing  if  model  predictions  contain  any  information 
about the outcome that is not already contained in the confounds, but not if the 
absolute prediction error of the machine learning model is better than that of the 
model  using only  confounds as predictors.  Statistical  significance of  the partial  
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correlation and likelihood ratio test statistics can be computed parametrically or 
non-parametrically using a permutation test.

Confound adjustment in cross-validation and permutation test

The parametric computation of the statistical significance is only valid when the 
machine learning model is evaluated in an independent test  set.  However, if  a 
machine learning model is evaluated in cross-validation, traditional parametric tests 
will  produce overly optimistic  results.  This  is  because individual errors between 
cross-validation folds are not independent of each other since when a subject is in 
a  training  set,  it  will  affect  the  errors  of  the  subjects  in  the  test  set.  Thus  a  
parametric null-distribution assuming independence between samples will be too 
narrow  and  therefore  producing  overly  optimistic  p-values.  The  recommended 
approach  to  test  the  statistical  significance  of  predictions  in  a  cross-validation 
setting is to use a permutation test  (Golland and Fischl 2003; Noirhomme et al. 
2014).  Where the outcome values are randomly permuted many times, and for 
each permutation, the cross-validation is performed using the permuted outcome 
values  instead  of  original  outcome  values.  P-value  is  then  calculated  as  a 
proportion of  cross-validation results performed using the permuted data that  is 
better than cross-validation results obtained using the original, non-permuted data.
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Figure 3: valid and invalid permutation scheme in the presence of confounds. Given input variables x,  
confounds c, and outcome values y, the incorrect way is to shuffle only y, which would remove the  
relationship between x and y but also between c and y, leading to biased results. The correct way is  
to remove the relationship between x and y a but keep the relationship between c and y fixed.



A  similar  permutation  testing  procedure  can  also  be  used  to  obtain  a  null-
distribution  of  a  confound  adjusted  test  statistic,  the  partial  correlation  for 
regression,  and  the  likelihood  ratio  for  classification  as  described  above.  An 
important  caveat  is  that  the  permutation  procedure  should  only  affect  the 
relationship  between input  variables  and  the  outcome,  but  not  the  relationship 
between the outcome and confounding variables (Figure 3). Thus the permutation 
needs to be performed on the rows of the input variables but not on the outcome 
labels and not on the confounding variables. If only the outcomes were shuffled, 
the results would be biased because the confounds will no longer be related to the 
outcomes, and thus this will not create a correct null distribution.

Which data to use to create the adjustment model

The  model  used  to  perform  confound  adjustment  can  be  estimated  using  all 
available data, however, in some cases, it has been recommended in the literature 
to use only a subset of the data to fit the confound adjustment model. (Dukart et al. 
2011) recommended performing confound adjustment only based on the data from 
healthy controls but omit data from cases, with the justification that otherwise we 
might be removing the effect of the disease as well, due to its interaction with the 
confound. However, as was pointed out by (Linn et al. 2016), this procedure will not 
sufficiently remove the effects of confounds, and thus it will produce biased results 
as  illustrated  in  Figure  4.  This  is  because  data  from healthy  controls  are  not 
sufficient to estimate the effect of confounds in subjects with a disease.

(Snoek et al. 2019) recommend performing confound adjustment only based on the 
data from the training set but omit the test set to avoid a negative bias that can 
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Figure 4:  Adjustment  of  the  test  set  
based on training set data, or patients  
based on healthy controls data might  
be  insufficient  and  thus  should  be  
avoided. 



even lead to a significant below chance performance. If an effect of a variable on 
the outcome in the whole dataset is 0, then the effect learned in the training set will 
have an opposite sign in the test set, thus leading to negatively biased results.

To  avoid  this  problem,  (Snoek  et  al.  2019) recommend  that  the  confound 
adjustment of the test set data is performed using a model developed only on the 
data in the training sets, thus no artificial dependency between the training and test  
set data is created. However, in some situations, this is not possible because the 
levels of confounds we want to adjust for are not presented in the training data, for 
example,  in  the  case  of  confounding  effects  of  scan-sites  where  the  test  set 
consists of scan-sites that are not present in the training set. A second problem 
relates to a similar  issue when adjusting only  based on the data  from healthy 
controls: if there is a difference in confound distribution between training and test  
set, then the test set will be insufficiently adjusted, and thus the results might be 
confounded. Since our proposed method is based on adjusting model predictions, 
there it will not create an artificial dependency between the training and test set 
data, thus it will not lead to artificially lower than chance predictions.

What variables to adjust for

Another important consideration is what variables we should adjust for. Since the 
goal is to evaluate machine learning predictive models, this is not necessarily a 
causal question, but mostly a practical one and thus entirely problem-dependent. 
The two questions we might want to ask are: 1) Is the machine learning model 
predicting a signal of interest or signals that are not of interest (e.g., scan-site, age, 
motion, BMI)? 2) Does the machine-learning model predict the actual outcome or 
perhaps something correlated to the outcome? For example, if we want to create a 
predictive model of future disease remission based on MRI data, we may want to 
ask whether our model based on MRI data is predicting future remission or just 
current  disease  severity  (which  may  be  highly  related  to  future  remission). 
Therefore, we might want to control for current severity to estimate the added value 
of MRI data for prediction. However, maybe the goal of our study is to create an 
MRI based predictive model to replace a clinical  assessment. In that  case, the 
current severity of symptoms would not be considered a confound to control for, 
although we might still want to evaluate if the variance explained by severity is the 
same as the variance explained by the MRI based machine learning model.
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Nonlinear and nonparametric adjustment

The effect of confounds might not be strictly linear, thus it is important to be able to 
accommodate also nonlinear effects. If this is not considered, the residual effects 
of confounds can still be present in the data and can bias results (Figure 5). Since 
our  proposed  method  is  just  an  application  of  traditional  linear  or  logistic 
regression, the same methods for estimating nonlinear effects apply. One way is to 
expand  confounding  variables  using  a  polynomial  or  basis  spline  expansions. 
Another possibility is to estimate the effects of confounding variables through non-
parametrically  generalized  additive  models  and  smoothing  splines  (Hastie  and 
Tibshirani 1987; Wood 2017), according to the following equation:

y = pβp + f(C)
logit(y) = pβp + f(C)

Where f(C) is a parametric or non-parametric smoothing function.

The somewhat common, but invalid approach to combat the nonlinear effects of 
confounds  is  to  categorize  confounding  variables.  For  example,  instead  of 
correcting for BMI, the correction is performed for categories of low, medium, and 
high  BMI.  Such  a  categorization  is  unsatisfactory  because  it  keeps  residual 
confounding within-category variance in the data, which can lead to both false-

113

Figure 5: Categorizing continuous confound variable before adjustment might lead to insufficiently  
adjusted data, with the residual confounding signal still present in the data. 



positive  and  false-negative  results  (Austin  and  Brunner  2004).  False-positive 
results because there can still be residual confounding information presented in the 
input data, and false negative because the variance in the data due to confounding 
variables will  lower the statistical power of a test.  Thus categorizing continuous 
confounding  variables  should  not  be  performed.  Instead,  other  parametric  or 
nonparametric approaches for the modeling of nonlinear effects should be used.

Exploration of results

A major benefit of our proposed method is that the effects of confounds and model  
predictions are explicitly modeled, therefore these effects and their interactions can 
be examined in detail. This can be used to get more insight about conditions in 
which the model performs the best or worst, its limitations and thus its potential 
clinical usefulness. For example, maybe we have a machine learning model that 
works well in an older population but does not discriminate controls and cases in a 
younger population, or discriminates better in one scan-site than another. We can 
examine and test this by modeling an interaction between the confound and model 
predictions  using  standard  statistical  machinery  and  obtain  visualization  of  the 
effects.

EXPERIMENTS

For the empirical  validation of  the proposed method, we simulated confounded 
datasets for regression and classification and also used a real  dataset with the 
artificially created confounded outcome variable. The dataset for regression was 
simulated  similarly  to  the  dataset  in  figure  2B.  The  confounding  variable  was 
uniformly  distributed  between 0  and  100.  Input  variable  x  was simulated  as  a 
function of the confound with heteroscedastic noise term according to:

x = 10 + 5*confound + norm(mean=0, sd=1)*(10+confound*weight)

where the weight was set to 0.1, 0.2, and 0.3 representing low, medium, and high 
effect of confounding. The outcome variable y was simulated as a function of the 
confounding variable according to:

y = 100 + 0.2*confound + norm(mean=0, sd=5)
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therefore, there was no relationship between x and y that cannot be explained by 
the effect of the confounding variable.

The  dataset  for  classification  was  simulated  similarly  to  figure  1C.  First,  a 
categorical confounding variable with two categories was created. Next, two input 
variables x1 and x2 were sampled from a bivariate normal distribution with mean = 

0, 0 and covariance matrix = ( 1 0.9
0.9 1 ) or ( 1 −0.9

−0.9 1 ) , depending on 

the category of the confounding variable. Outcome variable y was created as a 
function of the confounding variable such as the probability of y=1 was 0.6, 0.7, 0.8 
representing low, medium, and high confounding, if the confounding variable was 
0. 

We use support vector regression with a radial basis function (RBF) kernel with 
C=1 for the regression problem(Smola and Schölkopf 2004) and Gaussian process 
classification (Rasmussen and Williams 2005) with an automatic sigma estimation 
for  the  classification  problem,  both  implemented  in  kernlab  (Karatzoglou  et  al. 
2004). For each simulation, we created a dataset of size 200. This dataset was 
split into halves used as a training set and a validation set where the statistical  
significance was assessed using a parametric test. We also performed a 5 fold 
cross-validation  where  the  statistical  significance  was  assessed  using  a 
permutation test. Our goal is to adjust for the confounding variables. We perform 
two types of confound adjustments. 1: adjustment of input variables according to 
(Snoek  et  al.  2019),  where  the  training  set  data  and  test  set  data  were  first 
adjusted  for  confounds  by  regressing  out  the  effect  of  confounding  variables 
estimated using the training set data. 2: additional adjustment of the ML predictions 
according  to  the  proposed  method  using  linear  regression  for  the  regression 
problem  and  logistic  regression  for  the  classification  problem.  The  statistical 
significance  was  assessed  either  parametrically  on  the  holdout  set,  or 
nonparametrically using a permutation test for cross-validation. Since the datasets 
were created,  such as there is no relationship between input  variables and the 
outcome that  is  not  explained by the effect  of  confounding variables,  the valid 
confound adjustment method should produce statistically significant results with p 
< 0.05 around 5% of the times.

We also used a real neuroimaging dataset consisting of region of interest (ROI) 
thickness data from the ABIDE dataset (Di Martino et al. 2014) obtained from the 
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preprocessed connectome project (Craddock et al. 2013). The dataset consisted of 
97  regions  of  interest  (ROI),  including  cortical  ROI  obtained  using  the  ANTs 
pipeline  according  to  Desikan-Killiany  protocol  (Klein  and  Tourville  2012) and 
FreeSurfer  white  matter  and  non-cortical  ROI  (Fischl  2012)(See 
https://mindboggle.readthedocs.io/en/latest/labels.html for a complete list of ROI). 
We  used  data  from 530  healthy  control  subjects,  with  age  at  scan  spanning 
between 6 to 56 years (median = 14.66, IQR=8.2).

For  each  simulation,  we  randomly  created  a  categorical  outcome  variable  y 
confounded  by  age,  where  the  probability  of  y=1  was  based  on  subjects  age 
according to:

log [p(y=1)/p(y=0)] = (age – 14.66)*weight

where  weight  was  set  to  3,  4,  and  5  representing  low,  medium,  and  high 
confounding, since the outcome variable was created solely as a function of age, 
there should be no signal in the data after adjustment for age.

RESULTS

Since the datasets were created so that there is no signal in the data that cannot 
be explained by the confounding variables, all  statistically significant results are 
false positive.  The successful  deconfounding method should,  therefore,  have a 
false positive rate at p < 0.05 around 5%. In simulated regression and classification 
datasets, the input adjustment method did not sufficiently control for confounds, 
and  significantly  above  chance  performance  was  obtained.  The  percentage  of 
false-positive  results  could  be  made  arbitrarily  high  (even  as  high  as  100%), 
depending on the amount of confounding. In the real dataset, the false positive rate 
as high as 72% was observed when predicting the outcome that was created as a 
function  of  age  after  correcting  for  age.  In  all  tested  scenarios,  the  proposed 
confound adjustment method of the machine learning predictions achieved a false 
positive rate of around 5%. This was the case when the testing was performed on 
the independent hold-out set using a parametric test or in cross-validation using a 
permutation test (Figure 6).
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DISCUSSION

Controlling for confounds at the level of model predictions successfully managed 
for confounds under low, medium, and high confounding, even in situations where 
the traditional input variable adjustment failed to do so. This approach has a simple 
and intuitive  interpretation:  what  proportion  of  variance in  the  outcome can  be 
explained by model predictions that cannot be explained by confounding variables? 
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Figure 6: results of traditional input adjustment method and proposed output adjustment method. The  
datasets were created, such as there is no signal in the data that cannot be explained by the effect of  
confounding variables, therefore after successful confound adjustment, the proportion of statistically  
significant results (p < 0.05) should be around 5% (black line). We simulated confounded data for  
regression and classification problem. Also, We used a real neuroimaging dataset (ABIDE), where the  
confounding variable was age, and we created an artificial categorical outcome as a function of age.  
The amount  of  confounding effect  was varied.  The statistical  significance was assessed using  a  
parametric test in the hold-out set, or a permutation test in 5-fold cross-validation.



Or in other words, does predict the outcome using confounding variables improve 
when adding model predictions? This approach evaluates if the model predictions 
have  any  information  about  the  outcome  that  is  not  already  present  in  the 
confounding variables, thus it is insensitive to model miscalibration.

Traditional input variable adjustment failed to sufficiently control for confounds in 
simulated and real  datasets.  This is because input  variable adjustment can not 
remove all effects that can be learned by machine learning methods. This includes 
cross-validated  input  adjustment  as  proposed  by  (Snoek  et  al.  2019) and 
adjustment using a location and scale adjustment model as used in ComBat (Fortin 
et al. 2017). It is, therefore, possible that some of the previously published machine 
learning results are due to insufficiently adjusted confounding but not the signal of 
interest. Machine learning methods vulnerable to this problem include all non-linear 
machine learning methods and linear  machine learning methods that  are  fitted 
optimizing a different function than a regression used for input adjustment, such as 
support  vector machines. Support  vector machines are optimizing a hinge loss, 
which  is  more  robust  to  extreme  values  than  a  squared  loss  used  for  input 
adjustment. Therefore, the presence of outliers in the data will  lead to improper 
input adjustment that can be exploited by SVM. Studies using penalized linear or 
logistic regression (i.e., lasso, ridge, elastic-net) and the linear Gaussian process 
should  not  be  affected  by  these  confounds  (assuming  they  are  sufficiently 
adjusted) since these models are not more robust to outliers than OLS regression.

Multiple alternative approaches for controlling confounding effects exist and can be 
used in a machine learning setting. One possibility is to use a permutation test 
where the permutations are performed within the confound groups (Winkler et al. 
2015). For example, if we wish to control for effects of scan sites, labels would be 
shuffled within each scan site separately. Thus if a model‘s performance is driven 
by  the  scan  site  effects,  this  will  be  reflected  in  the  permutation-based  null-
distribution. This method can be used even with a complex dependence structure 
of  confounding  variables  (Winkler  et  al.  2015),  however,  it  is  limited  only  to 
categorical confounds.

Another possibility is to use balancing or match subjects according to levels of their  
confounding variables (Pourhoseingholi et al. 2012; Rao et al. 2017; Chyzhyk et al.  
2018), with the goal of creating a dataset where the confounding variable is not 
related to the outcome. Since only a subset of available subjects is used, this leads 
to data loss and highly variable estimates. To combat this, sometimes subjects are 
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not  selected  but  weighted  according  to  the  model  of  the  outcome  based  on 
confounding  variables.  Thus  all  subjects  are  still  used  to  estimate  the  model 
performance, but their influence on the final results is different. These methods are 
problematic because they change the distribution of variables in the test set, which 
no longer matches the distribution of the original dataset or the population. For 
example,  controlling  for  an  age  effect  in  the  machine  learning  prediction  of 
Alzheimer’s  disease  diagnosis  using  these methods would  be interpreted as a 
performance of  the machine learning model in the population where age is not 
related to Alzheimer’s disease diagnosis.

Another problem of this method is that it cannot be used to evaluate the additional  
benefit  of  the  machine  learning  model  predictions  over  what  can  be  already 
predicted  by  confounds  since  by  construction  confounding  variables  have  no 
predictive power in the newly created population. It might be tempting to say that 
the added value of the model equals the performance of the model in this newly 
created  population.  This  is,  however,  not  the  case.  As  shown  by  (Pepe  et  al. 
2012) and  (Janes  and  Pepe  2008),  this  can  severely  underestimate  and  also 
overestimate the added value, and even change ranks of competing models. This 
has serious implications. It can lead to selecting the worse model for prediction,  
missing potentially important biomarker, or selecting apparently strong biomarker 
that,  in  reality,  does  not  add  much  to  what  can  be  already  predicted  using 
confounds.

Conclusion

We showed that confound adjustment of input variables could fail to adequately 
control for confounding effects when machine learning methods are used. For this 
reason, we propose that confound adjustment of input variables should be avoided, 
and  the  already  published  machine  learning  studies  employing  it  should  be 
interpreted with care. We presented a simple approach of controlling for confounds 
of  the  machine  learning  predictions  themselves.  This  approach  produced  valid 
results even under heavy and complicated confounding.
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CHAPTER 6

SUMMARY OF FINDINGS AND GENERAL DISCUSSION



SUMMARY OF FINDINGS

This thesis evaluated specific problems of statistical validation of machine learning 
models, identified shortcomings of the current practice, and provided solutions to 
avoid them. The general introduction section introduced machine learning methods 
and  their  application  to  psychiatry,  together  with  specific  problems  of  their 
evaluation.

Chapter 2 contains the development of a machine learning predictive model of two-
year depression remission and chronicity in the NESDA dataset on 804 subjects 
with  a  depressive  disorder.  Subjects  were  assessed  based  on  81  clinical, 
psychological,  and biological  variables,  which were used to  create  a  predictive 
model using an elastic net logistic regression. The focus of this chapter was to 
evaluate which of the wide range of variables were important for prediction. This 
was  assessed  using  a  stability  selection  approach.  Stability  selection  is  the 
probability  that  a variable will  be selected in  a machine learning model,  and it  
provides a family-wise type I error control for the selected variables(Meinshausen 
and Bühlmann 2010). Only one variable, IDS score, was statistically significant, 
and no other variable substantially improved model predictions. This finding is in 
line  with  results  reported  by  (Chekroud  et  al.  2016).  For  a  machine  learning 
prediction of remission of depressive symptoms followed by 12-week citalopram 
treatment. Their model selected a shortened version of the IDS questionnaire as 
the  most  important  predictor  form  a  range  of  sociodemographic  and  clinical 
features.  Our  findings  contrast  findings  from other  cross-sectional  studies  that 
showed group level  association vitamin D  (Milaneschi  et  al.  2014) and cortisol 
(Vreeburg et al. 2013) to depression chronicity. This demonstrates that group-level 
associations,  as  discovered,  does  not  necessarily  translate  to  better  machine 
learning predictions.

Chapter 3 contains a methodological replication of a prominent study identifying 
biotypes of depression  (Drysdale et al. 2017). We identified shortcomings of the 
methods used in this study, questioned the validity of some of the results, and 
provided  recommendations  for  future  studies.  In  the  original  study,  authors 
performed  canonical  correlation  analysis  (CCA)  between  resting-state  fMRI 
features and clinical  symptoms of  depression in a sample of  currently severely 
depressed,  treatment-resistant  participants.  CCA identified two biological-clinical 
factors related to anhedonia and anxiety. Next, they used hierarchical clustering to 
identify  four  subtypes  of  depression  according  to  these  two  factors.  These 
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subtypes  had  different  clinical  profiles,  including  different  average  response  to 
transcranial magnetic stimulation treatment in an independent dataset.

Our  replication was conducted on 187 participants with  depression,  anxiety, or 
depression anxiety comorbidity from NESDA and MOTAR datasets. The original 
analytical  pipeline was followed as closely as possible,  including finding a low-
dimensional  representation  of  clinical  and  resting-state  data  using  canonical 
correlation analysis, and hierarchical clustering to identify biotypes. In this chapter, 
several problems of the original analytical pipelines that lead to biased and overly  
confident results were identified. Mainly, resting-state features were selected based 
on their correlation with the clinical variables, which leads to overly optimistic p-
values  for  the  subsequent  canonical  correlation  analysis  between the  selected 
resting-state  features  and  clinical  symptoms.  Next,  we  demonstrated  that  the 
criteria for defining "biotypes" would produce spurious biotypes even if there are no 
real  clusters  in  the  data.  Last,  we  showed  that  due  to  the  overfitting  of  the 
canonical correlation analysis, the biological and clinical canonical variates and, 
therefore,  subtypes  could  be  extremely  unstable.  Due to  these  methodological 
limitations, we concluded that the presented analysis does not provide sufficient 
evidence for biotypes of depression.

Chapter  4 contains  an  evaluation  of  performance  measures  used  in  machine 
learning studies. We showed that the most commonly used measure has the worst 
statistical  properties,  and it  is  also suboptimal  for  clinical  settings compared to 
alternatives. We highlighted that there is no one best performance measure, but 
that the selection of appropriate performance measures should be based on the 
specific  goals  of  the  machine  learning  model.  We  reviewed  four  types  of 
performance measures focusing on their applications in neuroimaging and clinical 
settings.  Next,  using  simulated  and  real  datasets,  we  evaluated  the  statistical  
properties  of  these  measures,  including  statistical  power,  detecting  model 
improvement,  selecting  informative  features,  and  reliability  of  results.  Accuracy, 
although the most commonly used performance measure, had the worst statistical 
properties  compared  to  alternatives,  therefore  it  should  be  avoided  when  the 
statistical  inference  is  the  primary  goal  of  the  machine  learning  model. 
Furthermore, accuracy should also be avoided when evaluating machine learning 
models in a clinical setting because it does not take into account the uncertainty of 
predictions  and  the  relative  cost  of  false  positive  and  false  negative 
misclassifications.
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Chapter 5 focuses on an evaluation of machine learning models in the presence of 
confounding variables. We showed that the most commonly used method does not 
sufficiently control for confounding variables and thus can lead to wrong results 
and  introduced  an  alternative  approach  that  does  not  have  this  problem. 
Confounding is an important problem in machine learning. For the translation of 
machine  learning  models  to  clinical  practice,  it  is  important  to  know  that  the 
machine learning model is predicting the clinical variable of interest and not some 
other variable such as age, gender, or scan-site. The most common method to 
correct for confounds in machine learning models is to regress out confounding 
variables from each input variable separately(Fortin et al. 2017; Snoek et al. 2019). 
We show that  this method cannot sufficiently  correct  for  confounds in machine 
learning studies, because machine learning methods can learn information from 
the  data  that  cannot  be  removed  using  the  traditional  method.  We propose  a 
simple method where confounds are controlled for on the level of machine learning 
predictions and not input variables. We show in simulated and real datasets that 
this method correctly controls for confounds even in situations where the traditional 
approach fails.

DISCUSSION

This thesis focused on four specific problems of evaluation of machine learning 
models in psychiatry:

1. statistical evaluation of feature importance in machine learning models
2. statistical evaluation of the performance of machine learning predictions
3. statistical evaluation of the model performance with the presence of confounding 
data
4. statistical evaluation of subtyping approaches

1. Statistical evaluation of feature importance in machine 
learning models

This  aim was addressed  in  chapters  2  and 3.  Chapter  2  contains a  statistical 
evaluation  of  which  features  are  important  for  a  machine  learning  model 
predictions using a theoretically driven stability selection approach that provides a 
tight bound on the type I error (Meinshausen and Bühlmann 2010). This revealed 
that only one variable, the IDS score (Rush et al. 1986) was statistically significant 
from  the  wide  range  of  clinical,  psychological,  demographic,  and  biological 
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variables.  Although this method is conservative,  a machine learning model that 
used a full range of variables was only marginally better than a model that used 
only the IDS score. Thus we conclude that there is only small information about the 
future disorder status encoded in other variables that can be used for prediction. 
There are a few lessons to be learned from this study. First, a machine learning 
type  feature  selection  using  the  elastic-net  method  alone  (Zou  and  Hastie 
2005) (i.e.,  one  that  does  not  provide  statistical  guarantees  on  the  selected 
features)  is not  sufficient  for the evaluation of  which features are important  for 
prediction.  They  can  select  non-informative  features,  or  not  select  informative 
features, without any statistical guarantees about false positive and false negative 
rates.  Using  traditional  feature  selection  techniques,  the  optimal  number  of 
selected variables was around 11,  however, the selection of  the variables was 
unstable, and only the IDS score was selected with high enough frequency to be 
statistically significant.

The importance of  individual  features for  machine learning prediction was also 
addressed in  chapter  3.  Here we evaluated the validity  of  previously  identified 
relationship between resting-state features and clinical symptoms and validity of 
biological subtypes of depression (Drysdale et al. 2017). The authors identified two 
biological-clinical factors related to anhedonia and anxiety, which were defined by 
specific contributions of individual resting-state features and clinical symptoms. We 
showed that due to overfitting and feature selection, the contribution of individual 
resting state and clinical features is unreliable as well as the reported anhedonia 
and anxiety-related biological factors. This study led to a valuable lesson that a 
statistical evaluation of a complex analytical pipeline needs to take all analytical 
steps  into  account.  This  can  be  done  using  resampling  based  tests  such  as 
bootstrap or a permutation test  where all  the analytical  steps,  including feature 
selection,  are performed independently for each resample. This will  assure that 
statistical inference is not biased due to analytical steps that would otherwise lead 
to wrong conclusions.

2. Statistical evaluation of the performance of machine learning 
predictions

This goal was addressed in chapters three and four. In chapter 3, this goal was 
addressed in the context of a methodological evaluation of results from a previous 
study. Here, two main problems were identified. First, the chapter describes how 
feature selection in the same sample in which the model is evaluated, leads to 
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overly optimistic results and also ways to avoid it. Possible solutions that would 
lead to valid results include testing the model in a different sample as the sample 
used  for  feature  selection,  or  modified  permutation  test  that  takes  the  feature 
selection step into an account, by selecting features each permutation. The second 
problem was due to a lack of validation of the model in an independent sample. 
The  authors  of  the  original  study  obtained  an  impressive  correlation  of  0.98, 
however, we showed that a correlation as high as this one could be easily obtained 
even in a dataset where there is no relationship between clinical and biological 
data  simply  due  to  the  feature  selection  that  were  not  accounted  for  in  the 
statistical analysis and overfitting.

Next, a statistical evaluation of machine learning performance was addressed in 
chapter 4.  Here,  we evaluated the statistical  properties of specific performance 
measures,  namely  statistical  power,  the  stability  of  the  results,  and  feature 
selection performance. We showed that logarithmic score and Brier score have 
much better statistical properties, such as statistical power, the stability of feature 
selection,  and  reproducibility  of  results,  than  the  more  commonly  used  the 
accuracy of the area under the receiver operating characteristics. This is because 
they are continuous performance measures which due not dichotomize prediction 
errors into correct and incorrect, which would lead to loss of precision, as accuracy 
does.

3. Statistical evaluation of the model performance with the 
presence of confounding data

This topic was addressed in chapter 5. The problem of confounding is important for 
predictive models for multiple reasons. First, confounding could affect the validity of 
the results. An apparent good model performance might be caused by variables 
that are not directly related to the outcome of interest. For example, age, gender, or 
scan  site,  might  affect  fMRI  based  machine  learning  predictions  of  a  clinical 
variable, thus we might falsely conclude that we can accurately predict the clinical 
variable  even  when  the  machine  learning  model  learned  to  predict  only  the 
confounding variables. Second, confounding could affect the clinical utility of the 
machine  learning  model.  A clinical  variable  might  be  predicted  with  the  same 
accuracy using variables that are cheaper or easier to obtain than the fMRI data, 
such as self-report questionnaires.
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Chapter 5 showed that the most commonly used method for dealing with the effect 
of  confounding  variables  provides  incorrect  results  when  used  with  machine 
learning  methods.  This  is  based  on  adjusting  input  variables  by  removing  the 
estimated effect of confounds from each input variable(Fortin et al. 2017; Snoek et 
al.  2019).  This  method  will  not  produce  correct  results  for  machine  learning 
methods, because ML can learn information from the data that cannot be removed 
using this confound adjustment. We proposed to control for confounding effect on 
the level of machine learning predictions instead of input variables. Thus, instead 
of  estimating how much variance can machine learning predictions explain,  we 
suggest evaluating how much variance can machine learning predictions explain 
that could not be explained by confounding variables. This can be used to show 
that  the model predictions are not caused by confounding variables or that the 
model predictions provide additional benefit on top of what can be obtained using 
variables that might be easier to get.

4. Statistical evaluation of subtyping studies

This  topic  was  addressed  in  chapter  3.  We  argued  that  identification  and 
interpretation of subtypes are often unavoidably arbitrary and that the usual criteria 
used for the evaluation of  (Marquand et al. 2016) subtypes might lead to wrong 
conclusions.

First,  we  showed  the  clustering  coefficients  used  to  judge  how  are  individual 
subtypes distinct form each other can lead to an identification of clusters even if  
there are not true clusters in the population (i.e. if the population is simulated from 
a multivariate normal distribution). Furthermore, we show that when a clustering 
step is just one part of the longer analytical pipeline, seemingly stable clusters are 
unstable. When evaluating the stability of subtypes using resampling based on the 
canonical variates, the results were stable, but when the whole procedure including 
previous modeling steps that  lead to the creation of  the canonical  variates, the 
results were unstable, and the characteristics of individual clusters and even which 
subjects ended up in which clusters changed dramatically. The additional problem 
is that the clustering solution strongly depends on the algorithm and criteria used to 
create it, and it might be very different from the ground truth. This does not mean 
that many different clustering solutions are permissible, on the contrary, it means 
that the results of clustering and subtyping studies need to be carefully scrutinized.

128



One possibility is to use fully model-based clustering, such as mixture modeling or 
latent  class  analysis,  where  the  number  of  clusters  can  be  tested  statistically 
(Fraley  and  Raftery  2002).  These  tests,  however,  strongly  depend  on  model 
assumptions and can lead to wrong conclusions when the assumptions are not 
met. Data-driven clustering can be seen as a hypothesis-generating method, and 
any clusters are thus just a hypothesis that has to be confirmed using additional  
methods. If  clusters are only convenience tools or tools for prediction, then this 
also strongly depends on the assumptions innate to the clustering algorithm, and 
the resulting clusters might be a strongly suboptimal solution concerning the final 
clinical goal, such as a prediction of some clinical variable of interest.

IMPLICATIONS

Two types of implications can be derived from this thesis; Specific implications for 
research of  mental  disorders and more general  methodological  implications for 
machine learning studies in psychiatry.

Results from chapter 2 imply that the current clinical state predicts future clinical 
state,  however,  other  variables,  including  other  clinical  variables,  personality 
measures, and biomarkers, do not improve the prediction. This does not mean they 
are not related, but that once we know the current clinical state (as measured by 
IDS), other variables used in our study, will likely not provide additional information 
about the future state. Chapter 3 has implications for the existence of biotypes of 
depression and a connection of biological symptoms to clinical characteristics, as 
described in Drysdale et al. (2017). We showed that the methods used are prone 
to overly optimistic and unstable results. Thus the identified anxiety and anhedonia 
biological-clinical  axes  are  likely  spurious.  Subsequently,  the  identified  four 
subtypes of depression with the specific clinical characteristics are likely unstable 
likely do not map to the underlying biology.

This does not mean that there are no biotypes of depression, but that the specific  
biotypes, as presented in Drysdale et al. Are likely spurious. Similarly, this does not 
imply  that  there  is  no  connection  between  resting-state  features  and  clinical 
characteristics,  including  TMS  treatment  response.  The  authors  convincingly 
showed that  clinical  characteristics  and  treatment  response  could  be  predicted 
using resting-state features. Our results imply only that the specific anhedonia and 
anxiety-related  canonical  variates  are  likely  spurious  but  other,  non-spurious 
canonical variates might still be hidden in the data. To move further, it would be of 
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interest to reanalyze the dataset using valid statistical methods to obtain correct 
results. Future studies should use a permutation test or an independent validation 
test to properly evaluate the relationship between resting-state features and clinical 
characteristics. Steps should be taken to avoid overfitting of canonical correlation 
analysis,  these  might  include  dimensionality  reduction  before  CCA,  feature 
selection,  and  regularized  CCA  (Vinod  1976;  Witten  et  al.  2009).  Last,  it  is 
important to keep in mind that many subtyping methods will always produce some 
subtypes regardless of the data, possibly leading to spurious findings. To control 
for spurious subtypes is, however, not an easy task. Possible solutions include a 
simulation approach as performed in our study or in  (Liu et al. 2008) or model-
based subtyping (Fraley and Raftery 2002), however, both these methods rely on 
strong assumptions, and their proper use is still an open research problem.

This  thesis  also has  methodological  implications because we identified  several 
shortcomings  of  the  common  practice  of  the  evaluation  of  machine  learning 
models. Chapter 4 describes how the most commonly used method for correcting 
for  confounding  variables  might  not  correct  for  the  confounding  variables 
sufficiently. Thus some of the published machine learning results might be caused 
by the insufficient confound adjustment but not the signal of interest. The extent of 
this problem is hard to estimate, and it depends on the machine learning model 
used  and  the  nature  of  the  confounding  effect.  We  showed  that  all  nonlinear 
models are susceptible to this problem and also linear support vector machines 
(SVM). Since the SVM is the most commonly used ML method in neuroimaging 
(Wolfers  et  al.  2015),  potentially,  most  of  the  results  might  be  affected.  It  is 
unrealistic to expect that these studies will now be reanalyzed by our proposed 
method, however, it might be worth an effort to reanalyze few selected high impact 
studies where the risk of spurious results is high. These would be studies using 
nonlinear machine learning models with a high level of confounding due to site or 
age. Traditional confound regression (Fortin et al. 2017; Snoek et al. 2019) can still 
be used as a part of the preprocessing pipeline, however, it does not guarantee 
that all confounding information will be removed from the dataset. Therefore future 
studies should include our proposed method to avoid spurious results.

An  additional  methodological  implication  relates  to  the  performance  measures 
used  to  evaluate  machine  learning  models.  As  described  in  chapter  4,  the 
pervasive use of classification accuracy as the measure of model performance is 
suboptimal  in  both  clinical  and  non-clinical  machine  learning  applications.  The 
accuracy is an insensitive measure of model performance, and model improvement 
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and its use lead to a significant loss of power and possibly selection of suboptimal 
models, thus potentially relevant effects may be missed. For translational clinical 
applications  using  accuracy  can  also  have  a  negative  effect,  since  categorical 
predictions  are  not  suitable  for  making  a  complicated  clinical  decision.  Future 
studies  should  put  much  more  effort  into  selecting  and  justifying  performance 
measures,  instead of  just  using accuracy in  every situation.  The choice of  the 
performance measure should depend on the goals of the specific study and use 
cases for the particular machine learning model.

Last,  the problems of  the methods used in Drysdale et  al.  (2017) described in 
chapter  3  can  be  found  in  other  studies  as  well,  thus  many  of  the  subtyping 
findings might  be only  arbitrary  and not  map unto underlying biology and also 
suboptimal for clinical predictions. If the primary goal of the study is clinically useful  
predictions,  then subtyping should  be avoided since it  would  necessarily  make 
predictions worse due to the discretization of variables into subtypes. If the goal is 
to use subtyping to understand the biological  etiology of a disorder, then extra 
caution should be spent to be sure that the found subtypes are not spurious and 
map to distinct biological causes. It is also possible that distinct biological subtypes 
might  not  be  a  good  model  of  many  psychiatric  disorders,  thus  dimensional 
approaches should be considered instead.

CONCLUSION AND DIRECTION FOR FUTURE RESEARCH

This  thesis  showed  that  statistical  evaluation  of  machine  learning  models  in 
psychiatry is an important topic that can have consequences for the validity and, 
thus, a clinical utility of machine learning results. It showed that even the commonly 
used tools and methods might be suboptimal and lead to incorrect conclusions. 
Therefore  this  thesis  highlights  the  importance  of  rigorous  evaluation  of  new 
promising  tools  in  psychiatric  research.  It  also  highlights  a  need  for  the 
development of best practices of an evaluation of machine learning models. In my 
opinion, the effort  put into an evaluation of machine learning models should be 
higher than an effort put into the model development alone. Especially new and 
complex methods should be first  evaluated based on their  statistical  properties 
before  they  are  used  in  practice  as  a  tool  to  provide  specific  clinical  insights.  
Currently, a new method can be used in a publication without knowing what its 
behavior is and how reliable are the results it produced.
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There are several open topics for future research. First is the development of best 
practices  for  the  evaluation  of  machine  learning  models.  These  should  be 
optimized for specific clinical or scientific needs while being aware of the potential 
pitfalls of machine learning studies, some of which were described in this thesis. An 
important open problem not addressed in this thesis is a statistical comparison of  
competing  machine  learning  models,  translating  machine  learning  models  into 
clinical practice, or translating machine learning models to a different environment 
(e.g., a different hospital or a different scan site) without the loss of generalizability. 
Another  open problem is  machine learning with  the presence  of  missing  data, 
which is common in a clinical setting.

Machine learning methods are important tools for psychiatry used for the discovery 
of biomarkers of disorders and the potential development of predictive models that 
could be used in psychiatric practice. However, the successful adoption of such 
models is hindered by the methodological challenges of validation of these models. 
The work presented in this thesis adds to our understanding of some of  these 
challenges  and  provides  significant  improvements  over  the  current  practice  of 
evaluation  of  machine  learning  models  in  psychiatry.  Our  findings  especially 
highlight  the  importance  of  statistically  evaluating  the  influence  of  individual 
variables in the model and pitfalls of subtyping approaches. Further, our results 
highlight the importance of evaluating models based on criteria that are specific to 
the specific problem, and it also provides a solution for the analysis of machine 
learning models in the presence of confounds.  Moving forward,  the field would 
benefit from the adoption of best practices provided in this thesis. Furthermore, for 
translation of  the results and machine learning models,  it  is  necessary to have 
sufficiently large and diverse datasets that can be used for independent validation 
of specific machine learning models. This thesis improved validation. Only proper 
validation can move the field forward towards the goal of precision medicine and 
individualize psychiatry. 
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