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Gravitationalwavedetectors

Even though gravity is by far the weakest of the four presently known funda-

mental interactions, it is the only one that we, human beings, experience dir-

ectly on a daily basis. It is therefore not surprising that it has a long and rich

history in science, and written accounts on understanding the effects of grav-

ity go back as far as the fourth century BC when Aristotle wrote his Φυσικὴ

ἀκρόασις. About 2000 years later, Newton formulated his law of universal grav-

itation, themostwidely known theory of gravity todate. Itwas successful in de-

scribing the orbits of the celestial bodies known at that time, and even though

it is now superseded by a better theory, is still widely taught and used for its

simplicity and intuitive qualities.

For just over a century now, the best theory of gravity that we have at our

disposal is Einstein’s theory of general relativity, or GR for short. In this theory,

Einstein links gravity to his new concepts of space and time, and, in addition

to fixing a few discrepancies between Newton’s predictions and experimental

observations, provides a plethora of predictions on new physical phenomena:

the gravitational bending of light, the effect of gravity on the flow of time and

the existence of black holes and gravitational waves. Over the past 100 years,

scientists have subjected the theory to all possible tests, and GR passed every

one of them with flying colours. Having said that, GR is known to be incom-

patible with quantum mechanics and to reconcile the two theories at length

scales close to the Planck scale, a theory of quantum gravity is needed. String
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theory is one of the approaches taken in this effort, but has of yet produced no

experimentally testable predictions. The final word on gravity on small scales

has yet to be spoken.

One of the most stringent tests of GR so far was only recently made pos-

sible with the first few direct detections of gravitational waves of coalescing

binary systems. Whereas previous tests mainly concerned slowly moving sys-

tems with relatively weak gravitational fields, the observation of gravitational

waves allowed to probe GR in the extreme gravitational fields created by black

holes that were colliding at over half the speed of light.

More importantly, next toproviding themost stringent test on thebest the-

ory of gravity currently available, the detection of gravitationalwaves provides

valuable new information on our Universe. Thewaves carrywith them informa-

tion on their sources and their surroundings billions of light years away. Study-

ing these gravitational waves is looking back in time and exploring the evolu-

tion of the Universe. Themore sensitive our detectors become, the further we

can look back and gain information about the early Universe.

This chapterwill briefly introduce Einstein’s theory of general relativity and

the place of gravitational waves in it, then shift focus to the instruments used

to detect these waves and finally summarise the benefits of improving their

low-frequency sensitivity, and the challenges associated with doing so. It can

not do justice to the decades of research and engineering that went into the

currently operational gravitational wave detectors, but merely tries to convey

the basic concepts used to make themwork so well along with the future chal-

lenges that are relevant to this dissertation. It is important to keep in mind

that by no means are these the only challenges that are to be dealt with in im-

provingour sensitivity to gravitationalwaves. Gravitationalwavedetectors are

formidable machines that push the state of the art in technology in multiple

disciplines. All of them have to work if we want to succeed.

1.1 Gravitational waves

The first direct detection of gravitational waves from a pair of colliding black

holes on September 14th 2015 [1] was a good start for celebrating 100 years

of general relativity [2]. Not only did the waves exist, they also looked exactly

as predicted by Einstein’s field equations. To understand how Einstein eventu-

ally arrived at these equations, it is instructive to have a look at the two pillars

of modern physics at that time: Newton’s laws of motion and universal gravita-

tion andMaxwell’s laws of electrodynamics. The first was successful in describ-
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ing the observed motion of the planets around the Sun1, the latter described

the interaction between magnets and charges and their associated fields, and

governed the propagation of electromagnetic waves. All physical problems at

hand could be described by either of the theories, or by their combination.

The combination of these two theories is exactly where Einstein saw an in-

compatibility that would ultimately lead him to formulate his theory of special

relativity: Maxwell’s laws say that an electromagnetic wave propagates with a

velocity c, that is independent of the relative motion to the source. The way

velocities transformed in Newton’s theory meant that an observer following

a beam of light at velocity v , should observe the light travelling at a velocity

c − v , which is incompatible with Maxwell’s laws. This was a first clue that one

of the theories needed amending, and this is what Einstein set out to do.

A second important notion is the completely different way Maxwell’s laws

treat a magnet at rest or in motion with respect to the so-called ether. In

the first case, there is only a static magnetic field, in the later case there is

also an induced electric field. It turns out the effects of the two fields on any

experiment trying to distinguish the moving magnet from the stationary one

cancel exactly, but the physical treatment of the systems is different, and this

bothered Einstein:

”The idea, however, that these were two, in principle different cases was un-

bearable for me. The difference between the two, I was convinced, could only

be a difference in choice of viewpoint and not a real difference. [ . . . ] The

phenomenon of magneto-electric induction compelled me to postulate the

(special) principle of relativity.” [4, Doc. 31, p. 20]

This principle of relativity is the first of two postulates that are the founda-

tions of Einstein’s theory of special relativity (or SR for short) that he published

in 1905 [5]. His thoughts on the different treatment of stationary and non-

stationarymagnets were so important for the formulation of SR that he opens

the paper with them. The resulting postulate is the following:

”[T]he phenomena of electrodynamics as well as of mechanics possess no

properties corresponding to the idea of absolute rest. [ . . .] the same laws of

electrodynamics and optics will be valid for all frames of reference for which

the equations of mechanics hold good.” [5]

Einstein believed that the laws of physics should hold the same for any ob-

server, or, more abstractly, any choice of reference frame. With SR, he for-

1There was a slight deviation in the perihelion precession of Mercury of about 43′′ per century
that puzzled astronomers for decades and led to the first doubts regarding the validity of New-
ton’s gravitation laws [3].
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mulated a theory that achieves this for a special set of reference frames, the

inertial reference frames: in SR these are frames that have a relative motion

of constant velocity. To formulate the theory, Einstein needed a second postu-

late, inspired by Maxwell’s electrodynamics:

”Light is always propagated in empty space with a definite velocity c which

is independent of the state of motion of the emitting body.” [5]

The implications of this postulate reach far, because it has direct consequences

for length and time intervals measured by moving observers.

Hermann Minkowski provided a useful geometric interpretation of SR in

terms of a flat 4-dimensional manifold by adding time as a 4th dimension to

the three spatial dimensions, resulting in what is now known as ’spacetime’.

Einstein first rejected this mathematical interpretation as being ”superfluous

learnedness” [6, p. 152], but it was exactly this geometric interpretation that

would provide him with the tools to later formulate his theory of general re-

lativity. In Minkowski’s geometric interpretation, the ’distance’ between two

events in spacetime, the interval ds2, can be shown to be the same for all in-

ertial observers. Observers can disagree about the simultaneity of events and

their spacial separation, but the interval between the events is unaffected by

their relative motion. The interval is given by

ds2 = ηµν dx
µ dxν, (1.1)

where the Einstein summation convention [2] is used for brevity. The four-

vector x µ lists the four coordinates (ct , x , y , z ) and the components of the so-

called Minkowski metric of flat spacetime in Cartesian coordinates are given

by

ηµν =



−1 0 0 0

0 1 0 0

0 0 1 0

0 0 0 1


. (1.2)

Because of the light postulate that Einstein used to build his theory, spe-

cial relativity changed the views related to time and space completely. In the

Galilean ideas about time and space (the ideas in which Newton’s laws are em-

bedded), the twoentities aredecoupled fromeachother and the conceptspast

and futuremean everything before and after ”now” respectively, independent

of the event’s location. Because of the finite speed c at which information can

travel in SR, the concepts of universal time, universal past and universal future

are lost.
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1.1 Gravitational waves

Einstein realised that his new theory of special relativity requiredNewton’s

law of universal gravitation to be modified. Gravity in Newton’s framework is

represented as an instantaneous force between massive bodies separated in

space. Because of the finite speed that information can travel at in Einstein’s

views, this instantaneous action at a distance did not fit the new framework. It

took Einstein 10 years to reconcile gravity with his new ideas about space and

time. The resulting theory of general relativity (or GR for short), was published

in 1915 and 1916 in a series of papers [2]. Although the theory is called gen-

eral relativity, it really is a theory of gravitation. It does not necessarily make

motion more relative than it already was in special relativity, and the name is

considered somewhat of a misnomer [7], but stuck with the theory.

1.1.1 Aspects of general relativity

In general relativity, Einstein adoptsMinkowski’s geometric interpretation and

identifies spacetimeas a 4-dimensionalmanifoldwith ametric. Thismetric, gµν ,

contains all the information required to define distances between events on

the manifold. In general the metric describes a globally curved spacetime, but

when looking at a specific event, it can locally always be reduced to the flat

metric of Eq. (1.2) by a proper choice of coordinates. Thismay sound somewhat

counterintuitive, but we do it every day: even though we know that Earth is a

sphere, locallywe are used to thinking about it as a flat surface. This is an excel-

lent approximation as long aswe are only considering our immediate surround-

ings. The exact same thing holds in general relativity. As long as we consider

small regions of spacetime only, we can model it to be locally flat, with some

corrections of arbitrary precision when going further away from our origin.

Having chosen this way of representing spacetime, there are still two in-

gredients that aremissing for obtaining a complete theory: firstly, an analogue

of Newton’s second law is needed to define how physical objects move in such

a curvedmetric, and secondly, the source of the curvature should be specified

in terms of the objects living in the manifold. The first ingredient is provided

by the equivalence principle that gives information on the motion of particles

in the curved manifold: free-falling particles move on time-like geodesics in

spacetime. A geodesic is the generalisation of a straight line to curved space-

time, the shortest distance between two events. The equations of motion of

particles in free fall can then be expressed in the geodesic equation

d2xα

dτ2
+ Γαµβ

dx µ

dτ

dx β

dτ
= 0, (1.3)
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which reduces to Newton’s second law of motion for nonrelativistic objects

moving in aweak gravitational field. Here, the parameter τ denotes the proper

time and Γα
µβ

is a so-called Christoffel symbol that can be written in terms of

the metric gµν as

Γ
γ
βµ

=
1

2
gαγ (

∂µgαβ + ∂βgαµ − ∂αgβµ
)
. (1.4)

The second ingredient required to complete the theory is found in a relativ-

istic analogue of Newton’s law of universal gravitation+2Φ = 4πρG , which spe-

cifies that the gravitational potential Φ is generated by a mass distribution ρ.

The relativistic version for ρ is the stress-energy tensor Tµν , that encodes the

distribution of mass and all other forms of energy and momentum. The role

of the gravitational potential in general relativity is played by the curvature

of spacetime that is encoded in the metric gµν . Curvature can be quantified in

terms of the Riemann tensor

Rα
βµν ≡ ∂µΓ

α
βν − ∂νΓ

α
βµ + Γασµ Γ

σ
βν − Γασν Γ

σ
βµ . (1.5)

Recalling the definition of the Christoffel symbols in Eq. (1.4) this result tells us

that the curvature of spacetime, and with it also the gravitational field, is fully

contained in the metric gµν . The Riemann tensor has some useful contractions

called the Ricci tensor and the Ricci scalar, defined respectively as

Rαβ ≡ R
µ
αµβ

and R ≡ R
µ
µ = g µνRµν, (1.6)

that allow us to construct the Einstein tensor

Gµν ≡ Rµν −
1

2
gµνR . (1.7)

Tracing back all the definitions, it is clear that the Einstein tensor is still fully de-

termined by themetric gµν and it allows to write the field equations of general

relativity in an elegantly compact form

Gµν =
8πG

c4
Tµν . (1.8)

These equations provide the relativistic analogue to+2Φ = 4πρG and together

with the geodesic equation (1.3) it provides a full theory of gravity. The factor

8πG/c4 is found by requiring that GR matches observational data, i.e. that the

Newtonian laws are recovered in the weak gravity limit.
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The Einstein field equations look deceptively simple, but are in fact a com-

pact way of writing 10 non-linear differential equations (not 16, since both the

Gµν andTµν tensors are symmetric). Four additional constraints come from the

Bianchi identities, one for each value of µ,

+νG
µν = 0, (1.9)

where +ν denotes the covariant derivative. These identities provide four rela-

tions between the ten different components ofGµν , indicating that only six of

them are independent. The Einstein field equations therefore provide a total

of six independentdifferential equations for the ten independent components

of themetric tensor. The four remaining degrees of freedom reflect the liberty

that general relativity provides for choosing a convenient coordinate system,

determining what the ten metric components look like only after doing so.

1.1.2 General relativity in weak fields

The Einstein field equations shown above are non-linear, but can be linearised

locally for weak gravitational fields by realising that since gravity is linked to

the curvature encoded in themetric, regionswithweak gravitational fields cor-

respond to regions in spacetimewhere curvature is small. In that case, themet-

ric can be viewed as the flat Minkowski metric with small corrections added:

gµν = ηµν + hµν with
��hµν �� ≪ 1. (1.10)

Using this in Eq. (1.5) gives the Riemann tensor to first order in hµν ,

Rαβµν =
1

2

(
∂β∂µhαν + ∂α∂νhβµ − ∂β∂νhαµ − ∂α∂µhβν

)
. (1.11)

To get a compact result, it is useful to define the trace reverse of hµν ,

h̄µν ≡ hµν − 1

2
ηµνh with h ≡ ηµνhµν . (1.12)

Now by making use of the freedom that GR provides for imposing the Lorentz

gauge ∂νh̄
µν = 0, we obtain the linearised Einstein field equations

□h̄µν = −16πG

c4
Tµν, (1.13)

where □ denotes the four-dimensional equivalent of the Laplace operator and

is called the wave operator or D’Alembertian. When working in Cartesian co-
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ordinates in flat spacetime this operator can simply be written in terms of the

Laplace operator as

□ ≡ ∂α∂
α = (− 1

c2
∂2

∂t 2
+ +2). (1.14)

The Einstein field equations in Eq. (1.13) will be used to describe the beha-

viour of experiments on the surface of Earth, but it is not a priori obvious that

the gravitational field there is weak enough for the approximation in Eq. (1.10)

to hold. To find out, we can compare the result we obtained with Newtonian

gravitation, for we know that in the weak field limit general relativity should

reduce to Newton’s theory.

Consider nonrelativistic processes in the Earth’s static gravitational field

and assume for the moment that there are no gravitational waves present; an

excellent assumption based our daily experiences. In that case the compon-

ents in the stress-energy tensor Tµν are ordered as |T00 | ≪
��T0j

�� ≪ ��Ti j �� [8], so
the dominant contribution to the gravitational field in this frame will come

from the componentT00 ≈ ρc2 + O(ρv 2). Moreover, since we are considering a

static field, timederivatives vanish and thed’Alembertian operator in Eq. (1.14)

simply reduces to the Laplace operator. The dominant field equation then

reads

+2h̄00 = −16πG

c4
T00 = −16πGρ

c2
. (1.15)

Comparing this with the Newtonian gravity’s field equation +2Φ = 4πρG , we

see that these field equations are identical when h̄00 = −4Φ/c2. Since this is

the dominant component in h̄µν , Eq. (1.12) implies that h ≈ h̄00 and thus that

the metric corrections hµν are

hµν ≈ h̄00
2

δµν = −2Φ

c2
δµν, (1.16)

where δµν denotes the Kronecker delta function. In other words, when choos-

ing a metric gµν = ηµν − (2Φ/c2)δµν , GR locally reduces to Newton’s universal

gravitation. Since the gravitational potential near the Earth is known, the de-

viation from the Minkowski metric induced by the Earth’s presence can be es-

timated:

hµν = −2Φ

c2
δµν = −2GM

c2R
δµν ≈ 10−9δµν ≪ 1, (1.17)

with M and R the mass and radius of the Earth respectively. This means the

condition in Eq. (1.10) is met, and the weak-field approximation is an excellent

one indeed for experiments performed on Earth.
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1.1.3 The dynamics of spacetime

Where in the previous section the gravitational field was assumed to be static,

we will now dive into the dynamics of general relativity. When looking at the

linearised field equations given by Eq. (1.13) in a region of spacetime far away

from any sources of curvature, we know that all components of the stress-

energy tensor are zero, i.e. Tµν = 0. The resulting field equations are □h̄µν = 0,

or, more explicitly (
− 1

c2
∂2

∂t 2
+ +2

)
h̄µν = 0. (1.18)

This result represents a wave equation and has wave-like solutions for h̄µν that

are of the form

h̄µν = Aµν cos (kαxα ) = Aµν cos
(
ωgw t − k i x

i
)
, with k α =

(ωgw

c
, k i

)
. (1.19)

These solutions represent plane waves traveling in the direction defined by

the spatial wave vector k i . Because Eq. (1.19) is only a solution to the wave

equation when k αkα = 0, these gravitational waves propagate at the speed of

light and their frequency is given byωgw = c |k i |. The information on thewave’s

amplitude and polarisation is encoded in the amplitude Aµν .

The Lorentz gauge imposed on h̄µν earlier to get to the compact form of

Eq. (1.13) also poses a condition on Aµν . More specifically, it implies Aµνk
ν = 0,

or in other words, that Aµν is orthogonal to the wave vector k ν , such that the

wave solution in Eq. (1.19) represents a transverse wave.

Einstein recognised thesewavelike solutions already in 1916 and published

a paper on them. When considering a general system of accelerating masses

that would emit such gravitational waves, however, he concluded:

”[I]t is obvious that [the radiation of the system] has, in all imaginable cases,

a practically vanishing value.” [9]

We now know that in violent astrophysical events, gravitational radiation is

emitted in copious amounts, but his statement still holds some truth. The grav-

itational waves detected by the Virgo and LIGO detectors up to now originate

from the violent last moments in the lives of a pair of black holes or neut-

ron stars, astrophysical objects whose existence was not known at the time.

Moreover, by the time the emitted gravitational waves from these sources ar-

rive on Earth, their amplitude is only of O(10−21), a value so small that it was

inconceivable to be measured with early 20th century technology.
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1.1.4 Experimentalist view on gravitational waves

To understand how a passing gravitational wave can be detected, we first need

to see what the physical influence is that a passing gravitational wave has on

a detector in our laboratory. In a lab, we are used to measuring times with a

local clock and distances with a rigid ruler as if we are in flat Euclidean space.

Coordinates are defined by howmany tick marks on a ruler you are away from

your origin of choice. Choosing this view, even in the presence of gravitational

waves, themetric is locally flatwhen considering a region of space significantly

smaller than the typical scale on which the curvature changes. For the sake of

simplicity, we set up our lab in a free-falling satellite. Such a free-falling frame

has some nice properties that can be used to simplify the analysis. Firstly, the

metric in such a frame is flat up to second order in x i and the corrections only

show up as

gµν = ηµν + O
(
x i x j

L2
C

)
, (1.20)

where LC is the typical length scale on which the curvature changes, which in

the case of gravitational waves is their reduced wavelength ogw . Because all

first order corrections are zero, the Christoffel symbols as defined in Eq. (1.4)

all vanish around the expansion point, i.e. the origin chosen inside our free-

falling laboratory. Now for the assumption at the basis of linearised theory

(|hµν | ≪ 1) to hold, Eq. (1.20) tells us we can only consider a lab that is smal-

ler than the reduced wavelength of the gravitational wave we are considering.

Everything that follows is only valid in this limit.

Wenowput two test particles inour lab, oneat theorigin andoneadistance

ξµ away from the origin. Denoting the geodesic of the origin with x µ(τ), both
the curves x µ(τ) and x µ(τ) + ξµ(τ) satisfy the geodesic equation (1.3). Now for

|ξµ | ≪ LC , taking the difference of the geodesic equation at these two curves

gives the equation of geodesic deviation,

d2ξµ

dτ2
+ 2Γ

µ
νρ (x µ) dx

ν

dτ

dξρ

dτ
+ ξσ∂σΓ

µ
νρ (x µ) dx

ν

dτ

dx ρ

dτ
= 0, (1.21)

which tells us something about themovement of the particle at x µ + ξµ with re-

spect toourorigin. Now, because theChristoffel symbols vanish around x µ , the

second term in Eq. (1.21) vanishes. Moreover, if we assume the test particles

to have non-relativistic velocities in our lab, we have dx i /dτ ≪ dx 0/dτ and the
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previous expression significantly simplifies to

d2ξi

dτ2
+ ξσ∂σΓ

i
00

(
x i

) (
dx 0

dτ

)2
= 0. (1.22)

From the form of themetric in Eq. (1.20) we can see that ∂0Γi00 = 0, so we have

ξσ∂σΓ
i
00 = ξj ∂j Γ

i
00 . Moreover, because velocities are low, we have dx 0/dτ ≈ c

and τ ≈ t , with t being the local coordinate time indicated by stationary clocks

in our lab. Finally, from the definition of the Riemann tensor in Eq. (1.5), we see

that in this frame the last two terms vanish because theChristoffel symbols are

all zero. Then ∂0Γ
i
00 = 0 also means that

R i
0j 0 = ∂j Γ

i
00 − ∂0Γ

i
0j = ∂j Γ

i
00 , (1.23)

such that we can finally write Eq. (1.22) as

Üξi = −c2ξjR i
0j 0 . (1.24)

1.1.5 Gravitational waves as tidal forces

Equation (1.24) tells us that in this particular frame the curvature corrections

hµν contained in the Riemann tensor manifest themselves as forces that accel-

erate particles proportional to their separation from the origin ξj . In principle,

the Riemann tensor includes corrections for all gravitational effects, but for

nowwewill assume that the only curvature is caused by a passing gravitational

wave as described in Eq. (1.19). To seewhat the resulting forces look like, all we

have to do is calculate the components of the Riemann tensor R i
0j 0 from h̄µν .

Because in linearised GR the Riemann tensor is invariant under gauge trans-

formations [8], we can choose whatever gauge we please to express h̄µν . The

most compact form is obtained when using the so-called Transverse Traceless

gauge, or TT gauge, corresponding to the gauge conditions

h̄0µ = 0, h̄i i = 0 and ∂ j h̄i j = 0, (1.25)

in which the wave amplitude Aµν takes a conveniently simple form. Subject

to these gauge conditions, Eq. (1.11) tells us that the Riemann component of

Eq. (1.24) can be expressed in terms of hµν as2

R i
0j 0 =

1

2

(
∂0∂j hi0 + ∂i ∂0h0j − ∂0∂0hi j − ∂i ∂j h00

)
= − 1

2c2
Ühi j . (1.26)

2Looking at the definition of h̄µν in Eq. (1.12), Eq. (1.25) implies h̄µν = hµν , such that when work-
ing in the TT gauge we can use hµν instead of h̄µν to avoid cluttering the equations.
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x

y

P

(a) Plus polarisation

x

y

(b) Cross polarisation

Figure 1.1 – Force line representation of the two different allowed gravitational wave
polarisations for a wave travelling along the z-axis (into the page). The two polarisation
states change into one another under a rotation of 45°.

When we align the z-axis in our lab along the wave’s propagation vector k i , we

can rewrite Eq. (1.19) in the TT gauge as

hi j =


h+ h× 0

h× −h+ 0

0 0 0


cos

(
ωgw

(
t − z

c

))
, (1.27)

where h+ and h× indicate the amplitudes of the two independent polarisations.

Why these amplitudes are called ’h-plus’ and ’h-cross’ becomes clear when

inspecting the shape of the tidal force fields they introduce when passing our

laboratory. Combining Eq. (1.24) and (1.26) and interpreting the result in terms

of Newtonian forces, we get

F i =
m

2
Ühi j ξj . (1.28)

These tidal force patterns are separately plotted for each of the two polar-

isations in Fig. 1.1 for t = z = 0. Looking at the plus-polarisation in Fig. 1.1a,

we see that particles along the x-axis get pushed away from the origin while

particles along the y-axis get pushed towards the origin. The cross-polarisation

in Fig. 1.1b shows exactly the same picture rotated by 45◦.
Still looking at the plane z = 0 but letting the time evolve (i.e. letting the

wavepropagate throughour lab), wewould simply see the same force patterns

modulated by cos
(
ωgw t

)
. A test particle somewhere in this force field will ex-
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perience a force oscillating with ωgw , with an amplitude and direction that is

determined by its position ξj . For example, a test particle at point P located

along the x-axis in Fig. 1.1a will be repeatedly pushed away and pulled towards

the origin with a frequency ωgw . The amplitude of this oscillating force grows

with the separation from the origin. This means it pays off to make a gravita-

tional wave detector as large as possible, which is why the current interfero-

metric detectors are multiple kilometres in size.

1.1.6 A detector on Earth

What we have learnt from the analysis of a free-falling laboratory so far can be

briefly summarised as follows:

1. By choosing a Cartesian coordinates of space in our lab, we canmake use

of our usual Newtonian intuition in the description of our detector.

2. A passing gravitational wave shows up as a simple oscillating Newtonian

force as long as the size of our detector is smaller than ogw .
3. The magnitude of this force grows linearly with the separation from the

origin, so it makes sense to build large scale detectors.

Being allowed to use ourNewtonian intuition, we can translate the satellite lab

to a more practical lab on Earth by introducing gravity as a static force. As we

have seen in Section 1.1.2, at the surface of the Earth the weak field approxim-

ation of general relativity holds and the description of gravitational waves as

derived above is perfectly valid. To keep our test particles of choice from fall-

ing to the ground, we have to counteract gravity by introducing another force

from some type of suspension mechanism. When a gravitational wave passes

these suspended test particles, its tidal influence will just add to these static

forces and shake them with respect to each other at a frequency ωgw .

At this point the objective is clear; if we want to detect the effects of a

gravitational wave, we need two things:

• The ability to accurately monitor the relative position of several suspen-

ded objects. This is what changeswhen a gravitational wave shakes them.

• In the frequency band of interest, all other forces that shake the suspen-

ded objects must be suppressed to a level below that of the tidal forces

introduced by the gravitational wave as given in Eq. (1.28).

Because the amplitude of the tidal forces growswith the separation of the sus-

pended objects, the latter ismost easily achievedwhenmaking this separation

large. We will now describe the techniques used in large-scale interferometric

gravitational wave detectors to monitor the distance between objects.
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Ec

r1, t1 r2, t2

Ei n

L + δL(t )
EccEr

Laser: k = 2π
λ

Figure 1.2 – Schematic representation of a Fabry-Pérot cavity formed by two suspen-
ded mirrors. The cavity is illuminated from the left by a monochromatic laser beam of
wavelength λ. The resulting electric fields around the input mirror are indicated. The
total cavity length L is perturbed by a time dependent quantity δL(t ). Image adapted
from [10].

1.2 Interferometric gravitational wave detectors

In the previous section we have determined that to detect gravitational waves,

we should monitor the distance between suspended objects. The most accur-

ate way to do this is by using measurements of the phase of light by means of

interferometry. Since anything with mass will be affected by the gravitational

waves, it is convenient to suspend mirrors and use them as test masses in a

gravitational wave detector.

1.2.1 Fabry-Pérot cavity response

Consider the two mirrors in Fig. 1.2 that are suspended as simple pendula and

together form a Fabry-Pérot cavity. The cavity is illuminated from the left by

a laser of wavelength λ. Such a cavity forms an optical resonator where the

field amplitude inside the cavity builds up when the cavity length L is an in-

teger number of half wavelengths. In that case, the light that reflects off the

input mirror after having completed a round trip (r1Ei i ) interferes construct-

ively with the light coming from the laser (Ei n ). When the cavity is on one of

its resonances, the phase of the reflected light (Er ) is highly sensitive to the

relative position of the two mirrors, which is exactly what we want.

To see how the phase of the reflected light changes with themirror separa-

tion, we need to first see what happens to the field Ec inside the cavity. Ec can

be be written as a superposition of the input field and Ec itself, but one round

trip earlier,

Ec(t ) = t1Ei n (t ) + r1r2e
2i k (L+δL(t ))Ec(t − 2T ), (1.29)

whereT = L/c is the time it takes for a photon to travel from onemirror to the

14



1

1.2 Interferometric gravitational wave detectors

other.3 We consider the cavity locked on resonance while we move the end

mirror by δL(t )with k δL(t ) ≪ 1. In that case we have

e2i k L ≈ 1 and e2i k δL(t ) ≈ 1 + 2i k δL(t ). (1.30)

Moreover, the outputmirror typically is highly reflective, so r2 = 1 (in Advanced

Virgo, r2 ≈ 0.99996 [11]). Finally, for the purpose of this analysis we choose a

constant amplitude input field Ei n (t ) = E0. When we explicitly write the fields

E (t ) as their average Ē and a small time dependent perturbation δE (t ) separ-
ately, we get

Ēc + δEc(t ) = t1E0 + r1
(
Ēc + δEc(t − 2T ) − 2i k ĒcδL(t )

)
, (1.31)

where the small cross term δL(t )δEc(t − 2T ) has been dropped. In the absence
of perturbations (δL(t ) = δEc(t ) = 0), we can easily find the solution for the

average static field inside the cavity on resonance,

Ēc =
t1

1 − r1
E0, (1.32)

and because this is a solution to Eq. (1.31), we can subtract it and solve for the

small perturbations separately [10]. Transforming to the Laplace domain and

solving for δEc(s)we get

δEc(s) = i
2k r1ĒcδL(s)
1 − r1e−2T s

≈ i
2k t1F 2E0

π2

δL(s)
1 + s/ωc

, (1.33)

where in the last step the exponent was expanded as e−2T s ≈ 1 − 2T s , which is

valid forT s ≪ 1.4 To get a compact result, we also defined the cavity finesse

and the cavity pole as

F =
π
√
r1r2

1 − r1r2
and ωc =

π

2FT
=

πc

2FL
. (1.34)

We now have a solution for the field inside the cavity, Ec , but we are inter-

ested in the reflected field, so we use Er = r1E0 + t1Ecc and Ec = t1E0 − r1Ecc

3Actually, because the light bounced off the end mirror halfway its trip, we would have to con-
sider theposition δL(t −T ) insteadof δL(t ) [10]. Since thiswill only introduce a small overall phase
delay, I will omit it for the sake of clarity.

4 Identifying s with the gravitational wave frequency,T s ≪ 1 translates to ωgw ≪ c/L, or equi-
valently L ≪ ogw , exactly the limit in which the tidal force description of Eq. (1.28) holds.

15



1

Chapter 1 Gravitational wave detectors

to get the cavity reflectivity around resonance,

rc = r̄c + δrc(s) = Ēr + δEr (s)
E0

= −1 − i
8F
λ

δL(s)
1 + s/ωc

, (1.35)

where we have assumed lossless mirrors (r 21 + t 21 = 1). Noting that |rc(s)| ≈ 1

for small δL(s), this can be written in polar form as rc(s) = −e iϕ(s), with

ϕ(s)
δL(s) =

8F
λ

1

1 + s/ωc
. (1.36)

This result tells us a few things. First of all, around one of its resonances the

Fabry-Pérot cavity can effectively be modelled as a single mirror that fully re-

flects the incoming field amplitude, while imprinting a phase shift on it that

depends on the separation of themirrors thatmake up the cavity. The amount

of phase change per unit of end mirror displacement imprinted on the reflec-

ted beam is given by Eq. (1.36). Secondly, it shows that above the cavity pole

frequency ωc , the sensitivity to mirror motion drops as 1/s . This can be under-
stood by realising that a photon on average spends a time τc = 1/2ωc travelling

up and down the cavity, accumulating phase on each round trip. For frequen-

cies above ωc , the mirror displacement δL(t ) changes sign during the average

storage time of the photons, causing them to lose already accumulated phase

before exiting the cavity.

1.2.2 Gravitational waves in a single Fabry-Pérot cavity

Now assume we place the input mirror on the origin of the coordinate system

as described in Section 1.1.5, and we position the end mirror along the x-axis

at a position ξi = (L, 0, 0). When a plus-polarised gravitational wave aligned as

in Fig. 1.1a passes the cavity, its tidal forces will shake the endmirror along the

x-axis, generating a phase shift in the laser beam that is reflected back from

the cavity. In this situation, the only relevant component of hi j as defined in

Eq. (1.27) is h11(t ) = h+ cos
(
ωgw t

)
. Plugging this into Eq. (1.28) and taking the

Laplace transform, we see that the passing gravitational wave induces a tidal

force pointing along the x-axis that is given by F 1(s) = m/2 · s2h11(s)L. As it

is suspended, the end mirror will respond to the tidal forces with the typical

transfer function of a simple pendulum, which above the pendulum’s natural

frequency ω0 (s ≫ ω0) is given by δL(s)/F 1(s) ≃ 1/ms2. Combining these two

relations, we can get an expression for the relative length change of the cavity
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in terms of the gravitational wave amplitude as

δL(s)
L

=
h11(s)
2
. (1.37)

The result above nicely illustrates why hi j is often called the gravitational

wave strain, as it is a unitless quantity that indicates by howmuch the distance

between two objects changes per unit length. This interpretation gives a use-

ful means for comparing the detection noise floor (often simply called sensitiv-

ity) of gravitational wave detectors of different sizes by referring all the noise

sources in the system to the detector input, expressing them in terms of this

unitless strain amplitude.

By using the result obtained in Eq. (1.37) together with the Fabry-Pérot cav-

ity transfer function found in Eq. (1.36), we get the cavity’s phase response to

a passing gravitational wave

ϕx (s)
h11(s) =

4FL

λ

1

1 + s/ωc
. (1.38)

If the gravitational wave would be the only thing that induces a phase shift

in the reflected light, we could use this single cavity to detect them. To see

why this does not work in practice, recall the relation for the field inside the

Fabry-Pérot in Eq. (1.29). What shows up in the exponent is the product of the

cavity length with the laser wave number (k L). We chose to vary the length by

δL(t ), butwemight have just aswell chosen to vary k , or equivalently, the laser

frequency ν. Any laser will exhibit frequency fluctuations and in a single cavity

they are indistinguishable from length variations. This will limit the smallest

gravitationalwavewe can detect. Just by symmetry, a similar transfer function

can be obtained for laser frequency fluctuations,

ϕx (s)
δν(s) =

8FL

c

1

1 + s/ωc
. (1.39)

Treating the phase shift generated by a gravitational wave in Eq. (1.38) as a

signal and the phase shift from the laser frequency fluctuations as noise, we

get the signal to noise ratio

SNR =
ϕx (f )|gw
ϕx (f )|ν

=
c

2λ

h11(f )
δν(f ) . (1.40)

The detector strain sensitivity Sn (f ) is defined as the locus of points in a single-
sided power spectral density of the strain amplitude h11(f ) where SNR = 1.
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For the laser frequency noise thatwas discussed above, we canwrite this strain

sensitivity as √
Sν(f ) = 2λ

c
δν(f ). (1.41)

The laser source that is used in theAdvancedVirgo gravitationalwave detector

is at the state of the art and has a typical free-running frequency noise of

100Hz/
√
Hz at a frequency of 100Hz [12] away from the carrier. This frequency

noisewould result in a strain sensitivity
√
Sν(f )of the order of 10−12 /

√
Hz. Even

when using a separate optical cavity for stabilising the laser, for example the

150m long Advanced Virgo input mode cleaner cavity,
√
Sν(f ) is still in the or-

der of 10−2 Hz/
√
Hz at a frequency of 100Hz [12] away from the carrier. This

would result in a strain sensitivity of 10−16 /
√
Hz, which is not good enough to

detect gravitational waves by a long shot.

1.2.3 Michelson interferometer with Fabry-Pérot arms

What makes that gravitational waves passing Earth can in fact be detected,

is the anti-symmetric nature of their polarisation signature. When looking at

Fig. 1.1a again, we can see that if we lay out another Fabry-Pérot cavity along

the y-axis, its end mirror will be shaken exactly in anti-phase with the cavity

that was laid out along the x-axis. As a result, the phase transfer to h11(s) from
this cavity is exactly the same as Eq. (1.38), but with opposite sign. However,

any laser frequency fluctuations going into this cavity will not see this sign flip,

and will be common in both cavities. When we now measure the phase differ-

ence between the light coming from the two cavities, the effect of the fluc-

tuations coming from the laser will cancel out, while the sensitivity to gravita-

tional waves doubles.

The interferometer layout that was used by Michelson and Morley [13, 14]

in their famous null result when looking for the Earth’s relative motion with

respect to the so-called luminiferous ether, was designed to do exactly this:

accurately measure phase differences between two beams of light that have

travelled along different paths, but are coming from the same light source.

Using light coming from the same source ensures that the relative phase of

the two interfering beams is well defined, a necessary condition to measure

a change in their relative phase. It also makes sure that any frequency fluctu-

ations in the light will be correlated between the two beams, such that they

can cancel upon detecting the phase difference at the output. The layout of

two Fabry-Pérot cavity configured to operate as a Michelson interferometer is

schematically shown in Fig. 1.3a.
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Figure 1.3 – (a) Schematic depiction of a Michelson interferometer with Fabry-Pérot
arm cavities (PD: photodiode, BS: beam splitter, ITM: input test mass, ETM: end test
mass). (b) Reflected and detected optical powers as a function of the setpoint ϕ0.

A laser sends a beam towards a 50:50% beam-splitter that splits the laser

beam into two beams of equal power going towards the two orthogonally laid

out Fabry-Pérot cavities. The reflected light picks up a phase from a passing

gravitational wave and interferes on the beam splitter. Taking all the reflec-

tions and phases into account, we can write the output field as

Eout (t ) = −1

2
Ei n

(
e iϕy (t )−iϕ0 − e iϕx (t )+iϕ0

)
= i Ei n sin (ϕx (t ) + ϕ0), (1.42)

and the reflected field as

Er (t ) = −1

2
Ei n

(
e iϕy (t )−iϕ0 + e iϕx (t )+iϕ0

)
= −Ei n cos (ϕx (t ) + ϕ0). (1.43)

Here we have used the fact thatϕy (t ) = −ϕx (t ), because of the anti-symmetric

tidal signature of the gravitational wave for h11. The setpoint phaseϕ0 reflects

our freedom to choose the interferometer’s setpoint by moving the relative

cavity positions with respect to the beam-splitter.

What we measure with the photodiode is the output power, given by

Pout (t ) = Eout (t )E ∗
out (t ) = Pi n sin

2 (ϕx (t ) + ϕ0). (1.44)

The average output power along with the reflected power as a function of the

setpoint phaseϕ0 is shown in Fig. 1.3b. The small phase fluctuation induced by

a gravitational wave ϕx (t ) will modulate the output power around the chosen
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setpoint. The highest sensitivity to phase fluctuations is at ϕ0 = π/4, but this
is not a workable setpoint for several reasons:

• The photo-diode would need to cope with a DC offset of half the input

power, which is generally high.

• Power recycling (Section 1.2.4) cannot be used in this configuration.

• The output is sensitive to fluctuations in the laser input power.

The latter of these is the most important. To see why, we need to realise

that we are not interested in maximising the signal amplitude, but instead we

are interested in maximising the signal-to-noise ratio (SNR). Writing the out-

put power as Pout (t ) = P̄out + δPout (t ), Eq. (1.44) gives us the change in output

power due to both δPi n (s) and ϕx (s) as

δPout (s)
δPi n (s) = sin2 (ϕ0) and

δPout (s)
ϕx (s) = Pi n sin (2ϕ0). (1.45)

The signal to noise ratio is then given by

SNR =
δPout (f )|gw
δPout (f )|Pi n

=
sin (2ϕ0)
sin2 (ϕ0)

(
δPi n (f )
Pi n

)−1
ϕx (f ), (1.46)

which for a given relative intensity noise in the laser δPi n/Pi n , can be seen to

be optimised for ϕ0 → 0+, i.e. a by using a small offset from the dark fringe at

ϕ0 = 0. Again using the Advanced Virgo laser system as a reference, working

at the naive working point of ϕ0 = π/4 would result in a minimum detectable

phase ϕx (f ) (at SNR = 1) of

ϕx ,min (f ) = sin2 (π/4)
sin (π/2)

δPi n (f )
Pi n

≈ 1

2
· 5 × 10−9 ≈ 3 × 10−9 rad/

√
Hz, (1.47)

which, using theAdvancedVirgodesignparameters in Table1.1,would result in

a strain sensitivity of O(10−21) /
√
Hz through the transfer function in Eq. (1.38).

This, again, is not good enough to detect gravitational waves. By instead us-

ing a more typical small offset from the dark fringe ϕ0 ≃ O(1)mrad, we could

detect gravitational waves with strain amplitudes of O(10−24) /
√
Hz, which is

about an order of magnitude below what the current generation of detectors

achieves today.

1.2.4 Quantum noise limited interferometry

Now that we have established that aMichelson interferometer with two Fabry-

Pérot arm cavities effectively acts as a transducer for gravitational waves, a
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Table 1.1 – Advanced Virgo design parameters [11]

Parameter Symbol Design value

Arm cavity finesse F 443
Arm length L 3 km
Laser wavelength λ 1064nm
Mirror mass m 42 kg
Signal recycling mirror transmittance TSRM 0.2

natural question to ask ourselves is: ”how well can it perform?” Recall from

the discussion in Section 1.1.6 that there are in fact two important conditions

that need to be fulfilled in order to be able to do a successful gravitational

wavedetection. Translated to the context of an interferometric detector these

conditions read:

• We need an accurate measurement of the relative position of the inter-

ferometer’s end mirrors. This relative position will be modulated by a

passing gravitational wave.

• Anyparasitic forces actingoneachof the interferometer’smirrors should

be reduced to a level below that of the gravitational wave’s tidal forces

that we want to measure.

In practice, most of the effects that limit the strain sensitivity of interfero-

metric gravitational wave detectors are associated with the latter category.

However, there is one important bound on the accuracy of the mirror position

measurement itself that will limit the interferometer’s sensitivity to gravita-

tional waves even if the mirrors themselves remain perfectly still. This is a

quantum noise effect, as it stems directly from the fact that light is quantised

into photons. Because the laser beam that is used to perform the measure-

ment consists of many individual photons, the action of measuring the inter-

ferometer’s output power with a photodiode effectively amounts to doing a

counting experiment, and as with any counting experiment there are statist-

ical fluctuations involved.

The shot noise limit

The error that is introduced by the statistical fluctuations in the amount of

photons arriving at the photodiode per second was coined shot noise. To see

to what extent this source of noise limits the sensitivity of our detectors, we

have to compare its effect at the photodiode to the power fluctuations that

are induced in the detector by the gravitational waves themselves. Let us take

a closer look at the quantity that we measure to obtain the gravitational wave
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signal, the interferometer’s output power Pout (t ). Since each individual photon
carries an energy 2πħν, the average value of Pout (t ) is given by

P̄out = 2πħνN̄γ, (1.48)

where N̄γ denotes the average number of photons arriving at the photodiode

every second. For a coherent laser state, Nγ(t ) obeys Poissonian statistics, im-

plying σ
(
Nγ(t )

)
=

√
N̄γ for N̄γ ≫ 1, so

σ(Pout (t )) = 2πħν
√
N̄γ =

√
2πħνP̄out , (1.49)

where in the last step we have used Eq. (1.48) to eliminate N̄γ . From Eq. (1.44)

we know that the average output power is given by P̄out = Pi n sin
2 (ϕ0), such

that Eq. (1.49) represents a white noise with a single-sided spectral density of√
4πħνPi n | sin (ϕ0)|. Comparing this to the spectral density of the power fluctu-

ations generated by a gravitational wave in Eq. (1.45) and using the transfer

function in Eq. (1.38), we obtain the shot noise limit of our detector for ϕ0 ≈ 0,

√
Sshot (f ) = 1

8FL

√
4πħλc

Pi n

√
1 +

(
f

fc

)2
. (1.50)

This result shows us that above the cavity pole fc the shot noise limit in-

creases with frequency. This is a direct consequence of the detector’s decreas-

ing response to gravitational waves above the cavity pole. Additionally, we

can see that the shot noise limit can be pushed down by increasing the optical

input power incident on the beam-splitter. Given that the output power of con-

tinuous lasers is limited to O(100)W, high input power is usually achieved by

introducing another resonant optical cavity.

Recall from Fig. 1.3b, that around our dark fringe setpointϕ0 ≈ 0, almost all

theoptical power is reflectedback towards the laser, where it is lost. In analogy

with the Fabry-Pérot arm cavities seen earlier, the power that impinges on the

beam-splitter can be boosted significantly by putting another partially reflect-

ivemirror between the laser and the beam-splitter. When positioned correctly,

the light reflected from this so-called power recycling mirror constructively in-

terfereswith the fresh light coming from the laser and the power on the beam-

splitter builds up. The power recycling mirror in the Advanced Virgo detector,

for example, is set up to provide a power recycling gain of 37.5, raising the

O(100)Wof optical power that is coming from the laser to O(5) kW impinging

on the beam-splitter [11], significantly lowering the shot noise.
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Radiation pressure noise

From the shot noise analysis above, it might seem that a gravitational wave

detector can reach arbitrary sensitivities by simply increasing the optical input

power. As always, however, there is a trade-off to be made here. The quant-

ised nature of light does not only play a role in detecting the output power on a

photodiode, it also manifests itself inside the detector’s optical cavities them-

selves. On reflection at one of the mirrors, a photon changes its momentum

from +2πħν/c to −2πħν/c. This momentum is transferred to the mirror, creat-

ing a radiation force

F (t ) = dp

d t
=

4πħν

c
Nγ(t ) = 2Pc(t )

c
, (1.51)

where we have used Eq. (1.48) to remove Nγ(t ) from the expression. This radi-

ation pressure statically displaces the mirrors, but more importantly, since it

is generated by numerous individually reflecting photons, it will show similar

counting statistics as encountered before. This introduces an additional noise

in the detector.

When we repeat the analysis in Section 1.2.1 for fluctuations in the input

laser field, we find expressions for the fields inside one of the cavities:

Ēc =
t1

1 − r1
Ē0 ≈

√
2F
π

Ē0 and δEc(s) =
√

2F
π

1

1 + s/ωc
δE0(s). (1.52)

This shows that the fields impinging on the cavity are amplified by a factor√
2F/π , and for frequencies aboveωc thefluctuations are filtered by the cavity.

The fluctuations in power resulting from δE (t ) can be obtained from

P (t ) = (
Ē + δE (t )) (

Ē + δE (t )∗) ≈ P̄ + Ē (δE (t ) + δE ∗(t )) + O
(
δE (t )2

)
, (1.53)

such that we have

δP (t ) ≈ Ē (δE (t ) + δE ∗(t )) . (1.54)

Taking the Laplace transform and combining this with Eq. (1.52), we get a trans-

fer function for the power fluctuations inside the cavity caused by fluctuations

in the power impinging on it,

δPc(s)
δP0(s) =

2F
π

1

1 + s/ωc
. (1.55)

The relation in Eq. (1.49) also holds for the input power, so δP0(f ) represents
a white noise with a single-sided spectral density of

√
4πħνP0. From Eq. (1.51),
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we then obtain the noise force acting on a mirror. Comparing this to a force

induced by a passing gravitational wave gives the radiation pressure in terms

of the strain sensitivity as

√
Sr p (f ) = 16

√
2F

mL(2πf )2
√

ħ

2π

Pi n
cλ

1√
1 + (f /fc)2

, (1.56)

where an additional factor of 2 is picked up because of the fact that the gravita-

tional wave force only acts on the cavity’s end mirror, while the radiation pres-

sure acts on both. Moreover, since only half the input power travels to each of

the cavities, Pi n/2was substituted for P0. Equation (1.56) grows towards lower
frequencies through the 1/f 2 dependence. Moreover, it grows with increasing

input power, putting it in direct conflict with reducing the shot noise.

The standard quantum limit

The opposite scaling with power for the shot noise and the radiation pressure

noisemakes that there is no straightforward solution to improve thedetector’s

sensitivity. Increasing the power pays off at higher frequencies where the

sensitivity is dominated by shot noise, but it makes matters worse at low fre-

quencies where the radiation pressure contribution grows with the power. It

turns out that for a given interferometer geometry, the optimum sensitivity is

reached at the frequency where the two noise contributions are equal. At this

specific frequency, neither decreasing nor increasing the power will improve

the sensitivity. Such an optimum exists for all frequencies for a specific input

power. The locus of these points for a power recycled Fabry-Pérot interfero-

meter operated close to dark fringe is called the quantum limit and is given

by √
SQL(f ) = 1

2πf L

√
8ħ

m
. (1.57)

Figure1.4a illustrates theexistenceof aquantum limit byplotting thequantum

noises for different input powers added in quadrature. TheAdvancedVirgo de-

tector parameters listed in Table 1.1 are used to set the scale. Note that for

each power, the quantum limit is reached at one frequency only and the total

quantum noise never goes below this quantum limit.

Beating the standard quantum limit

The standard quantum limit of interferometry in Eq. (1.57) seems to put an ulti-

mate limit to the sensitivity of a detector once the arm lengths and the mirror

masses are given. However, it has been known since the eighties that there
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Figure 1.4 – (a) Quantum noise of a power recycled Michelson interferometer with
Fabry-Pérot arms for different values of Pi n . Frequency independent phase squeezing
has the same effect as raising Pi n . (b) The interferometer from (a) with Pi n = 5 kW and
three different quantum noise manipulation techniques. Note that the quantum noise
can be brought below the standard quantum limit.

are several different techniques that can be exploited to obtain sensitivities

beyond this quantum limit, some of which will briefly be discussed below.

The first solution is to change the interferometer response to gravitational

waves, which can be done by adding yet another resonant cavity to the system.

Thiswas first proposed in 1981 [15] and the technique is usually called signal re-

cycling or alternatively resonant signal extraction, depending on the resonant

condition settings of the new cavity. The cavity is formed by adding a semi-

transparent mirror between the beam-splitter and the photodiode. This often

raises a rather intuitive question: ”How can you detect more light on a photo-

detector by putting a highly reflective mirror directly in front of it?” In general,

cavities can be used to enhance light fields inside the cavity, not outside. The

key point with signal recycling is that we do not need to generate the detec-

ted light by sending it into the cavities ourselves. There already is a high energy

reservoir stored inside the arms that getsmodulated by a passing gravitational

wave. Adding a signal recyclingmirror thenworks as a resonant extractor, amp-

lifying the amount of light that travels to the photodiode.

The resonant conditions of the signal recycling cavity can be optimised to

achieve different results. This mirror’s position can be set such that signals

with a specific frequency are reinjected into the interferometer with the right
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phase to interfere constructively with ”fresh” signals at that frequency, ampli-

fying them before they propagate to the output. This configuration is called

detuned signal recycling, and the resulting quantum strain noise surpassing the

standard quantum limit is shown in Fig. 1.4b. The location and the depth of the

typical noise minima observed in this configuration can be chosen by changing

the reflectivity and position of the signal recycling mirror. This can be useful

for looking for known sources at a specific frequency.

Alternatively, the signal recycling mirror can be positioned such that all sig-

nal frequencies are anti-resonant in the cavities. This lowers the storage time

for gravitational wave induced signals inside the arm cavities and effectively

raises the cavity pole for gravitational wave signals at the cost of slightly de-

teriorated peak sensitivity. The increase in the overall bandwidth of the de-

tector in this resonant extraction configuration is obvious from the correspond-

ing curve in Fig. 1.4b. Signal recycling is implemented in Advanced LIGO and

planned to be implemented in Advanced Virgo, and will primarily be used in

the resonant extraction configuration.

A second solution to beating the standard quantum limit is based on alter-

ing the quantum noise itself. The classical description of quantum noise intro-

duced above tacitly assumes that there are no correlations between the con-

tributions to shot noise and radiation pressure noise. This happens to be true

for a coherent laser state, but is certainly not true in general. Shot noise ori-

ginates from fluctuations in the phase quadrature of the light field, while radi-

ation pressure noise stems fromfluctuations in the amplitude quadrature [16].

These two quadratures are related by the well known Heisenberg uncertainty

relation that states that the product of their uncertainties can never be smaller

than a certain number. For the coherent laser state treated above, the fluctu-

ations in the two quadratures are equal and minimal, resulting in the standard

quantum limit of Eq. (1.57) [16].

The Heisenberg uncertainty relation only puts a restriction on the product

of the shot noise and radiation pressure noise contributions, not on the indi-

vidual noises themselves. By introducing correlations between the amplitude

and phase quadratures, noise in one quadrature can be decreased at the ex-

penseofnoise in theother quadrature, such that theuncertainty relation is still

satisfied. Light that has these properties is called squeezed light, because noise

from one quadrature is ”squeezed” into the other. Using amplitude squeezing

reduces the radiation pressure noise at the cost of increased shot noise, while

phase squeezing does the opposite. These coupled effects on the two differ-

ent quantum noises are exactly the same as what happens when the optical in-

26



1

1.2 Interferometric gravitational wave detectors

put power is changed. Indeed, as shown in Fig. 1.4a, injecting phase squeezed

light into the interferometer has the exact same effect as increasing the input

power, and in itself does not allow sensitivities below the standard quantum

limit. In present day detectors phase squeezing is used to improve the sensit-

ivity. This makes sense because of two reasons:

• The low frequency sensitivity is not yet radiation pressure noise limited.

• It allows for lower shot noise without the thermal difficulties related to

an increase in input power.

To beat the standard quantum limit by using squeezed light injection, phase

squeezed light should be injected at high frequencies in order to reduce the

shot noise that is dominant there, while at low-frequencies amplitude squeezed

light should be injected to reduce the radiation pressure noise. Injecting light

with such frequency dependent squeezing properties is possible by using the

dispersion relation of optical filter cavities [16]. Doing this results in a broad-

band sensitivity improvement as shown in Fig. 1.4b. This frequency dependent

squeezing is planned to be implemented in future upgrades of the current de-

tector facilities, as well as in future generation detectors.

After all these improvements to a given power recycled Fabry-Pérot inter-

ferometer, the resulting total quantum strain noise sets the ultimate limit for

its sensitivity. It reflects the accuracy limit to which the mirror positions can

bemeasured. Recall, however, that this was only the first of two requirements

to be fulfilled for successful gravitational wave detection. The remaining re-

quirement is that we reduce all other forces that act on the mirrors to levels

below the gravitational wave force we want to measure, which ideally is given

by the quantum noise. With the planned broadband improvement in quantum

noise provided by frequency dependent squeezing, this becomes increasingly

harder to do. The most important noise sources noise will be treated below.

1.2.5 Classical noise sources

Aside fromthenoise arising fromthequantumnatureof the light used tomeas-

ure the relative positions of all the mirrors, there is a multitude of different

noise sources of classical origin that will mask a gravitational wave signal. For

starters, the mirrors used as test masses are not perfect. Mechanical losses

in the fused silica substrates and high-reflectivity coatings will inevitably lead

to a random motion of the mirror surfaces. Moreover, building the detectors

on Earth means having to deal with seismic motion some ten orders of mag-

nitude higher than themirror displacements to bemeasured. Figure 1.5 shows

the AdvancedVirgo design sensitivity. At high frequencies the sensitivity is set
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by quantum shot noise, but below a few hundred Hertz there are many other

significant noise sources that limit the sensitivity. Since this is the frequency

band where a lot of interesting physics happens, it is important to understand

all these noise sources to be able to minimise them.

Thermal noise

When building a gravitational wave detector, we can not beat thermodynam-

ics. The well-known fluctuation-dissipation theorem [17] dictates that in all the

places in the detector where some form of energy is dissipated into heat, an

inverse path exists that couples statistical thermal fluctuations to the other en-

ergy domain. There are several different relevant loss mechanisms associated

to the interferometer’s main mirrors that all introduce their own noise in this

way. All these forms of thermal noise are completely analogous to the more

familiar Johnson noise in electronic circuitry, where noise enters the circuit

through resistors exactly because that is where electric energy is dissipated

into heat. Generally, resistor thermal noise is modelled by a voltage source

that is driving an electrical circuitwith awhite noise of single-sided power spec-

tral density of v 2
n (f ) = 4kBTℜ(Zel (f )). Here kB is the Boltzmann constant, T

denotes temperature and the real part of the circuit’s impedanceℜ(Zel (f )) is
just the resistance value R bydefinition. This notion nicely carries over to other

energy domains. For example, when considering losses in the mechanical do-

main the resulting noise can bemodelled by a driving force with a single-sided

power spectral density of F 2
n (f ) = 4kBTℜ(Zm(f )), when we define the mech-

anical impedance as Zm(f ) = F /v [18]. Here F denotes the force driving the

system and v is its velocity.

Each of the mirrors in the interferometer is suspended by a monolithic sys-

tem of four thin fused silica fibres to minimise the mechanical losses, but nev-

ertheless the losses are there. Modelling the loss as an imaginary part of the

pendulum’s effective spring constant kef f , the transfer function in response to

a force acting on the mirror is

X (s)
F (s) =

1

ms2 + kef f (1 + iϕef f (s))
. (1.58)

Here ϕef f (s) denotes a so-called loss angle that in general can depend on fre-

quency. Themechanical impedance of this system can easily be obtained from

the transfer function as

Zm(s) = F (s)
V (s) =

F (s)
sX (s) = ms +

kef f
s

+ i
kef f ϕef f (s)

s
. (1.59)
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To obtain the effective noise acting on themirror, we need the real part of this,

which is given byℜ(Zm(f )) = kef f ϕef f (f )/2πf because s = 2i πf . This results in

a noise force with a single-sided amplitude spectral density of

Fn (f ) =
√
4kBT

kef f ϕef f (f )
2πf

. (1.60)

Comparing this with a force induced by a passing gravitational wave we get

√
Ssusp (f ) = f0

f 5/2L

√
2kBT

ϕef f (f )
π3m

, (1.61)

where f0 denotes the natural frequency of the main pendulum mode which

in Advanced Virgo is about 0.6Hz [20]. Since the mirrors are suspended in a

high vacuum environment, viscous damping through the residual gas is negli-

gible and the losses are dominated by internal losses in the fused silica fibres.

Away from any loss peaks, ϕ(f ) is typically constant over a large range of fre-

quencies for that type of loss. For the fibre system used in Advanced Virgo,

ϕ ≃ O(5 × 10−7) [21]. The effective loss angle is a lot lower because in a pendu-
lum, only a small part of the energy is stored in the bending of the fibre, the
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majority of the restoring force is generated by gravity, which is lossless. For

this reason,ϕef f is typically of the order of O(10−10). The resulting noise curve
in Fig. 1.5 is labelled suspension thermal noise, and due to the 1/f 5/2 behaviour,
is mostly important at low frequencies. The resonant feature around 8Hz is

the vertical mirror bouncing mode. This vertical motion couples to the cavity

length due to the fact that the detector is so big that the local vertical direc-

tions at bothmirrors are not parallel, but due to the curvature of the Earth are

misaligned by about 0.4mrad. The resonant peaks above 400Hz are caused by

the violin modes of the suspension wires.

A second major source of thermal noise in the detector is caused by mech-

anical losses in the mirrors themselves. These are a combination of losses in

the fused silica bulk with ϕbul k ≃ O(10−8) and losses in the high-reflectivity

coatings with ϕcoat ≃ O(10−4). Even though the coatings are thin, they domin-

ate the total loss because they are four orders of magnitude more lossy than

the mirror bulk. The resulting effective loss angle is ϕef f ≃ O(10−7) [22]. Fol-
lowing a similar argumentation as above, these losses cause fluctuations in the

position of the mirror surfaces. Comparing these to the mirror displacements

induced by a passing gravitational wave we get the effective strain noise. Be-

low the first internal mirror resonance, which is typically around 7.8 kHz for

Advanced Virgo [23], this noise contribution can be found to be [22]

√
Scoat i ng (f ) =

√
8kBT

(
1 − ν2

)
ϕef f

π3/2L2f r0E
, (1.62)

where the effect was averaged over a Gaussian laser beam shape of radius r0,

andE andν are themirror’s Young’smodulus andPoisson ratio respectively. As

can be seen in Fig. 1.5, this contribution only falls off with frequency as 1/f 1/2
so it is relevant over a wider frequency range. In fact, right where the detector

ismost sensitive, the so-called ’bucket’, this is the limitingnoise source. Signific-

ant effort is being spent onfinding coatingmaterials that improve this thermal

noise contribution, making this an active research field.

The mirrors do not only experience mechanical losses, also optical energy

is lost through absorption. According to the fluctuation-dissipation theorem,

this gives rise to another thermal noise contribution. The noise coupling occurs

through two different phenomena, both related to fluctuations in the temper-

ature of the coating through optical power dissipation. The first contribution

is the so-called thermorefractive noise, that enters through the temperature

dependence of the index of refraction of the coatingmaterials, altering the re-

flection phase when temperature fluctuations occur. The second contribution
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stems from the linear expansion coefficient of the coating material that will

slightly displace the mirror surface upon the temperature fluctuating. Their

collective effect on the strain noise is dubbed thermo-optic noise and is shown

in Fig. 1.5 not to be limiting for the Advanced Virgo design.

The coupling mechanisms of all the mentioned thermal noises are diverse,

but what all of them have in common is that they scale with the temperature

like
√
T . This suggests that cooling down the mirrors to cryogenic temperat-

ures would help in mitigating these effects, and indeed this is the case. How-

ever, there are significant challenges involved in cooling down mirrors to cryo-

genic temperatures in a high vacuum environment, especially when they are

illuminated by O(1)MW optical power. Moreover, the mechanical loss proper-

ties of fused silica and the tantala used in the coatings significantly deteriorate

at these temperatures [24], and alternativematerials are needed, involving sig-

nificant R&D work. Pioneering work on cryogenic interferometry is currently

being performed at the Japanese KAGRA detector, that operates sapphiremir-

rors, cryogenically cooled to 20K [25].
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Seismic noise

The surface of the Earth is moving constantly. The oceans hitting the shore,

wind blowing on trees and buildings and human activity, they all transfer en-

ergy into the Earth that drives seismic motion. On human scales, these ground

vibrations are small and we do not feel them. However, on the scale of grav-

itational waves they are huge and they pose an enormous challenge for grav-

itational wave detectors. Recall from Fig. 1.5 that above a frequency of 10Hz,

Advanced Virgo’s strain sensitivity is better than O(10−22)/
√
Hz. With an arm

length of 3 km, this translates to an effectivemirrormotion ofO(10−19)m/
√
Hz.

Figure 1.6 shows typical horizontal motion spectra measured at the three ad-

vanced detector sites of LIGO and Virgo. The seismic motion at 10Hz for all

sites is typically O(10−10)m/
√
Hz. The anchors of the suspension mechanisms

that hold themirrors are fixed to the ground, so for the detector to work, they

need to provide over 9 orders of magnitude of vibration suppression above

10Hz.

The required vibration attenuation is provided by using the passive vibra-

tion isolation properties of simple pendula. Above its natural frequency, a

pendulum rejects the horizontal motion of the suspension point with a typ-

ical (f0/f )2 characteristic, indicating that long pendula are beneficial. A 10m

long pendulum has a natural frequency of 160mHz and provides a factor of

O(103) attenuation at 10Hz. This falls quite a lot short of the required 9 or-

ders of magnitude, but luckily there is a more efficient way to provide passive

vibration attenuation in the same 10m space. By cascading multiple shorter

pendula, the individual natural frequencies go up and the performance at low

frequencies worsens. However, above all the system’s eigenmodes the atten-

uation provided improves drastically because it scales like 1/f 2N , with N the

number of cascaded pendula. Figure 1.7a illustrates this by comparing the

ground to mirror transfer functions of different pendulum chains all having

the same total length of 10m.

Figure 1.7c shows a schematic representation one of the superattenuators

that provide the seismic attenuation in the Advanced Virgo detector. The ho-

rizontal attenuation is provided by a chain of 6 pendula suspended from an in-

verted pendulum pre-isolator stage. Figure 1.7b shows its performance, indic-

ating a staggering groundmotion suppression of over 14 orders of magnitude

at 10Hz [11]. The seismic noise in Fig. 1.6 gets filtered by this transfer function,

resulting in the steep 1/f 14 seismic noise curve in Fig. 1.5. This noise is often

referred to as the seismic wall, for its steep slopemakes it quite challenging to

move it down significantly in frequency.
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overview of themultiSAS suspension system containing two of these filters is shown in
(c), with its performance indicated in (b). Images adapted from [31, 32].

The pendula themselves do not provide any suppression for vertical ground

motion. Because of several mechanisms coupling vertical to horizontal motion

at themirror, significant vertical attenuation is required aswell. The intermedi-

ate suspendedmasses contain sets of blade springs that suspend the following

pendulum stage, forming a series of cascaded mass-spring-systems providing

vertical seismic suppression analogous to the cascade of pendula. Since lower

natural frequencies provide more attenuation, the natural frequencies of the

individual blade spring systems is brought down from 1.5Hz to about 500mHz

by means of magnetic anti-springs added around the suspension point [30].

An alternative to using magnetic anti-springs for the natural frequency re-

duction of vertical seismic filters is to use a purely geometric solution: the

geometric anti-spring. This technique is used in the seismic suspensions of the
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auxiliary optics in Advanced Virgo. A schematic representation of a filter im-

plementing this solution is shown in Fig. 1.8a. The load to be suspended is

carried by the central keystone that is surrounded by a symmetrically arranged

set of blade springs. These springs are laterally loaded, such that the resultant

force that is generatedwhen the keystone is displaced from its equilibrium po-

sition effectively introduces a negative stiffness [33]. By carefully tuning the

compression forces, almost all of the blade spring’s internal stiffness can be

cancelled, resulting in a highly compliant system. Since the operating principle

of the microseismometer presented in this work is largely based on the geo-

metric anti-spring principle used in this type of filters, it will be detailed upon

in Chapter 3.

Newtonian Noise

Although challenging, through structures as the superattenuator, the interfer-

ometer’s mirrors can be decoupled from the direct seismic motion at the sus-

pension point for all frequencies above a few Hz. There is, however, a second

effect related to seismic motion that can not be shielded. The local mass dis-

tribution surrounding the gravitational wave detector exerts a direct gravita-

tional pull on its mirrors, and since seismic motion slightly perturbs this mass

distribution, it also perturbs this gravitational field. The resulting noise force is

calledNewtonian noise or alternatively, gravity gradient noise. Figure 1.5 shows

that above a few Hz, this effect is larger than the seismic motion itself. For Ad-

vanced Virgo, Newtonian noise is not expected to be a limiting noise source,

but when moving to future infrastructures with improved sensitivity, this has

to be dealt with.

A second source ofNewtonian noise is related to density fluctuations in the

atmosphere surrounding thedetector’s testmasses. Thesefluctuations canbe

caused by infrasound waves, temperature changes or turbulent atmospheric

phenomena, and cause so-called atmospheric Newtonian noise in the detector.

A recent study shows that this noise can be rather high, and for the Advanced

Virgo detector it is close to the design sensitivity [34].

As Newtonian noise couples directly to the interferometer’s main mirrors,

there is no way of shielding it. A future detector must therefore be built at

a site with a low background seismic activity. In addition, both atmospheric

and seismic Newtonian noise contributions are significantly suppressed when

building the detector in an underground facility5 [34]. Indeed, finding a suit-

able location for such a detector is actively pursued, and seismicmeasurement

campaigns have been, and are being performed to assess their suitability [35].
5 The explanation for the seismic contribution is clear from Fig. 1.16 in Section 1.4.3.
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Figure 1.9 – Bottom panel: Time domain data as measured in both the LIGO detectors
for the GW150914 event, along with the best fit numerical relativity waveform. The
Livingston data were inverted and shifted to correct for the different arrival time. Top
panel: A spectrogram made using the Hanford data showing the characteristic chirp
signature. Figure adapted from [1], data source [36].

That Newtonian noise can not be shielded from affecting the mirrors does

not mean that it can not be mitigated. The effect on the mirrors themselves is

so small that it can only be measured with the interferometer itself. However,

the effect on the mirrors will be correlated with the movement of the Earth’s

crust around the mirrors, which is much larger. Monitoring the ground mo-

tion in the vicinity of the interferometer with a large array of seismic sensors

is the most promising candidate mitigation technique for seismic Newtonian

noise. The noise requirements on these seismometers are strict, for the de-

tector must be built in a location with low seismic activity. More details on

these Newtonian subtraction arrays will be given in Section 2.2.

1.3 The importance of good sensitivity at low frequencies

On September 14 2015 at 09:50:45 UTC the two LIGO detectors in the United

States recorded their first gravitational wave signal: GW150914 [1]. It origin-
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ated from the violent merger of two black holes each with a mass roughly 30

times that of our Sun that happened over a billion light years away. The signal

measured in both LIGO detectors is plotted in the bottom panel in Fig. 1.9 with

only minimal bandpass filtering applied. The signal was so strong it is visible in

the data by eye, something that was clearly unexpected. It has the character-

istic shape of a gravitational wave generated by two compact objects colliding,

where the amplitude grows while the two objects spiral towards each other,

losing more and more energy to the emitted gravitational waves. As their or-

bit shrinks the objects speed up and start revolving around each other faster

and faster, causing the signal frequency to grow, as indicated by the spectro-

gram in the top panel of Fig. 1.9. When the two black holes finally merge, they

form a single highly excited black hole that sheds its last gravitational waves

at a characteristic ringdown frequency, forever to remain silent after.

1.3.1 Low-frequency sensitivity in Advanced LIGO

The two LIGO detectors had already been looking for gravitational wave sig-

nals for extended periods of time between 2005 and 2010, but had never seen

a real signal [37, 38]. Yet, within the first week of turning them on in their

upgraded Advanced detector configuration, GW150914 shows up in the data

with an incredibly high SNR of 23.7 [39]; how is that possible?

To answer that question, one should look at what has changed with the

upgrade from Enhanced LIGO to Advanced LIGO. After the upgrade, the shot

noise at high frequencies did improve by roughly a factor 3 to 4, but the main

reason for the high SNR of GW150914 is the vastly improved sensitivity at the

lower end of the frequency band. At 50Hz, the sensitivity of Advanced LIGO is

almost a factor 100 better than that of Enhanced LIGO [40]. Figure 1.10 shows

the best Enhanced LIGO sensitivity at the Hanford site obtained during the

S6 observation run in 2010, along with the Advanced LIGO design target and

the actual sensitivity during the O1 run when GW150914 was observed. Along

with the sensitivity curves, a normalised version of the Fourier transform of

GW150914, h(f ), is shown. Realising that the expected SNR of a gravitational

wave signal can be written as [39]

SNR 2 =

∫ ∞

0

(
2|h(f )|

√
f√

Sn (f )

)2
dln (f ), (1.63)

we can interpret the area between the signal and noise curves as a measure

for the expected SNR. The total area of the three shaded regions corresponds
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to the measured SNR of 23.7 in the case of GW150914. In the Enhanced LIGO

configuration, what would have been left of the SNR for the same event is rep-

resented by the yellow shaded region. With an SNR < 8, even this loud event

would have been sub-threshold [40]. The purple shaded region is the SNR that

would have been gained by scaling the Enhanced LIGO sensitivity to the O1

level around 200Hz. As the red shaded region is much larger, it is clear that

most of the sensitivity gain is due to the changes that were made to improve

the sensitivity at low frequencies.

1.3.2 Large redshift observations

For electromagnetic observations, the wave frequencies tend to be so high

that their amplitude cannot be directly measured. Therefore, most electro-

magnetic detectors are power-detectors. Because of energy conservation, the

power arriving on Earth falls off as 1/r 2 with r the distance to the source. For

the energy of gravitational waves arriving on Earth, the same scaling relation

holds, but there is one key difference: GW detectors are sensitive to the amp-
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litude of the wave, not the power. The amplitude falls off as the square root of

the power, so the measured signals only fall off as 1/r . This scaling behaviour

means that a sensitivity improvement of a factor α allows to observe the same

event a factor α further out in the Universe. An interferometric gravitational

wave detector is in essence omnidirectional, so this means that we can probe a

volumeof theUniverse α3 times larger, increasing the rate ofmeasured events

by the same factor.

One of the challenges associated to looking at events increasingly further

away is related to the expansion of the Universe. All signals travelling to Earth

from distant sources obtain a cosmological redshift z by the fact that the Uni-

verse expands during their travel time. This redshift value is often used as an

equivalent measure for the distance to astronomical objects. Signals that had

a frequency fs upon their emission from a source at redshift z , will have their

frequency lowered to fs/(1 + z ) by the time they reach Earth. Low-frequency

sensitivity therefore becomes increasingly important as the sensitivity of grav-

itational wave detectors, and with it their detection range, improves.

GW150914 was detected at a distance of over a billion light years, which

sounds like far away, but with an equivalent redshift of 0.09+0.03−0.04 [1], was ac-
tually quite close on a cosmological scale. The measured signal frequencies

were therefore only about 10% lower than at emission. The total source frame

mass for GW150914 was measured to be 65.3+4.1−3.4 M⊙. Figure 1.11 shows that

at design sensitivity, Advanced LIGO would be able to see a similar event out

to a redshift of O(1). At such a distance, the detectedmerger frequency would

shift from 250Hz to 136Hz, where the sensitivity is still good. Next to the

curve for Advanced LIGO, the projected range for binary coalescence events

for different future detector scenarios is shown as well. Einstein Telescope

(ET), for example, would potentially see a GW150914-like event all the way

out to z = O(50).6 The only reason Einstein Telescope could see this far, is that
next to an order of magnitude increase in sensitivity compared to Advanced

LIGO, the sensitive detection band is opened up to significantly lower frequen-

cies. Themerger of a GW150914-like event at z = O(50)would bemeasured at

5.5Hz, a frequency where a LIGO-like detector would have no significant sens-

itivity at all. More details on Einstein Telescope can be found in Section 1.4.

6Actually, no galaxies would have formed for redshifts this high, so Einstein Telescope would
see all binary black hole mergers of stellar origin in the entire Universe. The potential for events
to observe here would be mergers of primordial black holes created shortly after the Big Bang
itself [41].

39



1

Chapter 1 Gravitational wave detectors

100 101 102
10−2

10−1

100

101

102

Horizon
10% detected
50% detected

Total mass (M⊙)

R
ed

sh
if
t

Advanced LIGO

Einstein Telescope

Cosmic Explorer

Figure 1.11 – Astrophysical reach for equal-mass non-spinning compact binary inspiral
systems of future detector scenarios compared to Advanced LIGO. The maximum ob-
servable distance is shown as a function of the total intrinsic mass of the system. A
Hubble constant of 67.9 kms−1Mpc−1 and a ΛCDMmodel of expansion were assumed.
Figure adapted from [42].

1.3.3 Source parameters

In essence, black holes are exceptionally clean objects. They are extremely

massive, yet in GR they are made up out of pure vacuum, not matter. The dy-

namics of uncharged test particles in their proximity can be fully described by

two quantities only: the black hole’smass and its angular momentum (or equi-

valently, its spin). When twoblack holesmerge, the shape of the resulting emit-

ted gravitational waveform is also set by these parameters. Measuring such

a waveform therefore gives detailed information about the properties of the

black holes that collided. A gravitational waveform as measured by a detector

on Earth needs additional parameters related to the relative orientation of the

detector to the binary, making source parameter estimation a computationally

expensive endeavour. Moreover, the dependence on the relative orientation

introduces somedegeneracies between the parameters. Thismakes constrain-

ing some of the source parameters a difficult task. Some degeneracies can be

broken by usingmultiple detectors (e.g. the sky location can be independently

constrainedby triangulation), others, such as the relation between the binary’s

inclination and the observed distance will remain [43].7

7 For a binary neutron star merger this degeneracy can be broken when a host galaxy can be
identified through an optical counterpart, providing an independent measure of the redshift, as
was the case with GW170817 mentioned in Section 1.3.4 [44].
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The wave’s frequency evolution is mainly set by the system’s chirp mass,

M =
(m1m2)3/5

(m1 +m2)1/5
, (1.64)

with m1 and m2 the binary component masses. The chirp mass can accurately

be derived from the gravitational waveforms measured by the Advanced de-

tectors [45]. The individual component masses are significantly less well con-

strained, because of a correlation with the black hole spins that are poorly

measured. Misaligned black hole spins cause the binary orbit to precess, which

in turn causes amplitudemodulations in themeasuredwaveform, as illustrated

in Fig. 1.12 [46]. The waveforms measured by the Advanced detectors are at

present simply too short (in band time ≪ 1 s) to significantly constrain these

effects. Extending the low-frequency band to 1Hz would stretch the in band

timeof a signal fromapair ofmerging10M⊙ black holes to2days, allowingpre-
cision measurements to be performed on the source parameters. This would

be of significant benefit for population studies [47].

Gravitational wave measurements only capture the last moments in the

existence of a merging binary system. Doing precision measurement of the

source parameters, however, also provides useful information about the bin-

ary’s history and the environment it was formed in. Measuring the relative

spin orientation of black hole binaries, for example, can shed light on themain

formation channel of such binaries. Did the binary already exist as binary of

massive stars that both became black holes during the binary’s lifetime, or was

it formed by dynamical capture in a dense globular cluster? The former would

leave a binarywith the spins being alignedwith the orbital angularmomentum

during a so-called common envelope phase, and the latter would produce a bin-

arywith randomrelative spin orientations [48]. Distinguishing these formation

channels, we will learn about the environments of these black holes and gain

new insights on the conditions in the distant Universe.

1.3.4 Multimessenger astronomy

During the last cycles before a binary merges, the constituent black holes can

orbit each other tens to hundreds of times per second, emitting enormous

amounts of energy in the form of gravitational waves. What they do not emit,

however, is light. Black holes are compact and extremely massive objects but

they do not consist of matter, such that there is nothing present to emit any

electromagnetic radiation. This is different when neutron stars are involved. A

neutron star is the stellar remnant of a massive star that packs the total mass
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Figure 1.12 – Numerically generated gravitational waveform for a coalescing pair of
black holes with component masses m1 = 36M⊙ and m2 = 29M⊙ at a distance of
500Mpc. Both black holes have a dimensionless spin magnitude of approximately 0.8
with the spins aligned in (a) and stronglymisaligned in (b). The advanced detectors only
measure the last fraction of these waveforms, making the precession signature in (b)
difficult to observe.

of the sun in a sphere with a radius of only O(10) km. In contrast to a black

hole, a neutron star does consist of matter. When two of themmerge, next to

a gravitational wave signature, they emit electromagnetic radiation in a large

range of different wavelengths.

The first detection of gravitational waves from a binary neutron star mer-

ger, GW170817, instantly showed the power of multimessenger astronomy,

where information frommultiple detection channels is combined to do unpre-

cedentedmeasurements. Thegravitationalwave signal shown inFig. 1.13awas

picked up by both the Advanced LIGO detectors as well as the Advanced Virgo

detector. Having an observation in 3 detectors allowed an online analysis to tri-

angulate the source of the gravitational wave to an area on the sky of 31deg2

with 90% probability shown in Fig. 1.13b. An offline analysis eventually im-

proved the source localisation to 16deg2 [45]. Within half an hour the first of

these sky maps was distributed among astronomers, triggering a large elec-

tromagnetic follow-up campaign in wavelengths ranging from γ-rays to radio

waves.
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Figure 1.13 – (a) Spectrogram showing characteristic gravitational wave chirp signal for
a coalescing pair of neutron stars. Times are shown relative toAugust 17, 2017 12:41:04
UTC. The signal is in band for almost 30 s. (b) Sky location reconstructed for GW170817
from a Hanford-Livingston (190deg2, light blue contours) and Hanford-Livingston-
Virgo (31deg2, dark blue contour) analysis. A higher latency Hanford-Livingston-Virgo
analysis improved the localisation (28deg2, green contour), while the offlineparameter
estimation improves this to 16deg2 [45]. The reticle in the inset marks the position of
the apparent host galaxy NGC 4993. Figure adapted from [44].

About 1.7 s after the merger time determined from the gravitational wave

signal, the Fermi space based detector had already picked up a short γ-rays

burst that generated an automated trigger message [49]. This was followed

by the alert and the sky map from the LIGO-Virgo observation. The coincid-

ence of these two observations prompted astronomers worldwide to follow-

up on these triggers. About 10h later, an optical counterpart was identified

by multiple telescopes, identifying the host galaxy to be NCG 4993, roughly

40Mpc away from Earth. The optical transient was identified as a so-called ki-

lonova [50] and was traced through different wavelength ranges for several

weeks, piling up a vast amount of relevant information. The joint measure-

ment campaign of this single event produced an independent measurement

of the Hubble constant of 70.0+12.0−8.0 kms−1Mpc−1 [51], bounded the speed of

gravitational waves to be equal to the speed of light with a relative accuracy

of +7 × 10−16/ -3 × 10−15 [52], and linked merging neutron stars as the driving

force behind short γ-ray bursts [49].

The rich scientific output from a single event exemplifies the potential of

multi-messenger astronomy as a new research field. Also in this context, im-

proving the low-frequency sensitivity of gravitational wave detectors brings
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significant benefits. Figure 1.13a shows that GW170817 enters the sensitive

frequency band of the current Advanced detectors approximately 30 s before

the merger. When this frequency band would be extended down to 1Hz, such

a signal would be in the detection band for almost a week, and even a reduc-

tion to 5Hzwould allow detecting the signal for about 2 h [47]. The time of the

forthcomingmerger, alongwith an estimate of its sky locationwould be known

before it even took place, allowing the implementation of an early-warning sys-

tem that would greatly benefit multi-messenger observations.

1.4 Einstein Telescope

The era of gravitational wave astronomy has only just begun, and, as we have

seen above, there is a lot to gain in improving the sensitivity of the instru-

ments. The current Advanced LIGO and Virgo facilities will be brought to their

designed sensitivity in the coming years, and new detectors in Japan (KAGRA)

and India (LIGO-India) will join the network. There are projects to implement

new technology in the existing facilities to improve the sensitivity even further.

There will, however, be an end to how far things can be improved, and building

new detector infrastructure becomes a necessity for further improvements.

There are different initiatives for realising such a third generation detector

infrastructure. In the US, plans are made for a successor of Advanced LIGO

called Cosmic Explorer [42]. The European initiative is called Einstein Telescope,

of often just ET for short. This section focuses on Einstein Telescope because it

is the most mature of the existing initiatives. An extensive conceptual design

studywas performed [47], and several pathfinder experiments for testing new

technologies are currently being started up. In early 2018, the first steps were

taken to form the ET Scientific Collaboration, and at the time of writing, over

600 people signed the ET Letter of Intent [53].

1.4.1 Baseline layout

At the core of Einstein Telescope will still be the dual recycled Michelson inter-

ferometer with Fabry-Pérot arm cavities, this time with arm lengths of 10 km

to make the first step in towards increased sensitivity. Conceptually, however,

there are significant changeswith respect to detectors such as AdvancedVirgo

and Advanced LIGO. The detector will be built underground for reasons con-

sidered in Section 1.4.3. To make maximum use of the available tunnel space,

ET will not consist of a single detector, but of three separate detectors in a

triangular configuration as shown in Fig. 1.14a. Each vertex will be used as a
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Figure 1.14 – (a) Einstein Telescope baseline layout. Three subterranean caverns host-
ing the main optical components will be connected by 10 km tunnels that host the va-
cuum vessels for the laser beams. A tunnel cross-section is shown in (b). ET will consist
of three detectors (different colours in (a)) to maximise the use of available tunnel real
estate. Each detector consists of two interferometers, one for high, and one for low
frequencies. Figures adapted from [54, 55].

corner station for one of the detectors. With three detectors, ET will be able

to disentangle the two different polarisation states of a gravitational wave,

something that was not possible before.

Each of the three detectors thatmake up ET consists of two individual inter-

ferometers in a so-called xylophone configuration. One of them (ET-HF) is dedic-

ated to measuring high frequencies, the other (ET-LF) is optimised to measure

the low end of the frequency spectrum down to about 2Hz. To implement the

frequency-dependent squeezing necessary for ET-LF, two additional 1 km long

filter cavities are needed. Themain 10 km tunnels will contain a total of 4 long

optical cavities in their own vacuum pipes, as shown in Fig. 1.14b.

Using the xylophone design the quantum noise trade-off with power as de-

scribed in Section 1.2.4 can be avoided. The power in each interferometer can

be individually optimised for its intended frequency band. ET-HF will boast

3MWofoptical power in thearmcavities todrive the shotnoisedown,while ET-

LF will be operated with 18 kW only to keep the radiation pressure noise at an

acceptable level. An additional benefit of this configuration is that the thermal

issues related to cryogenically cooling an interferometer operating with high
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Figure 1.15 – Noise budget for Einstein Telescope’s low-frequency (a) and high-
frequency (b) interferometers. (c) The total sensitivity of Einstein Telescope compound
from its two component interferometers as per the design study (ET-D). Compared to
the Advanced detectors, ET will be an order of magnitude more sensitive and will ex-
tend the sensitive band down to 2Hz [47].

optical power can be avoided. The thermal noise described in Section 1.2.5 is

typically more predominant at lower frequencies, such that it is only necessary

to cool the ET-LF interferometer.

1.4.2 Sensitivity target

The total baseline design sensitivity for a single detector in ET is shown in

Fig. 1.15c. It is the combined from its high- and low-frequency interferometer

noise curve, also shown in the figure. Over the entire band, ET will be an or-

der of magnitude more sensitive to gravitational wave strains than Advanced

LIGO or Virgo. Moreover, the low-frequency cut-off will be moved almost an

order of magnitude down to about 2Hz. This incredible increase in sensitiv-

ity will allow ET to detect O(105) binary coalescence events per year, allowing
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population statistics on astrophysical objects to accumulate quickly [56].

At frequencies above 300Hz the sensitivity is limited by the quantum noise

of the ET-HF interferometer shown in Fig. 1.15b, which isminimised by both us-

ing high optical power and frequency dependent squeezing. Between 40 and

300Hz rather the thermal noise from the mirror coatings is the limiting noise

source, similar to the case in the current Advanced detectors. Below 30Hz, ET-

LF is more sensitive, and its quantum noise is dominant down to about 6Hz, as

shown in Fig. 1.15a. The radiation pressure is kept in check by a combination of

using a lower optical power, heavy mirrors of about 200 kg, and frequency de-

pendent squeezing. Below6Hz the sensitivity is fully limitedby seismic effects.

An improved version of the Advanced Virgo superattenuator shown in Fig. 1.7c

will push the seismic noise limit just below 2Hz, but even then, without reduc-

tion techniques, the Newtonian noise will be limiting up to 6Hz. This means

that a lot of the actual achievable performance at low frequencies will be set

by the seismic properties of the site selected to build the infrastructure. Any

improvement in sensitivity beyond this relies on Newtonian noise subtraction

techniques based on input from auxiliary inertial sensors, as will be described

in Section 2.2.2.

1.4.3 Site selection

The seismic noise curves in Fig. 1.15 were generated with a typical horizontal

ground motion of 5 × 10−10/f 2 m/
√
Hz, a value typically observed at the un-

derground Black Forest Observatory in Germany. This value is now the pro-

posed target seismic background level between 1 and 10Hz for a potential

host site [35]. In this frequency band, most of the seismic motion is of anthro-

pogenic origin. It is therefore beneficial to choose a host site in a region with

low population density. However, a trade-off has to be made there, as decent

road infrastructure is needed for the construction phase, and there should be

scientific institutions in the area for operating the detector.

Sites with the required seismic background spectrum exist in Europe, but

usually one needs to go underground to find them. Sincemost noise in the 1 to

10Hz frequency band is anthropogenic, it is generated at the Earth’s surface.

Going underground helps to suppress this, as illustrated by a measurement in

a Hungarian mine shown in Fig. 1.16. How far one needs to go underground

strongly depends on the soil type and on the local geology. Currently, ET is

foreseen to be built at a depth of 100 to 200m. A borehole study at 250m

depth is underway in an area nearMaastricht in the Southern part of TheNeth-

erlands to verify the suitability of the region to host ET.
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Figure 1.16 – Seismic spectral variations as a function of depth in the Gyöngyösorozi
mine in Hungary. Data taken during the same period (3 - 6 April 2010) at the surface
and at 70m and 400m depths. Above 1Hz the seismic power is more than an order of
magnitudeweaker at adepthof400mthanat the surface. Figure reproduced from [35].

Of course, choosing a site with low background seismic does not guarantee

that the seismic activity is still low after the infrastructure has been built and

the detector is in operation. Traffic, machinery and a bunch of people present

at the detector site all produce vibrations. Care has to be taken in construct-

ing the facility to avoid excessiveman-made vibrations that spoil the location’s

seismic characteristics. For example, a recent study shows that themain source

of low frequency seismic and acoustic noise inside the Advanced Virgo build-

ings is the air conditioning system [57]. There are things that can be done to

improve this (e.g. connecting pumps and fans through spring suspensions to

decrease their coupling to the buildings), but there is only so much you can

do without a complete redesign of the air conditioning system. These seem-

ingly trivial issues will become increasingly more important when moving the

detector facility to a seismically quiet environment, as it will be much harder

not to spoil it.
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Newtoniannoise

As seen in Chapter 1, several of the challenges to beovercome for gravitational

wave detectors to work are related to seismicmotion. Properly understanding

andmonitoring thismotionaround the testmasses is therefore important. The

Advanced Virgo detector for example, currently has about 175 inertial sensor

channels for recording the site’s seismic background and related vibrations of

thedetectormechanics, and togenerate control signals for the feedback loops

of all the seismic attenuation systems. An additional 120 inertial sensors are

planned to be installed around its masses to implement and test Newtonian

noise reduction techniques [58].

When moving to increasingly lower corner frequencies in future gravita-

tional wave detectors such as Einstein Telescope, seismic effects become even

more important. Moreover, the strict requirements on the seismic activity for

a site to host Einstein Telescope have implications for the noise specifications

of the sensors that can be used there. This chapter briefly introduces the basic

operation principle of different types of seismic inertial sensors, then goes on

to discuss their application in active Newtonian noise mitigation strategies re-

lated to the low-frequency performance of gravitational wave detectors, and

ends with a comparison of the noise performance of the MEMS based seismic

sensor presented in this work to the state of the art in seismic sensing.
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2.1 Inertial sensors

Seismic sensors are traditionally inertial sensors. Dependingon theapplication

they come in many shapes and sizes, and their system architectures can vary

wildly. However, at theheart of any inertial sensor is the samebasicmechanical

sensing element: a mass on a spring.

2.1.1 Mechanical sensing element

Figure 2.1a shows a schematic representation of the mechanical sensing ele-

ment in a typical inertial sensor. It shows a proofmassm that is connected con-

nected toa frame througha springwith stiffness k andadashpotwithdamping

constant γ. The equation of motion of this system is given by

m Üxm + γ ( Ûxm − Ûxf ) + k (xm − xf ) = 0, (2.1)

where xm and xf denote the displacement of the proof mass and the frame,

respectively. Because of the inertia of the proof mass and the fact that the

connection to the frame is not rigid, the motion of the proof mass will lag that

of the frame. The relative motion between the two, x = xf − xm , can be used

as a proxy for the motion of the frame xf , and therefore for the motion of

anything the frame is attached to. Rewriting Eq. (2.1) in terms of the relative

displacement x and converting to the Laplace domain, we get

ÜX +
ω0

Q
ÛX + ω2

0X = ÜXf , (2.2)

where the usual substitutions ω2
0 = k /m and Q = mω0/γ have been made to

denote the system’s natural frequency and quality factor, respectively.

The relevant transfer function to consider for the sensor’s frequency re-

sponse depends on the type of transducer employed to monitor the relative

motion. In inertial sensors, both displacement transducers and velocity trans-

ducers are commonly used. The first type produces an output signal propor-

tional to X , while the latter outputs a signal proportional to ÛX . The amplitude

responsesof sensingelementswithboth typesof transducers andanatural fre-

quency of 1Hz are shown in Fig. 2.1b for comparison, with respect to frame dis-

placement as well as frame velocity and acceleration. All these transfer func-

tions can easily be obtained from Eq. (2.2). The displacement transfer with re-

spect to a frame acceleration is given by thewell-known transfer of a harmonic

oscillator
X (s)
ÜXf (s)

=
1

s2 + ω0
Q s + ω2

0

, (2.3)
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Figure 2.1 – (a) A schematic representation of a simple mechanical harmonic oscillator
that can be used as an inertial sensing element. The amplitude responses of either the
relative displacementX or velocity ÛX with respect to a frame displacement, velocity or
acceleration are shown in (b). The system response is maximally flat in the passband
for Q = 1/

√
2. Figure adapted from [59].

and since differentiation in the Laplace domain corresponds to a simple mul-

tiplication with the frequency parameter s , the other transfers differ only by

factors of s .

For an inertial sensor that measures proof mass displacement, the trans-

fer X / ÜXf is flat below the natural frequency, as shown in Fig. 2.1b. A signal

in this frequency band can therefore be immediately interpreted as an input

acceleration, and hence a sensor operating in this configuration is called an

accelerometer. Instead, for an inertial sensor measuring the proof mass velo-

city such as a geophone, the relevant response ÛX / ÛXf is flat above the natural

frequency, and the sensor output is proportional to the frame velocity in this

frequency band. The amount of damping, parametrised by Q , determines the

response around the natural frequency. For Q = 1/
√
2, the transfer function

in Eq. (2.3) reduces to a 2nd order Butterworth filter characteristic which has a

maximally flat response in the passband [60].

When comparing the transfer functions for both transducer types to the

same input stimulus, for example frame acceleration, it is clear that using a dis-

placement transducer is favourable formeasurements at low frequencies. The

accelerometer transfer X / ÜXf remains flat all the way down to DC, while the

geophone response ÛX / ÜXf drops with 20dB per decade with decreasing fre-

quency. The response of an accelerometer at low frequencies is simply given

by 1/ω2
0 , indicating that for the same transducer resolution, a lower natural
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frequency results in a better noise performance. Indeed, modern broadband

seismometers use a high resolution displacement transducer in combination

with a low natural frequency mechanical oscillator. However, the geophone

remains a popular sensor due to its simplicity and robustness. Its transducer

consists of a coil that moves along with the proof mass through the static mag-

netic field of a permanent magnet attached to the frame, directly providing a

voltage that is proportional to their relative velocity. As a result, the geophone

acts as a simple voltage source that outputs an electrical signalwhich can easily

be processed further. Moreover, the ideal quality factor ofQ = 1/
√
2 can be set

by simply shunting the sensing coil through a resistor of the correct value [60].

Displacement transducers such as LVDTs [61], capacitance bridges [62, 63] or

even interferometers [64] often provide a higher resolution, but also require

increasingly complex signal processing electronics.

2.1.2 The force-balance principle

Because its transfer function below ω0 is proportional to 1/ω2
0 , an accelero-

meter needs to have a low natural frequency to have a good sensitivity at low

frequencies. To be able to manufacture a low frequency mechanical oscillator

with a compact form factor, a LaCoste suspension can be used that combines

a special zero-length spring with a specific pendulum geometry to obtain the-

oretically infinite periods [65]. Since the required zero-length spring is relat-

ively difficult to manufacture, compact seismometers typically employ a leaf

spring suspension that approximates the LaCoste suspension only around the

sensor’s working point [59, 61].

Due to the intricate equilibrium of forces in these types of suspensions,

they are sensitive to all kinds of external influences such as tilt and temper-

ature changes. This makes them almost impossible to operate without an act-

ive feedback system that stabilises the mass position, and therefore the most

sensitive seismic inertial sensors are typically built using the force-balanceprin-

ciple [60]. This type of sensor uses an actuator that generates a force to bal-

ance the inertial acceleration, such that the proofmass is forced tomove along

with the accelerating frame. A schematic representation of the general archi-

tecture of such a system is shown in Fig. 2.2. The proof mass reacts to an accel-

eration of the frame af with a transfer functionM (s) as given by Eq. (2.3), and a
displacement transducerwith a certain gainGel converts the resultingdisplace-

ment into a voltage for further processing. The displacement transducer out-

put is then filtered by a loop filterC (s) to produce the sensor’s output voltage
Vout . Successively, this signal is processed by a feedback filter F (s) to gener-
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Figure 2.2 – Schematic representation of an inertial sensor built on the force-balance
principle. Within the feedback system’s bandwidth, the generated feedback acceler-
ation af b is approximately equal to the input acceleration af , and the feedback filter
F (s) determines the sensor response. The proof mass response to accelerationM (s) is
given by Eq. (2.3).

ate a feedback force, or equivalently, a feedback acceleration af b . Within the

loop’s bandwidth, this feedback acceleration compensates the inertial acceler-

ation af and minimises the relative motion between the proof mass and the

frame. As a result, the requirements on the linearity of themechanical suspen-

sion and the displacement transducer are significantly relaxed, and are now

shifted towards the force transducer, which can be made to be accurate due

to the limited range of motion [60].

Because of the feedback action in the loop, the sensor’s transfer function

is modified. Tracing the effect of a frame acceleration through the loop and

solving forVout /af , we get

Vout (s)
af (s) =

MGelC

1 + FMGelC
≈ 1

F (s) , (2.4)

in which the last approximation holds only within the loop bandwidth where

the loop gain is high, i.e. |FMGelC | ≫ 1. Since the transfer function in Eq. (2.4)

does not depend onM (s)within the loop’s bandwidth, the frame acceleration

is converted to an output voltage without relying on the accuracy of the sus-

pension system. Instead, the sensitivity is determined by the feedback filter

F (s) only, which is both relatively straightforward to calibrate, and more im-

portantly, stable over time. The feedback, however, does not decrease the

displacement transducer noise, and even though Eq. (2.4) shows no direct de-

pendence on ω0, a low natural frequency is still necessary for a good noise per-

formance [60]. To illustrate this, consider the noise introduced by the displace-
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ment transducer (nel ) in Fig. 2.2. It enters the loop at a different location dif-

ferent from that of af , and therefore also has a different transfer function to

the output. Tracing the effect of this noise source trough the loop and solving

forVout /nel , we get

Vout (s)
nel (s) =

GelC

1 + FMGelC
≈ 1

M (s)F (s) , (2.5)

where again this last approximation holds only within the loop bandwidth. To

refer the noise to the input of the sensor, this result still has to be divided by

the closed-loop transfer function in Eq. (2.4). This yields the equivalent accel-

eration noise at the input caused by the displacement transducer as

nel , i nput =
nel
M (s) ≈ ω2

0 nel for ω ≪ ω0. (2.6)

revealing that a mechanical sensing element with a low natural frequency is

still beneficial for a good noise performance at low frequencies. Of course, en-

closing themechanical oscillator in a feedback loop introduces additional noise

sources into the system. In general, each of these noise sources will have a dif-

ferent transfer function to the output, and all these should be carefully taken

into account when modelling the noise in a feedback system. A detailed treat-

ment of different noise sources and their impact on the total system perform-

ance can be found in Chapter 4.

As Eq. (2.4) shows, the response of a force-balance system is inversely pro-

portional to the gain of the feedback path within the bandwidth of the loop.

The response can therefore be tailored to specific applications by changing the

frequency dependence of the feedback gain F (s). In the case that the feed-

back filter only consists of a linear force transducer we have F (s) = Gf b , and

Eq. (2.4) tells us thatVout is directly proportional to the frame acceleration. A

sensor operating in this configuration is called a force balance accelerometer,

or FBA. By choosing an appropriate loop filter C (s), the sensor’s useful band-

width can be extended well beyond ω0, the usual bandwidth limit for a passive

accelerometer, and the dynamic range can be up to 50dB higher than that of

a passive accelerometer [59]. The MEMS seismometer presented in this work

is an example of an FBA. Details on its feedback architecture can be found in

Section 4.3.2.

An FBA is sensitive to acceleration all the way down to DC and therefore

measures its own tilt and thermal drift. To avoid the resulting reduction in dy-

namic rangeof thedigitiser, sensitivebroadband seismometersusually provide
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an output voltage that is proportional to the frame’s velocity instead of its

acceleration. The proof mass in these sensors is still kept stationary with a

feedback acceleration through the force-balance principle, but they achieve

an output proportional to velocity through a frequency dependent feedback

filter F (s). This filter is typically implemented in the form of a standard PID

controller [59, 63] that has a transfer function given by

F (s) = Gp +
Gi

s
+Gd s, (2.7)

where the gains Gp , Gi and Gd represent the gain of the proportional, integ-

ral and derivative terms of the feedback filter, respectively. These gains are

chosen such that the differential feedback term dominates above a corner fre-

quency fc of typically a few mHz. For frequencies above fc , we therefore have

F (s) ≈ Gd s and through Eq. (2.4) we see that within the control loop’s band-

width, the output is now proportional to velocity, because

Vout (s)
af (s) =

Vout (s)
s vf (s) =

1

Gd s
⇒ Vout (s)

vf (s) =
1

Gd
. (2.8)

For frequencies below fc , the integral feedback takes over and the closed-loop

response with respect to vf (s) drops with 40dB per decade towards lower fre-

quencies [60]. The result is that the shape of the transfer function of such

a broadband seismometer is described by the ÛX / ÛXf response in Fig. 2.1b. It

therefore behaves exactly like a regular passive geophone, but with an effect-

ive natural frequency that has been electronically reduced to the mHz-range,

extending the useful lower frequency range by 3 orders of magnitude.

2.2 Mitigating Newtonian noise

All different types of inertial sensors described above find applications in the

AdvancedVirgo gravitationalwavedetector. For example, the auxiliary seismic

suspensions in Fig. 1.8 are inertially damped by using geophone signals [31],

while the controls for themain superattenuators use customFBAs [66] in order

to have sufficient sensitivity around the rather low inverted pendulum mode

of about 30mHz. Broadband seismic motion is monitored by a combination of

FBAs and broadband seismic sensors [27].

A relatively new application of inertial sensors in the context of gravita-

tional wave detectors is the subtraction of so-called Newtonian noise, as de-

scribed in Section 1.2.5. As can be seen in Fig. 1.5, the strain sensitivity of the
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Advanced Virgo detector is not expected to be limited by Newtonian noise un-

der normal seismic conditions. For next generation detectors such as Einstein

Telescope, however, this is another story altogether. Newtonian noise mitiga-

tion strategies are an important part of the design of such a next generation

infrastructure.

2.2.1 Passive suppression

The fact that the interferometer’s test masses can not be shielded from the ef-

fects of Newtonian noise does not mean that these effects cannot be avoided

to a large extent. Newtonian noise scales directly with the seismic motion

around the interferometer, and the first most important thing to do then, is

to make sure to build a new detector in a place with low seismic background

motion. A comprehensive study of the typical seismic activity of different low-

noise sites around the world [35] shows that most of the seismic motion in the

relevant frequency band of 1 to 10Hz is created by sources at the surface re-

lated to human activity, and it is therefore beneficial to build the detector in an

underground location. The level of seismic activity at a site is important, but it

is not the only thing that determines the resulting noise in the detector. The

strength of the coupling to the detector also depends on the soil type and its

dispersive properties, and even on the local topology around the test masses.

While the soil properties are an integral part of the selectionof a candidate site,

the latter dependence may be used to minimise the coupling to the detector

by optimising the size and shape of the caverns that host the test masses. Sim-

ulations show that trenches and excavations in the vicinity of the test masses

can change the Newtonian noise coupling by a factor of a few [67].

Even when choosing a host site with a low background seismic activity, the

Einstein Telescope design sensitivity in Fig. 1.15 is still expected to be limited

by Newtonian noise from 2 to 6Hz. At the time of writing, there are two seri-

ous candidate sites to host this future gravitational wave detector facility: one

in the south of TheNetherlands close to both the German and Belgian borders,

and another one on the island of Sardinia in Italy. In Sardinia, an old mine al-

lows for subterranean seismic measurements [68], while near Terziet in The

Netherlands, a 250m deep borehole seismometer was deployed for that pur-

pose [69].

Although the surface seismic activity in the Newtonian noise band in the

south of The Netherlands is far higher than in Sardinia because it is not as

sparsely populated, the subterranean spectra are not as far apart as onemight

expect. Most seismic motion in the Newtonian noise band is anthropogenic,
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Figure 2.3 – Design sensitivity for Einstein Telescope with different horizontal Newto-
nian noise (NN) projections. The projection used in the design study (dashed line) uses
the analytical Saulson model and seismic data from the Black Forest Observatory [70].
The projection at the Terziet site uses a numerical model calibrated to both surface and
borehole seismic data. The shaded band represents the 10th – 90th percentiles as well
as modelling uncertainties. Figure adapted from [69].

and is therefore predominantly generated at the surface. Like any other type

of wave, a seismic wave reflects off surfaces that represent an impedance con-

trast in the medium. In the region of the Dutch site, there is a soft soil layer

roughly 40m thick on top of hard rock which confines the seismic waves gener-

atedat the surfacemostly to this soft soil layer, away fromanyundergroundde-

tector. The reduction ratio of motion at the surface to that at 250m depth can

be as high as 40dB during day time [69]. This layered geology has the added

benefit that the gravitationalwave detector is automatically protected against

unforeseen anthropogenic surface noise sources that will exist in the future.

This is a big advantage, since with the construction of Einstein Telescope we

do not only build a detector, but a gravitational wave observatory that should

operate for many decades.

Preliminary Newtonian noise estimates for the Terziet site have recently

been presented. Figure 2.3 shows the Einstein Telescope design sensitivity

from Fig. 1.15 along with the Newtonian noise projection as published in its

conceptual design study [47]. That specific Newtonian noise projection was

made with Saulson’s analytic half space model [71] using a reference seismic
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acceleration of 2 ng/
√
Hz as observed at the Black Forest Observatory in Ger-

many [69]. Being a half space model, Saulson’s analytical way of calculating

the Newtonian noise was devised specifically for surface detectors and over-

simplifies the situation for a subterranean one. To get a realistic estimate of

the Newtonian noise at the Terziet site, a more sophisticated numerical model

was set up to solve the full elastic wave equation for a layered geology match-

ing the one seen around the borehole. Data from both the array of seismic

sensors at the surface and the borehole seismometer were used to calibrate

the model. The resulting Newtonian noise projection is shown Fig. 2.3, where

the shaded band represents the 10th - 90th percentiles as well as modelling un-

certainties [69]. This result shows that the expectedNewtonian noise is up to a

factor 3 above the design sensitivity, and additionalmeasures have to be taken

to mitigate its effects when Einstein Telescope is to reach design sensitivity at

the Terziet site.

2.2.2 Active suppression

As mentioned before, the gravitational coupling between the soil and the mir-

rors in the detector is direct, and the mirrors can therefore not be shielded

from the effects of Newtonian noise. The noise itself can only be measured

directly by the interferometric gravitational wave detector, but is expected to

be correlated with the seismic motion in the vicinity of the test masses in the

detector. Accurately monitoring this seismic field will therefore in principle al-

low coherent subtraction through for exampleWienerfiltering [72] tomitigate

the effect of Newtonian noise on the detector’s output. The Newtonian noise

projection in Fig. 2.3 shows that if Einstein Telescope is to reach design sensit-

ivity at the Terziet site, such an active Newtonian noise subtraction technique

is quite necessary and should suppress the effects of Newtonian noise on the

detector output by a factor 3 – 5. In fact, it is now recognised that planning for

Einstein Telescope must include active suppression techniques [73], as it can

benefit the sensitivity even for quieter sites.

The exact implementation of the seismic sensor arrays that are required to

do Newtonian noise subtraction is still under active investigation. Several de-

tailed numerical studies have been performed on cancelling Newtonian noise

arising from isotropicwavefields at the surface [35, 74], andonlymore recently

the cancellation of the effects of body waves on subterranean detectors like

Einstein Telescope were investigated [73]. Estimates for the required number

of seismic sensors and their distribution vary strongly, from only a few tens

of seismometers per test mass for a fully optimised array [73], to several hun-
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dreds for a regularly spaced grid [35]. Moreover, it is still a challenge in the

modelling of subterranean Newtonian noise to make the correct assumptions

on the relative contributions fromthedifferentwave types present in a seismic

field [75], so the last word on the design of these arrays has yet to be spoken.

The only instruments that are sensitive enough to detect Newtonian noise

are the interferometric gravitational wave detectors themselves. Therefore,

there is no hope for experimentally testing and verifying any active subtrac-

tion technique without having a detector whose sensitivity is limited by New-

tonian noise [76]. Under normal seismic conditions, the sensitivity of the Ad-

vanced Virgo detector is not expected to be limited by Newtonian noise. How-

ever, seismic activity in general is far from stationary, and especially during bad

weather conditions the seismic background can be elevated such that the asso-

ciated Newtonian noise is expected to limit the sensitivity at low frequencies.

Currently, an additional 120 geophones are planned to be installed around the

Advanced Virgo test masses to subtract the effect of Newtonian noise during

high seismic activity [58]. More importantly, however, this array should provide

an experimental verification of the devised subtraction techniques using seis-

mic sensor arrays.

The subtraction efficiency has been shown to depend on the signal to noise

ratio in the seismic sensors that constitute the subtraction array [35, 76]. The

requirements on the level of seismic background activity of a potential host

site for a detector such as Einstein Telescope therefore directly translate to

strict requirements on the noise performance of the seismic sensors to be

used in the subtraction array. The seismometer self noise in the Newtonian

noise frequency band of roughly 1 – 10Hz should at least be better than the

2ng/
√
Hz ground acceleration used to generate the Einstein Telescope design

sensitivity.

The potentially large number of sensors with good noise performance re-

quired for these future Newtonian noise arrays has sparked the interest for

investigating low-noise MEMS sensors, because of their ability to be mass pro-

duced at relatively low cost. No commercialMEMS sensor is currently available

that meets the low-noise requirement of 2 ng/
√
Hz for use in future Newto-

nian noise cancellation arrays, but the novel MEMS seismometer presented in

this work demonstrated a performance below this target and shows potential

for additional improvement. The next section will put the new sensor in per-

spective by comparing its noise performance to the state of the art in seismic

sensors. The remainder of this work is dedicated to describing the design and

performance of the novel MEMS seismometer.
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Figure 2.4 – A comparison of the noise performance of the novel MEMS seismic sensor
presented in this work (horizontal channel) with that of a broadband seismometer
(Trillium 240), a 5Hz geophone (INOVA Quantum, vertical channel), the commercially
available MEMS seismometer with the lowest acceleration noise (Sercel QuietSeis, ho-
rizontal channel), and of the MEMS based seismometer with the lowest noise perform-
ance ever recorded (Mars seismometer, vertical channel). A breakdown of the noise
performance of the novel MEMS seismometer can be found in Fig. 4.18.

2.3 State of the art in seismic sensors

Broadband seismometers such as for example the Streckeisen STS-2 [63] or the

Nanometrics Trillium 240 [77] have been the golden standard for seismic sens-

ing for decades. They offer an output that is flat to ground velocity between

roughly 10mHz and 10Hz, with a self-noise that is below the Earth’s low noise

model over that entire frequency band. Especially for frequencies below 1Hz

their extremely low self-noise below 50pg/
√
Hz is hard to beat. The self-noise

for the Trillium 240 is shown in Fig. 2.4. Although portable, at 14 kg for the

seismometer only it is a bit bulky. Its hefty price tag also makes it unsuitable

for applications in arrays of hundreds of sensors, but the noise performance,

especially at lower frequencies, serves as a benchmark for portable seismic

sensors.
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Large scale seismic reflection surveys usually use vast arrays of geophones.

The noise performance of a state-of-the-art battery powered seismic node typ-

ically used for these surveys is also shown in Fig. 2.4 [78]. The Innoseis node,

marketed as INOVA quantum [82], contains a 5Hz geophone and reaches a ver-

tical acceleration noise performance of 1 ng/
√
Hz around its natural frequency

in the highest gain setting. The geophone is the only sensor in the compar-

ison that uses a velocity transducer, and the superiority of displacement trans-

ducers in terms of noise performance at low frequencies is evident. In applic-

ations that need both a large number of sensors and good noise performance

at low frequencies, MEMS accelerometers are a good candidate.

TheMEMS accelerometer with the lowest noise performance commercially

available is QuietSeis made by Sercel [80]. It operates as an FBA in a vacuum

sealed package with both capacitive position readout and capacitive feedback

actuation. Its horizontal noise performance is roughly one order of magnitude

above the seismic background requirement for the Einstein Telescope host

site, also indicated in Fig. 2.4. Hewlett PackardhasdevelopedaMEMSaccelero-

meter with a slightly lower, but similar noise performance of 10ng/
√
Hz above

5Hz [83]. That sensor operates as an open-loop accelerometer with capacitive

position readout and is encapsulated in vacuum on the wafer scale, but never

made it to the market. The best noise performance for a MEMS based seismo-

meter to date comes from a sensor especially designed for the InSight mission

to Mars [79]. The Insight spacecraft landed on Mars in 2018, and the MEMS

seismometer thatwas onboard is currently taking data there [84]. With almost

1 gram its proof mass is made extraordinarily large by attaching small golden

bars to the silicon. Also this sensor operates as an FBAwith capacitive readout,

but because of the largemass and the limited strength of capacitive actuators,

it uses a current driven actuator based on Lorentz forces.

TheMEMS seismometer presented in this work has a proofmass of 12.7mg

and therefore its noiseperformance is nomatch for theMars seismometer that

uses a proof mass that is two orders of magnitudes larger. On the other hand,

the novel anti-spring suspension does allow for a noise performance that beats

the best commercially available MEMS sensor by over an order of magnitude

over at least three decades of frequency. In Chapter 3 we will introduce the

anti-spring suspension that is responsible for the excellent noise performance

and discuss its design methodology. In Chapter 4 we then go on to present

models for all the relevant noise sources in the MEMS sensor and verify them

through measurements, and finally in Chapter 5 we discuss the MEMS fabrica-

tion process and related issues.
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