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MEMSfabrication

Manufacturability is an important aspect of any MEMS sensor. Here we out-

line the basic fabrication sequence thatwas used to produce theMEMS seismic

sensor presented in this work, and highlight the sensor’s main design features

related to its fabrication. This elementary fabrication process developed at

the MESA+ NanoLab at the University of Twente currently works well in terms

of sensor functionality, but there still are some challenges to be overcome re-

lated to processing yield and device robustness. Different implementations of

improvements to the current fabrication process that address both the robust-

ness and yield issues have been investigated and are discussed in Section 5.2.

We end with a discussion on the different possibilities for the vacuum pack-

aging of the MEMS seismometers, in order to obtain a self-contained sensor

that can be used without external vacuum equipment.

5.1 Elementary fabrication sequence

To obtain the high aspect ratio features such as the capacitor structures and

the suspension springs in our MEMS seismometer, highly anisotropic silicon

etching is necessary. While there are multiple ways to etch silicon with high

directionality, the most convenient way to etch the intricate curved features

in our sensor is through deep reactive ion etching (DRIE) using the Bosch pro-

cess. This process is commonly used in the fabrication of many different types

of MEMS devices [105, Chap. 21], and was named after the company that de-
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(a) (b) (c)

Figure 5.1 – Schematic representation of themechanismused in deep reactive ion etch-
ing (Bosch process). A pulse of SF6 gas etches silicon isotropically (a), and a subsequent
pulse of C4F8 gas deposits a passivation layer (b). Directional ion bombardment from
the reactor’s plasma removes thepassivation layer fromhorizontal surfaceswhere etch-
ing continues during the next etching cycle, while the side walls remain protected (c).

veloped it [123]. It is a high-density plasma etching process performed at re-

duced pressures, and the underlying principle is schematically illustrated in

Fig. 5.1. During the etching phase, a pulse of gaseous SF6 is fed into the reactor

that etches all exposed silicon (Fig. 5.1a). This etching action is nearly isotropic

but lasts only a few seconds, such that the etching distance in a single cycle

is typically limited to well below 1µm, depending on the desired silicon etch

rate. The high directionality is achieved by alternating the isotropic etching

phase with a passivation cycle, in which a pulse of gaseous C4F8 is fed into the

reactor that deposits a protective fluorocarbon film on all surfaces (Fig. 5.1b).

During the subsequent etching cycle, this protective layer is removed on all

horizontal surfaces due to directional ion bombardment from the high-density

plasma, and anewpulse of SF6 can continue to etch there (Fig. 5.1c). The silicon

side walls created during the etching process, however, are not bombarded

by ions and remain protected from further etching through the fluorocarbon

coating. The fact that the process uses many short isotropic etching cycles

results in side walls that are not smooth, but rather show a typical scalloped

profile. This can be seen in the schematic representation of Fig. 5.1c, but it is

also clearly visible in the electron microscopic image in Fig. 4.6.

5.1.1 Process overview

The process used to manufacture the MEMS seismometer as shown in Fig. 3.2

starts from a single 100mm diameter silicon-on-insulator (SOI) wafer. A stand-

ard SOI wafer consists of a stack of three layers, in this case a 400µm thick

silicon handle layer, a 4 µm thick buried oxide (BOX) layer and a 50µm thick

monocrystalline silicondevice layer1. All the functional structures as described

in Chapter 3, such as the readout and actuation capacitors, the suspension

1 Details on the SOI wafers used formanufacturing can be found in Table A.3 in Appendix A.3.1.
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(a) (b) (c)

(d) (e) (f)

(g) (h) (i)

Silicon Silicon oxide

Figure 5.2 – Schematic overview of the fabrication sequence for the prototype MEMS
seismometer. An SOI wafer (a) is thermally oxidised with a 2µm thick oxide layer (b).
Where the proof mass will be, a 200µm recess is etched with KOH (c). Subsequently,
the thermal oxide is stripped and the wafer gets a new 2µm thermal oxide layer (d).
The oxide is patterned by a dry etch on both the front and back sides of the wafer (e),
and two consecutive DRIE steps transfer these patterns to the silicon layers (f – g). The
majority of the oxide is stripped in a 50% HF solution (h), and finally the proof mass is
released by a vapour HF under etch (i).
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springs, and their compression systems are etched in the device layer through

a DRIE step. The relatively large 12.7mg proof mass is realised by separating a

piece of the silicon in the handle layer from the wafer and suspending it below

the device layer. All silicon is chosen to be highly P-doped to provide a low res-

istivity for the electrical signals without depositing a metal layer. In total, the

process uses 3 photomasks.

The essential steps in the elementarymicrofabrication sequence are shown

schematically in Fig. 5.22. The SOI wafer first receives a 2µm thick thermal ox-

ide layer (Fig. 5.2b). After patterning the bottom oxide layer with the first pho-

tomask, an anisotropic KOH etch is used to create a 200µm deep recess where

the proof mass will be (Fig. 5.2c). This etch ensures that the proof mass will be

able to move freely when the device is mounted in a package, and moreover,

the etching depth determines the total size of the proof mass. After etching

the recess for the proof mass, the remaining oxide on the wafer surface is

stripped in a 50% HF solution, and a new uniform 2µm thick thermal oxide

layer is deposited (Fig. 5.2d). Thermal oxidation consumes silicon, and 45% of

the resulting silicon dioxide layer lies below the original silicon surface [105,

Chap. 13]. The remaining device layer thickness of the finished devices will

therefore always be slightly lower than the nominal 50 µm, which is consistent

with the measurement listed in the table in Fig. 3.16b.

After thermal oxidation, the new oxide layers are patterned with two addi-

tional photomasks (Fig. 5.2e), and serve as the hard masks in the subsequent

DRIE etching steps. The DRIE step on the device layer transfers all the sensor’s

functional features as defined in the oxide hard mask to the underlying silicon

layer (Fig. 5.2f), while the etch from the bottom separates the part of the proof

mass that resides in the handle layer from the frame (Fig. 5.2g). Both the DRIE

steps on the front side and on the back side of the wafer naturally stop on the

buried silicon oxide layer.

After DRIE, all functional structures in the devices are defined, and to finish

the fabrication, part of the buriedoxide layer should be removed to release the

proof mass from the frame. If this layer would be completely removed by wet

etching, the subsequent drying process causes so-called stiction, where the ca-

pillary forces from the drying liquid pull themoving structures together. These

structures remain adhered after drying and as a result the devices will not be

functional. Instead, the bulk of the oxide is removed by a timed wet etch in

50% HF (Fig. 5.2h), and the final part of the BOX layer is removed by a vapour-

2 A more complete overview with details on the parameters of the individual processing steps
can be found in Appendix A.3.2.
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HF etch (Fig. 5.2i) [97, Chap. 25]. The HF vapour etches all exposed oxide and

undercuts all silicon features in the device layer. This way, all the narrow and

perforated structures are released from the handle layer without the need for

drying afterwards. Features in the device layer that are wider than twice the

underetch length remain attached to the handle layer and serve either as an-

chors for the suspended proof mass and the spring compression system, or as

fixed electrodes for the sensing and actuation capacitors. After the vapour-HF

etch the proof mass is released from the frame and is free to move. Mechan-

ical stops are incorporated in the device layer to limit the proofmassmotion to

approximately 5 µm in all directions. Apart from releasing the proof mass, the

vapour-HF etch also separates all the individual dies from the wafer without

the need for dicing. More details on this can be found in Section 5.1.3.

The most critical operation in the processing sequence is the DRIE step in

the device layer. Several dummywafers (both regular silicon and SOI) are used

to tune the process parameters to obtain a clean etching profile with vertical

side walls. The etching results of several critical features in the device are

shown in Fig. 5.3. These SEM images show that it is possible to obtain satis-

factory side wall quality in all critical features, although due to several non-

uniformities typically encountered in a DRIE reactor such as local variations in

plasmadensity orwafer temperature [124], it is challenging to get uniformand

clean profiles like these all across the wafer.

5.1.2 Mitigating overetching damage

The difference in the dimensions of the features to be etched in this design is

necessarily quite large. The trenches in the capacitive sensing and actuation

structures have to be narrow to obtain a decent sensitivity, and with 7 to 8µm

they are set close to theminimum feature size that can be etched comfortably

in a 50µm thick device layer. At the same time, the suspension springs need

enough room to deform when they are compressed to lower the suspension’s

stiffness. To get to the fully compressed state, the maximum spring deflec-

tion is over 50µm. This means that a trench has to be etched along a signific-

ant part of the length of the suspension spring that is more than 50µm wide.

Etching these wide open areas required for the deformation of the springs to-

gether with the narrow capacitor features is a challenge in DRIE. The majority

of the problems arises from the fact that wide features etch faster than nar-

row ones, an effect called reactive ion etching lag (RIE lag) [105, Chap. 21]. RIE

lag exists because the gas conductance of narrow and deep trenches is limited.

The narrower the trench, the harder it is for etchant to reach the bottom of
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50µm50µm

(a)

100µm100µm

(b)

100µm

100µm100µm

(c)

50 µm50µm

(d)

Figure 5.3 – SEM images of the DRIE profiles in several critical locations in the design.
(a) The actuation capacitors before vapour-HF etching. (b) The anchored electrode of
the sensing capacitors after HF-vapour etching with the proof mass removed. The nar-
row capacitor plates can be seen to be underetched completely. (c) Overview of the
compression mechanism with the anchored anti-reverse teeth in (d) where the moving
parts have been removed.

the trench, and for the reaction products to exit it again. The result is that

etch rates depend on the trench width, something that can clearly be seen in

the wafer cross-sections shown in Fig. 5.4. The sensing capacitors have altern-

ating 8µm and 20µm trenches, and Fig. 5.4a shows that the wider trenches

are deeper than the 8µm gaps. The wide open areas around the suspension

springs in Fig. 5.4b are deeper than the region between the springs, and those

are in turn deeper than the holes in the perforated area on the left.

When etching a regular silicon wafer such as the one shown in Fig. 5.4, RIE

lag simply leads to different etching depths as a function of feature size. When

etching an SOI wafer, however, the situation is different. To properly separ-

ate all the different functional structures both electrically and mechanically,

all features should etch completely through the device layer. On first glance,
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100µm

100µm100µm(a)(a) 8 µm8µm 20µm20µm

100µm

100µm100µm(b)(b)

Figure 5.4 – SEM images of the cross-section of a regular silicon wafer used to tune the
DRIE process for the device layer pattern. The difference in etch rate for differently
sized features is clearly visible in both the sensing capacitors (a) and the area around
the suspension springs (b).

this is not a problem, because etching naturally stops on the buried oxide layer

everywhere. The wider features, however, reach this buried oxide layer before

the narrowest features complete etching due to RIE lag, and are exposed to

etching longer than necessary. This so-called overetching can have some detri-

mental side effects, because as well the non-conductive buried oxide layer as

any electrically isolated silicon structure can develop a net charge due to the

directional ion bombardment from the plasma. Due to this charging effect,

ions from the plasma will be deflected and start attacking the fluorocarbon

passivation layer on the side walls, causing typical notches close to the buried

oxide interface [125]. The stability and deposition of the passivation layer is

also strongly dependent on the local temperature, which can change in the

narrow silicon features after they are released. When the side wall passivation

is compromised, overetching will result in severe damage to the silicon.

Part of the problems related to overetching can usually be mitigated by

enclosing the most critical features in the device by the narrowest trenches,

such that they finish etching last and are not exposed to extensive overetch-

ing. However, even in the narrowest trenches a small amount of overetch-
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(b)(b)

(c)(c)(a)(a)

Figure 5.5 – (a) SEM image of the cross-section of a regular silicon wafer close to the
centre of the suspension springs. The inner 4 beams are the suspension springs, the
outer structures only serve to protect the springs during overetching. A clean etching
result on an SOI wafer (b) shows the gap in the right dummy structure. A picture of the
same region in a device showing severe side wall erosion (c) shows that the majority of
the damage arises in the protective structures. All scale bars correspond to 50µm.

ing can not be avoided. The etching rate typically slightly varies across the

wafer [124] such that the regions that haveahigher etch ratehave tobe slightly

overetched in order for all the features on the wafer to finish etching on the

BOX layer. Therefore, optimising the etching process for uniform DRIE results

all across the wafer is challenging in general.

Wherever possible, a uniform trench width is employed in the mask design

and large open areas are avoided. Unfortunately, because of the large rangeof

motion required for their compression, the large open area around the suspen-

sion springs can not be avoided. Theoveretchingproblems there, however, can

bemitigated to a large extent by adding dummy structures around the springs.

Figure 5.5a shows a cross-section of a regular silicon test wafer close to the

centre of the suspension springs, where a total of 6 silicon beams is visible.

Only the central 4 act as springs, the outermost two beams are interrupted

somewherealong their length such that theydonotdeformwhencompressing

the springs, and therefore add no stiffness to the system. This can be clearly

seen in Fig. 3.2d, where the springs are shown in their compressed state. Al-

though theouterbeams servenomechanical purpose, theydo takemostof the

damage during the overetching period as witnessed by the extremely eroded

side walls shown in Fig. 5.5c. They effectively shield the springs from the large

open area, and improve the etching results for these critical components.

144



5

5.1 Elementary fabrication sequence

5.1.3 Device singulation without dicing

Singulating a wafer into individual devices is typically done as the final step of

amicroprocessing sequence. In the case of inertial MEMS devices, at this point

in the process the proof mass is already released, and the device is sensitive

to mechanical shock. Moreover, if no proper measures are taken to protect

the sensor mechanics, the debris created by a standard dicing process can end

up inside the narrow capacitor gaps and cause short circuits or block the proof

mass motion altogether. To prevent the devices from failing during this final

processing step, a singulation method without dicing is employed [126, 127].

Instead of dividing the wafer with a dicing saw, both the DRIE steps on the

front and back sides of the wafer are used to define the individual device peri-

meters. During the vapour-HF etch that releases all the moveable structures

in the sensor, the individual devices are released from the wafer as well.

This dicing free release process is illustrated in Fig. 5.6. At the end of the

processing sequence, the patterned SOI wafer is placed on top of a regular

silicon wafer that acts as a support for the released dies and ensures that the

proofmass is protected during the release process. The stack of wafers is then

placedonaheatedwafer holder tobeplaced in the vapour-HFetcher (Fig. 5.6a).

At this point, all silicon structures in the wafer are still mechanically con-

nected through the buried oxide layer (Fig. 5.6f). After enough of the buried

oxide layer has been removed in the vapour HF etch, the devices are released

from the wafer. A convenient visible cue for this is shown in Fig. 5.6d, where

the individual devices lie slightly below the wafer surface and rest on the car-

rier wafer, in contrast with Fig. 5.6c where all surfaces lie in the same plane.

When all devices are released, the remaining wafer frame can simply be lifted

out (Fig.5.6e), and the devices stay behind on the carrier wafer (Fig.5.6b). A

device cross-section after the release (Fig.5.6g) shows that this single vapour-

HF etch releases both the proof mass and the individual devices from their re-

spective frames. The device’s perimeters are designed such that the individual

devices detach from the wafer only after all the functional structures inside

the device are completely released, i.e. the largest features to be underetched

are on the device’s perimeter. This means that once all devices are seen to be

released from the wafer as in Fig. 5.6d, all functional structures should be re-

leased too and the etching can be stopped. Such a visible cue in vapour-HF

etching is valuable, since the etching rates in this process are difficult to con-

trol precisely.

The device cross-section in Fig. 5.6f shows that the DRIE step on the back

side of thewafer requires different etching depths for different trenches. The
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125µm 25µm

AA

A’A’

BB

B’B’

A A’ B B’

Proof massProof mass Proof massProof mass

(a)(a) (b)(b)

(c)(c) (d)(d) (e)(e)

(f) (g)

Figure 5.6 – (a) A photograph of the SOI wafer on the heated vapour-HF wafer holder
prior to release etching (see Fig. 5.2h) alongwith a zoomed image (c). A schematic cross-
section along AA’ (f) shows that the individual devices are only held in place by the
buried oxide layer. During vapour-HF etching the exposed oxide is removed and the in-
dividual devices disconnect from the wafer. A visible cue for this is shown in (d) where
the devices lie slightly below the wafer surface. This is schematically illustrated by the
cross-section along BB’ shown in (g). When all devices are released, the remaining SOI
wafer frame can be simply taken out (e) and all the singulated devices stay behind on
the silicon support wafer (b).
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(a) (b)

1mm
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Figure 5.7 – (a) Arcing defects between electrically isolated areas in a single device.
The five affected locations are marked by dashed circles. (b) A zoomed image of one of
the defects in (a), where a discharge has taken place between the proof mass and an
out-of-plane mechanical stop at the location indicated by the arrow.

outer trenches that define the device’s perimeter have to go through the full

400µm thickness of the handle layer, while the trench that defines the proof

mass only goes through 200µm of silicon. To avoid excessive overetching in

the proof mass trenches, these trenches are made narrower to offset part of

the difference in etching depth through a slower etch rate resulting from RIE

lag. The ratio of 1:5 was tuned to have both trenches reach the BOX layer at

approximately the same time.

5.2 Towards a more robust fabrication process

During the tuning of the DRIE process parameters on dummy SOI wafers, de-

fects were observed in the device layer at several locations all over the wafer.

These defects occurred between areas that are separated by an etched trench.

Figure 5.7 shows an overview image with 5 of the affected locations indicated,

and a zoomed image of one of the defects in the device layer that occurred

between the proof mass and one of the out-of-plane mechanical stops. The

fact that this type of defect occurs exclusively across trenches and is only ob-

served when etching SOI wafers and not regular silicon wafers suggests that

these defects could be caused by arcing between electrically isolated areas.

These areas can in principle develop a difference in electrical potential that

leads to an electrical discharge, although it is not completely clear why this dif-

ference in potential builds up. Good etching results were obtained by slightly

reducing the capacitively coupled plasma power in the reactor from 110W to

90W, but the mechanism that leads to these arcing defects is not properly un-

derstood. A fabrication sequence that keeps all silicon features electrically con-
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nectedduringDRIE processing andonly breaks the electrical connections after-

wards might therefore be beneficial to avoid this effect altogether. A possible

implementation of such a fabrication process will be described in Section 5.2.2.

Overall, the yield of fabrication was quite low. Even on the SOI wafer with

the best DRIE etching results that did not suffer any arcing defects, the yield

was only about 45%. The vast majority of the device failures were caused by

stiction, as witnessed by the fact that upon inspection with a profilometer, al-

most 40%of the releaseddevices showeda sag close to 4µm, i.e. the thickness

of the buried oxide layer. This is surprising, because the release etch was done

with HF vapour precisely to avoid the stiction problems that are usually asso-

ciated to the capillary forces induced by a drying liquid in the narrow release

channels. The vapour-HF etching process, however, is difficult to control, and

additionally , water is released as one of the reaction products that can form

a film on the walls of the release channels and possibly cause stiction issues

there. The precisemechanism that contacts the proofmass to the handle layer

is not well understood, but once contact is established, the adhesion forces

between the two smooth surfaces can be stronger than the elastic restoring

forces and the proof mass will continue to stick to the handle layer [128].

Both increasing the elastic out-of-plane restoring forces and reducing the

adhesion forces between the handle and device layers would help to allevi-

ate the stiction-related issues. The first can be achieved by using SOI wafers

with a thicker device layer, and by increasing the distance between the silicon

surfaces. Doubling the device layer thickness from 50µm to 100µm, for ex-

ample, would increase the restoring forces by a factor 8 for the same suspen-

sion springs. Apart from the benefits related to stiction, using a thicker device

layer would also significantly increase the unwanted rigid body mode frequen-

cies described in Section 3.3.5, and therefore make the control loop design

for the sensor more straightforward. It also increases the mass and both the

sensing and actuation capacitances per unit area, allowing for a reducedwafer

footprint for the complete sensor. Moreover, reducing the proof mass area

decreases the parasitic capacitance, which has benefits for the noise perform-

ance, as can be seen in Section 4.3.1. Moving from a 50µm to a 100µm thick

device layer does make the DRIE process harder to tune for the same feature

sizes, because the aspect ratio of all features doubles. Additionally, as was

described in Section 4.5.4, doubling the device layer thickness from 50µm to

100µm also roughly doubles the squeezed-film damping in the sensing capa-

citors per unit of capacitance, increasing the resulting Brownian noise by ap-

proximately 40% for a given package pressure.

148



5

5.2 Towards a more robust fabrication process

20µm20µm

(a)

20µm20µm

(b)

Figure 5.8 – SEM images of wafer cross-sections after a gaseous XeF2 etch intended to
remove silicon at the bottom of the DRIE trenches only. This works well on a regular
silicon wafer (a), but the removal of the thick BOX layer at the bottom of the trenches
damages the hard mask on top of an SOI wafer (b) such that the XeF2 gas also attacks
the wafer surface.

The adhesion forces between the handle and device layers are proportional

to their contacting surface areas, and can therefore be reduced by physically

limiting the possible contact area between the layers, for example by introdu-

cing small bumps below the proof mass. Moveable features in the device layer

can now only touch the bumps when they move towards the handle layer, in-

stead of its entire parallel surface. This way the total contacting area can be

reduced by several orders of magnitude, significantly reducing the adhesion

forces between the silicon layers in the device. Several possible implementa-

tions of this type of bumps are discussed below.

5.2.1 XeF2 substrate etch

A first attempt to implement the anti-stiction bumps in the handle layer was

made by using a processing sequence similar to the one described in Fig. 5.2. It

still uses a single SOI wafer with DRIE steps from both the front and back, but

has a few additional steps after the DRIE step on the front side of the wafer.

By growing a thin thermal oxide after patterning the device layer with DRIE,

all freshly made silicon side walls are covered by silicon dioxide. A subsequent

highly directional dry oxide etch opens theoxide at the bottomof the trenches,

exposing silicon only at the bottom of all etching trenches. A gaseous XeF2
etch can then be used to remove silicon at the bottom of all etching trenches.

Figure 5.8a shows an SEM image of the cross-section of a regular silicon

wafer that was used to test this concept. A thick oxide hard mask on top is
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used to define 10µm slits that are etched into the silicon by DRIE to a depth of

approximately 60µm. A few hundred nanometre thick thermal oxide is grown

on all exposed silicon surfaces and subsequently removed at the bottomof the

trenches by a directional dry oxide etch. When XeF2 gas is introduced, it starts

isotropically etching silicon at the bottom of the trenches, while the rest of

the silicon is nicely protected. For a regular silicon wafer the oxide skin that

protects the silicon side walls is etched free by the XeF2 gas at the bottom and

is visible in Fig. 5.8a. For an SOIwafer, thiswould allow for selectively removing

silicon below the device layer and realising anti-stiction bumps in the handle

layer.

Unfortunately, the presence of the 4µm thick buried oxide layer in an SOI

wafer complicates theopeningof theoxide at thebottomof theDRIE trenches.

The sensor design can not tolerate a significantly thinner BOX layer because

of parasitic capacitance considerations. Combined with the fact that the etch

rate at the bottom of narrow trenches is significantly reduced, this means that

the wafer has to be exposed to oxide dry etching for a relatively long time.

Although the oxide hard mask on top of the wafer is protected by photoresist

during this etch, the prolonged etching does damage the oxide hard mask to

the extent that it becomes porous to XeF2 gas. This is clearly visible in the

SOI wafer cross-section in Fig. 5.8b, where next to nicely removing the silicon

below the BOX layer as intended, the XeF2 gas has also attacked the silicon at

the top of the device layer through the damaged oxide mask.

This problem has been partially solved by not opening the BOX layer with

a single etch, but depositing a fresh layer of PECVD oxide3 after every etched

micrometre or so. The deposition rate of PECVD at the surface is significantly

higher than at the bottom of the trenches, such that the protection at the sur-

face is refreshed after each deposition step, but the BOX layer does not grow

in thickness significantly. This greatly decreases the XeF2 etching damage ob-

served at the surface of the wafer as can be seen by comparing the top oxide

silicon interface in Fig. 5.9awith that in Fig. 5.8b. The damage is not avoided en-

tirely, however, as the sharp corners at the top of the trench have still been at-

tacked by the etchant. A close-up of a typical edge profile is shown in Fig. 5.9b.

As canbe seenaround the sensing capacitors in the cross-section in Fig. 5.9a,

theXeF2 has etchedaway silicon fromthehandle layer belowall trenches in the

device layer to a depth of about 20µm. Because the proof mass is perforated

with a regular grid of holes in this process, the handle layer surface below it

is also recessed by this 20µm. This increases the gap between the silicon lay-

3 PECVD: Plasma Enhanced Chemical Vapour Deposition, a thin film deposition method.
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50 µm50µm

(d)

Figure 5.9 – (a) SEM image of an SOI wafer cross-section at the sensing capacitors with
the proofmass removed and the thick PECVDoxide still present. The 20µmXeF2 under-
etch is clearly visible below the structures device layer. (b) Close-up of the XeF2 etching
damage to sharp corners in the device layer after all oxide has been removed. An inter-
ruption of the perforated grid shown in (c) causes an anti-stiction bump to form in the
handle layer as shown in (d).

ers from 4µm to roughly 25µm and therefore drastically reduces the parasitic

capacitance between them. The biggest advantage, though, is the possibility

to introduce anti-stiction bumps in this way, by interrupting the regular grid of

holes by a solid circle as shown in Fig. 5.9c. Because the XeF2 gas can only re-

move the silicon below holes in the device layer, a bump such as the one shown

in Fig. 5.9d will form below every circle placed in the proof mass grid. This re-

duces the possible contact surface area between the device and the handle

layer by about 3 orders of magnitude, significantly reducing the risk for stic-

tion.

After the XeF2 etch, the proof mass is almost completely underetched. At

the locations of the anti-stiction bumps, however, it is still connected to the

handle layer through the buried oxide, and this layer should therefore be re-

moved to release the proofmass. The bulk of the oxide present on the devices
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was to be removed by a 50% HF wet etch followed by a vapour-HF etch to do

the final release from the bumps. However, a successful release could not be

obtained, presumably due to a combination of the large exposed surface area

of the BOX layer below the proof mass and wetting issues during the 50% HF

etch. The unsuccessful release meant that no functioning devices were pro-

duced from this processing run. In combination with the fact that the iterative

etching and PECVD for opening the BOX layer became quite involved, this led

to the decision not to pursue this option any further. Instead, efforts were fo-

cused on an alternative approach to implement the anti-stiction bumps that

will be discussed below.

5.2.2 Wafer bonding

The majority of the problems with the process proposed in Section 5.2.1 is re-

lated to the fact that selective etching needs to be performed at the bottom

of deep and narrow trenches. This etching at the bottom of trenches can be

avoided by creating the cavity and the bumps on the surface of a regular silicon

wafer and bonding the device layer to it afterwards. This approach gives full

control over the exact shape and depth of the cavity independent of the fea-

tures etched in the device layer, and gives additional freedom to choose the

position and height of the anti-stiction bumps.

Process overview

A schematic overview of the processing steps to obtain such a cavity wafer

is shown in Fig. 5.10. A silicon wafer is covered with a 4µm thick thermal ox-

ide. This oxide has to be chosen thick to minimise parasitic capacitances in

the finalised device. A first lithography step and a subsequent dry oxide etch

open the top oxide layer where the recess should be etched to its full 15 µm

depth (Fig. 5.10b). A second lithography step thendefines the full extentof the

recess (Fig. 5.10c). A first 10 µm DRIE step etches the exposed silicon, leaving

small bumps where oxide still covers the surface (Fig. 5.10d). This etch defines

the height of the resulting anti-stiction bumps. After removing the exposed

oxide by another dry oxide etch, a second 5µm DRIE step deepens the entire

recess, and together with the 4µm thick oxide defines the final out-of plane

motion range of the proof mass (Fig. 5.10e). After the photoresist has been

stripped, a 100nm thick thermal oxide is grown to cover all exposed silicon in

the recess (Fig. 5.10f). Because this wafer is to be bonded to another wafer

containing the proof mass and the rest of the functional structures, a stack of

10nm tantalum, 30 nmplatinumand 250nmgold is evaporated onto thewafer

and patterned by lift-off lithography to define the bond interface for thermo-
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(d)

(a) (b) (c)

(e) (f)

Silicon oxide Ta/Pt/Au stackSilicon Photoresist

Figure 5.10 – Schematic overview of the fabrication sequence for the anti-stiction
bumps in a separate siliconwafer. A 4µmthick thermally grownoxide (a) is patternedby
a dry oxide etch (b). A second lithography step (c) defines the recess that is etchedby us-
ing DRIE (d). After removing the exposed oxide, a second DRIE step finishes the recess
with anti-stiction bumps (e). A 100nm thick thermal oxide is grown after photoresist
stripping, followed by lift-off lithography of an evaporated Ta/Pt/Au stack (f).

compression bonding.

As before, all the sensor’s functional parts are realised in the device layer of

an SOI wafer, which was chosen 100µm thick for this process. The larger thick-

ness increases the out-of-plane stiffness for even higher resistance against stic-

tion, but makes DRIE harder to tune. To facilitate the DRIE process, a uniform

etching trench width of 8 µm was chosen everywhere in the design4. The re-

quired space for the large motion range of the suspension springs and their

compression system is made by etching selected silicon features with XeF2 at

a later stage. Figure 5.11 shows a schematic overview of the processing steps

required for patterning the device layer. It is highly similar to the process out-

lined in Section 5.1.1, with the difference that theDRIE trenchwidth is uniform

across the entire wafer. As with the silicon wafer in Fig. 5.10, the processing

ends with growing a thin oxide to cover any exposed silicon and a lift-off pro-

4 The trench width on the photomask is set to 5.5 µm, as etching tests revealed that the result-
ing 100µm deep trenches were approximately 2.5 µm wider than defined by lithography.
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(d)

(a) (b) (c)

(e) (f)

Figure 5.11 – Schematic overviewof the fabrication sequence for patterning the device
layer with all the functional structures. An SOI wafer (a) is thermally oxidised with a
2µm thick oxide layer (b). The oxide is patterned by a dry etch (c) and a DRIE step trans-
fers the pattern to the silicon device layer (d). The oxide hard mask is stripped using
HF (e), and a new 200nm thick thermal oxide is grown followed by lift-off lithography
of an evaporated Ta/Pt/Au stack (f).

cess to pattern a Ta/Pt/Au stack that defines the bonding interface (Fig. 5.11f).

Both processed wafers are heated to around 400 ◦C and pressed together

with a force of approximately 20 kN to form a thermocompression bondwhere

the gold interfaces on both wafers touch. This process forms a strong her-

metic bond that can withstand temperatures much higher than the process

temperature [120]. The process to get finished devices from the bondedwafer

stack is schematically depicted in Fig. 5.12. The SOI handle layer that is now

on top is completely removed by a 400µm DRIE step that naturally stops on

the BOX layer (Fig. 5.12b). Access holes to the silicon in the device layer that

has to be removed are patterned in the now exposed BOX layer by a dry oxide

etch (Fig. 5.12c). A subsequent XeF2 etch removes the silicon that has been ex-

posed by the access holes, and creates the space necessary for the suspension

springs and their compression system to operate (Fig. 5.12d). All exposed sil-

icon was oxidised before bonding the wafer together, so the rest of the struc-

tures should be protected even if the XeF2 gas enters the cavity below the
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(a)

(b) (c)

(d) (e)

Figure 5.12 – Schematic overviewof the fabrication sequence for combining thewafers.
After a thermocompression bond (a), the exposed SOI handle layer is completely re-
moved byDRIE (b). Selected regions in the silicon device layers are removed by opening
the buried oxide (c), and etching the exposed silicon with XeF2 (d). A vapour-HF etch
finally releases the structures (e).

proofmass. A final vapour-HF etch removes all the exposed oxide and releases

the proof mass (Fig. 5.12e). This fabrication sequence uses a total of 7 photo-

masks, and fits 47 devices on a single 100mm diameter wafer.

First run results

The uniform trench width used across the design led to a good DRIE result in

the100µmthickdevice layerwithout excessiveoveretchingand theassociated

side wall damage. Moreover, all critical features remain electrically connec-

ted during DRIE, such that charging effects are avoided. As can be seen in the

wafer cross-section at two of the thermal actuators in Fig. 5.13a, the etching

profiles are nicely vertical and uniform over the thickness of the device layer.

The zoomed image in Fig. 5.13b shows that there is only minimal notching at

the bottom few micrometres of the etched trench, where both the side walls

retract by approximately 1 µm. The 8.6 µm nominal trench width in this loca-

tion is slightly higher than the anticipated average 8µm projected from DRIE

tests, but slightly reducing the slit widths on the photomask from 5.5 µm to
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50µm50µm
5µm5µm

10.6 µm10.6 µm

8.6 µm8.6 µm

(a)(a) (b)(b)

Figure 5.13 – (a) SEM image of an SOI wafer cross-section showing the DRIE profiles at
two of the thermal actuators for a 100µm thick device layer. The zoom in (b) shows a
nominal trenchwidth of 8.6 µm resulting from a 5.5 µmwide slit on the photomask, and
only minimal notching in the bottom few micrometres of the etched trench.

100µm

(a)

50µm

(b)

Figure 5.14 – Gaseous XeF2 only etches silicon that has been exposed by small circu-
lar holes in the oxide layer on top. (a) A strip of silicon is removed from the actuation
capacitors. XeF2 etching is not fully completed at this point. (b) Electrical connections
between different silicon parts in the device layer are broken by the XeF2 etch.

5µm should bring all feature dimensions close enough to their design values.

By using the uniform trench width approach to DRIE, moving to a 100µm thick

device layer is feasible.

The XeF2 etch of the silicon device layer (Fig. 5.12d) removes selected sil-

icon structures only where small holes are etched in the oxide layer on top.

This can be seen in Fig. 5.14, where the structures below the access holes have

been etched, but the rest of the silicon remains intact. This etching step serves

several distinct purposes. First of all it opens up space required for the large

deformations of the suspension springs, and increases the distance between

certain electrodes to alter their mutual capacitance. The latter is shown in

Fig. 5.14a, where a strip of silicon is removed from the actuation capacitors to
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100µm

(a) 0 cycles

250µm

(b) 180 cycles

100µm

(c) 460 cycles

1mm

(d) 1020 cycles

Figure 5.15 – Progress of the XeF2 etch around one of the damaged thermal actuator
areas in thewafer. Oneof thefiller structures between the thermal actuators has fallen
out of thewafer (a). Initially, the etching starts only below the intended access holes (b),
but the etchant also attacks unintended regions as etching proceeds (c). When the pro-
cess completes after 1020 etching cycles, the compression system and the suspension
springs are severely damaged (d).

reduce the unwanted capacitance between the moving and static electrodes.

Note that moveable parts do not need to be perforated in this process, as

the cavity and bonding interface can be defined independent of the vapour-

HF etch. Another important function of the XeF2 etch is to break the electrical

connectionbetweenall individual electrodes, as shown in Fig. 5.14b. Removing

the central silicon part here breaks the connection between the three narrow

strips of silicon that run to different electrical parts in the device.

After removing the silicon handle layer from the SOI wafer (Fig. 5.12b) the

freshly exposed BOX layer turned out to be damaged, particularly around the

silicon filler structures between the two thermal actuators. The damage is pre-

sumably caused by a combination of damage to the BOX layer from rework

done on the wafers, and a differential pressure across the oxide membrane

when venting the plasma etcher. Figure 5.15a shows the central part of two
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thermal actuators, where the damage to the oxide layer caused the bottom sil-

icon filler structure to fall out of thewafer completely. The large resulting gap

causes water to enter the cavity below the proof mass during the lithography

process to pattern the XeF2 access holes. XeF2 gas is highly reactive with wa-

ter, forming HF that can attack the thin oxide protecting the silicon features in

the device layer [105, Chap. 11]. Indeed, the XeF2 starts etching mainly the sil-

iconbelow the intendedaccess holes (Fig. 5.15b), but as etching continues, also

functional structures in the sensor start being etched from the side (Fig. 5.15c).

When the XeF2 etching is finished, the entire region around the thermal actu-

ators and the suspension springs is severely damaged (Fig. 5.15d). This first

run therefore did not produce any functional devices. At the time of writing

a second run is in preparation, that will slightly alter the sequence depicted in

Fig. 5.12 by leaving part of the silicon handle from the SOI wafer and perform-

ing the last lithography step on top of this layer. This avoids the oxide mem-

brane from breaking and prevents water from entering into the cavity below

the proof mass.

5.3 Vacuum packaging

As seen in Section 4.5.3, our seismometer should operate at a pressure below

approximately 10−2mbar to have an acceptable Brownian noise level below

1ng/
√
Hz. Up to now, all low-noise testing has been performedwith theMEMS

seismometer placed inside vacuum tanks that were being evacuated with ex-

ternal pumps, but this quickly becomes impractical for testing the perform-

ance of small sensor arrays in the field. To avoid the use of separate vacuum

equipment, there are two different approaches to packaging MEMS devices

hermetically at package pressures better than 10−2mbar that will be briefly

discussed here.

5.3.1 Single die packaging

Ceramic packages are frequently used for housing both MEMS sensors and

integrated circuits. They can be hermetically sealed by bonding a lid on top

with a eutectic Au/Sn solder. When the devices are sealed under vacuum con-

ditions, the package contains its own vacuum and external tanks and pumps

are no longer required. However, outgassing of the surfaces inside the pack-

age can never be completely avoided, and the quality of the vacuum inside the

package will deteriorate over time. When the packaged vacuum quality is im-

portant, a getter material is often included inside the package that effectively
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Figure 5.16 – The Sercel QuietSeis MEMS seismometers (see Fig. 2.4) are individually
packaged in a ceramic package by bonding a lid on top that contains a getter material
which maintains a low package pressure over the lifetime of the device. Figure repro-
duced from [80].

acts as a small vacuum pump. The getter that is typically used for these ap-

plications is a patented zirconium alloy that absorbs gas molecules after it has

been thermally activated at a temperature between 300 ◦C and 350 ◦C [129]. A

getter inside the package will both reduce the package pressure, and extend

the lifetime of the device by counteracting most of the outgassing inside the

package.

Sercel’s QuietSeis MEMS based seismometer mentioned in Section 2.3 is

packaged in such a ceramic package with a getter, as shown in Fig. 5.16. A com-

mercial platformexists that provides this type of packaging for customdevices

at reported pressures better than 10−4mbar [130]. To get a sensor prototype

suited for field testing, the devices that will be fabricated in the second run of

the process described in Section 5.2.2 are planned to be packaged using this

platform.

5.3.2 Wafer-level vacuum packaging

Another approach to creating a vacuumenvironment around the relevant parts

of a MEMS device is to incorporate the hermetic sealing as part of the wafer-

scale processing. This has certain advantages for the scalability of the manu-

facturing, but also poses significant challenges that have to be addressed. The

hermetic encapsulation is typically obtained by bonding another wafer on top

of the one containing the finished sensor mechanics. A typical finished device

cross-section could look like the one shown in Fig. 5.17a. A process like this has

the advantage that now robust mechanical range limiters in the form of the

anti-stiction bumps exist on both sides of the proof mass, making the devices

less vulnerable to out-of-plane shocks.

One of the challenges related to wafer-level encapsulated devices is mak-

ing the proper electrical connections. The proof mass and all capacitive elec-
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Silicon

Silicon dioxide Getter

Metallisation

Vacuum cavity

TS
V

(a)

Partial pressure
(mbar)

Gas No getter Getter

H2 5.7 × 10−3 < 1.0 × 10−4

CO 2.1 × 10−3 < 1.0 × 10−4

N2 1.2 × 10−2 < 1.0 × 10−5

CH4 9.3 × 10−4 < 1.0 × 10−5

H2O < 1.0 × 10−7 < 1.0 × 10−7

C2H6 < 1.0 × 10−6 < 1.0 × 10−6

C3H8 1.1 × 10−4 < 1.0 × 10−6

CO2 3.5 × 10−4 < 1.0 × 10−4

N.G. 7.6 × 10−5 8.3 × 10−4

Total 2.2 × 10−2 8.3 × 10−4

(b)

Figure 5.17 – (a) A device cross-section of a possible implementation of a wafer-level
vacuum packaged seismometer. (b) Residual gas analysis of the 4.8mm3 hermetically
sealed cavity of aMEMS pressure sensor with andwithout getter. N.G. stands for noble
gases. Data reproduced from [131].

trodes reside in a hermetically sealed cavity, and routing an electrical connec-

tion to individual bond pads outside that cavity is not straightforward. One of

the possible solutions is to employ through-silicon vias (TSV) to provide an elec-

trical connection through the thickness of the cappingwafer [97, Chap. 38]. An

example of a connection made using such a via is shown in Fig. 5.17a.

Wafer-level encapsulation typically results in cavities with a significantly

lower volume than those in the vacuumceramic packages,making the effect of

outgassing from the surfaces of the MEMS die on the vacuum level more pro-

nounced. Including a getter material inside the cavity helps to counteract out-

gassing, but it does not absorb all gases. For example, the table in Fig. 5.17b

shows a comparison of a residual gas analysis for a hermetically sealed pres-

sure sensor with and without a getter material [131]. The device with the get-

ter inside the cavity has a cavity pressure that is 25 times lower than in the

devicewithout the getter. The getter reduces the partial pressures of all meas-

ured gases to below the detection limit, with the exception of the noble gases

(N.G.) that are inert and do not interact with the getter material. A residual

noble gas background is sometimes introduced on purpose to create a pack-

age with a well defined pressure [97, Chap. 39], but when the goal is to obtain

a cavity with as low as possible pressure, outgassing of noble gases should be

avoided. This has consequences for the design of the fabrication sequence,
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as most processes that involve ion milling or sputtering use argon ions [97,

Chap. 6] that will be embedded into the devices to some extent. Indeed, it

has been shown that the outgassing of argon from sputtered metal layers is

over 3 orders of magnitude larger than that of evaporated layers [129]. Care

has been taken in designing the fabrication process described in Section 5.2.2

to only use processes and materials that are compatible with wafer-level va-

cuumpackaging. For example, allmetals aredeposited throughevaporation in-

stead of the more conventional sputtering, and the thermocompression bond

provides a hermetic seal around the device perimeter.
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6.1 Conclusion

Large-scale interferometric gravitational wave detectors are formidable ma-

chines. Through a continuous battle against noise of vastly different origin

over the past decades, they are now able to measure relative length changes

of the order of 10−23 /
√
Hz. As their sensitivity improves and their detection

range increases, it becomes more andmore important to also expand their de-

tection band towards lower frequencies, because the signals from more dis-

tant sources will be red shifted towards the lower end of the frequency spec-

trum. While both the Advanced LIGO and Advanced Virgo detectors continue

to improve their sensitivities towards the design goals, efforts also intensify

to realise a next generation of gravitational wave detectors. Initiatives such

as Einstein Telescope propose to improve the strain sensitivity by an order of

magnitude compared to the current generation of detectors, and at the same

time reduce the lower frequency cut-off to approximately 2Hz. This combina-

tion of improvementswill lead to the ability to observemergers of stellarmass

binary black holes throughout the entire Universe.

Manyof the sensitivity limitations for Earth-baseddetectors at low frequen-

cies are related to seismicmotion. The direct coupling of groundmotion to the

detector’s test masses can be sufficiently suppressed by state-of-the art vibra-

tion isolation suspensions. Unfortunately, however, this does not hold for the

Newtonian noise that is inevitably associated with this ground motion. Even
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though Einstein Telescope is planned to be built underground to reduce many

of the detrimental effects of seismic motion, developing Newtonian noise mit-

igation techniques is a priority if this next generation gravitational wave de-

tector is to reach its design sensitivity. Next to a meticulous site selection and

passive measures, active suppression techniques requiring arrays of seismic

sensors around each of the detector’s test masses have to be pursued.

This dissertation is focused around anovel design for aMEMSbased seismic

sensor and has demonstrated a self-noise performance below the 2ng/
√
Hz

seismic background requirement set for the futureEinstein Telescopehost site.

Moreover, the MEMS-based sensor shows the potential to be mass produced

through exploiting the general batch processing nature of common microfab-

rication techniques. The sensor has been designed as a force balance acceler-

ometer, which has large advantages in terms of sensitivity over the more tra-

ditional geophone that is commonly used in larger seismic arrays, especially at

the lower end of the frequency spectrum.

TheMEMS seismic sensor has demonstrated unprecedented self-noise per-

formance for its limited proof mass of 12.7mg. The main driver for this is the

miniaturised geometric anti-spring system inspired by those used in the auxil-

iary vibration isolation suspensions in the Advanced Virgo gravitational wave

detector. A novel thermally actuated latching mechanism was designed to ac-

curately stress the spring structures that suspend the sensor’s proof mass at

themicroscale. Doing this allows for apassive reductionof the suspension stiff-

ness of 20 to 25 times, increasing the device’s sensitivity by the same factor. A

general dimensionless designmethodology for the anti-springswas presented

that can be used both for assessing the feasibility of a geometric anti-spring

implementation at any desired scale, and for designing the spring elements

themselves. Compared to conventionalMEMS suspension springs, the geomet-

ric anti-spring suspension presented in this work can attain a low mechanical

in-plane stiffness with a significantly improved out-of-plane stiffness.

Manufacturing tolerances have proved to pose a significant challenge for

adapting the presented design for measuring vertical accelerations. To avoid

any excessive dynamic range requirements on the readout system, the sensor

mechanics should accuratelybalance the largeoffset that is introducedbygrav-

ity. This balance, however, is largely compromised by a poor control of the ab-

solute stiffness of the suspension springs in the device. It has been shown that

an additional compensation springwith amoveable anchor is able to copewith

this spread in absolute spring stiffness, and as a result makes a vertical sensor

design feasible.
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Becauseof the low seismic background requirement for the future host site

of Einstein Telescope, the novel seismometer’s self-noise performance is its

most important property. An extensive study of all the different major noise

sources of both mechanical and electronic origin was performed, supported

by direct measurements of all the respective noise spectra. Noise measure-

ments on a vibration isolation platform showed that the stiffness reduction

introduced by the geometric anti-spring system effectively reduced the elec-

tronic front-end noise as intended. As a result, the noise performance below

approximately 20Hzwas completely limitedbymechanical noise sources in the

MEMS sensor itself. Results from the three-channel correlation setup at the

Heimansgroeve seismic station confirmed this, and additionally showed that

the noise performance is dominated by the sensor’s mechanical noise down

to at least 10mHz. The resulting MEMS acceleration noise floor lies below

2ng/
√
Hz between 400mHz and 20Hz and remains below 10ng/

√
Hz all the

way down to approximately 50mHz. This result matches the noise models put

forward in this dissertation to better than 20% over the entire measured fre-

quency range.

The seismic sensor is produced in an elementary microfabrication process

that starts froma single silicon-on-insulatorwafer anduses a total of threepho-

tomasks. The process currently useswaferswith a 50µm thick device layer, but

deep reactive ion etching tests have shown that it is feasible tomove towafers

with a 100µm thick device layer. This brings significant advantages in terms of

out-of-plane stiffness, the device’s wafer footprint, parasitic resonancemodes

and the device robustness in general. Additional efforts to improve the ro-

bustness of both the fabrication process and the resulting devices have con-

verged to adapting a wafer bonding approach, where the interface between

the device layer and the mechanical handle can be tailored to alleviate stic-

tion related issues. Eventually, reaching the reported noise performance in a

practical sensor will also require packaging the MEMS mechanics in a local va-

cuumenvironment. The extensivemeasurements andmodelling of the effects

of gaseous damping on the sensor mechanics tell us that the pressure inside

such a hermetic package should be better than approximately 10−2mbarwhen

assuming an air equivalent atmosphere. In the design of the new fabrication

process, carewas taken for all processing steps andmaterials to be compatible

with any future vacuum encapsulation solution, be it at the single-die-level or

at the wafer-level.
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6.2 Outlook

Tobe able to use the seismic sensors for their intendedpurpose, somedevelop-

ment is still required, especially related to the sensor’s manufacturing process.

Both local vacuum encapsulation and a fabrication process that yieldsmore ro-

bust devices are required tomake further field testing convenient. At the time

of writing, a fabrication run is under way that implements a slight variation of

theprocess described in Section 5.2.2 that should solve the issues encountered

in the previous run. The devices that the current run yield are to be encapsu-

lated in a vacuum at the single-die-level inside a ceramic package containing

a getter material. Contacts with the relevant manufacturing companies are in

place, and we will soon have a small array of sensors that can be tested in the

field.

A second important ingredient for operating multiple sensors in the field

is the electronic readout system. For testing in small arrays we are currently

developing a readout front-end that consists of discrete components on a PCB

and implements all the functionality of the readout circuit described in Fig. 4.7.

This approach is not necessarily scalable to larger arrays, so in parallel we are

developing a switched capacitor front-end in a custom application specific in-

tegrated circuit (ASIC), that will house the same functionality on a small CMOS

chip. In the longer term, this ASIC will also include all the required loop filters

implemented in the form of a ∆Σ-modulator on chip [62, 132]. Together with

the ASIC, the MEMS seismic sensor would provide an acceleration sensor with

good noise performance in a compact form factor that can be of interest for

applications outside of science as well. For example, these sensors could be

a viable option for large scale seismic reflection surveys for geophysical stud-

ies or in the seismic service industry. Especially at low frequencies, they will

provide a better noise performance than the more conventionally used geo-

phones. In general, the batch fabrication nature of MEMS devices makes them

attractive for any application that needs a good noise performance at large

device volumes.

Several of the techniques developed in the context of this work have a

broader application range. Firstly, the technique presented in Section 4.2.2

for accurately measuring internal losses in the suspension springs can be put

in a broader perspective, as the characterisation of mechanical losses plays a

role in many research fields. By measuring the system’s quality factor for a

range of different natural frequencies, internal friction losses can be distin-

guished from viscous damping effects. In fact, an accurate estimate for the

internal friction loss angle ϕ can be obtained even when viscous losses domin-
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ate. This is impossible to do with measurements at a single natural frequency

only. Secondly, when using three-channel correlations to obtain an estimate

for the noise floor of a specific sensor, an accurate commonmode subtraction

is beneficial. The three-channel correlation technique itself is well-known, but

the data processing typically does not include an extra alignment procedure

while this is generally possible for any triaxial sensor. As demonstrated in this

dissertation, the additional alignment step significantly improves the common

mode subtraction performance of the algorithm, and can be useful in all situ-

ations where the estimated noise floor lies significantly below the common

sensor stimulus.

The pursuit of the first direct detection of gravitational waves over the past

few decades has given impulses to technological innovations in several differ-

ent fields. Clearly the novel MEMS seismometer presented in this work was

developed in the context of gravitational wave detectors, but these detect-

ors also feature laser technology, optical coatings, and vibration attenuators

with unprecedented performance. Apart from general technological advance-

ment, the first direct detection of gravitational waves from a pair of merging

black holes also marked the beginning of a completely new field of research:

gravitational wave astronomy. With the recently acquired ability to directly ob-

serve these waves came an abundance of new information on processes in the

distant Universe, exotic objects living inside of it, and their properties. The

rich scientific output after the detection of one single event, the merger of

a binary neutron star, excellently illustrated how powerful the addition of the

gravitationalwave spectrum to the arsenal of observablemessengers from the

cosmos really is. This single detection started the field of multimessenger as-

tronomy with gravitational waves. The realisation of Einstein Telescope in the

future will significantly expand the current detection range, and will firmly es-

tablish gravitational wave detection as a tool for understanding the distant

Universe. Undoubtedly, this will lead to numerous new discoveries and will ad-

vance our understanding of the early Universe. These are exciting times.
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