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chapter 6

Clause structure variation using sequence analysis

6.1. Introduction

The previous chapters focused on specific linguistic features and how the use of lin-
guistic alternatives is conditioned by the linguistic and non-linguistic environment.
It is also possible to study language in a way in which not only a small selection
of clauses containing a specific feature is analyzed, but the majority or all clauses
from subcorpora. Depending on how clauses are represented, linguistic variation can
be modeled using a large number of linguistic features in the selected clauses. An
advantage of such an approach is that it gives a far more complete image of linguistic
variation than studies of individual features.

A topic that may profit from an approach like this, is the question as to what
extent ebh and lbh can be distinguished from one another. Inmost studies on this
issue, linguistic features are extracted from the ebh and lbh texts following the
traditional procedure, as described in section 2.3. An unsolved problem here is to what
extent ebh and lbh differ. It is clear that there is linguistic variation in bh, and also
that there is linguistic variation between ebh and lbh, but if a clause is selected
randomly from the ebh and lbh books, it is hard to say whether the clause is selected
from ebh or lbh, because most clauses are structured in a way that is common to
both ebh and lbh.

It is equally difficult to say whether the syntax of a clause from one of the books of
disputed date is more characteristic of ebh or lbh. The books of Ruth and Jonah and
the prose tale of Job have been discussed extensively in the literature on diachrony
in bh.1 Hurvitz (1974) argued that the prose tale of Job is written in lbh on the basis
of seven late linguistic features in it. Young (2009) disagrees with Hurvitz on this
conclusion. He argues that it is true that some lbh features can be found in the
prose tale of Job, but the accumulation of these features is lower than in core lbh
texts, the density is even comparable with that of various ebh texts. The problem
of the low density of lbh features is a general problem concerning the difference

1 An overview of the literature on the books of Jonah, Job, and Ruth can be found respectively on the
pages 43–45, 53–56, and 58–60 of Young, Rezetko, and Ehrensvärd (2008, volume 2).
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between ebh and lbh, because there is no clearly defined lower limit of lbh features
for lbh texts. Similar discussion of the books of Jonah and Ruth can be found. Young,
Rezetko, and Ehrensvärd (2008, volume 2: 43–45) refer to various scholars who date
the language of Jonah as late, based on the attestation of Aramaisms and features
that can be found elsewhere in lbh books. On the other hand, there are others who
argue that its language shows dialectal traces, and Landes (1992: 130) argues that the
linguistic evidence is not conclusive for dating the book precisely. Young, Rezetko,
and Ehrensvärd (2008, volume 2: 58–60) see a tendency in recent scholarship to date
the book of Ruth as post-exilic, based on linguistic and non-linguistic arguments.
They also note that there is a variety of judgements on the character of its language,
but most scholars seem to agree that it resembles mainly ebh.

In this chapter, the problem of the difference between ebh and lbh is approached
from a different angle. Instead of only selecting clauses with specific characteristics,
the majority of clauses from ebh and lbh will be taken into account to find out
to what extent ebh and lbh can be distinguished. The following questions will be
answered:

Towhat extent do ebh and lbhdiffer with respect to clause structure?
Does the clause structure of clauses in the books of Ruth, Jonah, and
the prose tale of Job mainly reflect the characteristics of ebh or those
of lbh?

The general approach is as follows. A sample of q and n clauses are taken from the
ebh and lbh corpora. Then amodel is trained on the q clauses and another model
is trained on the n clauses, with the language phase as target variable. Next, the
model will be used to predict the “class”, which is either ebh or lbh, of clauses from
the books of Jonah and Ruth and the prose tale of Job. Also, the predictions of the
language class are made for one ebh or lbh book, which was kept separate during
the training phase.

The linguistic features on which the model will be trained can be selected and
structured in a wide variety of ways. In this research, the model is based as much as
possible on syntactic structure instead of on the lexicon. Therefore, the analysis is
done with clauses structured in two ways, as a sequence of phrase functions and as a
sequence of parts of speech. Only the basic skeleton of the language remains. This
means that many clauses are similar to each other and that there is little variation is
to be expected between ebh and lbh. It is likely that the accuracy of the predictions
on the test set will be only slightly higher than 50%.
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The tool that will be used to train the model is an lstm network, which can
be used for modeling all kinds of sequence phenomena. Neural networks can give
slightly different results on the basis of the initialization of the weights and variation
in the training set due to sampling. This is an issue for the present dataset, consisting
of clauses from ebh and lbh. As stated, there is not much variation to be expected
between these subcorpora, and the amount of data is limited, so a bit of variation
in the results caused by variation in the initialization of parameters can seriously
distort the analysis. Therefore, not just one model will be trained for q and n, but
200 independentmodels, and the results will be averaged to stablilize the results. A
model based onmany separate models together is called ensemble learning, which is
also used in, for instance, the Random Forest.

If the accuracy of the predictions is only slightly higher than 50%, how can we
know that this approach works? To check this, an extra analysis will be done as a kind
of validation of the whole approach. In this analysis, the dataset consists of clauses in
bh and Biblical Aramaic (ba). The rest of the analysis is similar to that of the variation
between ebh and lbh. If the lstmmodel is able to distinguish between Hebrew and
Aramaic, it is to be expected that the prediction accuracy on the test set is substantially
higher than in the case of the overall prediction accuracy for ebh and lbh.

Just like in the case of the analyses of sections 4.3 and 4.4, this problem is designed
as a classification problem. Instead of using the supposed language phase as predictor,
in this analysis, it is the output variable.

6.2. Analyzing sequence data

6.2.1. Introduction

Sequence data, like language, can be analyzed in various ways. A traditional way of
modeling sequences is by using n-grams. With such an approach subsequences of
length n are counted in a text or corpus of texts, and the resulting dataset can be
analyzedwith algorithms that can be used for the analysis of structured data. Another
traditionalwayofmodeling a sequence is byusing aMarkovModel,which is explained
in the next section (6.2.2). In this research, a Recurrent Neural Network (rnn) is used
to model clauses. This is a more modern and flexible approach to sequence modeling.
The rnn is introduced in section 6.3.3.
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figure 6.1 AMarkov chain

6.2.2. Markov Chains

One way of modeling sequences is by using a Markov chain, which was the approach
chosen for the same problem as in the research by Van de Bijl, Kingham, Van Peursen,
and Bhulai (2018). A Markov chainmodels the dynamics of a systemwhich changes
over time with regular time steps. A Markov model based on texts can be constructed
with a word on every time step, but other choices are possible as well, such as a phrase
or a clause. TheMarkovModel is based on theMarkov assumption, which states that
the present state is dependent only on the state in the previous time step and not on
what happened earlier in time. In texts, a state can simply be a word and the whole
sequence is the clause in which the words occur. See figure 6.1.

In theMarkovModel, for every transition fromone state to another theprobability
of this transition is calculated, and then, the probability of finding thewhole sequence
can be calculated.

In figure 6.1, the state תישאר only depends on the state ,ב and the state ארב

only depends on the state תישאר . This simplification is useful for the calculation
and probably also often works well in practice, but in language there are long term
dependencies. One way to solve this is to work with n-grams. In the case of the
sequence in figure 6.1, if n is 2, the first state is תישאר ,ב- the second state is תישאר -

ארב , and so on. This only partly solves the problem of the long-term dependencies,
because there may be dependencies at a longer distance than just a few words. An
additional problem of the n-grams is that if n becomes larger, the individual n-grams
become less frequent, whichmakes it more difficult to generalize the results.

An extension of the MarkovModel is the HiddenMarkovModel (hmm), which
is based on the concept of hidden states. It can be used for applications like part of
speech tagging. In the hmm the state is accompanied by a hidden state. In the clause

ץראהתאוםימׁשהתאםיהלאארבתיׁשארב , the states are the concrete words while
the hidden states are the parts of speech of these words (see figure 6.2), although the
hidden state can be any characteristic of the word, like gender or number.
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figure 6.2 AHiddenMarkovModel

6.2.3. Neural Networks

An Artificial Neural Network, or simply Neural Network (nn) is a mathematical
structure, which owes its name to the biological equivalent, because just like in the
biological network, information is passed through series of neurons. With nns, it
is possible to study patterns in data that are strongly non-linear, such as texts or
pictures. In recent years, there has beenmuch research on nns, which has led to a
variety of different architectures of networks. These have made nns useful for many
practical applications related to Natural Language Processing and computer vision,
which can be used simultaneously in applications like self-driving cars.

The nn consists of layers of neurons. If the number of layers in the network is
high, the network is called a deep network. There is no clear definition of howmany
layers a network needs to have to be called a deep network.

A special kind of architecture of nns is the Recurrent Neural Network (rnn).
The rnn is used for analyzing numeric and non-numeric sequences and it has the
ability to “remember” what has happened earlier in the sequence of events. Several
improvements of the ordinary rnnhave beenproposed,which solve certain problems
during the training of an rnn-model. One of these new developments is the Long
Short-TermMemory (lstm) network, which is used in this research.

Various frameworks for working with neural networks have been published since
2015. Among the most important ones are TensorFlow and Keras. TensorFlow2 is
created andmaintained by Google and wasmade open source in 2015. In this research,
Keras3 is usedwith a TensorFlow backend. Keras is a wrapper for Tensorflow and other
frameworks and can be used for fast experimentation.

2 www.tensorflow.org.
3 https://keras.io.

http://www.tensorflow.org
https://keras.io
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Recurrent neural nets are used for analyzing all kinds of sequential data. These
sequences can be numeric time series like stock indexes or average daily temperatures
throughout the year, but an important area of applications is in the field of Natural
Language Processing (nlp). Applications in which lstmmodels can be used are chat
bots, in which a computer responds to a human question in natural language, and
translationmachines, but they can also be used to generate creative text, like poetry.

The way the lstm network learns from the features differs substantially from the
way RandomForest or XGBoost learns. In the case of those algorithms, the supposedly
relevant features should be selected and organized in a structured dataset. In the
case of sequence classification with lstm, the sequences only need to be given to the
network, and the network finds out itself which features are relevant. These features
can be complicated, and a disadvantage of using this approach is that the researcher
has no way to access which features are important for classification of the clauses.
A good reason for still using lstm networks for sequence analysis is that they often
offer the best results from the perspective of accuracy.

More information about nns and lstm networks can be found in Appendix e.

6.2.4. Experimental design

Themodel used in this research consists of an embedding layer, followed by two lstm
layers. It has a final dense layer of one neuron, which is characteristic of neural nets
with a binary output (ebh and lbh in this case). Both lstm layers have a 0.5 dropout
rate to avoid overfitting.

The data are divided in two groups of clauses:

– q clauses (ebh and lbh)
– n clauses (ebh and lbh)

A random sample will be taken from both q or n groups, in such a way that a sample
contains as many clauses from ebh as from lbh.4 Also, clauses from one book from
the ebh and lbh subcorpora are held separate.

Next,models are trained on theq clauses andn clauses separately, and predictions
are made using this model on the test set, which are the q and n clauses from one
book that was not included in the training set. This procedure of using a separate

4 This is actually a case of downsampling, in contrast to upsampling, which was used in chapter 4.
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figure 6.3 Design of the analysis

book as test set instead of sampling randomly from all the q or n clauses is chosen, in
order to avoid the presence of clauses from one book in both the training and test set,
which can be seen as a kind of contamination. See figure 6.3 for an overview.

The procedure in this figure is repeated 200 times for each book as test set. The
difference between ebh and lbh is relatively small, and due to variation in the
initialization of parameters and sampling, there can be some variation in the results.5

By averaging the results of manymodels, the results are stabilized.
Next to the predictions made on the test book, predictions are made on q and n

clauses from the books of Jonah, Ruth and the prose tale of Job.
The result of these steps is that all the n and q clauses in the ebh and lbh books

and the books of Jonah, Ruth, and the prose tale of Job have been classified multiple
times as ebh or lbh. Finally, the results are analyzed using cluster analysis to find
out which books share similarities.

5 For the problem of high-variance, see James, et al. (2013: 33–35).
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6.3. Data preparation

Each sequence that is processed by the network consists of one clause from the ebh
and lbh subcorpora.6 A clause from the Hebrew Bible can be represented in different
ways, for instance, a clause from Gen 1:2 with full vocalization:

םֹו֑הְתיֵ֣נְּפ־לַעְךֶׁשֹ֖חְו

It can also be written without vocalization:

םוהתינפ־לעךׁשחו

or, in etcbc transcription:

w xck <l pnj thwm

With representations as the ones above, the vocabulary plays an important role in an
analysis. This influence can be avoided by representing the clause as a sequence of
parts of speech. The same clause looks then as follows:

conj - subs - prep - subs - subs

If the focus of an analysis is on clause syntax, one can represent this clause as a sequence
of three phrases and represent it by the types of the phrases:

cp - np - pp

Another option, also based on representing the clause as a sequence of phrases, is to
represent it using phrase functions:

Conjunction - Subject - Predicate Complement

In section 6.3.1 clauses are represented in the latter way, as a sequence of phrase
functions.

6 The scripts for processing and classifying ebh and lbh data can be found here: https://github.com/
MartijnNaaijer/phdthesis/tree/master/Ch6_Sequence_analysis/classify_EBH_LBH.

https://github.com/MartijnNaaijer/phdthesis/tree/master/Ch6_Sequence_analysis/classify_EBH_LBH
https://github.com/MartijnNaaijer/phdthesis/tree/master/Ch6_Sequence_analysis/classify_EBH_LBH
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In section 6.3.2 a similar analysis is done, but with a representation of clauses on
the word level using parts of speech.

The texts used to train the model are q and n clauses from Genesis–Kings as best
representatives of ebh and Esther–Chronicles as best representatives of lbh.7

6.3.1. Conversion to numbers

The data are, as usual, extracted from the etcbc database using Text-Fabric, but a
clause consisting of four phrases, such as Conj - Pred - Subj - Cmpl cannot be processed
directly by the network. The first step is to convert the features into numbers, because
the network can only handle numeric data. Therefore, every phrase is converted into
an integer, the phrase with the highest frequency gets the lowest value, which is 1,
whichmeans that the given clause could be converted into:

1 - 2 - 4 - 3

The result is a dataset inwhich all clauses are represented as arrays of integers. Another
preparation step is needed. The clauses contain varying numbers of phrases, but the
lstm network can only deal with sequences of equal lengths. To solve this problem,
the sequences are paddedwith zeros. Suppose that the longest sequence in the training
set contains nine phrases, then the clause mentioned before is converted into the
following sequence:

0 - 0 - 0 - 0 - 0 - 1 - 2 - 4 - 3

By adding five zeros, the sequence has a length of nine now. The data are processed
further into a format called one-hot encoding. Suppose the input data consists of
an alphabet of three characters. Then their numeric representation is 1, 2, and 3. In
one-hot encoding, this is [1, 0, 0], [0, 1, 0], and [0, 0, 1]. Each character is converted into
a list of zeros, each with the length of the alphabet, with a one, of which the index
indicates its numeric value. After this step all sequences are ready to be processed by
the network.

7 Practically, this means that those clauses are selected that have “n” or “q” as the last character in
the “txt” feature in the etcbc database. This means also that clauses having “d” or “?” as the last
character will not be selected, since these classes are less well defined and less frequent than “n”
and “q”.



158 chapter 6

figure 6.4 Distribution of q-clauses classified as lbh for ebh and lbh books

6.4. Results

6.4.1. Results of the phrase level model

Preliminary exploration of the results

As already said, the predictions between different runs of the algorithm can vary
substantially due to variation between samples and the way the weights of themodel
are initialized. As examples, figures 6.4 and 6.5 (see next page) show the distribution of
predictions of the 200 times that themodel has been run for theq-clauses in the books
of Genesis, Samuel, and Esther. For Jonah, Ruth and Job all the predictions together
are plotted. There are far more predictions for these texts than for the test books from
the ebh and lbh subcorpora, because for every test book 200 predictions were made
on these texts. Figures 6.6 and 6.7 (see next pages) show similar distributions for the
same books for the n-clauses.

The histograms show that the distribution is more or less symmetrical around
the mean value, which is what one would expect. They also show that the number of
clauses classified as lbh can vary strongly within a book. For instance, in the case of
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figure 6.5 Distribution of q-clauses classified as lbh for books of uncertain date

figure 6.6 Distribution of n-clauses classified as lbh for ebh and lbh books
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figure 6.7 Distribution of n-clauses classified as lbh for books of uncertain date

the n-clauses in the book of Ruth, in somemodels fewer than 20 clauses are classified
as lbh, whereas in some models more than 100 clauses are classified as lbh. It is
this relatively large spread of the results whichmakes it necessary to work with an
ensemble of models.

The mean number of clauses classified as lbh are used for the analysis. An
important issue is whether this mean is stable enough. If the mean is calculated
on the basis of five models it is, of course, more stable than if it is calculated on the
basis of twomodels, but howmany are needed to make the predicted number really
stable? To explore the stability of the 200 models for each of the ebh and lbh test
books figures 6.8–6.11 (see the following pages) show the cumulative mean of the
predictions for the same books as in figures 6.4–6.7.

In these figures, themean number of clauses classified as lbh is shown after every
new prediction. After only a few runs of the model there are strong fluctuations in
the average prediction score, but after about 50 runs the average is more or less stable,
so 200 runs are clearly enough to produce a stable average.
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figure 6.8 Cumulative mean of predictions of q-clauses for ebh and lbh books
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figure 6.9 Cumulative mean of predictions of q-clauses for books of uncertain date
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figure 6.10 Cumulative mean of predictions of n clauses for ebh and lbh books
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figure 6.11 Cumulative mean of predictions of n clauses for books of uncertain date
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figure 6.12 Fraction of clauses classified as lbh (phrase level)

Analysis

In the previous explorations, the results were shown as the number of clauses in a
book that were classified as lbh by a model, but more important is the fraction of
the total amount of q and n clauses in a book classified as lbh that needs to be taken
into account. The expectation is that for both q and n clauses the lbh books have a
higher concentration of clauses classified as lbh. Figure 6.12 shows the results in a
scatterplot.

On the vertical axis fraction of q clauses classified as lbh are plotted and on the
horizontal axis these values for the n clauses. On both axes a value of 0.5 indicates
that on average 50% of the clauses is predicted in the lbh class and 50% has been
predicted in the ebh class. A value of 0 means that all clauses were classified as ebh
and a value of 1 indicates that all clauses were classified as lbh. Based on the literature
on linguistic variation in bh, one expects ebh books to be found in the lower left
corner and lbh books in the upper right corner.
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The first interesting thing to observe is that there is more variation on the n axis
than on the q axis. On the q axis, average values vary roughly between 0.4 and 0.6 and
on the n axis there is variation between 0.25 and 0.75. This means, that less variation
between ebh and lbh can be found in q clauses than in n clauses.

The ebh books behave more or less as expected. All ebh books can be found in
the lower left corner of the figure, whichmeans that they have a score lower than 0.5
on both axes.

On the n-axis, the books of Esther, Daniel, and Chronicles do not score higher
than 0.5, but the scores are higher than most of the ebh books. This means that
according to the present approach, most of the language of these books is not shared
with lbh, but with ebh. Having said that, the core lbh books behave as expected in
the sense that if they are considered as a group, they can be foundmore in the right
and upper part of the figure, although there is substantial variation between the lbh
books.

The higest lbh scores are found in Ezra and Nehemiah. One explanation for this
result is that Ezra, and to a lesser extentNehemiah, contain the highest concentration
of late language of all the books under consideration, but an alternative explanation
is that the language of these two books is relatively close together. This can be because
the language of these books is simply relatively late, but it is also possible that the
language is similar because these books are often regarded to be one book, Ezra-
Nehemiah.

What is the situation in the case of the texts of unknown date, Jonah, Ruth and
the prose tale of Job? If we want to classify these texts as ebh or lbh, we can use a
classifier, such as the straight line in figure 6.13 (see next page).

In the figure, the classifier is linear and it was drawnmanually. The texts right
of the line are similar to lbh, and everything left of it is similar to ebh. One
can also opt for a non-linear classifier, but with only a relatively small number
books as references, non-linear classifiers can easily lead to overfitting. In the given
situation, one does not need very sophisticated tools to see that on the n axis
Jonah, Ruth, and Job share most of their language with the ebh books, and that
on the q axis Jonah and Ruth score higher than 0.5, but Job scores particulary low
here.

A different way of looking at these results is by clustering the books. Figure 6.14
(see page 168) shows the results of k-means clustering. In k-means, one has to
specify the number of clusters, which is the k in k-means. Given the underlying
presupposition that the data can be divided in two groups, ebh and lbh, two clusters
are made.
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figure 6.13 Classifying texts of unknown date using a linear classifier

One cluster contains the books Genesis, Leviticus, Judges, Samuel, Jonah, Ruth, and
the prose tale of Job, and the other cluster contains the books of Exodus, Numbers,
Deuteronomy, Joshua, Kings, Esther, Daniel and Chronicles.

The clusters in the figure can be foundmore or less next to each other. They are
basedmainly on variation on the n-axis, which is as expected, because the variation
on this axis represents most of the variation in the dataset. The cluster on the left side
of the figure contains only ebh books and the three texts of unknown date, and the
right cluster contains all the lbh books and some ebh books.

The clusters showwhat was more or less clear from the previous observations: in
the first place there is no clear distinction between ebh and lbh. There is a tendency
in the data that the lbh books fall on one side of the figure and the ebh books fall on
the other side, but without any knowledge of the data, it would not be possible to
distinguish between ebh and lbh. In the second place, Jonah, Ruth, and the prose
tale of Job are grouped in the class containing only ebh books.
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figure 6.14 Cluster analysis of ebh and lbh books (phrase level)

6.4.2. Results of the word level model

The only difference between the word level analysis and the phrase level analysis
is that the clauses are represented as a sequence of parts of speech instead of as a
sequence of phrase types.

Figure 6.15 shows the scatterplot with the average predictions for running the
model 200 times for each of the ebh and lbh books.

The figure shows some similarities and some differences in comparison with
figure 6.12. As in the phrase level analysis, Ezra and Nehemiah are themain “outliers”
in the plot, where the rest of the ebh and lbh books stick relatively close together.
This is caused mainly by the low variation on the q-axis. All the books, with the
exception of Nehemiah, have a value between 0.25 and 0.35 on this axis. On the n-axis
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figure 6.15 Fraction of clauses classified as lbh (word level)

the results are similar to those in the phrase level model. Figure 6.16 (see next page)
shows the k-means clusters for the word level analysis, again, with two clusters. The
clusters are similar to those in the phrase level analysis in figure 6.14. The left cluster
contains the three texts of unknown date, the book of Daniel andmost of the ebh
books, and the right cluster contains the books of Numbers and Joshua and the other
lbh books. Some books in the “border region” of the cluster changed from one cluster
to the other, but these are only minor differences.

6.4.3. Classification of Hebrew and Aramaic clauses

It is clear that bh is a relatively uniform language: there is no sharp distinction
between ebh and lbh.Many clauses that can be found in ebh can also be found in
lbh, and this is also literally the case if one looks at clauses occurring in parallel texts
in Samuel/Kings and Chronicles. If one wants to classify separate clauses as ebh or
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figure 6.16 Cluster analysis of ebh and lbh (word level)

lbh it is to be expected that the correct classification score will not be much higher
than the random guess of 0.5. This can also be seen in the learning process of the
network. If the lstm network has to learn the difference between clauses in ebh
and lbh, it hardly learns anything. There is only a small decrease of the loss,8 and an
additional step, the ensemble approach, is needed to stabilize the results.

How do we know that such an approach actually works well? Does this method
produce clearer results if two distinct languages are chosen, instead of ebh and lbh?
In this section, the approach is applied to distinguishing bh from ba clauses. bh and
ba aremore distinct than ebh and lbh, so it is expected that the lstmmodel is able to

8 For an explanation of the concept of “loss” and other technical details related to neural networks,
see Appendix e.
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produce clearer andmore stable results than in sections 6.4.1 and 6.4.2. In the section
on variation between ebh and lbh, the prediction accuracy on the validation set was
hardly higher than 55%. The research in this section onHebrew and Aramaic shows
that if the languages that one wants to distinguish are more different, the prediction
accuracy becomesmuch higher. This givesmore confidence in this way of researching
linguistic variation.

If we want to distinguish bh from Aramaic, there are many Aramaic subcorpora
from which one can choose. In this research, the most obvious choice is to use the
Aramaic portions in the books of Daniel and Ezra, because they have been prepared
in a way that is identical to the Hebrew portions of the mt. A disadvantage is that
the total number of clauses in these Aramaic portions are limited.9 A second source
of imbalance is that the majority of Aramaic clauses in the mt are q clauses.10 With
such a limited number of n classes it is difficult to make a fair analysis based on this
amount, and that is why only q clauses are taken into account.

The Hebrew training samples consist of 765 q clauses from prose texts in books
other than Daniel and Ezra. The Aramaic training samples consist of 765 q clauses
from the Aramaic portions of Daniel and Ezra.

The structure of the network is a bit simpler than the network of the previous
sections.11 The model was trained 200 times, each time using a different random
sample from the data. This procedure was done for both the phrase level model and
the word level model as in the previous sections. The results are shown in figure 6.17
(see next page). The broad black bar in the boxplots show themedian values, these are
0.670 for the phrase level and 0.740 for the word level. The accuracy is clearly higher
than that of experiments in which q clauses in ebh and lbh were distinguished,
which was generally only slightly higher than 0.5, which can be seen in figure 6.18
(see next page).

Plot 6.19 (see page 173) shows an example of how the loss and accuracy develop
during the training process.

9 The total number of Aramaic clauses in the mt is 1293.
10 There are 976 q clauses, 86 n clauses, 1 d clause and 230 ? clauses. As previously done, a q clause is a

clause which has q as the last character in its value of the feature txt in the etcbc database. It must
be said, that in the etcbc database the transition from q to qn is better defined for Hebrew than
for Aramaic. What counts most here is that the prediction accuracy increases strongly if the two
languages are more distinct.

11 The script with specifications can be found here: https://github.com/MartijnNaaijer/phdthesis/
tree/master/Ch6_Sequence_analysis/classify_aramaic_hebrew.

https://github.com/MartijnNaaijer/phdthesis/tree/master/Ch6_Sequence_analysis/classify_aramaic_hebrew
https://github.com/MartijnNaaijer/phdthesis/tree/master/Ch6_Sequence_analysis/classify_aramaic_hebrew
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figure 6.17 Boxplots of predicted accuracies of the classification of Aramaic and
Hebrew clauses

figure 6.18 Accuracies of the classification of q clauses as ebh and lbh
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figure 6.19 Example of loss and accuracy for the phrase level model during
training

The loss decreases gradually towards a minimum, while the accuracy does the
opposite, it converges towards a maximum value. Also, the loss of the test set is
slightly higher during training than that of the training set, and the accuracy is a bit
lower than that of the training set, which is as it should be.

All in all, the experiment in which Aramaic and Hebrew clauses are classified pro-
duces good results. Even though Aramaic and Hebrew are closely related languages,
the model achieves median accuracies of 67% for the phrase level model and 74% for
the word level model. These results are clearly better than the results of the main
analysis in sections 6.4.1. and 6.4.2, but they show that thewhole approachworks well.
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6.5. Conclusions

In this chapter, variation between ebh and lbh was investigated using sequence
analysis on the levels of phrases and words. The data were split into q and n clauses
and each clause was represented as a sequence of phrase functions in the phrase level
analysis or as a sequence of parts of speech in the word level analysis. With such an
approach, the language is stripped completely of the content of a story, which makes
it easier to focus on syntax instead of on the lexicon. The data were analyzed using
an lstm network. With this network amodel was trained, which classifies clauses as
ebh or lbh.

In the search for linguistic variation between ebh and lbh, it is important to
control for other factors. In this analysis, only prose texts were selected, a distinction
was made between quoted speech and narrative, so the only variable of the main
variables of this project thatwas not taken into consideration ismain and subordinate
clauses. An extra split in the levels of this variable would make the samples small,
and the learning process of the model even less stable. For this reason, that split was
avoided here.

The analysis shows that it makes sense to distinguish between q and n clauses in
the analysis. There is less variation in q clauses than in n clauses in relation to the
problem at hand.

If the results of the lstm network of the phrase level analysis are clustered using
k-means with k = 2, there is one cluster containing exclusively ebh books and one
cluster containing lbh books, but the latter cluster also contains a number of ebh
books (Numbers, Deuteronomy, and Kings). Jonah, Ruth and the prose tale of Job are
clustered in the former cluster with the ebh books. In the cluster analysis of the word
level analysis, Jonah, Ruth, and the prose tale of Job are again clustered withmost of
the ebh books. Daniel can also be found in this cluster.

So, although most of the ebh books cluster together, and also the lbh books
cluster together, there are some books that fall more or less between the two groups,
and depending on details, they fall in one cluster or the other. There is some difference
between the phrase level and the word level results, but generally, they are similar.

What does this mean for the possible dating of the ebh and lbh books? It is
possible that the observed variation between ebh and lbh reflects a diachronic
development inbh. Fromthis perspective, Ezra andNehemiahoverall seemto contain
the latest language of all books. There is a possibility that in the analysis, the literary
relationships between these books caused an apparent increase of the concentration
of lbh. Generally, Daniel is considered to be the latest book in the Hebrew Bible, but
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this is not visible in the clusters. These results suggest that overall there is a tendency
that ebh books containmore ebh language and the lbh books containmore lbh
language, but there is no strict distinction, so whereas the traditional distinction
between ebh and lbh is visible, it is a distinction with fuzzy boundaries.

What seems to be clear is the status of Jonah, Ruth, and the prose tale of Job. On
the basis of the chosen features and approach, there is no other conclusion than that
they share most of their characteristics with ebh. What does this mean from the
perspective of linguistic dating? If it is accepted that books written in ebh are early,
it follows that these are early texts. However, there seem to be various historical,
literary, and theological reasons why these texts are exilic or early post-exilic. This can
mean two things. First, the texts were written in a time in which the change from
ebh to lbh had not taken place yet. Second, in the time that these texts were written,
there wasmore variation in literary Hebrew than is supposed by the chronological
model. In the case of these texts, the scholarly literature hints at relationships with
various other languages than just ebh and lbh, and it may be the case that these
relationships are stronger than those with lbh.

The validation of the approach by distinguishing Hebrew from Aramaic clauses
works well. As expected, the test accuracy is higher than in the case of the analysis of
ebh and lbh clauses.

Sequence models based on neural networks are a vibrant area of research in
the machine learning community, mainly because there are many scientific and
commercial applications for computers that understand natural language. The study
of bh can profit enormously from the advances made in this field. In this research,
sequence classification was used, but there are many other applications, for which
sequence modeling can play an interesting role. One example is the encoding of qh
texts for the etcbc database using sequence to sequence (seq2seq) models. Other
applications of seq2seq models could be in the study of ancient Bible translations.
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General discussion and conclusions

In the Syntactic Variation project and in this thesis, a range of new ideas, tools,
and techniques have been explored and applied, to be able to take new steps in the
investigation of the problem of syntactic variation in Classical Hebrew.

Open Science

The ideas of Open Science are making their way into Biblical Studies. In scientific
research, it is important that the results of a query can be published fully, to make
the whole process of scientific research transparent and reproducible. This is true not
only for the results, but especially for the data on which the results are based, in this
case the Hebrew texts (biblical and non-biblical) and their annotations.

Text-Fabric

The Syntactic Variation project, of which this research is part, is the first project in
which the Python package Text-Fabric was used consistently. The Hebrew Bible, as
encoded by the etcbc, was the first dataset in Text-Fabric format. So far, this is the
only Open Source text with annotations of the mt available in the field, and the
availability of these openly available data is essential for reproducible research and
large-scale study of linguistic variation.

The Syntactic Variation project alsomarks the start of the expansion of the etcbc
database with Hebrew texts other than the books of the mt. During the project, 1qs,
Pirqe Avot, Shirata and a number of Hebrew inscriptions were encoded. These texts,
together with 1qm, are available in Text-Fabric format in the package “extrabiblical”.

Multivariate analysis

In many studies on linguistic variation in bh, individual linguistic observations are
immediately related to the grand theories of Biblical Studiesm, like the conventional
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linguistic dating approach.Of course, everyone is aware that there aremultiple factors
influencing concrete linguistic structures, but generally, these have not been taken
into consideration together in a systematic way. In the Syntactic Variation project, we
have introducedmultivariate analysis into Biblical Studies.

Techniques

In this research, I have used a number of new techniques to study linguistic variation
in bh. My part in the Syntactic Variation project has been to treat clause structure.
A clause can have two types of predication, namely, either one having to do with
“being”, or one having to do with an activity or state expressed by the verb. These
two types behave syntactically differently. In chapter 4, a mixed model was used
to study the conditioning of the use of the verb היה in clauses with a subject and
predicate complement. Also, in chapter 4, Random Forest and Extreme Gradient
Boosting were used to investigate the difference between clauses with and without
שי and bipartite and tripartite clauses. From a statistical perspective, chapter 5 is

more explorative, treating double object clauses as an example of structures with a
verb expressing an activity or state. Finally, in chapter 6, a large-scale investigation
was done on the difference in clause structure between ebh and lbh, using an lstm
model. This is a specific kind of neural network, used for the analysis of sequences.
With its flexibility, it is able to extract the relevant features automatically from the
given sequences.

Inferential statistics vs predictive modeling

The techniques used in this research fall broadly into two categories. These are a
statistical approach in section 4.2 on היה clauses and verbless clauses, and predictive
modeling in sections 4.3 and 4.4 on clauses with and without שי and on bipartite and
tripartite clauses in chapter 6. How do these techniques relate to each other?

For section 4.2, a statistical approach is the most natural solution. Regression
analysis with book as random effect is used to find out how the use or non-use of היה

is conditioned. For each predictor in the model, the effect size and its significance
are obtained, and one also gets information about the explained variance (adjusted
r-squared) of the model.

For the research in setions 4.2 and 4.3, at first sight, a statistical approach would
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be the best fit. However, because of the low number of clauses in the smallest class,
clauses with שי or a tripartite clause, I decided to use a predictive model. This choice
has some disadvantages. First, the chosenmodels do not have a random effect. So, if,
for instance, the particle שי occurs with a high frequency in a specific poetic book, but
these cases are cluttered in one chapter, this high number is representative neither
of the book, nor of poetic books in general. Using amixedmodel helps to overcome
this problem in a natural way. Using predictive modeling with cross validation helps
to solve this problem partly, but not in such a smooth way as with amixedmodel.
Another disadvantage is that predictive modeling is an indirect way of studying this
problem. We want to know how certain linguistic phenomena are conditioned, and
this is done by predicting the value of the dependent variable. Variable importance is
used to get an impression of the influence of the independent variables, but it remains
an indirect approach. On the other hand, predictive modeling has advantages. If a
correct prediction is made, the model shows that it “understands” the data. One can
see directly that predictive modeling really works.

In chapter 6, predicting the language phase is the most natural solution for the
given problem. The question as to which class the language of a text or book, like
Jonah, the prose tale of Job, or Ruth belongs, is a classification problem. The same is
true for linguistic dating of biblical texts in general: there are two classes, ebh and
lbh, and the book of uncertain date needs to be classified to one of these two classes.
I have chosen to classify books on the basis of the classification of their clauses, but
one could make a different choice.

The dependent variable

If we look at the dependent variable, this research can be split in two groups. In the
first group are the sections in which the output variable is some linguistic feature.
These are chapter 4, on expressions of “to be”, and chapter 5 on verbal valence. The
other group consists of chapter 6, in which the dependent variable is the language
phase.

The first group, in which the dependent variable consists of linguistic features,
is used if one is interested in the conditioning of a particular linguistic feature. In
the present research, each of these features occurs frequently (hundreds of times) in
the corpus under investigation. This is necessary for the production of meaningful
results. However, different linguistic features can be conditioned in different ways.
In the present research, for instance, some features seem to occur mainly in quoted
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speech instead of narrative (the presence of שי ). A feature like the choice of the verb
( ןתנ or םיש ) in double object constructions does not seem to vary between different
discourse types, but there is variation between different books and redactional layers.
These results are significant, but if one is interested in how different ebh and lbh
are, it is better to look for a method like the one used in chapter 6, in which clauses
are classified as being more characteristic of ebh or lbh. With this approach one
gets a good impression of how different (or how similar) ebh and lbh are. On the
other hand, in chapter 6, little is learned about the structure of individual clauses,
which may be dissatisfying from the perspective of someone interested in linguistic
features. Overall, both approaches have pros and cons, and the choice for one of these
depends on the particular interest of the researcher.

A quantitative approach

What does a quantitative approach add to traditional philological research on
linguistic variation in bh? As is clear from previous research on linguistic variation
in bh, quantitative arguments often play a role one way or another, but it has hardly
been the central focus of research.

In chapter 4, a number of traditional hypotheses about themeaning and structure
of clauses was confirmed. A statistical test was used in section 4.2 to showwhether or
not the observations are based on coincidence. In traditional research, it ismuchmore
difficult to make this distinction. Also, the length of clauses and subjects of clauses
was shown to play a role in the choice of היה and שי . The latter findings are much
harder to study without a systematic quantitative approach for features occurring in
large numbers, but the approach used here makes clear what the relationships are.

In chapter 5, the distribution of ןתנ and םיש with double object constructions
shows various patterns. There is variation between genres, language phases, and
redactional layers, which was revealed by plotting the distribution of clauses. In
quantitative research, plotting of results is important, because a clear plot gives a
better intuitive understanding of the data than lists of numbers.

The approach used in chapter 6 makes it possible to investigate not only how
similar the language of books of uncertain date is to the ebh and lbh books, but
also how the ebh and lbh books relate to each other. This is an enormous advance
relative to the situation in which only two groups of ebh and lbh books are chosen,
and another text or book is dated on the basis of relationships with the lbh books.
In the traditional approach of linguistic dating, it occurs frequently, that rare and



general discussion and conclusions 181

idiosyncratic features are selected as being characteristic of lbh. In the analysis of
chapter 6, amajority of clauses are selected for the analysis and, of course, these clauses
contain rare features, but by studyingmany clauses, these rare features have a low
weight and influence the analysis only to the extent of their relative frequency.

In traditional linguistic dating, the extrabiblical evidence is used to show that
a linguistic feature is not only used by a specific author, but that it was used more
broadly in later phases of the language. Generally, the extrabiblical evidence is based
on the dss or Rabbinic texts, but sometimes extrabiblical evidence is found in the
Targums or other Aramaic literature. If the late feature is found at least once in
the extrabiblical literature, the criterion of extrabiblical attestation is satisfied. It
remains unclear, however, to what extent the late feature is used thoughout the
extrabiblical evidence. If an lbh feature is found in an Aramaic translation of the
Hebrew Bible, but it is absent from qh and rh, can one still say that the feature is
a sign of diachronic development, or is a different explanation more plausible? In
my opinion, in this case it might be better to look for an alternative explanantion
of the data. In a situation in which the full data are studied, and visualized with,
for instance, mosaic plots, it becomesmuch clearer whether there is real linguistic
development, based on an overview of all the data related to this feature in all the
available biblical and extrabiblical texts.

The statistical analysis of the use of היה in clauses with a subject and predicate
complement has shown various tendencies in the data. Some of these confirm the
traditional idea that this verb adds tam to the clause. These are, for instance, the
increased use of היה in main clauses, in clauses with a mother that is not a verbless
clause, and in clauses with a time phrase. היה is used less, if the clause contains a
question or interjection phrase, which occur relatively often in clauses in quoted
speech. In quoted speech in general, the use of היה does not differ significantly from
narrative texts. There is a significantly lower use of היה in poetry than in prose and
prophecy, perhaps because the role of time is smaller in poetry.

היה seems to be used to give structure to the clause, because longer clauses tend to
contain היה more often. Also, there is an increased use of היה in clauses in which the
predicate complement is a pp, which seems to confirm the idea that there is semantic
variation in the use of היה , indicating that היה has a broader function than only
adding tam.

The verb היה is used significantly more often in ebh than in lbh, in clauses
containing a subject and predicate complement. This lower frequency in lbh is not
visible in qh and rh, so lbh has a distinct position here.
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The present research confirms the interpretation that the particle שי puts
emphasis on the clause. The particle is relatively rare, but in contrast to clauses with a
similar structure (clauses with an indefinite subject and a pp predicate complement)
without the particle, it occurs predominantly in clauses in quoted speech sections.
In the analysis with XGBoost, quoted speech is the most important predictor for the
presence of שי . Of the different language phases, the particle occursmost often in rh,
which is generally associated with spoken language. Like in clauses with היה , longer
clauses tend to contain שי more often than do short clauses.

The research on the tripartite verbless clause suggests a non-copular interpre-
tation of the tripartite clause in bh. An important argument is that the structure is
relatively rare (fewer than 200 cases in the mt, which is only a small fraction of the
total amount of relevant data), onewould expectmore cases if it were used as a copula.
Another clear sign is that in the analysis using XGBoost, quoted speech is the most
important predictor for the use of the tripartite clause, also for a situation in which
the fronted subject is resumed and emphasized, quoted speech is the natural envi-
ronment. The secondmost important predictor for the tripartite clause is whether
the clause is an argument clause. Most of these are object clauses, occurring in quoted
speech.

It is theoretically possible that in quoted speech the pronoun functions as a copula,
and that the increased use of this copula in quoted speech shows something about
the difference between spoken and written Hebrew, but I prefer to use the simplest
explanation of the phenomenon. Resumption also occurs in constructions other than
tripartite clauses, so with this explanation no new grammatical category needs to be
invented or borrowed for bh.

Both clauses with שי and tripartite verbless clauses have a preference for longer
subjects. It is possible that שי or the pronoun gives structure to the clause, as was
suggested by Driver, in the case of the tripartite clause. On the other hand, especially
for clauses with שי , there is a relatively low amount of evidence, so conclusions should
be drawn carefully.

In chapter 4, it has become clear that there is a variety of factors influencing the
use of היה , שי , and the pronominal copula, and these factors have a varied background.
Also, studying these together in one analysis has shown the relative importance of
these factors.

In chapter 5, the variation in the distribution between ןתנ and םיש was studied
exploratively. The focus was on double object constructions with and without ,ל in
which the verbs have (more or less) the samemeaning, namely: “to make object_1 to
be object_2”. Double object constructions with ןתנ and םיש occur relatively often in
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theMajor Prophets: a high frequency with these constructions is to be found in the
books of Isaiah, Jeremiah, and Ezekiel. There does not seem to bemuch variation in
the frequency of double object constructions between themain levels of the discourse
environment (n and q), and betweenmain and subordinate clauses.

Within the prophetic books, there is substantial variation of the preference for one
of the verbs. In the book of Isaiah, there is a preference for using םיש , whereas Ezekiel
has a strong preference for using ןתנ . In the poetic books, the Psalms have an equal
use of both verbs, but Job and the Song of Songs prefer םיש . Between the prose books,
there is substantial variation in the preference for one of the two alternative verbs.
Double object constructions with these verbs are nearly absent in the lbh books of
Esther, Daniel, Ezra, andNehemia, but it is common in the book of Chronicles, which
has a strong preference for the use of ןתנ . This is not only reflected in the absolute
frequencies of ןתנ and םיש in double object constructions (15 times with ןתנ and once
with םיש ), but also in parallel passages. In various parallels, Chronicles uses the verb
ןתנ , where the parallel uses a different verb (e.g., םיש ) or a different construction with

the same verb.
In the Pentateuch, on the other hand, most books have amixed profile. Deuteron-

omy has a strong preference for using ןתנ , and the same is true for the p source. j
and e, however, have a preference for using םיש . The Former Prophets have a mixed
profile. Samuel has a preference for םיש , but Kings prefers ןתנ .

A much rarer construction is formed by ןתנ and םיש with double object, in which
the second object is introduced by .כ The meaning of the clause is “to make object_1
like object_2”. Although it is rare or absent in most books, the distribution of ןתנ

and םיש with this construction follows the same patterns as the other double object
constructions.

Thus, even though the verbs ןתנ and םיש are synonyms in double object construc-
tions, they are not distributed evenly throughout the Hebrew Bible. Various texts
and books have a strong preference for one of the two verbs. The most notable are the
assumed sources of the Pentateuch and the book of Chronicles. On the basis of the
evidence in the mt, one can conclude that different texts with different backgrounds
used a different verb, but it is possible that one verb does not necessarily relate to one
specific background. If it is accepted that p is exilic/post-exilic, it is possible that the
use of ןתנ with double object constructions is characteristic of post-exilic Hebrew,
because it is used predominantly in Ezekiel, and nearly exclusively in Chronicles.

Linguistic dating is a discipline for which predictive modeling offers a natural
solution. A model is trained on features from two subcorpora, ebh and lbh, and
predictions are made on unseen data, a text of unknown date, to find out whether
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the text’s language is more similar to ebh or lbh. In chapter 6, this approach was
used to find out what the linguistic relationships are between the separate ebh and
lbh books and the relationships between those books and the books of Jonah, Ruth,
and the prose tale of Job. The results are compared with the results of traditional
linguistic dating.

In this research, an lstmmodel was used to classify clauses from Jonah, the prose
tale of Job, and Ruth. With the lstm network, it is possible to model sequence data.
Modeling sequences without the need to extract specific features from them is an
important step forward in languagemodeling, because lstmmodels are able to detect
long term dependencies.

Two analyses were done, one on the phrase level, in which clauses are represented
as sequences of phrase functions. The other analysis is done on the word level,
in which clauses are represented as sequences of parts of speech. Generally, the
traditional distinction between ebh and lbh is visible in this analysis. If the data
are grouped in 2 clusters, one cluster contains mainly the ebh books, whereas the
other cluster contains most of the lbh books, but there are some ebh and lbh
books falling “between the clusters”, indicating that there is no sharp distinction
between ebh and lbh. This is an important result, because it confirms the traditional
distinction between ebh and lbh. On the other hand, it shows that it is difficult to
classify the books of undisputed date in the cluster in which they are supposed to
belong. Also, results may vary slightly if other features are chosen as input for the
model.

In some studies on linguistic dating, Jonah, the prose tale of Job, and Ruth are
considered to be written in lbh. This is based on research in which distinct features
are selected that are considered to be typical of lbh. This traditional approach has
various difficulties attached to it, such as the weight that needs to be given to each of
the features. This and various other problems are solved automatically by the lstm
network. Features contribute to themodel as far as they contribute to its predictive
power. The result of the analysis is that the clause structure of Job, the prose tale of
Job, and Ruth is basically that of ebh. Of course, this is based on the way clauses were
represented in the analysis, as sequence of phrase functions and as sequence of parts
of speech, but this kind of analysis can be extended easily, depending on one’s own
preferences for features.

How can these results be explained in the light of the traditional linguistic
dating approach? In traditional research, a number of features are selected that link
a text with the core lbh books. However, as was shown in chapter 2 in the example
about Second and Third Isaiah, it is not always clear how features are selected and
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to what extent late features are representative of lbh in general. With a large-scale
quantitative approach, in whichmany features are taken into account and weighed,
this problem is avoided. Linguistic dating is not only based on the idea that texts
share linguistic characteristics, but there is a range of assumptions underlying it.
There is no clear empirical evidence that linguistic dating of biblical texts works,
whichmake it a method without any validation. Inmy opinion, it is more fruitful
to analyze linguistic variation from amore descriptive perspective. It is not unlikely
that a multidisciplinary approach, in which linguistic, literary and textual history
are taken into account may lead to more insight into the linguistic history of Biblical
Hebrew.

This research has shown that linguistic variation in bh has a varied background,
being partly literary, partly linguistic, and partly historical. There is variation in the
use of היה between different genres. Also, double object constructions with the verbs
ןתנ and םיש are relatively frequent in prophecy, especially in the Major Prophets, and

various books and redactional layers have a preference for one of the verbs with a
double object construction.

A substantial part of the variation studied in this research has a linguistic
background. שי and the tripartite verbless clause add emphasis, היה adds tam, the
length of a clause and also the length of the subject of a clause influence the use
of היה , שי , and the tripartite verbless clause. Also, there is a clear difference in the
use of שי and the tripartite verbless clause between narrative and quoted speech.
In chapter 6, it was shown that clauses in quoted speech are more homogeneous in
variation between ebh and lbh than clauses in narrative.

Finally, part of the background of the variation studied in this research is
historical. In chapter 6, it was shown that there is variation between ebh and lbh,
although this variation is not so strong that it is possible to draw a clear border
between them. Also, it seems that ןתנ with a double object construction is preferred
in late literature.

Recommendations for further research

First and foremost, an important step would be made if more Hebrew texts are
included in the research. Encoding texts in the etcbc format is laborious, and time
consuming. Machine learning can likely contribute to encoding texts automatically.

In section 4.2, only clauses with a subject and a predicate complement were
studied. This is a substantial number of clauses, but it would be interesting to study
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the use of היה more broadly. It was suggested already that the lower use of היה in
lbh might be related to a shift in its usage. This could be an increased use of the
periphrastic construction, which can be investigated by expanding the dataset with
different constructions of clauses with היה , and redoing the analysis with the focus
on the variation in its use.

There are variousways inwhich the researchonverbal valence canbe extended.On
the one hand, extrabiblical texts can shed light on possible diachronic development of
these constructions. This research has shown that books can have strongly differing
preferences for one of the verbs, and a full study of the the Dead Sea Scrolls and
Rabbinic textsmay showwhether this variation is also visible in post-biblicalHebrew,
or that situation in lbh, in which ןתנ is used nearly exclusively, is extended to post-
biblical Hebrew.

A second interesting thing is related to the semantics of the verbs ןתנ and םיש in
double object constructions. It is clear that often these verbs have (more or less) the
samemeaning, but there are also expressions in which only one of the two verbs are
used, or in which the second object is (nearly) always introduced by .ל The question
arises as towhat extent the verbs ןתנ and םיש are interchangeable, and the same it true
for the structure of the second object. A more thorough investigation of the semantic
content of the clauses with ןתנ and םיש and a double object constructionmay lead
to a better understaning of the semantic similarities and differences between these
verbs, and between the difference valence patterns of these verbs.

In this research, the main focus of was on studying ןתנ as alternative of םיש

in double object constructions. There are various other constructions that are
semantically similar to those studied here. For instance, in 1Kgs 10:9 the verb םיש

is used with double object ( ךלמל ךמישיו , “He has made you king”). Instead of only
looking at alternative double object constructions, it could be fruitful to take into
account in this case the hiphil of the verb ךלמ . Thiswould on the one hand complicate
the research, because there might be many semantic alternatives. On the other hand,
it would make it possible to do some large-scale analysis, because the size of the
dataset would increase substantially.

The study of verbal valence is a complex topic, and one could easily fill a whole
thesis with a specific group of verbs. One complex group of verbs which has been
studied a lot are the verbs of movement. Many variables seem to play a role in the
choice of preposition introducing the accompanying locative, and it is worthwile
doing such an investigation with more advanced statistical tools than has been done
so far, especially because there is a large number of relevant clauses in biblical and
extrabiblical Hebew texts.
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There are observations in this analysis supporting the diachronicmodel, but there
are also observations that do not fully support it. The question is, then, how to proceed
further? Extra-biblical texts may givemuchmore evidence for possible diachronic
development of bh in such an analysis. The addition of dss and Rabbinic texts may
showmore clearly whether the variation between ebh and lbh is more likely to be
diachronic or stylistic, or a combination of these. The use of substantial amounts of
extra-biblical texts would require refining themethodology, because a split in just
ebh and lbh does not do justice to the nature of the data.

In the present analysis, especially in chapter 6, much linguistic detail was lost
by the choice of features (phrase functions and parts of speech). However, there
is nothing against including other features, like lexemes. Also, one could include
information about the relationships between clauses, such as information onmain
and subordinate clauses.

There is a rapid development of newmachine learning techniques. It is possible to
makemulti-input lstmmodels, in which various sequences are combined as input
in onemodel. In such amodel, one could, for instance, make a combined word level
and phrase level model. Also, it is possible to use completely different algorithms, for
instance, based on Convolutional Neural Networks.

In this research, the focus was on syntactic features, but quantitative research is
not restricted to syntax. Recent developments make it possible to study semantics
based on the distribution of words and the structure of clauses.Most of the techniques
used for this kind of research require a large amount of data, but I expect that new
techniques will become available with which it is possible to study semantics based
on smaller corpora.

An important factor for the success of new techniques is that members of a
research community simply start using them, and adapt them for their own research
questions. I have always sensed that the distinction between different areas of
research, like the humanities and sciences, is rather artificial. Science is science, and
the study of linguistic variation in bh can profit greatly from advancesmade in recent
years in statistics and data science. So far, only a few scholars have tried to integrate
these fields, but the infrastructure offered by Text-Fabric makes it much easier. This
open source Python package, combined with the analytical capacities of languages
like Python and r, can give the field a serious boost.
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Uncertainty and confidence intervals

In several places in this research, the confidence interval played an important role, and
it is crucial for understanding classical statistics. In order to get a better feel for how
the confidence interval works, a simulation of random samples is made, to calculate
the confidence intervals of the sample mean.

If the value of a certain parameter of interest of a population is estimated on the
basis of a sample from that population, the estimationwill often not be exactly that of
the true value of the parameter of the whole population, because the samples are only
partially representative of the population, and there is a certain natural fluctuation
between the samples. The question is, how close a certain estimate is to the true
value of a parameter. One way to deal with this problem is to calculate the confidence
interval around an estimate. Intuitively, it is clear that a large sample from a certain
population gives a more reliable estimate than a small one, but how much more
reliable is the estimate when the sample grows?

The confidence interval is used to give an indication of the probability of finding
the true population value given a sample. A confidence interval is always associated
with a certain probability. A 95% confidence interval indicates that if one samples
100 times, the true population value falls within the interval 95 times on aver-
age.

Simulating the confidence interval for a normally distributed variable

To illustrate how this works in practice, a simulation is done in which an estimate
is made of a parameter of which the true population value is known. From a stan-
dard normal distribution (mean = 0 and standard deviation = 1) random samples of
size 100 are generated and the confidence interval around the mean of the sam-
ple is calculated and this procedure is repeated 100 times. This interval gives an
indication of the range in which the true mean can be found. Figure a1 shows the
results.1

1 The scripts for the simulations inAppendix a canbe foundhere: https://github.com/MartijnNaaijer/
phdthesis/blob/master/Appendices/AppendixA.R.

https://github.com/MartijnNaaijer/phdthesis/blob/master/Appendices/AppendixA.R
https://github.com/MartijnNaaijer/phdthesis/blob/master/Appendices/AppendixA.R
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figure a1 Simulation of 100 95% confidence intervals of the mean of standard normal distribution (n = 100)

The vertical line indicates the true population mean of 0, and every horizontal
line is the confidence interval of one sample. The red lines show those cases in which
the truemean does not lie within the confidence interval. In this experiment, there
are 6 red lines. The confidence interval which was calculated here is the so called 95%
confidence interval.

Of course the size of the 95% confidence interval canbedetermined experimentally
by sampling randomly very often from a population, but if the distribution of the
parameter is known, such as in the previous example, it can also be calculated with
the following formula:

x̄ ± z*(σ/√n)

Here x̄ is the estimatedmean of the sample, and σ/√n is the so called standard error
(se), which is a sample property. σ is the standard deviation of the population (if this
is unknown, it can be estimated with s, the standard deviation of the sample), and n
is the population size. z is the point on the standard normal distribuation that the
probability of observing a value smaller than z is 95%, in the case of a 95% confidence
interval. Then z ~ 1.96. If the sample size increases, the standard error decreases and the
confidence interval becomes narrower. There are similar formula’s for the confidence
interval of other probability distributions.
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figure a2 Simulation of 100 95% confidence intervals of the mean of standard normal distribution (n =
1,000)

figure a3 Simulation of 100 99% confidence intervals of the mean of standard normal distribution (n =
1,000)
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So, a more precise estimate of the population value can be made when larger
samples are used. Figure a2 shows what happens if samples of 1,000 individual
observations are used. There is a drastic decrease of the size of the confidence intervals
(they are reduced by a factor of √10).

One could think that it is better to take a 99% confidence interval instead of a 95%
confidence interval. This means that in 99% of all confidence intervals the true mean
is included in the interval. Figure a3 shows the results of this choice. The figure shows
indeed that there are more confidence intervals that include the true mean, but it
comes at a cost: the intervals are wider, so the individual estimates are less precise.



appendix b

Regression analysis

Regression analysis is a family of statistical techniques, with which the relationships
between variables in a dataset are analyzed. In its most basic form, simple linear
regression, there is one independent variable (also called input variable or predictor)
and one dependent variable (also called output or response variable). In simple linear
regression, the variables have continuous, numeric values. If one wants to know the
relationship betweenmore continuous predictors and a continuous response variable,
multiple linear regression is used. In corpus linguistics, at least in the case of the
study of Biblical Hebrew, most variables are not numerical and continuous, but if
they are numerical, they are often count variables. This research deals mostly with
categorical variables. Categorical variables generally have a limited number of values,
and those values do not have a natural order.

If the response variable is a count variable, in general Poisson orNegative Binomial
regression is used, and if the output variable has two values logistic regression is used.
If a categorical response hasmore outcomes one can resort tomultinomial regression.

Simple linear regression

Simple linear regression is an important basic technique, and various more com-
plicated models are extensions of linear regression. With simple linear regression
one analyzes the relationship between one continuous predictor and a continuous
outcome variable.

Figure b1 shows a scatterplot of a simulated dataset. Intuitively, it is clear that
there is a positive correlation between the variables x and y.

In linear regression this association is describedmathematically as:

y ~ β0 + β1x + ε

This is the linearmodel, which assumes that the relationship between x and y follows
a straight line. β0 is the intercept of themodel. This is where the line crosses the y-
axis. β1 is the slope of the model. This is the steepness of the line. ε is the so-called
error term. β0 and β1 are the parameters that describe the data as good as possible,
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figure b1 Visualization of simulated dataset with continuous variables x and y

assuming that the relationship between x and y is linear. Howwell themodel fits the
data is generally measured using ordinary least squares (ols). The model describes
the data with a straight line, but most (or all) of the datapoints do not fall exactly on
that line. The distance of an observation to the line is called a residual. See figure b2,
which shows the same data as figure b1, but now the linear model is added and the
residuals are shown as blue line segments.

The ith residual is the distance of the observation yi to the value predicted by the
model ŷ. This is ei = yi - ŷ, in which e is the error. The Residual Sum of Squares (rss) is
defined as:

rss = (e1)2 + (e2)2 + … + (en)2,

in which n is the number of observations. The errors are squared, to make all values
positive. If thiswould not be done, the rsswould be 0, because the sumof the negative
errors is equal to the sum of the positive errors. Using ordinary least squares the goal
is to choose such values of β0 and β1, that the rss is as small as possible. In this case,
the model is as close to the data as possible.

There can be a relationship between the variables, but if the noise is strong, the
relationship can be invisible. How is it decided the relationship between the variables
evaluated in the presence of noisy data? In linear regression, the basic hypothesis is
that the model parameters are 0. This is the null-hypothesis. If the null-hypothesis is
true, there is no relationship between the data. This null-hyposthesis can be rejected
by calculating the so-called p-value. The p-value is the probability of obtaining the
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figure b2 Linear regression model with residuals

observed results, if the null-hypothesis is true. Using a statistical test one can reject
this null-hypothesis if p is smaller than a chosen value. In this research, this value,
often called α, is 0.05. So, if this probability p is smaller than 5%, we think that p is
small enough to reject the null-hyposthesis. On average, in 95% of the cases this is
correct, but in 5% of the cases this is the wrong decision. If p is smaller than 0.05 it is
said that there is a statistically significant effect.

It is important to distinguish between statistical significance and practical
significance (or relevance). The statistical significance, represented by p, indicates
whether or not the effect is based on coincidence or not, but it says nothing about the
size of the effect. If the effect is statistically significant, but the effect size is very small,
one can say that the effect is not coincidence, but at the same time, it has no practical
significance, because there is hardly any variation in the value of the output variable
if the value of the significant predictor varies. This (lack of) practical significance is
something what a researcher should judge on the basis of his or her knowledge of the
field.

The dataset shown in figures b1 and b2, on which these estimates are based have
the true values of β0 = 0 and β1 = 2, and the estimated values of the model are β0 = 0.85
(p = 0.7) and β1 = 2.01 (p < 0.001). The p value for the estimate of β0 is higher than 0.05,
whichmeans that the null-hypothesis that β0 is equal to 0 cannot be rejected. The p-
value for the estimate of β1 is smaller than 0.05, whichmeans that the effect of the
predictor x on the output y is statistically significant. The estimated values of the
parameters deviate a bit from the true values. An important question is how close
estimated values of parameters are to the true values. For the given simulated dataset,
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the true values are known, but in general this is not the case. An indication of the
amount of uncertainty of an estimated parameter can be given by calculating the
confidence interval of that parameter, as described in Appendix a.

Logistic regression

In the case of a qualitative response variable, linear regression is not the best choice. In
the first place, qualitative variables often do not have a natural order as is the case in
quantitative variables. Also, if an output variable is qualitative, we want to estimate
the proportion (or some transformation of the proportion) of the different outcomes.
This proportion should always be between 0 and 1, but in linear regression there is no
way to limit predicted values.

This is donewith logistic regression. Logistic regression functions similar to linear
regression (estimation and significance of parameters), but there is an important
difference, which is that the estimated parameters are strictly bounded between 0 and
1. To achieve this, the logit-link function is used. This logit is the natural logarithm
of the odds of the estimated parameter.1

The logistic model looks as follows:

log(p(x)/1-p(x)) = β0 + β1x

The right side of this formula is identical to the that of the linearmodel, the left hand
side shows the logit transformation. p(x) is the estimated probability of a value of the
dependent variable. The value of p(x) can be calculated with the following formula:

p(x) = eβ0 + β1*x/ (1 + eβ0 + β1*x)

This formula can be used if there is only one continuous independent variable, which
is x. Basically, themodel described here is still a linearmodel, but it has amore general
use. Therefore, it is called a Generalized Linear Model (glm).

An example of data that can be modeled with logistic regression is given in figure
b3.

1 I do not delve into the details of the logit-link function and its alternatives, like the probit, but
more information can be found in James et al. (2009: 131–134).
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figure b3 Number of hours of study and the probability of passing an exam

In this figure, of 40 simulated students, one can see the result of an exam (0 = fail,
1= pass) on the y-axis and the number of hours that a student has studied on the x-
axis. The first impression of the plot is that a higher number of hours of study leads
to more success. These data can bemodeled with a linear model, which is shown in
figure b4 (next page, left).

The line in the left figure can be interpreted as the probability of passing the
exam. This interpretation creates a problem if the number of hours is lower than
15 or higher than 30, because than the probability is lower than zero or higher than
1, which is not possible. This problem is solved by using a logistic model, which is
plotted on the right side of figure b4. Here the distribution of the raw data is shown
as a histogram. The red curve never crosses y = 0 or y = 1, so now the curve can be
interpreted properly as the probability of passing the exam. The number of hours
where the red curve and the horizontal line on probability = 0.5 cross is the number
of hours that a student needs to study on average to have a probability of 50% to pass
the exam.

The discrete case

In the example above, the independent variable is numeric and continuous. The
situation changes if the independent variable is discrete. This situation is relevant for
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figure b4 Modeling study success with a linear model (left) and a logistic model (right)

this research, because the dependent variables are generally categorical. The values
of a categorical variable are called its levels, and the purpose of the analysis is to get
an estimate of the difference of the probability of the different levels to be able to
decide whether or not the null hypothesis, which states that there is no difference
between the levels, should be rejected. In a logistic regressionmodelwith a categorical
independent variable, there is one level defined as the base level, and the other levels
are compared with this base level.

Suppose the independent variable x has two values: n and q. In that case, the
model would become:

logit(p(n)) = β0 if x = n

and

logit(p(q)) = β0 + β1 if x = q

Here, n is the base level, whichmeans that it represents the level of the intercept (β0),
to which the value of β1 should be added if one wants to know the logit of p(q). If one
works with a categorical variable with three values (suppose these are n, q and d,
again, n is the base level), there would still be an intercept (the base level n) and two
extra parameters corresponding to the other two levels. In that case, the one would
have:
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figure b5 Logistic model of the effect of the presence of certain phrase types on the clause type (verbless clause
or היה clause)

logit(p(q)) = β0 + β1

logit(p(d)) = β0 + β2

in which β1 is the parameter for the value q and β2 is the parameter for the value d.
Note that in both cases, the model describes the difference between the value (q or
d), and the base level (n). An example is given in Figure b5, which is borrowed from
section 4.2 in the thesis.

In this figure, the value on the y-axis indicates the absence or presence (respectively
0 or 1) of a phrase with the specified phrase type in a clause. The dots in the figure
indicate the logit value of the dependent variable (clause type). The line segments
around the dots are the confidence intervals. If the confidence intervals do not overlap,
the difference is statistically significant. If they do overlap, it is still possible that the
values differ significantly, but that can only be concluded by doing a statistical test.

Mixedmodels

The logistic model as described above presupposes that the observations are indepen-
dent of each other. This presupposition is violated in our research, because the textual
data are so-called clustered data. In this case, the data are not collected in independent
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samples, but they are taken repeatedly from the same environment. Concretely this
means, that in the case of clause analysis, two consecutive clauses in a biblical book
have a higher probability of sharing characteristics, because they are sampled from
the same book, which is the violation of the assumption of independence. This can be
avoided by sampling only one clause per book, but this would result in a very small
dataset.

A consequence of this clustering of data is that specific characteristics of that
individual book are interpreted as a characteristic of some broader group of books.
In that case, it is overlooked that the book under consideration is only a single case
with its own idiosyncrasies. For example, some linguistic features of Biblical Hebrew
of which it is sometimes thought that they are characteristic of lbh, occur only in
one or two books.2 Therefore, it is better to say that these features are characteristic
of these books instead of lbh in general. A way to solve this problem is to use mixed
models. In a mixedmodel, one distinguishes between fixed and random effects. Fixed
effects are those effects of which the levels exhaust the available levels (for instance,
poetry, prose, and prophecy as themain genres in the Hebrew Bible), while in the case
of random effects there is only a sample of all the available levels. Themost important
random effect in this research are the biblical books.3

Taking into account fixed and random effects, generally leads to increased p-
values in the model, while the effects generally stay the same, if it is compared with
an ordinary linear or generalized linear model.

Generalized Additive Models (gam) and
Generalized Additive MixedModels (gamm)

An important disadvantage of linear regression is that it is not flexible enough
to model non-linear relationships between variables properly. This problem can
be solved by using polynomials or other parametric functions. A disadvantage of
using predefined parametric functions is that they may lead to rather complicated
relationships between the predictors and the target variable.4 A way to solve this

2 The issue of idiosyncratic features in lbh is discussed in Rezetko and Naaijer (2016 a and b).
3 Instructive examples of mixed effects models in linguistics are given by Baayen (2008: ch. 7), and

Levshina (2015: 192–196).
4 Wood (2017: 142–147) shows an example of such a complicated model with polynomials and

interactions.
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problem is to use a Generalized Additive Model (or gam). With gams it is possible
to model non-linear effects in a way that does not need to be defined in advance. A
logistic gam is represented as follows:

log(p(x) / 1-p(x)) = α + f1(x1) + … + fp(xp)

in which p(x) = probability of y = 1 given the predictors.
Thegamhasmore or less the same structure as a glm. The x’s are the independent

variables and the fp’s are unspecified smoother functions (Hastie and Tibshirani 2009:
295–296; James et al. 2013: 286–287). Because these smoothing functions arenot specified
in advance, it is possible to create models with wiggly relationships. Of course, with
varying degrees of wigglyness there is the danger of overfitting, but an optimal degree
of flexibility between overfitting and underfitting is created by cross-validation. In
the formula above, all independent variables are smoothed, but in practice, this is not
necessary. One can us smoothers for only one or a few predictors, and it is also possible
that the different levels of a categorical predictor each get their own smoother (Hastie
and Tibshirani 2009: 297). In r, there are different options to control the smoothing.5

An example of a dataset in which a gam is useful is given in the following figures.
Figure b6 shows a simulated dataset based on a third order polynomial with some
noise added.

A linear model based on this dataset (figure b7, next page, left) clearly does not fit
the data well, so another kind of model has to be looked for. Of course, it is possible to
work with a polynomial fit, but if the curve is the random effect of the model, and
each individual can have a different kind of curve, than finding the right curve for
each individual can be complicated. A better alternative is to model the data with a
gam (figure b7, next page, right). In the figure, the 95% confidence interval is indicated
with dashed lines. Themodel is fitted easily with the code gam(y ~ s(x)), in which the
function s() indicates that the variable x is smoothed.

In this research, numeric predictors are rare, so in general it is not obvious that
smoothers are used. However, the smoothers can also be used to distinguish between
fixed and random effects. With this use, the Generalized Additive Model has become

5 In the mgcv package (See Wood 2017 for explanation and examples), the gam function has the
smoothing functions s(), te() and ti(). Further parameters in these functions are k for the number
of knots, d is for specifying the scale of interacting variables and bs is for specyfing the type of
underlying base functions. For s() the default is thin plate regression spline, for te() and ti() the
default is cubic regression spline.
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figure b6 Simulated data with a non-linear structure

figure b7 Data with a non-linear relationship modeled with a linear model and a gam

a Generalized Additive MixedModel (gamm). The data in this research are clustered
in books, which violates the independence assumption of the glm. The data are
not just clustered within books, they are also found in a time series, if a biblical
book is considered as a time series of clauses. This may cause autocorrelation of the
residuals. In this research, a random smoother is used over the variable time for
each separate book under investigation. This random smoother includes a random
slope and random intercept and in the models the trend of the outcome variable
throughout the books. A further advantage of the use of the gamm is often a reduced
autocorrelation of the residuals (Baayen et al. 2016).
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Cross validation and the roc curve

An often-recurring problem inmachine learning is overfitting. Overfitting occurs if
a model fits a dataset on which it was trained very well, but unknowingly, it models
not only the underlying patterns in the data, but also its idiosyncrasies. The result
may be that if predictions are made on new data, the accuracy is much lower than
in the case of predictions on the training dataset. In this case the model does not
generalize well to unseen data. A goodmodel does not only fit the data well on which
it was trained, but it can also be generalized to other, unseen data. In order to avoid
“modeling” these idiosyncrasies, it is necessary to see howwell the model fits unseen
or ‘new’ data. This can be done by validation of the model, which is done by splitting
the data in two parts before training in a training set and a test set. In general, the
training set consists of about 80% of the data, but a different choice can be made.
The model is trained on the training set and with the model predictions are made on
both the training set and the test set. Ideally, the accuracy of the predictions on both
sets is more or less equal, but if the accuracy on the train set is much higher, there is
overfitting and one should improve the model somehow.

In this research, k-fold cross validation is used. The k generally stands for five or
ten, but in principle it can stand for any number larger than one. In the case of five-
fold cross validation, the dataset is split in five parts. The model is trained on four
parts, after which the model is tested on the fifth part. This procedure is repeated five
times, each time with a different part of the data as test set. With this approach, all
the observations are used in a test set in one of the five folds. Figure c1 shows five-fold
cross validation.

A special case of k-fold cross validation is Leave OneOut Cross Validation (loocv).
In loocv there are as many folds as there are observations in the dataset. In every
fold, one observation is used as test dataset. An advantage of loocv is that in every
fold nearly all the data can be used for training, a disadvantage is that if the number
of observations is large, training all the models can take a long time.
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figure c1 Five-fold Cross Validation

The roc curve

TheReceiverOperatingCharacteristic (roc) curve is away to evaluate theperformance
of a predictive model visually. It is used for datasets with a binary output variable.
One value is defined as positive, the other is negative. The goal of a predictive model
is to predict with a high accuracy on unseen data, but this can be evaluated in
various ways. Often, the positive value occurs in a low frequency relative to the
negative value, as is often the case in diagnosing diseases. In this case, it can be
important to focus on the cases that are predicted as positive. The True Positive Rate
(tpr) is the fraction of the positives in the test set that are classified correctly. The
tpr is also called the sensitivity. The False Positive Rate is defined as 1 minus the
specificity. The specificity is the fraction of negatives that are classified as negative.
Figure c2 shows an example of a roc curve. It consists of a plot in which the tpr is
plotted on the y-axis against the fpr on the x-axis, for various values of the cut-off
value.

A model which classifies all cases in the test set perfectly has a curve whichmoves
from the lower left corner via the upper left corner to the upper right corner. A model
which classifies randomly goes from the lower left corner to the upper right corner on
the diagonal line in the figure. Such amodel has no predictive power. Thismeans that
one wants to train a model in such a way, that the roc curve is as high as possible in
the figure.
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figure c2 Example of a roc curve
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Tree-basedmodels

Decision Trees

RandomForest is a technique for regression and classification based on a decision tree.
A decision tree is a supervised learning technique in which a dataset is split in subsets
iteratively. These splits take place in such a way that the subsets are as homogeneous
as possible in relation to the dependent variable. For example, one canmake a spam
detector (a favorite example in tutorials). There is a labeled dataset containing 1,000
emails, of which 500 are spam and 500 are ham. Whether an email is spam or ham
is the dependent variable. There are several characteristics of an email that make it
more likely to be spam. Three of these characteristics (the independent variables) are
the presence of suspicious words, an unknown sender or the presence of images in
the email. All the emails are classified according to these three variables and the result
is as follows:

table d1 A spam/ham dataset

Suspicious words Unknown sender Contains images
Yes No Yes No Yes No

Spam 500 0 400 100 250 250
Ham 0 500 200 300 250 250

In this dataset, it is clear that the best predictor of spam is the presence of suspicious
words in an email, because if the email contains suspicious words, one can be sure
that the email is spam. If an email contains images, there is a 50% chance that it is
spam and 50% chance that it is ham, so this predictor does not provide any useful
information about the dependent variable. If the sender is unknown there is a chance
of 2/3 that the email is spam (400 / 400+200), and if the sender is known, there is only
a chance of 0.25 that the email is spam, so this is also a relatively good predictor.1

1 For information-based learning and tree models, see also Kelleher et al. (2015), chapter 4.
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figure d1 A tree-based split of spam and ham

In this simple example, it is clear that the best question one can ask, if one wants
to knowwhether an email is spam is: Does the email contain suspiciouswords? Often,
the criterion with the best predictive value does not split the dataset perfectly, so
it may be useful to ask more questions of the dataset, starting with the question
that gives the best split first, then following with the question that gives the next
best split and so on. In the case of the spam/ham dataset, this could look as follows.
Suppose that the variable suspicious words does not give a perfect split, we could get
the following structure, see figure d1 on the next page. The figure shows that a nearly
perfect split is reached after two consecutive questions. This is exactly what happens
in the decision tree.

Mathematical background

Intuitively, it is immediately clear that the criterion of suspicious words works better
to split the dataset in spam and ham, but how does this work mathematically? In
information theory, the notion of cross-entropy is used to describe the impurity of
elements in a set. Cross-entropy is defined as:

H[p] = −
k

∑
i=1

pi log pi
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figure d2 Binary cross-entropy

In this formula, h is the cross-entropy, which is the information of a system, k
is the number of different classes in the dataset (in the case of the spam dataset k =
2, because it can be spam or ham) and pi is the probability of class i. In the case of a
binary variable, this looks as follows, see figure d2.

If the probability of both alternatives is 0.5 the cross-entropy has its maximum,
its value is one, which can be calculated easily:

-(0.5*log20.5+0.5*log20.5) = 1

If the probability of one of the alternatives in a binary system is 0, in which case it
does not occur, the entropy is 0. The system is completely homogeneous then, because
only one of the alternatives is present. This can be calculated with:

-(0*log20+ 1*log21) = 0

In a pure or homogeneous system, the entropy has its minimal value, which is 0, and
it is higher in the case if the system is impure, with a maximum at 0.5. The decision
tree is based on this idea, because if a dataset is split on the basis of a certain criterion,
it judges the split on the basis of the information gain obtained with the split. The
information gain is the entropy difference between the situation before and after the
data split.

In the example of the situation in table d1, the entropy before the split in two
groups was 1, because the probability that a randomly chosen email is spam is 0.5.
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After the split in two groups in three different ways the situation is as follows. After
the split on the basis of the criterion of suspicious words the entropy is:

0.5(-(0*log20+ 1*log21)) + 0.5(-(1*log21 +0*log20)) = 0

After the split on the basis of the criterion of an unknown sender the entropy is:

0.6*(-(1/3*log21/3+2/3*log22/3)) + 0.4*(-(3/4log23/4+ 1/4log21/4)) = 0.875

Finally, after a split on the basis of the presence of pictures the entropy is:

0.5(-(0.5*log20.5+0.5*log20.5)) + 0.5(-(0.5*log20.5+0.5*log20.5)) = 1

Before each split the entropy was 1, and the lowest entropy is achieved by splitting
the data on the basis of the presence of suspicious words. In this case, the entropy
difference, or the information gain, is 1–0 = 1. Note that after the split based on the
presence of pictures, there is no information gain at all. The highest information gain
is the criterion on the basis of which a decision tree splits the data efficiently (James
et al. 2013: 311–314).

Random Forest

Random Forest is based on decision trees. As is often the case inmachine learning,
the decision tree can easily lead to overfitting. A way to solve this is by using Random
Forest. Instead of making one decision tree, with Random Forest a large number
of trees is created. Each tree is based on a random subsample of the features in the
dataset, and the results of all the trees are averaged. Random Forest can be seen as
a kind of “wisdom of the crowd”, because themodel is based on the votes of many,
slightly different, single trees. This kind of model based on a collection of models is
called ensemble models. A single decision tree can be visualized easily in the way of
the visualization in figure d1. A Random Forest model is harder to visualize, because
it is based onmultiple decision trees (James et al. 2013: 319–321).
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Extreme Gradient Boosting

Another extension of the decision tree is Extreme Gradient Boosting (XGBoost). It is
one of the various boosting algorithms. Just like Random Forest it is based on tree
learning. There is also a fundamental difference. In a Random Forest, the trees are
independent of each other, but in the case of XGBoost, trees are created in a sequence,
whereby a tree depends on the tree made in the previous iteration. In every new tree,
it is tried to improve classification by givingmisclassifications in the previous tree
a heavier weight. This approach leads to a sequential improvement of classification
(James et al. 2013: 321–323).
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Neural Networks

Introduction

An artificial neural network (ann or simply nn) is a mathematical structure, which
can be used for numerous predictive tasks. Neural networks have been the subject
of intensive research in the past decennium, and have become one of the most used
types of algorithms in computer vision and natural language processing.

The simple linear regressionmodel that was considered in Appendix b has two
parameters, the intercept and the slope of the straight line through a cloud of points.
In contrast, a neural network can easily have hundreds of thousands or even millions
of parameters. This gives it the ability to model strongly nonlinear phenomena like
pictures or text. This complexity of the neural network has some downsides. Complex
models easily overfit, so validation with a test set is important. Also, models with
many parameters are difficult to interpret. In general, it is difficult to see how the
features of the data are related to the parameters, so neural networks are often seen
as “black-box models”. There is an input, the data, and there is an output, which
is a prediction, but what happens in between, and how that should be interpreted,
remains unclear.Makingmore interpretive neural networks is the subject of research,
so it is expected that progress will be made on this in the near future. At a high level
the following happens in a neural network, see figure e1.

On the left side of the figure the training samples enter the network, they are
processed in the network and a prediction is made on the basis of the data and the
parameters of the network. This step is called forward propagation. Then all the
predictions are compared with the true values of the output variable of the samples
in the training set. The difference between the predictions and the true values is
called the loss. Based on this loss the parameters of the model are updated. This is
done with a technique called gradient descent. The update of the model makes the
next prediction a bit better. The update step is called backpropagation. One iteration
of forward and backward propagation together is called an epoch. The network is
trained in a sequence of epochs, until training is stopped, or until no improvement of
the prediction can be observed anymore.

Neural networks consist of layers of neurons. In figure e1, there are three layers,
an input layer, a hidden layer, and an output layer. A network can have an arbitrary
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figure e1 Structure of a neural network

number of hidden layers, and if it has many hidden layers, it is called a deep neural
network. The network in figure e1 is called fully connected, because every neuron in a
layer is connected with every neuron in the next layer.

The data flow through the neurons of the network and at the right side a
prediction is made, which consists of two numeric values in the figure. In general, in
the case of a categorical output variable the output layer has as many output neurons
as there are values in that variable. Every output neuron represents one of the values
of the output and the numbers that are the result of the calculation are the predicted
probabilities of the values of the output variable.

In each neuron in the network, an elementary calculation is performed. Figure e2
shows an example of what happens in a single neuron.

In this neuron, the input value x has the value 4. It is multiplied with the
parameter w = 0.5. Every connection in the network is associated with a single
parameter. In neural networks, parameters are generally called weights, hence the
letter w. Then to the result another parameter, called bias or b, is added. To the result,
3 in this case, a non-linear function (f) is applied. There is a variety of non-linear
functions that can be used here, such as the sigmoid and the hyperbolic tangent. In
the figure, the ReLU is used. ReLU (Rectified Linear Unit) is a very simple function. If
the input of the ReLU is lower than 0 the output is 0, else the output is the number
itself, so in this case the output is 3. This type of neuron is also called a perceptron, and
the network consisting of these neurons is called theMultiLayer Perceptron (mlp)
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figure e2 A single neuron

The weights of the model are generally initialized randomly, whichmeans that
the first predictions are also random, but in the process of consecutive epochs the
predicted values come closer and closer to the true values.

Gradient descent

As indicated, neural networks learn using a technique called gradient descent. The
purpose of gradient descent is to find theminimumof the loss function in an iterative
process. This is done by calculating the partial gradient of the loss with respect to the
model weights. Then the gradient is multiplied by the learning rate. The learning
rate is a hyperparameter of the model, which can be chosen by the researcher. Figure
e3 shows the effect of the choice of the learning rate on the optimization of themodel.

The loss function has a cone shape, and an optimizedmodel has a loss that is as
low as possible. After the first epoch, the overall loss is reduced a bit in the direction of
the minimum loss. If the learning rate is too big, the minimumwill be overshot. On
the other hand, a learning rate that is too small will lead to a slow learning process,
which take too long in practical situations. A good learning rate reaches theminimum
loss in a number of epochs that is not too high. Howmany epochs this is depends
on the structure of the data and the algorithm, but often a learning rate of 0.001 is
chosen.
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figure e3 Gradient descent and the choice of the learning rate

The Recurrent Neural Network

The Recurrent Neural Network (rnn) is a type of network, in which data aremodeled
that occur in a sequence. A sequence can be a numeric time series or speech, but also
text. In the fully connected neural network, it is assumed that all data samples are
independent of each other. The rnn cell (in an rnn the neurons are often called
cells), however, considers that the input of the present time depends on what has
happened previously, because the output of a cell at time t serves as the input of the
same cell at time t+1, together with a new observation. Figure e4 shows what happens
in a recurrent cell.1 Left and right of the green arrow the same unit is drawn, but on
the right-hand side the cell is unrolled in time. The input is represented by x and o
is the output. u, v, and w are the weights of the model and s is the hidden state or

1 The picture was copied from http://www.wildml.com/2015/09/recurrent-neural-networks-tutorial
-part-1-introduction-to-rnns/ on 25 January 2018.

http://www.wildml.com/2015/09/recurrent-neural-networks-tutorial-part-1-introduction-to-rnns/
http://www.wildml.com/2015/09/recurrent-neural-networks-tutorial-part-1-introduction-to-rnns/
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figure e4 One cell in the Recurrent Neural Network

the memory of the model. On the right-hand side, in the unrolled representation
of the recurrent cell one can see three different time steps. On each of these three
different time steps, the input can for instance be a word. In that case, three words
can be consecutive words in a clause. On every time step, the cell has two inputs.
The first input, x, represents the new word in a clause. In that case, the figure shows
the processing of three subsequent words on times t-1, t and t+1. The other input of
the cell is w, which is the weight produced on the previous time step. This weight is
the element which contains memory of previous time steps and gives the rnn its
strength in analyzing sequential data.

It should be noted that the neural network is only capable of processing numbers,
andnot things likewords. Therefore, if the dataunder consideration arenon-numeric,
they should be converted to numbers first.

The lstmNetwork

A long standing problem in the development of the rnn has been how to train
its weights properly. rnn’s often suffer from the vanishing or exploding gradient
problem. The gradient is the steepness of the learning curve as shown in figure e3. In
the case of a vanishing gradient, the gradient is so small that the update of theweights
hardly changes them and the learning task is not accomplished. In the case of an
exploding gradient, the opposite is the case, the gradient is very high and convergence
will not be achieved. Solutions for these problems are offered by the gru (the Gated
Recurrent Unit) and the lstm (Long Short-TermMemory) networks. Characteristic
of the lstm cell are its gates. It has an input gate, output gate, and forget gate. These
gates are control the information in the cell, organizing which information should
be remembered, and which information can be forgotten.
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figure e5 An lstm-cell

Figure e5 shows an lstm-cell on three time steps.2 The basic sequential structure
as in the ordinary rnn is visible, but the cell itself has a more complex structure

The model in chapter 6 of this research is a so-called many to one model, more
specifically a sequence classificationmodel. The input consists of a clause, which is
represented as a sequence of words or phrases, and the output is a class, which is
simply whether the clause is classified as ebh or lbh.

The lstm network in this research consists of four layers. The first layer is an
embedding layer, which is followed by 2 lstm layers and a final dense layer with one
neuron. The embedding layer is used often in neural networks for text analysis. An
embedding layer can be used alone to learn word embeddings, but in can also be used
as the first layer of a deeper network, as in this analysis. The activation function used
in both lstm layers is the ReLU (Rectified Linear Unit). The final layer consists of
only one cell with sigmoid activation, as is usual in classification tasks with only two
classes.

Next to the sequence classification task in this research, there is a whole range
of interesting applications in which lstm cells play a role. Examples are image
captioning andmachine translation. Similar to machine translation is pos tagging,
which also uses sequences as both input as output. For bh, this is done in a blog post
I have written for the etcbc website.3

2 The figure was copied from Colah’s blog, where the structure of the lstm network is explained
well: http://colah.github.io/posts/2015-08-Understanding-LSTMs/?fbclid=IwAR20MVF0HjzRe4fIkd
_BCSE31h952JdtS7coj1SPcnsagdsxg4KDOwabov4.

3 http://etcbc.nl/computational-linguistics/new-text-fabric-module-the-dead-sea-scrolls.

http://colah.github.io/posts/2015-08-Understanding-LSTMs/?fbclid=IwAR20MVF0HjzRe4fIkd_BCSE31h952JdtS7coj1SPcnsagdsxg4KDOwabov4
http://colah.github.io/posts/2015-08-Understanding-LSTMs/?fbclid=IwAR20MVF0HjzRe4fIkd_BCSE31h952JdtS7coj1SPcnsagdsxg4KDOwabov4
http://etcbc.nl/computational-linguistics/new-text-fabric-module-the-dead-sea-scrolls
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The verbs ןתנ and םיש with double object
constructions in Genesis-Numbers

The following clauses contain the verb ןתנ with a double object construction (direct
object + second object with or without .(ל The letter after the verse (j, e, p) indicates
the source according to Driver (1892b).

Gen 16:3 p הָּֽׁשִאְלֹו֥לּהָׁ֖שיִאםָ֥רְבַאְלּהָ֛תֹאןֵּ֥תִּתַו , And gave her to her husband Abram as a
wife.

Gen 17:5 p ָךיִּֽתַתְנםִ֖יֹוּגןֹו֥מֲה־בַאיִּ֛כ , For I have made you the ancestor of a multitude of
nations.

Gen 17:6 p םִ֑יֹוגְלָךיִּ֖תַתְנּו , And I will make nations of you.
Gen 17:8 p םָ֑לֹועתַּ֖זֻחֲאַלןַעַ֔נְּכץֶרֶ֣א־לָּכתֵ֚אָךיֶ֗רֻגְמץֶרֶ֣א׀תֵ֣אָךיֶ֜רֲחַאָ֨ךֲעְרַזְלּוָךְ֠ליִּ֣תַתָנְו ,

And I will make for you, and for your offspring after you, the land where you are
now an alien, all the land of Canaan, for a perpetual holding.

Gen 17:20 p לֹוֽדָּגיֹו֥גְלויִּ֖תַתְנּו , And I will make him a great nation.
Gen 27:37 j םיִ֔דָבֲעַלֹ֙וליִּתַ֤תָנויָ֗חֶא־לָּכ־תֶאְו , And I have made for him all his brothers as

servants.
Gen 29:24 j הָֽחְפִׁשֹוּ֖תִבהָ֥אֵלְלֹו֑תָחְפִׁשהָּ֖פְלִז־תֶאּהָ֔ל֙ןָבָלןֵּ֤תִּיַו , Laban made his maid

Zilpah for his daughter Leah as her maid.
Gen 29:28 e הָּֽׁשִאְלֹו֥לֹוּ֖תִּבלֵ֥חָר־תֶאֹו֛ל־ןֶּתִּיַו , Then Labanmade for him his daughter

Rachel a wife.
Gen 29:29 p הָֽחְפִׁשְלּהָ֖לֹו֑תָחְפִׁשהָ֖הְלִּב־תֶאֹוּ֔תִּבלֵ֣חָרְל֙ןָבָלןֵּ֤תִּיַו , Labanmade his maid

Bilhah for his daughter Rachel as her maid.
Gen 30:9 e ֹקֲעַיְלּהָ֛תֹאןֵּ֥תִּתַו הָּֽׁשִאְלב֖ , And she made her as a wife for Jacob.
Gen 48:4 p ֹּזַהץֶרָ֧אָה־תֶאיִּ֜תַתָ֨נְו םָֽלֹועתַּ֥זֻחֲאָךיֶ֖רֲחַאָ֥ךֲעְרַזְלתא֛ , And I will make this land

for your offspring after you as a perpetual holding.
Exod 6:8 p הָׁ֖שָרֹומםֶ֛כָלּהָ֥תֹאיִּ֨תַתָנְו , I will give it to you for a possession.
Exod 7:1 p ֹעְרַפְלםיִ֖הֹלֱאָךיִּ֥תַתְנ ה֑ , I have made you like God to Pharaoh.
Exod 16:15 p הָֽלְכָאְלםֶ֖כָלהָ֛והְיןַ֧תָנרֶׁ֨שֲא , Which yhwh has made for you as food.
Exod 18:25 e ֹרָׂשֲעיֵ֥רָׂשְוםיִּׁ֖שִמֲחיֵ֥רָׂשתֹו֔אֵמיֵ֣רָׂש֙םיִפָלֲאיֵ֤רָׂשםָ֑עָה־לַעםיִׁ֖שאָרםָ֛תֹאןֵּ֥תִּיַו תֽ ,

And he appointed them as heads over the people, as officers over thousands,
hundreds, fifties, and tens.
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Exod 23:27 j ףֶרֹֽעָךיֶ֖לֵאָךיֶ֛בְיֹא־לָּכ־תֶאיִּ֧תַתָנְו , And I will make all your enemies turn their
backs to you ( ףרע , “neck” is direct object).

Lev 6:10 p יָּׁ֑שִאֵמּהָ֖תֹאיִּתַ֥תָנםָ֛ק ְלֶח , I have made it their part of my fire offerings.
Lev 7:32 p םֶֽכיֵמְלַׁשיֵ֖חְבִּזִמןֵֹ֑הּכַלהָ֖מּורְתּו֥נְּתִּתןיִ֔מָּיַהקֹוׁ֣ש֙תֵאְו , And the right thigh from

your sacrifices youmake an offering for the priest as an offering of well-being.
Lev 7:34 p ֹרֲהַאְלםָתֹ֠אןֵּ֣תֶאָו לֵֽאָרְׂשִייֵ֥נְּבתֵ֖אֵמםָ֔לֹוע־קָחְל֙ויָנָבְלּוןֵֹ֤הּכַהן֨ , And I have made

them for Aaron the priest and for his sons as a perpetual due from the people of
Israel.

Lev 14:34 p הָּ֑זֻחֲאַלםֶ֖כָלןֵ֥תֹניִ֛נֲארֶׁ֥שֲא , Which I make for you a possession.
Lev 26:31 p הָּ֔בְרָח֙םֶכיֵרָֽע־תֶאיִּ֤תַתָנְו , And I make your cities a ruin.
Num 5:21 p ְךֵּ֑מַעְךֹו֣תְּבהָ֖עֻבְׁשִלְוהָ֥לָאְלְךָ֛תֹואהָ֥והְיןֵּ֨תִי , The Lordmake you an execration

and an oath among your people.
Num 8:19 p ֹרֲהַאְל׀םיִ֣נֻתְנםִּ֜יִוְלַה־תֶאהָ֨נְּתֶאָו ֒לֵאָרְׂשִייֵ֣נְּבְ֮ךֹוּתִמויָ֗נָבְלּון֣ , I have made the

Levites a gift for Aaron and his sons from among the Israelites.
Num 18:7 p םֶ֔כְתַּנֻהְּכ־תֶא֙ןֵּתֶאהָ֗נָּתַמתַֹ֣דבֲע , I make your priesthood a gift.
Num 18:19 p ֹּכ ָךיֶ֛תֹנְבִלְוָךיֶ֧נָבְלּוָ֗ךְליִּֽתַ֣תָנ֒הָוהיַֽל֮לֵאָרְׂשִי־יֵֽנְבּומיִ֥רָירֶׁ֨שֲאםיִׁ֗שָדֳּקַהתֹ֣מּורְּתל֣

םָ֑לֹוע־קָחְלָ֖ךְּתִא , All the holy offerings that the Israelites present to the Lord I
have given to you, together with your sons and daughters, as a perpetual due.

Num 18:21 p ֹבֲעףֶלֵ֤חהָ֑לֲחַנְללֵ֖אָרְׂשִיְּברֵׂ֥שֲעַֽמ־לָּכיִּתַ֛תָנהֵּ֥נִה םיִ֔דְבֹֽעםֵ֣ה־רֶׁשֲא֙םָתָדֽ

דֵֽעֹומלֶהֹ֥אתַֹ֖דבֲע־תֶא , To the Levites I have given every tithe in Israel for a possession
in return for the service that they perform, the service in the tent of meeting.

Num 18:24 p הָ֑לֲחַנְלםִּ֖יִוְלַליִּתַ֥תָנהָ֔מּורְּת֙הָוהיַֽלּומיִ֤רָירֶׁ֨שֲאלֵ֗אָרְׂשִי־יֵֽנְּברַׂ֣שְעַמ־תֶאיִּ֞כ ,
Because I have given to the Levites as their portion the tithe of the Israelites, which
they set apart as an offering to the Lord.

Num 21:29 je ןֹוֽחיִסיִ֖רֹמֱאְךֶלֶ֥מְלתיִ֔בְּׁשַּבויָ֣תֹנְבּו֙םִטיֵלְּפויָ֤נָּבןַ֨תָנ , He has made his sons
fugitives, and his daughters captives, to an Amorite king, Sihon.

Num 31:29 p הָֽוהְיתַ֥מּורְּתןֵֹ֖הּכַהרָ֥זָעְלֶאְלהָּ֛תַתָנְו , And youmake it for Eleazar the priest
as an offering to the Lord.

Num32:5 p ֹּזַהץֶרָ֧אָה־תֶאןַּ֞תֻי הָּ֑זֻחֲאַלָךיֶ֖דָבֲעַלתא֛ , Let this land bemade for your servants
a possession.

The following clauses contain םיש with a double object construction (direct object +
second object with or without .(ל

Gen 21:13 e ּוּנֶ֑מיִׂשֲאיֹו֣גְלהָ֖מָאָה־ןֶּב־תֶאםַ֥גְו , As for the son of the slave woman, I will
make a nation of him.

Gen 21:18 e ּוּנֶֽמיִׂשֲאלֹו֖דָּגיֹו֥גְל־יִּֽכ , For I will make a great nation of him.
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Genesis 27:37 j ְ֙ךָלויִּ֥תְמַׂשריִ֞בְּגןֵ֣ה , I have alreadymade him your lord.
Gen 28:11 e ויָֹ֑תׁשֲאַֽרְמםֶׂשָּ֖יַו , And hemade (them) his head-place.
Gen 28:18 e ויָֹ֔תׁשֲאַֽרְמםָׂ֣ש־רֶׁשֲא , Which hemade his head-place.
Gen 28:18 e הָ֑בֵּצַמּהָ֖תֹאםֶׂשָּ֥יַו , And hemade it a high place.
Gen 28:22 e הָ֔בֵּצַמ֙יִּתְמַׂ֨ש־רֶׁשֲא , Which hemade a high place.
Gen 45:8 j ֹעְרַפְלבָ֜אְליִֽנֵ֨מיִׂשְיַו םִיָֽרְצִמץֶרֶ֥א־לָכְּבלֵׁ֖שֹמּוֹו֔תיֵּב־לָכְל֙ןֹודָאְלּוה֗ , He has made

me a father to Pharaoh, and lord of all his house and ruler over all the land of
Egypt.

Gen 45:9 j םִיָ֑רְצִמ־לָכְלןֹו֖דָאְלםיִ֛הֹלֱאיִנַ֧מָׂש , God has mademe lord of all Egypt.
Gen 46:3 e םָֽׁשָ֥ךְמיִֽׂשֲאלֹו֖דָּגיֹו֥גְל־יִּֽכ , For I will make of you a great nation there.
Gen 47:6 j יִֽל־רֶׁשֲא־לַעהֶ֖נְקִמיֵ֥רָׂשםָּ֛תְמַׂשְו , And youmake them leaders of my livestock.
Gen 47:26 e םִיַ֛רְצִמתַ֥מְדַא־לַעהֶּ֜זַהםֹוּ֨יַה־דַע֩קֹחְלףֵ֡סֹויּהָ֣תֹאםֶׂ֣שָּיַו , So Josephmade it a

statute concerning the land of Egypt, and it stands to this day.
Exod 2:14 j רַׂ֤שׁשיִ֨אְלָ֞ךְמָֽׂשיִ֣מ , Whomade you a ruler and judge over us?
Exod 14:21 j הָ֑בָרָחֶלםָּ֖יַה־תֶאםֶׂשָּ֥יַו , And he turned the sea into dry land.
Exod 28:12 p ֹרָּכִזיֵ֥נְבַאדֹ֔פֵאָֽהתֹ֣פְתִּכלַ֚עםיִ֗נָבֲאָהיֵּ֣תְׁש־תֶאָּ֞תְמַׂשְו לֵ֑אָרְׂשִייֵ֣נְבִלן֖ , Youmake

the two stones on the shoulder-pieces of the ephod stones of remembrance for
the sons of Israel.

Lev 24:6 p תֹו֖כָרֲעַֽמםִיַּ֥תְׁשםָ֛תֹואָּ֥תְמַׂשְו , You will make them two rows.





Software

For this research I have used Python and r. Python 3 was used mainly for prepro-
cessing, but in chapter 6, it was also used for the lstm model. r was used for the
visualizations, Random Forest, XGBoost, and k-means clustering.

I used the following packages:

Python

Text-Fabric
Roorda, D., Text-Fabric (version 5.0.3). Python. The Hague: Data Archiving and
Networking Services (dans), 2018a, https://www.dans-labs.github.io/text-fabric.
doi: 10.5281/zenodo.2635046.

r

r Core Team (2013). r: A language and environment for statistical computing. r
Foundation for Statistical Computing, Vienna, Austria, http://www.R-project.org.

You can find the other Python and r packages that were used in the ReadMe file
onmy GitHub page: https://github.com/MartijnNaaijer/phdthesis.

https://www.dans-labs.github.io/text-fabric
http://www.R-project.org
https://github.com/MartijnNaaijer/phdthesis
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Summary

The goal of this thesis is to investigate the linguistic, literary, and historical back-
ground of syntactic variation in Biblical Hebrew (bh) from a quantitative perspective.
First, the thesis deals with variation in expressions for “to be”. The four ways for
expressing “to be” that are discussed are clauses with היה , bipartite verbless clauses,
clauses with the particle שי , and tripartite verbless clauses. Then, verbal valence is
studied, particularly valence patterns of the polyvalent verbs ןתנ and םיש . The focus is
on double object constructions. Finally, the variation between Early Biblical Hebrew
(ebh) and Late Biblical Hebrew (lbh) is studied in quoted speech and narrative by
classifying clauses as ebh or lbh, based on their clause structure. The clauses under
consideration are extracted from the ebh and lbh books and the books of Jonah,
Ruth, and the prose tale of Job.

Since the beginning of critical scholarship on the Hebrew Bible in the early
19th century, there has been interest in linguistic variation in bh and its back-
ground. It was recognized by scholars such as Gesenius and Driver that there was
an early and a late variety of the language. In the 20th century, Hurvitz developed
a method for dating texts of unknown date based on linguistic characteristics.
For Hurvitz, language is a more objective criterion for dating texts than the his-
torical, literary or theological background of a text. In the late 20th and early 21st

century a debate arose as to the extent and background of linguistic variation
in Biblical Hebrew, and it was questioned whether Biblical Hebrew texts could
be dated linguistically. This debate is the background of the “Syntactic Variation
Project” of the Vrije Universiteit Amsterdam, of which this research is a subpro-
ject.

The dataset that is used throughout this research is that of the Hebrew Bible as
encoded in the Eep Talstra Centre for Bible and Computer (etcbc) database. Next to
the Hebrew Bible, a number of extrabiblical Hebrew texts are used in the research as
benchmarks.

An important goal of this research is to show the value of quantifying linguistic
variation. With multivariate statistical techniques it is possible to investigate the
relationships between more than two variables in a single analysis, and to process
large quantities of relevant data. Processing of the data was done with Text-Fabric.
The development of Text-Fabric, an open source package for storage and processing
of language data, is an important step in the integration of quantitative research,
biblical studies, and the open science movement.
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In the Syntactic Variation project, syntactic variation is interpreted in light of
four main variables. These are genre, discourse type, language phase, andmain and
subordinate clauses.

In this thesis, both statistical andmachine learningapproaches areused to findout
how linguistic variation is conditioned. A Generalized Additive MixedModel is used
for investigating variation in clauses with and without the verb היה with a subject
and predicate complement. A machine learning approach is chosen for investigating
variation between bipartite clauses with and without שי , and bipartite and tripartite
clauses. The techniques used here are Random Forest and Extreme Gradient Boosting
(XGBoost). A Long Short-TermMemory network is used for predicting the language
phase of clauses in quoted speech andnarrative sections. Alongwith these approaches,
a variety of explorative visualizations are used for clarifying patterns in the data.

The statistical analysis of the use of היה in clauses with a subject and predicate
complement has shown various tendencies in the data. Some of these confirm the
traditional idea that this verb adds tam to the clause. These are, for instance, the
increased use of היה in main clauses, in clauses with a mother that is not a verbless
clause and in clauses with a time phrase. היה is used less if the clause contains a
question or interjection phrase, which occur relatively often in clauses in quoted
speech. In quoted speech in general, the use of היה does not differ significantly from
in narrative texts. There is a significantly lower use of היה in poetry than in prose and
prophecy, perhaps because the role of time is less predominate in poetry.

היה seems to be used to give structure to the clause, because longer clauses tend to
contain היה more often. Also, there is an increased use of היה in clauses in which the
predicate complement is a pp, which seems to confirm the idea that there is semantic
variation in the use of היה , indicating that היה has a broader function than only
adding tam.

The verb היה is used significantly more often in ebh than in lbh, in clauses
containing a subject and predicate complement. This lower frequency in lbh is not
observable in qh or rh, so lbh has a distinct position here.

The present research confirms the interpretation that the particle שי puts
emphasis on the clause. The particle is relatively rare, but in contrast to clauses with a
similar structure (clauses with an indefinite subject and a pp predicate complement)
without the particle, it occurs predominantly in clauses in quoted speech sections.
In the analysis with XGBoost, quoted speech is the most important predictor for the
presence of שי . Of the different language phases, the particle occursmost often in rh,
which is generally associated with spoken language. Like in clauses with היה , longer
clauses tend to contain שי more often than do short clauses.
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The research on the tripartite verbless clause suggests a non-copular interpre-
tation of the tripartite clause in bh. An important argument is that the structure is
relatively rare (fewer than 200 cases in the mt, which is only a small fraction of the
total amount of relevant data), onewould expectmore cases if it were used as a copula.
Another clear sign is that in the analysis using XGBoost, quoted speech is the most
important predictor for the use of the tripartite clause, also for a situation in which
the fronted subject is resumed and emphasized, quoted speech is the natural envi-
ronment. The secondmost important predictor for the tripartite clause is whether
the clause is an argument clause. Most of these are object clauses, occurring in quoted
speech.

Of course, it is theoretically possible that in quoted speech the pronoun functions
as a copula, and that the increased use of this copula in quoted speech shows some-
thing about the difference between spoken andwrittenHebrew, but I prefer to use the
simplest explanation of the phenomenon. Resumption also occurs in constructions
other than tripartite clauses, so with this explanation no new grammatical category
needs to be invented or borrowed for bh.

Both clauses with שי and tripartite verbless clauses have a preference for longer
subjects. It is possible that שי or the pronoun gives structure to the clause, as was
suggested byDriver, in the case of the tripartite clause.On the other hand, conclusions
should be drawn with care, because clauses with שי are relatively rare.

It has become clear that there is a variety of factors influencing the use of היה , שי ,
and thepronominal copula, and these factorshave a variedbackground. Also, studying
these together in one analysis has shown the relative importance of these factors.

The variation in the distribution of ןתנ and םיש was studied exploratively. The
focus was on double object constructions with andwithout ,ל in which the verbs have
(more or less) the samemeaning, namely: “to make object_1 to be object_2”. Double
object constructions with ןתנ and םיש occur relatively often in theMajor Prophets: a
high frequency with these constructions are found in the books of Isaiah, Jeremiah,
and Ezekiel. There does not seem to be much variation in the frequency of double
object constructions between themain levels of the discourse environment (n and
q), and betweenmain and subordinate clauses.

Within the prophetic books there is substantial variation of the preference for one
of the verbs. In the book of Isaiah, there is a preference for using םיש , whereas Ezekiel
has a strong preference for using ןתנ . In the poetic books the Psalms have an equal
use of both verbs, but Job and the Song of Songs prefer םיש . Between the prose books
there is substantial variation in the preference for one of the two alternative verbs.
Double object constructions with these verbs are nearly absent in the lbh books of
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Esther, Daniel, Ezra, andNehemia, but it is common in the book of Chronicles, which
has a strong preference for the use of ןתנ . This is not only reflected in the absolute
frequencies of ןתנ and םיש in double object constructions (15 times with ןתנ and once
with םיש ), but also in parallel passages. In various parallels Chronicles uses the verb
ןתנ , where the parallel uses a different verb (e.g., םיש ) or a different construction with

the same verb.
In the Pentateuch, on the other hand, most books have amixed profile. Deuteron-

omy has a strong preference for using ןתנ , and the same is true for the p source. j
and e, however, have a preference for using םיש . The Former Prophets have a mixed
profile. Samuel has a preference for םיש , but Kings prefers ןתנ .

A rarer construction is formed by ןתנ and םיש with double object, of which the
second object is introduced by .כ The meaning of the clause is “to make object_1
like object_2”. Although it is rare or absent in most books, the distribution of ןתנ

and םיש with this construction follows the same patterns as the other double object
constructions.

Thus, even though the verbs ןתנ and םיש are synonyms in double object construc-
tions, they are not distributed evenly throughout the Hebrew Bible. Various texts
and books have a strong preference for one of the two verbs. The most notable are the
assumed sources of the Pentateuch and the book of Chronicles. On the basis of the
evidence in the mt, one can conclude that different texts with different backgrounds
used a different verb, but it is possible that one verb does not necessarily relate to one
specific background. If it is accepted that p is exilic/post-exilic, it is possible that the
use of ןתנ with double object constructions is characteristic of post-exilic Hebrew,
because it is used predominantly in Ezekiel, and nearly exclusively in Chronicles.

Linguistic dating is a discipline for which predictive modeling offers a natural
solution. A model is trained on features from two subcorpora, ebh and lbh, and
predictions are made on unseen data, a text of unknown date, to find out whether
the text’s language is more similar to ebh or lbh. In chapter 6, this approach was
used to find out what the linguistic relationships are between the separate ebh and
lbh books and the relationships between those books and the books of Jonah, Ruth,
and the prose tale of Job. The results are compared with the results of traditional
linguistic dating.

In this research, an lstmmodel was used to classify clauses from Jonah, the prose
tale of Job, and Ruth. With the lstm network, it is possible to model sequence data.
Modeling sequences without the need to extract specific features from them is an
important step forward in languagemodeling, because lstmmodels are able to detect
long term dependencies in sequences.



summary 247

Two analyses were done, one on phrase level, in which clauses are represented
as sequences of phrase functions. The other analysis is done on word level, in which
clauses are represented as sequences of parts of speech. Generally, the traditional
distinction between ebh and lbh is visible in this analysis. If the data are clus-
tered in 2 clusters, one cluster contains mainly the ebh books, whereas the other
cluster contains most of the lbh books, but there are some ebh and lbh books
falling “between the clusters”, indicating that there is no sharp distinction between
ebh and lbh. This is an important result, because it confirms the traditional dis-
tinction between ebh and lbh. On the other hand, it shows that it is difficult to
classify the books of undisputed date in the cluster in which they are supposed to
belong. Also, results may vary slightly if other features are chosen as input for the
model.

In some studies on linguistic dating, Jonah, the prose tale of Job, and Ruth are
considered to be written in lbh. This is based on research in which distinct features
are selected that are considered to be typical of lbh. This traditional approach has
various difficulties attached to it, such as the weight that needs to be given to each of
the features. This and various other problems are solved automatically by the lstm
network. Features contribute to themodel as far as they contribute to its predictive
power. The result of the analysis is that the clause structure of Jonah, the prose tale of
Job, and Ruth are basically that of ebh. Of course, this is based on the way clauses
were represented in the analysis, as sequence of phrase functions and as sequence of
parts of speech, but this kind of analysis can be extended easily, depending on one’s
own preferences for features.

How can these results be explained in light of the traditional linguistic dating
approach? In traditional research, a number of features is selected that links a text
with the core lbh books. However, as will be shown in chapter 2 in the example
about Second and Third Isaiah, it is not always clear how features are selected and
to what extent late features are representative of lbh in general. With a large-scale
quantitative approach, in whichmany features are taken into account and weighed,
this problem is avoided. Linguistic dating is not only based on the idea that texts
share linguistic characteristics, but there is a range of assumptions underlying it.
There is no clear empirical evidence that linguistic dating of biblical texts works,
whichmakes it a method without any validation. In my opinion, it is more fruitful
to analyze linguistic variation from amore descriptive perspective. It is not unlikely
that amultidisciplinary approach, in which linguistic, literary and textual history are
taken into account may once lead to more insight in the linguistic history of Biblical
Hebrew.
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This research has shown that linguistic variation in bh has a varied background,
being partly literary, partly linguistic, and partly historical. There is variation in the
use of היה between different genres. Also, double object constructions with the verbs
ןתנ and םיש are relatively frequent in prophecy, especially in the Major Prophets, and

various books and redactional layers have a preference for one of the verbs with a
double object construction.

A substantial part of the variation studied in this research has a linguistic
background. שי and the tripartite verbless clause add emphasis, היה adds tam, the
length of a clause and also the length of the subject of a clause influence the use
of היה , שי , and the tripartite verbless clause. Also, there is a clear difference in the
use of שי and the tripartite verbless clause between narrative and quoted speech.
In chapter 6, it was shown that clauses in quoted speech are more homogeneous in
variation between ebh and lbh than clauses in narrative.

Finally, part of the background of the variation studied in this research is
historical. In chapter 6 it was shown that there is variation between ebh and lbh,
although this variation is not so strong that it is possible to draw a clear border
between them. Also, it seems that ןתנ with a double object construction is preferred
in late literature.

All in all, in bh, linguistic variation is conditioned by a variety of factors, even in
the case of a single linguistic feature. Quantitative, multivariate techniques are an
important addition to the toolset for investigating linguistic variation in bh. It is
to be expected, that in the near future, quantitative approaches will rapidly become
more influential in Biblical Studies.
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