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op donderdag 7 januari 2021 om 9.45 uur

in de aula van de universiteit,
De Boelelaan 1105

door

Maurits Jan-Jaap Dijkstra

geboren te Haarlem



promotoren: prof.dr. J. Heringa
prof.dr. W.J. Fokkink

copromotor: dr. S. Abeln



3

Contents

1 Introduction 5
1.1 Hierarchical protein structure . . . . . . . . . . . . . . . . . . . . . . 6
1.2 Sequence alignment and conservation on multiple levels . . . . . . . . 10
1.3 Motifs determine the functional properties and regulation of proteins 12
1.4 The sequence of a protein drives the way it folds . . . . . . . . . . . . 14

2 Custom alignments with PRALINE 2 19
2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19
2.2 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

2.2.1 Sequence tracks . . . . . . . . . . . . . . . . . . . . . . . . . . 20
2.2.2 Component architecture . . . . . . . . . . . . . . . . . . . . . 20

2.3 Use cases . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

3 MA-PRALINE: improving motif alignments 27
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27
3.2 Materials and methods . . . . . . . . . . . . . . . . . . . . . . . . . . 29

3.2.1 Multiple sequence alignment strategy . . . . . . . . . . . . . . 30
3.2.2 Motif-aware pairwise alignment . . . . . . . . . . . . . . . . . 31
3.2.3 Motif annotation . . . . . . . . . . . . . . . . . . . . . . . . . 32
3.2.4 Fitting α∗ on a reference data set . . . . . . . . . . . . . . . . 34
3.2.5 Scoring . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35
3.2.6 BAliBASE benchmark set . . . . . . . . . . . . . . . . . . . . 35
3.2.7 Use cases . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35

3.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37
3.3.1 BAliBASE 4 benchmark set . . . . . . . . . . . . . . . . . . . 37
3.3.2 Estimation of the motif conservation signal, α∗ . . . . . . . . . 37
3.3.3 HIV-1 envelope glycoprotein . . . . . . . . . . . . . . . . . . . 39

3.4 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
3.4.1 User recommendations . . . . . . . . . . . . . . . . . . . . . . 43

4 ConBind: motif-aware cross-species alignment 51
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51
4.2 Materials and methods . . . . . . . . . . . . . . . . . . . . . . . . . . 53

4.2.1 Identification of suitable orthologous sequences . . . . . . . . . 53
4.2.2 Motif-aware alignment of the orthologous sequences . . . . . . 53
4.2.3 Visualisation of motif-aware alignment . . . . . . . . . . . . . 58
4.2.4 Luciferase reporter assays . . . . . . . . . . . . . . . . . . . . 58

4.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58
4.3.1 Performance assessment and comparison . . . . . . . . . . . . 58



4 CONTENTS

4.3.2 Functional TFBSs within Gfi1b + 13 identified using ConBind 60
4.4 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 62

5 Molten globules are sequence dependent 69
5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 69
5.2 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71

5.2.1 Folding model . . . . . . . . . . . . . . . . . . . . . . . . . . . 71
5.2.2 Simulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72
5.2.3 Design procedure . . . . . . . . . . . . . . . . . . . . . . . . . 72
5.2.4 Sampling . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74
5.2.5 Order parameters . . . . . . . . . . . . . . . . . . . . . . . . . 74
5.2.6 Designed sequences . . . . . . . . . . . . . . . . . . . . . . . . 75

5.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75
5.3.1 Folded, molten globule and coil state . . . . . . . . . . . . . . 75
5.3.2 The molten globule transition is gradual . . . . . . . . . . . . 76
5.3.3 Sequence dependence of molten globule states . . . . . . . . . 78

5.4 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79

6 Discussion 89

Dankwoord 93

Summary 95

Samenvatting 97

List of publications 99



5

Chapter 1

Introduction

Proteins can be viewed as the cogs of the cellular machine. They are involved in
nearly every process inside and outside a cell, including, but not limited to:

• Structural scaffolding of organelles and of the cell itself.

• The catalysis of chemical reactions.

• Regulation of other proteins and processes by binding DNA or other proteins.

• Recharging a cells’ energy reserves through photosynthesis or chemical con-
version.

• Amplifying cellular signals through signalling cascades.

• Receiving and sending messenger molecules from and to other cells.

Any study of these and other biological processes invariably requires understand-
ing the proteins involved in them. This may include understanding the form and
function of a single protein, or the way in which functional characteristics emerge
through the interactions between proteins.

One of the most important tools used by molecular biologists in protein studies is
sequence alignment. A sequence alignment is a superposition of homologous proteins
that shows which regions are similar and which are not. This is possible because
homologous proteins will, by definition, have arisen from a common evolutionary
ancestor. Given this ancestor, we can look at the proteins as the ancestral sequence
after the application of a large number of evolutionary edits. It is generally not
possible to observe the ancestral sequence directly, due to the evolutionary split
having occurred in the distant past. In most practical applications, the evolutionary
edit distance between the homologous proteins themselves is thus used.

With a sequence alignment, it becomes easier to answer questions about the
importance of sequence regions of a protein. For example, the HIV virus evades
the immune system by having glycosyl groups attached to variable regions of its
proteins (van den Kerkhof et al. 2013). For example, a sequence alignment of a HIV
protein—isolated from different patients—will help to elucidate which glycosylation
sites are important to the virus and which occur spuriously.

Sequence alignments are most commonly obtained through an algorithm most
commonly attributed to Needleman and Wunsch 1970a. Provided a model describ-
ing the likelihood of various types of evolutionary changes to a single protein, this
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algorithm guarantees finding an—or commonly, the—alignment of maximum like-
lihood between a pair of proteins. It should be noted, however, that to be able to
provide this guarantee, the algorithm assumes that every amino acid in a protein
sequence is independent from its surroundings, from an evolutionary point of view.
In other words, the likelihood of changing an amino acid to another type may only
depend on the type of that amino acid, and not on other amino acids, or the po-
sition of the amino acid within the protein. This is, of course, an assumption that
is not biologically justified, but it does not substantially diminish the usefulness of
the algorithm.

The inputs and outputs of this pairwise alignment algorithm are shown in Fig-
ure 1.1, sub-panel a. Because we typically want to compare more than two sequences
at a time, the pairwise alignment algorithm is applied multiple times to yield a mul-
tiple sequence alignment (Figure 1.1, sub-panel b). A large number of advanced
multiple sequence alignment algorithms have been invented over the years (Heringa
1999; Katoh et al. 2002; Sievers, Wilm, et al. 2011); these, while having made signif-
icant gains in speed and accuracy, still depend largely on the quality of the scoring
model that is provided to the pairwise alignment step.

Beyond the primary structure, defined by the amino acid composition of a pro-
tein, additional levels of hierarchical protein structure exist. This is illustrated by
Figure 1.1, sub-panel c, where the secondary and tertiary structure of a globular
protein are shown. Because these levels of structure arise through complex mecha-
nisms, they capture additional conservational information, largely orthogonal to the
primary structure. Another example of a conservation signal that is not adequately
captured by the primary structure alone is that of motifs. A motif, shown in yellow
in Figure 1.1, sub-panels c and d, is a pattern in the primary structure, with some
functional role. Because functionality is strongly conserved in proteins, motifs will
typically be more conserved than the surrounding sequence. It is possible to further
improve the pairwise sequence alignment scoring model, by incorporating additional
conservational information found in hierarchical protein structure and motifs.

1.1 Hierarchical protein structure

Proteins, at their most basic level, are long polymers (chains) of building blocks
called amino acids. Amino acids come in many different shapes and flavours, de-
termined by the chemical composition of their side chains, as shown in Figure 1.2.
Owing to the vast number of permutations that are allowed for the side chain, al-
most uncountably many different types of amino acids exist in nature. However, in
biology, only two dozen are typically used to form protein chains. Differences in side
chain chemistry causes amino acids to have strongly varying properties:

• The side chains of some amino acids can form hydrogen bonds with water
molecules, and thus prefer to be in contact with surrounding water molecules.
These amino acids are called hydrophilic, whereas amino acids that are not
able to form hydrogen bonds are called hydrophobic.

• Some amino acids have large side chains, which may affect whether it is able to
fit in particular types of structure. Other amino acids have small side chains
or even no side chain at all, which causes them to be flexible.
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Figure 1.1: Illustration of the fundamentals of sequence alignment. In sub-
panel a, the inputs (a scoring model, in the form of a substitution matrix, and
a pair of sequences) and outputs (an alignment) of pairwise alignment are shown.
Sub-panel b shows a region of a multiple sequence alignment, generated by Jalview
(Waterhouse et al. 2009). Quality and conservation statistics, and the consensus
sequence, are shown below the alignment. Sub-panel c shows the hierarchical nature
of protein structure; the presence of a sequence motif has been highlighted in yellow.
The same motif, again highlighted in yellow, is shown in the primary structure of a
protein in sub-panel d.

• Additional special cases exist, such as amino acids which can pair to form
strong, stabilising bonds (or, disulphide bridges) between the ends of their
side chains, and amino acids which have a side chain with the ability to bind
to other molecules.

The form and function of a protein is chiefly determined by the composition and
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Figure 1.2: A protein backbone. The backbone of a single amino acid corresponds
to a triplet of N, Cα and C atoms; Rx denotes the side chain that is specific to every
type of amino acid. Reproduced from https://commons.wikimedia.org/wiki/

File:Peptide-Figure-Revised.png, licensed under CC BY-SA 3.0.

behaviour of the amino acids in its protein chain. This concept is called sequence
specificity and exists on multiple levels. For example, sequence specificity can deter-
mine whether a protein is able to bind another protein, but also whether a protein
takes a certain three-dimensional shape.

The amino acid composition (or sequence) of a protein chain is also called its
primary structure. Because of the limited number of amino acids in use in proteins,
it is possible to write the primary sequence of a protein as a string of letters, one for
every amino acid in a chain. Listing 1 shows an example of the primary sequence
of a protein. If the primary sequence contains subsequences of functional relevance,
these motifs are considered to be relatively easy to detect. It should be noted that,
while the presence of a motif is necessary for a functional role, other requirements
may need to be satisfied as well. For example, while a binding motif may exist, the
three-dimensional shape of a protein may prevent ligands from accessing a binding
site.

Arising from the primary structure is the secondary structure, or the local topol-
ogy of adjacent amino acids in a protein chain. A limited number of secondary
structure types exist, of which the α-helix and β-sheet are the most common. The
α-helix, an example of of which is shown in Figure 1.3, is defined by a helical arrange-
ment of approximately 3.6 amino acids per turn, stabilised by backbone hydrogen

https://commons.wikimedia.org/wiki/File:Peptide-Figure-Revised.png
https://commons.wikimedia.org/wiki/File:Peptide-Figure-Revised.png
https://creativecommons.org/licenses/by-sa/3.0/deed.en
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Listing 1: Primary structure of the α-chain of human haemoglobin. As is
customary, IUPAC 1-letter amino acids codes are used to encode the different amino
acid types.

bonds. Figure 1.3 shows an example of a β-sheet, consisting of multiple β-strands
in an extended conformation. The individual strands that make up a sheet are
stacked, with backbone hydrogen bonds connecting them. Note that there is no re-
quirement that the individual strands of a β-sheet be close together in the primary
structure. This means that, while the α-helix always has local secondary structural
contacts, β-sheets can be semi-local, having paired strands that are potentially hun-
dreds of amino acids apart in the primary structure. A protein—or a region of a
protein—is not required to have a secondary structure. Examples exist where the
secondary structure of a protein is fluid or not well-defined at all. We call these
regions intrinsically disordered.

Secondary structure elements, such as sheets and helices, are further organised—
spatially—into a protein’s tertiary structure, or its fold. Proteins are produced as
an extended chain by the ribosome, but self-organise into their native fold through
a process called folding. The tertiary structure of a protein is specific to its primary
structure, but predicting the tertiary structure from the primary structure alone
is a very difficult task (AlQuraishi 2019). Tertiary structure can be categorised
from global fold classes down to individual protein families (El-Gebali et al. 2019).
One property almost all the fold classes have in common is the organisation around
a hydrophobic core. As noted in the beginning of this section, amino acids can be
roughly subdivided into a group that wants to be near water molecules (hydrophilic)
and a group that does not (hydrophobic). During folding, the hydrophobic amino
acids aggregate together in the centre of the protein globule, with hydrophilic amino
acids on the surface, in contact with water. This process is called hydrophobic
collapse and is one of the main drivers of protein folding. During folding, proteins
do not transition immediately from an unfolded state to a native state: a number of
intermediate states are visited, which can be characterised as being semi-compact,
but dissimilar from the topology of the native state (Bychkova et al. 2018). As is
the case with secondary structure, well-defined tertiary structure is not mandatory:
examples of intrinsically disordered proteins exist, which (partially) lack a well-
defined tertiary structure.

Finally, the independent folding units of tertiary structure can be further grouped
into protein domains of quaternary structure. Protein domains are connected by
flexible linker regions, which can generally be predicted on the basis of the primary
structure. The function of a multi-domain protein is determined by the combination
of individual functional roles of its domains. For example, a protein may contain a
signalling domain, that will allow it to be transported to a certain cellular location,
a domain that binds ATP to obtain energy, and finally a domain that contains a
binding site to cleave a certain type of chemical bond. Typically, all of the above
domains will have one or more motifs, which encode the binding site for the transport
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Figure 1.3: The two most commonly occurring secondary structure types.
Shown are the α-helix (sub-panel a) and the β-sheet (sub-panel b). The common
ribbon visualisation of secondary structure is superimposed on the backbone atoms,
hydrogen bonds between backbone atoms are shown in purple.

protein, ATP and substrate.

1.2 Sequence alignment and conservation on mul-

tiple levels

Homology—defined as two entities having shared ancestry—is a central concept in
evolutionary biology. Homology can be seen, for example, when looking at the
common structural features of wings. Homology also extends to the microscopic
world of proteins (and DNA), where the primary structure—and, by extension, the
secondary and tertiary structure—of two proteins may be homologous. Figure 1.4
shows this in a sequence alignment. With an alignment, it becomes possible to
see exactly which parts of the sequence are similar and which are not. Similarity
between sequence regions in an alignment implies evolutionary conservation, which
in turn implies functional importance. This makes sequence alignment an important
tool in determining which parts of a protein (or genome) merit further investigation,
and which changes or regions are likely due to random genomic drift.

For protein and short- to medium-sized DNA sequences, a sequence alignment
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Figure 1.4: multiple sequence alignment (MSA) comparing the sequence
of a ribosomal protein across several organisms. Amino acids are coloured
according to their type, but only if that type is sufficiently present (or conserved)
in an alignment column.

between two sequences can be calculated with a dynamic programming algorithm.
This algorithm, first described by Needleman and Wunsch 1970b, is provided a set
of parameters describing the likelihood of substituting a symbol (a single amino acid
or nucleotide letter) for another, known as the score matrix. In addition to changing
the type of a DNA base or amino acid, mutations may also cause new bases or
amino acids to be inserted or deleted, requiring an additional parameter describing
the likelihood that a symbol in one sequence does not have a counterpart in the
other. This is known as a gap penalty—gap penalties may be constant, may take on
different values for opening and extending a gap, or may be the result of an arbitrary
function given the length of the gap. Given the substitution probabilities and gap
penalties, the pairwise alignment algorithm determines the optimal, or most likely,
alignment between the two sequences.

It is possible to extend the Needleman-Wunsch algorithm to an arbitrary number
of input sequences, retaining the guarantee of obtaining the alignment of maximum
likelihood, given the input parameters. However, in such a scenario, the algorithm
will need to perform

∏
k Lk operations, where Lk is the length of sequence k. This is

clearly not computationally feasible beyond a handful of input sequences. Instead,
the most commonly used multiple sequence alignment algorithm is called progressive
multiple sequence alignment (Hogeweg and Hesper 1984; Bacon and Anderson 1986).
This algorithm is heuristic, meaning it does not guarantee an optimal solution to
be returned, trading it for computational efficiency and scalability. The algorithm
begins by determining the degree of similarity between the input sequences through
pairwise alignment, yielding a tree in which every leaf corresponds to a sequence,
and in which similar sequences are clustered together. This corresponds closely to an
ancestral hierarchy arising from divergent evolution, making progressive alignment a
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reasonable heuristic for evolutionarily related sequences. Then, in the order defined
by the similarity tree, the algorithm grows the multiple sequence alignment (MSA)
through pairwise alignment. It does this by merging two leaves into a block, or by
merging a block into another block, until the root of the tree is reached. Although the
principles of progressive alignment continue to form the basis for multiple sequence
sequence alignment algorithms, there have been many different approaches towards
determining the join order and the parametrisation of the pairwise alignment step,
offering different trade-offs in speed and accuracy (Heringa 1999; Sievers and Higgins
2014; Nakamura et al. 2018; Edgar 2004).

In progressive alignment, all multiple sequence alignments are obtained by the
repeated application of the pairwise alignment algorithm. It is therefore crucial that
the alignment parameters, in the form of the substitution scores and gap penalties,
are as accurate as possible. Although the accuracy of amino acid scoring has been
greatly improved over the years (Dayhoff, Schwartz, and Orcutt 1978; S. Henikoff
and J. G. Henikoff 1992; Eddy 2009), it is still only based on the amino acid type,
without taking any other information into account. As we have noted in Section 1.1,
protein structure exists at many levels, with each of these levels containing its own
evolutionary conservation signal, which could be used to further improve alignment
quality. For example, potential alignment positions predicted to have the same
secondary structure type–or containing the same DNA-binding motif–may receive
an additional bonus to their score.

In Chapter 2, we present PRALINE 2 (M. J. J. Dijkstra et al. 2019), an MSA
program and framework which is able to incorporate multiple conservation signals
into its alignment scoring. PRALINE 2 accomplishes this with the concept of se-
quence tracks, which allow multiple symbols of different alphabets to be provided
for every position in a nucleotide or protein sequence. For example, for a protein
sequence there may be a track with the amino acid sequence, a track with a sec-
ondary structure annotation, and a track containing the predicted accessibility of a
residue to the solvent. This information can subsequently be used by PRALINE 2
to generate better quality or more biologically relevant alignments.

PRALINE 2 also allows for deep customisation of the progressive alignment
algorithm through its component architecture. Components can be seen as self-
contained building blocks of an MSA program, only interacting with the rest of the
program through the outputs they return. To modify the behaviour of PRALINE
2, components in the standard MSA workflow can be replaced, or an entirely cus-
tom workflow can be composed from the components included in the PRALINE 2
distribution. PRALINE 2 ships with components for sequence searches using (PSI-
)BLAST, implementations of various multiple sequence alignment strategies, and
more.

1.3 Motifs determine the functional properties and

regulation of proteins

Motifs are small regions in a nucleotide or protein sequence with a distinct functional
role. For example, a motif may encode a binding site for small molecules, or define
a location where other proteins may bind to a particular protein. Because of their
functional role, motifs are generally more conserved than the surrounding sequence—
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this means that a motif is more likely to be conserved by evolution, as a random
change would most likely change or erode the functionality of a motif. Motifs can
encode simple conditions–such as requiring a subsequence to exactly match a small
number of amino acids–but can also impose more complex constraints. For example,
a motif may require a specific number of amino acids of any type to be present, in
order to guarantee the correct spatial orientation of a binding site.

The constraints a motif imposes on a (sub)sequence may be encoded in the form
of a regular expression pattern, or regex. For example, the pattern G-{C}-[AT]
matches any subsequence starting with a G, followed by any symbol that is not a
C, and ending with an A or a T. Regular expressions allow for a very large database
to be efficiently scanned for motif matches, but are still powerful enough to encode
complex matching rules, such as having between n and m symbols of certain types
in a pattern.

In Chapter 3, the Motif-Aware PRALINE (MA-PRALINE) (M. Dijkstra, Ba-
wono, et al. 2018) protein multiple sequence alignment program is described. MA-
PRALINE, which has been built on the PRALINE 2 framework, can match input
sequences against provided motif patterns in PROSITE (Hulo 2006) regular expres-
sion syntax. Given any identified motif matches, MA-PRALINE can then assign an
alignment score boost to matches of the same pattern in different input sequences.
By benchmarking MA-PRALINE on the BAliBASE (Thompson, Plewniak, and
Poch 1999) gold standard alignment set, a window of permitted score boost values
was determined. This window was then orthogonally validated by obtaining an esti-
mate of the conservation signal of motifs of varying lengths on a different database,
HOMSTRAD (Stebbings 2004). In addition to providing more relevant, higher
quality alignments for motif-rich sequences, MA-PRALINE also supports soft- or
hard-anchoring of alignments, reducing the need for output MSAs to be tweaked by
hand.

Chapter 4 describes the ConBind (Lelieveld et al. 2016) program and web server.
ConBind aligns DNA regulatory regions, which influence the activity of nearby
protein-coding sequences, through the promoter motifs they contain. It is important
to note that the presence of a promoter motif in a regulatory region alone is not
enough for it to be functionally active, owing to the low complexity of most motif
patterns and additional requirements which must be met. Motif conservation across
species, however, is a good indicator that a motif is functionally active. Multiple se-
quence alignments can be used to detect conservation, but traditional MSA programs
are not good at aligning very large DNA sequences with low sequence identity. Con-
Bind matches input regions against provided motif patterns, and boosts the score
of positions found to be part of the same motif. This has the effect of weighting
the possible promoter nucleotides more significantly over the largely insignificant
background nucleotides. ConBind was validated using knockout experiments; it was
found that ConBind has better recall than using a standard MSA, making it able
to detect a number of cases of promoter conservation which would otherwise have
gone unnoticed. ConBind is available as a web server, allowing a user to specify the
regulatory region, as well as the species and motifs to include. It will then fetch the
regions from a sequence database, match the motifs, run the alignment and finally
return the results in an easy to understand format.
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1.4 The sequence of a protein drives the way it

folds

As described in Section 1.1, proteins do not start their life in their folded or native
conformation, but in a non-compact, extended conformation. During folding, the
protein is driven to adopt its native conformation, travelling through its folding
pathway. The folding pathway of a typical protein does not immediately lead to
its native fold, but instead visits a number of compact intermediate conformations,
called molten globule states. While it is known that the sequence directly encodes
the specificity for a fold, it is less clear whether this also applies to the shape and
characteristics of the folding pathway.

The above question was studied in Chapter 5, using a coarse-grained protein
model on a cubic lattice (M. Dijkstra, Fokkink, et al. 2018), or lattice model in
short. The lattice model, while lacking many of the aspects of real-world proteins,
does allow us to study the process of protein folding (van Dijk et al. 2016; Abeln et
al. 2014) in a computationally efficient manner. Lattice models require sequences to
be designed by an algorithm to fold into a desired native conformation; a term was
added to this design algorithm, so the preference for molten globule intermediate
states could be tuned.

Designing a large number of sequences for the same target fold, we observe a large
variety in folding pathways. Because the native state was kept fixed, this is driven
by sequence specificity alone. Among the types of folding behaviour we observe are
classic 2-state folders, multi-state folders, and proteins where the molten globule
states compete with the native fold at temperatures where the native fold should
be most stable. These results offer compelling evidence that it may be possible to
alter existing proteins to influence their folding behaviour, which could allow the
temperature or pH window in which they are active to be modified, as well as to
prevent or encourage protein aggregation.
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Chapter 2

Tailor-made multiple sequence
alignments using the PRALINE 2
alignment toolkit

Abstract

Performing a multiple sequence alignment (MSA) is an essential step in
many bioinformatics workflows. Although various adequately performing MSA
programs exist, they are often implemented for a general use case and can be
difficult to customise. Here we present an updated implementation of PRA-
LINE 2, a toolkit for tailor-made MSA workflows. PRALINE 2 supports
nucleotide and amino acid sequences, and allows other types of symbols, such
as secondary structure information, to be provided in the form of sequence
tracks. We show how to perform a number of custom alignment tasks, includ-
ing the incorporation of information about secondary structure, motif matches
and membrane-spanning protein sections into an alignment. PRALINE 2 is
written in modular Python code and available as open source on GitHub.

2.1 Introduction

Multiple sequence alignment (MSA) is one of the fundamental tasks in bioinformat-
ics, essential to a wide variety of workflows, including fold prediction, phylogenetic
analysis and mutation impact prediction. The exact solution with dynamic pro-
gramming is not feasible for more than a handful of sequences. For protein and
small- to medium-sized nucleotide sequences, MSA is therefore performed by itera-
tively applying the dynamic programming algorithm to pairs of sequences to grow a
multiple alignment, in what is called progressive multiple alignment (Hogeweg and
Hesper 1984).

A multitude of advanced alignment programs exist (Simossis and Heringa 2005;
Nakamura et al. 2018; Sievers and Higgins 2018), but improvements have mostly
been focused on improving the heuristics of progressive alignment (Heringa 1999;
Sievers, Wilm, et al. 2014), and on the accuracy of the scoring in the pairwise
alignment step (S. Henikoff and J. G. Henikoff 1992; Alva et al. 2016). In many
cases, however, it is already known that some subregions of a sequence should be
aligned, for example on the basis of a conserved functional motif or secondary struc-
ture element. A suitable alignment program, when provided with these kinds of
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annotations to the primary sequence, could use the additional conservation signal
to improve alignment quality.

Here we present PRALINE 2, a toolkit for this kind of tailored alignment prob-
lem. PRALINE 2 supports arbitrary sequence alphabets, and allows multiple al-
phabets to be used simultaneously, such as DNA and protein sequences with corre-
sponding sequence motifs. PRALINE 2 is a reimplementation of the PSI-PRALINE
program (Simossis and Heringa 2005) and has out-of-the-box support for many of
the commonly used algorithms in multiple sequence alignment. It should be easy to
extend or adapt for a particular use case.

2.2 Methods

PRALINE 2 was written from scratch in modern, well-documented Python code. In
places where speed is required accelerated implementations are provided, written in
C. These are currently limited to the profile-profile scoring function and the pairwise
alignment dynamic programming algorithm itself. PRALINE 2 is open source, runs
on Mac, Windows and Linux platforms and can be installed from the PyPI package
repository with a simple command.

2.2.1 Sequence tracks

Central to the architecture of PRALINE 2 is the concept of sequence tracks. A track
can store a nucleotide or amino acid sequence, or any kind of sequence annotation,
such as the presence of a possible transcription factor binding site at a position. A
sequence contains one or more tracks, each of which can provide an independent
contribution to the scoring function. Figure 2.1 shows how an MSA can be con-
structed that includes multiple types of sequence annotations: one track contains
the amino acid sequence, one track the secondary structure, and one the matches
against a specific motif pattern. There are no restrictions on the number of tracks,
nor on their alphabets or the symbols they contain; inputs with a large number of
tracks or very large alphabets will be more computationally intensive to align.

In addition to storing symbolic information tracks can also contain profile infor-
mation, or the probability of encountering a symbol of a given type over all symbol
types in an alphabet. This functionality is used internally to provide the profile-
profile alignment functionality in the progressive alignment workflow, but may also
be used, for example, to encode probabilistic predictions of secondary structure or
solvent accessibility. If custom track types contain probabilistic information, the
PRALINE 2 pairwise aligner will, by default, preserve this information through the
steps of the progressive alignment algorithm.

2.2.2 Component architecture

The track system of PRALINE 2 allows the way in which sequences are scored to
be customised, yet sometimes even more fine-grained control of the alignment algo-
rithm itself is required. To this end PRALINE 2 was designed around a component
architecture. Components can be thought of as modular building blocks of an MSA
program; they receive inputs, perform some computation and return outputs, but
cannot interact other than through these channels. This component architecture
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Figure 2.1: Overview of the PRALINE 2 algorithm, showing how an align-
ment can be improved by incorporating sequence annotations. (A) Three
input amino acid sequences alongside two annotation tracks: the 3-state secondary
structure (C, E, H) and an annotation predicting whether an N-terminal glycosyla-
tion site exists at a position (M) or not (*). A pair of columns, shown in red and
green, is tracked throughout the steps of the algorithm. (B) Scoring in more detail.
The three types of symbols contribute independently to the total score: amino acids
are scored by BLOSUM62, secondary structure by a 5/-5 match/mismatch scheme,
and, if both positions are a glycosylation motif, a score boost of 20 is applied. (C)
The resulting alignment (amino acid sequences only); note that the motifs, shown
in yellow, are correctly aligned, due to the motif scoring.
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Figure 2.2: Schematic overview of the components and data types in a
typical motif alignment workflow. Individual components are shown as boxes;
icons next to the arrows connecting components show the data types that flow
between them. In this alignment example pre-profiles are used, along with a simple
progressive MSA strategy, in which all pairs of sequences are aligned to determine
the join order. The legend on the right shows the data type belonging to every icon.

makes PRALINE 2 inherently modular; as long as the contract of an existing align-
ment component is obeyed, any alignment step or sequence of alignment steps can
be swapped out for a different implementation. Another advantage of the strict iso-
lation between components is the ability to run multiple tasks in parallel. PRALINE
2 supports scheduling component execution on multiple CPUs, which will provide
near-linear scaling as long as the input job is large enough. An overview of the
components in a motif alignment workflow is given in Figure 2.2.

The component architecture makes it possible to integrate existing tools, such as
sequence-level prediction programs or sequence search tools, with a minimal amount
of custom code. Additionally, the toolkit already provides a component for PSI-
BLAST and BLAST searching, a sequence regular expression matcher, and several
components for non-standard alignment workflows. An example which implements
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a component wrapper around the venerable EMBOSS needle tool can be found in
the source code repository.

2.3 Use cases

The new PRALINE 2 toolkit comprises a multiple sequence alignment strategy for
protein sequences containing motifs, named Motif-Aware PRALINE (MA-PRALINE)
(Dijkstra et al. 2018). Using the multi-track scoring of PRALINE 2, a score boost
is applied to traditional substitution scores when two symbols are part of the same
motif. MA-PRALINE can scan sequences for motifs in PROSITE pattern syntax
(Hulo 2006), or they can be provided manually. Motif annotations can be written
in Jalview annotation format for visualisation. MA-PRALINE was benchmarked
against BAliBASE (Thompson et al. 2005) families containing motifs; it was shown
that alignment of motif regions is generally improved dramatically, while not sig-
nificantly degrading the overall alignment structure. The motif annotation engine
of PRALINE 2 was used on the HOMSTRAD reference benchmark set (Stebbings
2004), to estimate the conservation signal encoded by motifs of varying lengths.

For nucleotide sequences, an early version of PRALINE 2 was used in the Con-
Bind (Lelieveld et al. 2016) transcription factor binding site (TFBS) conservation
detection server. The ConBind server aligns homologous genomic regions from mul-
tiple species, with improved scoring of TFBS motifs. The output of ConBind shows
which positions are conserved across species, and therefore which candidate TFBSs
are most promising for further investigation. ConBind was validated by measuring
gene activity with a luciferase reporter after knocking out candidate TFBSs, which
were collected from a ChIPseq data set. It was found that the higher motif align-
ment quality allowed ConBind to detect previously unknown cases of significant
conservation.

The engine powering ConBind and MA-PRALINE is now available in the form of
PRALINE 2, making the approach generally applicable. To facilitate the adoption
of PRALINE, we have implemented a number of example scripts in the Github
repository, showcasing how to apply it to common problems, including multi-track
alignments, as well as more elaborate customisations.
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Chapter 3

Motif-Aware PRALINE:
improving the alignment of motif
regions

Abstract

Protein or DNA motifs are sequence regions which possess biological im-
portance. These regions are often highly conserved among homologous se-
quences. The generation of multiple sequence alignments (MSAs) with a cor-
rect alignment of the conserved sequence motifs is still difficult to achieve, due
to the fact that the contribution of these typically short fragments is over-
shadowed by the rest of the sequence. Here we extended the PRALINE mul-
tiple sequence alignment program with a novel motif-aware MSA algorithm
in order to address this shortcoming. This method can incorporate explicit
information about the presence of externally provided sequence motifs, which
is then used in the dynamic programming step by boosting the amino acid
substitution matrix towards the motif. The strength of the boost is controlled
by a parameter, α. Using a benchmark set of alignments we confirm that a
good compromise can be found that improves the matching of motif regions
while not significantly reducing the overall alignment quality. By estimating
α on an unrelated set of reference alignments we find there is indeed a strong
conservation signal for motifs. A number of typical but difficult MSA use
cases are explored to exemplify the problems in correctly aligning functional
sequence motifs and how the motif-aware alignment method can be employed
to alleviate these problems.

3.1 Introduction

Sequence motifs are commonly described as relatively short conserved regions within
a protein or DNA sequence (Bork and Gibson 1996). These regions are of functional
importance: they serve as binding sites for ligands or transcription factors, and as
catalytic sites or structural elements. The presence of sequence motifs represents an
additional conservation signal (Bork and Koonin 1996), in addition to the conser-
vation of the amino acid sequence.

Accounting for motif conservation during sequence analysis is difficult. A con-
ventional multiple sequence alignment (MSA) program will weigh each sequence
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position equally, scoring matches according to a substitution matrix such as BLO-
SUM (S. Henikoff and J. G. Henikoff 1992) or PAM (Dayhoff, Schwartz, and Orcutt
1978). In a typical protein sequence, only a small fraction of amino acids are associ-
ated with a motif, which results in an underrepresentation of the conservation signal
encoded by the motif. Cases even exist where traditional amino acid conservation
is almost non-existent, such as with hyper-variable regions. In these instances only
the presence or absence of motifs is conserved.

Figure 3.1 exemplifies an instance where hyper-variability causes problems with
an alignment of the HIV-1 envelope protein (ENV, also known as gp120) (van den
Kerkhof et al. 2013). Two sequence properties of this viral protein family are key
to its function. Firstly, it contains several ’variable’ regions that are hyper-mutated
to avoid detection by the host’s immune system. Secondly, in vivo, gp120 is richly
decorated with glycans, hence N-linked glycosylation motifs are abundant in the
sequence. The alignment in Figure 3.1 is generated using the state-of-the-art Clustal
Omega (Sievers et al. 2011) program; one can appreciate in the overview at the
bottom that in general it does a great job, certainly in the constant regions; one,
C3, is shown in detail as an example. (Note that the full alignment contains over a
hundred sequences, but here we show a representative subset for clarity.) However,
focusing on the variable regions (marked in red) with the glycosylation motifs (in
yellow), it is equally obvious that these are generally poorly aligned. The detailed
illustration of V1 shows that many of the motifs in this region are not aligned
(Figure 3.1, top left). This is a typical case, which can be seen in many sequence
data sets. In this gp120 study, the solution was to redress the misaligned regions by
hand, which took the better part of two weeks to complete to satisfaction. We will
return to the HIV ENV use case as an example in the results section.

As is the case with HIV ENV, the presence of motifs in a sequence may provide
important clues about the function of that particular protein. Column-wise analysis
of motif positions in a MSA may reveal information about motif conservation, im-
plying selective pressure, which in turn suggests a functional role. This also means
it is possible to use motif conservation across species to filter out motifs occurring
by chance, only considering the motifs that are likely biologically active (Lelieveld
et al. 2015). Obtaining a more accurate alignment through the inclusion of mo-
tif information will further help many downstream analyses; e.g. mutation impact
scoring, residue specificity prediction or phylogenetic analysis.

We aim to tackle the motif alignment problem through our novel multiple se-
quence alignment strategy, Motif-Aware PRALINE (MA-PRALINE). MA-PRALINE
receives motif patterns in PROSITE pattern syntax, matches them against the in-
put sequences and biases the substitution scoring towards giving the motifs greater
significance. This means that MA-PRALINE is not a de novo motif identification
method. Motif patterns with significant matches in an input should first be iden-
tified through other means; for example, by database searching or running a motif
discovery program. The strength of the bias towards motif alignment is controlled by
a parameter, α. Larger values of α result in a stronger bias towards motif alignment,
whereas α = 0 is equivalent to normal sequence alignment.

MA-PRALINE has been implemented on top of the existing multiple alignment
program PRALINE (Heringa 1999). PRALINE is a popular multiple alignment
toolbox, with existing functionality to improve alignment quality by incorporat-
ing information about transmembrane regions (TM-PRALINE) (Pirovano, Feen-
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stra, and Heringa 2008), homology (PSI-PRALINE) (V. Simossis, Kleinjung, and
Heringa 2005) and secondary structure (V. A. Simossis and Heringa 2005). Key
to the motif-aware alignment algorithm is the support for multiple sequence tracks
in PRALINE; these tracks can contain multiple sources of data for every sequence
position. Other sequence data could thus be incorporated in a similar manner, such
as information about membrane-spanning segments or secondary structure.

Several related approaches to improve alignment quality have been attempted
in the past. Db-Clustal (Thompson, Plewniak, Thierry, et al. 2000) uses highly
conserved fragments of sequences as anchor points to improve the quality of a mul-
tiple sequence alignment. COBALT (Papadopoulos and Agarwala 2007) anchors the
alignment using a consistent subset of constraints derived from domain information
or from PROSITE (Sigrist, Cerutti, et al. 2002) patterns. FMALIGN (Chakrabarti,
Bhardwaj, et al. 2004) allows the user to specify special conserved regions. These
regions are then fixed in the resulting alignment; it is also possible to identify new
conserved regions in an iterative manner. A key difference in the approach taken by
MA-PRALINE, as opposed to these other methods, is the use of soft constraints. By
assigning a score bonus, rather than restricting or anchoring the alignment, problems
with false positives or spurious motifs can be mitigated more effectively.

In this work, we first developed a motif-aware alignment method. Secondly, we
show, through a benchmark, that there exists a range of α values where motif infor-
mation optimises the alignment of motif-rich regions, while not compromising the
overall alignment quality. We further validate our method by deriving an estimate
of the motif conservation signal on another data set of reference alignments. We
find that these two, largely orthogonal, estimates of the permitted range of α are
in agreement. Finally, we illustrate the advantages of using a motif-aware align-
ment strategy, by considering the nitrate reductase, HIV ENV, cupredoxin protein
families, all three containing conserved functional motifs.

Previously, we have shown that a similar approach is useful for aligning tran-
scription factor binding motifs in DNA sequence regions (Lelieveld et al. 2015). In
this work we show that a motif-aware approach can be equally useful for protein
sequence motifs. To demonstrate MA-PRALINE in a practical context, we ex-
plore a number of real-world use cases. These include several difficult families from
the alignment benchmark BAliBASE, as well as the HIV gp120 use case (van den
Kerkhof et al. 2013) introduced above. MA-PRALINE is available for Windows,
Mac and Linux systems and, as open source software, can be found on GitHub at
https://github.com/ibivu/MA-PRALINE.

3.2 Materials and methods

Multiple sequence alignment (MSA) programs, such as PRALINE, Clustal Omega
and others (V. A. Simossis and Heringa 2005; V. Simossis, Kleinjung, and Heringa
2005; Sievers et al. 2011; Shu and Elofsson 2011; Subramanian, Kaufmann, and Mor-
genstern 2008), take two or more sequences as input and return a sequence alignment
as output. An alignment can be seen as an evolutionary superposition of biological
sequences; it shows which symbols in the sequences are considered equivalent and
which symbols have no counterpart in other sequences. (These unmatched symbols
cause gaps in the other sequences.) Because extending the pairwise alignment algo-
rithm to multiple alignment becomes computationally infeasible as the number of

https://github.com/ibivu/MA-PRALINE
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Figure 3.1: The problem of aligning motifs in variable regions: the HIV
envelope protein (ENV) sequence (van den Kerkhof et al. 2013). The
bottom strip shows an overview of the first half of the alignment. At the top, one
of the variable (V1, left) and constant (C3, right) regions are shown. N-linked
glycosylation is crucial for the immune evasion function of ENV; hence there is
a prevalence of the N-{P}-[ST]-{P} motifs throughout. In C3 (right), the motifs
are clearly well-aligned; however in the variable V1 (left), even though conserved
flanking regions give a convenient anchoring for the alignment, it is obvious that the
motifs are poorly aligned. This alignment was created with Clustal Omega (Sievers
et al. 2011). For clarity, only a subset of representative sequences (one per patient)
is shown here. Figures were created using Jalview (Waterhouse et al. 2009); the
presence of N-terminal glycosylation motifs is shown in yellow.

sequences grows, a heuristic called progressive alignment is commonly used (Feng
and Doolittle 1987; Hogeweg and Hesper 1984). Progressive alignment grows a MSA
by iteratively adding sequences to it through pairwise alignment. It is considered
a reasonable heuristic, owing to the hierarchical nature of evolution; however, due
to its nature as a greedy algorithm it is quite sensitive to the order in which the
sequences are added to the alignment (Blackshields et al. 2010) (also known as the
join order). PRALINE offers multiple facilities to mitigate the effects of this greed-
iness: by incorporating information about all input sequences into preprofiles ; and
by determining the join order while the algorithm is growing the alignment instead
of up front.

In addition to the standard alignment inputs, Motif-Aware PRALINE (MA-
PRALINE) allows an end user to specify motif patterns in PROSITE pattern syntax
(Sigrist, Cerutti, et al. 2002). This information is used to grant a bonus to the amino
acid substitution score when matching two amino acids from the same motif, with
the aim of improving the biological significance of the resulting alignment.

3.2.1 Multiple sequence alignment strategy

Motif information is included in the pairwise alignment step of the algorithm. Multi-
ple sequence alignment is performed using the progressive multiple alignment strat-
egy on a pre-generated guide tree. The scores used to generate the tree dictating
the join order are obtained by global pairwise alignment. The merging step of the
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progressive multiple alignment algorithm is also performed by global alignment of
blocks. This strategy, while considerably less advanced than the standard PRALINE
strategy (creating a guide tree on the fly), was chosen because it performed well in
our earlier work on motif alignment (Lelieveld et al. 2015). It should also be noted
that MA-PRALINE can be configured to use the full suite of enhancements that
regular PRALINE employs to increase the alignment quality. Information about
the run time performance of MA-PRALINE is given in S1 Appendix.

To generate the multiple sequence alignment a pairwise score matrix P is first
obtained by aligning all pairs of input sequences. This matrix is then transformed
into a dissimilarity matrix by shifting the values such that the highest scoring pair
receives the value of zero and the lowest scoring pair receives the value of −min(P )+
max(P ).

Dxy = Dyx = −Pxy + max(P ) (3.1)

Here Dxy is the dissimilarity between sequences x and y; Pxy is the alignment
score between input sequences x and y. A guide tree is subsequently built from the
full dissimilarity matrix D through hierarchical clustering. The linkage method is
set to UPGMA by default, but single and complete linkage are also available as an
option. Finally, a multiple sequence alignment is extended by pairwise alignment in
the order given by the guide tree. The PRALINE alignment method (Heringa 1999)
was adapted for this work to perform the motif-aware multiple sequence alignment,
as further detailed in the next section.

3.2.2 Motif-aware pairwise alignment

In the progressive multiple alignment strategy a multiple sequence alignment is
grown iteratively by merging new sequences into it by pairwise alignment. In PRA-
LINE these pairwise alignments are performed with a dynamic programming algo-
rithm; both global (Needleman-Wunsch (Needleman and Wunsch 1970)) and semi-
global (PRALINE and others) merge strategies are supported. The algorithm guar-
antees that the optimal alignment will be found. This optimality is defined as the
most probable alignment according to the provided probability model. This model
describes the likelihood of changing one kind of symbol (such as a type of amino
acid) into another kind or into a gap. Inserting a gap means that a symbol in one
of the two sequences has no corresponding symbol in the other.

The algorithm works in two steps. In the first (or forward) step the solution
matrix F is obtained by iteratively solving a recursive equation. In the second (or
traceback) step a maximally scoring path is reconstructed from F . This path then
corresponds to (one of) the most probable alignment(s) between the two sequences.
In the global strategy the path is restricted to start in the bottom right corner of F
and to end in the top left corner of F . In the semi-global strategy this requirement
is relaxed: paths may start in the maximally scoring cell in the last row or column
of F and may end in any cell of the first row or column. This has the effect of
making gaps at the beginning and end of an alignment free, which in turn improves
the quality of an alignment between sequences of strongly varying lengths.

Information about the presence of one or more motifs is incorporated into this
standard algorithm through the addition of a scoring term to the general recursive
equation used to calculate the dynamic programming matrix F . Alternatively, one
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may think of this as extending the alphabet of the sequence (and the substitution
matrix) to account for the possible presence of a motif (Lelieveld et al. 2015). The
formulation of the modified recurrence relation is given below. Note that this is
a general definition; MA-PRALINE additionally implements an optimised version
that improves the execution time at the cost of restricting the gap penalty function
g(l) to be linear (g(l) = dl) or affine (g(l) = e+ d(l − 1)).

Fij = max


Fk,j + g(i− k) for k = 0, ..., i− 1

Fi,k + g(j − k) for k = 0, ..., j − 1

Fi−1,j−1 + S(Ai, Bj) + Smotif(Ai, Bj)

(3.2)

Fij is the value of the dynamic programming matrix F in row i and column j,
g(l) is the gap penalty associated with a gap of length l, and S(Ai, Bj) is the match
score between the symbols at position i and j in sequences A and B. Smotif(Ai, Bj)
is the motif scoring term, defined as follows.

Smotif(x, y) =

{
α if both x and y are part of the same motif

0 otherwise
(3.3)

α is a parameter that controls the strength of the bias towards motif alignment.
If α is set to a large value, the algorithm will have a very strong preference to
align motifs over the maximisation of the traditional amino acid substitution score.
In the case of α = 0 the behaviour reverts to that of the conventional dynamic
programming alignment algorithm. An example showing the influence of α on an
alignment is shown in Figure 3.2.

3.2.3 Motif annotation

Protein motif annotations are provided to the program in the form of PROSITE
regular expression pattern definitions. Patterns in this format can be found in
a number of places, such as in PROSITE (Bairoch 1991; Sigrist, Cerutti, et al.
2002; Sigrist, De Castro, et al. 2012) itself and in the Eukaryotic Linear Motif
(ELM) (Gould et al. 2009) database. If the structural family of a set of proteins
is known, it could be possible to include structural motifs from a database like
SMoS (Chakrabarti, Venkatramanan, and Sowdhamini 2003). Finally, because the
PROSITE pattern format is simple and widely used, it is also possible for an end
user to encode a previously undocumented pattern by hand.

PROSITE pattern syntax is an example of a regular expression (or regex in
short). Regular expressions are a compact way to encode a sequence pattern in a
manner that allows for efficient searches through large biological databases. For
example, the N-linked glycosylation motif introduced earlier is encoded by the
PROSITE pattern N-{P}-[ST]-{P}. This pattern matches any subsequence of amino
acids starting with a glutamine (N ), followed by any amino acid but a proline (S ),
followed by either a serine (S ) or a threonine (T ) and terminated by any amino acid
but a proline (P).

The motifs are used to annotate matching regions of input sequences. Motif
patterns, however, often contain information about the spacing between matching
symbols. For example, the pattern N-x(8)-N can be read as “match any sequence
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Figure 3.2: Example showing the influence of α on an alignment. Positions
shaded in grey show amino acids which are part of a motif pattern match (the pattern
A-A in this example). The path taken through the dynamic programming matrix
is shown shaded in red. BLOSUM62 was used to score amino acid substitutions,
together with a gap open penalty of −11 and a gap extension penalty of −1 (or,
g(l) = −11 + (−1 ∗ (l − 1)) for l > 0 and g(l) = 0 for l = 0).

consisting of two asparagines separated by 8 amino acids of any type”. Here, only the
two asparagine positions can reasonably be considered part of the motif; the other
positions merely offer information about spacing. We thus only consider a position
as part of a motif if it matches against an informative rule in a pattern. A rule in
a pattern is considered informative if it excludes more types of amino acids from
matching than it includes. For example, the rule “match any amino acid that is not
proline” is uninformative because it only excludes one type from matching. However,
the rule “match either alanine or tryptophan” is informative because it excludes all
but two types. A typical PROSITE motif pattern is described in Figure 3.3, together
with an example sequence matched against it. If the above set of rules erroneously
considers a motif position as uninformative, MA-PRALINE can be configured to
treat all motif matches as informative. This may especially be desirable in the case



34 3. MA-PRALINE: IMPROVING MOTIF ALIGNMENTS

of motif patterns which are too short to contain information about spacing. More
information regarding the different ways in which motif information can be provided
to MA-PRALINE is given in the Supporting Information, S2 Appendix.

Figure 3.3: An explanation of the motif matching rules and the motif anno-
tation process. A: N-terminal glycosylation site motif pattern, with an explanation
of its match rules. Informative match rules are shown in bold. B: Example sequence
(top row) matched against the N-terminal glycosylation site pattern (middle row).
The bottom row shows whether a position is annotated as a motif match (M ) or
not (* ).

3.2.4 Fitting α∗ on a reference data set

In order to obtain an orthogonal estimate of allowed values for the motif score pa-
rameter α, we apply a knowledge-based approach on a reference data set. The
methodology used is similar to the way BLOSUM matrices (S. Henikoff and J. G.
Henikoff 1992) are determined. HOMSTRAD was chosen as the reference because it
is strictly based on structural alignments. In the other reference sets (such as BAl-
iBASE), expert manual adjustments to the sequence alignment may have introduced
a bias towards aligning known motifs.

To construct our input set, all reference alignments in HOMSTRAD are an-
notated with all of the motif patterns present in PROSITE. This yields gapped
alignments with both an amino acid sequence and one or more motif annotations.
Reference alignments without a single motif match are excluded from the input set.
Using this procedure, we find 34568 motif matches in 3102 sequences, over a total
of 974 HOMSTRAD alignments. The minimum, maximum and mean amount of
matches per alignment are 0, 619 and 35.49, respectively. Per sequence there is a
minimum number of matches of 0, a maximum of 69 and a mean of 11.14. Additional
statistics regarding motif redundancy in HOMSTRAD are given in S3 Appendix.

We define α∗ as the logarithm of the probability of observing the alignment of a
motif annotated residue, divided by the expected (or naive) probability of such an
event. In other words, α∗ expresses how many times more likely the alignment of
motifs is than would be expected purely by chance. α∗ is given by the logarithm
of the ratio between the observed motif alignment probability P (Omotif) and the
expected, or background, probability P (Emotif).

α∗ = f logb

(
P (Omotif)

P (Emotif)

)
(3.4)
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The scaling factor f = 2 and logarithm base b = 2 are chosen so that the
parameter scale is equivalent to that of standard BLOSUM matrices (S. Henikoff
and J. G. Henikoff 1992), and to that of α. This allows for direct comparison between
values of α and α∗. In order to obtain P (Omotif) we count, for every column in an
alignment, the number of symbol pairs in which both symbols are a match symbol.
The probability then becomes this frequency divided by the total number of pairs
over all columns in the same alignment. If an alignment contains gaps, then these
are treated as a non-match symbol. The expected probability P (Emotif) is estimated
by the square of the fraction of positions containing match symbols (qm

2). This
estimate is reasonable as long as motifs are distributed evenly across the different
sequences in an alignment.

3.2.5 Scoring

The quality of an MSA is measured in terms of the Sum-of-Pairs score (SP score)
(Thompson, Plewniak, and Poch 1999; Golubchik et al. 2007; Bawono et al. 2015)
versus a reference alignment. The motif score is defined as the number of motif
annotated symbol pairs in an alignment column, divided by the total amount of
pairs. The motif score is counted over all columns in an alignment containing at least
a single motif match. If multiple patterns are included, their matches are collapsed
into a single motif annotation. Consequently, if a certain sequence position matches
multiple patterns the pairs are only contributing to the motif score once.

3.2.6 BAliBASE benchmark set

BAliBASE (Thompson, Koehl, et al. 2005) contains a large number of manually
curated reference alignments for the purpose of benchmarking MSA programs; for
an in-depth discussion of the difference between the sets we refer to earlier work
(Bawono et al. 2015). The BAliBASE reference alignments and program outputs
were used as-is; no changes were made by hand.

All families with significantly matching motifs in the most recent release of BAl-
iBASE 4 were used to assess motif and overall alignment quality for various MA-
PRALINE α values—please see S3 Table for a full list of families and the motif
patterns that were annotated in them.

3.2.7 Use cases

We will discuss two families from BAliBASE 3, BB20035 and BB30015, and one HIV
envelope protein family, in more detail. These represent typical examples of difficult
to align sequence families with known functional motifs. For the alignments in the
results section we use alignment parameters that one would typically use for these
specific families, as described below. Note that non-default parameter choices—the
substitution matrix, semi-global merging and the use of preprofiles—do not affect
the quality of the aligned motif regions. A full overview of the parameters is given
in S4 Appendix.

For the two BAliBASE use cases the additional alignment settings that were
used to generate the MA-PRALINE alignment are: semi-global alignment merging,
because the sequences vary greatly in size; the BLOSUM40 and BLOSUM30 sub-
stitution matrices, because a lower-than average sequence conservation is expected
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in these families; and finally global preprofiles, because this is a commonly enabled
quality improvement, which only incurs a mild penalty in terms of run time.

Use case: BAliBASE 3 alignment set BB30015

This sequence set consists of two major families of copper protein, namely the cupre-
doxin and nitrous-oxide reductase families. Cupredoxins are copper binding elec-
tron transport proteins that are commonly involved in photosynthesis and respira-
tion pathways (Adman 1991). The main domain of the cupredoxins consists of a
beta-sandwich domain which supports a copper binding site (S1 Table). Typical
structural features present in the plastocyanin and azurin subgroups are a ‘kink’ in
the C-terminal beta-sheet (shown in magenta in S1 Fig) and a ‘tyrosine loop’. Both
features are a possible consequence of the beta-sandwich structure. The major dif-
ference between the two subfamilies is the number of loops in the protein—azurins
are comprised of five loops while plastocyanins only have four (Adman 1991). The
plastocyanin and azurin subfamilies are notoriously difficult to align, even though
they are homologous (Heringa 1999).

Nitrous-oxide reductases are bacterial homo-dimeric enzymes that catalyse the
reduction of nitrous oxide (N2O) to dinitrogen (N2). Each chain of the homodimer
consists of two domains, namely an N-terminal 7-bladed beta-propeller domain con-
taining the catalytic site (CUZ domain) and a C-terminal cupredoxin-like domain
(CUA domain) (Haltia et al. 2003) (S2 Fig). Although the CUA domain is struc-
turally similar to cupredoxin proteins, it does not share the copper binding motif.

Use case: BAliBASE 3 alignment set BB20035

This sequence set belongs to reference group 2, which contains alignments of protein
families with a number of orphan proteins—or proteins that do not have detectable
homology at the sequence level to the other members of a particular set (Fischer and
Eisenberg 1999). The majority of the sequences in BB20035 are nitrate reductases,
a type of molybdoenzyme whose function is the catalysis of nitrate to nitrite. These
proteins are commonly involved in nitrate assimilation pathways in all kingdoms of
life. According to the corresponding entries in the UniProt database (Bairoch et al.
2005), the nitrate reductases in the BB20035 set possess a cofactor binding site for:
heme, molybdopterin and flavin adenine dinucleotide (FAD) (S1 Table).

Use case: HIV-1 envelope glycoproteins

The HIV-1 envelope glycoproteins (ENV) belong to a group of glycoproteins which
are exposed on the surface of the HIV viral envelope. These proteins play an essential
role in the ability of the virus to bind to the host cell receptors and thus to initiate
infection. The glycosylation of certain regions in these envelope proteins is known
to be important for the survival of the virus. The sugars attached by glycosylation
act as some kind of shield, protecting the virus from detection and attack by the
immune system of the host (Wyatt et al. 1998; Wei et al. 2003; van den Kerkhof et
al. 2013). The settings used to generate the alignments of HIV-1 ENV, documented
in S4 Appendix, are equivalent to the settings used for Table 3.1, with α = 20.

ENV sequences found in different patients have a relatively high sequence sim-
ilarity overall, but the N-terminal glycosylation site motifs (S1 Table), located in



3. MA-PRALINE: IMPROVING MOTIF ALIGNMENTS 37

the flexible loop regions, tend to be highly variable. This makes these flexible re-
gions particularly difficult to align properly using conventional alignment methods,
as shown in a study by van den Kerkhof et al. (van den Kerkhof et al. 2013).

3.3 Results

We start by evaluating our method in a more quantitative fashion, considering both
the classic Sum-of-Pairs score (SP score) (Thompson, Plewniak, and Poch 1999;
Golubchik et al. 2007; Bawono et al. 2015) to assess the quality of the alignment,
as well as the quality of the motif alignment through a motif SP score analog. In
addition, we study how the value of the motif score parameter α influences the
balance between the quality of the alignment of motifs and the overall alignment
quality. Finally, by considering the HIV ENV, cupredoxin and nitrate reductase
use cases, we will illustrate the benefits of our motif-aware alignment method for
problems where it is crucial to have motifs correctly aligned.

3.3.1 BAliBASE 4 benchmark set

In order to test performance and the effect of α on the overall alignment quality,
we ran MA-PRALINE over a range of α values on alignments from BAliBASE 4
containing preserved motifs. Preserved motifs were identified by matching sequences
against all of the motif patterns documented in PROSITE. A motif is considered
to be preserved if at least 50% of the sequences in a BAliBASE alignment contain
at least one instance of it. All of the 218 alignments in BAliBASE 4 have at least
one motif that meets this threshold. In order to keep the computational run time
feasible, 22 very large alignments were excluded from the benchmark set. For a full
list of BAliBASE 4 alignments and the motif patterns that were used per alignment,
please see S3 Table.

Table 3.1 shows the average SP and motif benchmark scores of alignments gen-
erated by MA-PRALINE using a range of α values. These results show that, for
small values of α, the overall SP score remains stable while the motif score increases,
indicating an improvement in the quality of the motif alignment. If α is increased
past a limit of around 15, however, the overall quality starts to suffer. These find-
ings show that it is possible to improve the quality of the motif alignment without
strongly affecting the overall alignment quality. According to these results, α should
be set between 5 and 20, depending on the degree of motif conservation. The stan-
dard deviation across different BAliBASE alignments also grows for both the SP
score and the motif score; this may indicate that the inclusion of α is changing the
order in which sequences are added to the alignment by the progressive alignment
algorithm. Changes in join order may result in large changes to an alignment, since
progressive multiple sequence alignment algorithms are very sensitive to the order
in which sequences are added to the alignment.

3.3.2 Estimation of the motif conservation signal, α∗

Given the viable range of α found by benchmarking MA-PRALINE (5 < α < 20),
we want to see whether this corresponds to the motif conservation signal we observe
in reference alignments. Statistically derived through a similar methodology as
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α Avg. SP Std. SP Avg. motif Std. motif
0 0.664 0.188 0.048 0.054
5 0.668 0.186 0.049 0.054
10 0.661 0.188 0.052 0.057
15 0.646 0.189 0.055 0.059
20 0.630 0.191 0.057 0.060
25 0.603 0.197 0.060 0.062
30 0.576 0.202 0.062 0.063
35 0.554 0.201 0.065 0.064
40 0.528 0.201 0.069 0.067
45 0.502 0.199 0.072 0.069
50 0.480 0.202 0.075 0.071
100 0.341 0.190 0.093 0.077

Table 3.1: Average benchmark SP and motif scores for various α over
BAliBASE 4. The standard deviation for both the motif and SP scores is also
given. For low values of α the motif score increases while the SP score remains
stable. Past α = 15, however, the SP score starts to decrease rapidly. The standard
deviation for both the motif and SP scores grows as α is increased.

BLOSUM matrices (S. Henikoff and J. G. Henikoff 1992), we obtain an estimate
of the motif conservation signal, α∗. The derivation of α∗ was calculated over the
HOMSTRAD data set (Mizuguchi et al. 1998), because it contains fewer biases
than BAliBASE. Figure 3.4 shows the value of α∗ for every motif pattern found
in PROSITE with at least one match in HOMSTRAD. qm is the fraction of amino
acids which match a motif pattern versus the total number of amino acids in all
sequence sets with at least a single match of the same pattern. Almost all values of
α∗ fall within a decaying envelope imposed by qm; this is because α∗ is a measure of
(log-fold) additional conservation over the background probability. The scenario of
perfect conservation, where every occurrence of a motif is aligned exclusively against
other occurrences of the same motif, translates to an upper bound on α∗. The bound
is dependent on qm because qm

2 is used as the estimate of the background probability
P (E). This is roughly analogous to the reason why rare amino acid types generally
receive higher scores in a BLOSUM matrix. The data points which do fall outside of
the envelope correspond to perfectly conserved motifs in HOMSTRAD; additionally,
these patterns match multiple families of strongly varying sizes. In such cases qm

2

underestimates the background probability, which in turn allows the α∗ value of
these patterns to transgress the boundary. A list of all PROSITE patterns and
associated qm, α∗ values is available in S4 Table.

Most of the longer motifs are of higher complexity, and thus have a lower chance
of matching a subsequence spuriously. For these motifs it would be possible to
choose a suitable value of α using qm alone, which is known to the user in advance
(after annotation). For the shorter (or lower complexity) motifs this does not seem
to be true, however, with an observed range of α∗ between 6 and 10. Nonetheless,
these results show a range of α∗ values largely in accordance with the acceptable
range of α, independently obtained through the benchmark and the use cases. A
value of α around 10 appears to be a reasonable setting, giving good alignment
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quality (as shown in Table 3.1) as well as being in accordance with the observed
motif conservation signal for sequence evolution (as shown in Figure 3.4).

Figure 3.4: The estimate of the motif match score α∗, derived from the
HOMSTRAD set of reference alignments. Every point corresponds to a single
motif pattern found in PROSITE that has at least one match in HOMSTRAD.
qm is the fraction of amino acids matching a pattern versus the total number of
amino acids in all HOMSTRAD alignments containing at least one instance of the
pattern. Short patterns are defined as having fewer than 6 match rules, average
length patterns as having between 6 and 20, and long patterns as having more than
20. The dashed line indicates the α∗ limit for perfect motif conservation; the four
points that most prominently fail to obey the limit correspond to PROSITE entries
PS00022, PS00142, PS00370 and PS00589.

3.3.3 HIV-1 envelope glycoprotein

The sequences of the HIV-1 envelope glycoprotein (ENV) contain many occurrences
of the N-linked glycosylation motif (pattern N-{P}-[ST]-{P} with PROSITE iden-
tifier PS00001). Generating a globally acceptable alignment is not especially diffi-
cult as, outside of the variable regions, there is strong sequence conservation. The
alignments produced by various alignment methods give very similar SP scores (S2
Table), indicating high alignment similarity. It is when a high-quality alignment for
the variable regions is also required that one will run into difficulties; this is shown
for a number of commonly used alignment programs in the Supporting Information
(S8 Fig, S9 Fig, S10 Fig).

In order to study the mechanism by which HIV evades an immune response, it
is crucial to have a proper alignment of the glycosylation motifs, many of which
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are found in the variable regions (van den Kerkhof et al. 2013). Figure 3.5 shows
how MA-PRALINE allows a user to optimise such alignments in various scenarios.
When the full protein sequences are aligned, most MSA methods struggle to align
the variable regions correctly, as shown in Figure 3.1 (for Clustal Omega) and in
Figure 3.5, panel A (for regular PRALINE). With extra weight on the glycosylation
motifs, MA-PRALINE is able to generate a reasonable alignment for these regions,
as shown in Figure 3.5, panel B. If we only use the sequence region comprising V1 as
input instead of the full sequence (and cutting V1 out afterwards), MA-PRALINE
obtains even better results, as shown in Figure 3.5, panel D. Regular PRALINE still
has difficulties (Figure 3.5, panel C).

Figure 3.5: Incremental improvements for the difficult variable region V1
in the HIV ENV protein. Only the V1 region is shown in this figure; in cases
where the full protein sequence was aligned, V1 was extracted afterwards using an
alignment editor. Alignments were made using: A: regular PRALINE, aligning the
entire protein; B: MA-PRALINE (α = 20), aligning the entire protein; C: regular
PRALINE, aligning just V1; D: MA-PRALINE (α = 20), aligning just V1. Figures
were created using Jalview (Waterhouse et al. 2009); the presence of N-terminal
glycosylation motifs is shown in yellow.

Cupredoxin and nitrous-oxide reductase families (BB30015 alignment
set)

Figure 3.6 shows the aligned motif region of this protein family, together with a visu-
alisation of a reference structure. Note that even the BAliBASE reference contains
a slight misalignment of a proline residue in the motif. This residue is an essential
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part of the copper binding domain, where it forms a ’kink’ in the second beta sheet
(Adman 1991; Choi et al. 2011) (middle panel Figure 3.6). Of the evaluated align-
ment programs only MA-PRALINE (with α = 15) produces a reasonable alignment
of the motif, including the structurally important proline residue.

Figure 3.6: Alignment programs compared on the motif-rich region of the
BAliBASE 3 reference alignment set of cupredoxin proteins (BB30015).
Yellow coloured residues match the copper binding motif (with PROSITE identifier
PS00196). Lighter colours indicate non-informative residues within a motif match.
Alongside the program output a reference structure is shown (PDB identifier 1AAC)
to visualise the motif within the structural context of the protein family. Note that
the proline residue at position 94 in the shown structure is misaligned in the BAl-
iBASE reference. The colours used here are the same as in the alignment outputs.
The ligand from the PDB structure is shown in red.

Nitrate reductase family with some orphan sequences (BB20035 align-
ment set)

A comparison of different sequence alignment programs on the nitrate reductase
use case is shown in Figure 3.7. Most regular MSA methods have difficulty with
the eukaryotic molybdopterin oxidoreductase motif (depicted in yellow). MUSCLE
appears to produce a slightly better alignment than Clustal Omega and Clustal W2,
as it only misaligns one symbol of the motif. However, MUSCLE does insert too
many gaps in the motif region. Only MA-PRALINE is able to align the motifs
correctly.

3.4 Discussion

MA-PRALINE is shown to perform well in aligning motifs in variable loop regions
which are difficult to align using existing methods, exemplified by the HIV-1 enve-
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Figure 3.7: Alignment programs compared on the motif rich region of
the BAliBASE 3 reference alignment set of nitrate reductase enzymes
(BB20035). Residues coloured yellow match against the eukaryotic molyb-
dopterin oxidoreductase motif (PROSITE identifier PS00559). Residues coloured
green match against the cytochrome b5 heme-binding motif (PROSITE identifier
PS00191). Lighter colours indicate non-informative residues within a motif match.
Alongside the program output a reference structure is shown for each motif match-
ing region (PDB identifiers: 2BIH for the oxidoreductase motif; 4B8N for the heme-
binding motif) to visualise the motif within the structural context of the protein
family. The colours used here are the same as in the alignment outputs. The ligand
from the PDB structure is shown in red.

lope glycoprotein gp120 use case. Other viral proteins might benefit from alignment
by MA-PRALINE, such as the glycoproteins which are involved in Hepatitis C cell
binding and entry (Falkowska et al. 2007). In general, this method could be used
to improve parts of alignments for which the amino acid sequence is unstable but
where motifs can be found to anchor the alignment. It should also be possible to
use MA-PRALINE to improve the alignment of certain classes of proteins, which
contain regions that are not strictly considered motifs, but where an additional
conservation signal can be found. For example, one could apply the same prin-
ciple on the membrane spanning regions of transmembrane proteins. This would
provide another option for aligning membrane proteins, in addition to the existing
TM-PRALINE strategy (Pirovano, Feenstra, and Heringa 2008), which employs a
transmembrane-specific residue exchange matrix.

Additionally, it should be noted that MA-PRALINE, in its current implemen-
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tation, already supports nucleotide sequences. However, this study was done ex-
clusively on protein sequences; any knowledge gained, such as supported parameter
values, is not directly transferable to a nucleotide use case. For further informa-
tion, we refer the reader to previous work (Lelieveld et al. 2015), where an approach
similar to MA-PRALINE was applied to DNA sequences.

3.4.1 User recommendations

In this study we explored a number of real-life multiple sequence alignment use cases
to demonstrate how MA-PRALINE could be used to improve the biological fidelity
of a sequence alignment by aligning sequence motifs more accurately.

Motif alignment quality depends strongly on the value of the motif match score
parameter (α). We also conclude that the correct value of α is dependent on the
expected conservation of the motifs. Care should be taken not to harm the over-
all alignment quality by setting α to an unrealistically high value. A safe, default
setting is α = 10, but depending on the sequence identity, the length of the mo-
tifs and possible motif redundancy, it may be possible to set α to a larger value.
This may even be required to gain the full benefits of MA-PRALINE motif scoring.
However, values larger than α = 30 lead to poor results. This α seems to indicate a
threshold beyond which the motif boosting becomes strong enough to overcome the
traditional substitution scoring for non-conserved motifs. We recommend trying out
a few possible values within the range given above and to look at how the resulting
alignment changes at each increment of α.

Supporting information

S1 Appendix. Performance figures of MA-PRALINE on variously sized
inputs.
Available at https://phd-thesis.dijkfoon.nl/chapter3/S1_Appendix.docx.

S2 Appendix. Examples describing how to provide motif information to
MA-PRALINE.
Available at https://phd-thesis.dijkfoon.nl/chapter3/S2_Appendix.docx.

S3 Appendix. Statistics regarding the redundancy of motif matches on
the HOMSTRAD reference data set.
Available at https://phd-thesis.dijkfoon.nl/chapter3/S3_Appendix.docx.

S4 Appendix. Archive containing the inputs and alignments shown in
the results. Also includes a script to generate the alignments with a local
MA-PRALINE installation.
Available at https://phd-thesis.dijkfoon.nl/chapter3/S4_Appendix.zip.

S1 Fig. The protein structure of the cupredoxin amicyanin, from Para-
coccus denitrificans (PDB identifier: 1aac Cunane et al. 1996). The copper
binding motif is highlighted in yellow. Note the structural importance of the beta
sheet kink induced by the proline at residue position 94, highlighted in magenta.

https://phd-thesis.dijkfoon.nl/chapter3/S1_Appendix.docx
https://phd-thesis.dijkfoon.nl/chapter3/S2_Appendix.docx
https://phd-thesis.dijkfoon.nl/chapter3/S3_Appendix.docx
https://phd-thesis.dijkfoon.nl/chapter3/S4_Appendix.zip
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Available at https://phd-thesis.dijkfoon.nl/chapter3/S1_Fig.tif.

S2 Fig. The crystal structure of nitrous-oxide reductase from Paracoc-
cus denitrificans (PDB identifier: 1fwx Brown et al. 2000). Only chain A
is shown. The cupredoxin-like domain (CUA) is coloured according to its secondary
structure.
Available at https://phd-thesis.dijkfoon.nl/chapter3/S2_Fig.tif.

S1 Table. List of sequence motifs discussed in this study and their cor-
responding PROSITE patterns.
Available at https://phd-thesis.dijkfoon.nl/chapter3/S1_Table.xlsx.

S3 Fig. The reference alignment of the BAliBASE 3 reference alignment
set of nitrate reductase enzymes (BB30015). Coloured residues are part of a
motif match.
Available at https://phd-thesis.dijkfoon.nl/chapter3/S3_Fig.tif.

S4 Fig. The reference alignment of the BAliBASE 3 reference alignment
set of cupredoxins and nitrous-oxide reductases (BB20035). Coloured
residues are part of a motif match.
Available at https://phd-thesis.dijkfoon.nl/chapter3/S4_Fig.tif.

S5 Fig. BAliBASE 4 benchmark performance plot. Reference based aver-
age SP and motif scores as a function of α.
Available at https://phd-thesis.dijkfoon.nl/chapter3/S5_Fig.tif.

S6 Fig. BAliBASE 4 benchmark SP score box plot.
Available at https://phd-thesis.dijkfoon.nl/chapter3/S6_Fig.tif.

S7 Fig. Sections of the alignment of the HIV-1 envelope glycoprotein
data set as produced by Motif-Aware PRALINE method, showing vari-
able loop regions. The coloured residues indicate the location of the motif, semi-
transparent colours indicate the spacer residues in the motif.
Available at https://phd-thesis.dijkfoon.nl/chapter3/S7_Fig.tif.

S8 Fig. Sections of the alignment of the HIV-1 envelope glycoprotein
data set as produced by Clustal Omega, showing variable loop regions.
The coloured residues indicate the location of the motif, semi-transparent colours
indicate the spacer residues in the motif.
Available at https://phd-thesis.dijkfoon.nl/chapter3/S8_Fig.tif.

S9 Fig. Sections of the alignment of the HIV-1 envelope glycoprotein
data set as produced by Clustal W2, showing variable loop regions. The
coloured residues indicate the location of the motif, semi-transparent colours indicate
the spacer residues in the motif.
Available at https://phd-thesis.dijkfoon.nl/chapter3/S9_Fig.tif.

https://phd-thesis.dijkfoon.nl/chapter3/S1_Fig.tif
https://phd-thesis.dijkfoon.nl/chapter3/S2_Fig.tif
https://phd-thesis.dijkfoon.nl/chapter3/S1_Table.xlsx
https://phd-thesis.dijkfoon.nl/chapter3/S3_Fig.tif
https://phd-thesis.dijkfoon.nl/chapter3/S4_Fig.tif
https://phd-thesis.dijkfoon.nl/chapter3/S5_Fig.tif
https://phd-thesis.dijkfoon.nl/chapter3/S6_Fig.tif
https://phd-thesis.dijkfoon.nl/chapter3/S7_Fig.tif
https://phd-thesis.dijkfoon.nl/chapter3/S8_Fig.tif
https://phd-thesis.dijkfoon.nl/chapter3/S9_Fig.tif
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S10 Fig. Sections of the alignment of the HIV-1 envelope glycoprotein
data set as produced by MUSCLE, showing variable loop regions. The
coloured residues indicate the location of the motif, semi-transparent colours indicate
the spacer residues in the motif.
Available at https://phd-thesis.dijkfoon.nl/chapter3/S10_Fig.tif.

S2 Table. Sum-of-Pairs alignment scores for the HIV-1 envelope glyco-
protein data set. For MA-PRALINE two alignment strategies were evaluated:
the canonical PRALINE on-the-fly strategy V. A. Simossis and Heringa 2005 and a
simpler ’pre-generated tree’ strategy.
Available at https://phd-thesis.dijkfoon.nl/chapter3/S2_Table.xlsx.

S3 Table. List of BAliBASE 4 alignment sets containing one or more
conserved motifs. BAliBASE identifiers are provided, along with matching motif
patterns in PROSITE format.
Available at https://phd-thesis.dijkfoon.nl/chapter3/S3_Table.xlsx.

S4 Table. Data used to generate Figure 3.4. A row corresponds to one point
and lists the PROSITE accession, pattern, fraction of matching amino acids qm, and
score α∗.
Available at https://phd-thesis.dijkfoon.nl/chapter3/S4_Table.xlsx.

S5 Table. Data used to generate Table 3.1. One row in the table contains
the motif and SP scores for one pair of a BAliBASE family and a value of α.
Available at https://phd-thesis.dijkfoon.nl/chapter3/S5_Table.xlsx.

https://phd-thesis.dijkfoon.nl/chapter3/S10_Fig.tif
https://phd-thesis.dijkfoon.nl/chapter3/S2_Table.xlsx
https://phd-thesis.dijkfoon.nl/chapter3/S3_Table.xlsx
https://phd-thesis.dijkfoon.nl/chapter3/S4_Table.xlsx
https://phd-thesis.dijkfoon.nl/chapter3/S5_Table.xlsx
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Chapter 4

ConBind: motif-aware
cross-species alignment for the
identification of functional
transcription factor binding sites

Abstract

Eukaryotic gene expression is regulated by transcription factors (TFs)
binding to promoter as well as distal enhancers. TFs recognise short, but
specific binding sites (TFBSs) that are located within the promoter and en-
hancer regions. Functionally relevant TFBSs are often highly conserved dur-
ing evolution leaving a strong phylogenetic signal. While multiple sequence
alignment (MSA) is a potent tool to detect the phylogenetic signal, the cur-
rent MSA implementations are optimised to align the maximum number of
identical nucleotides. This approach might result in the omission of conserved
motifs that contain interchangeable nucleotides such as the ETS motif (IU-
PAC code: GGAW). Here, we introduce ConBind, a novel method to enhance
alignment of short motifs, even if their mutual sequence similarity is only par-
tial. ConBind improves the identification of conserved TFBSs by improving
the alignment accuracy of TFBS families within orthologous DNA sequences.
Functional validation of the Gfi1b + 13 enhancer reveals that ConBind iden-
tifies additional functionally important ETS binding sites that were missed
by all other tested alignment tools. In addition to the analysis of known reg-
ulatory regions, our web tool is useful for the analysis of TFBSs on so far
unknown DNA regions identified through ChIP-sequencing.

4.1 Introduction

Accurate binding of transcription factors (TFs) to DNA is necessary for the normal
functioning of all cell types. TFs bind to short (5–10 bp) DNA sequences known
as DNA binding motifs or TF binding sites (TFBSs), and through interactions
with the basic transcriptional machinery they control whether a gene is turned on
or off. Functional regulatory DNA elements such as promoters and enhancers are
often evolutionarily conserved; comparative DNA sequence analysis has therefore
long been recognised as a powerful approach to both locate candidate regulatory
regions, and also to pinpoint critical binding sites within such regions (Chapman
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et al. 2003; Donaldson et al. 2005; Rubin et al. 2000). Within the haematopoietic
system, the TF Gfi1b (growth factor independence 1b) is expressed in haematopoi-
etic stem cells as well as in common myeloid progenitors and it is essential for
erythroid and megakaryocytic differentiation (Osawa et al. 2002; Vassen, Okayama,
and Möröy 2007). Anguita et al. 2010 identified a number of conserved non-coding
elements (CNEs) containing multiple erythroid specific TFBSs through a multiple
species sequence comparison approach. Three of these CNEs could be validated
as haematopoietic enhancers in transgenic mouse assays (Moignard et al. 2013),
highlighting the importance of comparative DNA sequence analysis.

To study the transcriptional regulation of gene expression, it is not only nec-
essary to determine conserved promoter or enhancer elements, but also to identify
functional TFBSs within these regulatory elements. While de novo motif discovery
methods such as MEME (Bailey et al. 2006) and RSAT (Thomas-Chollier et al.
2008) are commonly used for the prediction of novel TF binding motifs within reg-
ulatory regions, ConBind is designed to simplify and accelerate hypothesis-driven
research, helping biologists prioritising experiments and validations for the known
TFBSs most likely to be functional. Usually, phylogenetic foot-printing methods
(Katoh et al. 2002; Aerts et al. 2005), are employed to predict whether a certain
putative TFBS is functional or not. The underlying principle behind the phylo-
genetic foot-printing technique is that functional sequence motifs tend to be more
conserved between species than the non-functional sequence motifs. ConBind im-
proves on current phylogenetic foot-printing methods by using relevant biological
information (i.e. TF binding motifs) to produce motif-aware alignments that in-
crease the identification of conserved TFBSs.

Recent improvements in genome-wide sequencing approaches have resulted in an
explosion of completely sequenced genomes including viruses, bacteria and eukary-
otes. This major increase in the availability of sequenced genomes has allowed for
more widespread use of the phylogenetic foot-printing method, as it relies heavily on
sequence alignment to assess the conservation of the regulatory elements. A phylo-
genetic foot-printing analysis commonly starts with a query sequence of an organism
of interest, followed by collection of sequences, which are orthologous to this query
sequence. Finally, the query sequence and its orthologs are aligned together using a
multiple sequence alignment (MSA) algorithm of choice. TFBSs that are present in
the query sequence are deemed functional when they are conserved in the alignment
of multiple species.

A biological sequence alignment, pairwise or multiple (alignment of three or more
sequences), is obtained by inserting gaps into sequences such that all sequences in the
alignment have the same length L. The goal of the sequence alignment technique is to
arrange the N input sequences into a matrix of N rows and L columns in such a way
that best represents the evolutionary relationships among these sequences. Sequence
alignment methods are commonly employed to infer conserved (functional) sequence
elements. Several tools are available for generating pairwise as well as MSAs such as
ClustalW2 (Larkin et al. 2007), ClustalOmega (Sievers et al. 2011), Praline (Heringa
1999), MUSCLE (Edgar 2004), T-Coffee (Notredame, Higgins, and Heringa 2000)
and MAFFT (Katoh et al. 2002).

The currently available tools for identifying functional TFBSs, such as TOU-
CAN 2 (Aerts et al. 2005), ConSite (Sandelin, Wasserman, and Lenhard 2004) and
rVISTA 2.0 (Loots and Ovcharenko 2004) make use of a sequence alignment algo-
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rithm, which applies a generic scoring scheme aimed to maximise the number of
matching nucleotides in the aligned sequences. Hence, these methods sometimes
prevent correct alignment of conserved TFBSs, especially for motifs with low speci-
ficity, for example the well described EBOX (CANNTG) or ETS (GGAW) motifs.
We present here ConBind, a web-based online tool that addresses these shortcom-
ings. An intuitive interface allows the user to input the DNA sequence or genomic
coordinates from one species and then select multiple species from a list that will be
used for the generation of the MSA(s). Finally, a number of DNA sequence motifs
can be selected from the provided list or the sequence of TF binding motifs of inter-
est can be added to the input information. The selected motifs will be employed to
optimise the sequence alignment based on TFBS conservation. The output consists
of MSAs with highlighted TFBSs, accessible online for consultation or download-
able in FASTA, JALVIEW (Waterhouse et al. 2009), MSF, RTF or XML format
for further processing. Taken together, this tool is a useful resource for researchers
interested in gene regulation by DNA binding proteins.

4.2 Materials and methods

We implemented a phylogenetic foot-printing pipeline as a web application named
ConBind, available for non-commercial use at http://www.conbind.org. Our pipeline
is based on three steps: (i) identification of suitable orthologous regions, (ii) motif-
aware alignment of the orthologous sequences and finally (iii) visualisation of con-
served TFBSs (see Figure 4.1).

4.2.1 Identification of suitable orthologous sequences

Given the chromosomal coordinates (i.e. assembly name, chromosome number, start
and end position) of the regulatory region of interest, the corresponding sequence
is extracted from the genome. Alternatively, the DNA sequence of interest can be
provided as input. The target sequence is then used as a query to find orthologous
regions running BLASTn on the genomes of the species selected by the user. The
Smith–Waterman (local alignment) algorithm used by BLASTn identifies only the
high similarity core subsequence. Therefore, in order to better match the size of
the query region, we extended starting and ending chromosomal positions of each
core subsequence to match the length of the query. The extended chromosomal
coordinates are then used to retrieve the nucleotide sequences of the orthologous
regions. E-values from BLAST searches are stored and reported as part of the
output file for the user to assess the quality of the orthologous sequence retrieved.

4.2.2 Motif-aware alignment of the orthologous sequences

Current MSA methods were developed under the assumption that nucleotide occur-
rences are randomly distributed and independent from neighbouring bases. There-
fore, identity matrices (i.e. matrices with a score of one on the main diagonal only)
are used as weight matrices to compute nucleotide alignments. Such matrices re-
ward only the alignment of nucleotide of the same type. However, aligning each
individual nucleotide without taking information of neighbouring nucleotides into
account is not sufficient for the alignment of those TFBSs that can contain variable

http://www.conbind.org
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Figure 4.1: Schematic diagram of the ConBind pipeline. (A) Identification
of suitable orthologous DNA sequences (species B, C and D) for the user-supplied
sequence (species A). Core orthologous subsequences are found using BLAST. (B)
The orthologous DNA sequences are extended to match the length of the region of
interest (black) and TFBSs of interest (supplied by user) are identified (C) Motif-
aware alignment of the orthologous DNA sequences by using the candidate TFBSs
information to optimise the MSA. Dashed lines represent gaps in the alignment.

nucleotides within their core sequences such as ETS motifs with the IUPAC consen-
sus sequence GGAW (Sharrocks 2001), STAT5 binding sites with the IUPAC consensus
sequence TTCYNRGAA (Soldaini et al. 2000) or RUNT motifs with the IUPAC con-
sensus sequence TGYGGT (Meyers, Downing, and Hiebert 1993). For instance, TFs
that recognise the RUNT motif (e.g. RUNX1) can bind to both TGCGGT and TGTGGT

sequences. In a motif-aware alignment, both motif possibilities would ideally align
equally well; hence TGCGGT would align not only to itself, but also to TGTGGT. How-
ever, current MSA algorithms are optimised to maximise the overall alignment score
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based on the identity matrix and therefore do not account for biological information
such as known TFBSs. As a result, standard MSA methods can misalign biologically
conserved TFBSs, as shown in Figure 4.2A.

Figure 4.2: Generation of motif-aware alignment. (A) TFBSs of the same
motif family that are comprised of different nucleotides are often not aligned with
each other by current MSA algorithms such as ClustalW2. Both, Sequence1 and
Sequence2, contain the RUNT DNA binding motif (highlighted in yellow), but the
sequence differs by one nucleotide (bold). On the right, the alignment produced by
ClustalW2 is shown. Gaps are introduced inside the motif in order to maximise
the overall alignment score. (B) Step-wise substitution of nucleotides: (1) The
locations of the RUNT motif (yellow) are marked in four different sequences; (2)
The letter for each nucleotide embodied in a motif is replaced by a new symbol
carrying information about the original base type and the motif family; (3) The MSA
is computed using the extended weight matrix (see panel C); (4) The symbols are
replaced with the original base letters on the aligned sequences. (C) Left: the default
identity matrix rewards the alignment of equal nucleotides per column, irrespective
of their biological context. Right: the original identity matrix (red) is extended
to take into account information about TF binding motifs. Nucleotides embodied
in a motif are rewarded in a similar way to the default identity matrix when they
match the original nucleotides (blue). Alignment of bases of the same motif family
that differ between two or more sequences are rewarded by a MMW (Motif Match
Weight) or MSW (Motif Mismatch Weight) depending on the original nucleotide.
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In order to increase the identification and prediction accuracy of conserved TF-
BSs, we enhanced the MSA step by integrating information about the TF motif
families specified by the user (e.g. ETS, RUNT, GATA); where a motif family is a
user defined non-empty set of consensus sequences. The MSA rewards in this case
the alignment of two (possibly different) nucleotides belonging to the same motif
family as described above. Therefore, it is necessary to distinguish between nu-
cleotides that are part of a DNA binding motif and those that are not. In order
to achieve this, the original nucleotide sequence alphabet (A, C, G, T) needs to be
complemented with new symbols (i.e. letter different than A, C, G, T) that contain
information about the nucleotide type as well as the affiliation to a specific motif
family, i.e. each nucleotide type/family combination will be represented by different
symbol. The new symbols therefore replace the original nucleotide characters in case
the nucleotides are part of motif sequences (see Figure 4.2B). Since motif patterns of
different families can overlap, a single position on a sequence can belong to multiple
motif families. As the replacement symbol will have to carry information about all
overlapping families, it will be different form the symbol used for the same base
in each of the various families. For instance, each guanine residing in an overlap
between an EBOX and a RUNT motif will be assigned the replacement symbol α,
while each guanine belonging only to an EBOX motif will have the symbol β and the
ones belonging only to a RUNT motif will have the symbol γ. Using this strategy,
it is possible to score higher the alignment of α with β or γ, than the alignment of
β with γ.

Once the aforementioned symbol substitution is complete, the default weight
matrix (i.e. the identity matrix over A, C, G, T) has to be extended with the new
symbols (Figure 4.2C). The extended matrix assigns weights to the following eight
combinations of pairwise comparisons: (1) two nucleotides letters of the same base
(e.g. G matching G), (2) two nucleotides letters of different bases (e.g. G matching
C), (3) a nucleotide and a replacement symbol corresponding to the same base (e.g.
T matching α), (4) a nucleotide and a symbol corresponding to different bases (e.g.
G matching α, where α replaces a base different than G), (5) two identical symbols
(e.g. α matching another α), (6) two different symbols belonging to the same motif
family and replacing different bases (e.g. α and β, where the first correspond to a
G and the latter to an A of the GATA motif), (7) two different symbols belonging
to different motif families but replacing the same base (e.g. α and γ where the first
correspond to a G in a GATA motif and the latter to a G in an EBOX motif) and
finally (8) two different symbols belonging to different motif families and replacing
different bases (e.g. α and δ where the first correspond to a G in a GATA motif and
the latter to a T in a RUNT motif).

In order to produce a motif-aware alignment the traditional weight matrix has to
be extended with additional symbols and weight assignments. The weights allocated
to each of the eight pairwise comparisons are shown in Table 4.1. Briefly, a weight
of 1 is assigned when the same nucleotides are aligned (case 1) as well as when
a nucleotide or symbol are aligned that represent the same base (cases 3 and 7).
A weight of 0 is assigned when nucleotides and/or symbols do not match (cases
2, 4 and 8). The score in the weight matrix has to be increased for those cases
in which symbols within the same TFBS are compared (cases 5 and 6), so that
TFBS are preferentially aligned over any random DNA sequence. This up-weighting
rewards the alignment of bases belonging to the same motif family but with different
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nucleotide compositions such as GGAA and GGAT for the ETS motif with the IUPAC
code GGAW.

Weight Case
0 (2) Two nucleotide letters of different bases

(4) A nucleotide letter and a symbol corresponding to
different bases
(6) Two different symbols belonging to different motif
families and shadowing different bases

1 (1) Two nucleotides letters of the same base
(3) A nucleotide letter and a symbols corresponding to
the same base
(5) Two different symbols belonging to different motif
families but shadowing the same base

MMW (= 3) (8) Two identical symbols
MSW (= 1) (7) Two different symbols belonging to the same motif

family and shadowing different bases

Table 4.1: Pairwise comparison weights used by ConBind. Cases 2, 4 and 6
correspond to the default mismatch case with a weight of 0, i.e. when two different
nucleotide bases are compared. Cases 1, 3 and 5 correspond to the default match
cases, i.e. when two identical nucleotides bases are compared. Case 7 corresponds
to a match of two identical nucleotides that belong to a motif sequence of the
same family. Case 8 corresponds to a match between two different nucleotide bases
belonging to a motif sequence of the same family. The weight for case 8 (motif
match weight or MMW) and case 7 (motif mismatch weight or MSW) were set to 3
and 1 respectively.

The choice of the motif match weight (MMW) (case 5) and motif mismatch
weight (MSW) (case 6) is extremely important as these two weights are responsi-
ble for the subtle equilibrium between overall alignment accuracy and a favoured
alignment of TFBSs. On the one hand, a weight that is too small will produce a
very similar alignment to the currently available tools in which the maximum num-
ber of nucleotides will be aligned without allowing the alignment of different bases
embodied in the same motifs. On the other hand, too heavy weights will produce
low accuracy because the MSA algorithm will force TFBSs to be aligned although
they are far apart, resulting in the introduction of an unrealistic amount of gaps.
To choose the most appropriate weights, we trained ConBind using a set of experi-
mentally validated TFBSs on validated promoter and enhancer regions as described
in the Supplementary Data.

Any alignment tool that can accept custom weight matrices and sequences con-
taining the replaced symbols can be used to generate a motif-aware MSA. Impor-
tantly, the chosen MSA tool must support a wide range of characters beside the
original four letters (i.e. A, C, G, T). The more symbols are supported the more
motif families can be specified by the user. In our pipeline we employed Praline
(default settings) (Bawono and Heringa 2014), which, in its new implementation,
supports the whole UNICODE character set representing more than 110 000 charac-
ters. After the MSA has been generated by Praline using the enriched symbols and
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custom scoring-matrix generated by ConBind, the symbols are finally replaced with
the original nucleotide letters. The pseudo code of the algorithm describe above is
shown in Supplementary Data.

4.2.3 Visualisation of motif-aware alignment

The final alignments are presented to the user online. Motif families are high-
lighted on the aligned sequences using different colours to facilitate identification
and assessment of conservation. Each column in the alignment is annotated with a
sum-of-pairs score (Bacon and Anderson 1986) visualised as a bar with a gradient
from white (score 0) to blue (score 1). This score can help to select TFBSs for fur-
ther validation because conserved TFBSs in high score sub sequences are more likely
to be functional. Alternatively, it is possible to submit alignments to ConBind and
retrieve the results using a RESTful API. The programmatic API access is partic-
ularly convenient to integrate ConBind with other tools. A detailed documentation
of the ConBind API is available on the ConBind website.

4.2.4 Luciferase reporter assays

The Gfi1b + 13 enhancer was amplified from mouse genomic DNA using the fol-
lowing primers: taaggatccCAGGTGCTAGATCCCGTCAT (forward) and taagtcgacTTCC-

CTCTGGATGTCTGTGG (reverse). Mutant DNA fragments were generated using stan-
dard recombinant DNA techniques or were obtained from GeneArt® by Life Tech-
nologies (see Supplementary Data for details). The enhancer was cloned into pGL2
promoter (Promega) using BamHI and SalI restriction enzymes. 416b cells (murine
myeloid progenitor cell line) were transfected by electroporation (220V, 900µF) with
the relevant enhancer constructs and a neomycin containing control vector. Experi-
ments were performed in triplicates and each experiment contains at least three tech-
nical replicates. The luciferase activity of stably transfected cells was determined
using the FLUOstar OPTIMA luminometer from BMG LABTECH. To compare the
wild-type construct with the empty vector or the mutant constructs, t-tests (two-
tailed, homoscedastic) were applied to the values of each individual experiment using
the t-test function in Excel (Microsoft Office). The P-values were then combined
using the Fisher’s method in order to obtain an overall p-value for each comparison.
The Fisher’s method does not take into account the effect direction. In those cases,
where the effect direction is different between experiments (Gfi1b + 13 Ebox, Gfi1b
+ 13 Ets1–2), Stouffer’s z-score was calculated.

4.3 Results

4.3.1 Performance assessment and comparison

Assuming that functional TFBSs are generally more conserved than non-functional
binding sites, then the prediction of functional TFBSs relies on the proficiency of
MSA methods to correctly identify conserved TFBSs. We tested the performance of
ConBind in identifying conserved TFBSs using a set of regulatory regions for which
functional TFBSs where previously experimentally validated. This set includes 14
previously published (Anguita et al. 2010; Smith et al. 2012; Gottgens et al. 2004;
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Pimanda, Chan, et al. 2006; Davies et al. 2007; Calva et al. 2011; Ikeda et al. 2001;
Huang, Kuo, and Chang 2005) regulatory regions (nine mouse and five human)
resulting in a total of 59 experimentally validated TFBSs belonging to 15 motif
families (i.e. ETS, GATA, GFI1, MEIS, SOX, YBOX, SP1F, SRE, VTBF, GC-box,
GRH, HOX, DMTF, ZBPF and P53F). Importantly, none of the regions used for
validation has been used during parameter estimation. Using ConBind, we aligned
each regulatory region of one species with homolog regions from seven other species
including Homo sapiens, Mus musculus, Bos taurus, Canis lupus familiaris, Lox-
odonta africana, Monodelphis domestica, Sarcophilus harrisii and Ornithorhynchus
anatinus.

Since it is unlikely to experimentally test (and report) a binding site if it is not
conserved, while other binding sites in the same enhancer show strong conservation,
the benchmark does not contain true negatives. Therefore, the alignments pro-
duced by ConBind were evaluated using the Cost-Effectiveness scores (Black 1990).
The Effectiveness score measures the conservation of each experimentally validated
TFBS. This score thus counts the number of sequences (i.e. species) for which each
TFBS appears in the same position in the alignment. The score can be represented
as:

Effectiveness =

∑m
i

n(Ti)

H
m

where m is the total number of experimentally validated TFBSs, H the total number
of sequences used in the alignment and n(Ti) is the number of sequences in which
a TFBS Ti appears at the same position in the alignment. Hence, the value for
Effectiveness goes toward 1 when more experimentally validated TFBSs appear to
be conserved in the alignment.

However, the Effectiveness score alone is not sufficient to fully capture the per-
formance of a MSA method. In fact, it is possible to forcefully align biologically un-
related TFBSs and obtain an artificial increase in Effectiveness score. For instance,
the Effectiveness score can be maximised by inserting an unreasonable number of
gaps in order to align TFBSs that are located far apart from each other, which re-
sults in an unrealistic and biologically meaningless alignment. It is therefore crucial
to score, not only the TFBS alignment, but also the overall alignment. Considering
both, it is possible to penalise and prevent nonsensical alignments by computing
the sum-of-pairs score (Thompson, Plewniak, and Poch 1999) over the alignments.
Intuitively, this score represents the cost (in terms of overall alignment quality) that
is paid to achieve certain Effectiveness. The Cost score can be written as:

Cost = 1− Sum-of-pairs-score

The greater the Cost, the worse is the overall alignment quality. Given the 59
aforementioned TFBSs, we computed the Cost-Effectiveness for ConBind and other
five popular MSA methods: ClustalW2 (Thompson, Higgins, and Gibson 1994),
ClustalOmega (Sievers et al. 2011), MUSCLE (Edgar 2004), MAFFT (Katoh et al.
2002) and T-Coffee (Notredame, Higgins, and Heringa 2000) The Cost-Effectiveness
for each method was computed over an identical set of sequences (retrieved via
BLAST) using the default settings of the method respectively. The resulting Cost-
Effectiveness plane (Black 1990) is shown in Figure 4.3. ConBind achieves the best
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Effectiveness at a Cost lower than most of the other MSA algorithms. This result
reflects the fact that ConBind aligns an equal or greater number of species for
conserved TFBSs.

Figure 4.3: Cost-effectiveness plane showing the performances of ConBind
(CB) versus five other popular MSA methods, ClustalW2 (CW), T-Coffee
(TC), ClustalOmega (CO), MUSCLE (MU) and MAFFT (MA). Effective-
ness and Cost were computed using a set of 50 experimentally validated TFBSs. The
method that performs best for the identification of functional TFBSs is ConBind
with the highest Effectiveness and higher Effectiveness/Cost ratio than other MSA
algorithms.

Examining the alignments produced, it is noticeable that most methods are able
to correctly align TFBSs when they are embedded in highly conserved regulatory
regions. This is due to the fact that the positioning of the TFBSs in the alignment
is constrained by the highly conserved surrounding fragments. Thus, the benefits of
using ConBind are even more evident in fragments of regulatory regions, which are
not so highly conserved. To show such benefits, we decided to compare the alignment
produced by ConBind and ClustalW2 for the Gfi1 enhancer that is located 13 kb
downstream of the ATG start codon, also known as Gfi1b + 13 or Gfi1b CNE + 1,
and validate in vitro the functionality of the conserved TFBSs.

4.3.2 Functional TFBSs within Gfi1b + 13 identified using
ConBind

The ClustalW2 alignment of mouse, human, dog, opossum and platypus sequences
for the Gfi1b + 13 enhancer followed by a manual search (using the search function in
Microsoft Word) for conserved TFBSs identified four highly conserved GATA motifs,
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one highly conserved GFI motif, one conserved EBOX motif and two conserved ETS
binding sites, identical to what has previously been shown by Anguita et al. 2010,
but the 3′ end of the enhancer seemed to be only poorly conserved (see Figure 4.4A).
In comparison, the MSA that was generated using ConBind shows similarities, but
also differences (see Figure 4.4B). Firstly, ConBind recovers all conserved TFBSs
highlighted in the ClustalW2 alignment. More importantly, by introducing gaps
at the 3′ end of the mouse sequence, at the expense of a slightly decreased overall
alignment score, three additional ETS binding sites could be identified (Figure 4.4B).
These three ETS motifs were not or only partially found using various other methods
(Figure 4.4C).

Expression of Gfi1b is regulated through binding of various haematopoietic TFs
including Scl, E2A, Gata1 and Gfi1b itself to its promoter as well as four downstream
regulatory elements, including the Gfi1b + 13 enhancer (Anguita et al. 2010; Huang,
Kuo, and Chang 2005). Because binding alone does not indicate which effect the
various TFs have on gene expression, we have performed luciferase reporter assays of
wild-type and mutant versions of the Gfi1b + 13 enhancer (Figure 4.4D). Compared
to the pGL2 promoter control vector, the Gfi1b + 13 enhancer is highly active
(10-fold increase in luciferase activity). Whereas mutations of the highly conserved
GATA or GFI binding sites, show a significant decrease in luciferase activity, the
mutation of the less conserved EBOX motif does not show a significant effect on
luciferase activity, therefore indicating that TFs binding to GATA and GFI motifs
are important for the activation of Gfi1b gene expression. Interestingly, the mutation
of the two ETS binding sites of the Gfi1b + 13 enhancer (ETS1–2) identified through
the alignment with ClustalW2 slightly increases the luciferase activity compared to
the wild-type, but mutation of the additional three ETS binding sites found using
ConBind (ETS3–5) decreases the luciferase activity by almost 50% compared to the
wild-type enhancer. These results clearly underline the functional relevance of the
three ETS motifs identified by ConBind and missed by ClustalW2.

Additionally, detailed inspection of the hematopoietic active Lmo2–75 enhancer
(Landry et al. 2009) reveals that the enhancer is comprised of two smaller sub-
regions that are bound by a number of TFs in the hematopoietic progenitor cell line
HPC7 (Supplementary Figure S4A). Analysing these two sub-regions in luciferase
reporter assays demonstrates that both sub-regions are transcriptionally active on
their own (Supplementary Figure S4B). Importantly, ConBind was able to align the
orthologous sequences for mouse, human, dog, opossum and platypus in a way that
resulted in the identification of several conserved TFBSs within both sub-regions
of the Lmo2–75 enhancer (Supplementary Figure S4C). In contrast, the manual
alignment using ClustalW did not show any conserved TFBSs within sub-region 1
and fewer TFBSs within sub-region 2 (Supplementary Figure S4D). Furthermore,
the alignment of the Lmo2–75 enhancer using ConBind highlights ConBind’s ability
to not only align perfectly matching TFBSs, but also those TFBSs that belong to
the same motif family, such as TTCC and ATCC for the ETS motif or CAGATG
and CAGGTG for the EBOX motif. As ChIP-seq experiments show TF binding to
both regions, it is likely that the conserved TFBS identified by ConBind are also
functional.
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4.4 Discussion

Gene expression is regulated through binding of TFs to promoter and enhancer
regions. These regulatory regions are generally highly conserved throughout evo-
lution. As a consequence, those TFBSs that are functionally important are also
likely to be conserved between species. In order to identify conserved TFBSs, it is
necessary to use a number of publicly available online tools in a step-wise manner.
Due to the various steps involved, this manual evaluation of multi-species alignment
to identify regulatory regions is very time-consuming. Firstly, the orthologous DNA
sequences have to be identified and saved in such a way that MSA tools such as
ClustalW2 can align the sequences. The output file subsequently needs to be mod-
ified in order to highlight conservation and finally, the TFBSs of interest have to
be manually searched for by for example using Microsoft Word. ConBind greatly
reduces the hands-on time needed for the generation of MSAs highlighting TFBSs.
The user needs to provide the following data: (i) the chromosomal coordinates or
DNA sequence of the region of interest, (ii) a name for this region, (iii) the strand
information, (iv) the genome build, (v) the TF binding motifs of interest and (vi) the
species that will be compared. It is optional to provide an email address, which will
be used to send an email with the results as soon as the alignment is ready. This has
the advantage that the webpage can be closed while the program is running without
losing the output data. Furthermore, ConBind exposes a RESTful API interface,
which allows to programmatically access (i.e. without using the web user interface)
and integrate ConBind in other analysis workflows and tools.

ConBind not only reduces the time to generate MSAs with highlighted TFBSs,
but it also improves the alignment of conserved TFBSs. Traditional alignment
tools focus on the alignment of the maximum number of nucleotides in order to in-
crease the overall alignment score. In contrast, ConBind was developed to identify a
higher number of conserved TFBSs, which might play a functional role in regulation
of gene expression, without excessively compromising the overall alignment score.
This balance has been carefully analysed by comparing different Cost and Effective-
ness scores based on previously published datasets (Figure 4.3) (Smith et al. 2012;
Gottgens et al. 2004; Pimanda, Chan, et al. 2006; Pimanda, Ottersbach, et al. 2007;
Göttgens et al. 2002; Pimanda, Donaldson, et al. 2007). In order to verify the im-
proved alignment software, we have tested conserved TFBSs within the Gfi1b + 13
enhancer. Importantly, the usage of ConBind led to the identification of the same
conserved binding motifs as the alignment generated with ClustalW2 followed by a
manual search for conserved TFBSs. But by introducing a number of gaps into the
mouse sequence and therefore reducing the overall alignment score for this region,
three additional ETS binding sites could be identified at the 3′ end of the sequence.
Functional validation in luciferase reporter assays showed that these ETS sites are
indeed important for the regulation of luciferase activity (Figure 4.4).

The availability of an increased amount of ChIP-Sequencing and the drastic
decrease of full genome sequencing costs demand reliable and efficient methods for
the characterisation of regulatory regions extracted from these data. For instance,
the recently developed compendium of haematopoietic ChIP-sequencing samples is
a rich source for the identification of so far unknown regulatory elements (Ruau et al.
2013). Although, de novo motif discovery across the whole dataset gives insights into
the underlying regulatory mechanisms, it is still necessary to validate the findings
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in detail at the gene loci of interest. Here, ConBind can facilitate the identification
of candidate regulatory regions for further analysis, as it can be easily tested if and
how many conserved TFBSs are present within the selected candidate DNA regions.

Thus, ConBind not only simplifies and improves the identification of conserved
TFBSs through the generation of MSAs incorporating motif information, but also
helps to interpret TF binding events identified through ChIP-sequencing.

Supplementary data

The supplementary figures and other data for this chapter can be found
at https://phd-thesis.dijkfoon.nl/chapter4/supplement.pdf.

https://phd-thesis.dijkfoon.nl/chapter4/supplement.pdf
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Figure 4.4: Identification of functional TFBSs in the Gfi1b + 13 enhancer.
(A) Manual identification of functional TFBSs in the Gfi1b + 13 enhancer was
performed as follows: (i) LiftOver of the mouse DNA sequence (mm9) to human
(hg19), dog (canFam2), opossum (monDom5) and platypus (ornAna1) using UCSC
(Kent et al. 2002). (ii) Alignment using ClustalW2 (Larkin et al. 2007). (iii) Scoring
conservation using GeneDoc (Nicholas and Deerfield 1997). (iv) Manual search for
TFBSs using Microsoft Word. ETS binding sites are shown in purple and pink,
GFI binding sites in yellow, GATA motifs in green and EBOX motifs in blue. (B)
Alignment of the Gfi1b + 13 enhancer using ConBind. Input data: Gfi1b + 13 co-
ordinates; (−)-strand; assembly: mm9, motifs: EBOX, ETS, GATA, GFI; species:
human, dog, opossum, platypus. Output file was saved as msf-format in order to
display conservation similarly to the ClustalW2 (Larkin et al. 2007) alignment. The
same genomic region (chr2:28,602,086–28,602,736, mm10) has been used for the
manual alignment (A) as well as for the alignment using ConBind (B), but only
the most conserved part of the enhancer is shown. Colour scheme as in (A). (C)
Comparison of different MSA methods for identification of the three ETS bind-
ing sites on the 3′ end of the Gfi1b + 13 enhancer. Annotated in parentheses
are the positions of TFBSs (in bp) relative to the start of the enhancer. Each
bar represents a MSA method: ConBind (CB), ClustalW2 (CW), T-Coffee (TC),
ClustalOmega (CO), MUSCLE (MU) and MAFFT (MA). The height of the bar
shows the number of species aligned by each MSA method for each binding site
(maximum of seven species). (D) Luciferase reporter assay in stably transfected
416b cells. All TFBSs of one motif family, e.g. all GATA motifs, were mutated
at the same time by single nucleotide changes within each motif. The results are
shown relative to the luciferase activity of the wild-type (WT) enhancer. Colour
scheme as in (A). t-test P-values: * ≤ 0.05, ** ≤ 0.01, *** ≤ 0.001. The ex-
act P-values are as follows: SV40/luc = 6.69E−18; SV/luc/Gfi1b + 13 Gata =
3.25E−06; SV/luc/Gfi1b + 13 Gfi1 = 0.0027; SV/luc/Gfi1b + 13 Ebox = 0.812;
SV/luc/Gfi1b + 13 1–2 = 0.014; SV/luc/Gfi1b + 13 Ets3–5 = 0.013.
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Chapter 5

The characteristics of molten
globule states and folding
pathways strongly depend on the
sequence of a protein

Abstract

The majority of proteins perform their cellular function after folding into
a specific and stable native structure. Additionally, for many proteins less
compact ‘molten globule’ states have been observed. Current experimental
observations show that the molten globule state can show varying degrees of
compactness and solvent accessibility; the underlying molecular cause for this
variation is not well understood. While the specificity of protein folding can
be studied using protein lattice models, current design procedures for these
models tend to generate sequences without molten globule-like behaviour.
Here we alter the design process so the distance between the molten globule
ensemble and the native structure can be steered; this allows us to design
protein sequences with a wide range of folding pathways, and sequences with
well-defined heat-induced molten globules. Simulating these sequences we find
that 1) molten globule states are compact, but have less specific configurations
compared to the folded state 2) the nature of the molten globule state is highly
sequence dependent 3) both two-state and multi-state folding proteins may
show heat induced molten globule states, as observed in heat capacity curves.
The varying nature of the molten globules and typical heat capacity curves
associated with the transitions closely resemble experimental observations.

5.1 Introduction

One of the hallmarks of protein folding is the precision with which a specific protein
sequence can fold into a well-defined topology. In the cell the majority of proteins
perform their functional role in this folded or ‘native’ structure. At high tempera-
tures proteins will generally unfold or denature (Khechinashvili, Janin, and Rodier
1995; Baldwin 2007); this is due to the chain entropy becoming more dominant
at high temperatures, favouring the unfolded or ‘coil’ state that is an ensemble of
many extended structural configurations . The folding specificity is characterised
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by a high peak in the heat capacity (Privalov et al. 1989; Castronuovo 1991; Na-
ganathan, Sanchez-Ruiz, and Muñoz 2005; Prabhu and Sharp 2005; Abeln, Vendr-
uscolo, et al. 2014; Mazurenko et al. 2017) that coincides with the heat-unfolding
transition. Moreover, the transition from fully folded protein configurations to an
ensemble of fully unfolded protein configurations takes place in a relatively small
temperature window (∼10 K) (Castronuovo 1991; Mazurenko et al. 2017). Within
this window the denaturation midpoint temperature, or Tm in short, is the tem-
perature at which 50% of the ensemble is in the folded state. Understanding the
underlying biophysical pathways associated with heat capacity profiles is essential,
especially since many drug development pipelines (Velazquez-Campoy, Leavitt, and
Freire 2004; Vuignier et al. 2010; Prenner and Chiu 2011) and even disease profiling
techniques can be based on heat capacity scanning techniques (Vega et al. 2015).

While the native protein fold is highly specific, more dynamic, relatively compact
states have also been observed for many real proteins; such states are usually referred
to as ‘molten globules’ (Ohgushi and Wada 1983; Brems and Havel 1989). These
molten globules are much more compact than the fully unfolded coil state, but much
less specific than the folded state; intra-chain contacts between the residues of the
protein form a fluctuating ensemble (Brems and Havel 1989; Jennings and Wright
1993; Dunker et al. 2001; Eliezer et al. 1997). Over the last decade, it has become
increasingly clear that there is a very diverse spectrum of molten globule-like states,
ranging from near native compact structures (‘dry’ molten globules) to much more
dynamic and more solvent accessible structures (‘wet’ molten globules) (Uversky and
Ptitsyn 1996; Baldwin and Rose 2013; Uversky 2015). These state ensembles also
vary greatly in the extent to which their cores are solvent accessible, spanning several
orders of magnitude (Baldwin and Rose 2013). Experimentally, the denaturation
of molten globule states coincides with a peak in the heat capacity, although such
peaks are much smaller than those observed for unfolding (Nishii, Kataoka, and
Goto 1995) the native structure. Note that some proteins have even been reported
to be able to function in a molten globule-like state (Vamvaca, Jelesarov, and Hilvert
2008; Baldwin and Rose 2013).

Another, very much related, discussion revolves around the folding pathway at
physiological temperatures, or the free energy landscapes of proteins at temperatures
where the folded state is most stable. For the folding pathway a distinction can be
made between two-state and multi-state folders (Bai and Englander 1996; Tan,
Oliveberg, and Fersht 1996; I. E. Sánchez and Kiefhaber 2003). The first type of
protein will follow a folding pathway from the unfolded to the folded structure,
with a single barrier in the form of a transition state - note that this may be an
ensemble of configurations - that separates the coil and fully folded states. Multi-
state folding, with several meta-stable states between the coil and fully folded state,
is associated with multiple peaks in a heat capacity versus temperature diagram
(Mazurenko et al. 2017). Typically, multi-state folding is observed for multi-domain
proteins, where each domain represents a sequence-structure combination that can
fold independently. Nevertheless, for single-domain proteins multi-state (un)folding
pathways have also been observed (I. E. Sánchez and Kiefhaber 2003; Baclayon et al.
2016). In this work we will focus on single-domain proteins.

The high specificity of protein folding, and its associated thermodynamic char-
acteristics can be captured by the classic lattice model for protein folding (Sali, E.
Shakhnovich, Karplus, et al. 1994). In these models, amino acid alphabets in com-
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bination with sequence design procedures are used to generate sequence-structure
combinations. This is in contrast with GO-potentials, which are alternative mod-
els that effectively enforce the native structure (Taketomi, Ueda, and Gō 1975),
but cannot capture non-specific (non-native) contacts (Combe and Frenkel 2003;
Coluzza 2015; Coluzza 2017). With sequence-based lattice models, both the peak
in heat capacity and rapid transition from the folded to the coil state at increasing
temperature can be replicated for a multitude of different sequence-structure combi-
nations. Off-lattice models are able to show the same qualities in terms of specificity
(Coluzza 2014; Coluzza 2015; Bianco et al. 2017), but parametrising such models
remains a challenging task.

Computationally, molten globules have been studied using various protein simu-
lation models, just so has the hydrophobic collapse (Daggett and Levitt 1992; Mark
and van Gunsteren 1992; Smith, Dobson, and Van Gunsteren 1999; Wolde and
Chandler 2002; Schäfer et al. 2002; Hu and Frenkel 2006; Abeln, Vendruscolo, et al.
2014; Singhal et al. 2015; Kukic et al. 2015; Cardelli et al. 2017; van Dijk et al.
2016). However, much less is understood about the sequence-structure relationship
of molten globules and how folding pathways may be influenced by the presence of
such molten globule-like states. In this work we use a simple model to answer these
questions.

We adapt the design process of a sequence-based lattice model, with the goal
of designing protein sequences, either with or without molten globule states. Note
that we only alter the design procedure, with which we generate folding sequences,
and do not modify the native structure, the protein model, the simulation model or
the interaction model for these different protein sequences. We find that the folding
pathways and the presence or absence of molten globule states are highly sequence
dependent. Moreover, we observe that the molten globule state comes in several
varieties, its characteristics determined by the sequence.

5.2 Methods

5.2.1 Folding model

Our folding model is based on the classic cubic lattice model for protein folding
(E. I. Shakhnovich and Gutin 1993b; E. I. Shakhnovich and Gutin 1993a; Sali, E.
Shakhnovich, Karplus, et al. 1994; E. I. Shakhnovich 1994; Coluzza, Muller, and
Frenkel 2003; Coluzza and Frenkel 2004; Coluzza and Frenkel 2007; van Dijk et
al. 2016), along with an extension to model interactions between the protein chain
and the solvent (Abeln and Frenkel 2011). In this coarse-grained model a protein
is represented by a string of amino acid beads residing on a lattice corresponding
to a three-dimensional grid. Individual amino acids in the chain can interact in
a pairwise manner and with an implicit solvent; the energy of such interactions is
determined by statistical potentials. In our model, the internal energy of a protein
chain is given by

E =
1

2

N∑
i

N∑
j

εa(i),a(j)Cij +
N∑
i

εa(i),wCiw, (5.1)

where a(i) is the amino acid type at position i, and w is the solvent. The pair
potential εx,y or εx,w gives the interaction energies between amino acid type x and
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amino acid type y, or solvent w, respectively. Cij is the contact matrix; Cij is 1 if
chain positions i and j are neighbouring on the lattice without being connected by
a peptide bond, otherwise Cij is 0. Ciw describes whether a position i in the chain
is exposed to the solvent w in at least one of four possible directions:

Ciw =

{
0 if

∑
j Cij = 4

1 otherwise

}
(5.2)

Any constants, such as the interaction energies of the pair potential εa,a were taken
unmodified from (Abeln and Frenkel 2011).

5.2.2 Simulation

The model was simulated by a Monte Carlo simulation algorithm using the Metropo-
lis rule (Metropolis et al. 1953) for trial move acceptance or rejection:

Pacc = min

{
1, exp

(
−∆E

kBT

)}
, (5.3)

where kB is the Boltzmann constant, T is the simulation temperature and ∆E is
the change in system energy resulting from the proposed move. As our investigation
is limited to single proteins, only internal moves are allowed. These are end moves,
corner flips, crank shafts and point rotation moves (Coluzza, Muller, and Frenkel
2003).

5.2.3 Design procedure

In order to generate a sequence that is able to fold specifically into a single structure,
we use a design procedure in which the internal energy of a sequence is minimised,
given a desired, fixed, conformation. We use a Monte Carlo based minimisation
procedure largely based on existing design procedures (Abeln and Frenkel 2011).
The algorithm initialises the protein chain with a random sequence. Then, itera-
tively, a change in amino acid type is proposed for a single residue. Acceptance of
such a change (c.f. move) depends on several design criteria. The designed protein
sequence needs to fold with high specificity into the given native structure. To this
end the change in internal energy difference ∆Ecoil→folded between a fully extended
conformation and the desired native confirmation is one of the optimisation criteria.

Ecoil→folded = Efolded − Ecoil (5.4)

Ecoil→folded and the other energy terms are calculated using Equation (5.1). In this
instance the spatial configuration, expressed by the contact matrix C, is fixed to the
native conformation and the amino acid sequence of the chain is varied, through the
amino acid mapping function a(i).

Molten globule design term

To generate a more diverse folding landscape, we include an additional objective
in the design procedure. We consider the molten globule to be a set of competing
compact states. To model this we add an energy term corresponding to the change
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in internal energy between the native conformation and an estimation of an ensemble
of compact states.

Emg→folded = Efolded − Emg (5.5)

Here the molten globule enthalpy Emg is estimated as the mean enthalpy over a
small ensemble of compact structures:

Emg =
n∑
i

exp(−1/TDEss,i)

Z
Ess,i (5.6)

Z =
n∑
i

exp (−1/TDEss,i) (5.7)

Here Ess,i denotes molten globule shadow state i of n. A shadow state is defined as
having the native chain configuration, but with a randomly permuted amino acid
sequence; this permutation order differs per shadow state but is unchanged during
a single run of the design procedure. TD is the design temperature; the higher
the design temperature the more likely the algorithm is to accept an energetically
unfavourable move. In the context of the molten globule approximation it affects
the weights of the shadow states; a lower temperature means the more energetically
favourable shadow states will have a larger contribution to the total estimate Emg.
Even at a higher design temperature the number of shadow states n is required to be
sufficiently large as to prevent a single shadow state from dominating the estimate.
On a standard laptop computer n = 15 is a reasonable trade-off between accuracy
and speed, although n should be set to as large a number as is computationally
feasible.

In the design procedure, we also use a Monte Carlo algorithm, using the following
acceptance criterion based on the sequence enthalpy:

Pacc,E = min{1, exp (−1/TD∆Etot)} (5.8)

TD is the design temperature as described previously. The energy acceptance re-
quirement is always satisfied if ∆Etot < 0; otherwise it is satisfied with probability
Pacc,E.

We define ∆Etot such that both the enthalpy difference between the folded and
unfolded states, and the enthalpy difference between the folded and molten globule
state, are included:

∆Etot = ∆Ecoil→folded + α∆Emg→folded (5.9)

To allow the molten globule contribution to this total ∆Etot to be varied, a weighing
parameter α is introduced. In principle, negative values of α should result in a
sequence in which the internal energy difference between the native state and the
molten globule state is small; conversely, positive values of α should result in a
sequence in which the energy difference is large.

∆Ecoil→folded is the change, resulting from the proposed move, in the internal en-
ergy difference between the coil and folded states, considering the difference between
the current and proposed amino acid composition of the sequence:

∆Ecoil→folded = Eproposed
coil→folded − E

current
coil→folded (5.10)
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Emg→folded is an equivalent term, but for the molten globule and folded states:

∆Emg→folded = Eproposed
mg→folded − E

current
mg→folded (5.11)

If only the energy acceptance requirement were used to constrain the moves,
designed sequences would quickly converge to near-homopolymers, containing only
the amino acid types with the most favourable or unfavourable interactions. A
second acceptance requirement is therefore required (Coluzza, Muller, and Frenkel
2003), enforcing realistic heterogeneity in the amino acid composition of the chain.

NP =
N !

n1!n2! . . . nk−1!nk!
(5.12)

Pacc,N =

(
Nproposed
P

N current
P

)1/Tvar

(5.13)

NP is a measure of the variance of the protein chain; N here is the total number
of amino acids in the sequence; nk is the number of occurrences in the sequence of
the amino acid of type k. Tvar is an independently controlled temperature constant
called the variance temperature. Higher values of Tvar relax the variance requirement
of the chain; if set too low the majority of moves are rejected because they lower
the amino acid variance; if set too high the variance requirement is not sufficiently
enforced and the sequence converges to a biologically unrealistic polymer. If the
variance is increased by a move (i.e. if Nproposed

P > N current
P ) it is always accepted; if

the variance is lowered by a move it is accepted with probability Pacc,N .

5.2.4 Sampling

Parallel tempering is used in order to improve the sampling within the simulation
of inaccessible regions in the configurational space (Coluzza and Frenkel 2005). The
simulation was set to attempt 1, 000, 000 replica swaps in total, attempting one
every 10, 000 moves. Acceptance of a replica swap is governed by the acceptance
rule below.

Pacc = min

{
1, exp

(
−∆E ·∆(1/T)

kB

)}
(5.14)

In total 30 temperatures are sampled, linearly spaced on the interval [0.15, 1.15].
The heat capacity CV is calculated through the recorded internal energies E for

every sampled configuration during a simulation. The heat capacity for a given
temperature is:

CV(T ) =
〈E2〉 − 〈E〉2

T 2
, (5.15)

where CV is the heat capacity, E is the internal energy and T is the simulation
temperature.

5.2.5 Order parameters

The order parameters used in the analysis of the simulation data are defined as
follows. Ctot is the total number of internal contacts for a given configuration. Cnat
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is the total number of internal contacts for a configuration which also exists in the
native structure, or the structure that was used as the target in the design procedure.
Cnon is defined as Ctot−Cnat, or the number of internal contacts which do not exist
in the native structure.

The free energy Fi of a state i is given by:

Fi = −kBT ln(pi), (5.16)

where kB is the Boltzmann constant, T is the temperature, and pi is the sampling
probability of a state i, defined by one or more order parameters of choice.

5.2.6 Designed sequences

The parameter controlling the strength—and sign—of the molten globule minimi-
sation objective in the design procedure, α, was varied in increments of 0.25 on the
interval [−0.75, 1.5]. Negative values of α should, in principle, increase the prefer-
ence for molten globule states; positive values should decrease the preference. Ten
sequences were designed for every value of α; this was done to gather more robust
statistics, given the probabilistic nature of the design procedure. The length of the
designed protein sequence was kept constant at 70 amino acids. The structure for
which the energies were minimised was also kept constant, using a compact structure
with 84 (native) contacts.

Out of the total ensemble of 90 sequences (10 replicates for 9 different values of
α) we selected 5 that best illustrate variation in the folding pathways. All sequences
that were used in this work are listed in Appendix A. Note that not every design
procedure run resulted in a sequence that would fold; negative values of α showed
more extensive molten globule-like behaviour but were also less likely to fold.

5.3 Results

5.3.1 Folded, molten globule and coil state

First we consider the distinct states we are able to observe for one of the designed se-
quences. We see that the number of native contacts (Cnat) in Figure 5.1 shows a very
specific unfolding transition at the denaturation midpoint temperature Tm = 0.43;
this coincides with a peak in the heat capacity (CV), as expected. At temperatures
just above the Tm something interesting happens: the number of non-native contacts
(Cnon) increases sharply, while the total number of contacts (Ctot) decreases more
gradually than the number of native contacts (Cnat). This suggests there is indeed
a heat-induced molten globule state present.

This molten globule state is much more apparent if we consider the two-dimensional
free energy landscape using Cnat and Cnon as order parameters, as shown in Figure 5.2
(T = 0.43) for the same sequence. Around the Tm there are indeed three accessible
states present: the fully folded state with 70 < Cnat < 85, the molten globule state
with 15 < Cnat < 30 and 25 < Cnon < 40, and finally the unfolded coil state with
Cnat < 15 and 5 < Cnon < 25. At higher temperatures (T > Tm), this molten
globule state gradually disappears, only leaving the coil state with highly extended
conformations; this coils state is shown in Figure 5.2 (T = 0.77).
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Figure 5.1: Simulation results are shown for a single protein sequence that
was designed to fold into a specific structure with 84 native contacts.
The panels show the total number of contacts (Ctot), the number of native contacts
(Cnat), the number of non-native contacts (Cnon) and the heat capacity (CV) in kB/T ,
all versus the temperature in reduced units. The sharp decrease in the number of
native contacts shows the transition from the folded to the molten globule state,
associated with the high peak in the heat capacity curve. The transition from the
heat-induced molten globule state to the coil state can be most easily seen by the
decrease in the number of non-native contacts, associated with the shoulder—or
very shallow peak—in the heat capacity curve.

5.3.2 The molten globule transition is gradual

We can also observe that the molten globule state has characteristics very distinct
from the fully folded state. Generally, the molten globule state is a more gradual,
much less specific state. This becomes most apparent when we consider the ensemble
characteristics of this state under changing temperature.

The transition from the molten globule state to the coil state is characterised
by a more gradual decrease in the total number of internal contacts, compared to
the unfolding transition (Figure 5.1 and Figure 5.3, panel Ctot ). The less specific
character of the molten globule state, compared to the folded state, is also apparent
in the lower heat capacity peak at the transition to coil (Figure 5.1 and Figure 5.3,
panel CV), compared to the unfolding transition.

Finally, we are able to observe that the nature of the molten globule state, in
terms of the order parameters, slowly changes with temperature, just as observed
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folded

molten globule

coil

Figure 5.2: Two-dimensional free energy landscapes derived from lattice
model simulations are shown at two different temperatures. The same
protein sequence as shown in Figure 5.1 is used; native contacts Cnat are shown on
the Y-axis, non-native contacts Cnon on the X-axis. At T = 0.43 the native state,
the molten globule state and coil state are all populated. Note that Tm ≈ 0.43
for this protein sequence. At the higher temperature, T = 0.77, the coil state
clearly dominates the configurational ensemble. The lattice model configurations
show hydrophobic residues in yellow, positively charged in blue, negatively charged
in red and polar residues in grey.
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Figure 5.3: Simulation results are shown for various protein sequences
all designed to fold into the same structure with 84 native contacts. The
panels show the total number of contacts (Ctot), the number of native contacts (Ctot),
the number of non-native contacts (Cnon) and the heat capacity (CV) in kB/T , all
versus the temperature in reduced units. Sequences #1, #2 and #3 fold into the
native state, while sequence #4 does not, as evidenced by the lack of a peak in
the heat capacity plot and the low number of native contacts at low temperatures.
The ensemble characteristics of the molten globule states, and of the associated
transition states, are highly variable and sequence dependent.

for the coil state. Comparing the two temperatures in Figure 5.4 we can see that the
number of contacts (native and non-native) declines as the temperature increases.
In contrast, the folded state remains most stable around a very specific structure,
characterised by Cnat > 70, for all folding sequences.

5.3.3 Sequence dependence of molten globule states

More generally, Figure 5.3 shows that the nature of the molten globule state is very
much sequence dependent. We designed several different sequences for the same
native structure. Each sequence shows a different type of molten globule state, with
a varying number of total and native contacts; moreover, the temperature Tmg at
which the different sequences show the transition from molten globule to coil, as
well as the height of the associated peak in the heat capacity, is strongly dependent
on the sequence. In fact, sequence #4, as depicted in Figure 5.1, does not even fold
into the designed structure - or in any other structure. Nevertheless it shows two
distinct state transitions, the first changing between two types of molten globule
states, the second changing between the molten globule and the coil state.

The unfolding temperature Tm also shows a dependence on the sequence. Note
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Figure 5.4: Two-dimensional free energy landscapes derived from simula-
tions are shown at two different temperatures. Protein sequence #3 from
Figure 5.3 was used; native contacts Cnat are shown on the Y-axis, non-native con-
tacts Cnon on the X-axis. At T = 0.39 the protein is most stable in its native
structure, but competing molten globule-like states are also sampled. At T = 0.56
the protein is transitioning from the molten globule state to a non-compact coiled
state.

that this is also observed for real proteins with a similar structure; for example, it is
possible to engineer proteins to become more thermally stable (Pucci and Rooman
2017).

For some sequences—but not all—the molten globule state is already present at
temperatures at which the folded state is most stable (i.e. for T < Tm), as shown
in Figure 5.4. Here the molten globule state forms a competing state to the folded
state. This implies that the folding pathway, at a physiological temperature, should
visit a folding intermediate; and hence we would observe a single-domain multi-state
folder. Other designed proteins show that, when a molten globule is visited in the
heat unfolding pathway, there is not necessarily such a meta-stable state present at
temperatures below Tm. Hence not all sequences with a heat-induced molten globule
state are multi-state folders.

5.4 Discussion

The use of a modified sequence design procedure allowed us to generate several
protein sequences for a single protein structure with different folding pathways, as
well as different types of molten globule states. In the foremost place these results
show that folding pathways and the existence of molten globule states are highly
sequence dependent; the molten globule state is not intrinsically tied to the native
structure, nor does it show high specificity for a particular conformation. In fact, we
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show that even protein sequences without any specificity for a native structure, i.e.
natively disordered proteins, can exhibit (multiple) molten globule-like states. Note
that experimentally similar temperature-dependent changes in the compactness of
intrinsically disordered protein regions have been observed (H. Sánchez et al. 2017).

The molten globule states show peaks in the heat capacity curve, albeit much less
high than those observed for the folding transition. Moreover, the temperature at
which the molten globule states are present is highly variable, sometimes coinciding
with the range in which the protein is stably folded, thereby effectively introducing a
competing meta-stable state. Note that these results very much agree with current
experimental findings that molten globules are very heterogeneous (Baldwin and
Rose 2013); moreover, different types of molten globules have been observed for many
different proteins (Baldwin and Rose 2013). Lastly, shoulders and double peaks
in the heat capacity have also been observed in Differential Scanning Calorimetry
(DSC) experiments for real proteins (Mazurenko et al. 2017).

While the adapted design procedure did allow for the design of a rich landscape of
sequences with different molten globule-like states, the controlling design parameter,
α, did not have a unique correspondence to specific molten globule-like features of the
designed protein sequence. Generally, negative values of the α parameter resulted
in sequences exhibiting more compact molten globule-like states. A negative α also
adversely impacted the success rate of folding into a unique structure. Conversely,
positive values of α in the design procedure did not consistently produce sequences
with a less compact or destabilised molten globule state. In general, the variability of
folding characteristics between sequences designed with the same α was large; this,
together with the inherent stochasticity of the design algorithm, makes it difficult
to steer the design procedure towards a specific type of molten globule state. For
this study, more control over the design procedure was not necessary, as we obtained
our desired variation in folding pathways. Nevertheless, the design procedure does
allow for some control over the appearance and characteristics of molten globule-like
states.

It may not be unrealistic to develop a similar design procedure for real proteins.
While the protein structure prediction problem remains an unsolved scientific chal-
lenge (Moult et al. 2017), the challenge of designing a sequence that folds into a
specific structure has been tackled much more successfully. In fact, the most success-
ful computational design algorithm for real protein structures (Gront et al. 2011)
resembles in essence the simple design procedure for the lattice model (Coluzza,
Muller, and Frenkel 2003; Abeln and Frenkel 2011), with the addition that small
structural changes are also allowed.

Our results indicate that the absence or presence of molten globule states strongly
depend on the sequence. Hence, it may be feasible to engineer targeted mutations
in an existing protein sequence to drive it away from or towards a sequence capable
of forming molten globule-like states. Moreover, we show that similar folds can have
different folding pathways, suggesting that it is possible to alter folding pathways
for a given protein structure by redesigning its sequence. In particular, destabilising
a competing molten globule state may be of interest: molten globule-like states can
lead to irreversible unfolding (Mazurenko et al. 2017) and potentially to aggregation
in real systems.

Lastly, understanding the nature of thermodynamic characteristics, including
competing states in the folding pathways, is extremely important for understanding
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heat capacity curves that are used in a large variety of applications, including disease
profiling (Vega et al. 2015) and drug design (Velazquez-Campoy, Leavitt, and Freire
2004; Vuignier et al. 2010; Prenner and Chiu 2011).

Supplementary information

Sequences of designed proteins in FASTA format

>fig_1_fig_2

KDRPKLICIEHDCHKIGARGKLVFCEPCNEMFRTSPTCNGQNQNFEAEFERWWDQEMQPMPVKDK

HYSY

>fig_3_seq_1

DSHKHWFMIEGKMERMKSTEDCVCMDQLNTLIRGRPNFNPQGPNCEPHCSDWYEKEAEKAQVKDK

KRYRQ

>fig_3_seq_2

KERPKIFCCEGDCQKMSHRQKIWFCEPCHELFRGSQTCNPQNSNIEMELERWFDDAHPAPVKDKG

VYTY

>fig_3_seq_3_fig_4

PEPSKICIFELECKKVQAHTKWICIENFGDFFRLTSRCSGGAPDCEPYCYRWVDDEMTQMNMKHR

QYWHN

>fig_3_seq_4

KERGKCICFETNCDKLSARSKVVLFEPFADFCRTHQSINPQNGNIEGECEKWCDDEMHPPPMKQR

DHWQY

FASTA file available at https://phd-thesis.dijkfoon.nl/chapter5/sequences.
fasta

https://phd-thesis.dijkfoon.nl/chapter5/sequences.fasta
https://phd-thesis.dijkfoon.nl/chapter5/sequences.fasta
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Chapter 6

Discussion

This thesis presents research at two, interconnected levels—between the three-dimensional
structure of a protein and its amino acid sequence. Protein structure can be classi-
fied into multiple levels, including the primary, secondary, tertiary and quaternary
structure. This organisation is hierarchical, meaning, for example, that the sec-
ondary structure is composed of elements of the primary structure, the tertiary
structure is composed of secondary structural elements and so forth. A consequence
of this is that, in principle, all of a protein’s properties derive from the lowest level
of structure, its primary structure, or amino acid sequence (El-Gebali et al. 2019).
However, as one moves towards the secondary and tertiary structure, the relation
becomes increasingly non-linear and difficult to predict. For example, while a simple
regular expression suffices to find known sequence motifs (Hulo 2006), de novo ter-
tiary structure prediction is—at best—only a partially solved problem (AlQuraishi
2019).

Because of the complex relation between the sequence and structure of a protein,
the secondary and tertiary structure contain an evolutionary signal that is difficult
to extract from the amino acid sequence alone. Chapter 2 describes PRALINE 2, a
multiple sequence alignment (MSA) framework that is able to incorporate multiple
conservation signals into its scoring function, to improve the sensitivity of a sequence
alignment.

Chapters 3 and 4 represent case studies of the PRALINE 2 framework on se-
quence motifs in protein and nucleotide sequences. Motifs are supplied to both
programs in the form of regular expression patterns; performance and versatility of
these programs could be improved by accepting other motif definitions, such as in
the form of a PSSM (Altschul 1997) or HMM profile (Biegert et al. 2006).

Motif-Aware PRALINE (MA-PRALINE, Chapter 3) uses sequence motifs to
improve alignment quality, as well as reducing the need for alignment hand-tuning
to guarantee proper motif alignment. The parametrisation of MA-PRALINE is
validated through two approaches; firstly, by looking at alignment performance for
both the amino acid sequence and motifs as a function of the score boost that is
given to motifs. Secondly, the conservation signal of motifs of varying length is
estimated on an alignment reference set. Both approaches give a compatible range
of allowed motif boost values, proving that the approach of MA-PRALINE is viable.

ConBind (Chapter 4) is a web server that detects and visualises promoter motif
conservation across species. Its web interface significantly decreases the complex-
ity of performing cross-species regulatory DNA region comparisons. The alignment
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engine of ConBind prioritises the alignment of motif-matching nucleotides with a
possible functional role. Because these candidate motifs are typically more con-
served than the regions flanking them, this results in more meaningful and better
alignments. ConBind was validated on the Gfi1b + 13 enhancer region, where it was
able to detect all the conserved motifs which were found by ClustalW2 (Lelieveld
et al. 2016), as well as three additional motifs. Recent developments have seen an
increase in publicly available ChIP-sequencing data sets; ConBind provides a way
to interpret this data, which is prone to false positives taken alone.

Many additional opportunities exist to further improve alignment scoring with
the PRALINE 2 framework. This includes the incorporation of conservation signals
based on predicted protein chain flexibility (Cilia et al. 2013), secondary structure,
and solvent accessibility. Further improvements to the algorithm of PRALINE 2
could also be made; examples include the HMM-like parametrisation of gap penal-
ties, additional heuristics to improve the performance on very large numbers of input
sequences (Blackshields et al. 2010), and improved parallelisation to improve scaling
on many-CPU systems or supercomputers.

In Chapter 5, a different aspect of sequence specific protein properties is explored,
namely the protein folding process. Using a coarse-grained model of protein folding,
the relation between the sequence of a protein and the appearance of molten globule
(Bychkova et al. 2018) states in its folding landscape is studied. We find that, for the
same desired native conformation, a large variety in folding landscapes exists, driven
by the protein’s sequence. In this study, the design procedure, or algorithm, that
finds a sequence for which the coarse-grained model will fold into a predetermined
native conformation, was modified to introduce molten globule behaviour. However,
we were unable to reliably parametrise our algorithm for an absence or presence of
molten globule states in the folding landscape. If this can be achieved by an improved
algorithm, it could hold promise for tuning existing real-world protein sequences,
for example to increase or decrease their thermal stability window or pH preference.

This thesis presents a study of the phenomenon of sequence specificity in proteins.
The programs MA-PRALINE and ConBind increase alignment quality when motifs
are present in the input sequences. This increased fidelity improves the sensitivity of
downstream analyses which depend on a sequence alignment, reducing the need for
tedious hand editing of alignments in order to correctly align motif regions. For the
HIV example of the introduction, MA-PRALINE greatly increases the alignment
quality of the variable regions of the GP1 protein Van der Goot et al. 1991, which
in turn improves our understanding of which glycosylation sites are essential for
immune evasion.
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Summary

This thesis presents a study on the topic of protein sequence specificity. In a broad
sense, sequence specificity is the way in which the amino acid sequence of a pro-
tein results in its structural and functional properties. In particular, this thesis is
concerned with two instances of sequence specificity: the study of small sequence
motifs,which are directly involved in protein function; and of more broad sequence
changes, which influence the way in which a protein folds into its active conforma-
tion. Below follows a short description of each of the chapters of the thesis.

In Chapter 2, the PRALINE 2 framework is presented. PRALINE 2 is a complete
reimplementation of the PSI-PRALINE sequence alignment program. Additionally,
the framework makes it possible to provide multiple sources of sequence informa-
tion, which are then used to improve the accuracy of the alignment scoring. The
PRALINE 2 framework, available as open source software, serves as the basis for the
methods described in Chapter 3 and Chapter 4. For standalone usage, the frame-
work comes with extensive documentation, and a number of examples, showing a
user how to implement simple as well as more complex use cases.

Chapter 3 describes MA-PRALINE, a protein sequence alignment program that
is able to incorporate sequence motifs into its alignment scoring. Sequence motifs are
small, semi-localised patterns in a protein or nucleotide sequence, that serve some
functional role. In MA-PRALINE, in addition to the protein sequence, a list of motif
patterns can be provided to the program. If matches against these patterns are found
in the input sequences, these positions are treated as more important to quality of the
output alignment, through a weighting parameter. To estimate the parametrisation
of MA-PRALINE, the chapter contains a study of motif conservation in protein
sequences. These results are then compared against a benchmark of the program,
yielding a range of parameter values where the program improves on alignment
quality and relevance. MA-PRALINE, like the PRALINE 2 framework it is built
on, is open source software and available on GitHub.

Chapter 4 also deals with sequence motifs, in this case transcription factor bind-
ing sites (TFBS). A TFBS is a small stretch of nucleotides in the genome, which
function as a molecular switch, to turn the activity of genes on and off. The chapter
presents the ConBind web server. ConBind allows a user to align evolutionarily
related regions of DNA from the genomes of multiple species, in order to detect con-
servation of transcription factor binding sites. Evolutionary conservation is a strong
indication that the TFBS is functionally active and not a spurious occurrence. Con-
Bind is validated through a TFBS knockout study; it is able to detect multiple
instances of active TFBS motifs, which would not have been identified otherwise.

Departing from the motifs, Chapter 5 contains a study of the molten globule
state, a protein folding intermediate. It is shown, by designing protein sequences for
a simplified model of protein folding, that it is possible to change the propensity for



96 SUMMARY

molten globules during folding, while keeping the desired native conformation fixed.
This implies that the appearance of molten globule intermediates is not intrinsically
tied to the native state of a protein, and can conceivably be modified by protein
engineering to, for example, tune the temperature window in which a protein is
active in vivo. Additionally, the characteristics of the molten globules that are seen
in the computational experiments closely match experimental observations of molten
globules in real-world proteins.
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Samenvatting

Deze thesis bestudeert het concept van sequentiespecificiteit (sequence specificity) in
eiwitten. Sequentiespecificiteit, in de brede zin van het woord, omvat de relatie tus-
sen de aminozuren waaruit een eiwit is opgebouwd, en de structurele of functionele
eigenschappen van dat eiwit. Één van de vormen van sequentiespecificiteit die wordt
bestudeerd in deze thesis zijn sequentiemotieven; dit zijn kleine, gelokaliseerde stuk-
jes van een eiwit die een functionele rol vervullen. Een tweede vorm die onderzocht
wordt in deze thesis is het ontstaan van molten globules tijdens het vouwen van
eiwitten. Hieronder volgt een korte beschrijving van de individuele hoofdstukken
van deze thesis.

Hoofdstuk 2 presenteert het softwarepakket PRALINE 2, een volledige herimple-
mentatie van het eerdere pakket PSI-PRALINE voor sequentie-analyse. Behalve dat
PRALINE 2 het meerendeel van de opties ondersteunt van PSI-PRALINE, stelt het
de gebruiker ook in staat om meerdere bronnen van sequentie-informatie in te voeren,
met als doel het verbeteren van de kwaliteit van de resulterende sequentie-uitlijning
(sequence alignment). PRALINE 2 wordt gebruikt als de basis van de methoden
beschreven in Hoofdstukken 3 en 4. Het gehele softwarepakket is beschikbaar als
open source software; documentatie en voorbeeldcode laten zien hoe PRALINE 2 in
te zetten voor eenvoudige en complexere vraagstukken in sequentie-analyse.

Hoofdstuk 3 beschrijft het softwarepakket MA-PRALINE, een werktuig voor
sequentie-analyse van eiwitten die sequentie-motieven bevatten. Motieven zijn kleine,
semi-gelokaliseerde stukken van een biologische sequentie, met een functionele rol.
MA-PRALINE accepteert, naast de gebruikelijke invoersequentie, ook een lijst met
motieven om te zoeken in de sequenties. Indien er instanties van de aangeleverde
motieven gevonden worden, worden deze als belangrijker gezien voor de kwaliteit
van de resulterende sequentie-uitlijning (sequence alignment). Omdat de weging
tussen de motieven en de normale sequentie instelbaar is door de gebruiker, hebben
we een schatting gemaakt van de evolutionaire conservering van motieven in een
referentie-gegevensbank van eitwitsequenties. Vervolgens wordt deze schatting ver-
geleken met de toegestane parameter-waarden, verkregen uit een maatstaf-test van
het programma. Hieruit komt een advies aan de gebruiker voor parameter-waarden
in verschillende scenario’s. Net zoals PRALINE 2 is MA-PRALINE beschikbaar als
vrij verkrijgbare software op GitHub.

Hoofdstuk 4 gaat eveneens over het analyseren van motieven in sequentie; deze
keer betreft het alleen de analyse van transcription factor binding sites (TFBS) in
DNA. Een TFBS kan worden gezien als een moleculaire schakelaar die de activiteit
van genen aan- of uitzet. ConBind is een web-gebaseerd analyseprogramma dat
een gebruiker in staat stelt om de genomen van verschillende dieren met elkaar te
vergelijken. Indien er instanties van een TFBS gevonden worden, die behouden
lijken te zijn tijdens evolutie, toont ConBind deze aan de gebruiker. Evolutionaire
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conservatie in meerdere genomen is een belangrijk signaal dat de TFBS functioneel
actief is, en niet bij toeval voorkomt. Om het programma ConBind te valideren zijn
de resultaten vergeleken met een experimentele studie van TFBS-activiteit; ConBind
is hier in staat om een aantal instanties van de actieve TFBSen te vinden die anders
niet vindbaar zouden zijn geweest.

Het laatste hoofdstuk, Hoofdstuk 5, bevat een studie van sequentiespecifiteit in
het vouwproces van eiwitten, specifiek het wel of niet ontstaan van molten globules
als tussenvorm tijdens vouwing. Het wordt aangetoond, door experimenten met een
versimpeld computermodel van eiwitvouwing, dat de uiteindelijke vorm van een eiwit
niet intrinsiek gekoppeld is aan het wel of niet hebben van een molten globule. Door
het ontwerpproces van het eiwit aan te passen is het mogelijk om, gegeven dezelfde
gewenste uiteindelijke vorm, de molten globule sterker te maken, of anderzijds geheel
te laten verdwijnen. Dit impliceert dat het mogelijk is om eiwitten in de echte wereld
aan te passen om bepaalde gewenste eigenschappen te hebben, zoals bijvoorbeeld
het actief zijn op een bepaalde temperatuur. De eigenschappen van de gevonden
molten globules in het computermodel komen overeen met experimenteel gemeten
eigenschappen van molten globules in echte eiwitten.
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