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op dinsdag 2 februari 2021 om 13.45 uur

in de aula van de universiteit,
De Boelelaan 1105

door

Pieter Jacob Storm

geboren te Amersfoort



promotoren: prof.dr. M.R.H. Mandjes

prof.dr. S. Bhulai

copromotor: dr. W. Kager



Acknowledgements

But thanks be to God, who gives us the victory through our Lord
Jesus Christ.

1 Corinthians 15:57, ESV

For from him and through him and to him are all things. To him
be glory forever. Amen.

Romans 11:36, ESV

Now that the writing of my thesis has been completed, I have the privilege of
thanking everyone who has helped and supported me over the past four years.

First of all, I want to thank my supervisors. Over the past four years, you have
been an example, a constant help, and highly valued colleagues and friends. My
time as a PhD student was mainly a lot of fun and you played an important role
in bringing this about. There were some more difficult moments as well, but you
were always helpful and friendly, for which I am grateful.

Wouter, I learned a lot from you about doing mathematical research and I very
much enjoyed our time together. In particular, I look back with great pleasure on the
hours we spent together in front of your blackboard and on the many conversations
we have had over the past 4 years. You have also made me a better writer, although
I also know that I can still learn a lot from you in this. Of course, I am also proud
and grateful that you allowed me to use your beautiful version of Latex for this
thesis.

Michel, I am thankful for all the wise lessons you have taught during our time
together. Your immense passion and optimism in research are inspiring. This, along
with your patient guidance, made it so that I always felt reinvigorated after our
meetings. I also have to say that I also deeply enjoyed spending a large part of
our time together on discussing sports developments, especially those in cycling.
Thank you for being an example and a mentor.

Sandjai, your unconditional support during my PhD years has constantly
given me a peace and safety that is unique within our line of work. Add to this your
unstoppable enthusiasm and expertise as a researcher, and anyone can imagine
that I felt privileged to have you as my supervisor. You have also taught me a
lot about writing, research, and the academic world. In particular, I treasure the



Acknowledgements vi

many small conversations that we had between your many appointments, about
anything and everything. Thanks for a great time together.

My thanks go to the members of my doctorate committee: Ronald Meester,
Sem Borst, Floske Spieksma, Marko Boon, and Bart van Arem. I am grateful that
you were willing to read my thesis and for all your helpful comments.

I also want to take a moment to thank my co-authors. First, René Bekker and
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Index of frequently used notation and abbreviations

Below one can find a list of notation and abbreviations frequently used throughout
multiple chapters in this thesis. This list is intended primarily for reference, and we
introduce much of the notation and abbreviations in the corresponding chapters.

Sets
N The natural numbers {1, 2, . . .}.
Z The integers {. . . ,−2,−1, 0, 1, 2, . . .}.
Z+ The nonnegative integers {0, 1, 2, . . .}.
R The real numbers.
R+ The nonnegative real numbers [0,∞).

General
:= Means “is defined to be”.
(x)+ := max{x, 0}, for x ∈ R; the positive part of x.
(x)− := max{−x, 0}, for x ∈ R; the negative part of x.
a ∧ b := min{a, b}, for a, b ∈ R.
a ∨ b := max{a, b}, for a, b ∈ R.

Probability theory
P Probability measure of underlying probability space (Ω,F ,P).
E Expectation operator (integration with respect to P).
a.s. Almost surely, that is, with probability one.
a.s.→ Almost sure convergence.
P→ Convergence in probability.
⇒ Weak convergence, or convergence in distribution.
X(·) Stochastic process X(·) := {X(t) : t ∈ [0,∞)}.
〈M〉t Predictable quadratic variation process for a martingale M(·).
SLLN Strong law of large numbers.
CLT Central limit theorem.
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FCLT Functional central limit theorem.
MFCLT Martingale functional central limit theorem.

Function spaces and norms
‖·‖T Supremum norm on [0,T].
u.o.c. Uniform on compact sets.
Cd[0,T] Space of continuous functions f : [0,T] → Rd, for some d ∈ N,

T > 0, often endowed with the uniform topology.
Cd[0,∞) Space of continuous functions f : [0,∞) → Rd, for some d ∈ N,

often endowed with the topology of uniform convergence on
compact intervals.

Dd[0,∞) Space of functions f : [0,∞)→ Rd, for some d ∈ N, that are right
continuous on R+ and have left limits on (0,∞), often endowed
with the Skorokhod topology.

Functions
1A(x) Indicator function of the set A; equal to 1 if x ∈ A and equal to 0 if

x < A.
δi j Kronecker delta function; equal to 1 if i = j and equal to 0 if i , j.
dxe smallest integer greater or equal to x, for x ∈ R.
bxc largest integer smaller or equal to x, for x ∈ R.





1 Introduction

This thesis’ primary focus is on the introduction and mathematical analysis of
stochastic traffic models. We begin this introduction by discussing the motivation
for this research.

1.1 Motivation

A well-performing transportation network is a precondition for any society’s
functioning in terms of its social, environmental, and economic aspects. Currently,
many of our daily transport operations are conducted using road traffic. With this
in mind, a natural question to ask is how one should design and control road traffic
networks so that they optimally serve the society in these three aspects?

The design and control of road traffic networks both cover different practical
issues related to improving the performance of road traffic networks. In terms of the
impact of design-related decisions, one might ask, for example, how an additional
highway or lane would affect travel times, congestion levels, and carbon-dioxide
emissions within the network? Control-related issues are more directed towards
the optimal use of means for vehicle control such as (temporary) speed limits,
vehicle routing, and ramp metering applications. An example of a related practical
question is: can we anticipate traffic jams and design effective control measures
that minimize delays and additional pollution caused by the resulting congestion?

To deal with issues like the preceding ones, a broad literature consisting of
mathematical traffic flow models has been developed; see, for instance, [7, 77, 112,
163] for articles that review traffic flow models. They enable us to study design-
and control-related problems in a simplified, but often effective form. These models
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come in many different types, each of them studying a specific aspect of road
traffic. Their primary goals are to understand and predict traffic flows on networks,
which are stepping stones towards their ultimate objective: the design of strategic
measures that effectively control traffic streams.

Contrary to what the term ‘traffic flow’ deceitfully suggests, vehicle dynamics
are not exclusively governed by simple, deterministic, physical laws. As was argued
in [135], the behavior of vehicles is strongly influenced by various microscopic
variables, examples of which are: human characteristics (different perceptions,
driving habits, moods, etc.), mechanical and electronic features of vehicles, the
weather, and road features (the degree of wear, camber in bends, etc.). Based on
papers like [25, 36, 37, 78, 80, 81], they ([135]) conclude that there is a consensus
in the literature that these microscopic variables should be modeled as random
variables. Thus, to correctly understand, predict, and control traffic flows, we
require stochastic traffic flow models. Building on this latter statement, there are
two major areas to improve on the current literature on traffic flow models.

Many of the available traffic flow models are deterministic, (cf. [77, 163]),
whereas we just concluded that stochastic models are needed. With a deterministic
model, one can solely make predictions based on the average behavior of traffic.
Instead, a stochastic model includes a measure of the uncertainty that is inherent
to road traffic, so that one can compute quantiles, confidence intervals, and even
distributions associated with these predictions. These quantities are of crucial
importance when one’s objective is to predict and control traffic flows. In particular,
to account for the uncertainty surrounding performance measures. In other words,
using a risk-aversion perspective, one wishes to control the probability of failing to
achieve a certain performance threshold; such as a congestion level that is too high,
or a carbon-emission rate that is damaging.

In a stochastic traffic flow model, the modeled uncertainty should be consistent
with the physical laws that govern the vehicle dynamics. As is argued in [81], the
approach to include randomness in traffic flow models often is to add (non-linear)
noise to deterministic models, see for instance [14, 62, 155, 156, 166, 167]. This
leads to models suffering from two problems: 1) the mean dynamics of the random
model are inconsistent with the dynamics of the associated deterministic model,
and 2) including randomness can lead to a negative number of vehicles. Remedies
to overcome one of these issues often exacerbates the other, and vice versa.

A different attempt of including randomness is to model individual vehicles
and explicitly include their random behavior, as is done in, e.g., cellular automata
models (see [111] for a review). Many such stochastic models are intractable
due to their complex dynamics. In that case, they are usually analyzed using
simulation. However, to strengthen our understanding of traffic flow, we require
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precise mathematical statements instead of numerical results. Moreover, for (online)
control, simulation is not a viable option since it takes too much time; we require
explicit formulas instead. As such, mathematical tractability of a stochastic traffic
flow model offers advantages that are difficult to achieve otherwise.

Summarizing the above, there is a clear need for stochastic traffic flow models,
that allow for mathematical analysis, and are consistent with the physical laws
that govern road traffic dynamics. These two properties are conditions for a model
to deepen our understanding of traffic flows and to be able to carry out road
traffic prediction and control. In this thesis, we contribute to filling this gap by
developing new stochastic traffic flow models, that satisfy the aforementioned
conditions, thereby covering the three main objectives of traffic flow models with
our contributions.

We continue this introduction by discussing: 1) the current relevant literature
of traffic flow theory, and 2) the methodologies that we employ to analyze the
models in this thesis. Afterward, we shall provide an overview of the contributions
of this thesis and its organization.

1.2 Traffic flow theory

To familiarize the reader with the most important aspects of traffic flow theory,
we now provide a concise overview of this area. The added benefit is that we can
precisely explain where they fit into the literature for some of our contributions.
We discuss the main modeling branches, and some of the most influential models
therein. We also summarize the performance indicators that are frequently used
in traffic flow models and explain how this thesis contributes to this aspect with
models that are capable of evaluating them.

In traffic flow theory, models are often categorized according to the level of
detail with which dynamics of traffic are described [77]. There are three major
model branches: macroscopic, mesoscopic, and microscopic models. All of these
stem from an empirically supported functional relation between vehicle density
(measured in the number of vehicles per unit length of road) and mean traffic flow,
cf. [163]. This functional relationship is referred to as the fundamental relation, or
(macroscopic) fundamental diagram (MFD).

The fundamental diagram was first studied in [67]. Instead of using dens-
ity and flow, they examined the relationship between the equivalent variables
vehicle headway (the space between consecutive vehicles) and velocity. Since
then, numerous studies have been conducted on the fundamental relationship;
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see [50, 66, 123] for some older seminal examples. Their objective is to improve
both our understanding of the empirical phenomena involved in this relationship,
and the accuracy with which we can reproduce these phenomena using a model.
Of particular importance is the shape of the functional relation, for which many
alternatives have been proposed; important examples are [39, 49, 149]. We refer to
[112, Section V] for a detailed account of the MFD.

Another important issue is the presence of scatter in the empirical relationship
between flow and density. This is why one considers the mean flow to obtain a
functional relationship. In both [112] and [163], three explanations are given for
why this scatter exists: 1) the non-stationary behavior of traffic, 2) the heterogeneity
in traffic composition (which is why multi-class MFDs were recently developed
[9, 31, 106, 171]), and 3) the influence of microscopic variables. The latter is why
the MFD is also referred to as the stochastic fundamental diagram [135], which of
course further motivates the stochastic traffic flow models that we develop in this
thesis.

Macroscopic models describe traffic flow with the least amount of detail
and often describe traffic as a fluid. By far, the most important class of models
are the kinematic wave models, which combine principles of conservation laws
with the fundamental diagram to describe how traffic densities propagate over
a closed-off road segment. The first, which is often referenced, is the Lighthill-
Whitham-Richards (LWR) model [105, 142]. Since then, numerous extensions have
been made, with the aim of (more accurately) reproducing empirical phenomena.
Examples are the drop in capacity at the mode of the fundamental diagram and the
hysteresis effect due to over-accelerating and decelerating of vehicles.

To study and replicate the interactions due to multiple types of vehicle densities,
multi-class MFDs were developed. These models, however, brought new difficulties
with them, since they do not automatically satisfy the properties of conservation
laws that are known as anisotropic (meaning that the characteristics are never larger
than the maximum vehicle velocity) and hyperbolic (perturbations propagate at
finite velocity). As argued in [41, 96], any realistic traffic flow model should have
these properties.

The stochastic macroscopic traffic flow model that we present in Chapters 2
and 3 generalizes the class of kinematic wave models. Its mean dynamics are
consistent with those of conservation laws, and so is the variance of vehicle
densities as a function of time. The framework that we employ to analyze this
model (it is indeed mathematically tractable) is flexible in that it can handle a wide
variety of multi-class MFDs. As such, a user can choose her preferred MFD, and
apply the general theory that we develop for this framework.
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Microscopic models are the oldest and largest branch of models, using the
highest level of detail, and often modeling the behavior of individual cars. Important
examples are the classes of car-following and the cellular automaton models. The
former are continuous models that describe a vehicle’s movement as a function of
what can be observed directly in front of the vehicle (e.g., the distance to the next
vehicle, the difference in velocity with the next vehicle, and brake lights). We refer
to [123, 124, 131] for prominent examples of the so-called subclass of safe-distance
models, and [93, 94, 161] for recent examples of stimulus-response models.

Cellular automata models are discrete-space models that describe the move-
ment of individual vehicles by a set of local (in terms of space) rules, cf. [98, 111].
The model in [122] is regarded as the seminal example model, with more advanced
models being [95, 98]. In Chapters 4 and 5, we contribute to the branch of micro-
scopic models with a new stochastic cellular automaton that models a roundabout
with on-ramp queues. As argued in [153], realistic models for roundabouts have
proven hard to analyze in the past. In contrast, our stochastic model is both tractable
and does not oversimplify the roundabout. In Chapter 5, we provide a proof for
a necessary and sufficient condition for stability, and in Chapter 4, we support
scaling limit results for the vehicle density and queue lengths on disjoint segments
of the roundabout.

Mesoscopic models have a level of detail that is in between that of microscopic
and macroscopic models and is the least developed branch out of all three. They
describe the dynamics of collections of vehicles (expressed with terms like densities
or distributions), by various processes relying on the individual behavior of vehicles
(acceleration, lane-changing, vehicle interaction). For instance, headway distribution
models (cf. [24, 29, 78]), use headways probability distributions (aggregated level)
to model the positioning of vehicles (individual level) on a road segment. The
most important class of mesoscopic models is the gas-kinetic branch. These models
extend the principles of conservation laws used in macroscopic models by adding
additional interaction terms to the partial differential equations involved; some
classical references are [75, 77, 130, 132].

Finally, we summarize some of the most popular measures in traffic flow
theory to evaluate the performance of traffic streams. For this thesis, the importance
of these measures lies in whether models are able to accurately compute these
measures for purposes of prediction and control.

Traditionally, researchers have focused on efficiency-related performance
indicators such as travel times, delays, traffic flows and level of service (cf. [112, Section
IV]). Whereas the former three are mainly influenced by phenomena like the
efficiency of road networks, congestion levels, the presence of road works, and
accidents, the latter is also strongly influenced by driver comfort and convenience.
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These factors are all of crucial importance when optimizing road traffic performance,
and have thus become objectives in their own right. Nowadays, more attention
is being paid towards environmentally-related performance measures like carbon-
dioxide emission rates, pollution levels and sustainability of road traffic networks. This
has brought new challenges to traffic flow models, such as the ability to assess the
role and impact of automated vehicles on such performance measures.

In Chapter 3, we show that the macroscopic model from Chapter 2 is well
capable of evaluating important performance metrics. Specifically, the model can be
used to approximate the travel-time distribution between origins and destinations,
for any class of vehicle in a road traffic network. Also, one has the possibility of
evaluating a wide range of performance measures in the transient and stationary
regime. The analytic nature of the analysis makes computations fast so that the
model lends itself for applications involving (online) control. Due to the highly
flexible setup of this model, it is anticipated that future MFDs (e.g., containing
automated vehicles as a separate class) can be evaluated as well.

1.3 Mathematical analysis of stochastic traffic models

As we have argued before, traffic dynamics contain a variety of random elements.
For example, the behavior of individual drivers, such as the amount of risk they
will take or the distance to the next vehicle on which they start to brake. Another
example is the destination of individual drivers, which allows the vehicle turning
rates at intersections to be treated as stochastic. As a result, road traffic can be
thought of as a stochastic dynamical system. In other words, the state of a road
traffic network evolves dynamically over time and does so according to outcomes
of random events.

In mathematical terms, we model the system under consideration by a stochastic
process, and often a Markov process. We continue this introduction by discussing
the main methodologies that we employ in this thesis to analyze such stochastic
processes. We emphasize again the importance of obtaining rigorous mathematical
statements to endorse our understanding of traffic flows and enable prediction
and control. Therefore, we also highlight how this thesis contributes to the meth-
odological aspect of stochastic traffic flow models by developing new methods of
analysis, and by connecting existing analyzes to the field of traffic flow theory.

In this thesis, we focus on two goals concerning the analysis of stochastic
processes. The first is to obtain descriptions of distributional aspects of the process
of interest, that is, finding an explicit expression for, e.g., the finite-dimensional
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distributions, stationary measures, and the means and (co)variances of the process.
Secondly, we identify conditions that make the stochastic system stable, by which
we mean that the Markov process is positive (Harris) recurrent.

While for some nicely-behaved stochastic processes it is possible to perform
stationary analysis, obtaining a description of the process’ transient distributional
properties is almost always impossible. In the examples in this thesis, both are
often out of reach. Luckily, there is an alternative that we can (and will) employ,
namely, using scaling methods to derive approximations.

Simply put, in a scaling limit, the quantity described by a stochastic process
(in our case: the number of vehicles) is increased to infinity, suppose at the rate
of n. Simultaneously, one centers the stochastic process by subtracting its mean
dynamics from it, and scales it down by an appropriate constant depending on n;
this is often

√
n. Then, by letting n→∞, a wide range of processes converges (in

the weak sense) to a Gaussian process.

The rich theory of Gaussian processes enables us to obtain explicit expres-
sions for various probabilistic quantities of the limiting process, e.g., the finite-
dimensional distributions. These can be used as approximations for their counter-
parts of the pre-limit process. For practical applications, it is important that the
scaling is natural, by which we mean that one often finds enough aggregation in
reality to approach the asymptotic regime. Aggregation is often achieved by scaling
the model parameters, which is why these asymptotic methods are referred to as
scaling methods.

To derive limit theorems for stochastic processes, it is useful to consider
them as random variables that take values in a specific function space. With this
identification, we can associate a probability measure on this space to the stochastic
process. In turn, this allows us to appeal to the rich theory of convergence of
probability measures on complete and separable metric spaces (i.e., Polish spaces).
We refer to the excellent book [13] for a careful treatment of the subject, with
other references being [53, 82]. In most real-world applications, either the space
of continuous functions on R+ or the space of right-continuous functions with
left limits on R+ can be used; these comprise a broad class of relevant stochastic
processes.

The two most famous results on the convergence of random variables are the
Strong Law of Large Numbers (SLLN), and the Central limit theorem (CLT). These have
their analogs for stochastic processes, referred to as the functional SLLN (FSLLN),
and the functional CLT (FCLT). Obviously, certain conditions on the processes need
to apply. When the limiting processes satisfy certain functional forms, they are
typically referred to as fluid and diffusion limits, respectively.
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It is important that the mode of convergence in the FSLLN is almost surely,
that is, pointwise convergence with probability one, and that of the FCLT is
convergence in distribution or weak convergence. Therefore, the FSLLN provides a
point estimate (first-order approximation), and the FCLT provides us with inference
around the mean (second-order approximation). As such, these theorems yield
approximations to the mean and variance of the stochastic process, respectively.

For proving our theorems, we rely on various well-known techniques, includ-
ing a generalized version of Donskers’ theorem, the continuous mapping theorem,
and the (semi)-martingale FCLT. In Chapter 4, however, the process of interest is
too complex to allow for a rigorous proof. Instead, we develop a novel proced-
ure to assess weak convergence of stochastic processes statistically. In Chapter 6,
we derive diffusion limits for a non-negative stochastic process. This required
the development of a new type of continuous mapping, related to generalized
Skorokhod problems, cf. [136]. With these techniques, this thesis contributes to the
methodological side of analyzing stochastic processes asymptotically.

Regarding the second objective in the analysis, stability of a Markov process is a
completely different issue. It deals with the problem of identifying conditions on the
model parameters that make the process positive (Harris) recurrent. Even though
the property of positive recurrence is well-understood, and various equivalent
notions are known (see [120]), proving stability is often not a straightforward task.

The practical relevance for stochastic processes with applications in, e.g., traffic,
logistics, and communication networks, lies in that one can identify a systems’
capacity from the stability conditions. For example, for a traffic intersection model,
the capacity is given by the maximum arrival rate of vehicles for which the
underlying process is positive recurrent. For examples related to communication
systems, see [23, 104]. A required property to ensure this connection between
capacity and stability is that the set of parameters for which the system is stable
(the global stability region) is monotone. This means that decreasing a parameter from
a stable setting does not make the system unstable, which can happen in certain
networks [43].

The main instrument for proving positive recurrence is Fosters’ theorem, in
association with Lyapunov functions, cf. [27, 120, 140]. In the case of queueing
networks, such as we study in Chapter 5, one can utilize a specific technique
with fluid limits. This technique was established in [42] and is reviewed in [22].
For many classical networks, fluid limits have proven fruitful in showing that
subcritical conditions (meaning that the arriving workload per unit time is less than
one) are necessary and sufficient for stability. The necessary part of this theorem
always holds. However, various counterexamples are thought of that show that
this condition is not always sufficient; see, e.g., [20, 99, 109, 144, 146].
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In particular, incorporating multiple classes of customers, priorities, and cycles
in the networks’ routing topology, seems to make the problem intractable. However,
in this thesis, we show that for a specific class of networks, the questions of stability
can be answered. More precisely, in Chapter 5, we show that queueing networks
with a ring-topology routing network have enough mathematical structure to
identify stability conditions. We prove that the subcritical region is the global
stability region when all mean processing times are homogeneous.

1.4 Contributions and outline

We now provide a brief overview of the contributions in each chapter, while we
provide an outline of the thesis. After that, we briefly discuss the decision to keep
each chapter self-contained, and its implications on the small overlap between
chapters.

In Chapter 2, we contribute to the class of macroscopic models with the contri-
bution of a new stochastic model that describes the flow of traffic densities in a road
network. The model is consistent with the class of (deterministic) kinematic wave
models, which describe traffic flows based on conservation laws that incorporate
the macroscopic fundamental diagram. The model is presented in an abstract form
so that it can handle general multi-class MFDs and an arbitrary transport network
topology.

The model in Chapter 2 fits within the framework of spatial population
processes, cf. [100]. This enables us to establish, under a natural scaling, fluid
and diffusion limits for the joint vehicle density process, which can then be
approximated by a suitable Gaussian process. Simply put, we prove that the
joint (in the spatial and temporal sense) distribution of vehicle densities can be
approximated by a multivariate normal distribution. Moreover, the corresponding
means and variances can be computed efficiently by evaluating a system of ordinary
differential equations. In a similar way, we develop a method to approximate the
vehicles’ travel-time distribution between any given origin and destination pair.
Finally, we present a series of numerical experiments that demonstrate the accuracy
of the approximations and illustrate the usefulness of the results. This chapter is
based on [115].

In Chapter 3, we demonstrate the rich potential of the model and Gaussian-
process approximation in Chapter 2 for the design and control of road traffic
networks. We start by providing empirical support for the use of a multivariate
Gaussian distribution to approximate the joint vehicle-density distribution. To this
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end, we use a detailed historical dataset that contains traffic flow measurements
from important roads throughout the Netherlands. In the remaining part of the
chapter, we study a sequence of design and control related example questions that
can be analyzed using the Gaussian methodology. These cover the following topics:
(i) evaluation of stationary performance measures, (ii) route selection, (iii) control
of traffic flows, and (iv) performance of traffic networks with arbitrary topology.
Throughout the chapter, the importance of a stochastic traffic flow model, compared
to a deterministic counterpart, becomes apparent in the results. The content of this
chapter is based on [116].

In Chapter 4, which is based on [153], we introduce a new microscopic
model. It is a general model of a single-lane roundabout, represented as a circular
lattice that consists of L cells, with Markovian traffic dynamics. Vehicles enter the
roundabout via on-ramp queues that have stochastic arrival processes, remain on the
roundabout a random number of cells, and depart via off-ramps. The model allows
for the flexible positioning of on and off-ramps, while various performance-related
quantities (such as delay and queue length) allow an analytical characterization.

Regarding the analysis of the model in Chapter 4, we present an explicit
expression for the marginal stationary distribution of each cell on the lattice. Also,
we derive results that give insight into the dependencies between parts of the
roundabout, and on the queue distribution. Finally, we find scaling limits that
allow, for every partition of the roundabout in segments, to approximate 1) the
joint distribution of the occupation of these segments by a multivariate Gaussian
distribution; and 2) the joint distribution of their total queue lengths by a time-
inhomogeneous Poisson process. To verify the scaling limit statements, we develop
a novel method to assess weak convergence of random variables empirically.

We proceed with the analysis of the roundabout model in Chapter 5 by
identifying precise conditions for stability, that is, for the underlying Markov chain
to be positive recurrent. We generalize this result by identifying, for a broad class
of ring-topology stochastic networks involving queueing, precise conditions that
make the underlying Markov process positive (Harris) recurrent. Such networks
naturally appear in a variety of settings: as medium access control protocols in
local area networks, in packet-switching applications for optical networks, in
multiprocessor systems as a proposed replacement for the classical bus, and clearly,
in traffic networks as roundabouts.

We also formulate a conjecture in Chapter 5, on the system performance when
the underlying Markov chain is not positive recurrent. The conjecture predicts
which queues will be unstable, and identifies the long-term throughput of each
queue as the solution of a non-linear system of equations. It thus yields a first-order
approximation of the rate of growth for unstable queues. Using these quantities,
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we can explicitly find the stationary rate at which segments of the ring are occupied.
Chapter 5 is based on [154].

The methods of analysis used in this thesis apply to a much wider range of
stochastic models, as we demonstrate in Chapter 6. This chapter is based on [152].
In that chapter, we deviate from traffic flow models and study a queueing model
with many servers instead. In the model, each server can serve multiple customers
at once, with the novel aspect being that the service rate of a server increases in the
number of customers that are simultaneously served. This reflects the efficiency
gained due to multitasking.

The main contribution in Chapter 6 is a sequence of weak limit theorems for
the stochastic process associated with the queueing model. The weak limits are
established in the regime where the number of servers grows large and the system
load approaches one, i.e., the system is in heavy traffic. We also explain how these
results can be used to provide staffing strategies for multitasking systems, for
various cases of the multitasking effect and different server-assignment policies.
For the latter, we also prove that assigning customers to the least (most) busiest
server is optimal in terms of minimizing the number of customers in the system,
when the service rate is concave (convex) in the number of customers served.

Helpful comments to aid you while reading this thesis

In this thesis, each chapter is written to be self-contained. As such, every chapter
can be read without prior knowledge of any of the chapters before it. This decision,
however, has inevitably created some overlap between the chapters. Specifically,
since Chapters 3 and 5 are partly based on the contents of, respectively, Chapter 2
and 4, a minimal amount of overlap is required to guarantee that each chapter can
be read on its own.

Most overlap between chapters occurs when introducing a model, or when2.1C
summarizing results from a previous chapter. In these cases, a mark such as in the
left margin of this paragraph instructs the reader that the content of a previous
chapter overlaps with the text that follows the mark and stops when either a new
(sub)section begins or another such mark is placed. For example, the mark at the
beginning of this paragraph would say that the text starting at this paragraph, and
ending at the end of this section, overlaps with the contents of Section 2.1.

Finally, a small amount of overlap also occurs between this introduction and
the introductions of Chapters 2 and 3. In the latter ones we, however, provide more
detailed information that is specific to both chapters.



2 A diffusion-based analysis of a multi-class road traffic
network

Summary
This chapter studies a stochastic model that describes the evolution of vehicle
densities in a road network. The setup is capable of handling multiple types of
vehicle densities, with general macroscopic fundamental diagrams, on a network
with arbitrary topology. Interpreting our system as a spatial population process,
we derive, under a natural scaling, fluid and diffusion limits. More specifically,
the vehicle density process can be approximated with a Gaussian process, which
yields accurate normal approximations to the joint (in the spatial and temporal
sense) vehicle density process. Along the same lines, we develop an approximation
to the vehicles’ travel-time distribution.

2.1 Introduction

A substantial body of literature focuses on describing and predicting the dynamics
of vehicles on road traffic networks. A broad range of traffic flow models has been
developed, each of them focusing on specific aspects. Their ultimate goal lies in the
development of mechanisms that effectively control streams of vehicles.

The majority of the existing traffic flow models is of a deterministic nature.
These range from macroscopic models (typically in the form of partial differential
equations that describe vehicles as continuous flows that obey physical laws) to
microscopic models (incorporating the driving behavior pertaining to individual
vehicles). However, as was pointed out in, e.g., [135], besides physical laws,
traffic flows are also strongly affected by various microscopic variables, such
as the different perceptions, moods, responses, and driving habits of individual
car drivers. This realization has led to the consensus [135, Section 1] that such
microscopic variables should be modeled as random variables. Thus, to accurately
describe streams of vehicles in a road traffic network, stochastic traffic flow models
are needed. In addition, as argued in great detail in [80], probabilistic traffic flow
models are particularly useful from the viewpoint of traffic simulation, estimation,
and online control.

In relation to the choice of a suitable probabilistic model, as was pointed out
in [80], a frequently used type of stochastic traffic flow models are macroscopic
deterministic models with added noise. However, these result in an inconsistency
with the corresponding deterministic models in the case of non-linear dynamics,
and possibly lead to the undesirable feature of negative sample paths. Truncation
of the noise, to prevent negative sample paths from happening, would only
exacerbate the above-mentioned inconsistency. Turning to microscopic stochastic
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traffic flow models allows for explicit modeling of stochastic behavior. Examples are
cellular automata models [112], with a seminal example being the celebrated Nagel-
Schreckenberg model, and car following models [163, Section 3]. However, due to
the complexity of the underlying dynamics, for such models the computation of
the vehicle density distribution at a given time is typically intractable for instances
of a realistic size.

An approach frequently relied upon in macroscopic models, based on conser-
vation laws, makes use of the so-called fundamental diagram, which describes the
functional relation between the vehicle density and velocity. The origin of such
kinematic wave models, which succeed in replicating empirical traffic phenomena,
lies in the seminal papers by Lighthill and Whitham [105] and Richards [142]. In the
kinematic wave framework, the flow of traffic mass is modeled by a conservation
law, with the additional feature that the velocity of mass at a position in space is a
function of the density of this mass. Obviously, to facilitate accurate performance
predictions, having a handle on the precise shape of the fundamental diagram is
crucial. In particular, researchers try to reproduce physical phenomena like the
scatter observed in empirical studies, the drop in capacity at the onset of congestion,
hysteresis while accelerating and decelerating, and the effect of multiple types of
vehicles; see, e.g., [31, 163].

While traditionally the focus was on single-class models [39, 49, 149], in which
all vehicles are essentially exchangeable, in practice, multiple classes should be
distinguished. This explains why more recently deterministic multi-class models
[31, 106, 171] have been developed, which capture the heterogeneity of vehicles
and drivers. However, these models come with new complications, in that they
do not automatically satisfy the anisotropic (informally meaning that information
travels slower than the fastest class of vehicles) and even hyperbolic (informally
meaning that any single vehicle has only local influence on the system dynamics)
properties of conservation laws. As discussed in, e.g., [41, 163], realistic traffic flow
models should obey these properties.

The main conclusion of the above, is that there is a clear demand for stochastic
multi-class traffic flow models that are flexible enough to cover various generic
physical phenomena. The discrete-space stochastic model proposed in [80, 81], is
referred to by [135] as one of the few models that provides an explicit expression for
the vehicle density distribution. In addition, it is consistent with kinematic wave
models, and it aligns with the above-mentioned physical effects that are inherent
to the fundamental diagram. While this model has these attractive properties,
several significant improvements can be made. In the first place, the focus is
exclusively on the class of fundamental diagrams that involve just single-type
vehicle densities, not covering the natural and practically relevant multi-type case.
In the second place, the model considers isolated road segments rather than more



2 A diffusion-based analysis of a multi-class road traffic network 14

general networks. The third issue relates to the underlying analysis that is based
on a diffusion approach, leading to a Gaussian approximation of vehicle densities.
While the claimed diffusion, under the proposed scaling, is correct, there is a need
for addressing the formal details of the mathematical underpinnings. Finally, in
[80, 81] the focus is fully on describing the distribution of the vehicle densities,
whereas no attention is paid to computing the distribution of travel times between
given origin-destination pairs.

Our work concerns a rigorous analysis of a generalized version of the cellular
stochastic traffic flow model that was introduced and analyzed in [80, 81], remedying
the issues identified in the previous paragraph. More specifically, the contributions
in this chapter are the following:

◦ Unlike in the single-class model of [80, 81], we focus on a setup capable
of handling a multi-class macroscopic fundamental diagram. While in our
presentation we focus on a road segment consisting of multiple cells, we
point out how the analysis naturally extends to networks of arbitrary size and
structure.

◦ Moreover, we embed the model in a rigorous mathematical framework that
allows us to appeal to the theory of spatial population processes [100]. We show
how this well-developed machinery facilitates the formal establishment, under
a natural scaling, of fluid and diffusion limits that are consistent with kinematic
wave traffic flow theory.

◦ The fluid limit provides accurate approximations for the means of the vehicle
densities, while the diffusion limit can be used to approximate the correspond-
ing correlations (both in the spatial and temporal sense). Informally, these fluid
and diffusion approximations can be seen as a law of large numbers and a
central limit theorem, respectively, at the sample-path level. Our results allow
for generic macroscopic fundamental diagrams (fulfilling a mild regularity
assumption), and provide explicit expressions for means and (co-)variances
that can be numerically evaluated in an efficient manner.

◦ Whereas [80, 81] focus on vehicle densities only, we point out how the obtained
diffusion results can be used to produce accurate approximations of the
distribution of the travel time experienced by vehicles moving through the
network.

◦ The accuracy of our approximation procedure is demonstrated through a series
of numerical experiments. In addition, we show that our methodology is able
to reproduce known traffic phenomena such as forward propagation, back-
ward moving traffic jams and shockwave formation, with a per-phenomenon
consistent estimate for the variances and covariances of traffic densities.

The results obtained in this chapter can be used to numerically evaluate the
impact of various traffic control mechanisms. For instance, as imposing a speed
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limit effectively means an adaptation of the fundamental diagram, we can assess
the efficacy of such a measure. Importantly, the framework used is highly flexible, in
that the fundamental diagram needs to fulfill only mild regularity assumptions. This
flexibility can be exploited when studying the impact of technological developments
on traffic dynamics. For instance, one can evaluate scenarios in which a certain
fraction of the cars is self-driving; an obvious prerequisite is the availability of (a
proxy of) the corresponding fundamental diagram.

The evaluation of such control experiments is the subject of Chapter 3. More
specifically, in the next chapter, we illustrate the rich potential of the method-
ology developed in the current chapter, for purposes of design and control of
transportation networks.

This chapter is organized as follows. So as to shed light on the properties
stochastic traffic flow models should fulfill, we first provide in Section 2.2 a brief
account of kinematic wave models. We pay attention to this class of models be-
cause, while being essentially standard for many readers with a background in
transportation research, researchers with a background in operations research
and applied probability may be less familiar with it. Building on kinematic wave
models, we define in Section 2.3 our multi-class counterpart of the discrete-space
model introduced in [80, 81]. Importantly, the setup proposed is highly flexible,
and thus covers a wide variety of macroscopic fundamental diagrams proposed in
the literature. Then, in Section 2.4, we define our scaling and prove the fluid and
diffusion limit results for the vehicle densities, yielding a Gaussian approximation
for the corresponding distribution. Then it is shown in Section 2.5 how related dif-
fusion results lead to an approximation for the travel-time distribution. Numerical
experiments are provided in Section 2.6, showing the method’s accuracy and its
capability to reproduce well-known phenomena. Section 2.7 presents an account of
extensions, generalizations, and ramifications. Concluding remarks are presented
in Section 2.8.

2.2 Theory of kinematic wave models

The stochastic traffic flow model that will be the main object of study in this chapter,
will be defined in Section 2.3. There we define our model in such a way that the
mean dynamics obey a conservation law, which is the fundamental modeling
principle in every kinematic wave traffic flow model. To provide the reader with
the necessary background, we review in this section the basics of kinematic wave
models and corresponding conservation laws.
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2.2.1 Kinematic wave models and conservation laws

Kinematic wave models are a class of macroscopic traffic flow models that consider
a road segment without any intermediate sources or sinks as a continuous space,
and study the propagation of vehicle density (defined as the number of vehicles
per unit length of road) over the road segment. The absence of sources and sinks
implies that traffic density should be preserved over the segment, which suggests
the use of conservation laws to describe the evolution of traffic density over the
segment as fluid.

In our framework we consider m different types of vehicles. Let, for j ∈
{1, . . . ,m}, the type- j vehicle density be given by ρ j(x, t) and the type- j velocity by
v j(x, t), where t denotes time and x the position on the segment. Conservation of
mass (or density) in an arbitrary part of the road segment [x1, x2], in a time interval
[t1, t2], is expressed as∫ x2

x1

ρ j(x, t2) dx −
∫ x2

x1

ρ j(x, t1) dx

=

∫ t2

t1

ρ j(x1, t)v j(x1, t) dt −
∫ t2

t1

ρ j(x2, t)v j(x2, t) dt, (2.1)

with j ∈ {1, . . . ,m}; cf. [103, Section 2.1]. Here it is implicit that traffic moves from x1

to x2.

Now, in traffic flow theory there is the fundamental, and empirically backed
assumption, that the velocity v j(x, t) is a function of all the type densities ρk(x, t),
where k ∈ {1, . . . ,m}. In the literature, this functional relationship is referred to as
the (macroscopic) fundamental diagram (MFD), usually expressed as

q j(ρ(x, t)) = ρ j(x, t)v j(ρ(x, t)),

where q j is the flow of type- j density, and ρ is the length-m vector of traffic densities.
Combining (2.1) with the MFD allows the derivation [103, Section 2] of the following
system of conservation laws:

∂ρ j(x, t)
∂t

+
∂q j(ρ)
∂ρ

∂ρ(x, t)
∂x

= 0, ρ j(x, 0) = ρ j,0(x), (2.2)

where ∂q j(ρ)/∂ρ is to be interpreted as the gradient of q j and ρ j,0(x) is some initial
vehicle density (as a function of the position x).

2.2.2 The macroscopic fundamental diagram

As mentioned in the introduction, the fundamental diagram describes flow as
a function of the vehicle density. The generally accepted view is that flow is an
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(approximately) concave function of the overall density, which is zero on the
boundaries of some compact domain and positive on its interior. The reasoning
behind this is simple: when traffic density is low, vehicles are not obstructed and can
thus drive at maximum speed. As the density increases, vehicles will be obstructed
to a greater extent due to congestion, thus lowering their velocity. Ultimately, if the
traffic density becomes too high, then vehicles do not have enough space in front
of them, resulting in zero velocity and flow.

The first fundamental diagram, for single-class traffic, can be found in a
pioneering study by Greenshields [67]. Since then, researchers have tried to find
functional forms that reproduce various traffic phenomena as well as possible; see
for more background [112, Section 5]. For single-class traffic, three notable MFDs
can be found in [39, 49, 149]. In recent years, to capture effects due to mixed vehicle
traffic, multi-class MFDs have been proposed; see, e.g., [9, 31, 106, 126, 171, 179].

2.2.3 Solutions for conservation laws, relation with stochastic traffic flow model

The functional forms for ρ and q that are used in practice are typically not
differentiable, so that the problem in (2.2) has no strong solutions. One, therefore,
resorts to weak solutions, satisfying additional conditions (e.g., Rankine-Hugoniot
and entropy conditions) to ensure uniqueness and correct physical behavior. For a
mathematical treatment of conservation laws see, for instance, [54, Section 3.4 and
Ch. 11]. Whereas it is often possible to show existence of weak solutions of (2.2),
they rarely have explicit analytical expressions. Therefore, for practical applications,
one usually relies on numerical methods. In traffic flow theory the most widely
used method is the Godunov method, [103, Section 13], which has many attractive
features, assuming that the Courant-Friedrichs-Lewy (CFL) condition ([103, Eqn.
(10.55), Eqn. (13.11)]) is satisfied; see [31, paragraph above Eqn. (18)].

The Godunov method exactly solves (2.2) with an approximate, piece-wise
constant, initial condition. The x-axis, which is the road segment in our case, is
discretized into d cells (which can be done according to a variable mesh), and the
initial density is taken constant in each cell, by integrating the (m-dimensional)
initial condition ρ(x, 0) between the boundaries of each cell. This defines a set of
d − 1 Riemann problems, the solution of which describes the flow between each of
the cell boundaries exactly. As such, one can describe the exact evolution of the
system with the equation, for i ∈ {2, . . . , d},

ρ(xi, t + ∆t) = ρ(xi, t) +
∆t
∆xi

(
qi−1 − qi

)
, (2.3)

where ρ(xi, t) is now an m-dimensional vector of densities at time t in the i-th cell, ∆t
and ∆xi are, respectively, the lengths of the discrete time-steps and the mesh-width
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of cell i, and qi is the (m-dimensional) vector of flows on the boundary from cell i
to cell i + 1, given by the solution of the corresponding Riemann problem. To be
able to use the Godunov scheme, the challenge is to give a complete description of
discrete flux-function qi. In general, there is no explicit solution for the associated
Riemann problem, but there are conditions under which a solution is guaranteed
for small time steps [54, Thm. 4 in Section 11].

We finish this section by mentioning that an approximate solution of (2.2),
using the Godunov method, is also known as the cell transmission model (CTM).
This concept, due to Daganzo [39], relates to a discrete-time, discrete-space traffic
flow model. One can show that (2.2) can be recovered from the CTM by letting the
cell lengths go to 0 [80]. In this chapter, we take an arbitrary (possibly multi-class)
MFD as our starting point. We use the associated discrete flux-function to define a
stochastic traffic flow model, such that the mean dynamics are given by the CTM.
In Section 2.4, we approximate the variance of this process through a diffusion limit,
which allows for studying the distributions of vehicle densities in various types of
dynamics, as will be illustrated in the numerical experiments of Section 2.6.

2.3 Model definition

In this section, we introduce the stochastic traffic flow model as a strong Markov
process, for which we subsequently define the corresponding state space and
the infinitesimal generator. To keep the exposition as clear as possible in this
chapter, we primarily concentrate on a single road segment. However, the model,
the underlying mathematical theory, and scaling results we present for this road
segment setup carry over to a general network setting, as will be pointed out in
Section 2.7 (along with various other extensions). We conclude the section by giving
two relevant examples of kinematic wave models which we extend into stochastic
traffic flow models, and which will be used later in the chapter when numerically
illustrating our results.

2.3.1 State space

Consider a road segment without any intermediate sources or sinks, on which
m different types of vehicles are defined. We divide the road in d cells, where `i

is the length of cell i, for i ∈ {1, . . . , d}. We denote by Xi j(t) the number of type- j
vehicles, for j ∈ {1, . . . ,m}, that are in cell i at time t ∈ [0,∞). In the context of our
road-traffic model, it is evident that the number of type- j vehicles in cell i has an
upper bound, which we denote Xjam

i j . As a consequence, Xi j(t) ∈ {0, 1, . . . ,Xjam
i j }. In
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the sequel, we denote X(t) for the md-dimensional random vector with entries
Xi j(t).

Equivalently to Xi j(t), we can consider the type- j vehicle density in cell i at
time t, which we denote ρi j(t). It is defined as

ρi j(t) :=
Xi j(t)
`i

, (2.4)

taking values in {0, 1/`i, 2/`i, . . . ,X
jam
i j /`i}. In the literature ρjam

i j := Xjam
i j /`i is referred

to as the jamming density (of type- j vehicles in cell i, that is).

2.3.2 Transition rates

To describe the flows of type- j vehicles between the cells, we assume the existence
of a discrete flux-function, obtained from a general (possibly multi-class) MFD
by solving the Riemann problem. We proceed by formally introducing such a
discrete flux-function, describing the flow from cell i to cell i + 1 for each of the
types j. Denote qmax

i j for the largest possible flow of type- j vehicles between the
neighboring cells i and i + 1. The assumption below says that the flow from cell i to
cell i + 1 is a function of the densities in both cells, i.e., of (ρik)k and (ρi+1,k)k, where
the first and last cell have to be handled slightly differently. Moreover, the function
is dependent on i, i.e., on the position of a cell, to model cell-dependent MFDs. This
is particularly useful if one wishes to incorporate heterogeneity between the cells
due to, e.g., differences in road geometry and maximum velocity.

Assumption 2.3.1 (Macroscopic Fundamental Diagram). For i ∈ {1, . . . , d − 1}, we
assume that there is a function

q̃i :
m

ą

j=1

(
[0, ρjam

i j ] × [0, ρjam
i+1, j]

)
→

m
ą

j=1

[0, qmax
i j ], (2.5)

which is Lipschitz-continuous with Lipschitz constant Ki ∈ (0,∞). We also assume that
there is a function

q̃0 :
m

ą

j=1

(
[0,∞) × [0, ρjam

1 j ]
)
→

m
ą

j=1

[0, qmax
0 j ], (2.6)

which is Lipschitz-continuous with Lipschitz constant K0 ∈ (0,∞); likewise, we assume
that there is a function

q̃d :
m

ą

j=1

(
[0, ρjam

dj ] × [0,∞)
)
→

m
ą

j=1

[0, qmax
dj ], (2.7)
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which is Lipschitz-continuous with Lipschitz constant Kd ∈ (0,∞). It is, in addition,
assumed that the j-th component of q̃i is 0 whenever, for j ∈ {1, . . . ,m}, the j-th argument
is 0; all components of qi are 0 whenever, for some j ∈ {1, . . . ,m}, the (m + j)-th argument
is ρjam

i+1, j.

The Lipschitz property is natural to assume, since by considering the density as a
continuum, it entails that the flow should be a continuous function of the density,
and that the change in flow should be bounded when adding or removing a vehicle
from a cell. The last part of the assumption ensures that if there are no cars in the
origin cell then there can be no flow between the two cells involved; likewise if the
destination cell is full.

Using Assumption 2.3.1, we proceed by defining the infinitesimal generator
that makes {X(t), t ≥ 0}, or equivalently {ρ(t), t ≥ 0}, a Markov process. Consider
two neighboring cells i and i+1, and let the current density be ρ. For i ∈ {1, . . . , d−1}
and j ∈ {1, . . . ,m}, we let the time until a car of type j passes the boundary between
cells i and i + 1 be an exponentially distributed random variable with rate

qi, j(ρ) := q̃i, j

(
(ρik)k, (ρi+1,k)k

)
.

To model arrivals at cell 1, we introduce independent Poisson processes with
rate λ j, for j ∈ {1, . . . ,m}. We let the time until a type- j vehicle enters at cell 1, for
j ∈ {1, . . . ,m}, be an exponentially distributed random variable with rate

q0, j(ρ) := min
λ j, sup

x∈(R+)m
q̃0, j

(
x, (ρ1k)k

) .
The interpretation of this formula is that cars of type j constantly arrive at rateλ j > 0,
but that the flow is bounded due to the vehicles already present in cell 1.

Similarly, we let the time until a type- j vehicle leaves cell d, for j ∈ {1, . . . ,m},
be an exponentially distributed random variable with rate

qd, j(ρ) := min
ν j, sup

x∈(R+)m
q̃d, j

(
(ρdk)k, x

) ,
where ν j > 0. The interpretation is that vehicles of type j depart at a rate that
depends on the densities in cell d, but that is bounded by some maximal outflow
rate ν j. We assume that, given ρ, all the exponentially distributed times, as defined
above, are independent.

From the above it follows that the evolution of the number of type- j vehicles
in cell i, with i ∈ {1, . . . , d} and j ∈ {1, . . . ,m} is given, for a given initial state X(0), by

Xi j(t) = Xi j(0) + Yi−1, j

(∫ t

0
qi−1, j(ρ(s)) ds

)
− Yi, j

(∫ t

0
qi, j(ρ(s)) ds

)
, (2.8)
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where Yi, j(t) are independent unit-rate Poisson processes for i ∈ {0, . . . , d} and
j ∈ {1, . . . ,m}. To see this, note that the Poisson processes Yi, j are counting how
many cars of type j pass between the boundary between cells i and i+1. To measure
the impact on the density, we scale these processes so that they have jumps of size
1/`i. By utilizing (2.4), we have the analogous process

ρi j(t) = ρi j(0) +
1
`i

Yi−1, j

(∫ t

0
qi−1, j(ρ(s)) ds

)
− 1
`i

Yi, j

(∫ t

0
qi, j(ρ(s)) ds

)
. (2.9)

We have thus constructed the dm-dimensional Markov process {ρ(t), t ≥ 0}.

2.3.3 Example MFDs

To illustrate the flexibility of Assumption 2.3.1, we now give two concrete examples
of MFDs and their associated discrete flux-functions q̃. In Section 2.6 we will use
these examples.

Example 2.3.2 (Daganzo MFD). Our first example is a discrete flux-function for a
single-class CTM that was proposed in [39]. The flux-function describes the flow
between two neighboring cells i and i + 1. Since traffic flows in one direction, cell i
will be sending traffic and cell i + 1 will be receiving traffic. We define the sending
function S(·) and the receiving function R(·) by

S(ρ) := v fρ ∧ qmax, R(ρ) := w(ρjam − ρ) ∧ qmax.

Here v f is the velocity at which vehicles drive when they do not experience
congestion (called the free-flow regime), and w is the velocity at which traffic jams
move upstream. These specific functions are based on the assumption that vehicles
drive with their maximum velocity v f when vehicle density is low, whereas the
flow decreases linearly when congestion occurs. The flow between the cells is now
given by

q̃D(ρi, ρi+1) = min{S(ρi),R(ρi+1)},

where ρi is the density of cell i. In Figure 2.1 we have plotted an example with
v f = 60 km/h, w = 12 km/h, qmax = 1800 veh/h and ρjam = 180 veh/km, with the
MFD on the left, and the sending and receiving functions that characterize the
discrete flux-function on the right.

It is not hard to check that q̃D satisfies Assumption 2.3.1. As both S(·) and R(·)
are Lipschitz, the minimum of S(·) and R(·) is Lipschitz as well. Moreover, when
ρi = 0 or ρi+1 = ρjam, then q̃D equals zero.
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Figure 2.1. Daganzo MFD (left) and corresponding sending and receiving
function, determining the associated discrete flux-function (right).

The paradigm of a sending and receiving function can be generalized to obtain
other single-class discrete flux-functions. More precisely, the functions S(·) and R(·)
can be every non-negative, Lipschitz continuous function with compact support.
Moreover, it can be shown that every single-class MFD has a discrete flux-function,
obtained by solving the Riemann problem associated to the Godunov scheme,
which can be written as the minimum of a sending and receiving function.

Example 2.3.3 (Chanut and Buisson MFD). This MFD was proposed in [31] for
a multi lane, two-class traffic flow model, and is a generalization of Smulders’
fundamental diagram [149]. In the model, vehicle classes are differentiated by
velocities and lengths, and therefore they influence the overall density and flow
differently. We first present the MFD for the kinematic wave model, and present
the discrete flux-function afterward.

For simplicity we refer to the first class of vehicles as cars, and to the second
class of vehicles as trucks. In the model, the jamming density is given by

ρjam(ρ1, ρ2) :=
N

ρ1L1 + ρ2L2
(ρ1 + ρ2),

where ρ1, ρ2 are the car and truck densities, L1 and L2 are the respective vehicle
lengths, and N is the number of lanes. The critical density, which distinguishes
the free-flow regime and the congestion regime, and which is parameterized by
β ∈ [0.2, 0.5], is given by

ρc(ρ1, ρ2) := βρjam(ρ1, ρ2).

In the free-flow regime, defined as ρ1 + ρ2 6 ρc(ρ1, ρ2), the vehicle velocity
starts at the maximum velocity v f

i when ρ1 + ρ2 = 0, and decreases linearly in
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ρ := ρ1 + eρ2, with e := L2/L1, until the critical velocity vc is reached (at the critical
density ρc). In congestion, both vehicle classes have the same velocity, and it is
assumed that the total flow decreases linearly in ρ. The quantity ρ can be interpreted
as the density in terms of passenger-car equivalents (PCEs); one truck is equivalent
to e cars. In the congested regime, the flow of vehicles, measured in PCEs, can thus
be expressed as

qpce(ρ1, ρ2) := C
ρjam(ρ1, ρ2) − (ρ1 + ρ2)
ρjam(ρ1, ρ2) − ρc(ρ1, ρ2)

,

where C := vcρc(ρ1, 0). If ρ1 + ρ2 ≤ ρc(ρ1, ρ2) (in free-flow, that is), then the flow of
both vehicle classes is now given by

q1 = ρ1v1, v1 = v f
1 − (v f

1 − vc)
ρ1 + ρ2

ρc(ρ1, ρ2)
;

q2 = ρ2v2, v2 = v f
2 − (v f

2 − vc)
ρ1 + ρ2

ρc(ρ1, ρ2)
,
,

whereas if ρ1 + ρ2 > ρc(ρ1, ρ2) (in congestion, that is), then

q1 = ρ1v, q2 = ρ2v, v =
qpce(ρ1, ρ2)
ρ1 + eρ2

.

To use this MFD in a discrete model, one has to determine the associated discrete
flux-function, by solving the Riemann problem for every possible combination of
two neighboring cell densities. This discrete flux-function is given in [31]. There, it
is shown that it can be written in terms of the sent density and the received density,
as in Example 2.3.2, except for the case where the upstream cell is in the free-flow
regime, the downstream cell is in the congested regime and the shock discontinuity
propagates at a negative speed.

We conclude this example by summarizing the discrete flux-function. Let ∆

and Ω denote the sent and received density, respectively. If a cell is in the free-flow
regime, then they are given by

∆ = ∆1 + e∆2, Ω = C, ∆i = ρivi, i = 1, 2,

whereas if a cell is in the congested regime, then

∆ = ∆1 + e∆2C, Ω = (ρ1 + eρ2)v, ∆i =
ρi

ρ1 + eρ2
C, i = 1, 2.

Now, if for two neighboring cells, the upstream cell is in free-flow and the down-
stream cell is in congestion, then one has to consider the speed s of the shock
discontinuity, which is given by

s =
(qu

1 + equ
2 ) − (qd

1 + eqd
2 )

(ρu
1 + eρu

2 ) − (ρd
1 + eρd

2 )
,



2 A diffusion-based analysis of a multi-class road traffic network 24

where the upper indexes ‘u’ and ‘d’ denote whether the quantities qi and ρi belong
to the upstream or downstream cell. If s < 0, then the sending-receiving concept
does not apply, as the flow between the two cells is given by an intermediate state
of densities, according to the solution of the Riemann problem; then we have

q1 = v
qu

1 − sρu
1

v − s
; q2 = v

qu
2 − sρu

2

v − s
,

where v is the velocity of vehicles in the downstream cell.

In any other configuration of two neighboring states, e.g., if either the upstream
cell and downstream cell are both in the free-flow regime or if s > 0, then the flow
is given by the following sending-receiving scheme: if ∆u ≤ Ωd, then we have

q1 = ∆u
1 ; q2 = ∆u

2 ,

whereas if ∆u > Ωd, then

q1 =
ρu

1

ρu
1 + eρu

2
Ωd; q2 =

ρu
2

ρu
1 + eρu

2
Ωd.

2.4 Scaling limits

Now that we have defined our model, we proceed by analyzing it. As exact
analysis is infeasible, we do so under a certain scaling. Concretely, we show that
after an appropriate centering and normalization, the md-dimensional process
ρ(·) converges to a Gaussian process as the scaling parameter n goes to∞. In this
way, we can find an approximation for the distribution of

(
ρ(t1), . . . , ρ(tk)

)
at times

0 ≤ t1 < . . . < tk < ∞ (corresponding to a mdk-dimensional normally distributed
random vector). The scaling we consider concerns both the lengths of the cells and
time, i.e., we work with `i 7→ n`i for i ∈ {1, . . . , d}, and t 7→ nt. We thus obtain a
sequence of processes {ρn(t)}n.

A first main result of this section is that {ρn(·)}n converges almost surely, as
n → ∞, to a limiting process ρ̄(·). This convergence is usually referred to as a
first-order approximation, or a fluid limit, and can be seen as a law of large numbers
at the path level. This fluid limit is consistent with the CTM associated to the
function we choose in Assumption 2.3.1, as its dynamics coincide with (2.3). As
a second main result of this section, we prove that the sequence of processes
ρ̂n(·) :=

√
n(ρn(·) − ρ̄(·)) converges in distribution, as n→∞, to a Gaussian process,

which is a second-order approximation or a diffusion limit. This result is essentially a
central limit theorem at the path level.
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The scaling that we impose can intuitively be understood as follows. For our
results we want to exploit principles underlying the classical law of large numbers
and central limit theorem, analogously to when one considers a large sample of
(approximately independent and identically distributed) random variables. Hence,
we need a large number of vehicles to be present in each of the cells. To achieve this,
we scale the length of the cells by a factor of n, where we let n grow large. However,
the discrete flux-functions defined in (2.5)-(2.7) have a compact co-domain. This
means that, to keep the flow across cells invariant under the scaling of the cell
lengths, we need to scale the number of vehicles that jump per unit time, or
equivalently, scale time. Put differently, without scaling these fluxes, we have the
undesired effect that the processes

1
n`i

Yi, j

(∫ t

0
qi, j(ρ(s)) ds

)
converge almost surely to the zero process as n→∞. We observe that, in order to
get a non-degenerate limiting process, leaving the flux over finite time intervals
invariant, we should scale time by a factor n.

In this section, we first state and prove the fluid limit, and then move to the
diffusion limit. In the sequel we denote by ρn(t) the process ρ(nt), where the lengths
of cells are n`i, for i ∈ {1, . . . , d}. As a closing comment, all results in this section can
be translated into results for X(·), due to (2.4).

2.4.1 Fluid limit

In order to prove both the first- and second-order approximations for ρ(t) (and
hence for X(t)), we use two theorems from [100, Ch. 8]. These two theorems are
written in terms of population processes, but directly translate to the setting we
consider. To illustrate this, consider the scaled processes ρn(t). By (2.9) we have

ρn
ij(t) = ρn

ij(0) +
1

n`i
Yi−1, j

(∫ nt

0
qi−1, j

(
ρ(s)

n

)
ds

)
− 1

n`i
Yi, j

(∫ nt

0
qi, j

(
ρ(s)

n

)
ds

)
= ρn

ij(0) +
1

n`i
Yi−1, j

(
n
∫ t

0
qi−1, j

(
ρn(s)

)
ds

)
− 1

n`i
Yi, j

(
n
∫ t

0
qi, j

(
ρn(s)

)
ds

)
,

where the second equality is due to a change of variables (with s being replaced by
ns), and the second line agrees with [100, Eqn. (8.6)]. Hence, we only need to verify
the assumptions of [100, Thm. 8.1] so as to establish the fluid limit. We state the
theorem, and verify these assumptions in the proof. Here, ‘u.o.c.’ means ‘uniformly
on compacts’.



2 A diffusion-based analysis of a multi-class road traffic network 26

Theorem 2.4.1 (Fluid limit). Under Assumption 2.3.1 and limn→∞ ρ
n(0) = ρ̄(0) for

some ρ̄(0), we have

ρn(·) a.s.→ ρ̄(·), u.o.c.,

where, for j ∈ {1, . . . ,m} and i ∈ {1, . . . , d}, the process ρ̄(·) satisfies the integral equation

ρ̄i j(t) = ρ̄i j(0) +
1
`i

∫ t

0
qi−1, j(ρ̄(s)) ds − 1

`i

∫ t

0
qi, j(ρ̄(s)) ds. (2.10)

Proof. As said before, we want to appeal to [100, Thm. 8.1]. Therefore, we verify
the assumptions of this theorem. Because, by Assumption 2.3.1, the functions q̃i

are Lipschitz on a compact domain, supx qi j(x) exists, for every i ∈ {0, . . . , d} and
j ∈ {1, . . . ,m}. Hence, by the fact that there is a finite number of possible transitions,
the first assumption [100, Eqn. (8.10)] directly follows:

d∑
i=0

m∑
j=1

sup
x∈Rdm

+

qi j(x) ≤ dm max
i∈{0,...,d}
j∈{1,...,m}

sup
x∈Rdm

+

qi j(x) < ∞.

The other assumption, i.e., [100, Eqn. (8.11)], is an immediate consequence of the
Lipschitz assumption that we imposed on q̃i. �

Remark 2.4.2. We explain how the integral equation (2.10) is consistent with the
Godunov-based approximate solution of (2.2). Consider the time interval [0, t],
and take a partition π, such that 0 = t0 < t1 < . . . < tk = t, and so that the mesh
‖π‖ := supl∈{1,...,k} |tl − tl−1| ≤ ∆t, where ∆t follows from the so-called CFL condition
(cf. [103, Eqn. (13.11)]) that makes the Godunov scheme stable. Using (2.3) one can
write

ρG
ij(t) = ρG

ij(tk − 1) +
tk − tk−1

`i

[
qi−1, j(ρ(tk−1)) − qi, j(ρ(tk−1))

]
= ρG

ij(0) +
1
`i

k∑
l=1

(tl − tl−1)
[
qi−1, j(ρ(tl−1)) − qi, j(ρ(tl−1))

]
,

where ρG
ij(t) is now the type- j density in cell i, given by the solution of the Godunov

method, as emphasized by the superscript G. Now, we interpretρG
ij(t) as a continuous

function, by linearly interpolating between the values at the tl, l = 1, . . . , k. Letting
k → ∞ such that ‖π‖ → 0, or instead letting ∆t → 0, we have that the above
expression for ρi j(t) converges to the expression for ρ̄i j(t) in (2.10), uniformly on
compact time intervals.

To conclude, the results of this section show that the fluid limit is consistent
with kinematic wave models. In Section 2.6.1 we show that ρ̄(·) is consistent with
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the mean dynamics of our model. The added value of our stochastic model, relative
to existing deterministic models, lies in the fact that we also have a handle on the
likelihood of fluctuations around the fluid limit, using the diffusion limit that we
establish in Section 2.4.2.

2.4.2 Gaussian diffusion limit

We now turn to the diffusion limit by considering the scaled and centered process
ρ̂n, defined as

ρ̂n(t) :=
√

n
(
ρn(t) − ρ̄(t)

)
.

When establishing the diffusion limit, it is practical to work with a vector repres-
entation of the processes involved, for which we introduce the notation

F(ρ(t)) :=
d∑

i=1

1
`i

m∑
j=1

(
qi−1, j(ρ(t)) − qi, j(ρ(t))

)
ei j,

where ei j ∈ Zdm is the vector that has a one on the (i, j)-th coordinate, and zeros
everywhere else. This immediately gives us the following vector representation for
ρ̄(·):

ρ̄(t) = ρ̄(0) +

∫ t

0
F(ρ̄(s)) ds. (2.11)

To formulate a weak limit for ρ̂n(t), we want to use [100, Thm. 8.2]. This
theorem, however, requires the existence of ∂F(x), the matrix of partial derivatives
of F, as a continuous and bounded operator, for which the Lipschitz assumption
that we imposed on q̃i is not enough. In the proof of [100, Thm. 8.2], the existence of
∂F is used for two statements. The first of these statements is that the matrix-valued
ordinary differential equation

∂
∂t

Φ(t, s) = ∂F(ρ̄(t))Φ(t, s), Φ(s, s) = I, (2.12)

has a unique solution. The second statement is that the mapping P : DRd [0,∞)→
DRd [0,∞), given by

Pξ(t) := ξ(t) +

∫ t

0
Φ(t, s)∂F(X̄(s))ξ(s) ds,

is continuous in the Skorohod topology. With the use of standard arguments from
differential equations, the result from [100, Thm. 8.2] remains true under the weaker
condition that ∂F exists in the weak sense, and is bounded, which follows from the



2 A diffusion-based analysis of a multi-class road traffic network 28

Lipschitz property that we imposed on q̃i. For completeness, we summarize these
arguments.

Since the q̃i are Lipschitz, F(·) is Lipschitz as well, so that ∂F exists in the
weak sense and its component functions are in L∞ [54, Thm. 5.8.4 and its remark].
Obviously, every weak derivative of F(·) equals the ‘strong’ derivative of F(·) at
every point where F(·) is differentiable. Moreover, as F(·) is Lipschitz, the integral
equation (2.11) has a unique strong solution, so that we can consider t 7→ ∂F(ρ̄(t))
as a (deterministic) function of t.

Combining both observations, we can (and will) from now on let ∂F be the
matrix that is given by the partial derivatives of F, whenever they exist. Whenever
the corresponding partial derivative does not exist, we use K = maxk∈{1,...,(d+1)m} κk

instead, withκk denoting the Lipschitz constant corresponding to the k-th coordinate
of F(·). That is, ∂F is the matrix of the partial derivatives of F in the weak sense, and
we emphasize that (2.12) should be interpreted accordingly from now on. We then
have that the operator t 7→ ∂F(ρ̄(t)) is a deterministic, bounded, almost everywhere
continuous function. Therefore we can apply Carathéodory’s theorem [68, Thm.
5.1] to find that there exists a solution to (2.12), which is unique due to [68, Thm.
5.3]. Furthermore, as ∂F is bounded, the continuity of the function P still holds. (It
is noted that simply assuming the condition of [100, Thm. 8.2] will not lead to a
satisfactory solution, as various frequently used MFDs from the literature do not
obey this property.)

We are now ready to state our version of [100, Thm. 8.2], the validity of
which follows from the above considerations. We let Zn(·) ⇒ Z(·) denote weak
convergence of processes Zn(·) to a process Z(·), in the space of càdlàg functions
with the Skorohod topology.

Theorem 2.4.3 (Diffusion approximation). Under Assumption 2.3.1, suppose that
limn→∞

√
n|ρn(0) − ρ0| = 0 for some ρ0, then we have that ρ̂n(·) ⇒ ρ̂(·), where ρ̂i j(t),

i ∈ {1, . . . , d}, j ∈ {1, . . . ,m}, obeys the stochastic integral equation

ρ̂i j(t) =
1
`i

∫ t

0
∇qi−1, j(ρ̄(s)) · ρ̂(s) ds − 1

`i

∫ t

0
∇qi, j(ρ̄(s)) · ρ̂(s) ds

1
`i

∫ t

0

√
qi−1, j(ρ̄(s)) dBi−1, j(s) − 1

`i

∫ t

0

√
qi, j(ρ̄(s)) dBi, j(s), (2.13)

where ∇qi−1, j and ∇qi, j are gradients that are to be interpreted in the weak sense, corres-
ponding with our redefinition of ∂F, where x · y denotes the Euclidean inner product for
vectors x and y, and where the Bi, j(·) are independent standard Brownian motions.

The limiting process ρ̂(·) thus satisfies the linear stochastic integral equation (2.13).
It is known that this class of stochastic integral equations allows an explicit solution,
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which is a Gaussian process with a known mean and covariance [88, Section 5.6].
To state these results, we first introduce some notation.

Let Q(ρ(t)) be a vector of length (d + 1)m with entries qi−1, j, i ∈ {1, . . . , d} + 1
and j ∈ {1, . . . ,m}, ordered lexicographically, i.e., Q(i−1)m+ j = qi−1, j. Now, let H
be the dm × (d + 1)m matrix with Hkl := 1{k=l} − 1{k+m=l} for k ∈ {1, . . . , dm} and
l ∈ {1, . . . , (d + 1)m}. In addition, L is a dm-dimensional diagonal matrix, with the
k-th diagonal element being 1/`i if dk/me = i, for k ∈ {1, . . . , dm} and i ∈ {1, . . . , d}. It
is readily checked that with this new notation we have F(ρ(t)) = LHQ(ρ(t)). The
process ρ̂(·) thus satisfies the (vector-valued) stochastic differential equation

dρ̂(t) = ∂F(ρ̄(t))ρ̂(t) dt + LHΣ(ρ̄(t)) dB(t),

where B(t) is a length (d + 1)m vector of independent standard Brownian motions
and where Σ(ρ̄(t)) is the (d + 1)m × (d + 1)m diagonal matrix with the square roots
of Q(ρ̄(t)) on the diagonal. The corresponding mean vector and covariance matrix
are defined as

M(t) := E[ρ̂(t)], Γ(s, t) := cov
(
ρ̂(s), ρ̂(t)

)
= E[(ρ̂(s) −M(s))(ρ̂(t) −M(t))>].

In addition, V(t) := var[ρ̂(t)] = Γ(t, t). As in [88, Section 5.6, Problems 6.1, 6.2], with
Φ̄(s) := Φ(s, 0), these allow explicit expressions:

M(t) = Φ̄(t)
[
M(0) +

∫ t

0
Φ̄−1(s) ds

]
,

Γ(t, s) = Φ̄(s)
[
V(0) +

∫ t∧s

0
Ξ(u)(Ξ(u))> du

]
Φ̄>(t). (2.14)

where Ξ(u) := Φ̄−1(u)LHΣ(ρ̄(u)). Moreover, M(t) and V(t) solve the linear (matrix)
differential equations

dM(t)
dt

= ∂F(ρ̄(t))M(t),

dV(t)
dt

= ∂F(ρ̄(t))V(t) + V(t)(∂F(ρ̄(t)))> + LHΣ(ρ̄(t))(LHΣ(ρ̄(t)))>. (2.15)

At the beginning of this section, we expressed that our objective was to find an
approximation for the distribution of

(
ρ(t1), . . . , ρ(tk)

)
for 0 ≤ t1 < t2 < . . . < tk < ∞.

With the fluid limit ρ̄(·) and diffusion limit ρ̂(·) we have succeeded in doing so. In
Section 2.6 we present numerical examples that assess the accuracy of the resulting
approximation.

Remark 2.4.4. It is known that the accuracy of the diffusion approximation de-
grades in the vicinity of non-smooth points of the transition rate functions. The
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reason is that in such a setting the natural fluctuations of the process are such that
it resides a non-negligible fraction on time on both sides of the non-smooth point,
such that the local dynamics on both sides matter. For more background on this
phenomenon we refer to [113, 118].

2.5 Travel times

In this section, we turn our focus to the analysis of the travel-time distribution of
type- j vehicles. For i ∈ {1, . . . , d} and k ∈ {0, . . . , d− i + 1}, we define the type- j travel
time, Ti,i+k, j(t), to be the time that it takes a type- j vehicle to depart from cell i + k,
given that it resides in cell i at time t. If, for every j ∈ {1, . . . ,m}, type- j vehicles do
not overtake other type- j vehicles within a cell, we have (cf. [134, Eqn. (40)])

{Ti,i+k, j(t) > x} = {Yi+k, j(t + x) < Yi−1, j(t)}, x > 0. (2.16)

By this identity, a sequence of probabilities P(Ti,i+k, j(t) > xn), for xn > 0 and
n ∈ {1, . . . ,N}, can be derived from the joint distribution of the random vectors
Y(t),Y(t + x1), . . . ,Y(t + xN). In this section, we approximate the joint distribution
of these random vectors with a Gaussian distribution, using fluid and diffusion
limits for Y(·), similar to the ones we derived in Section 2.4, under the same scaling.
We thus find an approximation of the distribution of Ti,i+k, j(t), for i ∈ {1, . . . , d},
k ∈ {0, . . . , d − i + 1} and j ∈ {1, . . . ,m}.

At first sight, it may look restrictive to require that type- j vehicles do not
overtake each other within a cell. Noticing, however, that individual vehicles within
a class are not systematically faster of slower than one another, it is anticipated that
the approximation of the travel-time distribution is reasonably accurate. Moreover,
when overtaking behavior within a class of vehicles occurs often, our setup allows
the class to be split into two classes, say, a fast and a slow one.

Initially, one would think that the limit results for Y(·) directly follow from the
ones we derived for ρ(·) in Section 2.4; with the vector Y ordered lexicographically,
we have

ρ(t) = LX(0) + LHY(t), (2.17)

in accordance with (2.9). The results for ρ(·), however, cannot be translated into
results for Y(·), due to the easily verified fact the matrix H is singular. A simple
illustration of this is that when Y(t) satisfies (2.17), then so does Y(t) + c for every
c ∈ R. As a consequence, we have to follow a different approach.

Before we present the fluid and diffusion limits for Y(·), we make two final
observations. First, the diffusion approximation can be established along the lines of



2.5 Travel times 31

the proof of [100, Thm. 8.2], but we choose to give a different, more concrete proof,
which illustrates how the redefinition of the operator ∂F and the corresponding
weak solutions naturally follow from taking the limit. Second, the point processes
Yi−1, j(·) have intensity qi−1, j(ρ(t)) at time t, which by (2.17) is also a function of Y(t).
Moreover, as L and H have bounded norm, this function is clearly still Lipschitz in
Y(t). To simplify the notation, from now on we simply say that each Yi−1, j(t) has
intensity given by h(Y(t)) at time t, for a Lipschitz continuous function h(·). When
we apply the scaling that we introduced in Section 2.4, we denote the intensity by
hn(·) to emphasize that the argument is reduced by a factor n.

We now present the first result, which is the counterpart of Theorem 2.4.1.

Proposition 2.5.1. Consider the sequence of scaled processes Yn(·), where Yn(t) := 1
n Y(nt).

Under Assumption 2.3.1 and if Xn(0)→ X̄(0), we have, as n→∞, that

Yn(·) a.s.→ Ȳ(·), u.o.c.

where Ȳ(·) satisfies

Ȳ(t) =

∫ t

0
h(Ȳ(s)) ds.

Proof. To prove the proposition, we can replicate the proof of [100, Thm. 8.1]. The
conditions are met, as h(·) is Lipschitz in Y(·), and h(·) has compact support and is
therefore uniformly bounded. �

We immediately present the diffusion limit for Y(·), which is the counterpart
of Theorem 2.4.3. Here ∂h is the weak derivative of h, defined similarly as ∂F in
Section 2.4. Also, Σ̄(Ȳ(t)) is the (d + 1)m × (d + 1)m diagonal matrix with the square
roots of h(Ȳ(t)) on the diagonal.

Theorem 2.5.2. Consider the sequence of centered and scaled processes {Ŷn(·)}n, where
Ŷn(t) :=

√
n
(
Yn(t) − Ȳ(t)

)
. Under Assumption 2.3.1 and if

√
n|Xn(0) − X̄(0)| → 0, we

have, as n→∞, that

Ŷn(·)⇒ Ŷ(·),

where Ŷ(·) satisfies

dŶ(t) = ∂h(Ȳ(t))Ŷ(t) dt + Σ̄(Ȳ(t)) dB(t), Ŷ(0) = 0,

with B(·) a (d + 1)m-dimensional vector of independent standard Brownian motions.
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Proof. We begin by rewriting Ŷn(·) by adding and subtracting the compensator of
Yn(·),

Ŷn(t) = n1/2

(
Yn(t) − 1

n

∫ nt

0
hn(Y(s)) ds +

1
n

∫ nt

0
hn(Y(s)) ds −

∫ t

0
h(Ȳ(s)) ds

)
= n−1/2Mn(t) +

∫ t

0
Ψn(s)Ŷn(s) ds,

where we define the sequences of martingales {Mn(·)}n and processes {Ψn(·)}n by

Mn(t) := Y(nt) −
∫ nt

0
hn(Y(s)) ds, Ψn

kl(t) :=
hk(Yn(s)) − hk(Ȳ(s))

Yn
l (s) − Ȳl(s)

,

where k, l ∈ {1, . . . , (d + 1)m}. In differential notation we thus have

dŶn(t) = Ψn(t)Ŷn(t) dt + n−1/2 dMn(t),

from which we derive, with ζn(t) :=
∫ t

0 Ψn(s) ds and Ẑn(t) := exp(−ζn(t))Ŷn(t),

dẐn(t) = n−1/2 exp(−ζn(t)) dMn(t). (2.18)

Our derivation consists of three steps.

◦ In the first step we wish to show that exp(−ζn(·)) converges almost surely, u.o.c.
to

∫ ·
0 ∂h(Ȳ(s)) ds. By Proposition 2.5.1, Yn(t) a.s.→ Ȳ(t) u.o.c. As the function h(·) is

almost everywhere differentiable, we can rewrite the integral in the definition
of ζn(·) up to the null set where the derivative does not exist. Combining these
arguments, and using that ∂h is uniformly bounded, an application of the
dominated convergence yields, for t ≥ 0,

ζn(t) a.s.→ ζ(t) :=
∫ t

0
∂h(Ȳ(s)) ds. (2.19)

By ‘continuous mapping’ and [82, Thm. VI.2.15] (bearing in mind that x 7→
− exp(−x) is increasing and continuous), we have

sup
s≤t
| exp(−ζn(t)) − exp(−ζ(t))| a.s.→ 0.

◦ In the second step we show that the martingales n−1/2Mn(·) converge weakly to a
(d+1)m-dimensional scaled Brownian motion. We want to apply the martingale
functional central limit theorem (MFCLT) [82, Thm. VIII.3.22]. To this end, we
verify the corresponding conditions. For every n, Mn(·) is a compensated time-
inhomogeneous Poisson process with uniformly bounded rate, implying that
n−1/2Mn(·) is locally square integrable, which is the first condition. Moreover,
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it is immediate that the jumps n−1/2(Mn(t) − lims↑t Mn(s)) ≤ n−1/2 → 0, which
by [82, Eqn. (VIII.3.5)] is sufficient for the second condition.
Finally we need to verify that the normalized predictable quadratic co-variation
matrix, i.e., 〈n−1/2Mn〉t, converges in probability to a deterministic limit. We
may assume, without loss of generality, that 〈Mn

k ,M
n
l 〉t = 0, since we can

construct the processes Y(·) as independent unit-rate Poisson processes on a
product space, and apply an absolutely continuous change of measure so that
Y(·) has the required intensity (cf. [26, Section VI.2]). By construction and an
application of Girsanov’s theorem, we have 〈Mn

k ,M
n
l 〉t = 0 almost surely. To

conclude our argument, we have

〈n−1/2Mn〉t = n−1〈Mn〉t = diag
{

n−1
∫ nt

0
hn(Y(s)) ds

}
= diag

{∫ t

0
h(Yn(s)) ds

}
a.s.→ diag

{∫ t

0
h(Ȳ(s)) ds

}
,

where the convergence is a consequence of Proposition 2.5.1. By the MFCLT, it
now follows that n−1/2Mn(·) converges weakly to a scaled Brownian motion
B̃(·) with 〈B̃〉t = diag{

∫ t

0 h(Ȳ(s)) ds}.
◦ For the third and final step, we combine previous results to conclude weak

convergence of the stochastic integrals in Equation (2.18). We want to use
[82, Thm. VI.6.22] for which we need the so-called P-UT property, which
follows from our second step and [82, Prop. 6.13]. We use Slutsky’s lemma to
obtain joint weak convergence of exp(−ζn(·)) and n−1/2Mn(·) and conclude that
Zn(·) =

∫ ·
0 n−1/2 exp(−ζn(u))dMn(u) converges weakly to

∫ ·
0 exp(−ζ(u))dB̃(u).

Finally, by applying ‘Slutsky’ again in combination with ‘continuous mapping’,
we obtain the weak convergence of Ŷn(·) to a process Ŷ(·) defined through

dŶ(t) = ∂h(Ȳ(t))Ŷ(t) dt + dB̃(t), Ŷ(0) = 0. (2.20)

The stated result follows directly from (2.20), using the definition of B̃(·). �

We can now approximate the travel-time distribution by combining (2.16) with
Proposition 2.5.1 and Theorem 2.5.2. In the next section, this procedure will be
illustrated through a series of examples.

2.6 Numerical examples

Now that we have established fluid and diffusion limits for both ρ(·) and Y(·), we
illustrate their usefulness by a series of numerical experiments. These reproduce
traffic phenomena like forward propagation, backward moving jams, and shockwave
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formation. We start the section, however, by assessing the validity and accuracy of
the approximation.

2.6.1 Generating diffusion-based approximations

In our limit theorems, we have scaled both the length of the cells and time by a
factor n. However, this parameter n is ‘artificial’, in that in a real-world situation,
such a scaling parameter obviously does not have a physical meaning. In this
subsection we point out how our limiting results (for n large) can be converted into
approximations (in which n should not appear). We then focus on accuracy of the
resulting approximation by comparing it with simulation-based estimates.

Approximation; Role of Scaling Parameter n

We proceed by providing an approximation for the distribution of ρ(·), based on
the diffusion limit that we established in Section 2.4. By an explicit calculation we
then show that this approximation is independent of the scaling parameter n, as it
should.

In Theorems 2.4.1 and 2.4.3 we state limiting results for the processes ρn(nt)
and ρ̂n(t) :=

√
n(ρn(nt) − ρ̄(t)). These show that

ρn(n ·) a.s.→ ρ̄(·) and ρ̂n(·)⇒ ρ̂(·).
Rewriting gives, for n large, an expression for ρn(·) in terms of a fluid limit ρ̄(·) and
a (zero-mean) Gaussian perturbation around it:

ρn(nt) ≈ ρ̄(t) +
1√
n
ρ̂(t).

To obtain the prelimit process ρ(·) back on the left-hand side, we reverse the scaling,
by slowing time down by a factor n and dividing cell lengths by `i/n. This gives
the distributional approximation

ρ(t) ≈ ρ̄(t/n) +
1√
n
ρ̂(t/n); (2.21)

here ρ(·) corresponds to cells of length `i, whereas the processes on the right-hand
side correspond to cells of length `i/n. Now we can show that the right-hand side
of (2.21) actually does not depend on n. For i ∈ {1, . . . , d} and j ∈ {1, . . . ,m}, we have

ρ̄i j(t/n) = ρ̄i j(0) +
n
`i

∫ t/n

0
qi−1, j(ρ̄(s)) ds − n

`i

∫ t/n

0
qi, j(ρ̄(s)) ds

= ρ̄i j(0) +
n
`i

1
n

∫ t

0
qi−1, j(ρ̄( s

n )) ds − n
`i

1
n

∫ t

0
qi, j(ρ̄( s

n )) ds.
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Now, setting ρ̄◦(t) := ρ̄( t
n ), we get

ρ̄◦(t) = ρ̄◦(0) +
1
`i

∫ t

0
qi−1, j(ρ̄◦(s)) ds − 1

`i

∫ t

0
qi, j(ρ̄◦(s)) ds.

For ρ̂(·) the calculation is similar. For i ∈ {1, . . . , d} and j ∈ {1, . . . ,m},

1√
n
ρ̂i j(t/n) =

1√
n

n
`i

∫ t/n

0
∇qi−1, j(ρ̄(s)) · ρ̂(s) ds − 1√

n
n
`i

∫ t/n

0
∇qi, j(ρ̄(s)) · ρ̂(s) ds

+
1√
n

n
`i

∫ t/n

0

√
qi−1, j(ρ̄(s)) dBi−1, j(s) − 1√

n
n
`i

∫ t/n

0

√
qi, j(ρ̄(s)) dBi, j(s),

which can be written as

n
`i

1
n

∫ t

0
∇qi−1, j(ρ̄( s

n )) · 1√
n
ρ̂( s

n ) ds − n
`i

1
n

∫ t

0
∇qi, j(ρ̄( s

n )) · 1√
n
ρ̂( s

n ) ds

+
1√
n

n
`i

1√
n

∫ t

0

√
qi−1, j(ρ̄( s

n )) dBi−1, j(s) − 1√
n

n
`i

1√
n

∫ t

0

√
qi, j(ρ̄( s

n )) dBi−1, j(s),

where we have used the scale-invariance of Brownian motion, i.e., B(s/n) d
= B(s)/

√
n.

By setting ρ̂◦(t) := ρ̂(t/n)/
√

n, we get

ρ̂◦(t) =
1
`i

∫ t

0
∇qi−1, j(ρ̄◦(s)) · ρ̂◦(s) ds − 1

`i

∫ t

0
∇qi, j(ρ̄◦(s)) · ρ̂◦(s) ds

+
1
`i

∫ t

0

√
qi−1, j(ρ̄◦(s)) dBi−1, j(s) − 1

`i

∫ t

0

√
qi, j(ρ̂◦(s)) dBi, j(s).

In conclusion, we end up with the distributional approximation

ρ(·) ≈ ρ̄◦(·) + ρ̂◦(·), (2.22)

which is independent of n. More specifically, we have that ρ(·) is approximately a
Gaussian process, where

E[ρ(t)] ≈ ρ̄◦(t), var[ρ(t)] ≈ var[ρ̂◦(t)], (2.23)

with ρ̄◦(·) being deterministic and ρ̂◦(·) a zero-mean Gaussian process.

Validity and Accuracy of the Approximation

We proceed by validating the approximation (2.22) by simulation. We use the
Daganzo MFD, cf. Example 2.3.2 in Section 2.3.3, with parameters v f = 100 km/h,
w = 20 km/h, qmax = 1800 veh/h, ρjam = 105 veh/km, λ = 0 veh/h and ν = 900 veh/h.
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Figure 2.2. Comparison of ρ̄◦i (t) and Eρi(t), the latter estimated using sim-
ulation, for i = 1, 2, 3, and ` = 1 (top left), ` = 2 (top right), ` = 5 (bottom
left), and ` = 10 (bottom left).

We consider a segment with d = 3 cells, each of them having length `i = `, where
` ∈ {1, 2, 5, 10} km, to show the improved accuracy as ` grows.

For the simulation, we consider a scenario that is initialized with ρ(0) =

(70, 90, 40)> and runs on the time-interval [0, 1000`], in seconds. We estimate the
mean and standard deviation of ρ(k∆t), for ∆t = ` and k = 0, 1, . . . , 1000, using 1000
simulated samples. We compare this with the approximated mean and standard
deviation. We rely on (2.23), where we use (2.15) to evaluate the variance.

The comparison of the means is given in Figure 2.2, whereas the comparison
for the standard deviations can be found in Figure 2.3. Both figures show that the
difference between the curves becomes smaller when ` increases.

2.6.2 Numerical experiments

In the remainder of this section, we illustrate the use of the limit theorems through
a series of numerical experiments. Traffic researchers have tried to replicate various
phenomena in traffic, and did so quite well with deterministic kinematic wave
models, thus recovering the fluid limit. In this section we illustrate the usefulness
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Figure 2.3. Comparison of σ(ρ̂◦i (t)) :=
√

var[ρ̂◦i (t)] and σ(ρi(t)) :=√
var[ρi(t)], the latter estimated using simulation, for i = 1, 2, 3, and ` = 1

(top left), ` = 2 (top right), ` = 5 (bottom left), and ` = 10 (bottom left).

of our results, in that, in addition to replicating these phenomena with the fluid
limit, we are also capable of providing an approximation of the associated vehicle
density variance and covariance (where we have covariances in both the spatial
and temporal sense). In addition we demonstrate our procedure to approximate
travel-time distributions.

For our experiments, we take the multi-class MFD from [31] (corresponding
to Example 2.3.3 in Section 2.3.3), with parameters that are used in the numerical
experiments of the original paper, with a kilometer taken as unit length. We have
v f

1 = 108 km/h, v f
2 = 79.2 km/h, vc = 61.2 km/h, L1 = 0.0065 km, L2 = 0.0165 km,

N = 3 and β = 0.25. We refer to class 1 vehicles as cars and to the class 2 vehicles as
trucks.

To obtain the Gaussian approximation of the mean and variance, we jointly
solve the differential form of (2.10) and (2.15) using a numerical solver. To obtain
the matrix ∂Q, one takes, for each regular point of Q, the derivative of the discrete
flux-functions. In every non-regular point, one assigns the maximum velocity of a
vehicle to the components that are not differentiable, so that ∂Q is bounded by a
Lipschitz constant. Additionally, to obtain the travel-time distribution, we use the
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Figure 2.4. Solution differential equations for ρ̄(t) and var[ρ̂(t)], for
total density (left), car density (middle), and truck density (right), Ex-
ample 2.6.1 - forward propagation.

analog of (2.14) for Ŷ, so that we can evaluate the tail probabilities in (2.16) based
on the joint normal approximation of Yi+k, j(t + x) and Yi−1, j(t).

Example 2.6.1 (Forward Propagation). In the first experiment, we use the results of
Theorem 2.4.1 and Theorem 2.4.3 to study forward propagation. In the experiment,
the first 5 cells initially have a density of 60 veh/km of which 20% are trucks, and we
let the system evolve over a time interval of 2000 s, with ∆t = 2 s. The experiment
is taken from [31, Fig. 3], where d = 100, but with `i = 600 m for each i. Under these
parameters, the Godunov scheme is stable (cf. [103, Section 10.6 and Eqn. (13.11)]).

Figure 2.4 shows the results of our experiment, with from left to right the total
vehicle densities, the car densities, and the truck densities, where the dotted lines
show the corresponding 95% confidence intervals. Note that the trucks propagate
slower on average than the cars, and that they dissipate slower from the initial
density; they are more clumped.

Example 2.6.2 (Travel Times, for the setting of Example 2.6.1). To illustrate our
approximation of the travel-time distribution, we consider the time that it takes
a vehicle in cell 10 at time t = 200 s, to reach cell 50. To be precise, we evaluate
(2.16) with Y replaced by Ŷ, t = 200 s, i = 10, k = 39 and x ∈ {0, 2, 4, . . . , 2000}, in the
setting of the above forward-propagation experiment.

First, in Figure 2.5, we have plotted the mean evolution of Ŷ with its associated
95% confidence interval, at different points in time. The vertical gray lines are
associated with the position of cell 10 and cell 50, whereas the horizontal gray lines
correspond to the peak of the car and truck density in cell 10 at time t = 200 s.
From panel (b), we see that at time t = 200 s, Ȳ10,1 ≈ 93 and Ȳ10,2 ≈ 17. From panels
(c)–(f) we observe that the cars arrive at cell 50 (roughly) between t = 1050 s and
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Ȳ
(1

35
0)

0 20 40 60 80 100
0

50

100

150

i

Ȳ
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Ȳ
(1

45
0)

Figure 2.5. Evolution of Ȳ(·), with dashed line marking the 95% confidence
interval, given by var[Ŷ(t)]; the light green line representing Ȳi,1(t) and
the dark green line Ȳi,2(t).

t = 1150 s, and the trucks (roughly) between t = 1300 s and t = 1400 s. In Figure 2.6
we have plotted both the approximated distribution F̂T j (·) and density f̂T j (·) of the
travel time of type- j vehicles ( j = 1, 2), as derived from Ŷ in Figure 2.5. We remark
that one can empirically show that the travel-time distribution for cars is close
to normal. However, regarding the travel-time distribution for trucks a QQ-plot
reveals a distribution with significantly lighter tails. In general, from (2.16) we
observe that the asymptotic normality of the counting processes Yi, j(·) does not
imply asymptotic normality of the travel times.

Example 2.6.3 (Backward Moving Jam). This experiment illustrates our results in
the case of a backward moving traffic jam. This phenomenon in traffic is seen when
there is a large density on a given road segment, with the front dissipating and the
back absorbing arriving cars. The jam thus seems to be moving backward on the
road; detailed background on moving jams can be found in, e.g., [92].

In our numerical experiments, we set d = 20, with `i = 1 km for every i, with
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Figure 2.6. Approximated cumulative distribution function (where
F̂ j(x) := P(T10,49, j(200) < x)) and the corresponding density ( f̂T j (x)) of
travel times for types j = 1, 2, from cell 10 to cell 50, for cars leaving cell
10 at time 200 s.

initial density of 300 veh/km in cells 8 up to (and including) 12, and an initial density
of 88 veh/km in the other cells. Moreover, we set λ1 = 4800 veh/h, λ2 = 960 veh/h
and ν = 1.2, and we simulate for 1500 seconds with ∆t = 1 s.

Figure 2.7 shows the solution of the differential equations for ρ̄◦(·), summed over
the vehicle types, with the error bars indicating the standard errors corresponding
to each cell; the i-th panel corresponds with the situation after 300(i − 1) seconds,
for i ∈ {1, . . . , 6}. We conclude from the pictures that the approximation succeeds in
replicating the phenomenon of the jam moving backward.

It is also observed that the vehicle densities in the cells in front of the traffic jam
have a particularly large variability. This is due to the fact that vehicles approach
the jam relatively fast, resulting in a high in-flow rate for the cells in front of the
jam. Note that this behavior is consistent with a large scatter in the MFD at the
onset of congestion. The cells behind the jam (with index between 12 and 20, that is)
also have increased in-flow (and later out-flow), due to the dissipation of the traffic
jam. As a consequence the variability (in terms of the standard error) of the vehicle
density increases, until the flow stabilizes, from which point on the standard error
goes down again.

Example 2.6.4 (Shocks). The final experiment illustrates how our results replicate
shock waves, an important topic in the theory of conservation laws [103, Section 7].
In this case, a fast small density reaches a larger and slower downstream density.
In traffic flow theory, such shocks have been studied since [142].

In our experiment, we take d = 40 with `i = 0.6 km for each i. We simulate for
500 s with ∆t = 1 s. Initially, cells 20 up to 24 have a density of 350 veh/km, and
cells 5 up to 9 have a density of 200 veh/km, with every other cell being empty
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Figure 2.7. Solution differential equations for ρ̄(t) and var[ρ̂(t)], Ex-
ample 2.6.3 - backward moving jam.

initially. Figure 2.8 depicts the evolution of the densities. The small density catches
up with the large density, and one can see how the densities merge at the back of
the jamming density, while the front of the jamming density dissipates.

Remark 2.6.5. Importantly, it is now straightforward to apply our results in a
control context. For example, suppose that one wants to prevent congestion in cell
i. By lowering the maximum speed in cells 1, . . . , i − 1 we alter the shape of the
MFD in these cells. With our methods we can assess to what extent this decreases
the vehicle density in cell i. Moreover, the corresponding variance allows us to
determine the maximum velocity to be imposed in cells 1, . . . , i − 1 to make sure
that the vehicle density of cell i remains below some predefined acceptable level
with probability of at most α ∈ (0, 1).

2.7 Extensions, generalizations, ramifications

In this section, we discuss a number of possible and relevant extensions, generaliz-
ations and ramifications. To make the exposition as clear as possible, till this point
we have worked with the basic model of a single road segment and a simple form
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Figure 2.8. Solution differential equations for ρ̄(t) and var[ρ̂(t)], Ex-
ample 2.6.4 - Shocks.

for the infinitesimal generator of the underlying Markov chain. As we will make
clear below, however, a considerably broader class of systems can be dealt with
analogously.

2.7.1 Networks

In the setup presented, we restricted ourselves to a single segment consisting of
cells, each of them endowed with its own discrete flux-function. This flux-function,
say from cell i to cell i + 1, was assumed to depend on the vehicle densities in the
sending cell i as well as the destination cell i + 1. Upon inspecting the framework
in [100, Ch. 8], however, one sees that it is allowed to consider flux-functions that
depend on the vehicle densities in all cells in the segment.

This observation makes it straightforward to generalize our framework to road
segments, each consisting of a number of cells, that are embedded in a network
(with nodes that connect the first and last cells of the segments). By extending
Assumption 2.3.1, so that each q̃i is a function of the densities in an arbitrary set of
cells, the fluid limit and diffusion limit results carry over, as well as the results on
the travel times.
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As a special case of the network structure discussed above, on-ramps and
off-ramps (to and from our road segment) can be covered. Considering a segment
consisting of d cells, if a ramp has to be placed adjacent to cell i, then this can be
done by adding an extra cell, outside the segment, next to the cell i. Depending on
the direction of flow in the new cell, traffic will either merge from cell i − 1 and the
new cell into cell i, or it will diverge from cell i − 1 into cell i and the new cell, thus
encoding whether it concerns an on-ramp or an off-ramp.

Of course, it is not immediately clear that, for a general network and an
arbitrary MFD, there exists a unique solution of the corresponding Riemann
problem (now on a network), that in addition satisfies the regularity properties of
Assumption 2.3.1. In [40, Section 2.3], it is explained how an arbitrary network can
be captured by a network that only connects two upstream cells to one downstream
cell, or vice versa. This reduction property simplifies the problem of finding a
discrete flux-function considerably. In particular, it features traffic merging from
two cells into one, or traffic diverging from one into two cells (see [40] for a
schematic representation), making it particularly suitable for modeling on-ramps
and off-ramps on a segment. In the remainder of [40], the discrete flux-function for
the Daganzo MFD (i.e., our first example in Section 2.3.3) is found. Moreover, under
this simplification of the network structure, one can solve the single-class case
under fairly general conditions on the MFD; cf. [60, Ch. 4, 5]. For the multi-class
case, to the best of the author’s knowledge, no general results exist, but there
are solutions for specific MFDs (see [125] and references therein). Likewise, for
other proposed multi-class MFDs, which are often functions with strong regularity
properties, one would envisage that solutions to the network Riemann problem
can be found.

The generality of our model, and the flexibility of the framework of [100, Ch.
8], make it possible to include behavior of vehicles that is specific to merging
and diverging situations. More specifically, since discrete flux-functions in our
model can be cell-dependent, we can model merging and diverging behavior of
vehicles (or even more complicated flow structures), using special ‘merge’ and
‘diverge’ flux-functions. As long as these functions satisfy the regularity conditions
in Assumption 2.3.1, the results from Sections 2.4 and 2.5 go through.

Finally, we can also explicitly model the routing of the vehicles through the
network. In traffic flow theory, there are two major ways of routing vehicles on
networks. The first is to route deterministically. This can be done by working with
origin-destination pairs, where every vehicle has a fixed route from the origin to the
destination; see, e.g., [60, Ch. 7]. In our setup we can incorporate this mechanism by
treating vehicles using a specific route as a type, with suitable boundary conditions
(describing the arrivals at the origin and departures at the destination). The second
approach is to route probabilistically, see, e.g., [40] or [60, Section 5]; think of the
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turning rates of vehicles at junctions. In the case where a number of flows merges
into one flow at a junction, and when the system is saturated at the point of merging,
a probability distribution is used to describe the contribution of the merged flows
to the total flow out of the junction. This probability distribution controls the rate at
which vehicles from each of the merging cells yield to vehicles from the other cells.

2.7.2 Generalized transition rates

In practice, the model’s stochastic dynamics need not be homogeneous in time.
One would, for instance, wish to accommodate a daily pattern with rush hours and
more quiet periods. This can be realized by making the arrival rate (to cell 1) and
departure rates (from cell d) time-dependent. To preserve the results in Sections 2.4
and 2.5, we can scale the rates of Y(·) by a factor n (instead of scaling time), besides
the scaling of the cell lengths; in the setup we have studied in the previous sections,
in which the Poisson processes do not depend on time, scaling time and scaling the
rates of Y(·) are equivalent. To preserve the time-dependent arrival pattern though,
we let the scaled process counting the number of type- j arrivals to cell 1 be given by

1
n`i

Y0, j

n
∫ t

0
λ j(s) ∧ sup

x∈Rk
+

q̃0, j

(
x, (ρn

1k(s))k

)
ds

 , j ∈ {1, . . . ,m},

where λ j(s) is the intensity of the type- j Poisson arrival process at time s ≥ 0.
Clearly, λ j(s) does not depend on ρn(t), so that the minimum of these functions is
still Lipschitz in ρn(t) by Assumption 2.3.1.

Additionally, we can let the discrete flux-function from Assumption 2.3.1 be
stochastic itself, as was suggested in [135]. As long as the fluid limit of the associated
Poisson processes is deterministic and continuous, the results from Sections 2.4 and
2.5 remain valid, albeit with a different limit. One typically gets that in the fluid
limit all quantities are replaced by their time-average counterpart, whereas in the
diffusion limit one obtains a larger variance, as a consequence of the uncertainty
that has been added to the model. One possible way to obtain a stochastic MFD
would be to periodically resample the MFD’s parameters. Another option is to
let the model’s transition rates depend on exogenous influences (for instance, the
weather). This could be achieved by introducing an external (e.g., Markovian)
background process, where the state of this process determines the current value of
the transition rates. We refer to, e.g., [83] for a derivation of fluid and diffusion limits
in a related type of networks, viz. a network of Markov-modulated infinite-server
queues. In other contexts, a similar methodology has been used in, e.g., [79, 151].

Finally, we can relax the assumption of the cell-transition times being expo-
nentially distributed to being phase-type distributed. This is a useful extension,
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as any non-negative distribution can be approximated arbitrarily closely by an
appropriately chosen phase-type distribution. It means that the time until a vehicle
jumps to the next cell consists of multiple phases, where the time spent in each
of the phases should be exponentially distributed. The transition rates should
depend on the number of vehicles in each phase, both in the sending cell and
the receiving cell, aggregated over the phases (so as to reflect the per-cell vehicle
density). Importantly, such an extension still fits the framework developed in [100],
so that the results from Sections 2.4 and 2.5 carry over.

2.8 Concluding remarks

In this chapter, we have developed a Markovian model for vehicle densities
in a multiple-type road traffic network, with dynamics that are consistent with
state-of-the-art traffic-flow models. As this model does not allow any explicit
analysis, we have resorted to an asymptotic framework. More concretely, we have
established a fluid and diffusion limit: scaling the lengths of the cells and time by n,
and appropriately centering and normalizing the vehicle densities, the resulting
process converges, as n → ∞, to a Gaussian process. This diffusion limit can be
used to produce an approximation for the vehicle density distribution in time.
Along the same lines, an approximation for the travel-time distribution has been
developed. In a set of numerical experiments we have concluded that the resulting
approximations are highly accurate; in addition, we have shown that our model is
capable of reproducing various known traffic phenomena.



3 The design and control of transport networks using a
Gaussian process approximation

Summary
This chapter demonstrates the rich potential of the previous chapter’s methodology
in the context of road traffic control and transportation network design. To solidly
provide empirical backing for the use of a multivariate Gaussian approximation,
we rely on a detailed historical dataset that contains traffic flow data. Then, in the
remainder of the chapter, we provide a sequence of design and control related
example questions that can be analyzed using the Gaussian methodology. In
discussing the setup, results, and applications of these examples, we stress the
appropriateness of our stochastic traffic model over a deterministic counterpart.

3.1 Introduction

So as to develop an efficiently operating transport network, one relies on mod-
els that aim at describing the interaction between travelers and the underlying
infrastructure. The efficiency of the network is quantified in terms of performance
metrics such as the throughput of roads (i.e., the volume of vehicles that are sent
over a specific road segment per time unit) or the travel time between specific
origin-destination pairs.

It is evident that a well-functioning transport network has a favorable effect on
society, in terms of, e.g., economic growth and sustainability. This explains why one
wishes to use the models mentioned above to quantify the impact of infrastructural
changes, typical questions in this respect being ‘How much does the throughput
increase by opening an additional lane?’ and ‘By how much do travel times go
down after building a new highway?’ In addition, the models are also a useful
tool when developing mechanisms that effectively control streams of vehicles, with
typical questions in the spirit of ‘What is the impact on the congestion level if one
adapts the maximum speed to 100 km/h’ and ‘Does distributing the load between
a certain origin and destination over multiple routes improve travel times?’ Also
from an environmental point of view, there are compelling reasons to rely on traffic
flow models, for instance, when one aims at striking a proper balance between
efficiency (say, in terms of travel times or throughput), fuel consumption, and air
pollution.

In this chapter, we illustrate how the methodology that was developed in the
previous chapter can be used to solve the various control and design problems
above. We proceed by providing some more background on the model and the
literature.
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Traffic flow models come in many varieties, each of them focusing on specific
aspects; see, e.g., [77] for a historic overview of traffic flow models developed
between 1950–2000, and [163] for a more recent account. It is customary to classify
these models in terms of the level of detail at which traffic flows are described,
and in addition the timescale considered. On the one hand, there are macroscopic
models, which do not distinguish individual vehicles, and work with concepts like
the density, flow, and velocity of the underlying traffic stream. Microscopic models,
on the other hand, describe the dynamics of individual vehicles.

Existing models are predominantly of a deterministic nature, for instance, the
macroscopic models that aim at describing vehicles as continuous flows using
conservation laws; see e.g., [105] for a seminal contribution. As argued extensively
in [135], besides such physical laws, various microscopic variables play a crucial
role when modeling traffic flows. In this respect one could think of the different
perceptions, moods, and driving habits that individual car drivers may have. This
led to the consensus (as discussed in detail in, e.g., [135, Section 1]) that such
microscopic variables should be represented by random variables. Consequently,
in order to accurately describe streams of vehicles, one should work with stochastic
traffic flow models.

In the previous chapter, we developed a stochastic traffic flow model that con-
tributed to closing the gap between deterministic, tractable models, and stochastic,
intractable models. Following a line of research that started with [80, 81], a road
network, consisting of disjoint segments (referred to as cells) is considered, with
the aim of finding a probabilistic description for the joint vehicle density of the
cells, as a function of time. The framework developed in Chapter 2 has a high
level of generality. In particular, it explicitly covers vehicle streams consisting of
multiple vehicle types, which enables modeling the different behavior and impact
of, say, passenger cars and trucks, in line with the framework developed in, e.g.,
[9, 31, 106, 171]. Second, in addition to evaluating standard performance indicators
such as congestion levels and vehicular flows, a method was developed in Chapter 2
to accurately approximate the travel-time distribution between any origin and
destination in the network, for any individual vehicle class.

Our first main finding in Chapter 2 is that, under a natural scaling of the model
parameters, the vehicle densities of m different vehicle types in d cells, can be accur-
ately approximated (as a function of time, that is) by a dm-dimensional Gaussian
process. Importantly, in particular it is shown that, by applying standard numerical
software, both the intra-segment correlations and the temporal correlations can be
efficiently evaluated in a straightforward manner. A second main result concerns
the convergence, under the same scaling, of the joint per-cell cumulative arrival
process of all vehicle types to a Gaussian limit, from which the approximations
to the travel-time distributions are derived. The scaling mentioned above is to
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ensure there is enough aggregation, concretely meaning that the cells should be
sufficiently long to guarantee that the number of vehicles being present is large
enough for the central limit regime to kick in. Importantly, as has been extensively
explored, central limit based approximations typically do not require an excessive
scale in order to be reasonably accurate. It is anticipated that a couple of tens of
vehicles per segment should suffice.

The primary goal of this chapter is to demonstrate the potential of the meth-
odology developed in Chapter 2 in relation to various design and control related
questions. To solidly back the use of that approach, we first perform an extensive
analysis to empirically verify whether, in practice, Gaussian models can be used to
accurately approximate the joint distribution of the vehicle density in the cells. This
we do using detailed measurements performed in the Dutch highway network,
so as to systematically assess the conditions under which multivariate Gaussian
distributions can be safely assumed.

Having thoroughly justified the use of a Gaussian model, we proceed by
showcasing a sequence of design and control issues that can be analyzed using
the methodology developed in the previous chapter. These are primarily meant as
illustrations of the rich potential of this methodology, in that various other control
and design applications can be dealt with. More concretely, in this chapter, we
discuss the following examples in which our Gaussian framework is particularly
useful.

◦ An integral part of the model in Chapter 2 is the fundamental diagram (see,
e.g., [163, Section 2] or [112, Section V]) that provides us with the flow for
any given value of the density. This fundamental diagram has a unimodal
shape: evidently, the flow is low when the density is low, but also when
the density is high (think of a traffic jam), with a peak between these two
extremes. Interestingly, imposing traffic control measures such as a speed
limit effectively amounts to changing the fundamental diagram. By using
the Gaussian-process approximation, we can quantify the impact of such
measures. We can, for instance, evaluate by how much the travel time in
a specific scenario goes up when reducing the maximum speed on a road
segment. Alternatively, the reduction in the segment’s throughput can be
quantified. The resulting numbers provide policy makers with the information
to judge whether these losses are outweighed by the positive effects (such as
reduction of fuel consumption and/or air pollution).

◦ Car navigation systems typically provide their users with a proxy of the
estimated travel time to a particular destination. In practice, however, in the
driver’s decision often also the uncertainty of the travel time plays a role. How
the mean and variance are weighed typically depends on the purpose of the
trip (in particular the consequences of arriving too late) and the individual
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driver’s preference; these weights can be captured by a utility function. For
example, when facing the choice between a route with a high mean travel time
but a low variance, and a route with a low mean and a high variance, the driver
picks the route with the highest utility [147]; see also, e.g., [108, 148]. As the
framework in Chapter 2 is capable of evaluating an accurate approximation
of the full travel-time distribution, in particular the mean and variance of the
travel time can be evaluated, thus providing the driver with all information
needed to properly select the best route.

◦ The Gaussian framework was primarily intended to describe the distribution
of the numbers of vehicles at any point in time, but also the evaluation of
stationary metrics as well. In this respect one can, for instance, think of the mean
time, in stationary conditions, to traverse a given segment, thus shedding light
on capacity-related performance measures. The employed technique is highly
flexible, in that for any performance measure that is a function of the vehicle
density or velocity, its long-term behavior can be evaluated. Other examples
include performance measures that quantify the deterioration of roads (which
can serve as the basis for maintenance decision making) and the carbon-dioxide
emission rate (which can be used when developing environmental policies).

◦ When analyzing road traffic dynamics, the underlying network structure evid-
ently plays a crucial role. In particular, typical network features like merging,
diverging, backpressure and forward propagation of traffic, add to the com-
plexity of evaluating the network performance. By using an example network,
containing these network features, we demonstrate how the methodology in
Chapter 2 is well-suited to handle such features. More precisely, we argue that
for any network topology we can obtain accurate Gaussian approximations
for the vehicle density process, jointly in all cells of all roads of the network.

A particularly attractive feature of the methodology is that it is capable of evaluating
the joint effect of the implementation of multiple control measures simultaneously,
in contrast to many existing methodologies that primarily focus on quantifying
the impact of one measure in isolation, cf. [129]. As a second advantage, our
methods are of an analytic nature, so that control-related questions can be dealt
with relatively quickly. As such, for online applications and sensitivity analyses our
approach is better suited than simulation-based techniques. In addition, as argued
in, e.g., [81], analytic methods also have a considerable advantage over simulation
when computing covariance matrices of traffic state variables from traffic flow
models with a fine time and space discretization.

This chapter is organized as follows. In Section 3.2, we present the analysis of
the Dutch highway data set, assessing the validity of Gaussian approximations. To
ensure that this chapter is self-contained, in Section 3.3 we present a summary of
the model in Chapter 2, and provide a brief overview of the main findings. This
section also covers our method to evaluate long-term performance of road traffic



3 The design and control of transport networks 50

networks, using a methodology that incorporates the stochastic nature of traffic.
Section 3.4 illustrates the importance of working with a probabilistic traffic model
in the route selection context. We present a route choice example where the chosen
route depends on the ‘disutility’ due to the uncertainty inherent in the travel-time
estimation. Then, in Section 3.5, we provide numerical examples that quantify how
a road segment’s performance is affected by the speed limit, the number of lanes,
the arrival rate, and the fraction of vehicles in each of the vehicle classes. These
experiments in particular demonstrate how the Gaussian approximation can be
used for the purposes of control. Finally, in Section 3.6, we specifically consider
network structures in which traffic streams split and merge.

3.2 Data analysis and model validation

As pointed out in the introduction, in Chapter 2 a multi-class stochastic traffic
flow model has been developed. It splits the traffic network into segments (cells),
and is capable of describing, in a stochastic manner, how traffic densities jointly
propagate through the cells. A Gaussian-process approximation was established,
using fluid and diffusion limits. It thus leads to an explicit approximation of the
joint distribution of the vehicle densities (both in space and time) in terms of a
multivariate Gaussian distribution.

The fluid and diffusion results in Chapter 2 have been established in a specific
modeling framework, with a set of assumptions being imposed. Though these
assumptions, which have their origin in conservation laws, traffic flow theory
and stochastic analysis, are mild and commonly accepted, it still leaves open the
question whether the Gaussian diffusion limit offers a sound approximation in
practice. Two concerns play a role in this context.

◦ In the first place, as described in the introduction, the diffusion limit is an
asymptotic result. This means that in principle the approximations to the
joint vehicle-density process, produced on the basis of the diffusion limit,
might substantially deviate from the actual situation. In situations when the
aggregation level of vehicles is sufficiently high, one expects that the central-
limit theorem regime kicks in, so that the approximations are sound. One
wonders, however, under what precise conditions Gaussian distributions offer
a sufficiently accurate approximation.

◦ Secondly, the limiting results have been established under specific assumptions:
the dynamics are supposed to be Markovian, and in addition specific functions
(viz. transition rates, that reflect the fundamental diagram) are assumed to
be Lipschitz continuous (i.e., continuous with a bounded derivative). It is
important to realize, though, that even if these conditions are not fulfilled,
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the Gaussian framework potentially still provides an accurate approximation,
albeit not backed by a formal limit result.

The main finding of this section is that we provide solid backing for the claim
that it is reasonable to approximate the distributions of vehicles in a segment with
a Gaussian distribution (with time-dependent parameters). We do so, relying on a
thorough analysis of a historical data set of vehicle flows on highways. We have
performed an extensive numerical study, but in this section we restrict ourselves to
presenting the main conclusions.

3.2.1 Explanation of the data set

We proceed by providing some background in the data set that we will use.
This publicly available data is retrieved from the ‘Nationale Databank Wegver-
keersgegevens’1. The data set contains measurements of the number of vehicles
passing a measuring site, expressed in vehicles per hour, at 876 measuring loca-
tions in the Netherlands along the A2 highway, one of the main highways in the
Netherlands. The measurements are recorded in one-minute intervals, covering
167 days: from June 3rd 2018, 04 am, till November 26th 2018, 11 pm.

In our analysis, we have restricted ourselves to time intervals between 4 am
and 11 am. As a consequence, the amount of data is somewhat reduced, but the
time window chosen contains the quiet period at the beginning of the day as well
as the morning rush-hour. In Figure 3.1, for a single measuring site, the first 8 days
of data as well as the first 24 days of data (both of them starting at a Monday) are
shown for illustration.

We wish to assess the validity of the claim that the number of vehicles on
a road segment is approximately Gaussian. As a first step, we consider the flow
over 1-minute intervals, measured at both endpoints of the segment. We collect
the measurements of the 167 days, per day of the week and time t (in minutes)
within the 4 am–11 am interval (with t = 1 up to 7 × 60 = 420). As can be seen from
Figure 3.1, the weekend days differ significantly from the working days, while
among the working days the Fridays slightly deviate as well.

If these flow measurements would stem from a (multivariate) Gaussian
distribution, then also each of the differences between the entries are (univariate)
Gaussian. Focusing on adjacent (in time, that is) 1-minute intervals, this would
imply that the change in density at time t is normally distributed. If we would find
support for such a normal distribution for every 1-minute slot, then we have strong
evidence for the desired Gaussian distributions.

1 https://www.ndw.nu/pagina/nl/103/datalevering/120/open_data/
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Figure 3.1. Illustration of time series data: flow (over 1-minute intervals)
as a function of time.

3.2.2 Data preparation and preliminary (univariate) analysis

As mentioned above, to validate the Gaussian approximation, we consider the
empirical distribution of the flow at both endpoints of the site under consideration,
for every weekday and every minute in the 4 am–11 am interval.

Setup and methodology

We already commented on the differences between the days of the week. Since we
are interested in comparing distributions, the measurements under consideration,
of which our sample consists, should ideally be drawn from identical distributions.
As such, we will exclude Fridays, Saturdays and Sundays, so that we end up with
data from 96 days. We have not cleaned the data more than this, meaning that it
may still contain effects related to seasonality, holidays, etc. This means that if our
analysis shows that normality is a reasonable approximation in this setting, then
conceivably in reality this is even more the case.

In this section we focus on six adjacent measurement sites, on a segment
without on- and off-ramps. These will be our central object during our study, that is,
we show that the multivariate normal distribution is a good approximation to their
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Figure 3.2. Locations (in dark purple) of all measurement sites (left), loc-
ation of measurements under consideration (middle), and a zoomed-in
image showing the analyzed measurement sites (right). The pink dots are
other measurement sites in the Netherlands at which data is gathered.

empirical flow distributions; see Figure 3.2 for the location of these measurement
sites.2 In light of the available space, we limit ourselves to three representative
cases per experiment, of which we present the results for one case in this thesis;
the other ones can be found in the appendix of [116], as well as the names of the
measurement sites.

Results of the univariate analysis

We now present our findings for the univariate empirical flow distributions. From
Figure 3.1, we can see that there is a strong daily pattern, so that when normality
holds, the parameters will be time-dependent. It is anticipated that the fit will
become worse when we aggregate the per-minute flows into τ-minute intervals,
with τ an integer larger than 1. Our objective is to identify the maximum value of τup
to which the univariate distributions are close to normal, giving a rough indication
of the maximum τ up to which we can expect a good fit for the multivariate case.
Note that in addition in the univariate setting we can perform a graphical analysis
with qq-plots and histograms. These graphical techniques have their multivariate
counterparts, but these are harder to visualize and interpret.

In this univariate analysis we consider the first three measurement sites. In
Figure 3.3 we have plotted the histograms (together with the associated best-fit
normal density), and the corresponding qq-plots, for the flow measurements at
site 2, at times 05:20 am and 07:20 am, aggregated over τ-minute intervals, with

2 Image made with screenshots from: https://dexter.ndwcloud.nu/opendata, which uses Map-
box and OpenStreetMap.
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τ = 1, 2, 5, 10, 20. More precisely, for a given value of τ the sample corresponding to
time 05:20 am consists of all τ per-minute flow measurements taken in the interval
between 05:20 am and 05:(20 + τ − 1) am, for all days 96 days in the data set, which
amounts to a sample of size 96τ (approximately, as a consequence of missing
observations).

Our first observation is that the histograms are reasonably bell-shaped, and
are reasonably well approximated by the best-fit normal density, though we cannot
draw a strong conclusion from these figures. In addition, the qq-plots are quite
close to linear, especially for the 05:20 am data. However, when τ becomes larger,
we can see both from the histograms and (more explicitly) from the qq-plots, that
the tails of the empirical distribution become more skewed. This can be seen as
a consequence of the non-stationarity, i.e., the distribution has a time-dependent
mean and variance, which for larger τ results in skewed tails. In conclusion, the
figures do not reject normality, but for stronger backing we require additional
analysis.

To find additional support, we rely on statistical goodness-of-fit tests. More
precisely, for every τ-minute interval between 4 am and 11 am., we apply a χ2

goodness-of-fit test to the corresponding empirical distribution, with the null-
hypothesis being that the data is distributed as a normal distribution, with mean
and variance as given by their respective maximum likelihood estimators. Note
that these parameters are estimated for every τ-minute interval, and are therefore
time-varying. The χ2 test is applied to samples of size at least 90, with 10 bins that
under the null-hypothesis contain 10% probability mass each. Hence, the number of
expected observations per bin is at least 9 for each test, so that the test is sufficiently
reliable.

We have plotted the resulting p-values cumulatively, as a function of time for
τ = 1, 2, 5, 10, in Figure 3.4. For τ = 20 the cumulative p-value was 0.25, and thus
we reject the null-hypothesis for a normal distribution for almost every τ-minute
interval. In the figure, every line segment has a color that is associated with its
slope, in the sense that the value of the p-value on the right endpoint of a segment
determines the color. One can thus, from the color of the curve at that time, visually
distinguish the ‘quality of a normal fit’ at a specific moment in time. We observe
that, since the p-values correspond to quantiles, that under the null-hypothesis the
slope of the curve should be 0.5.

The main conclusion from Figure 3.4 is that the fit becomes worse when τ
increases. This is again an indication of the non-stationarity discussed above. More
precisely, for τ > 5, the χ2 test rejects the null-hypothesis (of a normal distribution,
that is) at more than half the τ-minute intervals, with the fit becoming worse for
τ = 10. In contrast, the fit for τ = 2 is already quite reasonable, with normality only
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Figure 3.3. Distribution of flows at site 2, at times 05:20 am (left) and 07:20
am, measured in intervals of τ minutes, for τ = 1, 2, 5, 10, 20 (read from
above to below).
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Figure 3.4. Cumulative p-values of χ2 tests at site 2, as a function of time,
for τ-minute intervals, with τ = 1 (top left), τ = 2 (top right), τ = 5 (bottom
left), and τ = 10 (bottom right).

rejected at a small number of intervals, mostly at around 4 am. For τ = 1, the curve
is close to having the desired slope of 0.5, which is a strong indication that the
distribution of the 1-minute intervals is indeed Gaussian.

Based on the above, when considering the multivariate case, we only have
to consider τ equal to 1 or 2: at that timescale Gaussian distributions offer an
accurate description for the one-dimensional flows. We proceed in the next section
by extending our analysis to the multivariate case.

3.2.3 Analysis of the multivariate case

We consider the joint empirical distribution at two measurement sites, so as to
assess whether joint Gaussian distributions provide an accurate approximation.
We first explain our methodology, after which we present our results.
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Setup and methodology

The study of distributions in the multivariate case is considerably more involved
than in the univariate case. To begin with, though in principle graphical analysis in
the scenario of two-dimensional distributions is possible, it is quite a bit harder to
interpret two-dimensional histograms and qq-plots. Therefore, we have decided
to follow another approach, and focus on hypothesis testing instead. Due to the
lack of a goodness-of-fit test for multivariate normality, we utilize the result that
a stochastic vector X = (X1, . . . ,Xp)> of length p, p ∈ N, is p-variate normally
distributed if and only if θ>X is univariate normally distributed, for all θ ∈ Rp,
where a point mass is seen as a normal distribution with variance zero [12, p. 383].
Our approach is now to apply a goodness-of-fit test to linear combinations of flow
measurements, measured at identical times, at two different measurement sites.

In our setup, we consider two measurement sites from the segment consisting
of six adjacent sites, which we index by natural numbers i, j ∈ {1, . . . , 6}. For both
measurement sites, we have observations of the per-minute flow, which we interpret
of realizations of the two random variables Xi and X j. To verify that (Xi,X j) has
a bivariate normal distribution, we consider linear combinations αXi + βX j, for a
finite set of pairs (α, β). Take α = 2 ,β ∈ {−2,−1,−1/2, 1/2, 1, 2}, which by evident
scaling properties covers a broad selection of linear combinations. For each pair,
we apply the χ2 goodness-of-fit test to αXi + βX j, with the null-hypothesis that the
distribution is normal, for each τ-minute interval of observations, τ ∈ {1, 2}. The
setup of the χ2 test is the same as in the univariate case, working with 10 bins with
10% probability mass each under the null-hypothesis.

Results of the multivariate analysis

We continue by presenting the results of the χ2-test. In Figures 3.5 and 3.6, we
have plotted the cumulative p-value as a function of time, following the procedure
underlying Figure 3.4, with, respectively, τ = 1 and τ = 2. The vertical axes
correspond to the interval [0, 210/τ], since 210/τ is the expected height of the curve
under the null-hypothesis, making sure that the curve has slope 0.5.

For τ = 1, Figures 3.5 shows that the χ2-test does not reject normality for
almost every time t between 4 am and 11 am, with the slope of the curves being
between 0.4 and 0.5 for most figures. The only exception is (α, β) = (2,−2); here it
may play a role that when subtracting two random variables of the same order of
magnitude may lead to a quantity with a relatively high coefficient of variation
(realizing that the mean of the difference is small). Comparing these figures to
the corresponding plots for the univariate case, in Figure 3.4, we see that the fit
becomes slightly worse, but not significantly; in some cases the fit becomes even a
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Figure 3.5. Cumulative p-values ofχ2-test (P(α,β)(t)), for linear combinations
of measurements at site 2 and site 3, as a function of time t, for τ = 1.

bit better. For τ = 2, we see similar results, with the overall conclusion that the fit is
still more than acceptable for a significant part of the times t between 4 am and 11
am.

Based on the above, we conclude that bivariate Gaussian distributions are
accurate approximations to the bivariate empirical flow distributions in the data set.
This provides further support for the joint cumulative flow process (and hence also
the joint vehicle densities process) being accurately approximated by a Gaussian
process.

3.3 Evaluation of stationary performance measures

In this section we show the model of Chapter 2 can be used to evaluate long-term
performance measures, that explicitly incorporate the stochastic nature of traffic.
Examples of such performance metrics are the number of vehicles that traverse a
road per unit of time, or the amount of carbon-dioxide emitted per unit of time. The
results can be used to support decision making, as we shall illustrate in Section 3.5.
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Figure 3.6. Cumulative p-values ofχ2-test (P(α,β)(t)), for linear combinations
of measurements at site 2 and site 3, as a function of time t, for τ = 2.

In this section we first briefly describe the model and main results from
Chapter 2. We restrict ourselves to presenting the results; for all rigorous backing
we refer to Chapter 2. The main idea is that we express long-term performance
measures in terms of the stationary distribution of an underlying Markov chain. By
approximating this stationary distribution, using the Gaussian diffusion limit, we
obtain an accurate and efficient method for computing the performance measure
of interest.

3.3.1 Model summary

We now provide a compact model description. For ease we focus on a segment2.3C
consisting of a sequence of cells, modeling a road segment without any intermediate
on-ramps and off-ramps, rather than a general network. As pointed out in Section 2.7,
however, the setup naturally extends to networks; see also Section 3.6.

The segment is divided in d cells, with cell i having length 1/`i > 0, for
i ∈ {1, . . . , d}. We consider m different vehicle types. We denote by Xi j(t) the number
of type- j vehicles, in cell i at time t > 0, for j ∈ {1, . . . ,m} and i ∈ {1, . . . , d}. We assume
Xi j(t) ∈ {0, 1, . . . ,Xjam

i j }, where Xjam
i j is the maximum number of type- j vehicles that
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can be simultaneously present in cell i. We denote X(t) for the md-dimensional
random vector with entries Xi j(t). We define the type- j vehicle density in cell i at
time t > 0 by

ρi j(t) : =
Xi j(t)
`i

,

attaining values in {0, 1/`i, . . . ,X
jam
i j /`i}, where ρjam

i j := Xjam
i j /`i can be interpreted as

the jamming vehicle density. Analogously to X(t), we let ρ(t) be the md-dimensional
random vector with entries ρi j(t).

Vehicles traverse the consecutive cells, starting at cell 1 and ending at cell d. In
a cellular transition model (CTM), vehicle-mass moves across cell boundaries at a
rate that is given by a discrete flux-function. This function, whose arguments are the
vehicle densities in the sending and receiving cells (of all m types), is derived from
a macroscopic fundamental diagram (MFD) by solving an associated Riemann
problem, cf. Section 2.3.2. More formally, this means that the discrete flux-function
from cell i to cell i + 1 is given by a function of the type

q̃i :
m

ą

j=1

(
[0, ρjam

i j ] × [0, ρjam
i+1, j]

)
→

m
ą

j=1

[0, qmax
i j ],

where, as pointed out in Assumption 2.3.1 in Section 2.3.2, a mild regularity
condition has to be imposed on these q̃i.

In our setup, we consider stochastic inter-cell transition times, so that the mean
dynamics correspond to a CTM. To be precise, the time it takes a type- j vehicle to
move from cell i to cell i + 1 is an exponentially distributed random variable, with
a mean that is in line the discrete flux-function. In addition to vehicles jumping
between cells, vehicles enter the segment at cell 1 and depart from the segment at
cell d. These transitions are to be handled slightly differently from the inter-cell
transitions. Concretely, the arrival rate at cell 1 (say of type j) depends on the vehicle
densities in cell 1 but is in addition bounded by a (given) rate λ j. Likewise, the
type- j departure rate at cell d is a function of the vehicle densities in cell d, truncated
at ν j. Since in our framework the transition times are exponentially distributed, the
process under study is a continuous-time Markov chain.

We denote by q0, j(ρ(t)), qi, j(ρ(t)) and qd, j(ρ(t)), respectively, the type- j arrival
rate at cell 1, transition rate between cell i and cell i + 1, and departure rate from
cell d, given the state of the system ρ(t), where j ∈ {1, . . . ,m} and i ∈ {1, . . . , d − 1}.
We observe that these rates characterize the infinitesimal generator underlying our
Markov process. Importantly, we can write the type- j density in cell i by

ρi j(t) = ρi j(0) +
1
`i

∫ t

0
Yi−1, j

(∫ t

0
qi−1, j

(
ρ(s)

)
ds

)
− 1
`i

∫ t

0
Yi, j

(∫ t

0
qi, j

(
ρ(s)

)
ds

)
,
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where Yi j(·) are independent unit-rate Poisson processes, with j ∈ {1, . . . ,m} and
i ∈ {1, . . . , d}. Observe that Yi j(t) can be seen as the cumulative number of arrivals
to cell i of type j over the interval [0, t]. We denote by Y(·) the process with entries
Yi, j(·), for i ∈ {0, . . . , d}, j ∈ {1, . . . ,m}.

3.3.2 Main results

The Markov chain defined in the previous section has a huge state space. As2.4C
a consequence, direct numerical evaluation of performance metrics is often not
feasible. The main idea presented in this section, is to approximate the random
objects under study by a suitably chosen Gaussian counterpart. The formal backing
of this procedure is given by the scaling limits presented in Chapter 2, which we
briefly summarize here.

We scale the cell lengths by a factor n to ensure enough aggregation for the
central limit theorem to kick in, i.e., `i 7→ n`i where n will grow large. Simultaneously,
we scale time by a factor n, i.e., t 7→ nt, so that that the expected flow of density
between cells per unit of time remains invariant. We denote ρn(t) := ρ(nt)/n, with
the cell lengths being n`i.

For keep notation light, let Q(ρ(t)) be the vector of length (d + 1)m with
entries qi−1, j(ρ(t)), i ∈ {1, . . . , d + 1}, j ∈ {1, . . . ,m}, ordered lexicographically, i.e.,
Q(i−1)m+ j = qi−i, j. We define H to be the dm×(d+1)m matrix with Hkl := 1{k=l}−1{k+m=l}.
Finally, we set L as the dm×dm-dimensional diagonal matrix, with the k-th diagonal
element being 1/`i if dk/me = i, for k ∈ {1, . . . , dm} and i ∈ {1, . . . , d}.

The first result is a fluid limit, which can be seen as a law of large numbers. It
states that if ρn(0)→ ¯ρ(0), then, as n→∞,

ρn(t) a.s.→ ρ̄(t) = ρ̄(0) +

∫ t

0
F(ρ̄(s)) ds, (3.1)

with F(ρ(t)) := LHQ(ρ(t)); for the precise statement we refer to Theorem 2.4.1.

The second result is a diffusion limit, which can be regarded as a central limit
theorem. Suppose that limn→∞

√
n|ρn(0) − ρ0| = 0 for some ρ0. Then the process

ρ̂n(·), defined through ρ̂n(t) :=
√

n(ρn(t)− ρ̄(t)), converges weakly (as n→∞) to the
process ρ̂(·) solving the stochastic differential equation

ρ̂(t) = ρ̂(0) +

∫ t

0
∂F(ρ̄(s))ρ̂(t) ds +

∫ t

0
LHΣ(ρ̄(s)) dB(s); (3.2)

see for details Theorem 2.4.3. Here ∂F(ρ(t)) is to be understood as the matrix of weak
partial derivatives of F(ρ̄(t)), Σ(ρ̄(s)) is the diagonal matrix with the square roots
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of Q(ρ̄(t)) as entries, and B(·) is a length-(d + 1)m vector of independent standard
Brownian motions.

It is known that ρ̂(·), as defined through (3.2), is a Gaussian process, with the
corresponding mean vector and covariance matrix being defined as

M(t) := E[ρ̂(t)], Γ(s, t) := cov
(
ρ̂(s), ρ̂(t)

)
= E[(ρ̂(s) −M(s))(ρ̂(t) −M(t))>].

The variance of ρ̂(t) is denoted by V(t) := var[ρ̂(t)] = Γ(t, t). As in [88, Section 5.6,
Problems 6.1, 6.2], with Φ̄(s) := Φ(s, 0), these satisfy the explicit expressions

M(t) = Φ̄(t)
[
M(0) +

∫ t

0
Φ̄−1(s) ds

]
,

Γ(t, s) = Φ̄(s)
[
V(0) +

∫ t∧s

0
Ξ(u)(Ξ(u))> du

]
Φ̄>(t),

where Ξ(u) := Φ̄−1(u)LHΣ(ρ̄(u)). In addition, M(t) and V(t) solve the linear (matrix)
differential equations

dM(t)
dt

= ∂F(ρ̄(t))M(t),

dV(t)
dt

= ∂F(ρ̄(t))V(t) + V(t)(∂F(ρ̄(t)))> + LHΣ(ρ̄(t))(LHΣ(ρ̄(t)))>. (3.3)

For the cumulative per-cell arrival process Y(t), similar results have been2.5C
derived in Chapter 2, which we briefly recapitulate now. Note that we have

ρ(t) = LX(0) + LHY(t), (3.4)

where X(0) := L−1ρ(0) is the initial number of vehicles per cell. Note that Yi, j(·) is a
counting process with rate qi, j(ρ(t)). But, by (3.4), we can also write these rates as
functions Y(t), say h(Y(t)). It effectively means that the fluid and diffusion limits
that apply to ρ(·), also apply to Y(·). To be precise, if limn→∞ Xn(0) = X(0), then for
the sequence of scaled processes {Yn(·)}n defined through Yn(t) := Y(nt)/n, almost
surely as n→∞,

Yn(·)→ Ȳ(·) =

∫ t

0
h(Ȳ(s)) ds.

Suppose that limn→∞
√

n|Xn(0) − X(0)| = 0. Then the sequence of scaled and
centered processes {Ŷn(·)}n defined through Ŷn(t) :=

√
n(Yn(t) − Ȳ(t)), converges in

distribution (as n→∞) to Ŷ(·) solving the stochastic differential equation

Ŷ(t) =

∫ t

0
∂h(Ȳ(s))Ŷ(s) ds +

∫ t

0
Σ̄(Ȳ(s)) dB(s), (3.5)
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where ∂h is to be understood as the matrix of weak partial derivatives of h, and
Σ̄(Ȳ(s)) is the (d + 1)m × (d + 1)m diagonal matrix with entries h(Ȳ(s)).

The computation of means and (co-)variances can be done following the
same procedure as the one used for the vehicle densities. Moreover, since for any
0 6 t1 < t2 < . . . < tk < ∞, for all k ∈ N, the distribution of the random vector
(Y(t1, . . . ,Y(tk))> is Gaussian, we have that any linear transformation of this vector
is again Gaussian. In Section 2.5, we exploit this fact to approximate the distribution
of travel times between origins and destinations in the network. For i ∈ {1, . . . , d}
and k ∈ {0, . . . , d − i − 1}, we define the type- j travel time, Ti,i+k, j(t), as the time that
it takes a vehicle of type j to depart from cell i + k, given that it is in cell i at time t.
Neglecting the effect of vehicles of the same type overtaking each other (cf. [134,
Eqn. (40)]),

{Ti,i+k, j > x} = {Yi+k,t(t + x) < Yi−1, j(t)}, x > 0. (3.6)

As such, the probabilities P(Ti,i+k, j > xn), with xn > 0 and n ∈ {1, . . . ,N} for some
N ∈ N, can be derived from the random vectors Y(t),Y(t + x1), . . . ,Y(t + xN), the joint
distribution of which we can approximate using the Gaussian process obtained in
the diffusion limit (3.5). We emphasize that, due to the time-dependent parameters
of the distribution of Ŷ(t), the distribution of Ti,i+k, j is typically not Gaussian.

3.3.3 Stationary performance metrics

We have constructed the continuous-time Markov process ρ(·). It is irreducible,
as a consequence of the fact that the probability of going from any state to the
empty state (all cells being empty, that is), in any given amount of time, is strictly
positive. Since the state space S of ρ(·) is finite, every state is automatically positive
recurrent, and thus the Markov process has a unique invariant distribution, which
is also a limiting distribution [127, Sections 3.5 and 3.6]. In other words, ρ(·) is an
ergodic Markov chain.

In this subsection we focus on the evaluation of long-term performance
metrics. We illustrate our approach by an example. Since ρ(·) is ergodic, every
vehicle entering the road will eventually leave the segment at cell d. Therefore, in
the stationary regime, the number of vehicles arriving in the first cell is a measure
for the throughput of the segment. In other words, picking f (·) = q0(·), f (ρ(t))
quantifies the throughput of the segment at time t. The long-term throughput is
given by, for t large,∫ t

0
f (ρ(s)) ds. (3.7)
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Due to ρ(·) being an ergodic Markov chain, the ergodic theorem [127, Thm. 3.8.1]
applies, and we thus have that, almost surely as t→∞,

1
t

∫ t

0
f (ρ(s)) ds→

∑
x∈S

f (x)π(x), (3.8)

where π(x) is the stationary probability of the system being in state x. Combining
(3.7) and (3.8), suggests approximating the throughput in the interval [0, t] by∫ t

0
f (ρ(s)) ds ≈ t

∑
x∈S

f (x)π(x). (3.9)

One usually obtains the stationary probabilitiesπ(x) by solving the system’s balance
equations. This is, however, not a viable option: it would take prohibitively long
due to the process’ large state-space. An attractive alternative is to approximate
the stationary probabilities, using that ρ(·) is approximately a Gaussian process
with mean ρ̄(t) and variance var[ρ̂(t)]; see the discussion in Section 2.6.1. More
concretely, we approximate π(·) by a multivariate Gaussian distribution, having
mean vector µ and covariance matrix V such that

F(µ) = 0

V̇(µ) = ∂F(µ)V + V∂F(µ) + LHΣ(µ)
(
LHΣ(µ)

)> = 0,

so that, using (3.1) and (3.3), we obtain the stationary distribution of the approx-
imating Gaussian process. We compute the above stationary point (µ,V) ∈ Rd+1×d

using a fixed point iteration by considering the sequence {µk}k and {Vk}k given by

µk+1 = µk + F(µk)∆t, Vk+1 = Vk + V̇(µk)∆t,

where µ0 and V0 are, respectively, the length-d zero vector and d × d zero matrix.
In our experiments we took ∆t = 0.001, and we terminated the iteration when the
Euclidean distance between (µk+1,Vk+1) and (µk,Vk) is below 10−9.

Once we have the stationary distribution of the Gaussian process, we can
approximate the stationary probability π(x), x ∈ S, by integrating the density of
a Ndm(µ,V) random variable over rectangles, using a continuity correction. More
precisely, with

R(x) := {(y11, . . . , ydm) : yi j ∈ [xi j−1/(2`i), xi j +1/(2`i)], i ∈ {1, . . . , d}, j ∈ {1, . . . ,m}},

denoting a rectangle around x, we approximate π(x) with (in self-evident notation)

η(x) :=
∫

y∈R(x)
dN(µ,V)(y).
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Hence, based on the above reasoning our approximation becomes∫ t

0
f (ρ(s)) ds ≈ t

∑
x∈S

f (x)η(x).

Thus far we have been using the example of throughput, but we would like to
stress that any other stationary performance metric can be dealt with in the precise
same way, with the only restriction to be imposed that f (·) is bounded. Another
application of this framework could relate to the quantification of the pollution
level, so as to support environmental policies. Likewise, for maintenance purposes,
one could aim at assessing quantities that reflect the deterioration of the road.

3.3.4 Numerical example for throughput

We now illustrate the above procedure for computing stationary metrics by a
numerical example. As in the previous section, we take f (·) = q0(·). This means that
we aim at assessing the long-term average rate of vehicles entering the road.

In our example, we use the single-type MFD and associated discrete flux-
function that was introduced by Daganzo [41]; cf. Example 2.3.2 for a short account.
As m = 1, we omit the subscript j in the notation. Denote by η1(x) the probability of
the approximating stationary Gaussian distribution corresponding to cell 1 being
in a state in [x − 1/(2`i), x + 1/(2`i)], with x in the state space S1 of cell 1. In our
experiments we compute the stationary throughput rate∑

x∈S1

q0(x)η1(x), (3.10)

for various values of λ ∈ [0, 2520], and for ν = 1200. In addition, we take the cell
lengths `i equal for each i ∈ {1, . . . , d}, and consider various cell lengths to assess
their influence on the approximation; `i ∈ {11/ρmax, 22/ρmax, 54/ρmax, 1} km, with
the fractions taken so that Xmax

i is an integer, for each cell i. As for the remaining
parameters, we have chosen d = 5, v f = 80 km/h, w = 16 km/h, qmax = 1800 and
ρmax = 108 veh.

To compare (3.10) with its deterministic analog, we also compute the through-
put rate that is based on the mean of the marginal stationary distribution of cell 1
only:

q0

∑
x∈S1

xη1(x)

 .
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Figure 3.7. Graphs of our approximation (stoch.), point estimate (determ.),
and simulated estimate (sim.) for the stationary throughput rate, as a
function of λ, for ν = 1200, and `i = 11/108 (top left), `i = 22/108 (top
right), `i = 54/108 (bottom left), and `i = 108/108 (bottom right).

To illustrate the accuracy of the approximation, we also estimate the stationary
throughput rate using simulation, with the estimator t−1

∫ t

0 q0(ρ(s)) ds for t = 10,
with ρ(·) corresponding to the stationary regime.

We now present our numerical results. In Figure 3.7, we have plotted our
three estimates as a function of λ, for our choices of `i. We observe that for small
`i the estimate based on our Gaussian approximation (‘stoch.’) is closer to the
simulated estimate (‘sim.’) than the deterministic estimate (‘determ.’), indicating
that an estimate purely based on the mean does not suffice in this model. When `i

increases, both estimates get closer. It should be noted, however, that this is due to
the fact that the variance of the diffusion limit goes to zero as `i →∞, essentially
being a model-property.

The kink in the curve of the theoretical estimate is a numerical effect caused
by the stationary regime changing from free-flow to congested. This leads to a
shift in the mean of the Gaussian density. In practical terms this kink can be easily
remedied: by fitting a strictly increasing function to the blue theoretical curve, one
obtains a highly accurate approximation of the simulated red curve.
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Finally, the horizontal part of the graphs shows that the throughput rate is
bounded. The truncation level associated with the Gaussian estimate could be used
as a proxy for the capacity of the road segment.

3.4 Route choice in stochastic environments

Nowadays, navigation software is intensively used for route selection purposes.
Often, the route that minimizes travel time is seen as the optimal route. Importantly,
in such algorithms travel times are typically treated as deterministic quantities. As
we argued, however, road traffic systems are inherently stochastic. This could mean
that, for instance, when choosing between two alternatives, the route with the
shorter expected travel time has the larger standard deviation. In such a situation
it is up to the driver to make a choice: depending on her personal preferences (in
terms of risk aversion) and the importance of the specific trip, she will choose the
best alternative. A convenient framework enabling such decision uses the concept
of utility functions [147]; see also, e.g., [108, 148]. Such a utility function could
encompass both mean and standard deviation of the travel time, but in addition
also for instance the 95%-quantile.

Based on the above, it makes sense to rely on a modeling framework in
which travel times are represented by random variables. The setup of the model
in Chapter 2, as summarized in Sections 3.3.1–3.3.2, is particularly suitable for
these purposes. It provides us with an accurate approximation of the travel-time
distribution, covering all possible arguments of the utility function (in particular
moments and quantiles). In this section, we give an example that illustrates how
different routes can be considered optimal, depending on the driver’s specific
preferences.

3.4.1 Route choice example

As argued above, a driver does not only care about his expected time of arrival,
but also about the corresponding uncertainty. In general, she wishes to minimize
a utility, which is a function of various features of the travel-time distribution.
In our example, we consider the specific example of a road user with a utility
function that is of the form µ + cσ, for some constant c > 0, where µ and σ are
the expectation and standard deviation of the travel-time of the chosen route. The
situation is considered in which the road user can choose to drive to a destination
using two different roads, both having identical characteristics, except for the
free-flow (maximum) velocity.
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Figure 3.8. Utility functions µk + cσk in setting 1, plotted as function of c,
for routes k = 1, 2, with initial standard deviation factor of road 1 (from
left to right) b1 = 2/3, 1/2, 2/5.

More concretely, let both roads consist of d = 3 cells, all of length `i = 1 km.
We take the Daganzo MFD again for the dynamics of vehicles, with two parameter
settings. For the first set of parameters, we take w = 16 km/h, ρmax = 108 veh/km,
qmax = 1500 veh/h, λ = 1400 veh/h, and ν = 1500 veh/h, with the free-flow velocity
of route 1 being v f = 90 km/h, and for route 2 v f = 80 km/h. For the second setting,
we take w = 20 km/h, ρmax = 108 veh/km, qmax = 1800 veh/h, λ = 1700 veh/h, and
ν = 1800 veh/h, with v f = 120 km/h for route 1, and v f = 110 km/h for route 2.

For both routes, we compute the travel-time distribution by (3.6), using the
Gaussian approximation of the quantities featuring in the event on the right-hand
side. The corresponding mean vector and covariance matrix can be found relying
on the analog of equations (3.3) for Ŷ(·). In this example, we initialize the differential
equations for the mean vectors of Ŷ(·) by the stationary mean of both routes.

For the initialization of the covariance matrix, we want to model an initial state
in which the user is less certain about the state of route 1 than that of route 2. This
higher uncertainty of route 1 can be, for example, a consequence of the presence
of a traffic light at its entrance: the route can be congested due to the traffic light
having been red for some time and turning green when the driver arrives, but
it can be quiet as well due to the traffic light having been green for a while. We
model the higher uncertainty of route 1, in the differential equation describing
the covariance matrix, by initializing it for route 1 by the diagonal matrix of the
stationary mean vector divided by b ∈ {1.5, 2, 2.5}, whereas for route 2 we follow
the same procedure but divide by 5.



3.5 Control of traffic flows 69

3.4.2 Numerical results

We evaluate (3.6) for i = 1 and k = d, so as to obtain these tail probabilities at any
time between 0 and 480 s. Using this numerical output, we compute the mean µk

and the standard deviation σk of both travel-time distributions. For routes k = 1, 2
in setting 1, we find (in units of seconds)

µ2 = 135.86, σ2 = 13.87,

and

b1 = 2/3 : µ1 = 121.56, σ1 = 25.43,

b1 = 1/2 : µ1 = 121.23, σ1 = 20.33,

b1 = 2/5 : µ1 = 121.08, σ1 = 17.51,

whereas for setting 2 we find,

µ2 = 98.93, σ2 = 10.56,

and

b1 = 2/3 : µ1 = 91.27, σ1 = 19.27,

b1 = 1/2 : µ1 = 91.03, σ1 = 15.49,

b1 = 2/5 : µ1 = 90.91, σ1 = 13.40.

Observe that in all cases, route 1 has the smaller mean, but the higher standard
deviation. In other words: it depends on the driver’s specific preference which
route she will choose. In terms of utility functions, the route minimizing µk + cσk

will be selected. In Figure 3.8 and Figure 3.9, we have plotted both of the utility
functions, for settings 1 and 2, respectively, as a function of c. Depending on the
driver’s c-value, she picks route 1 or route 2.

3.5 Control of traffic flows

Arguably the ultimate goal of road traffic modeling concerns the design of traffic
control policies. One often pursues optimizing efficiency-related performance
metrics such as travel-time and throughput, while taking into account constraints,
e.g., relating to the policy’s environmental impact. Simply put, a control policy
selects values for the system’s controllable parameters. These include, for example,
the speed limit (which can be enforced by the use of matrix signs or another
information system), the number of lanes (which is essentially a road network
design feature), and the arrival rate of specific vehicle types (which can be enforced
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Figure 3.9. Utility functions µk + cσk in setting 2, plotted as function of c,
for routes k = 1, 2, with initial standard deviation factor of road 1 (from
left to right) b1 = 2/3, 1/2, 2/5.

by applying ramp metering). Observe that some of these mechanisms can be seen
as online control, whereas others are of an offline, design-related nature; see e.g.
[129] for a broad account of control mechanisms.

To soundly make decisions, one needs a modeling framework that is capable
of quantifying the system’s performance as a function of the control parameters
mentioned above. A few typical examples are: ‘By how much does the throughput
of a road increase when opening an additional lane?’, ‘How does a reduction of
the maximum speed impact the travel time?’, and ‘By how much should traffic be
slowed down in case of a traffic jam?’ The objective function is an integral part of
the decision making. It could be based on average quantities, but it could feature,
e.g., standard deviations and quantiles as well, making our stochastic framework
particularly useful. One could say that the problem of finding an optimal policy is
parametrized by the quantities appearing in the objective function. If, for instance,
we are working in a setting in which we express the system’s performance through
an α-quantile (for instance of the travel-time distribution), then picking α = 95%
leads to conservative policies in which worst-case events have a relatively large
weight, whereas picking α = 50% puts more weight on the system’s average
behavior.

In this section we illustrate that the model in Chapter 2 is well-suited to
evaluate the impact of control parameters. We do so by considering the travel time
as a function of maximum velocity, the number of lanes, the arrival rate, and the
percentage of trucks. To include the percentage of trucks as a control parameter,
we require a multi-class MFD; note that this multi-class setting is covered in
Example 2.3.3. We first present our experimental setup for our illustration, and
then present the numerical results. We finish this section by discussing several
extensions.
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3.5.1 Experimental setup

We take the two-class MFD from [31], which gives the joint flow of both vehicle
classes as a function of their respective densities. Here vehicles from the second
class are longer, and thus take more space than vehicles from the first class, and
have a lower velocity. We refer to, e.g., Example 2.3.3 for more background. We
refer to vehicles of class 1 as cars and to vehicles of class 2 as trucks. As parameters,
we take those used in the numerical experiments of [31], with a kilometer taken as
unit length. More precisely, we take v f

1 = 108 km/h, v f
2 = 79.2 km/h, vc = 61.2 km/h,

L1 = 0.0065 km, L2 = 0.0165 km, N = 3 lanes, and β = 0.25 as a parameter
distinguishing the so-called free-flow and congestion regime. These parameters are
our ‘base set’, that is, we use the above values when the parameter is not a control
parameter.

In our experiment we consider a road segment of d = 10 cells, each of length
1 km. Unless we specifically study the impact of the arrival rate λ, we take
λ = λ1 + λ2 = 1200 veh/h. In this scenario, the road segment is moderately loaded,
but clearly the experiments in this section can also be performed if the congestion
level is higher. The fraction of trucks is denoted by b ∈ [0, 1], and is taken as 0.2
(unless we specifically study its impact), so that λ1 = (1−b)λ and λ2 = bλ. Moreover,
for the boundary condition at cell 10, we take νi equal to 2/3 times the maximum
possible flow for vehicle class i, i ∈ {1, 2}.

Using our approximations we evaluate the mean and standard deviation of the
travel-time distribution for the entire segment, i.e., the time that it takes a vehicle
that just entered cell 1, to depart from cell 10. In our experiment we consider the
evolution of the system, starting from its stationary mean at time 0 (but, evidently,
any other situation could be considered as well). The travel-time distribution is
computed by evaluating (3.6), for i = 1, k = 9 and for 1001 equidistant times in
[0, 1400], measured in seconds.

In our experiments we focus on the following control parameters:

◦ We first study the impact of the maximum velocities, i.e., v f
1 and v f

2 . We vary
them between [50.4, 118.8] km/h, corresponding to velocities between 14 and
33 m/s. In addition, the maximum velocity of trucks is bounded at 79.2 km/h.

◦ In the second place, we assess the impact of the number of lanes N, for
which we take values in {1, 2, 3, 4, 5}. The number of lanes is an offline control
parameter, with the purpose of creating more room for vehicles, to reduce the
congestion level.

◦ Thirdly, we evaluate the impact of the arrival rate λ, which we vary between
1000 and 4800, using b to compute the arrival rates for cars and trucks. Insight
into this sensitivity can be used in, e.g., ramp-metering; cf. for instance [129].
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Figure 3.10. Mean (E[T1,10(0)]) and standard deviation (σT1,10 (0)) of the
approximation to the travel-time distribution, plotted as function of v f

(the free-flow velocity), for b = 0.2 (left), b = 0.1 (middle) and b = 0.05
(right).

◦ Last, we study the impact of b itself, for which we take values in {0.05, 0.1, 0.2},
and for each of these values we perform all three other experiments. These
experiments shed light on the impact of the traffic mix (e.g., an increase of the
fraction of vehicles that are trucks) on the performance metric of interest.

3.5.2 Results of control experiments

We now present the results of the above control experiments. We present the results
for the three control parameters (maximum velocity, number of lanes, and arrival
rates) by plotting the mean and standard deviation of the travel-time distribution
as a function of this control parameter, with a separate figure for each value of b.

We first focus on the impact of the maximum velocity. Figure 3.10 shows the
mean and standard deviation of the travel time as a function of the maximum
velocity. As expected, the mean and the standard deviation are non-increasing,
with the mean being hardly affected by b. The standard deviation of the number of
cars (trucks) is decreasing (increasing) in b: when there are more vehicles involved
there is more averaging, such that the variance goes down, and vice versa.
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Figure 3.11. Mean (E[T1,10(0)]) and standard deviation (σT1,10 (0)) of the
approximation to the travel-time distribution, plotted as function of N
(the number of lanes), for b = 0.2 (left), b = 0.1 (middle) and b = 0.05
(right).

Then we consider the impact of the number of lanes; see Figure 3.11. When
N is already relatively large, the effect of adding an extra lane is modest. This is
mainly due to the fact that when there is enough space, vehicles drive at their
maximum velocity (which is an intrinsic feature of the model). In addition, the mean
is just very mildly affected by b, whereas the standard deviation does substantially
decrease in b.

Then we focus in Figure 3.12 on the impact of the arrival rates. The mean
travel-time increases when λ increases, which is due to the segment becoming more
congested when the arrival rates increases. In addition, the standard deviation is
decreasing, which could be explained by the fact that the vehicles drive at lower
velocities, and thus create less variability in the travel time. In the upper-right
figure, there is a small discrepancy close to zero in the curve for the trucks. This
is due to the standard deviation of the travel-time distribution being too large so
that there is a significant amount of probability mass below zero (being an artifact
of the Gaussian approximation). We corrected for this by only considering the
probability mass on the positive part of the distribution’s domain and normalizing
the corresponding probabilities so that they sum to one. The discrepancy remains



3 The design and control of transport networks 74

1000 2500 4000
60
80

100
120
140
160

λ (veh/h)

E[
T 1

,1
0(

0)
](

s)

Cars
Trucks

1000 2500 4000
60
80

100
120
140
160

λ (veh/h)
E[

T 1
,1

0(
0)

](
s)

Cars
Trucks

1000 2500 4000
60
80

100
120
140
160

λ (veh/h)

E[
T 1

,1
0(

0)
](

s)

Cars
Trucks

1000 2500 4000
10

30

50

70

λ (veh/h)

σ
T 1
,1

0
(0

)(
s)

Cars
Trucks

1000 2500 4000
10

30

50

70

λ (veh/h)

σ
T 1
,1

0
(0

)(
s)

Cars
Trucks

1000 2500 4000
10

30

50

70

λ (veh/h)
σ

T 1
,1

0
(0

)(
s)

Cars
Trucks

Figure 3.12. Mean (E[T1,10(0)]) and standard deviation (σT1,10 (0)) of the
approximation to the travel-time distribution, plotted as function of λ
(the arrival rate), for b = 0.2 (left), b = 0.1 (middle) and b = 0.05 (right).

however, but can, for practical applications, be remedied by fitting a curve that
matches the functional form of the other curves.

3.5.3 Extensions

We now provide a number of extensions of the above experimental setup.

◦ In the above experiment, we varied the maximum velocity over an entire
segment. However, this experiment can be easily adapted to a setup in which
we vary the maximum velocity of only a subset of the cells. This is particularly
useful, for instance, when evaluating by how much the maximum velocity
should be reduced in case of a traffic jam, and what its impact is on parts of
the network where the maximum velocity is not reduced.

◦ In our experiments we chose the travel-time distribution as the performance
metric of interest. Clearly, different performance metrics can be considered,
relating to, e.g., congestion, pollution, and emission. In addition, stationary
performance measures, as discussed in Section 3.3, could be evaluated.

◦ There are more control parameters than the ones we considered. For instance,
the modeling framework from Chapter 2 can easily handle varying the per-cell
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MFD (or, more precisely, the discrete flux-function), so as to quantify the effect
of, e.g., geometric features of the road.

◦ Finally, with respect to control, one could say that our approach is to a large
extent future-proof. If, for instance, autonomous vehicles are introduced in
today’s traffic structure, then these are potentially controlled by artificial
intelligence, which, together with interactions with non-autonomous vehicles,
inherently leads to stochastic behavior. Therefore, stochastic models will still
be required, but with an adapted shape of the MFD, and with autonomous
vehicles included as a specific vehicle type.

As a final remark, we want to emphasize that for all control measures and
extensions discussed in this section, their implementation in the model amounts to
an adaptation of (some of) the discrete flux-functions, and/or a change in the model
parameters. Therefore, with the methodology that we use it is possible, and in
fact quite simple, to evaluate the impact of several implemented control measures
simultaneously, instead of quantifying the impact of single control measures in
isolation.

3.6 A network example

In this section we illustrate the use of Gaussian approximations in a network
setting. We do so using an example network that is detailed enough to cover all
relevant features: there is merging and diverging behavior of traffic, with arrivals
and departures at the boundary of the network. We work with a relatively small
structure, so as to present the underlying principles as cleanly as possible. In this
respect, we stress that the same methodology can be used to assess any network
topology, under the proviso that one is able to solve the spatial Riemann problems
that correspond to the used MFD, yielding the required discrete flux-function.
Importantly, these Riemann problems can be restricted to the case where two cells
merge into one cell, and the case where one cell diverges into two cells, as with
these two ‘building blocks’ any network topology can be constructed, cf. [40, Figs. 2
and 3]. For the precise description of the underlying construction, including the
solution of the Riemann problems pertaining to the Daganzo MFD that we will be
using in this section, we refer to [40].

Figure 3.13 visualizes the network we work with in this section. There are six
roads, denoted r1 up to r6, where road k consists of dk ∈ N cells. Vehicles arrive at a
cell in front of r1 at rate λ, from which they enter the first cell of r1. From the last
cell of r1, traffic diverges into the first cells of r2 and r4, from which it propagates
into these roads. At the last cell of r2, traffic either goes into r3 or to an auxiliary cell
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Figure 3.13. Schematic representation of the network, consisting of 6 roads
ri between circular nodes, with di ∈ N cells per road, i ∈ {1, . . . , 6}. Arrows
with label λ or ν are, respectively, cells with arrivals and departures.

from which it leaves the network. The same applies to vehicles leaving the last cell
of r4, where traffic goes into r5 or leaves via an auxiliary cell. From the last cells of
r3 and r5, vehicles merge into the first cell of r6. Vehicles then propagate until the
last cell of r6, from where they enter an auxiliary cell from where they leave the
network. At any cell where vehicles potentially leave, we let the rate of leaving be
bounded by ν. The padding cells in front of r1 as well as after r2, r4, and r6 have
been added to ensure that in no cell merging or diverging simultaneously occurs
with arrivals and departures.

In our setup, we let vehicles diverge according to a fixed routing probability,
as in [40, Section 3.3]. In our network traffic diverges at the ends of r1, r2 and r4.
Denote by p12 the probability of traffic from r1 being routed onto r2, so that the
probability of being routed onto r4 is p14 := 1 − p12. The probabilities p23 and p45 are
defined in an analogous manner. There is one point in the network where streams
merge: at the last cells of r3 and r5, before vehicles are routed onto r6. When the
first cell of road 6 cannot accommodate the flows resulting from the last cells of
r3 and r5, the parameter p36 provides the fraction of available capacity allocated
to vehicles stemming from r3 that can enter the first cell of r6 (with the remainder
p56 := 1 − p36 being allocated to vehicles stemming from r5).

Importantly, in principle all parameters can be chosen different from each
another, and in addition time-dependent. However, as our experiments are primarily
intended to demonstrate our approach, we consider a relatively simple instance. In
particular, we take time-independent parameters, and use the same ν at each exit.
Moreover, we can work with cell-specific discrete flux-functions, thus facilitating
assessing the effect of, for instance, speed limits in specific cells.
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Figure 3.14. Mean and variance of vehicle density, in the symmetric setting,
for cells 1 and 5 of r1, r2 and r4, for t ∈ [0, 1000].

3.6.1 Symmetric example

To demonstrate our approach, we start by considering a symmetric setting. We
denote the parameters of cell i at road k by a subscript i and superscript k. In
particular, the length of cell i at road k is denoted `(k)

i , which in our experiments we
take equal to 1 km, for i ∈ {1, . . . , dk}, k ∈ {1, . . . , 6}. We extend the notation for the
vehicle density ρi(·) in a similar way to ρ(k)

i (·).

We choose our parameters such that the paths r1 → r2 → r3 → r6 and
r1 → r4 → r5 → r6 are equally used: we take p12 = p36 = 1/2, and p23 = p45 = 3/4.
The other parameters are λ = 1800 veh/h, ν = 900 veh/h. We let each road k consist
of dk = 5 cells. For the discrete flux-function, we let, for all cells on all roads, v f = 80
km/h, w = 20 km/h, ρmax = 108 veh/km, qmax = 1800 veh/h.

In Figures 3.14 and 3.15 we have plotted the mean of our Gaussian approx-
imation corresponding to the vehicle densities ρ(k)

i , for the first and last cells of
the segments (i.e., i ∈ 1, 5) and all roads (i.e., k ∈ {1, . . . , 6}). In addition we show
the confidence intervals (whose widths amount to two standard deviations) on
the time interval [0, 1000]. In this example we have started from an empty system,
but any other starting condition can be dealt with analogously. The mean and
standard deviation are found by solving the differential equations that are the
network counterpart of (3.3). Observe from the graphs how for each rk, cell 5 lags
behind cell 1 in terms of the build-up of the vehicle density, showing the principle
of forward-propagation in this network context. Also note how the mean traffic
density ρ(1)

5 (·) is correctly divided (according to p12 = 1
2 ) into two equal parts, with

the variance being proportionally split as well. We in addition observe that some
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Figure 3.15. Mean and variance of vehicle density, in the symmetric setting,
for cells 1 and 5 of r3, r5 and r6, for t ∈ [0, 1000].

traffic is departing the system after leaving cell 5 of r2 (and cell 5 of r4), as can be
seen by comparing ρ(2)

5 (·) to ρ(3)
1 (·).

Figures 3.16 and 3.17 show the results of the same experiment, but now on the
time interval [0, 5400]. They show the backpressure that is being exerted throughout
the network, starting at the end of r6. Moreover, the symmetry of ρ(3)

5 (·) and ρ(5)
5 (·)

shows the correct merging behavior: both roads get equal priority, so that capacity
in the first cell or r6 is equally split.

Summarizing, our experiments illustrate that, in our network context, the
model is capable of reproducing the proper characteristics. At any point in time,
we have the mean and standard deviation of the vehicle densities corresponding to
the individual cells, but in addition one can evaluate all covariances (both in the
spatial and the temporal sense, that is). As stressed before, having access to these
quantities enables the evaluation of a broad range of performance metrics, thus
supporting the assessment of the efficacy of various control measures.

3.6.2 Non-symmetric example

We proceed by an example featuring a non-symmetric network. It shows how one
can use the Gaussian approximation to properly quantify the impact of a change
in the parameters. We take the network studied in the previous subsection, but
we change the maximum velocities of r2, r3, r4, and r5, while varying the routing
probability p12. More precisely, we increase the maximum velocity of r2 and r3 to
100 km/h, whereas we lower the maximum velocity of r4 and r5 to 60 km/h. For
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Figure 3.16. Mean and variance of vehicle density, in the symmetric setting,
for cells 1 and 5 of r1, r2 and r4, for t ∈ [0, 5400].

these settings, we evaluate the system state for t ∈ [0, 5400], measured in seconds,
for p12 ∈ {0.25, 0.5, 0.75}, again starting with an empty network at time 0.

Both the maximum velocity and the routing probability can be considered as
control parameters; regarding the latter, realize that drivers’ routing decisions can
be influenced by route-selection software. In a practical setting, one wishes to select
the values of the control parameters that optimize a certain objective function,
often under some constraints. If one is in a situation in which the objective function
can be expressed in terms of the joint vehicle density distribution, one can use
our Gaussian methodology to evaluate an approximation of the objective function,
which can then be optimized over the control parameter space.

Figure 3.18 shows, for p12 = 0.5, the mean vehicle density of cells 1 and
5 of r6, on [0, 5400], together with a confidence interval (which is again two
standard deviations wide). For p12 = 0.25 and p12 = 0.75 we obtain almost identical
figures, so we have omitted those. Figure 3.19 correspond to cell 5 of r3 and r5,
with p12 ∈ {0.25, 0.5, 0.75}.

As expected, when increasing p12, the vehicle density on r3 increases and the
vehicle density on r5 decreases. By comparing the top left and bottom right figure,
one sees that the maximum velocity has an effect on vehicle densities as well: when
lowering the maximum velocity, the vehicle density increases. This can also be
seen, however less clearly, by comparing the top right and bottom left figures, and
the figures in the middle column.

Another interesting phenomenon is the onset of congestion, due to backpres-
sure from cell 1 in r6. The time of this onset can be controlled for r3 and r5, but also
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Figure 3.17. Mean and variance of vehicle density, in the symmetric setting,
for cells 1 and 5 of r3, r5 and r6, for t ∈ [0, 5400].

the intensity at which the level of congestion increases, which can be seen from
comparing the figures for r3 with p12 = 0.5 and p12 = 0.75 (and similarly for r5 with
p12 = 0.25 and p12 = 0.5).

Suppose, for instance, that one wishes to minimize the amount of carbon-
dioxide emitted by vehicles (which increases in the vehicles’ velocities), but at
the same time the throughput (which also increases with maximum velocity,
but relatively slowly) is to be maximized. For any weight assigned to these two
opposite effects, with our approximation one can select the values of p12 and the
maximum velocities that optimize the resulting objective function. Because we
have an approximation of the full distribution of the vehicle densities, our objective
function does not necessarily contain mean values only, but can also contain higher
moments (and therefore standard deviations) and quantiles. For instance, in the
context of the above example, in case one wishes to work with a conservative
estimate of the carbon-dioxide emission, one can use its, say, 95th percentile.

3.7 Concluding remarks

In this chapter, we have demonstrated how the Gaussian process approximation that
was developed in Chapter 2 can be used for the purposes of designing transportation
networks and controlling vehicular traffic flows. With a comprehensive analysis of a
historical dataset, we have shown that the joint per-cell vehicle density distribution
is well approximated by a multivariate Gaussian distribution. In addition, with
various examples, we have illustrated the potential of the Gaussian methodology
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Figure 3.18. Mean and variance of vehicle density, in the non-symmetric
setting with p12 = 0.5, for cells 1 and 5 of r6, for t ∈ [0, 5400].
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Figure 3.19. Mean and variance of vehicle density, in the non-symmetric
setting with p12 = 0.25 (left column), p12 = 0.5 (middle column) and
p12 = 0.75 (right column), for cell 5 of r3 (upper row) and r5 (lower row),
for t ∈ [0, 5400].

for applications in design and control. These examples include (i) the evaluation
of steady-state performance measures, (ii) route choice based on stochastic travel
times, (iii) various traffic control mechanisms, and (iv) Gaussian approximations in
a network setting, but clearly various other applications can be thought of. The
experiments implicitly highlight the appropriateness of our stochastic traffic model
over a deterministic counterpart.

This research can be continued in various directions. From an application
point of view, the demonstrated methodologies can be used in various other
design-related issues, e.g., evaluating the performance of various network layouts.
Moreover, they can be used to develop control algorithms that aim at using
real-time information to improve efficiency. In addition, while we can make
the methodology work for networks of intermediate size, we could explore the
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computational challenges that arise in relation to the numerical evaluation for
large-scale networks.

In terms of more theoretical research themes, there are several promising
directions as well. As argued in Section 3.3.3, integrals of ρ(·) are relevant in the
context of transient performance measures. Noticing now that an integral of a
Gaussian process is itself a Gaussian process, one can set up a framework for
Gaussian approximations of transient performance measures. In addition, one
could focus on developing route-selection algorithms with non-standard cost
functions (such as a given percentile of the travel-time distribution, or the mean
travel time increased by a given multiple of the corresponding standard deviation).
Finally, one could aim at applying our scaling methodology to microscopic or
mesoscopic stochastic models, which lend themselves better for describing the
specific dynamics of urban environments, e.g., in networks featuring relatively
many intersections.



4 A roundabout model with on-ramp queues: exact
results and scaling approximations

Summary
In this chapter, we contribute to the class of microscopic models by introducing a
general stochastic cellular automaton model of a single-lane roundabout. Import-
antly, the model does not oversimplify the dynamics of traffic on roundabouts,
while remaining tractable. In particular, the model allows for stationary analysis,
results on the dependencies between parts of the roundabout and the queue
distribution, and scaling limit results. To verify the scaling limit statements, we
develop a novel way to assess convergence in distribution empirically.

4.1 Introduction

Over the past decades, a broad class of models has been proposed to better
understand and control traffic streams in road traffic networks. This has led to
mathematical models that help shed light on the properties of the underlying
traffic dynamics. In particular, these models allow for studying the influence of
the model’s parameters, which in turn allows for developing effective design and
control rules. For reviews on traffic flow theory, see, e.g., [112, 163], and for cellular
automata models used in this area, see [111]. In the literature on traffic flows, most
mathematical analyses are done for road segments and several forms of intersection
traffic control, i.e., signalized intersections and unsignalized intersections with or
without priorities.

Roundabouts are a type of intersection that is notoriously hard to analyze
mathematically. Fouladvand et al. [58] study the delay experienced by traffic
on roundabouts in relation to their geometry by simulating a stochastic cellular
automata model. Wang and Ruskin [165], Wang and Liu [164], and Belz et al. [8]
study the capacity of cellular automata roundabout models incorporating the traffic
behavior of individual cars in a more sophisticated manner. In these models, the
analysis focuses on the relationship between the circulating flow, and the capacity of
an entry road at the roundabout. The conclusions are primarily based on simulation
results, and hence do not provide explicit insight into, e.g., the way the system
parameters affect the capacity or delay.

In addition, there are a number of analytical papers studying the relationship
between circulating flow and capacity at an entry road. For example, Flannery et
al. [55, 56] have obtained an analytical approximation of this relationship based
on earlier work for unsignalized intersections by Tanner [158] and Heidemann
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and Wegmann [74]. For these results, vehicles are assumed to be separated by i.i.d.
distributed gaps, so that on-ramps can be modeled as M/G/1 queues. However,
this approach studies queues in isolation, and ignores the interaction of on-ramps
being connected to a circular ring. Finally, in a recent paper, Foulaadvand et al. [57]
derive exact stationary densities for the occupation of a roundabout, with traffic
motion modeled by the totally asymmetric exclusion process, but, importantly,
without queueing at the entry roads.

Summarizing, many studies are based on simulation models or regression
analyses [73, Ch. 21], thus not providing direct insight into the impact of the
model parameters. On the other hand, analytical studies tend to study parts
of the roundabout in isolation, ignoring characteristic geometric properties of
roundabouts. The primary contribution in this chapter is a single-lane roundabout
model that (1) is still analytically tractable, and (2) still contains the detailed
geometric properties of the underlying system. More specifically, we set up a
model in which we succeed to derive (a) an exact marginal stationary distribution
for the occupation of the roundabout; (b) results on the dependencies between
parts of the roundabout, and on the queue distribution; (c) scaling limits for the
occupation of the roundabout and the states of the queues. Our results lead to a
better understanding of traffic dynamics on roundabouts, and, in particular, of the
effects of model parameters on performance. As a consequence, our findings have
evident application potential when setting up procedures for design and control. A
second main contribution relates to the verification of properties (b) and (c) above,
for which we rely on simulation: we develop a novel procedure to statistically
assess convergence in distribution.

The outline of this chapter is as follows. In Section 4.2, we introduce the
model. In Section 4.3, we identify the exact marginal stationary distribution for
the occupation of the roundabout, and discuss why it is difficult to derive further
analytic results. Our methods, which are used in later sections, are explained in
Section 4.4. Section 4.5 contains results on intrinsic model properties, whereas in
Sections 4.6 and 4.7 we study scaling results.

4.2 Model description

The model we consider is a road traffic model for a roundabout with (on-ramp)
queues at the points of entrance onto the roundabout. The exit point of a car from
the roundabout is random and depends on its point of entry. The roundabout is
modeled as a stretch of road consisting of L cells numbered 1, . . . ,L, which we
assume to be arranged in a circle, so that cell 1 is adjacent to cell L. Making use
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of this circularity, we will also use the index L + i to refer to cell i, for 1 ≤ i ≤ L, to
simplify notation. Each cell can contain at most one car, and to keep track of the
cars on the roundabout, we attach the state space {0, 1, . . . ,L} to each cell: state 0
indicates that a cell is vacant, and a state j ∈ {1, . . . ,L} indicates that the cell is
occupied by a car that entered the roundabout at cell j. For ease of reference, we
will also say that a cell is occupied by a car of type j if the state of the cell is j.

The main characteristics of the evolution of our stochastic system are the
following. To model how cars get onto the roundabout, we assume that there is
an on-ramp queue in front of each cell i. At every time step, a new car arrives
at the queue of cell i with probability pi ∈ [0, 1]. From this queue, in every time
step, a single car can move onto the roundabout, but only when cell i is empty.
If cell i is occupied by a car of type j at a specific moment in time, then with
probability qi j ∈ [0, 1] the car will leave the roundabout in the next time step (and
otherwise it moves to the next cell). The fact that the probability qi j depends on j
reflects that, in general, the position where a car leaves the roundabout can depend
on where it entered. Note that by setting pi = 0 or qi j = 0 we can remove on-ramps
and off-ramps from the system, and thus flexibly model their position.

Now that we have sketched the main principles behind our model, we proceed
by providing a more precise account of the dynamics. A key feature of the model is
that the update rules (given in detail below) are local, meaning that at each time
step, we can consider what happens at each of the cells of the model independently,
and then update all the local states in parallel (in accordance with the cellular
automata paradigm). Thus it suffices to describe what happens at a single cell and
the corresponding queue. We distinguish between the following cases:

Case 1: cell i and queue i are both empty. In this case, if no new car arrives at cell i
(which happens with probability 1 − pi), then cell i + 1 and queue i will both be
empty at the next time step. Otherwise, the newly arrived car immediately enters
the roundabout and moves on to cell i + 1, meaning that cell i + 1 will be in state i
at the next time step, and queue i will still be empty.

Case 2: cell i is empty and queue i is not empty. In this case, the first car waiting in
queue i enters the roundabout and moves on to cell i + 1. Thus, cell i + 1 will be in
state i at the next time step, and the length of queue i will either decrease by one (if
no new car arrives at cell i), or otherwise stay the same.

Case 3: cell i is occupied by a car of type j. In this case, queue i is blocked, and
hence its length will stay the same if no new car arrives at cell i, or otherwise grow
by one. Meanwhile, the car of type j can decide to leave the roundabout (which it
does with probability qi j), in which case cell i + 1 will be empty at the next time
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step, or the car decides to drive on, in which case cell i + 1 will be in state j at the
next time step.

4.3 Preliminaries

The model under consideration is a discrete-time Markov chain, the state of which
is a vector describing the state of each cell and the length of each queue. We will
denote the Markov chain by X(·) = {X(t) : t ∈ Z+}. It is not difficult to see that X(·) is
irreducible and aperiodic, since with positive probability, by choosing the right
events, we can empty the system in a finite number of steps, keep it in the empty
state for an arbitrary number of steps, and then send it to any state we like in a
finite number of steps.

We say that the model is stable if the Markov chain X(·) is positive recurrent,
and hence has a unique stationary distribution. As our first result, we will now
show that, under the assumption of stability, the marginal stationary probability πi j

that a given cell i is in state j is given by

πi j =



p j
∏i+L−1

`= j+1 q̄` j

1 −∏L
`=1 q̄` j

, if 1 ≤ i ≤ j ≤ L,

p j
∏i−1

`= j+1 q̄` j

1 −∏L
`=1 q̄` j

, if 1 ≤ j < i ≤ L,

(4.1)

where q̄` j := 1 − q` j, and

πi0 = 1 −
L∑

j=1

πi j, 1 ≤ i ≤ L. (4.2)

Proposition 4.3.1 (Marginal stationary distribution). If the model is stable, then the
marginal stationary probability that cell i is in state j is given by (4.1)–(4.2).

Proof. Assume that the model is stable, and first consider the case that i and j
satisfy 1 ≤ j < i ≤ L. Then the probability that a car that enters the roundabout at
cell j will leave at cell i (potentially after first completing n ≥ 0 full circles on the
roundabout) is given by

qi j

i−1∏
`= j+1

q̄` j

∞∑
n=0

( L∏
`=1

q̄` j

)n

=
qi j

∏i−1
`= j+1 q̄` j

1 −∏L
`=1 q̄` j

.
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We conclude that this expression multiplied by p j is the rate at which cars arrive
that are of type j, and that intend to leave the roundabout at cell i. But if the model
is stable, then the rate at which such cars leave the system must be equal to πi jqi j,
where πi j denotes the marginal stationary probability that cell i contains a car of
type j. This proves (4.1) when j < i. The proof in the case 1 ≤ i ≤ j ≤ L is similar. �

Even though we now have an exact expression for the marginal stationary
distribution of the cells, the full joint stationary distribution of the Markov chain X(·)
cannot be found. In particular, the stationary distribution will not be the product
distribution of the marginals of the cells and queues. Indeed, consider the event
that queue i and cell i + 1 are both empty for some i ∈ {1, . . . ,L}. Then, one time unit
earlier queue i must have been empty, because otherwise, either queue i would
now still be non-empty, or a car from queue i would now be in cell i + 1. This shows
that there is a dependency in the model between adjacent cells and queues, ruling
out a standard product-form stationary distribution.

To conclude this section, we discuss the model’s stability condition. We have
shown above that when the model is stable, πi0 is the stationary probability at
which cell i is empty. Since cars arrive at cell i with probability pi, and can only
enter the roundabout when the cell is empty, it is conceivable that the model cannot
be stable if pi ≥ πi0 for some cell i. Conversely, one suspects that if pi < πi0 for all
cells i, then the cells will be vacant often enough to prevent the queue lengths
from growing arbitrarily large, and hence the model will be stable. We rigorously
prove both of these statements in Chapter 5. To be more precise, in Chapter 5, we
prove that the Markov chain X(·) is positive recurrent if and only if pi < πi0 for all
i ∈ {1, . . . ,L}. Throughout Sections 4.4–4.7, we therefore restrict ourselves to cases
where pi < πi0 for all i ∈ {1, . . . ,L}.

4.4 Methods

Since we do not have a closed-form expression for the joint stationary distribution,
we resort to finding approximations for the stationary distributions of cells and
queues. More specifically, in Section 4.2 we introduced the pi and qi j, which can
be seen as discrete profiles of arrival and departure probabilities (as a function of
the position i between 1 and L). In Section 4.4.1, we introduce their continuous
counterparts, so that for finite L, the pi and qi j are obtained as discretizations of
these continuum profiles. The continuous setting allows explicit analysis, with
which we can approximate our discrete model.
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Later in this chapter (in Sections 4.6 and 4.7) we state claims on, respectively,
the number of empty cells and total queue length for each section of the roundabout
in the regime L → ∞. To verify these claims from simulation experiments, we
develop a novel methodology, which is described in Section 4.4.2.

4.4.1 Continuum profiles and parameters

We proceed by introducing the continuum profiles of arrivals and departures. We
start with the arrivals. Let % : (0, 1] → R+ be an integrable function that satisfies∫ 1

0 %(x) dx = 1. For given L ∈ Z+, θ > 0, and i ∈ {1, . . . ,L}, we set

pi ≡ pi(L) = θ

∫ (i+1)/L

i/L
%(x) dx.

This construction can be interpreted as follows. When taking the limit L→∞, the
circular stretch of road is mapped onto the unit interval (0, 1]. The parameter θ > 0
represents the total rate at which cars arrive at the roundabout, and for a given
interval (u, v] ⊂ (0, 1],

∫ v

u %(x) dx represents the rate at which cars arrive in that
interval. Informally, for L large, pi is roughly proportional to L−1. Note that in this
setup, the arrival rate over every segment of the roundabout is invariant in L.

To describe the continuum profile for the departures, we introduce a family
(Fx(·))x∈(0,1] of cumulative distribution functions on [0, 1] (which are non-decreasing
with Fx(0) = 0), and denote by Fc

x(·) ≡ 1 − Fx(·) their complementary distribution
functions. The idea is that in the limit L→∞, Fc

x(u) represents the probability that
a car that enters the roundabout at point x, travels at least a distance u along the
roundabout before leaving. For each finite L ∈ Z+ and i, j ∈ {1, . . . ,L}, we now set

qi j ≡ qi j(L) =



1 −
Fc

j/L((i − j + 1)/L)

Fc
j/L((i − j)/L)

, i ≥ j;

1 −
Fc

j/L((L + i − j + 1)/L)

Fc
j/L((L + i − j)/L)

, i < j.

Since we interpret F j/L as the distribution function of the driving distance for
cars arriving at j/L, 1− qi j(L) for i ≥ j can be seen as the conditional probability that
such a car drives at least distance (i− j + 1)/L on the roundabout, given that the car
has driven distance (i − j)/L, and similarly for i < j. Hence the above definition of
the qi j guarantees that the distribution of driving distance of cars remains invariant
in L. We further assume that Fc

x is piecewise continuous as a function of x, meaning



4.4 Methods 89

that cars that arrive at roughly the same place on the roundabout, also have roughly
the same distribution of driving distance. This condition is natural, and guarantees
the existence of limL→∞ πduLe,0.

To summarize: for given % and a family of Fx, we obtain a sequence of models
in L, which can be viewed as discrete representations of the same roundabout. In
the remainder of this chapter, we consider two specific cases of continuum profiles
and the discrete models they produce for different values of L, in order to support
the claims we make in Sections 4.5, 4.6, and 4.7.

Most of the arguments by which we arrive at our claims are based on the
symmetric case where pi = p ∈ (0, 1) and qi j = q ∈ (0, 1) for each i, j ∈ {1, . . . ,L}. We
therefore choose a parameter setting in this symmetric case such that πi0 > pi. More
specifically, we choose %(x) = 1 with θ = 1, and Fc

x(u) = exp(−2u) for each x ∈ (0, 1],
so that for finite L we have p(L) = 1/L and q(L) = 1 − exp(−2/L). We refer to this
choice as the homogeneous setting or homogeneous case.

To illustrate that our claims are also supported in a realistic non-homogeneous
case, we use an example from [73, Ch. 21], namely Example Problem 1. This example
describes a roundabout with four on/off-ramps, and gives for each on-ramp (1)
the number of arrivals per hour, and (2) the fraction of arriving cars that depart
via each of the four off-ramps. To choose a % and family of Fx that correspond
to this example, we start by calibrating a finite L model that has a realistic size.
Using the calibration in [8, Section 3.1], we take the length of each cell to be about
7 meters and our time steps to be 1 second, and find that L = 20 is a suitable
choice. The resulting model has geometric features and car velocities that match
the realistic ones described in [73] and [2]. We let the on/off-ramps be located at
cells i = 1, 6, 11, 16, meaning that only these cells will have non-zero arrival and
departure probabilities, while we set the remaining pi and qi j to zero. We calculate
the arrival probabilities pi at the four on-ramps from the given number of arrivals
per hour in the example problem. The departure probabilities qi j are analogously
obtained from the given fractions of arriving cars that depart via the off-ramps.
The latter requires that we first fix the probability

∏L
`=1 q̄` j that a car completes a

full circle on the roundabout. We set this probability equal to 1% for every type of
car, and then determine the qi j to reproduce the departure behavior of the example.

Now that we have the pi and qi j for L = 20, we can choose our continuum
profiles % and Fx accordingly. Recall that we map the full roundabout to the interval
(0, 1], so that for L = 20, each cell corresponds to an interval of length 0.05. We
further split each of the four cells i = 1, 6, 11, 16 into two halves, where the half that
is adjacent to the previous cell corresponds to the off-ramp of the cell, and the other
half to the on-ramp. We now choose % proportional to pi at the on-ramps and zero
elsewhere, and we choose θ =

∑20
i=1 pi, so that for L = 20, integration of % gives us
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Figure 4.1. Graphs of Fc
x for x ∈ (0.025, 0.05], and of %, in the heterogeneous

setting.

the correct pi. As for the departure profiles, we choose the Fc
x to be exponentially

decreasing at the off-ramps in analogy with the homogeneous case, and constant in
between. Here, the rate of the exponential decrease is chosen such that we obtain
the correct qi j for L = 20. In Figure 4.1 we have plotted the resulting profiles % and a
representative from the family (Fc

x)x∈(0.025,0.05] for illustration. We refer to the profiles
% and Fx thus obtained as the heterogeneous setting or heterogeneous case. We stress
that, although these profiles were calibrated for L = 20, we use the same % and Fx

in our simulations of the heterogeneous case for other values of L.

In the remainder of this chapter, we present various claims about the model. We
cannot prove these claims, as we lack an analytic expression for the joint stationary
distribution. Instead, we will support our claims using simulation in combination
with statistical evidence. We throughout use the following structure: first, we state
the claim and give intuition behind it based on properties of the model, then we
describe an experiment by which we aim to support the claim, provide our support,
and finally, we draw our conclusions. In each simulation experiment, we initialize
(1) the cells according to the marginal stationary probabilities πi j, and (2) the queues
empty. We then let the system run for 4L units of time, as we have observed that
this is a sufficiently long time interval to safely assume the system has entered the
stationary regime.

4.4.2 Supporting Convergence in Distribution Statistically

In Section 4.6, we consider the number of empty cells on a segment, for a sequence
of models in L that we obtain from the continuous arrival and departure profiles, as
explained in the previous section. Among other things, we claim that this quantity
converges in distribution to a normal random variable as L→∞. To empirically



4.4 Methods 91

verify this claim, we use two methods. The first, which is classical, is to show
that the (empirical) distribution functions converge pointwise. The second uses
statistical tests and is, to the best knowledge of the author, a novel method to
numerically support convergence in distribution. We explain the second method in
this section.

For our explanation, we consider the situation where {ξL}L is a sequence of
random variables that converge in distribution to a N(µ, σ2) random variable. In
our method, we use the chi-squared goodness-of-fit test with a confidence level
equal to 0.99. We take 10 bins, the boundaries of which are chosen such that every
bin contains 10% of the probability mass of the N(µ, σ2) distribution.

The naive idea for testing convergence to a normal distribution would be to
take L large, and apply the χ2-test with the (L-dependent) hypotheses

H0(L) : ξL
d
= N(µ, σ2);

H1(L) : ξL
d
, N(µ, σ2).

(4.3)

However, a χ2-test with these hypotheses does not give useful information on
convergence because, in practice, one expects that ξL does not have a N(µ, σ2)
distribution for finite L. Therefore, one will always reject H0(L) if the sample size
is large enough. The underlying issue is of course that to support convergence
in distribution, it is not sufficient to consider a single ξL, but one has to consider
the full sequence. Our method exploits the fact that we can always reject H0(L) by
increasing the sample size. The basic idea is that we compare the sample sizes M(L)
for which we first reject H0(L). If ξL converges in distribution, M(L) should diverge
to∞with L.

To put this idea into practice, we start our procedure by drawing a sample of 50
independent copies of ξL. We perform the chi-squared test for goodness-of-fit, with
the hypotheses as in (4.3), which is significant for 50 samples (taking into account
the expected counts in each bin). If we reject H0(L), we set M(L) = 50; otherwise, we
add another independent copy of ξL to our sample, and perform the chi-squared
test again. We keep adding independent copies of ξL until we reject H0(L), at which
point we record the size of our sample M(L). Note that M(L) is itself a random
variable, so we run this procedure multiple times to estimate the mean EM(L).
Finally, we use linear regression to test whether EM(L) increases like a power law
with L, which implies that as L→∞, a diverging number of samples is required to
reject H0(L), thus supporting convergence in distribution.

Our method can, in theory, be applied to every limiting distribution with a set
of hypotheses as in (4.3), using any goodness-of-fit test. For practical applications,
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however, one has to be able to compute an estimate of EM(L). For instance, in
Section 4.7, we claim convergence in distribution of the total queue length on a
segment to a Poisson random variable. There is, however, no statistical test that
is powerful enough to distinguish the specific alternative distribution that we are
considering. Therefore, one has to use a huge sample size M(L) to reject H0(L), even
for small L, which makes estimating the EM(L) computationally infeasible in this
particular case.

4.5 Model properties

In this section, we study the spatial correlations and marginal queue distributions
of our model in the finite L regime in equilibrium. Our results also provide
information about the behavior in the regime L → ∞, which we study in more
detail in Sections 4.6 and 4.7.

4.5.1 Spatial correlations

Our roundabout model can be seen as a system of particles moving over a one-
dimensional circular lattice. Moreover, the update rules are local, so that correlations
in the model arise via nearest-neighbor interactions. It is, therefore, conceivable that
the correlations decay geometrically in the distance between cells. To investigate
this idea, denote by Ci the state of cell i and by Qi the state of queue i in equilibrium.
In order for states of the cells to contribute symmetrically to the correlations, we let

C̃i := ((Ci − i) mod L) + 1

when Ci , 0, and C̃i := Ci if Ci = 0. Thus, C̃i measures the forward distance to the
cell where the car that occupies cell i entered the roundabout. Now, our claim is as
follows:

Claim 1. The correlation between the random variables C̃i and C̃i+k decreases in k for each
i ∈ {1, . . . ,L}, and is bounded above, uniformly in both i and L, by a function that decreases
geometrically with k. The same statement is true for the correlations between C̃i and Qi+k,
and for the correlations between Qi and Qi+k.

To support Claim 1 it is sufficient for the sample correlation to be geometrically
decreasing, starting from some distance k ≥ 1. To verify this, we estimate the
mean sample correlation coefficient between pairs of cells and/or queues, from a
sample of 100 correlation coefficients, each estimated from a simulated data set
of size 64 · 104. To analyze the decay of the, potentially negative, mean sample



4.5 Model properties 93

Corr. Corr. Corr.

p p p

0.00
0.25
0.50
0.75
1.00

 

cells queues

ce
lls

qu
eu

es

0.00
0.25
0.50
0.75
1.00

 

cells queues

ce
lls

qu
eu

es

0.00
0.25
0.50
0.75
1.00

 

cells queues

ce
lls

qu
eu

es

0.00
0.25
0.50
0.75
1.00

 

cells queues

ce
lls

qu
eu

es

0.00
0.25
0.50
0.75
1.00

 

cells queues

ce
lls

qu
eu

es

0.00
0.25
0.50
0.75
1.00

 

cells queues

ce
lls

qu
eu

es
Figure 4.2. Heatmaps of correlations (Corr.) on the top and corresponding
p-values (p) on the bottom, for the homogeneous case. From left to right
we have the heatmaps for L = 32, L = 64 and L = 128.

correlation coefficient on a log scale, we take the absolute value of the 100 samples
and consider their mean. We then verify that on a log scale, these mean absolute
sample correlations are bounded by a decreasing linear function. However, from
known results on the asymptotic distribution of the sample correlation [91, Example
10.6], we expect that the variance becomes constant as the correlation tends to zero.
As a consequence, in our experiment, the mean absolute sample correlation will
not be a good estimator of the absolute correlation when the correlation is small. To
ensure that our estimates are accurate, we therefore only consider points for which
the mean sample correlation is at least two standard errors (as determined from
the 100 samples) away from zero.

If the correlations do decay geometrically, cells and/or queues that are ‘suffi-
ciently far apart’ are approximately independent. To verify this, we also perform a
statistical test of independence. We use the statistic t = r

√
(n − 2)/(1 − r2), where

r is the correlation coefficient, and n is the sample size. For generally distributed
independent random variables and large n, the t statistic can be shown to have a
Student’s t distribution with n − 2 degrees of freedom [91, Section 26.20]. In our
experiment, we take n = 106 and use t to test whether the sample correlations are
significant. We aim to show that the correlations are significant over a constant
distance independent of L, thus further supporting the claim of geometric decay,
uniformly in L.
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Figure 4.3. Decay of correlations, on a log-scale, for the homogeneous case.
From left to right we have L = 32, L = 64 and L = 128. For clarity of the
figure, the graphs have been shifted horizontally by a small value.

Support (of Claim 1). We consider the homogeneous case first. In Figure 4.2 we
show heatmaps of the correlations and their corresponding p-values between cells
and queues for L = 32, 64, 128. Both axes represent a vector containing first the
cells, indexed from 1 through L, and then the queues, indexed from 1 through L.
First of all, notice that non-trivial correlations do exist, and that for each L they are
significant for certain pairs of cells and queues. This confirms that a product-form
stationary distribution does not apply, as pointed out earlier. However, we also
see that the dependence is not very strong, since (although they are significant
according to the p-values) the correlations between neighboring cells and/or queues
are small. Furthermore, we observe that p-values are only significant for correlations
between cells and queues that are at most (about) distance 10 away from each other.
This distance is more or less constant in L, which supports our claim that the rate
of the decay is uniform in L.

In Figure 4.3 we have plotted the mean absolute value of the sample correlations
between a cell/queue and neighboring downstream cells and/or queues, for L =

32, 64, 128 starting from distance k = 1, with the corresponding standard error
represented by error bars. We have tested for a linear relationship, by applying
linear regression, yielding R2 ≈ 0.99 for every line. We therefore deduce that the
decrease is linear, and we can conclude that the mean absolute correlations decay
geometrically. Furthermore, we see that the behavior is homogeneous in L. Based
on the above, we conclude that our experiments support Claim 1 numerically in
the homogeneous case.

For the heterogeneous case, we likewise present a set of heatmaps of the
correlations and their corresponding p-values in Figure 4.4. As some queues are by
construction empty in the heterogeneous case, their correlations are depicted in
gray in the heatmaps. As in the homogeneous case, the results of our simulations
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Figure 4.4. Heatmaps of correlations (Corr.) on the top and corresponding
p-values (p) on the bottom, for the heterogeneous case. From left to right
we have the heatmaps for L = 32, L = 64 and L = 128.

numerically support Claim 1. To analyze the decay of the correlations, we have
also plotted on a log scale, for the first four cells that are a distance L/8 apart from
each other, their mean absolute correlations with neighboring upstream cells, and
their standard errors, as a function of the distance; see Figure 4.5. We have applied
linear regression, which gave R2 ≈ 0.99 for every graph, except for the graph of cell
1 for L = 64, which has R2 ≈ 0.94. The results confirm a linear decay on a log scale.
Therefore, as in the homogeneous case, we find numerical support for Claim 1.

4.5.2 Queue distribution

A natural quantity to study is the (marginal) queue length distribution of the
system. Because of the dependencies in the system, one cannot derive the marginal
queue length distribution analytically; likewise, no mean-value analysis is possible
to capture the mean queue length. However, because of the weak dependence, one
would expect the queue distribution to approximately have a geometric tail. We,
therefore, claim the following:

Claim 2. All queues have marginal stationary distributions with a tail that is close to
geometric.
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Figure 4.5. Decay of correlations, on a log-scale, for the heterogeneous
case. From left to right we have L = 32, L = 64 and L = 128. For clarity of
the figure, the graphs have been shifted horizontally by a small value.

To verify Claim 2, we have simulated the roundabout for L = 256. To estimate
the tail of the queue distributions in a sample of size n = 106 sufficiently accurately,
we have to scale the pi by a factor α, in both the homogeneous and the heterogeneous
case. We choose α such that πi0(α) − αpi ≈ 0.1 for each 1 ≤ i ≤ L. From our data, we
estimate the marginal distributions of a set of queues with equal distance between
them, and analyze the tail.

Support (of Claim 2). The results in the homogeneous case are shown in Figure 4.6
(left), where λik on the vertical axis denotes the stationary probability of the event
that queue i has length k. The figure shows the distribution on a log scale along
with its regression line. The slight deviation from the linear relation for small k
shows that the distribution is not exactly geometric. However, we observe that the
tail is indeed geometric, as the plot is very close to the regression line and linear in
the tail, until the estimation errors kick in, thus confirming Claim 2.

For the heterogeneous case, Figure 4.6 (right) shows the results on a log scale.
That is, we have plotted the distribution of one queue in each of the four arrival
zones (i.e., the four on-ramps on the roundabout) for L = 256. The legend indicates
which queues are considered. We see that each distribution is close to a linear
decay on a log scale for k above, say, 4. For i = 205, there seems to be a small
deviation from a linear line in the tail of the distribution, though performing
linear regression yields an R2 equal to 0.9902. Thus the analysis indicates that, in
practice, the distribution can be considered as having geometrically vanishing tails,
supporting Claim 2.
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Figure 4.6. Marginal queue distribution on log scale for the homogeneous
case (left) and heterogeneous case (right), along with the best-fit line for
the homogeneous case.

4.6 Scaling limit for cells

In this section, we formulate claims about the stationary state of the cells in the
regime L→∞. More specifically, we claim that for each division of the roundabout
into segments, the occupation of these segments follows a joint Gaussian distribution
in the limit. This Gaussian limit provides an approximation to the stationary
distribution of the number of occupied cells, on every segment of the roundabout.
This knowledge is particularly useful when designing the roundabout; for instance,
a performance target could concern the maximum utilization of the roundabout.

We first introduce some notation. Let TL
k be the random variable that counts the

number of vacant cells up to cell k: with Ci the state of cell i, and δ jk the Kronecker
delta (i.e., δ jk = 1 if j = k, and δ jk = 0 if j , k),

TL
k :=

k∑
i=1

δCi,0.

Observe that this is a sum of 0-1 random variables with expectations πi0. For
x ∈ (0, 1], write πL(x) := πdxLe,0 and σ2

L(x) := πL(x)(1 − πL(x)). Put

s2
L :=

1
L

L∑
i=1

σ2
L(i/L) =

∫ 1

0
σ2

L(x) dx, sL ≥ 0,

and

tL
k :=

1
Ls2

L

k∑
i=1

σ2
L(i/L) =

1
s2

L

∫ k/L

0
σ2

L(x) dx.
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Figure 4.7. Graphs of dM
12(L) in the homogeneous case, along with their

best-fit line, for M ∈ {128, 256, 512, 1024}.

Now let TL : [0, 1]→ R be the random continuous function that is linear on each
interval [tL

k−1, t
L
k ], k = 1, . . . ,L, and has values

TL(tL
k ) =

TL
k − E(TL

k )√
Ls2

L

at the points of division. Then our claim is as follows:

Claim 3. As L→ ∞, TL converges in distribution to a time-inhomogeneous Brownian
motion T̂ on [0, 1] with the representation

T̂(t) =

∫ t

0
η(u) dBu,

interpreted as an Itô integral with respect to a standard Brownian motion B, where η is a
deterministic continuous function on [0, 1].

We write ‘time-inhomogeneous’, where obviously in this context ‘time’ refers
to the position on the roundabout.

Remark 4.6.1. Instead of counting vacant cells, one could also count cells containing
a car of a type between daLe and dbLe, for fixed a and b satisfying 0 < a < b ≤ 1. The
corresponding random continuous function again converges to a time-inhomogeneous
Brownian motion.

The intuition behind the claim is as follows. If the 0-1 variables in the definition
of TL

k were independent, TL would converge to standard Brownian motion by
an extension of Donsker’s theorem [13, Exercise 8.4]. Unfortunately, as stressed



4.6 Scaling limit for cells 99

before, the cells are not independent. However, we have seen in Section 4.5 that
the correlations between cells are geometrically decaying in the distance between
them, and that cells that are ‘sufficiently far apart’ are nearly independent. Hence,
one still expects convergence to a (time-inhomogeneous) Brownian motion.

In particular, we expect that non-overlapping increments of the random
function TL become asymptotically independent (as L grows). Moreover, since
the central limit theorem still holds for sequences of random variables that are
nearly independent when they are far away from another (e.g., see [12, Thm. 27.4]
for the stationary case), we expect that the increments converge in distribution to
zero-mean normal random variables.

As for the covariance matrix between increments, we expect first of all that

Var
(
TL(t)

)
=

1
Ls2

L

btLc∑
i=1

Var
(
δCi,0

)
+

2
Ls2

L

btLc∑
i=1

btLc∑
j=i+1

Cov
(
δCi,0, δC j,0

)
∼ btLc

L
+

2 btLc a(t)
L

→ t + 2ta(t),

where a(t) is a constant representing the row average of all correlations in the upper
triangular part of the correlation matrix. This sum should be finite because of the
geometric decay of correlations. Finally, we expect that the covariances between
increments converge to zero, since

Cov
(
TL(t) − TL(s),TL(s)

)
∼ 1

Ls2
L

Cov
( btLc∑

i=dsLe
δCi,0,

bsLc∑
j=0

δC j,0

)

∼ 1
L

btLc∑
i=dsLe

bsLc∑
j=0

ρCi,C j → 0.

Here, ∼ means that both sides have the same limit as L → ∞, ρC` ,Ck denotes the
correlation coefficient, and the limit is zero since the double sum in the third line is
of constant order in L by the geometric decay of correlations.

In view of the above, to support Claim 3, we aim to test (1) that increments
of TL become asymptotically independent as L→∞, and (2) that they converge in
distribution to zero-mean normal random variables.
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Figure 4.8. Graphs of maxkj dM
kj (L) in the heterogeneous case, along with

their best-fit line, for M ∈ {128, 256, 512, 1024}.

4.6.1 Independence of increments

To verify that the increments of TL become independent as L→∞, we compare the
joint distribution of two increments to the product distribution of the marginals.
We divide the roundabout of size L into four segments of equal length, and denote
the four increments of TL on these segments by IL

k , where k ∈ {1, 2, 3, 4} and the
superscript L indicates the dependence on L.

As a measure of the distance between the joint distribution of increments k
and j and the distribution one would have if these increments were independent,
we define

dM
kj (L) = sup

|A|=M

1
2

∑
a∈A

∣∣∣ fkj(a) − fk(a) f j(a)
∣∣∣, (4.4)

Here, the supremum is taken over sets A consisting of M distinct outcomes of the
random vector (IL

k , I
L
j ), fkj is the joint density of IL

k and IL
j , and fk and f j are the

respective marginal densities. We note that for a = (ak, a j) ∈ A, we interpret fk(a)
as fk(ak) and f j(a) as f j(a j). To ensure that the product sample space of IL

k and IL
j

has at least M elements, L must be large enough (to be precise, (L/4 + 1)2 ≥M). To
support Claim 3, we wish to empirically show that dM

kj (L)→ 0 for k , j as L→∞.

Note that if we replace the supremum in (4.4) by a supremum over sets A of
arbitrary size, then (4.4) becomes the total variation distance. That distance is not
suited for our purposes, because we have to estimate the densities in (4.4), and the
total estimation error grows faster than the total variation distance decreases. This
is why we restrict the sum to the M largest contributions in (4.4).

In our experiment, we take M ∈ {128, 256, 512, 1024} and evaluate dM
kj (L) by

estimating the densities fkj(a) and fk(a) using a simulated sample of size 106.
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Figure 4.9. Graph of dsup
1 (L), for N ∈ {1, 2, 4, 8}, for the homogeneous case.

Support (of Claim 3). We first consider the homogeneous case. Since neighboring
increments have a stronger dependence, as shown above, and because of symmetry,
the results of dM

12(L) are representative for all dM
kj (L). Figure 4.7 shows the estimated

dM
12(L) as a function of L on a log-log scale, together with the best-fit line. For every

M, we obtain an R2 between 0.78 and 0.92, and a negative slope. Thus we conclude
that for each M ∈ {128, 256, 512, 1024}, the estimated dM

12(L) decreases in L according
to a power law. This is sufficient to also conclude that dM

12(L)→ 0 as L→∞, which
supports our claim that the increments of TL become independent as L becomes
large.

For the heterogeneous case, we have plotted the distance maxkj dM
kj (L) (for

different M) in Figure 4.8. Our conclusions are the same as in the homogeneous
case.

4.6.2 Distribution of increments

We now focus on supporting the part of Claim 3 stating that the increments of TL

converge in distribution to a normal random variable. For this purpose, we divide
[0, 1] into N intervals of equal length. For fixed N, we denote the corresponding
increments of TL by IL

k , and their standard deviations by σL
k , where k ∈ {1, . . . ,N}.

Denote by tn−1 the cumulative distribution function of a t-distribution with n − 1
degrees of freedom.

We use the two methods described in Section 4.4.2. However, a complication is
that we do not know σL

k , and, therefore, do not have a complete description of the
limiting distribution. Hence, we slightly modify the two methods by considering
the random variables IL

k /σ̂
L
k , where σ̂L

k is the maximum-likelihood estimator for σL
k ,

estimated from a simulated sample of size n = 106. Claim 3 implies that, as L→∞,
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Figure 4.10. Graph of maxk dsup
k (L), for N ∈ {1, 2, 4, 8}, for the heterogen-

eous case.

IL
k /σ̂

L
k converges in distribution to a random variable that has distribution tn−1, and

it is this implication that we will support.

With our first experiment, we aim to show that, for every k ∈ {1, . . . ,N},

dsup
k (L) :=

∥∥∥F̂L
k − tn−1

∥∥∥∞ → 0

as L→∞, where ‖·‖∞ denotes the supremum norm, and F̂L
k denotes the empirical

distribution function of IL
k /σ̂

L
k .

In our second experiment, we use the novel method that was explained in
Section 4.4.2. To be precise, we apply the chi-squared goodness-of-fit test, with the
hypotheses

H0(L) : IL
k /σ̂

L
k

d
= tn−1;

H1(L) : IL
k /σ̂

L
k

d
, tn−1,

to determine M(L). We estimate EM(L) by repeating the procedure 104 times, and
aim to show that EM(L) diverges as L→∞.

Support (of Claim 3). Consider the first experiment, and the homogeneous case.
For N ∈ {1, 2, 4, 8}, we have plotted dsup

1 (L) in Figure 4.9. By symmetry, the results
for k , 1 are similar. As the graphs are all linear in L on a log-log scale, the distance
decreases in L like a power law. This is in turn sufficient to conclude that for each
1 ≤ k ≤ N, dsup

k (L)→ 0 as L→∞, and thus supports Claim 3.

For the heterogeneous case, Figure 4.10 depicts the distance maxk dsup
k (L) as a

function of L. The results are in line with those of the homogeneous case. Hence,
the experiment supports convergence in distribution of the increments of TL.
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N k Rsq Rsq adj F p intercept slope

1 1 0.8134 0.8072 130.7484 1.8457e-12 1.0406 1.0076
2 1 0.7128 0.7033 74.4703 1.2586e-09 0.7283 1.0261
2 2 0.7197 0.7104 77.0325 8.7121e-10 0.7331 1.0274
4 1 0.5816 0.5677 41.7071 3.9042e-07 1.4803 0.7842
4 2 0.5690 0.5546 39.6035 6.1631e-07 1.3822 0.8033
4 3 0.5728 0.5586 40.2324 5.3689e-07 1.4932 0.7814
4 4 0.5797 0.5657 41.3778 4.1895e-07 1.4924 0.7811
8 1 0.5509 0.5359 36.8022 1.1580e-06 0.1515 0.9281
8 2 0.5479 0.5328 36.3542 1.2841e-06 0.1686 0.9252
8 3 0.5435 0.5282 35.7116 1.4914e-06 0.1776 0.9237
8 4 0.5498 0.5348 36.6344 1.2036e-06 0.1872 0.9214
8 5 0.5462 0.5311 36.1087 1.3594e-06 0.1447 0.9289
8 6 0.5428 0.5275 35.6145 1.5257e-06 0.1627 0.9269
8 7 0.5497 0.5346 36.6159 1.2088e-06 0.1582 0.9277
8 8 0.5321 0.5165 34.1113 2.1793e-06 0.3014 0.8971

Table 4.1. Results linear regression of L versus estimated EM(L) (homo-
geneous case).

Support (of Claim 3). Now consider the second experiment. For N ∈ {1, 2, 4, 8}
and k ∈ {1, . . . ,N} we have estimated the EM(L) for L ∈ {32, 64, . . . , 1024}. Then, we
applied a log-transformation to L and EM(L), after which we have applied linear
regression to find the best linear fit. The idea is that if the linear fit on a log-log scale
is good and strictly increasing, then EM(L) is strictly increasing in L via a power
law, i.e., EM(L) ∼ Lβ, where β is the slope of the linear fit found by the regression.

The results of the linear regression are given in Table 4.1 for the homogeneous
case, and in Table 4.2 for the heterogeneous case. Here, N and k are as before,
‘Rsq’ and ‘Rsq adj’ are, respectively, the ordinary and adjusted R2 from ordinary
least squares, F is the F-statistic, and p is its corresponding p-value. The last two
columns contain the intercept and slope of the regression line given by ordinary
least squares.

The tables show that under the assumption of standard normally distributed
residuals, the fit for each pair of N and k is good, since R2 is large and the p-
value from the corresponding F-statistic is very small. Also, the slope is always
significantly positive. As explained above, we thus conclude that EM(L) diverges
like a power law in L.

In both the homogeneous and heterogeneous case, we have to verify that the
residuals of the regressions are normally distributed, and that the conclusions we
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N k Rsq Rsq adj F p intercept slope

1 1 0.7541 0.7459 92.0002 1.1971e-10 0.7161 1.0702
2 1 0.6878 0.6773 66.0790 4.4923e-09 0.5324 0.9724
2 2 0.5639 0.5493 38.7879 7.3848e-07 2.0480 0.7580
4 1 0.7518 0.7436 90.8835 1.3761e-10 0.9568 0.8230
4 2 0.6827 0.6721 64.5423 5.7407e-09 0.3722 0.8814
4 3 0.6955 0.6854 68.5310 3.0624e-09 0.3669 0.8900
4 4 0.7479 0.7395 88.9982 1.7462e-10 0.9977 0.8228
8 1 0.6871 0.6767 65.8841 4.6332e-09 1.0612 0.6820
8 2 0.6306 0.6183 51.2062 5.8243e-08 0.8349 0.7562
8 3 0.4906 0.4737 28.8981 8.0635e-06 1.3538 0.6137
8 4 0.4476 0.4292 24.3093 2.8351e-05 1.6853 0.5714
8 5 0.4880 0.4709 28.5930 8.7378e-06 1.5911 0.5810
8 6 0.4839 0.4667 28.1235 9.8957e-06 1.4242 0.6184
8 7 0.6181 0.6053 48.5450 9.6884e-08 0.7438 0.7548
8 8 0.6540 0.6425 56.7122 2.1412e-08 0.6693 0.7848

Table 4.2. Results linear regression of L versus estimated EM(L) (hetero-
geneous case).

draw are therefore valid. To do so, we made QQ-plots for every pair of N and k;
the case N = 4 and k = 1 is given in Figure 4.11 for illustration. The data from
which these residuals stem is drawn on a log-log scale in Figure 4.11 together with
the best-fit line. None of the QQ-plots gives rise to questioning the assumption of
normally distributed residuals, and hence our conclusions are valid.

4.7 Scaling limit for queues

We now focus on the behavior of the total queue length in a segment of the
roundabout, as L → ∞. We claim that, for every subdivision of the roundabout
into segments, the sum of the queue lengths within these segments is Poisson
distributed. Similar to our results for the cells, one could use these results for the
queues in the design of the roundabout. For example, using the Poisson limit in
combination with Little’s law we can approximate mean waiting times; one could
thus design the roundabout such that these delays remain within an acceptable
bound.
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Figure 4.11. Illustration results of linear regression. The upper figures
showing the regression and the lower figures showing the corresponding
QQ-plots, with the homogeneous case left and the heterogeneous case
right.

Before we formulate our claim, we introduce some notation. Recall that Qi

denotes the length of queue i in equilibrium. Define PL
0 = 0 and

PL
k := Q1 + · · · + Qk, k ≥ 1.

Furthermore, define PL : [0, 1]→ N0 by PL(u) = PL
duLe. We now claim the following:

Claim 4. As L → ∞, PL converges in distribution to a time-inhomogeneous Poisson
process P.

The intuition for this claim primarily stems from studying the behavior of
specific quantities in the roundabout model, as L→∞. We have pi = O(1/L) and
qi j = O(1/L), so that πi0 = O(1). We write σikl for the stationary probability of the
event {Ci = k,Qi = l}, and recall that λik denotes the stationary probability that
Qi = k. By considering what happens when we start the Markov chain from the
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Figure 4.12. Graphs of dM
12(L), for M ∈ {128, 256, 512, 1024}, for the homo-

geneous case (left) and maxkj dM
kj (L) for the heterogeneous case (right).

stationary distribution, and let it take one step, one can derive the identities

πi+1,0 =

L∑
j=1

πi jqi j + σi00(1 − pi); (4.5)

λi0 = λi0(1 − pi) + σi01(1 − pi) + σi00pi. (4.6)

Furthermore, a calculation shows that (4.1) and (4.2) imply

L∑
j=1

πi j(1 − qi j) = 1 − πi+1,0 − pi. (4.7)

Combining (4.7) with (4.5) and (4.2) yields

σi00 =
πi0 − pi

1 − pi
,

implying that σi00 = O(1). Using that σi01 ≥ 0, it then follows from (4.6) that
λi0 = O(1) as well.

This line of reasoning fails to determine the order of λik, but it is conceivable
that λik = O(1/Lk). The argument behind this is as follows. Since πi0 = O(1), the
time we have to wait for an empty cell is of constant order. For a queue of length
k to build up from an empty queue, we need to have at least k arrivals within
this constant time. The probability that this happens is of order 1/Lk, because
pi = O(1/L).

Under the proviso that λik = O(1/Lk), it follows that the functions PL behave
asymptotically as counting processes. For convergence to a Poisson process, it then
suffices that the finite-dimensional distributions converge to those of a Poisson
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Figure 4.13. Graph of dsup
1 (L), for N ∈ {1, 2, 4, 8} (homogeneous case).

process (see, e.g., [13, Theorem 12.6]). To support Claim 4, we, therefore, verify
below (1) that the increments of PL become independent as L → ∞, and (2) that
they converge in distribution to a Poisson random variable.

4.7.1 Independence of increments

To verify that the increments of PL become independent, we use the same experiment
as the one used for the Gaussian scaling limit. For completeness, we recall its
main ingredients, and introduce some notation. We divide the roundabout into
four segments, and denote the increments of PL on these segments by JL

k , where
k ∈ {1, 2, 3, 4}. We use the metric defined in (4.4), where fkj is now the joint density
of JL

k and JL
j , and where fk and f j are their respective marginal densities. For

M ∈ {128, 256, 512, 1024}, we aim to show that for k , j, dM
kj (L)→ 0 when L→∞.

Support (of Claim 4). In the left plot of Figure 4.12 we show the graph of the
estimates of dM

12(L) as a function of L. By symmetry, and because neighboring
increments have the strongest dependence, it is enough to consider k = 1 and j = 2
in the homogeneous case. First, from the figure we establish that our estimate is the
same for each M, which is due to the small support of the empirical distributions.
From the linearity of the plot that dM

12(L) is decreasing according to a power law,
which is sufficient for dM

12(L)→ 0 as L→∞. Finally, we also see that dM
12(L) is already

small for L = 32 and quite quickly becomes too small to estimate accurately with
our sample size, meaning that the effect of the variance kicks in quite quickly.
Rather than negating our findings, this actually makes our conclusion stronger,
since the queues are already only weakly dependent for small L.

For the heterogeneous case, we plotted maxk, j dM
kj (L) as a function of L in the right

panel of Figure 4.12. Again, the function does not depend on M. The dependencies
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Figure 4.14. Poisson characteristics for the increments
∑k

i=1 JL
i , for k ∈

{1, 2, 3, 4} and N = 4, in the homogeneous case. With the figures showing
the means (upper left), the variances (upper right), the dispersions (lower
left), and the scaled means (lower right).

are systematically small, so that we cannot show that maxk, j dM
kj (L)→ 0 as L→∞.

However, the results still support independence of the increments of PL in the limit,
since the dependence is already negligible for L = 32.

4.7.2 Distribution of increments

To verify that the increments of PL are Poisson distributed, we use an analogous
experiment to the one used in supporting Claim 3. Because we do not have a
statistical test with enough power to apply the second method from Section 4.4.2,
we can only use the first method here, which looks at the distance between
the empirical distribution function and a Poisson distribution. We divide the
roundabout into N segments of equal length, where N ∈ {1, 2, 4, 8}. Each of these
segments corresponds to an increment of PL which, for fixed N, we denote by JL

k
with k ∈ {1, . . . ,N}. Our claim is that in the limit L→∞, JL

k has a Poisson distribution
with some parameter ν.
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Figure 4.15. Graph of maxk dsup
k (L), for N ∈ {1, 2, 4, 8} (heterogeneous case).

For the homogeneous case, we estimate ν by the maximum likelihood estimator
ν̂ = P̄1024(1), the bar denoting the sample mean. We set ν̂k = ν̂/N for each k. In the
heterogeneous case, we estimate the parameter separately for each increment, as we
do not expect a homogeneous Poisson process; so in this case, we have ν̂k = J̄1024

k .

The experiment is designed to support that

dsup
k (L) :=

∥∥∥ĜL
k − Ps(ν̂k)

∥∥∥∞ → 0,

for 1 ≤ k ≤ N, as L→ ∞. Here, ĜL
k denotes the empirical distribution function of

JL
k , and Ps(ν̂k) denotes a Poisson distribution with parameter ν̂k. To justify that we

use ν̂k as the parameter, we estimate E
∑k

i=1 JL
i , for each L ∈ {32, 64, . . . , 1024} via the

sample mean, and numerically verify that the sample mean converges in L.

Support (of Claim 4). We present the homogeneous case first. In Figure 4.13 we
show the graph of dsup

1 (L) for N ∈ {1, 2, 4, 8}, which supports our claim that dsup
1 (L)

tends to zero. For k , 1 the results are equivalent due to symmetry. In Figure 4.14 we
show the behavior of the sample means, sample variances and sample dispersions
of

∑k
i=1 JL

i , and the scaled sample means
∑k

i=1 J̄L
i /(

Lk
N ), for k ∈ {1, 2, 3, 4} and N = 4.

Observe from the first set of graphs that the sample means converge, so that
we can indeed use ν̂ as an estimate of the true Poisson parameter. Furthermore,
the variances also converge. The corresponding dispersions tend to one, which
is indicative of the underlying random variable being Poisson, thus providing
additional support for our claim. Finally, the graph of the scaled means shows that
the infinitesimal contribution of each queue goes to zero, but is equal for every
sub-division of N increments. Hence, even for L relatively small, PL behaves like a
Poisson process.

For the heterogeneous case, for N ∈ {1, 2, 4, 8}, we have plotted maxk dsup
k (L)

as a function of L in Figure 4.15. Figure 4.16 shows the sample means, variances,
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Figure 4.16. Poisson characteristics for the increments
∑k

i=1 JL
i , for k ∈

{1, 2, 3, 4} and N = 4, in the heterogeneous case. With the figures showing
the means (upper left), the variances (upper right), the dispersions (lower
left), and the scaled means (lower right).

dispersions and scaled means, for N = 4. We see that the conclusions from the
homogeneous case carry over to the heterogeneous counterpart.

4.8 Conclusion

Existing analytical papers on roundabout modeling tend to leave out relevant
model features (on-/off-ramps, entry behavior, etc.), to facilitate the derivation
of closed-form expressions. The obvious alternative is to model the underlying
dynamics realistically and to resort to simulation. The primary objective in this
chapter was to develop a roundabout model that included relevant (geometric)
properties, while still allowing mathematical analysis.

We have proposed a new roundabout model that models the cars’ circulating
behavior and has queueing at the on-ramps. The model is highly flexible; its para-
meters can be directly calibrated to measurements. We find an explicit expression
for the marginal stationary distribution of the cells that the roundabout consists of.
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As it turns out, the cells and the queues are dependent, so that obtaining a joint
stationary distribution remains out of reach. The experiments, however, show that
dependencies are typically small, thus leading to various approximations. These
approximations are tested in depth, and supported by numerical evidence. They
can be used when designing the roundabout in such a way that delay or occupation
measures are kept below a maximum allowable level.

Our model includes many features that were not incorporated in previously
studied models. Nonetheless, various extensions can be thought of. One could,
for instance, make the entry behavior and congestion on the circulating ring more
realistic (so as to capture the effect that cars stop moving when cells in front of them
are occupied). Importantly, we do believe that, while their functional forms might
change, our findings generalize to more realistic models; the underlying arguments
and/or techniques are not affected when one includes these features. In addition, a
challenging research direction could relate to modeling roundabouts in networks.

f



5 Stability of stochastic ring networks with queueing

Summary
In the current chapter we establish precise stability conditions for a class of
stochastic ring networks that involve queueing. This class covers the model in
Chapter 4. In applications for such networks, multiple customers and priority
structures often play a role. These two system features normally complicate the
issue of identifying a stability condition, but the ring topology provides enough
structure to precisely solve the issue. We also formulate a conjecture on the system
performance for unstable parameter choices.

5.1 Introduction

This chapter deals with the issue for stability of the model in Chapter 4, which
is based on [153]. More generally, we cover stability analysis for a broad class of
multiclass queueing networks in which customers (particles) are routed probabil-
istically between stations (cells) according to a network with a ring topology, and
customers within the ring have priority over exogenously arriving customers.

Besides roundabouts, as in Chapter 4, application domains of such networks
include medium access control (MAC) protocols for local area networks (LANs)
[5, 35], multiprocessor systems where networks of hierarchical rings are proposed
to replace the classical bus as a Network-on-Chip [19], and optical networks where
rings are frequently used in reconfigurable add/drop multiplexers in metropolitan
area networks [76, 172, 175]. In addition to providing conditions for stability, we
analyze the system performance when these conditions fail.

Stability of a Markov process can be considered as a first-order analysis. More
precisely, a prerequisite for analyzing the stationary or asymptotic properties of a
Markov process, is that it is stable, i.e., positive recurrent. The mathematical theory of
stability is well-developed, with there being various properties that are equivalent
to positive recurrence of Markov chains, see e.g., [27, 120, 140]. However, for
queueing models that involve multiple customer classes and priorities, determining
conditions for stability remains a notoriously difficult task. In particular, many
instances exist where the inclusion of such features makes it so that subcritical
conditions (where the rate at which the per-station load arrives is less than one for
each station) are no longer sufficient for stability [20, 99, 109, 144, 146]. Besides, we
have shown in the previous chapter that the network that we consider does not
have a product-form stationary distribution. This makes it impossible to determine



5.1 Introduction 113

the stability conditions from normalization of the stationary measure. As it turns
out, though, the specific routing topology of a ring provides enough mathematical
structure to solve the issue of stability.

As mentioned above, ring networks that involve queueing phenomena are
widely applied within communication and transportation systems. In these do-
mains, service disciplines involving priorities naturally arise to avoid interference of
signals or accidents. Additionally, the routing of packets and/or vehicles typically
depends on the position where they entered the ring, giving rise to multiple customer
types. The combination of these properties, a ring, a priority structure, and multiple
customer types, motivates the specific model we consider in this chapter. We
discuss several prominent examples of such ring network applications, providing
additional details in the process.

Ring-topology networks are used in MAC protocols for LANs, where they are
known as slotted-ring networks (or slotted rings); see e.g., [5, 6, 35, 176]. The use of
cyclic structures in MAC protocols has been recognized for a long time now, with
other examples being the register-insertion ring and the token ring. MAC protocols
involving slotted rings are well-suited for large-scale networks since they prevent
collisions while only involving a minimal amount of communication overhead [1].
In addition, they are known to perform particularly well in high-speed LANs [176].
The combination of these properties makes slotted-ring protocols well-suited for
modern network applications with high transmission rates and many devices such
as the Internet of Things.

Rings are also commonly seen in optical networks on the metropolitan area
level, e.g., in so-called microring resonators. These are primarily encountered within
the context of packet switching as optical filters or add/drop multiplexers, cf. [15,
Section 4.1] and [76]. The specific geometry of a ring enables the fast transportation
of large quantities of data, over long distances, with only a very small loss of the
information, cf. [34, 76, 172, 175]. For large enough microring resonators, multiple
wavelength resonances can be supported, so that the network bandwidth can be
increased by using wavelength division multiplexing.

Polling models are a different well-known class of queueing models that utilize
cyclic structures. They are also widely applied [16] and are particularly appropriate
to analyze token rings. For slotted rings, approximations using polling models
have been developed [87]. However, in polling systems, the queues are served one
at a time, in a cyclic order, while in slotted rings, multiple packets can enter the
ring from their respective queue at the same time. As such, polling models cannot
precisely capture the ring topology of the packet routing in slotted rings, and one
prefers circular queueing networks such as in [5].
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Finally, rings can be encountered in traffic networks as a form of intersection
design, known as a roundabout, like we covered in Chapter 4. On a roundabout,
vehicles traverse an intersection via a circulating ring to which several roads
are attached that function as on and off-ramps. Vehicles on the circulating ring
have priority over vehicles in the attached legs, cf. [8]. These properties make
them very similar, both in function and dynamics, to rings in communication
systems, as described above. Roundabouts impose that vehicles have decelerated
before the intersection, but often not come to a complete stop. Therefore, they
are considered safer and more environmentally friendly compared to traditional
(signalized) intersections. Additionally, they are designed to be a more efficient
form of intersection design in low congestion regimes. Due to these features,
roundabouts have become more prevalent in road networks in recent years.

The roundabout model that was introduced in the previous chapter has a
significant degree of generality in that it allows for flexible positioning of any
number of on-ramps, and for each pair of on-ramps, arbitrary vehicle turning
rates can be modeled. Additionally, a continuous-time variant of this model was
independently studied in [5], as a queueing model for slotted-ring MAC protocols
for LANs.

Since rings in communication and transportation networks are highly similar
in their role, layout, and dynamics, precise results for ring networks that involve
queueing are valuable for the understanding and development of both application
areas. However, as argued in the introduction of the previous chapter, analytical
results on roundabouts are scarce and are mainly deterministic, whereas road traffic
inherently contains randomness in its dynamics, cf. [135]. In particular, precise
stability conditions for such systems have note yet been determined. Different,
weaker forms of stability for slotted rings in the context of LANs are studied in
[5], but, a precise condition for stability of the underlying Markov chain remained
missing.

In Chapter 4, we provided explicit expressions for the marginal stationary
rate at which specific segments of the ring are occupied, along with scaling limit
properties for the joint vehicle density of disjoint segments of the roundabout.
However, all these statements were derived under an assumption of stability, for
which conditions were identified, but a rigorous proof remained elusive.

In all network applications of the Markovian model under consideration,
stability is of important practical relevance, since it is related to the capacity of the
networks’ real-life counterparts, cf. [23, 104] for some recent similar work on this
topic. For a system with fixed features, the relation between capacity and stability
can be understood as the maximum number of packets/vehicles that can arrive
to the system (capacity), whilst it remains positive recurrent (stable). However,
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to establish this relationship between capacity and stability, a required property
is that the set of arrival rates for which the system is stable (the global stability
region) is monotone, that is, decreasing the arrival rate should not let the system lose
its property of positive recurrence. Remarkably, examples of Markov chains exist
where this property does not hold [43].

The primary contribution of this chapter is an exact condition for positive
recurrence of the ring-topology Markovian cellular automaton and queueing
model in Chapter 4. Within the context of stability, the slotted-ring model in [5]
can be seen as a special instance of the one in the previous chapter, so that our
result automatically provides the global stability region for the model in [5]. We
present a rigorous proof that the stability condition is both necessary and sufficient.
Therefore, we immediately obtain that the global stability region is monotone, which
permits us to talk about the capacity of the associated road traffic intersections and
communication systems.

To prove our result, we couple the roundabout model, in its cellular-automaton
formulation, to a multi-class queueing network, such that the evolution of both
processes can be expressed in terms of the same set of random variables, and
the sample paths of both processes can be bijectively mapped on one another. As
such, we can rely on the powerful framework of fluid limits to prove stability, see
e.g., [42, 22]. With this methodology, stability conditions for various other hybrid
models can be studied, e.g., the wide range of stochastic cellular automata models
for traffic flow; see [122] for a seminal example, and [112] for an overview of models.
To prove stability of the fluid model, we could rely on a result from [46]. Instead,
we present a new proof of this result, using a different approach, inspired by [159].
This new approach has the advantage of explicitly using the relation between the
stability condition and the marginal stationary distribution of the roundabout.

An additional contribution is related to the analysis of the system when it
is not stable. Such situations often occur in practical situations when there is a
specific busy moment, e.g., during rush hour in traffic. In the context of queueing
networks, these types of bottleneck analysis have been sparsely performed due to
the difficulties involved [32, 33, 45, 64], and, to the best of our knowledge, not at all
for networks that include customer priorities. Based on a system of throughput
equations, similar to the one derived for Jackson networks in [64], we formulate a
conjecture on the long-term throughput of each queue. The conjecture then also
provides us with the marginal stationary rate at which parts of the ring are occupied
in unstable configurations. Finally, we also obtain a first-order estimate for the rate
at which the lengths of unstable queues grow.

The outline of the chapter is as follows. We start by introducing the model
in Section 5.2, for which we provide a preliminary analysis in Section 5.3. In the
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latter section, the stability condition is also introduced, and we formulate our main
theorem. In Section 5.4 we couple the model to a multiclass queueing network so
that the sample paths of both models can be bijectively mapped on one another.
We proceed by proving stability of this multiclass queueing network in Section 5.5
by using fluid limits. We discuss various related models, for which the issue of
stability can be solved using our methods, in Section 5.6. In Section 5.7, we then
provide an analysis of the system for when it is not stable, presenting our conjecture
in the process. Finally, in Section 5.8 we study an extended class of fluid models for
which we can prove stability under sub-critical conditions, thereby proving global
stability for a broad class of stochastic ring networks. Unless otherwise specified,
all random variables and processes are defined on a common probability space
(Ω,F ,P).

5.2 Model description

The model under consideration is a single-lane roundabout model. For technical
reasons, which we will explain in Section 5.6.2, we consider a version of the model
that differs slightly from the roundabout model in the previous chapter. For the
model that we consider, we identify and prove a necessary and sufficient condition
for stability. This result also solves the issue of stability for the model in Chapter 4,
which we formally show in Section 5.6.2. Moreover, we consider the roundabout
model instead of the slotted-ring model in the reference, since identifying the global
stability region for the former also identifies the global stability region for the latter.
In Section 5.6.1, we provide a formal argument for this claim.

The roundabout model we consider is a slotted ring consisting of L cells,4.2C
with on-ramp queues in front of each cell. The cells and queues are indexed by
i ∈ {1, . . . ,L}, with cell 1 adjacent to cell L; using this cyclic structure, we allow
ourselves to use the index i + L to refer to cell/queue i. The presence of vehicles on
the roundabout is modeled by the state of the cells. Each cell can either be empty,
or contain a vehicle that has entered the roundabout at some cell j. In the first case
we say the state of cell i is 0 and in the second case we say that its state is j; we will
also say that a cell is occupied by a vehicle of type j when the state of the cell is j.
The queues model vehicles waiting to enter the roundabout, and their state is a
number in Z+.

The model has discrete-time dynamics, the main idea of which is that vehicles
arrive via the queues to the roundabout, traverse a number of cells to an off-ramp,
and depart the roundabout. At each time t ∈ Z+, if there is a vehicle in queue i, and
cell i is empty, it will enter the roundabout and occupy cell i + 1 at time t + 1. If
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cell i is occupied by a vehicle of type j, then with probability qi j ∈ [0, 1], the vehicle
will depart from the system. Otherwise, the vehicle will occupy cell i + 1 at the next
time step. We emphasize that the probability qi j depends on j to reflect that the
position where a vehicle leaves the system may depend on where it entered. We
assume that for each time t ∈ Z+, a random event decides whether a type- j vehicle
departs from cell i independently from all other such events, for all i, j ∈ {1, . . . ,L}.
Whether a type- j vehicle actually departs from cell i depends on whether cell i is
occupied by a vehicle of type j at time t, i.e., it depends on the system state. To
model arriving vehicles, we impose that at every time step, a new vehicle will
arrive to queue i with probability pi ∈ [0, 1]. We assume that each such an arrival
event is independent from all other events. Note that on-ramps and off-ramps can
be removed by setting, respectively, the arrival or departure probabilities equal to
zero.

We now provide a more precise account of these dynamics by providing
update rules for the system (as is custom for cellular automata). These rules are
local, meaning that at each time step, we can consider what happens to cell and
queue i jointly, independently of the remainder of the system, and then update all
local states in parallel (in accordance with the cellular automata paradigm). It turns
out that we need to distinguish three cases:

Case 1: cell i and queue i are both empty. In this case, no vehicle can enter the
roundabout and cell i + 1 will be empty the next time step. If a new vehicle arrives
to queue i (which happens with probability pi), then queue i will have length 1 at
the next time step. Otherwise, it will have length zero.

Case 2: cell i is empty and queue i is not empty. Then, the first vehicle from queue i
will enter the roundabout, moving on to cell i + 1 in the process. Thus, cell i + 1 will
be in state i one unit of time later. Queue i will either remain at its current length (if
a new vehicle arrive to queue i), or its length decreases by one.

Case 3: cell i is occupied by a type- j vehicle. In this case, queue i is blocked, and
hence its length will grow by one if a new vehicle arrives, or will stay the same
otherwise. The vehicle in cell i will either leave the system with probability qi j, in
which case cell i + 1 will be empty one unit of time later, or the vehicle remains in
the system, so that cell i + 1 will be in state j at the next time step.

Having provided the precise dynamics of the model, we observe that if for
a type- j vehicle, qi j = 0 for each i ∈ {1, . . . ,L}, then such vehicles cannot leave the
network. We therefore require that

∏L
`=1(1 − q` j) < 1 for each j ∈ {1, . . . ,L}, so that

any vehicle eventually leaves the network. In that case, we say that the network is
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open. Additionally, note that when pi = 1 for some i ∈ {1, . . . ,L}, then queue i will
stay at its initial length at best. Since our focus is on stability, we for now impose
pi ∈ [0, 1) for all i ∈ {1, . . . ,L}; in Section 5.7, we study the system when it is unstable,
so that pi = 1 is allowed again.

5.3 Preliminaries

The model under consideration is a discrete-time Markov chain, which we denote
by X1(·) = {X1(t) : t ∈ Z+}. The associated state space is S1 := ({0, . . . ,L} × Z+)L, the
set of vectors that contain the state of each cell and queue. We observe that X1(·) is
irreducible1, since from any state, with strictly positive probability, we can empty
the system in a finite number of steps. In addition, X1(·) is aperiodic as we can
remain in the empty state for an arbitrary (finite) number of time steps, with strictly
positive probability.

Following [120, 42, 22], we say that X1(·) is stable when it is positive recurrent.
In this section, under the assumption of stability, we will first derive an explicit
expression for the marginal stationary distribution of the states of the cells. This
was already done in Section 4.3, but we use a different method here that is based
on the system’s offered load. More precisely, we show that the marginal stationary
probability that cell i is in state j is equal to the expected number of times that a
vehicle of type j is going to occupy cell i during the time it spends on the roundabout.
This connection inspires our stability condition for the model. Afterwards, we
formulate our main theorem, which gives a sufficient and necessary condition for
stability of the model, the latter part of which we prove at the end of this section.

5.3.1 Marginal stationary distribution

In the description of the model as a Markov chain given above, we update the
system at each time step by checking for external arrivals, and deciding for each
vehicle on the roundabout whether this vehicle leaves. In this subsection, we give
an alternative description of the dynamics. The key observation is that for each
vehicle that arrives at the roundabout, we can decide beforehand how many time
steps it will stay on the roundabout before exiting. Thus, for the purposes of our
analysis, we can view the arrival process at cell j as a stream of i.i.d. copies of a
random variable T j, where each copy brings a certain load to the roundabout. This

1 Here, irreducible means on a set of states (containing the empty state) that can be reached from the
empty state; specific choices of the qi j can make reaching all states in the state space impossible.
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load is zero if no vehicle arrives, and equal to k if a vehicle arrives that will stay on
the roundabout for k time steps before leaving.2

To be precise, the distribution of the random variable T j is given by

P(T j = 0) = 1 − p j,

P(T j = k) = p j

j+k−1∏
`= j+1

(1 − q` j)q j+k, j for k ≥ 1,

where we adopt the convention of the empty product being equal to one and define
q` j for ` > L by setting q` j := qi j whenever ` ≡ i (mod L). Using this definition of T j

we will now show that, if the model is stable, the marginal stationary probability
that a given cell i is in state j is given by

πi j =



p j
∏i+L−1

`= j+1(1 − q` j)

1 −∏L
`=1(1 − q` j)

if 1 ≤ i ≤ j ≤ L,

p j
∏i−1

`= j+1(1 − q` j)

1 −∏L
`=1(1 − q` j)

if 1 ≤ j < i ≤ L,

(5.1)

and

πi0 = 1 −
L∑

j=1

πi j. (5.2)

Proposition 5.3.1 (Marginal stationary distribution). If the model is stable, then the
marginal stationary probability that cell i is in state j is given by (5.1)–(4.2).

Proof. Assume that the model is stable, and first consider the case that i and j
satisfy 1 ≤ j < i ≤ L. Then the probability that a load in the arrival stream of cell j
corresponds to a vehicle that will leave the roundabout at cell i is given by

∞∑
n=0

P(T j = i − j + nL) =

∞∑
n=0

p j

i+nL−1∏
`= j+1

(1 − q` j)qi j

= p jqi j

i−1∏
`= j+1

(1 − q` j)
∞∑

n=0

( L∏
`=1

(1 − q` j)
)n

=
p jqi j

∏i−1
`= j+1(1 − q` j)

1 −∏L
`=1(1 − q` j)

.

2 Note that in this description of the model, we can first determine the arrival streams at all cells,
and then the rest of the dynamics becomes completely deterministic.
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We conclude that this is the rate at which vehicles arrive that are of type j and
that intend to leave the roundabout at cell i. But the rate at which such vehicles
leave the system must be equal to πi jqi j, where πi j denotes the marginal stationary
probability that cell i contains a vehicle of type j. This proves (5.1) when j < i. The
proof in the case 1 ≤ i ≤ j ≤ L is similar. �

We will now show that the πi j also have a useful different interpretation,
namely as the expected load brought to cell i by a load in the arrival stream of
cell j. To this end, we define Ni j as the number of times a vehicle of type j that
spends time T j on the roundabout will occupy cell i before leaving. That is, for
i, j ∈ {1, 2, . . . ,L}, we define

Ni j :=
⌈

T j − (L1{i≤ j} + i − j − 1)
L

⌉
.

Our claim is that ENi j = πi j.

Lemma 5.3.2. For all i, j ∈ {1, . . . ,L} we have that ENi j = πi j.

Proof. As before, first consider the case 1 ≤ j < i ≤ L. From the definition of Ni j it
follows that for n ≥ 0,

P(Ni j ≥ n + 1) = P(T j ≥ i − j + nL).

From the probability distribution of the random variable T j it is not difficult to see
that

P(T j ≥ k) = p j

j+k−1∏
`= j+1

(1 − q` j) for k ≥ 1.

Combining these observations, it follows that

P(Ni j ≥ n + 1) = p j

i−1∏
`= j+1

(1 − q` j)
( L∏
`=1

(1 − q` j)
)n

,

hence

ENi j =

∞∑
n=0

P(Ni j ≥ n + 1) = πi j.

The proof in the case 1 ≤ i ≤ j ≤ L is similar. �

Remark 5.3.3. Lemma 5.3.2 tells us that πi j is the expected number of times that
a load in the arrival stream of cell j leads to a vehicle occupying cell i. We do



5.3 Preliminaries 121

not need stability here, since this just concerns the load that is imposed on the
system. The question of stability deals with whether or not all the vehicles actually
manage to get onto the roundabout. So if the system is unstable, then the random
variables T j and Ni j still give the system’s offered load, but the actual number of
occupations of cell i by a vehicle of type j may not be given by the ENi j. The second
characterization of the πi j as the expectation of Ni j is going to play an important
role in proving Theorem 5.3.4.

5.3.2 Condition for stability

Under the assumption of stability of the system, the Markov chain X1(·) has a
stationary distribution π. In the previous section we have shown that the vector
{πi0, πi1, . . . , πiL} given by (5.1) and (5.2) is then the marginal stationary distribution
of cell i, for i = 1, 2, . . . ,L. In particular, πi0 is the stationary rate at which cell i is
empty when the system is stable.

Since vehicles arrive at cell i at rate pi and can only enter onto the roundabout
when the cell is empty, it seems reasonable to believe that the system cannot be
stable if pi > πi0 for some cell i. Conversely, one would suspect that if pi < πi0 for all
cells i, the cells will be vacant often enough to prevent the queues from blowing up.
In fact, it turns out that the latter condition is not only sufficient, but also necessary
for the system to be stable:

Theorem 5.3.4 (Main Result). A necessary and sufficient condition for the roundabout
system to be stable (by which we mean that the Markov chain X1(·) is positive recurrent) is
that

pi < πi0 for all i ∈ {1, 2, . . . ,L}.

The hard part of this theorem is to prove that the stated condition is sufficient
for the stability of the system. We close this section below with a proof of the
necessity of the stability condition. The remainder of this chapter will be devoted
to the proof of sufficiency of the condition.

Proposition 5.3.5. The condition that pi < πi0 for all i ∈ {1, 2, . . . ,L} is a necessary
condition for the stability of the roundabout system.

Proof. We know that the Markov chain X1(·) is aperiodic and irreducible. Assume
furthermore that the system is stable, that is, that X1(·) is also positive recurrent.
Then X1 has a stationary distribution π, and since the Markov chain is irreducible,
the state in which every cell and every queue is empty must have a strictly positive
probability π0 under the stationary distribution.
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Suppose, to be concrete, that we start our Markov chain from the stationary
distribution π. Let Ci(t) denote the state of cell i at time t, and let Qi(t) denote the
length of the corresponding queue at time t. Write Ai(t) for the event that a new
vehicle arrives at cell i at time t. Then the queue length process Qi(t) satisfies

Qi(t + 1) = Qi(t) + 1{Qi(t)>0}
(
1Ai(t+1) − 1{Ci(t)=0}

)
+ 1{Qi(t)=0}1Ai(t+1)

= Qi(t) + 1Ai(t+1) − 1{Ci(t)=0} + 1{Qi(t)=Ci(t)=0},

from which it follows that

1
n

Qi(n) =
1
n

Qi(0) +
1
n

n−1∑
t=0

1Ai(t+1) − 1
n

n−1∑
t=0

1{Ci(t)=0} +
1
n

n−1∑
t=0

1{Qi(t)=Ci(t)=0}. (5.3)

We now want to take n→∞ in (5.3). On the one hand, since we assumed the
model is stable, it is clear that we must have that

lim inf
n→∞

1
n

Qi(n) = 0 a.s.

On the other hand, the first term on the right hand side in (5.3) clearly converges
almost surely to 0 as n→∞, whereas the second term converges a.s. to pi by the
strong law of large numbers, and the third term converges a.s. to πi0 by the ergodic
theorem. As for the last term in (5.3), we observe that the event that the system is
completely empty is a subset of the event {Qi(t) = Ci(t) = 0}, so that by the ergodic
theorem we can conclude that

lim inf
n→∞

1
n

n−1∑
t=0

1{Qi(t)=Ci(t)=0} ≥ π0 > 0.

Combining these observations, it follows that almost surely,

0 = lim inf
n→∞

1
n

Qi(n) ≥ 0 + pi − πi0 + π0 > pi − πi0.

This shows that pi must be strictly smaller than πi0 for every cell i if the roundabout
model is stable. �

5.4 Multiclass queueing network formulation

A multiclass queueing network, or simply multiclass network, is a finite collection
of queues. Each queue can have arrivals from outside the network, has a service
discipline and service time distribution, which can be class-dependent. After
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service completion, ‘customers’ are either routed to other queues, or depart from
the network.

In this section we show that the Markov chain X1(·) can be equivalently defined
in terms of a multiclass network. More precisely, we define a discrete-time Markov
chain X2(·), which is a multiclass network, on the same probability space (Ω,F ,P)
on which X1(·) is defined, i.e., we couple X1(·) and X2(·). This coupling has the
property that there exists a bijection f between the two state spaces such that
f (X1(ω, t)) = X2(ω, t), for all (ω, t) ∈ Ω × Z+, and hence, for every fixed ω, X1(·) and
X2(·) have the same sample path. With this construction, we can prove Theorem 5.3.4
by proving that the stability condition implies stability of X2(·), for which we can
rely on the well-developed theory of fluid limits and Foster-Lyapunov functions,
cf. [22, 23, 42, 104].

We start by providing an informal derivation of the multiclass network from
the cellular automaton model definition in Section 5.2. In the second part of this
section we formally define the multiclass network and formalize the probabilistic
equivalence of X1(·) and X2(·) in Lemma 5.4.1.

5.4.1 Informal derivation multiclass network

Every multiclass network is made up of a basic collection of components, consisting
of a set of stations, customer classes, and for each customer class: an arrival process,
service time distribution and a routing policy. In addition to these, a multiclass
network can have characteristics relating to specific model applications, for instance,
customer class priorities in stations and blocking features. We will now explain
how to choose these components so that the resulting network aligns with the
cellular automaton model definition in Section 5.2.

Observe that for every i ∈ {1, . . . ,L}, the combined state of cell i and queue i
can be represented by the state of L + 1 queues, all served by a single station i; there
is a queue that receives the exogenous arrivals, and there are L queues, one for each
type j vehicle that can occupy cell i. In addition, these last L queues have the joint
property that at every time t ≥ 0, at most one of them is non-empty, and this queue
contains at most one ‘customer’. Note that we have to make a distinction here, in
terms of customer classes, between the type i vehicles that enter cell i via queue i,
and the type i vehicles that enter cell i from cell i− 1, since in contrast to the former,
the latter can leave the network at cell i. Thus, we envision a multiclass network
with stations i ∈ {1, . . . ,L}, each serving L + 1 queues that have the aforementioned
properties. It is now immediate that there is a bijective correspondence between
the state of the roundabout model and the state of this multiclass network.
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To ensure that the multiclass network generates the same sample paths (up
to a bijection) as the roundabout model, it is necessary that the dynamics are
Markovian and evolve according to an equivalent transition law. To establish this,
we derive the arrival processes, service times, routing structure and priorities from
the dynamics of the roundabout model.

◦ First for the arrival processes. The arrival dynamics for the roundabout model es-
tablish that in the multiclass network, exclusively the queues with unbounded
length have non-trivial arrival processes. We deduce that for every station i,
the class of customers associated with the queue of unbounded length has an
arrival processes with independent inter-arrival times that follow a geometric
distribution with parameter pi.

◦ Regarding priorities, since any vehicle that occupies a cell moves out of that
cell after one unit of time, it follows for the multiclass network, that the
queues whose states are bounded by one have strictly larger priority than the
remaining queue, and all service times are deterministic 1.

◦ The routing probabilities for the multiclass network are readily deduced from
the dynamics of vehicles in the roundabout model: a vehicle of type j in cell i
moves to cell i + 1 with probability 1 − qi j, we thus have the routing policy of
vehicles in the bounded queues, and as a vehicle in queue j moves to cell j + 1
with probability one we also have the routing of vehicles in the unbounded
queues.

The arrival processes, service times, routing and priorities fully characterize
the evolution of the multiclass network. Therefore, the model formulations are equi-
valent. We formalize this result in Lemma 5.4.1 which we prove in Appendix 5.10.1.

5.4.2 Multiclass network formulation and coupling

Now that we have informally explained how to derive the multiclass formulation
from the cellular automaton formulation, we formally define the multiclass network
in the terminology and notation that is usual in the literature, cf. [22, 42]. For this
reason we now talk about customers instead of vehicles. Also, we formally define
the set of customer classes, which we already mentioned on a heuristic level in
the previous section, by identifying a customer class with the combination of the
type of vehicle and its position on the roundabout. The stations will henceforth
be indexed by the letter i, as they naturally correspond to cells in the cellular
automaton formulation.

A final comment is on the parameters of both model definitions. In the
multiclass network, we use the parameters pi and qi j, i, j ∈ {1, . . . ,L}, to define the
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arrival and routing processes. These parameters are to be seen as being taken from
a pre-defined roundabout model, so that for each choice of parameters for the
roundabout model, one can define a multiclass network with the same dynamics.
We refer to a choice for these parameters as a parameter setting.

To define the network, consider a discrete-time multiclass network having L
stations and L2 + L classes of customers. The multiclass network will have a ring
topology, and as such, as for the roundabout model, we allow ourselves to use the
index i + L to refer to station i ∈ {1, . . . ,L}. At station i, customers of class (i, 0) arrive
due to an exogenous arrival process with inter-arrival times that are geometrically
i.i.d. with parameter pi. We then say that a customer is of class (i, j), for i ∈ {1, . . . ,L}
and j ∈ {1, . . . ,L}, when the customer receives service at station i and has entered
the network as a class ( j, 0) customer; these customers do not have exogenous
arrival processes. Since we identify each customer class with a pair of indices (i, j),
we use a double index for elements of vectors and matrices that describe quantities
related to customer classes. We use a single index for station-level quantities.

We impose that, for every class of customer, the service time at its station
is exactly one unit of time. After completing service at a station, a customer is
either routed to the next station, or leaves the network. More precisely, a customer
of class (i, j) becomes a customer of class (i + 1, k) with probability P(i j),(i+1,k), for
i ∈ {1, . . . ,L} and j, k ∈ {0, . . . ,L}, where

P(i j),(i+1,k) =

{
1 if j = 0, k = i;
1 − qi j, if j , 0, k = j.

All other elements of the routing matrix P = (P(i j),(kl))(i j),(kl) are zero. Finally, we
impose the following priority regime on the network: for each station i, class (i, j)
customers have priority over class (i, 0) customers, for each j ∈ {1, . . . ,L}. This
means that class (i, 0) customers only receive service if the queues associated with
class (i, j) customers at station i are all empty.

In order to ensure that this multiclass network has the same sample paths as
the roundabout model (after applying a bijective mapping), we have to guarantee
that, for each i ∈ {1, . . . ,L}, the combined number of class (i, j) customers with
j ∈ {1, . . . ,L}, is at most one. This is the analogous statement of ‘there can be at most
one vehicle in cell i’. This can be achieved by ensuring this property for the initial
condition, that is, by requiring that at time t = 0, there is at most one customer
at station i that is not of class (i, 0). In that case, the dynamics of the multiclass
network ensure that this remains true for all t ≥ 1. In the sequel we only consider
the multiclass network with such an initial condition.

It is well known (see e.g. [42, Section 2] or [22, Section 4.1]) that a multiclass
network can be represented as a Markov chain. Due to the geometric inter-arrival
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times, the deterministic service times and the discrete-time nature of the network,
the associated state space is discrete, and can be chosen as S2 := (Z+ ×V)L, where
V := {x ∈ {0, 1}L :

∑
k xk ≤ 1}: the state space is the collection of vectors that contain

the number of class (i, j) customers, for all i ∈ {1, . . . ,L} and j ∈ {0, . . . ,L}. We denote
this Markov chain by X2(·).

Due to the construction of the multiclass network, X2(·) describes the paths of
the roundabout model, as defined in Section 5.2, equivalently to the Markov chain
X1(·). We formalize this statement in the following lemma, the proof is given in
Appendix 5.10.1.

Lemma 5.4.1. For any fixed parameter setting, there exists a coupling of X1(·) and X2(·)
and a bijection f : S1 → S2 such that for every ω ∈ Ω, if f (X1(ω, 0)) = X2(ω, 0), then

f (X1(ω, t)) = X2
t (ω, t) for all t ∈ Z+

5.5 Proof of the main result

This section of the chapter is dedicated to proving stability of X2(·), under the
stability condition in Theorem 5.3.4. By Lemma 5.4.1 we will then also have proven
Theorem 5.3.4. Nowadays there is a standardized approach for proving stability
of multiclass queueing networks, which utilizes the powerful framework of fluid
limits and stability of the associated fluid model. For a complete exposition of this
technique we refer to [22], which is based on work that goes back to [144, 42, 21].

We begin our proof in Section 5.5.1 by writing down the queueing equations,
a set of equation that describe the dynamics of the multiclass network in terms
of simple stochastic processes, for which we derive the associated fluid model in
Theorem 5.5.1. We then complete the proof of stability in Section 5.5.2 by making
use of the fluid model.

5.5.1 The queueing equations

Until noted otherwise, all the times in the sequel that are denoted by t, are discrete times in
Z+ and all processes are discrete time processes.

For i ∈ {1, . . . ,L}, define the stochastic process Ai0(·) := {Ai0(t), t ∈ Z+} as the
cumulative number of exogenous class (i, 0) arrivals up to time t. For i, j ∈ {1, . . . ,L},
we set Ai j(·) ≡ 0, reflecting that customers of class (i, j) do not have exogenous
arrivals. Let Qx

ij(t) denote the length of the queue containing class (i, j) customers at
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time t ∈ Z+, where x denotes the initial state of the system. This defines the queue
length process Qx

ij(·) := {Qx
ij(t), t ∈ Z+}. We set Tx

ij(·) := {Tx
ij(t), t ∈ Z+}, where Tx

ij(t) is
equal to the cumulative amount of service time that has been spent on class (i, j)
customers by time t. As the service times of each class of customer are precisely
one unit of time, Tx

ij(t) is equal to the total number of class (i, j) service completions
at time t.

Let K := {(i, j) : i ∈ {1, . . . ,L}, j ∈ {0, . . . ,L}} be the set of customer classes. We
introduce the random vectorφi j(n) of length L2+L, withφi j

kl(n) = 1 if the nth class (i, j)
customer is routed to be a class (k, l) customer, and equal to zero otherwise, where
(i, j), (k, l) ∈ K . Observe that φi j(n) is an (L2 + L)-dimensional random vector with
expectation (Pi j)>, where Pi j is the row of the routing matrix P that corresponds to
the index (i, j). For each (i, j) ∈ K , we thus have an i.i.d. sequence of routing vectors
{φi j(n),n ≥ 1}. Define the cumulative routing process as Φi j(·) := {Φi j(n),n ∈ Z+},
where Φi j(n) :=

∑n
k=1 φ

i j(k). With this definition, Φ
i j
kl(n) is the number of class (i, j)

customers that have been routed to the queue of class (k, l) customers, after the first
n service completions of class (i, j) customers.

For each (i, j) ∈ K , the stochastic processes Ai j(·), Tx
kl(·) and Φkl

i j(·), for all
(k, l) ∈ K , completely determine the paths of the queue length process Qx

ij(·). By
adding the exogenous arrivals and arrivals via routing to the initial queue length,
and subtracting the departures, we have for each class (i, j) and each t ≥ 0

Qx
ij(t) = Qx

ij(0) + Ai j(t) +
∑

(k,l)∈K
Φkl

i j

(
Tx

kl(t)
)
− Tx

ij(t).

Next we define, for i ∈ {1, . . . ,L}, the process Ix
i (·) := {Ix

i (t), t ∈ Z+}, where

Ix
i (t) : = t −

L∑
j=0

Tx
ij(t).

We can interpret Ii(t) as the cumulative amount of time that station i has been idle
up to time t. Write ∆Ix

i (t) := Ix
i (t + 1) − Ix

i (t). For each station i ∈ {1, . . . ,L}we have
imposed that the station will not idle whenever it has a non-empty queue that it
can serve. Mathematically this is expressed as

∞∑
t=0

L∑
j=0

Qx
ij(t)∆Ix

i (t) = 0 for all i ∈ {1, . . . ,L},

which is called the work-conserving property.

We now present a vector representation of the above equations, which will
ease the notational burden. All vectors are column vectors, and all (in)equalities
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involving vectors have to be read componentwise. Let Tx(·) := {Tx(t), t ∈ Z+} be a
vector-valued process, where Tx(t) is the vector (Tx

ij(t))i j, and analogously define
the vector-valued processes Ix(·), A(·) and Qx(·). Also, we write C for the L× (L2 + L)
incidence matrix, where Ci,(k, j) = 1{k=i}, for i, k ∈ {1, . . . ,L}, and j ∈ {0, . . . ,L}. For
t ≥ 0, we now have the following equations for Qx(·) and Tx(·):

Qx(t) = Qx(0) + A(t) +
∑

(k,l)∈K
Φkl(Tx

kl(t)) − Tx(t), (5.4)

Qx(t) ≥ 0, (5.5)

Tx(t) is nondecreasing, ∆Tx(t) ≤ e, and Tx(0) = 0, (5.6)

Ix(t) = et − CTx(t) is nondecreasing, (5.7)∑
t≥0

(CQx(t))∆Ix(t) = 0, (5.8)

where e is the L-dimensional vector of ones, and where

(CQx(t))∆Ix(t) =

 L∑
j=0

Qx
1 j(t)∆Ix

1(t), . . . ,
L∑

j=0

Qx
Lj(t)∆Ix

L(t)


>

.

Finally, we have to account for the priorities of the system. For each i ∈ {1, . . . ,L},
we set

Ix,+
i (t) := t −

L∑
j=1

Tx
ij(t),

which is the total service time up to time t that is available for class (i, 0) customers.
Recall that we imposed that customers of class (i, j), j ∈ {1, . . . ,L}, have priority
over class (i, 0) customers, which is expressed in the equation

∞∑
t=0

L∑
j=1

Qx
ij(t)∆Ix,+

i (t) = 0, for each i ∈ {1, . . . ,L}. (5.9)

This is the priority equation, analogous to the work-conserving property.

Each sample path of the multiclass network has to satisfy equations (5.4)-(5.9).
The evolution of the sample paths is clearly different for each parameter setting, i.e.,
these equations are parameterized by the collection of pi and qi j. We refer to this set
of equations as the queueing equations or the queue length process representation.
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In the remaining part of the section, unless explicitly mentioned otherwise, all processes
are continuous-time processes, i.e., from now on t denotes a time in R+.

We are now ready to introduce the fluid model equations, or fluid model for
short. They are the continuous-time analog of the queueing equations. These
equations naturally arise as a scaling limit for solutions to the queueing equations.
We consider discrete-time solutions to the queueing equations (Qx(·),Tx(·)) under a
scaling that is like the one used in the law of large numbers. More precisely, we
scale time by a factor n and the process value by 1/n, whilst scaling the initial states
such that they are O(n). Then, as n → ∞, we obtain a continuous-time limit for
(Qx(n · )/n,Tx(n · )/n). This limit will satisfy additional equations that together form
the fluid model.

We formulate the fluid model as part of a theorem, a general version of which
was proven in [42] for continuous-time multiclass networks, and which is required
as part of the proof of stability of X2(·). In our case, due to the discrete-time nature
of our processes, the proof of the theorem requires some small modifications, and
is therefore given in Appendix 5.10.2.

We denote the (L2 + L) × (L2 + L) identity matrix by I, and let p be the vector
(pi j)i j, where we set pi0 ≡ pi for i ∈ {1, . . . ,L}, and pi j ≡ 0 for i, j ∈ {1, . . . ,L}. For an
element x in the state space of the multiclass network, we write |x| := ∑

i j xi j for the
norm of x.

Theorem 5.5.1. For a sequence of initial states {xn}n with |xn| > 0 for all n, we consider the
associated sequence of discrete-time solutions to the queueing equations {(Qxn (·),Txn (·))}n.
In addition, we write( 1

|xn|Q
xn (b|xn| · c) , 1

|xn|T
xn (b|xn| · c)

)
for the continuous-time processes that take the value

(
Qxn (b|xn|tc)/|xn|,Txn (b|xn|tc)/|xn|

)
at

time t ∈ R+.

Then, there exists a set Ω′ ⊂ Ω with P(Ω′) = 1 such that for each ω ∈ Ω′, for each
sequence of initial states {xn}n with |xn| > 0 for all n and |xn| → ∞, every subsequence
{xn j } j has a further subsequence {xn j(m)}m, such that as m→∞,

1
|xn j(m)|Q

xnj (m) (0)→ Q̄(0), (5.10)

1
|xn j(m)|

(
Qxnj(m)

(
ω,

⌊
|xn j(m)| ·

⌋)
,Txnj (m)

(
ω,

⌊
|xn j(m)| ·

⌋))
→ (

Q̄(ω, ·), T̄(ω, ·)) , (5.11)

uniformly on compact sets, for some limit (Q̄(ω, ·), T̄(ω, ·)) ∈ C2(L2+L)[0,∞) that may
depend on the sequence {xn j(m)}m or ω. Moreover, omitting ω in the notation, (Q̄(·), T̄(·))
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satisfies for every t ≥ 0:

Q̄(t) = Q̄(0) + pt − (I − P>)T̄(t), (5.12)

Q̄(t) ≥ 0, (5.13)

T̄i j(·) is nondecreasing, Lipschitz-1 for each (i, j) ∈ K , and T̄(0) = 0, (5.14)

Ī(t) = et − CT̄(t) is nondecreasing, (5.15)∫ ∞

0
Q̄i0(t) dĪi(t) = 0 for all i ∈ {1, . . . ,L}, (5.16)

Q̄i j(t) = 0 for all i, j ∈ {1, . . . ,L}. (5.17)

We end this section with some terminology, and a definition. For each fixed
ω ∈ Ω′, we refer to the limit (Q̄(·), T̄(·)) as a fluid limit, and every pair (Q̄(·), T̄(·)) that
is a solution to equations (5.12)-(5.17) is called a fluid model solution, i.e., every fluid
limit is a fluid model solution, but the converse might not hold.

Definition 5.5.2. We say that a fluid model is stable when there exists a constant δ > 0
that depends only on p and P, such that for any fluid model solution with |Q̄(0)| = 1,
Q̄(· + δ) ≡ 0.

5.5.2 Stability

Recall that, to prove Theorem 5.3.4 we prove that the multiclass network, as defined
in Section 5.4, is stable under the same condition, after which we use Lemma 5.4.1.
According to a well-known result, stability of the fluid model in Theorem 5.5.1 is a
sufficient condition for stability of X2(·). This result has been proven for general
state spaces by Dai [42, Theorem 4.2] and is reviewed in Bramson [22, Theorem
4.16]. In our setting of a countable state space the argument is considerably shorter
and is given in [23]. For completeness, we formulate this result in the following
proposition, a proof of which is included in Appendix 5.10.2.

Proposition 5.5.3. If the fluid model is stable then the Markov chain X2(·), which we refer
to as the multiclass network, is positive recurrent.

Now all that is left to prove is that, under the condition of Theorem 5.3.4, the
fluid model is stable, which is the focus of this section. In [46, Section 6], a more
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general version of this result is proven, but, we provide a different proof, based on
[159], which has the advantage of having a clear interpretation. To be more precise,
we explained in Remark 5.3.3 that πi j can be interpreted as the expected number
of times that a type- j vehicle ‘intends’ to occupy cell i, and stability deals with
the question whether this will actually happen. Using this interpretation, one can
determine the amount of time that stations will be busy, given the amount of fluid
mass that is present in the network. In the proof, we show that the fluid analog of
this quantity should become zero at some point (so that the fluid limit becomes
zero), since one would otherwise obtain a contradiction.

In the theory of multiclass networks, it is customary to consider the quantity
λ := (I − P>)−1p. This is known as the solution of the traffic equations [22, Section
1.2], where λi j can be interpreted as the effective arrival rate to a queue of class (i, j)
customers. By summing over j, we obtain the effective arrival rate per station,
defined as ρi :=

∑L
j=0 λi j. Since ρi is a station-level quantity in the network, we

use a single index. In any multiclass network, ρi is the amount of service time
that will be required from station i in the future, arriving to the network per unit
time. In vector-form we have ρ = Cλ. One can prove that the multiclass network
cannot be stable when ρ ≥ 1, using an argument like the one we used to prove
Proposition 5.3.5. In many cases, ρ < 1 is sufficient for stability, though this is not
always the case; see [22, Chapter 3] for counterexamples.

The next lemma proves that the condition given in Theorem 5.3.4 is equivalent
to the condition that ρi < 1 for all i ∈ {1, 2, . . . ,L}.

Lemma 5.5.4. It follows from the definition of ρ that for all i ∈ {1, 2, . . . ,L},

ρi < 1 if and only if πi0 > pi

Proof. Let i ∈ {1, . . . ,L}. We show that ρi = pi +
∑L

j=1 πi j, where πi j is given by (5.1).
The equivalence then follows immediately from (5.2). We start by observing that

λi j =
(
(I − P>)−1 p

)
i j

=
((

I +
∑∞

m=1 (P>)m
)

p
)

i j
.

Hence, we obtain the equation

ρi =

L∑
j=0

λi j =

L∑
j=0

pi j +

L∑
j=0

∞∑
m=1

∑
(kl)∈K

(
P>

)m
(i j),(kl) pkl

= pi +

L∑
j=1

∞∑
m=1

(
P>

)m
(i j),( j0) p j,
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where we use that pi j = 0 for j , 0. Now, we recognize that for the case that
1 ≤ j < i ≤ L, we have

∞∑
m=1

(
P>

)m
(i j),( j0) p j =

∞∑
n=0

P
(
T j ≥ i − j + nL

)
= πi j,

due to Lemma 5.3.2. The case 1 ≤ i ≤ j ≤ L yields a similar equality. As such we
obtain

ρi = pi +

L∑
j=1

πi j,

which completes the proof. �

Before we prove that the fluid model is stable, we require a crucial lemma, for
which we first need to define various important quantities. For i, j ∈ {1, . . . ,L}, we
define the quantity

bi j :=
∞∑

m=1

(
P>

)m
(i j),( j0) , (5.18)

which is the mean number of times that a customer arriving at station j (i.e., a
customer of class ( j, 0)), intends to visit station i (i.e., as a class (i, j) customer) in the
future. Observe that bi j = πi j/p j when p j , 0.

These bi j will be crucial in our proof, since they lead to an expression for the
residual amount of work for the stations, currently present in the system but not
necessary present at the stations. More precisely, for i ∈ {1, . . . ,L}, we define the
process di(·) := {di(t), t ∈ Z+} by setting

di(t) := Qi0(t) +

L∑
j=1

Q j0(t)bi j.

Then di(t) measures the expected number of times that customers present in the
exogenous queues at time t intend to enter a queue at station i (i.e., use the service
capacity of station i for one unit of time). In the proof we consider the fluid analog
of di(·), namely the process d̄i(·) := {d̄i(t), t ∈ R+} defined through

d̄i(t) := Q̄i0(t) +

L∑
j=1

Q̄ j0(t)bi j. (5.19)

As a consequence of the proof of Lemma 5.5.4, we have the following vector-form
expression for d̄(t):

d̄(t) = C(I − P>)−1Q̄(t),
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where we emphasize that Q̄i j(·) ≡ 0 for j ∈ {1, . . . ,L}, by (5.17). From (5.12) and
(5.15) we obtain

d̄i(t) =
(
C(I − P>)−1Q̄(t)

)
i
=

(
d̄(0) + ρt − CT̄(t)

)
i
= d̄i(0) − (1 − ρi)t + Īi(t). (5.20)

The quantity d̄i(t) thus has the interpretation of being the residual amount
of work for station i in the fluid model. It has a nice property, which is the fluid
equivalent of the statement that, when the queue of class (i, 0) customers is empty,
all customers that will visit station i, must also visit station i − 1. This property
reflects the ring topology that we have in our system, and it enables us to control
the decay of the amount of fluid in the network. We formulate this statement in the
following Lemma.

Lemma 5.5.5. If (Q̄(·), T̄(·)) is a fluid model solution, then for i ∈ {1, . . . ,L}, then for all
t ≥ 0, Q̄i0(t) = 0 implies

d̄i−1(t) ≥ d̄i(t),

where i − 1 has to be read as L when i = 1.

Proof. Let t ≥ 0 be arbitrary and assume Q̄i0(t) = 0. Then, using (5.19), we have

d̄i−1(t) − d̄i(t) = Q̄i−1,0(t) +

∞∑
m=1

((
P>

)m
(i−1,i−1),(i−1,0) −

(
P>

)m
(i,i−1),(i−1,0)

)
Q̄i−1,0(t)

+
∑

j,i,i−1

∞∑
m=1

((
P>

)m
(i−1, j),( j0) −

(
P>

)m
(i, j),( j0)

)
Q̄ j0(t).

Observe that (P>)m
(i, j),( j0) is only nonzero when m is equal to a number of transitions

that makes a vehicle go from cell j to cell i. Therefore, we have

d̄i−1(t) − d̄i(t) = Q̄i−1,0(t)
(
1 − (

P>
)

(i,i−1),(i−1,0)

)
+

∑
j,i

∞∑
m=1

((
P>

)m
(i−1, j),( j0) −

(
P>

)m+1
(i, j),( j0)

)
Q̄ j0(t).

Now, since (P>)(i,i−1),(i−1,0) = 1, the first term on the right-hand side is equal to zero.
Hence,

d̄i−1(t) − d̄i(t) =
∑
j,i

∞∑
m=1

((
P>

)m
(i−1, j),( j0) −

(
P>

)m+1
(i, j),( j0)

)
Q̄ j0(t) ≥ 0,

since the inequality holds true for all terms in the double summation. �
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We proceed by introducing some more notation. Recall that |Q̄(t)| := ∑L
i=1 Q̄i0(t)

is the norm of the system at time t ≥ 0. Denote ρ̄ := maxi∈{1,...,L} ρi, and write
‖B‖ := maxi j(1 + bi j) as an upper bound for the bi j. Note that the condition of
Theorem 5.3.4 implies that ρ̄ < 1, due to Lemma 5.5.4.

We are now ready to state and prove the main result of this section, the stability
of the fluid model, which completes the proof of Theorem 5.3.4. The proof is an
adaptation of the proof of the main result in [159].

Theorem 5.5.6. Let (Q̄(·), T̄(·)) be a solution of the fluid model equations (5.12)-(5.17),
that satisfies |Q̄(0)| = 1. Under the condition of Theorem 5.3.4, set δ = ‖B‖L

1−ρ̄ < ∞, then we
have that for all t > δ, Q̄(t) = 0.

Proof. We will show the sufficient statement that for each t > δ, maxi∈{1,...,L} di(t) = 0.
The proof will be by contradiction. To this end, assume there exists t > δ and an
index n1 ∈ {1, . . . ,L}, such that d̄n1 (t) = ε, for some ε > 0. Informally, we will show
that there must have been a Q̄i0(η), with η close to zero, with more fluid mass in it
than could have been there at time η.

First, we obtain an simple upper bound for d̄i(t). By (5.20), we have for all
t ≥ 0,

d̄i(t) ≤ d̄i(0) + ρ̄t ≤ ‖B‖L + ρ̄t. (5.21)

The remainder of the proof is to derive a lower bound for di(t), which will give a
contradiction for some t close to zero. To derive the lower bound, we first define
τ := ε/(L ‖B‖). Then, we claim that when di(t′) > 0 for t′ ≥ τ and i ∈ {1, . . . ,L}, then
there must be an index j ∈ {1, . . . ,L} such that

d j(t′ − τ) ≥ di(t′) + (1 − ρ̄)τ. (5.22)

Suppose for the moment that this claim is true. Since t > δ = (‖B‖L)/(1 − ρ̄),
we have, using (5.21),

ε = d̄n1 (t) ≤ ‖B‖L + ρ̄t < t.

Hence t > τ, and we can apply our claim recursively. More precisely, since t > τ,
we can recursively apply our claim

⌊
t
τ

⌋
times, to obtain cell-indices nm+1, with

m ∈
{
1, . . . ,

⌊
t
τ

⌋}
, such that

d̄nm+1 (t −mτ) ≥ d̄nm (t − (m − 1)τ) + (1 − ρ̄)τ.

So, for m =
⌊

t
τ

⌋
, we have the following lower bound for d̄nm+1

(
t −

⌊
t
τ

⌋
τ
)
:

d̄nm+1

(
t −

⌊ t
τ

⌋
τ
)
≥ ε +

⌊ t
τ

⌋
(1 − ρ̄)τ. (5.23)
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We then observe that since t > δ, we have

ε +
⌊ t
τ

⌋
τ > ‖B‖L + ρ̄t.

Combining now the upper bound for d̄lm+1 (·) in (5.21), at time
(
t −

⌊
t
τ

⌋
τ
)
, with (5.23),

we obtain

d̄nm+1

(
t −

⌊ t
τ

⌋
τ
)
≤ ‖B‖L + ρ̄

(
t −

⌊ t
τ

⌋
τ
)
< ε +

⌊ t
τ

⌋
(1 − ρ̄)τ ≤ d̄nm+1

(
t −

⌊ t
τ

⌋
τ
)
,

which is the desired contradiction. As such, all that remains is to prove the claim in
(5.22), which will be the focus of the rest of the proof.

To prove the claim in (5.22), we first show that there is a k ∈ {1, . . . ,L} such
that Q̄k0(s) > 0 for all s ∈ [t − τ, t]. Because dn1 (t) = ε, there must be a k ∈ {1, . . . ,L}
such that Q̄k0(t) ≥ ε/(L ‖B‖). Now, if Q̄k0(s) > 0 for every s ∈ [0, t], then we obtain
a contradiction (and so the proof is complete using a different contradiction) via
(5.20), using the work-conserving property (5.16), and by the assumption that
|Q̄(0)| = 1:

d̄k(t) = d̄k(0) − (1 − ρi)t ≤ L ‖B‖ − (1 − ρ̄)t < 0.

Therefore, we can define the last time before t at which Q̄k0(·) had value zero:
τ0 := inf{s ≥ 0: Q̄k0(t − s) = 0}. Then, using that T̄k0(·) is increasing and ρk =

pk +
∑

j p jbkj ≥ pk, we obtain

Q̄k0(t) = Q̄k0(t) − Q̄k0(t − τ0) = pkτ0 − (
T̄k0(t) − T̄k0(t − τ0))

) ≤ pkτ0 ≤ ρkτ0.

Hence, Q̄k0(t) ≤ ρ̄τ0. Now, using that Q̄k0(t) ≥ ε/(L ‖B‖), we obtain

τ0 ≥ Q̄k0(t)
ρ̄
≥ ε
ρ̄ ‖B‖L

> τ,

since ρ̄ < 1. We conclude that Q̄k0(s) > 0 for all s ∈ [t − τ, t].

We proceed the proof of the claim in (5.22) by defining a sequence of indices li
and numbers τi ≥ τ, with i ∈ {1, . . . , I} for I ∈ {1, . . . ,L}, and l1 = n1. Additionally,
these have the properties that

∑I
j=1 τ j = τ, and Q̄li0(s) > 0 for all s ∈

(
t −∑i

j=1 τ j, t −∑i−1
j=1 τ j

]
(which might be an empty interval), with the convention of an empty sum

being equal to zero. Since Q̄k0(s) > 0 for all s ∈ [t− τ, t], this sequence exists and has
finite length (I ≤ L). Formally we define the sequence as follows.

1. If Q̄l10(s) > 0 for all s ∈ [t − τ, t], we set τ1 = τ. Otherwise, τ1 := inf{s ≥
0: Q̄l10(t − s) = 0}. Note that τ1 = 0 when Q̄l10(t) = 0. We set I = 1 if τ1 = τ and
stop the definition of our sequence. Otherwise, set i = 2.
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2. Set li = L if li−1 = 1, and li = li−1−1 otherwise. Then, li is the index of the station
before station li−1.

3. If Q̄li0(s) > 0 for all s ∈ [t− τ, t−∑i−1
j=1 τ j], set τi = τ, I = i, and stop the sequence

definition.
4. Otherwise, let τi := inf{s ≥ 0: Q̄li0(t −∑i−1

j=1 τ j − s) = 0}. Set i← i + 1, and go to
step 2.

Now, we complete the proof of the claim in (5.22) in two steps.

◦ First, by the definition of the li and τi, we have Q̄li0(s) > 0 for s ∈
(
t−∑i

j=1 τ j, t−∑i−1
j=1 τ j

]
(which might be empty when τi = 0). The work-conserving property

(5.16) and equation (5.20) then give, for i ∈ {1, . . . , I},

d̄li

(
t −∑i−1

j=1τ j

)
= d̄li

(
t −∑i

j=1τ j

)
− (1−ρi)τi ≤ d̄li

(
t −∑i

j=1τ j

)
− (1− ρ̄)τi, (5.24)

with the convention of an empty sum being zero. This property shows that
d̄li (·) should have been decreasing during time that Q̄li0 > 0.

◦ For the second step, assume I ≥ 2. By Lemma 5.5.5, and using (5.24), we have
for i ∈ {2, . . . , I},

d̄li−1

(
t −∑i−1

j=1τ j

)
≤ d̄li

(
t −∑i−1

j=1τ j

)
≤ d̄li

(
t −∑i

j=1τ j

)
− (1 − ρ̄)τi. (5.25)

Summing (5.25) over all i ∈ {2, . . . , I}, and adding (5.24) for i = 1, we obtain

d̄l1 (t) +
∑I

i=2d̄li−1

(
t −∑i−1

j=1τ j

)
≤ ∑I

i=1d̄li

(
t −∑i

j=1τ j

)
− (1 − ρ̄)

∑I
i=1τi.

Canceling equal terms, and recalling that τ =
∑I

j=1 τ j, gives, for I ≥ 2,

d̄l1 (t) ≤ d̄lI (t − τ) − (1 − ρ̄)τ.

Rewriting the inequality, and recalling that dl1 (t) = ε, yields

d̄lI (t − τ) ≥ d̄l1 (t) + (1 − ρ̄)τ = ε + (1 − ρ̄)τ. (5.26)

Note that (5.26) also holds for I = 1, due to (5.24), proving the claim in (5.22). �

5.6 Related models

At the beginning of Section 5.2, we briefly explained why we consider the round-
about model instead of the slotted-ring model from [5]. In the first part of this
section, we present a detailed explanation of this decision by providing a formal
argument why Theorem 5.3.4 extends to the slotted-ring model.
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In the second part of this section, we discuss in detail why the model that
we introduced in Section 5.2 is slightly different from the roundabout model in
Chapter 4. There, we also provide a rigorous argument for why this change in
model does not alter the global stability region.

In the last part of this section, we present various ways in which the model can
be generalized, while the proof of stability remains valid. In particular, we explain
how our setting can also be used to cover the formulation of multiclass networks
in which customers are identified with the route that they intend to take through
the network.

5.6.1 Slotted-ring model

For the issue of stability, the slotted-ring model in [5] can be seen as a slightly less
general variant of the roundabout model. To clarify this statement, we highlight
the small differences between both models and explain their irrelevance when
considering the issue of stability.

The main differences are that time in the slotted-ring model is continuous, and
the (independent) inter-arrival times are exponential instead of geometric. As such,
the arrivals follow a Poisson process. In addition, the processing times in the cells
are deterministic with length τ/L, for some real number τ > 0, instead of being
deterministic with length one. Finally, the routing in [5] imposes that packets never
make more than one loop around the ring, whereas in the roundabout model they
can make arbitrarily many. It turns out that, in order to identify the global stability
region, this last difference is the only one that matters, which is why we consider
the (more general) roundabout model.

Now, by observing the slotted-ring model in [5] at times kτ/L, for k ∈ Z+, one
obtains a discrete-time model that is a (time-scaled) version of the roundabout
model, except in one aspect: in an interval [(k − 1)τ/L, kτ/L], two or more arrivals
to a single queue can occur in the slotted-ring model, whereas in the roundabout
model one can only have at most one arrival.

Due to the strong law of large numbers, this discrepancy does not change
the condition for stability. To be precise, consider a Poisson process N(·) with rate
λ > 0. By the strong law of large numbers, the scaled process N(n ·)/n converges
uniformly on compact sets, on a set of probability one, to the function t 7→ λt, as
n → ∞. Therefore, as a consequence of Theorem 5.5.1, and since customers can
make more than one full loop in the roundabout model, the slotted-ring fluid
model is a special case of the roundabout fluid model. Consequently, the proof of
Theorem 5.3.4 extends to the slotted-ring model.
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5.6.2 Roundabout model

We explain the reason why we consider a slightly different model than the one in
Chapter 4. In the roundabout model from the previous chapter, a vehicle arriving
to an empty queue and cell at time t ∈ Z+ could immediately enter the roundabout,
and would therefore not be in the queue at times t and t + 1. However, in the
multiclass formulation of the model, the vehicle, in order to receive service, must
have been in the queue for one unit of time. To prove stability, we couple both
models so that the sample paths are equivalent, Moreover, we use fluid models for
our proof, which requires that we embed the sample paths of these discrete-time
processes in a space of functions on R+.

Combining the above steps in the proof together with the properties of the
multiclass network, the vehicle must have been in the queue during (t, t + 1), but
not at time t. Hence, this leaves us with a continuous-time embedding of the
sample paths that is not right-continuous. Therefore, we cannot appeal to the
well-developed theory of convergence of probability measures on Polish spaces, in
particular the convergence of probability measures on the space of càdlàg functions
on R+, equipped with the Skorokhod topology.

To remedy this, we chose to let arriving vehicles enter the queue first, and allow
them to enter the roundabout no sooner than one time step later. For comparison
with the continuous-time version of the model, we can say that vehicles now arrive
‘just before’ time t ∈ Z+, instead of arriving ‘just after’. We emphasize that this
model alteration does not affect the stability condition; Theorem 5.3.4 also applies
to the model in Chapter 4. We provide the essential argument for this claim in
Proposition 5.6.1 below, the proof of which is presented in Appendix 5.10.1. Hence,
X1(·) is positive recurrent if and only if the Markov chain for the model in Chapter 4
is positive recurrent.

Proposition 5.6.1. Denote X̃(·) for the discrete-time Markov chain associated to the model
in Chapter 4. Then there exists a coupling between X1(·) and X̃(·) for which

sup
t≤T

∥∥∥X1(t) − X̃(t)
∥∥∥ ≤ 1 for all T ∈ Z+,

where ‖x‖ = max1≤i≤2L |xi| for x ∈ R2L.

5.6.3 Model extensions

The way we defined the multiclass network in Section 5.4 corresponds to the
probabilistic routing of vehicles in the roundabout model. This specific type of
routing enables us to identify customers classes by their location and type. A
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frequently used alternative in queueing networks is to determine a finite set of
(deterministic) routes that customers can take through a network, and identify each
customer class with one of these routes (see, e.g., [23]).

We can easily handle this alternative formulation. The reason is that, in our case,
a route is equivalent to the time that a customer intends to spend in the network,
together with the queue where the customer arrives. Therefore, to use fixed routes
instead of probabilistic routing, we only need to change the distributions of the
T j we used in Section 5.3. Lemma 5.3.2 is still valid in this case, and we can still
identify the global stability region in this case.

Observe that both formulations have advantages. On the one hand, fixed
routes enable different customer behavior than we have with probabilistic routing.
For instance, using fixed routes, we can have a class of customer that arrives to
queue 1, intends to make two complete circles with probability one and leaving the
roundabout at cell 2. This is not possible with probabilistic routing. On the other
hand, in probabilistic routing, the length that customers spend in the system is
unbounded. For a finite set of routes, this is necessarily bounded since, otherwise,
one would have an infinite amount of customer classes, and we would not be able
to identify a global stability region anymore.

In general, we can take a distribution for the T j that has a general form on
bounded support, and which has a form related to probability routing outside of
this set. Since the model formulation in Section 5.2 already covers a broad range of
applications in communication systems and transportation networks, we have not
considered this more general setting.

5.7 Results for unstable systems

In the previous sections, we have proven that the stability condition for X1(·) is
both necessary and sufficient, and we can therefore precisely quantify the capacity
of associated communication or transportation systems. In practice, however,
scenarios can occur in which the system is not stable, often during certain periods,
e.g., rush hour for road traffic applications, or specific busy hours for communication
networks. In that case, one is interested in, for instance, which queues will be stable,
and at which rate do the lengths of unstable queues grow.

In this section, we address the system performance in the case that the condition
of Theorem 5.3.4 fails. In Section 5.7.1, we provide a conjecture that states in what
cases the long-term rates at which cells are occupied are uniquely determined,
in which case they can be computed as the solution of a non-linear system of
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equations. Furthermore, the conjecture identifies the indices of queues that will
have unbounded length as t → ∞, and gives a first-order approximation to the
rate at which their length grows in time. We back our conjecture by numerical
experiments in Section 5.7.2. The conjecture requires that any routing probabilities
are not equal to 0 or 1, and in Section 5.7.3, we provide an example to illustrate
why our conjecture fails when this condition is not met.

5.7.1 Stationary analysis for unstable systems

The stability condition for X1(·) was conceived by realizing that, in the long run,
each cell should be empty more often than its corresponding queue receives arrivals.
For a parameter setting that does not satisfy this condition, one would expect
the opposite to happen: there must be a cell that is not empty as often as its
corresponding queue receives arrivals. The key observation for such a system is
that the long-term throughput of a queue is either pi when the cell is empty more
often than arrivals occur, otherwise it is equal to the long-term rate that a cell is
empty, denoted π̃i0. In short, the throughput of each queue i is π̃i0 ∧ pi.

Following the arguments of Proposition 5.3.1 and Lemma 5.3.2, the throughput
of all queues completely determines the rate by which cell i ∈ {1, . . . ,L} is occupied
by a type- j ∈ {1, . . . ,L} vehicle. To be precise, the marginal stationary rate at which
cell i is occupied by a type- j vehicle is equal to π̃i j = (π̃ j0 ∧ p j)bi j, with bi j as in (5.18).
By using that π̃i0 = 1 −∑

j π̃i j, we obtain the following system of equations

π̃0 = 1 − B(π̃0 ∧ p), (5.27)

where π̃0 is the vector of π̃i0, B = (bi j)i j, p is the vector of pi, and the minimum is
taken componentwise. These throughput equations have first appeared in [145] and
[119], for systems without priorities. Now, observe that in the long run, each queue
will be stable in the sense that it has length zero infinitely often with regeneration
times that have finite expectation, or its length will grow to infinity with a drift
equal to pi − π̃i0 > 0; we ignore the case where we have equality, which is related to
behavior of (non-positive) recurrent Markov chains.

The question is whether a solution to (5.27) actually exists, and if so, whether it
is unique. This issue is related to whether the system actually has a unique ergodic
throughput of its queues (or equivalently, whether the rate at which cells are empty
is well-defined in the ergodic sense, and is unique), instead of failing the property
of positive recurrence in some other way (e.g., by oscillating queue lengths or
having disjoint ergodic subclasses). In [64], it is shown for Jackson networks that
this system has a unique solution. In our case, however, this matter is complicated
by the presence of priorities, as was already alluded to in the introduction of [145].
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The primary reason why we are confident that for our model, the system in
(5.27) has a unique solution, lies in the presence of randomness. A queue i that
sends vehicles onto the roundabout will (possibly) prevent other queues j, j , i,
from sending vehicles onto the roundabout, which makes more room queue i. The
randomness in arrival and departure streams ensures that each queue must at
some point have an empty cell in front of it, which leads to this queue sending
vehicles onto the roundabout, blocking other queues in the process, and as such
creating more empty cells for itself. It is conceivable that this mixing behavior, due
to the system’s randomness, provides a unique balance of the queues’ throughput,
which also uniquely determines the rate at which cells are empty in the long run. To
exclude any deterministic behavior in the routing, we therefore assume qi j < {0, 1},
for all i, j ∈ {1, . . . ,L}, and in Section 5.7.3, we present an example that shows the
necessity of this condition. Our conjecture is as follows.

Conjecture 5.7.1. For any parameter setting with pi ∈ [0, 1] and qi j ∈ (0, 1) for all
i, j ∈ {1, . . . ,L}, the system of equations

π̃0 = 1 − B(π̃0 ∧ p)

has a unique solution π̃0. As a consequence, the set I defined by I ≡ {i : pi > π̃i0} is the set
of queues that have unbounded length as t→∞, with the other queues being stable. Each
queue i ∈ I will have drift equal to pi − π̃i0 > 0.

Finally, the marginal stationary probability of cell i being empty is given by π̃i0 =

1 −∑
j π̃i j, with π̃i j = (π̃ j0 ∧ p j)bi j being the marginal stationary probability that cell i is

occupied by a type j vehicle.

Before we provide numerical illustrations to support our conjecture, suppose
for the moment that one is given the set I of indices of queues that will have
unbounded length as t → ∞. Then one can define a new Markov chain X3(·) by
modifying X1(·) as follows: each queue i ∈ I is removed from the system and
instead we impose that when cell i is empty, a type i vehicle enters the roundabout
and will occupy cell i + 1 one unit of time later. Therefore, X3(·) behaves as if all
the queues i ∈ I are replaced by queues that have ‘infinite length’, as would be
essentially the case when t → ∞. The new Markov chain X3(·) has state space
{0, . . . ,L}L × Z|J|+ , whereJ = {1, . . . ,L} \ I and |J| denotes the cardinality ofJ ; it is
the set of all vectors that contain the state of all cells and each queue j, j ∈ J .

It is readily verified that X3(·) is irreducible, aperiodic and (by definition of I)
positive recurrent, and as such has a unique limiting distribution, i.e., X3(·) is an
ergodic Markov chain. Using a similar technique as the one used in Proposition 4.3.1,
we find that the marginal stationary distribution of cell i ∈ {1, . . . ,L} is given by:

◦ If j ∈ J , then π̃i j = πi j, where πi j is given by (5.1).
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◦ If j ∈ I, then

π̃i j =



π̃ j0
∏i+L−1

`= j+1(1 − q` j)

1 −∏L
`=1(1 − q` j)

if 1 ≤ i ≤ j ≤ L,

π̃ j0
∏i−1

`= j+1(1 − q` j)

1 −∏L
`=1(1 − q` j)

if 1 ≤ j < i ≤ L.

(5.28)

◦ Finally, the π̃ j0 are found by solving the equation

π̃i0 = 1 −
L∑

j=1

π̃i j. (5.29)

Due to the existence of I, we have that X3(·) is ergodic, and therefore the solution
to the system above exists and is unique.

5.7.2 Numerical examples

To illustrate the contents of Conjecture 5.7.1, we present results of a numerical
experiment related to a parameter setting in which the stability condition of
Theorem 5.3.4 fails. As the parameter setting, we take L = 6,

p =



0.24
0.30
0.28
0.26
0.20
0.22


, q =



0.2873 0.2909 0.2781 0.4253 0.2697 0.3873
0.3191 0.4256 0.2896 0.4289 0.3342 0.4169
0.3293 0.2555 0.4102 0.2670 0.4416 0.2537
0.3578 0.3841 0.4437 0.2578 0.3566 0.4000
0.3338 0.3335 0.3127 0.2840 0.3884 0.4478
0.3870 0.3617 0.3885 0.4256 0.3131 0.3996


,

corresponding to a random permutation of L equidistant numbers in [0.2, 0.3] for p,
and qi j sampled uniformly from [0.25, 0.45].

For this set of parameters, we have solved the system in (5.27) a total of 103

times using the numerical solver ‘vpasolve’ from MATLAB, each time with a
different random initial guess of the solution. We found no solutions that were more
than 10−4 apart from each other, which is evidence that the system of equations is
indeed uniquely solved.

We compare the solution found by the numerical solver to various estimates
from a simulation. To achieve this, the roundabout model was simulated for n = 105
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i π̃i0 π̂i0 pi pi < π̃i0

1 0.3589 0.3572 0.24 1
2 0.3367 0.3385 0.30 1
3 0.2733 0.2769 0.28 0
4 0.2179 0.2204 0.26 0
5 0.3117 0.3087 0.20 1
6 0.3319 0.3304 0.22 1

Table 5.1. Solution of system of equations by numerical solver π̃0, estim-
ates using simulation π̂0, and comparison with p.

iterations, starting from an empty system. The marginal stationary probabilities π̃i j

are estimated by computing, for j ∈ {0, . . . ,L},

π̂i j :=
1
n

n∑
t=0

1{Ci(t)= j},

where Ci(t) is the state of cell i at time t. If this quantity converges, this is evidence
of the system being ergodic, and the queues thus have unique throughput solution.
Moreover, in Table 5.1 we compare these estimates to the solution given by the
numerical solver, and with p. We see that the simulation indeed estimates the same
number for π̃i0 as the one provided by the numerical solver.

According to our conjecture (to be precise, the definition of I), queues 3 and 4
should be unstable, with their lengths growing at rate pi − π̃i0, i ∈ {3, 4}. To verify
this, we have plotted for each queue the sample paths of the simulation in Figure 5.1,
together with the line x 7→ (pi− π̃i0)x for i ∈ {3, 4}. Clearly, the prediction of queues 3
and 4 being unstable is correct. Moreover, the predicted rate at which their lengths
grow is also correct as a first-order approximation, as we can see from comparing
the black dotted lines to the sample paths of queues 3 and 4.

5.7.3 Necessity of conjecture conditions

To illustrate why we restrict the model parameters in Conjecture 5.7.1, we provide
an example that shows the necessity of the condition. Specifically, problems occur
when qi j ∈ {0, 1} is allowed, so we take qi j ∈ (0, 1] in our example; a similar example
can be thought of when qi j ∈ [0, 1) is allowed.

Consider a system with L = 2, with q11 = 0.1, q12 = 1, q21 = 1 and q22 = 0.1, so
that each qi j ∈ (0, 1]. In such a system, the system evaluation is heavily dependent
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Figure 5.1. Simulated sample paths of queue lengths, with theoretical drift
(dotted black lines) for queues 3 and 4.

on the initial condition, since every vehicle that enters the roundabout will block
the other queue precisely once.

To illustrate the system’s dynamics, suppose p1 = p2 = 0.6, and suppose that
both queues have an initial length of 1000. If we initialize cell 1 as empty, and cell 2
containing a vehicle of type 1, then queue 1 will empty and queue 2 will not be able
to insert a vehicle onto the roundabout until queue 1 is empty. Note that if we had
chosen p1 = 1, then this would not happen. When the length of queue 1 reaches
zero, queue 2 can insert a vehicle onto the roundabout, and if queue 1 does not
have an arrival at that time, then the behavior reverses, with queue 2 decreasing
and queue 1 building up. Since p1 = p2 = 0.6 the decreasing queue will reduce
by 0.4 on average per time step, whereas the increasing queue will rise by 0.6 on
average. Therefore, the intervals between the switch from increasing to decreasing
will become larger with every switch that is made.

Now, at some point, when a queue becomes empty, an arrival will occur
when the other queue also inserts a vehicle onto the roundabout, resulting in
two occupied cells. From that point on (given that enough arrivals occur to the
queue that was just empty) both cells will alternate between both being empty
and both being full, resulting in the queue lengths increasing with mean rate
0.2. Then, the throughput of queues will have a long-term throughput that is
uniquely determined, however the associated Markov chain X3(·) is periodic, and
therefore many stationary measures exist. The behavior of this system is illustrated
in Figure 5.2.

To show the necessity of the conditions in Conjecture 5.7.1, consider the system
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Figure 5.2. Simulated sample paths of queue lengths for example network,
initialized with cell 1 in state 2 and cell 2 empty.

of equations in (5.27). We have

π̃10 = 1 − (π̃20 ∧ p2)

π̃20 = 1 − (π̃10 ∧ p1),

where we have left p1 and p2 to be arbitrary numbers for now. Suppose however
that p1 and p2 are arbitrarily close to one, then the term π̃i0 ∧ pi can be replaced by
π̃i0, i ∈ {1, 2}, which yields a linear system of equations that is singular. For any
solution with π̃i0 ∈ (0, 1) for i ∈ {1, 2}, one can choose pi such that pi > π̃i0, justifying
the reduction of the system.

An interesting observation, which is related to Conjecture 5.7.1, is that Figure 5.2
has a strong resemblance with fluid limits. This can be explained due to the large
initial value of both queues. More precisely, the time that it takes for the first queue
to empty has the same order of magnitude as the initial size of the queue. Since we
chose these quite large, we are close to the fluid regime, the difference being that
the jumps of the process are not proportional to the reciprocal of the initial queue
lengths. In fact, the fluid limit corresponding to these sample paths is a proper
solution of the fluid model (5.10)-(5.17). We can however conclude that it is not
the only solution. Moreover, we have that these fluid limits are random, since the
number of oscillations, of queues becoming empty and filling up again, depends on
whether an arrival will occur upon a queue emptying, which is random. Random
fluid limits are not uncommon but typically provide extra difficulties; see, for
instance, [139] or [63].

More generally, if one has a fixed set of non-empty queues (and thus also
a fixed set of empty queues) on a time interval [t1, t2], then on this interval the
Markov chain X3(·) is well-defined. Now, if X3(·) is ergodic, and if t2 − t1 is large
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(which happens under the fluid scaling), then the cells will approximately be empty
with their ergodic rate on [t1, t2], and one can compute the drift of the queues from
Conjecture 5.7.1, i.e., using (5.28) and (5.29). The reason why this line of reasoning
does not work in this specific example is that the Markov chain X3(·) associated with
the above setting is not ergodic. This is shown in that if both queues are non-empty,
either one of the queues can be decreasing with the other one increasing, or both
queues can be increasing. There are actually infinitely many solutions to the system
of equations that determine the stationary distribution for X3(·).

5.8 Fluid model extension

In Sections 5.2-5.5, we derived a necessary and sufficient condition to make the
roundabout (and slotted-ring) system stable. In this section, we show that the
arguments on which the proof is based can be extended in a relatively easy fashion
to prove stability of a broader class of ring-topology queueing networks. To this
end, we consider a more general version of the fluid model in Theorem 5.5.1. We
prove that this more general fluid model is stable when the vector ρ (which we will
redefine in a moment) has components that are all strictly smaller than one.

Consider an L-station fluid model, L ∈ N. Each station i ∈ {1, . . . ,L} has
N(i) ∈ N buffers connected to it that contain fluid mass which is processed by the
station. We refer to the fluid in the jth buffer at station i as fluid of type j, where
j ∈ {1, . . . ,N(i)}. Moreover, we identify type- j fluid at station i as class (i, j) fluid,
where j ∈ {1, . . . ,N(i)} for i ∈ {1, . . . ,L}. Therefore, we have K :=

∑L
i=1 N(i) classes

of fluid in total. Class-level quantities are denoted with a double index, e.g., we
denote Q̄i j(t) for the amount of type- j fluid in the corresponding buffer at station i.
In contrast, station-level quantities are denoted with a single index.

A fraction of the fluid that is processed at a station is routed to buffers at the
other stations. The topology according to which fluid is routed is restricted to that
of a ring. To be more precisely, fluid from station i can only be routed to a buffer at
station i + 1 for i ∈ {1, . . . ,L − 1}, and fluid from station L can only be routed to a
buffer at station 1. Due to this ring structure, we allow ourselves to use the index
i + L to refer to station i.

Denote by (1 − qi, j,k) ∈ [0, 1] the fraction of class (i, j) fluid that is routed to
the class (i + 1, k) buffer after being processed at station i, where i ∈ {1, . . . ,L}, j ∈
{1, . . . ,N(i)}, and k ∈ {1, . . . ,N(i + 1)}. We impose that

∑N(i+1)
k=1 (1 − qi, j,k) ≤ 1 for all

j ∈ {1, . . . ,N(i)} and i ∈ {1, . . . ,L}, so that no extra fluid is created at a station upon
processing fluid. When

∑N(i+1)
k=1 (1 − qi, j,k) < 1, the remaining part of class (i, j) fluid
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is routed out of the network upon being processed at station i. Similar as for
the roundabout model, let P be a K × K matrix P with P(i, j),(i+1,k) = 1 − qi, j,k for
i ∈ {1, . . . ,L}, j ∈ {1, . . . ,N(i)}, and k ∈ {1, . . . ,N(i + 1)}, and with all other elements
equal to zero. Lastly, we assume the network is open, meaning that the series

I + P> + (P>)2 + . . .

converges and is equal (I − P>)−1.

The fluid model in Theorem 5.5.1 is generalized in the following way. First, we
consider a model where every buffer can contain fluid mass, whereas previously a
large number of fluid buffers was always empty, cf. (5.17). Second, each buffer can
now have fluid arriving to it from outside of the network. Thirdly, we allow fluid
of class (i, j) to be routed to any class (i + 1, k) fluid buffer, while in Theorem 5.5.1,
class-(i, j) fluid could only be routed to the class-(i + 1, j) buffer.

The notation will largely be as before, with αi j ≥ 0 now denoting the rate at
which class (i, j) fluid mass arrives from outside the network to the class (i, j) buffer
and with T̄i j(t) being the cumulative time that station i spends on processing type- j
fluid in the interval [0, t]. The latter defines the process T̄i j(·) := {T̄i j(t), t ∈ R+}. Let
Q̄(·) := {Q̄(t), t ∈ R+}, where Q̄(t) is the length-K vector of Q̄i j(t), and define the
process T̄(·) analogously.

We say that a pair (Q̄(·), T̄(·)) ∈ CK[0,∞) × CK[0,∞) is a solution to the extended
fluid model equations if, for all t ≥ 0, and for all j ∈ {1, . . . ,N(i)} and i ∈ {1, . . . ,L},

Q̄i j(t) = Q̄i j(0) + αi jt +

N(i−1)∑
k=1

T̄i−1,k(t)(1 − qi−1,k, j) − T̄i j(t), (5.30)

Q̄i j(t) ≥ 0, ∀ j∈{1,...,N(i)}, (5.31)

T̄i j(t) is nondecreasing, Lipschitz-1 and T̄i j(0) = 0, (5.32)

Īi(t) = t −
N(i)∑
j=1

T̄i j(t) is nondecreasing, (5.33)

∫ ∞

0

N(i)∑
j=1

Q̄i j(t) dĪi(t) = 0. (5.34)

Here, Ii(·) can be interpreted as the cumulative idle time of station i in [0, t] and (5.34)
is the work-conservative property, the latter of which states that station i exclusively
idles when there is no fluid mass in any of the type- j buffers at the station.
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We consider a fluid model in which the rate at which fluid is processed is
homogeneous over all class of fluid. This can be seen from the T̄i j(·) not being scaled
by a class-dependent constant. The reason behind this is that in [43], it is shown
that the network with heterogeneous service rates is not necessarily globally stable
for all work-conserving policies under the condition that ρi < 1 for all i ∈ {1, ...,L}.
We choose the rate at which fluid is processed to be 1, which by a time-scaling
argument covers all cases of stations with homogeneous processing rates.

We observe that we can consider an even more general version of this fluid
model by letting the routing fractions 1 − qi, j,k depend on the number of full circles
N that fluid has made. This enables us to consider more general versions of routing,
like the ones we discussed in Section 5.6.3. We stress that all results in this section
remain true, but since the notation is considerably more involved, we do not
consider this generalization.

Remark 5.8.1. In the extended fluid model, there is no equation that explicitly
describes service priorities between fluid classes. Such an equation can formally
be written down (cf. [42, Section 7]), but it turns out that for solving the issue of
stability this equation is redundant, i.e., we do not use the priority equation in the
proof of Theorem 5.8.2 below.

In the sequel, we use the following notation, some of which was also introduced
for the fluid model in Section 5.5, but which we recall for clarity. We denote by C
the L × K incidence matrix, so that (CQ̄(t))i =

∑N(i)
j=1 Q̄i j(t). In addition, (I − P>)−1α is

the fluid analogue to the solution of the traffic equations, with a = (ai j)i j, and we
have ρ := C(I − P>)−1α. We denote ρ̄ := maxi ρi, write∥∥∥(I − P>)−1

∥∥∥ = max
(i, j),(k,l)

∣∣∣∣∣ ((I − P>)−1
)

(i, j),(k,l)

∣∣∣∣∣,
and define Z̄i(t) :=

∑N(i)
j=1 Q̄i j(t). Finally, define d̄(·) := {d̄(t), t ∈ R+} with d̄(t) :=

C(I−P>)−1Q̄(t), for which the following identity follows from combining (5.30) and
(5.33):

d̄i(t) =
(
C(I − P>)−1Q̄(t)

)
i
= d̄i(0) − (1 − ρi)t + Īi(t) i ∈ {1, . . . ,L}. (5.35)

We end this section by stating the main result, the proof of which is the
subject of the next subsection. For the theorem and proof, we define the constant
K̄ := L maxi∈{1,...,L}N(i) ≥ K.

Theorem 5.8.2. Let (Q̄(·), T̄(·)) be a solution to the extended fluid model equations (5.30)-

(5.34) that satisfies |Q̄(0)| = 1. If ρ < 1, set δ := ‖(I−P>)−1‖K̄
1−ρ̄ < ∞, then for all t > δ,

Q̄(t) = 0.
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5.8.1 Proof of global stability

Before we prove Theorem 5.8.2, we the following auxiliary lemma. This lemma is
analogous to Lemma 5.5.5. It states that if Z̄i(t) = 0 for some arbitrary t ≥ 0, then
the amount of fluid in the network at time t that has to be processed by station i, is
no more than the amount that has be processed by the station before station i.

Lemma 5.8.3. For each i ∈ {1, . . . ,L}, and t ≥ 0, if Z̄i(t) = 0, then

d̄i−1(t) ≥ d̄i(t),

where i − 1 has to be read as L for i = 1.

Proof. To start, observe that

(I − P>)−1 = I +
∑∞

n=1 (P>)n = I + P> (I − P>)−1 ,

which reads component-wise as

(I − P>)−1
(i j),(kl) = δ(i j),(kl) +

∑N(i−1)
h=1 (I − P>)−1

(i−1,h),(kl) (1 − qi−1,h, j). (5.36)

Now, by definition of d̄i(t), we obtain

d̄i−1(t) − d̄i(t) =
∑N(i−1)

j=1

∑
(k,l)∈K (I − P>)−1

(i−1, j),(kl) Q̄kl(t)

−∑N(i)
m=1

∑
(k,l)∈K (I − P>)−1

(im),(kl) Q̄kl(t).

By (5.36), it then follows that the right-hand side in the preceding equation is equal
to ∑N(i−1)

j=1

∑
(k,l)∈K (I − P>)−1

(i−1, j),(kl) Q̄kl(t)

−∑N(i)
m=1 Q̄im(t) −∑N(i)

m=1

∑
(k,l)∈K

∑N(i−1)
h=1 (I − P>)−1

(i−1,h),(kl) (1 − qi−1,h,m)Q̄kl(t).

Using that Z̄i(t) = 0 and rewriting, we have

d̄i−1(t) − d̄i(t) =
∑N(i−1)

j=1

∑
(k,l)∈K (I − P>)−1

(i−1, j),(kl)

(
1 −∑N(i)

m=1(1 − qi−1,h,m)
)
≥ 0,

where the last inequality is due to
∑N(i)

m=1(1 − qi−1,h,m) ≤ 1. �

We are now ready to prove our main result for this section.

Proof of Theorem 5.8.2. The arguments used in this proof are the same as those of
Theorem 5.5.6, but then extended to this more general case. For clarity, we discuss
the proof in full detail again.
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We prove the theorem by contradiction, by showing that when t > δ,
maxi∈{1,...,L} d̄i(t) = 0. To this end, assume there exists t > δ and an index n1 ∈ {1, . . . ,L},
such that d̄n1 (t) = ε, for some ε > 0. We will show that there must have been a buffer
Q̄i(η), with η close to zero, with more fluid mass in it than could have been there at
time η.

We first derive an upper bound for d̄i(t): using (5.35), we have for all t ≥ 0

d̄i(t) ≤ d̄i(0) + ρ̄t ≤
∥∥∥(I − P>)−1

∥∥∥ K̄ + ρ̄t. (5.37)

where the inequality is due to |Q(0)| = 1. In the remainder of the proof, we derive a
lower bound for d̄i(t) that will contradict the upper bound we just found. To derive
the lower bound, we first define τ := ε/(

∥∥∥(I − P>)−1
∥∥∥ K̄). Then, we claim that when

d̄i(t′) > 0 for t′ ≥ τ and i ∈ {1, . . . ,L}, then there must be an index j ∈ {1, . . . ,L} such
that

d̄ j(t′ − τ) ≥ di(t′) + (1 − ρ̄)τ. (5.38)

Like in the proof of Theorem 5.5.6, suppose for the moment that this claim is
true. Then, since t > δ, which implies t > τ, we can recursively apply our claim

⌊
t
τ

⌋
times to obtain cell-indices nm+1, with m ∈

{
1, . . . ,

⌊
t
τ

⌋}
, such that

d̄nm+1 (t −mτ) ≥ d̄nm (t − (m − 1)τ) + (1 − ρ̄)τ. (5.39)

Thus, for m =
⌊

t
τ

⌋
, we have a lower bound for d̄nm+1 (·) at time

(
t −

⌊
t
τ

⌋
τ
)
,

d̄nm+1

(
t −

⌊ t
τ

⌋
τ
)
≥ ε +

⌊ t
τ

⌋
(1 − ρ̄)τ. (5.40)

We then observe that t > δ implies

ε +
⌊ t
τ

⌋
>

∥∥∥(I − P>)−1
∥∥∥ K̄ + ρ̄t.

Combining now the upper bound for d̄nm+1 (·) in (5.37), at time
(
t −

⌊
t
τ

⌋
τ
)
, with (5.40),

we obtain

d̄nm+1

(
t −

⌊ t
τ

⌋
τ
)
≤

∥∥∥(I − P>)−1
∥∥∥ K̄ + ρ̄

(
t −

⌊ t
τ

⌋
τ
)

< ε +
⌊ t
τ

⌋
(1 − ρ̄)τ ≤ d̄nm+1

(
t −

⌊ t
τ

⌋
τ
)
,

which is the desired contradiction. Hence, all that remains is to prove the claim in
(5.38).
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To prove the claim in (5.38), we mimic the argumentation in the last part of
the proof of Theorem 5.5.6. The main difference being that we have to account for
more general routing and more non-empty queues at single stations, which results
in analogous results but with different bounds.

We first show that there must be a k ∈ {1, . . . ,L} such that Z̄k(s) > 0 for
all s ∈ [t − τ, t]. Because d̄n1 (t) = ε, there must be a k ∈ {1, . . . ,L}, such that
Z̄k(t) ≥ ε/(

∥∥∥(I − P>)−1
∥∥∥ K̄). If Z̄k(s) > 0 for every s ∈ [0, t], then the proof is complete

by the following (different) contradiction:

d̄k(t) = d̄k(0) − (1 − ρi)t ≤
∥∥∥(I − P>)−1

∥∥∥ K̄ − (1 − ρ̄)t < 0,

for which we use (5.35), the work-conserving property (5.34), and the condition
that |Q̄(0)| = 1. Hence, we assume that Z̄k(s) = 0 for some s ∈ [0, t]. Let τ0 := inf{s ≥
0: Z̄k(t − s) = 0}, for which we thus have τ0 < t.

By summing equation (5.30) over all j ∈ {1, . . . ,N(k)}, we obtain

Z̄k(t) = Z̄k(0) +
(∑N(k)

j=1 αkj

)
t +

∑N(k)
j=1

∑N(k−1)
l=1 T̄k−1,l(t)(1− qk−1,l, j)−∑N(k)

j=1 T̄kj(t) (5.41)

Since Z̄k(s) > 0 for all s ∈ [t−τ0, t], it follows from (5.33) and (5.34) that
∑N(k)

j=1 T̄kj(t)−∑N(k)
j=1 T̄kj(t − τ0) = τ0. Hence, subtracting 0 = Z̄k(t − τ0) from (5.41) gives

Z̄k(t) =
(∑N(k)

j=1 αkj

)
τ0 +

∑N(k)
j=1

∑N(k−1)
l=1

(
T̄k−1,l(t) − T̄k−1,l(t − τ0)

)
(1 − qk−1,l, j) − τ0

≤
(∑N(k)

j=1 αkj

)
τ0 ≤ ρkτ0 ≤ ρ̄τ0,

where the first inequality is due to
∑N(k)

j=1

∑N(k−1)
l=1

(
T̄k−1,l(t) − T̄k−1,l(t − τ0)

)
(1−qk−1,l, j) ≤

τ0, using (5.33). For the second inequality we use that
∑N(k)

j=1 αkj ≤ ρk, which follows
from (5.36):

ρk =
(
C(I − P>)−1α

)
k

=
∑N(k)

j=1

∑
(i, j)∈K (I − P>)−1

(kl),(i j)αi j ≥ ∑N(k)
l=1 αkl.

Combining Z̄k(t) ≤ ρ̄τ0 with Z̄k(t) ≥ ε/(
∥∥∥(I − P>)−1

∥∥∥ K̄), we obtain

τ0 ≥ Z̄k(t)
ρ̄
≥ ε

ρ̄
∥∥∥(I − P>)−1

∥∥∥ K̄
> τ,

since ρ̄ < 1. We thus conclude Z̄k(s) > 0 for all s ∈ [t − τ, t].
To finish the proof of the claim in (5.38) we define a sequence of indices li and

numbers τi ≥ τ, with i ∈ {1, . . . , I} for I ∈ {1, . . . ,L}, and l1 = n1. Additionally, these
have the properties that

∑I
j=1 τ j = τ, and Z̄ni (s) > 0 for all s ∈

(
t−∑i

j=1 τ j, t−∑i−1
j=1 τ j

]
(which might be an empty interval), with the convention of an empty sum being
equal to zero. Since Z̄k(s) > 0 for all s ∈ [t − τ, t], this sequence exists and has finite
length (I ≤ L). Formally we define the sequence as follows.
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1. If τ1 = τ, then set I = 1 and stop the definition of the sequence. If Z̄l1 (s) > 0 for
all s ∈ [t − τ, t], we set τ1 = τ, I = 1, and we stop the definition of our sequence.
Otherwise, τ1 := inf{s ≥ 0: Z̄n1 (t − s) = 0} and set i = 2. Note that τ1 = 0 when
Z̄n1 (t) = 0.

2. Set li = L if li−1 = 1, and ni = ni−1 − 1 otherwise. Then li is the index of the
station before station li−1.

3. If Z̄li (s) > 0 for all s ∈
[
t − τ, t −∑i−1

j=1 τ j

]
, set τi = τ and I = i, which completes

the definition of the sequence.

4. Otherwise, let τi := inf
{
s ≥ 0: Z̄ni

(
t −∑i−1

j=1 τ j − s
)

= 0
}
. Increase i by one and

go to step 2.

Now, the proof of the claim in (5.38) is complete in two steps:

◦ First, we show that d̄li (·) should have been decreasing during the time that
Z̄li (·) > 0. Using the definition li and τi, it follows that Z̄li (s) > 0 for s ∈(
t −∑i

j=1 τ j, t −∑i−1
j=1 τ j

]
(which is an empty interval when τi = 0). The work-

conserving property (5.34) and equation (5.35) then give, for i ∈ {1, . . . , I},

d̄li

(
t −∑i−1

j=1τ j

)
= d̄li

(
t −∑i

j=1τ j

)
− (1−ρi)τi ≤ d̄li

(
t −∑i

j=1τ j

)
− (1− ρ̄)τi, (5.42)

where we again adopt the convention of an empty sum being zero.
◦ Second, we use the important Lemma 5.8.3. Combined with (5.42), we have

for i ∈ {2, . . . , I},

d̄li−1

(
t −∑i−1

j=1τ j

)
≤ d̄li

(
t −∑i−1

j=1τ j

)
≤ d̄li

(
t −∑i

j=1τ j

)
− (1 − ρ̄)τi. (5.43)

By summing (5.43) over all i ∈ {2, . . . , I}, and adding (5.42) for i = 1, we obtain

d̄l1 (t) +
∑I

i=2d̄li−1

(
t −∑i−1

j=1τ j

)
≤ ∑I

i=1d̄li

(
t −∑i

j=1 τ j

)
− (1 − ρ̄)

∑I
i=1τi.

We cancel equal terms, and recall that τ =
∑I

j=1 τ j. We then have, for I ≥ 2,

d̄l1 (t) ≤ d̄lI (t − τ) − (1 − ρ̄)τ.

Rewriting the inequality, and recalling that d̄l1 (t) = ε, yields

d̄lI (t − τ) ≥ d̄l1 (t) + (1 − ρ̄)τ = ε + (1 − ρ̄)τ. (5.44)

Note that (5.44) also holds for I = 1, due to (5.42).

This proves the claim in (5.38) and, hence, completes the proof. �
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5.9 Conclusion

In this chapter, we identified necessary and sufficient conditions for stability of
a broad class of stochastic ring networks with queueing. In particular, we have
proven the stability condition that was required for the derivations in Chapter 4.
Since the stability conditions are both necessary and sufficient, we characterize the
global stability region for such networks. For applications of these ring networks,
e.g., in communication systems of transportation networks, we can therefore talk
about the capacity of such systems.

In our proof, we couple the roundabout model from Chapter 4 to a multiclass
queueing network. From there, we were able to use fluid limits and the associated
fluid models to prove stability. For the broader class of ring networks, other such
coupling results can be conceived, thereby covering a broad class of models.

To prove our stability result for ring networks, we required special properties
for these networks. In particular, we imposed that the fluid model should have
homogeneous processing rate of fluid over all stations. In general, we know that a
ring fluid network with heterogeneous processing rates is not stable under sub-
critical conditions. However, the counterexample makes use of non-static priorities,
and perhaps static priorities could lead to a class of models for the issue of stability
can be solved. Another direction of future research is to extend the ring topology,
for instance to that of a bouquet of n circles. In that case, it is known that stability
under sub-critical conditions is not guaranteed, but perhaps a specific class of
models can be identified for which sub-critical loads are sufficient for stability.

5.10 Appendix

5.10.1 Stochastic coupling results

This first part of the appendix is devoted to proving Lemma 5.4.1 and Propos-
ition 5.6.1. We start with the former, for which we need to show that a coup-
ling between X1(·) and X2(·) exists with the additional property that there is a
bijection f : S1 → S2 such that, for every ω ∈ Ω, if f (X1(ω, 0)) = X2(ω, 0), then
f (X1(ω, t)) = X2(ω, t) for every t ∈ Z+.

The proof roughly goes as follows. For given initial states X1(0) and X2(0), we
construct the sample paths of both processes explicitly. By the Markov property this
can be done in terms of uniform random variables, of which we take independent
realizations at each time t ∈ Z+. The crux of the proof is that we can take the same
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set of uniform random variables to construct both processes, thereby establishing
the coupling. After establishing this fact, we simply define the correct bijection,
and verify the property specified above.

In the proof, write C1
i (t) and Q1

i (t) for the states of cell and queue i, respectively.
We denote the length of the queue for class (i, j) customers at time t by Q2

i j(t),
where we added the superscript 2 to emphasize that it concerns a component of
X2(t). Throughout the proof, we suppose that we have an arbitrary, but fixed set of
parameters pi and qi j, i, j ∈ {1, . . . ,L}.

Proof of Lemma 5.4.1 Define for each t ∈ Z+ the L2 + L uniform random variables
Ui j(t), with i ∈ {1, . . . ,L} and j ∈ {0, . . . ,L}. Let all Ui j(t) be independent. The idea
is that, tor i ∈ {1, . . . ,L} and t ∈ Z+, the realization of the random variable Ui0(t)
determines whether a vehicle arrives at queue i, and also whether a class (i, 0)
customer arrives. Likewise, for i, j ∈ {1, . . . ,L}, the realization of the random
variable Ui j(t) determines whether a type- j vehicle departs from cell i, and similarly
determines the routing of class (i, j) customers.

Step 1: We now construct the coupling of the two processes X1(·) and X2(·) in
terms of the uniform random variables Ui j(t).

◦ First, for the construction of X1(·), let the initial state X1(0) ∈ S1 be given. Then
the construction is complete if we show how the queues and cells are updated
after one unit of time, since this uniquely determines the sample paths of the
process. Let t ≥ 0, then from cases 1 to 3 in Section 5.2, it is readily verified that
the following equations update the state of cell (i + 1) and queue i correctly:

Q1
i (t + 1) =

[
Q1

i (t) − 1{C1
i (t)=0}

]+
+ 1{Ui0(t+1)<pi}, (5.45)

C1
i+1(t + 1) = i1{C1

i (t)=0}1{Q1
i (t)>0} +

∑L
j=1 j1{C1

i (t)= j}1{Ui j(t)>qi j}, (5.46)

where [x]+ := max{x, 0} for any number x. These equations determine the states
of each cell and queue in the system, for each t ≥ 0, in terms of X1(0) and the
uniform random variables {(Ui j(t))i j, t ∈ Z+}.

◦ Now, for the construction of X2(·), let the initial state X2(0) ∈ S2 be given
again. Then constructing the one-step update is sufficient to determine the
sample paths of X2(·). For t ≥ 0, from the definition of the multiclass network
in Section 5.4, we obtain

Q2
i0(t + 1) =

[
Q2

i0(t) − 1{∑L
j=1 Q2

i j(t)=0}
]+

+ 1{Ui0(t+1)<pi}, (5.47)

Q2
i+1, j(t + 1) = δi j1{∑L

`=1 Q2
i`(t)=0}1{Q2

i0(t)>0} + Q2
i j(t)1{Ui j(t)>qi j}, (5.48)

for i, j ∈ {1, . . . ,L}, and where δi j is the Kronecker delta function, which is equal
to one if i = j, and is zero otherwise.
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By this construction, the coupling between X1(·) and X2(·) is complete.

Step 2: The next step is to show that there exists a bijection f : S1 → S2 such
that f (X1(ω, 0)) = X2(ω, 0) implies

f (X1(ω, t)) = X2(ω, t), for all t ∈ Z+. (5.49)

Such a bijection is given by the function f that has component functions
fi : Z+ × {0, 1, . . . ,L} → Z+ ×V, for 1 ≤ i ≤ L, given by

(Q1
i ,C

1
i ) 7→

(
Q1

i , 1{C1
i =1}, 1{C1

i =2}, . . . , 1{C1
i =L}

)
.

In other words, for each i ∈ {1, . . . ,L}, the function fi maps the state of queue and
cell i from X1(·), to the state of all queues at station i from X2(·). This function is a
bijection since the function f−1 : S2 → S1 with component functions f−1

i : Z+×V →
Z+ × {0, 1, . . . ,L}, given by(

Q2
i , 1{C2

i =1}, 1{C2
i =2}, . . . , 1{C2

i =L}
)
7→

(
Q2

i ,
∑L

j=1 j1{C2
i = j}

)
is an inverse for f .

It is now readily verified that f (X1(ω, t)) = X2(ω, t) is equivalent to

Q1
i (ω, t) = Q2

i0(ω, t), and 1{C1
i (ω,t)= j} = Q2

i j(ω, t), for all i, j ∈ {1, . . . ,L}.
Therefore, it immediately follows from (5.45)-(5.48), that for every t ≥ 0, if
f (X1(ω, t)) = X2(ω, t), then f (X1(ω, t + 1)) = X2(ω, t + 1). Hence, if we assume
f (X1(ω, 0)) = X2(ω, 0), then by induction we obtain (5.49), and so the proof is
complete. �

We continue by proving Proposition 5.6.1.

Proof of Proposition 5.6.1. We begin with constructing the sample paths of X̃(·)
in terms of the uniform random variables Ui j(t) from the proof of Lemma 5.4.1.
To this end, let C̃i(t) and Q̃i(t) denote, respectively, the state of cell i and length of
queue i at time t ∈ Z+, for i ∈ {1, . . . ,L}, in the Markov chain X̃(·). It is then readily
verified that for all i ∈ {1, . . . ,L},

Q̃i(t + 1) =
[
Qi(t) − 1{C̃i(t)=0}1{Ui0(t)>pi}

]+
+ 1{Ui0(t)<pi}1{Ci(t),0}, (5.50)

C̃i+1(t + 1) = i1{C̃i(t)=0}
(
1{Ui0(t)>pi}1{Q̃i0(t)=0} + 1{Q̃i0(t)>0}

)
+

∑L
j=1 j1{C̃i(t)= j}1{Ui j(t)>qi j}. (5.51)

where i + 1 has to be read as 1 for i = L. So given X̃(0), these equations determine
the entire sample paths of X̃(·).
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Now, X1(·) and X̃(·) are coupled in terms of the Ui j(t), however, we additionally
couple the initial states of both processes such that Q1

i (0) = Q̃i(0) + 1{Ui0(0)<pi} and
C1

i (0) = C̃i(0) for all i ∈ {1, . . . ,L}. We claim that for all t ∈ Z+:

Q1
i (t) = Q̃i(t) + 1{Ui0(t)<pi},

C1
i (t) = C̃i(t),

(5.52)

from which the result easily follows. We prove this claim with induction.

Clearly (5.52) holds for t = 0 by the coupling, so assume it holds for t ∈ Z+.
Then, from (5.45) and (5.50), it directly follows that

Q1
i (t + 1) =

[
Q̃i(t) + 1{Ui0(t)<pi} − 1{C̃i(t)=0}

]+
+ 1{Ui0(t+1)<pi}

=
[
Q̃i(t) + 1{C̃i(t)=0}1{Ui0(t)<pi}

]+ − 1{Ui0(t)<pi}1{C̃i(t)=0} + 1{Ui0(t+1)<pi}

= Q̃i(t + 1) + 1{Ui0(t+1)<pi},

where we use the induction hypothesis in the first equality, and the second equality
can be verified by checking the different values of the indicator functions. Moreover,
from (5.46) and (5.51), we obtain for all i ∈ {1, . . . ,L}:

C1
i+1(t + 1) = i1{C̃i(t)=0}1{Q̃i(t)>0} +

∑L
j=1 j1{C̃i(t)= j}1{Ui j(t)>qi j}

= i1{C̃i(t)=0}
(
1{Ui0(t)>pi}1{Q̃i0(t)=0} + 1{Q̃i0(t)>0}

)
+

∑L
j=1 j1{C̃i(t)= j}1{Ui j(t)>qi j}

= C̃i+1(t + 1),

where i + 1 has to be read as 1 for i = L. The claim now follows by induction, which
completes the proof. �

5.10.2 Fluid limits

In this second part of the appendix, we prove Theorem 5.5.1 and Proposition 5.5.3,
while using similar techniques as in [22] and [42], applied to discrete-time processes
as done in, e.g., [23] or [104]. In this section all processes are continuous-time processes,
so now the t denotes a time in R+.

The pre-limit processes under consideration in Theorem 5.5.1 have sample
paths in DL2+L[0,∞), which can be quite cumbersome to work with, due to the
discontinuities involved. To simplify the proof of Theorem 5.5.1, we introduce an
auxiliary variant of the queueing equations, the solutions of which are guaranteed
to have continuous sample paths.
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To introduce our auxiliary equations, we start by observing that the queueing
equations are completely captured by an initial condition x ∈ S2 and the discrete-
time processes Tx(·), A(·) and Φkl(·), with (k, l) ∈ K . We define continuous variants of
these processes on R+, by taking their values at integer times btc and interpolating
linearly in between. We denote the resulting processes with a superscript I, i.e., the
continuous embedding of Tx(·) will be denoted Tx,I(·).

By replacing the processes Tx(·), A(·) and Φkl(·) in (5.4)-(5.9) by their continuous
variants on R+, we define a new system of equations, for each t ≥ 0:

Qx,I(t) = Qx(0) + AI(t) +
∑

(k,l)∈K
Φkl,I(Tx,I

kl (t)) − Tx,I(t), (5.53)

Qx,I(t) ≥ 0, (5.54)

Tx,I
i j (t) is nondecreasing, Lipschitz-1 for each (i, j) ∈ K , and Tx,I(0) = 0, (5.55)

Ix,I(t) = et − CTx,I(t) is nondecreasing, (5.56)∫ ∞

0
(CQx,I(btc)) dIx,I(t) = 0, (5.57)

∫ t

0

L∑
j=1

Qx,I
i j (btc) dIx,+,I

i (t) = 0, for each i ∈ {1, . . . ,L}) (5.58)

where for i ∈ {1, . . . ,L}, we set

Ix,+,I
i (t) = t −

L∑
j=1

Tx,I
i j (t).

Observe that, by construction, solutions to equations (5.53)-(5.58) exist.

Now, the difference between Qxn,I(t) and Qxn (btc) is bounded uniformly for all
t ≥ 0. Therefore, for all x(·) ∈ CL2+L[0,∞), we have the following simple inequality
for all t ≥ 0,∥∥∥∥∥∥ 1

|xn j |
Qxnj

(⌊
|xn j |t

⌋)
− x(t)

∥∥∥∥∥∥ ≤ c
|xn j |

+

∥∥∥∥∥∥ 1
|xn j |

Qxnj ,I
(
||xn j ||t

)
− x(t)

∥∥∥∥∥∥ ,
where ‖·‖ is the Euclidian norm on RL2+L, and c is some finite constant. We conclude
that to prove Theorem 5.5.1, it is sufficient to prove that there exist a set Ω′ ⊂ Ω



5 Stability of stochastic ring networks with queueing 158

with P(Ω′) = 1 such that for each ω ∈ Ω′, and for each sequence of initial states
{xn}n with |xn| > 0 for all n, and |xn| → ∞ as n→∞, every subsequence {xn j } j has a
further subsequence {xn j(m)}m such that, as m→∞,

1
|xn j(m)|Q

xnj (m) (0)→ Q̄(0), (5.59)

and

1
|xn j(m)|

(
Qxnj (m),I

(
ω, |xn j(m)| ·

)
,Txnj (m),I

(
ω, |xn j(m)| ·

))
→ (

Q̄(ω, ·), T̄(ω, ·)) (5.60)

uniformly on compact sets, where (Q̄(·), T̄(·)) is a solution to the fluid model
(5.12)-(5.17).

We proceed by proving this statement to finish our exposition of the proof of
Theorem 5.5.1, but first we need the following two lemmas. The proof of the first is
an application of the strong law of large numbers and can be found in [42, Lemma
4.2]. The second one is [42, Lemma 4.4].

Lemma 5.10.1. For any sequence of initial states {xn}n with |xn| > 0 for all n, and for
which |xn| → ∞ as n→∞, we have

1
|xn|A(|xn| · ) a.s.→ (p · ) u.o.c.,

1
|xn|Φ

kl(|xn| · ) a.s.→ (P>kl · ) u.o.c. for all (k, l) ∈ K .

Lemma 5.10.2. Let {xn(·), yn(·)}n be a sequence in D[0,∞) × C[0,∞). Moreover, assume
that yn(·) is nondecreasing and (xn(·), yn(·)) converges to (x(·), y(·)) ∈ C[0,∞) × C[0,∞)
u.o.c. Then, for any bounded continuous function f , as n→∞,∫ ·

0
f
(
xn(s)

)
dyn(s)→

∫ ·

0
f
(
x(s)

)
dy(s) u.o.c.

Proof of Theorem 5.5.1 We start the proof by showing (5.59). Let {xn}n be a sequence
of initial conditions such that |xn| > 0 for all n, and |xn| → ∞ as n→∞. The sequence
{|Qxn (0)|/|xn|}n is bounded in RL2+L. Hence, there exists a subsequence {xn j } j such
that (5.59) holds with {xn j } j instead of {xn j(m)}m. Note that {xn j } j is again a sequence
of initial states such that |xn j | → ∞ as j → ∞. Hence, without loss of generality
our original sequence {xn}n can be assumed to satisfy (5.59) with {xn}n instead of
{xn j(m)}m, which will benefit our notation. Moreover, the convergence holds for all
ω ∈ Ω.
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In the remainder of the proof we show (5.60) and properties (5.12)-(5.17). To
this end, fix arbitrary ω ∈ Ω, and consider the sequence of functions

Π :=
{ 1
|xn|T

xn,I
(
ω, |xn| ·

)}
n
,

which is associated to the sequence {xn}n we started with. Since Txn,I
i j (ω, ·) is Lipschitz-

1 for all xn, we have∣∣∣∣∣ 1
|xn|T

xn,I
i j

(
ω, |xn|t

)
− 1
|xn|T

xn,I
i j

(
ω, |xn|s

)∣∣∣∣∣ ≤ 1
|xn|

∣∣∣∣|xn|t − |xn|s
∣∣∣∣ = |t − s|.

As such, Txn,I
i j

(
ω, |xn| ·

)
/|xn| is Lipschitz-1 as well, from which we conclude that the

functions Txn,I
(
ω, |xn| ·

)
/|xn| are Lipschitz.

Now, by the theorem of Arzelà-Ascoli [13, Theorem 7.3], we deduce that the
family of functions Π, with the functions restricted to the domain [0, τ], is compact
in CL2+L[0, τ] for all τ > 0. Hence, every subsequence {xn j } j of {xn}n has a further
subsequence {xn j(m)}m such that, as m→∞,

1
|xn j(m)|T

xnj (m),I
(
ω, |xn j(m)| ·

)
→ T̄(ω, ·) (5.61)

uniformly in CL2+L[0, τ] to some limit T̄(ω, ·) for all τ > 0. We emphasize that for
every subsequence {xn j } j of {xn}n, there is single further subsequence {xn j(m)}m so
that (5.61) holds for all τ > 0. Furthermore, the limit T̄(ω, ·) may be dependent on ω
and the sequence {xn j(m)}m, but does not depend on τ, and is hence well-defined on
[0,∞). As a consequence, we conclude that the mode convergence in (5.61) can be
taken to be u.o.c. as well.

Due to the uniform convergence of the Lipschitz-1 components functions in
(5.61), the components functions of T̄(ω, ·) are also Lipschitz-1. Therefore, from
(5.55), one can quickly deduce that the limit T̄(·) satisfies (5.14), after which (5.15)
follows from (5.56).

To prove (5.11) and (5.12), we use Lemma 5.10.1. From this lemma and the
above derivation, we conclude that there is a set Ω′ ⊂ Ω with P(Ω′) = 1, such that
for all ω ∈ Ω′ we have the following statement: each subsequence {xn j } j of {xn}n has
a further subsequence {xn j(m)}m such that both

1
|xn j(m)|T

xnj (m),I
(
ω, |xn j(m)| ·

)
→ T̄(ω, ·) u.o.c., (5.62)
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and

1
|xn j(m)|A

(
ω, |xn j(m)| ·

)
→ (p · ) u.o.c.,

1
|xn j(m)|Φ

kl
(
ω, |xn j(m)| ·

)
→ (P>kl · ) u.o.c. for all (k, l) ∈ K .

(5.63)

Since the convergence is pointwise for all ω ∈ Ω′, we obtain joint convergence of
the processes in (5.62) and (5.63). Then, by continuous mapping [13, Theorem 2.7],
we have that for all ω ∈ Ω′, as m→∞,

1
|xn j(m)|Q

xnj (m),I
(
ω, |xn j(m)| ·

)
→ Q̄(ω, ·) u.o.c., (5.64)

where
(
Q̄(ω, ·), T̄(ω, ·)

)
satisfies (5.12) and Q̄(ω, ·) satisfies (5.13). Moreover, since for

i, j ∈ {1, . . . ,L}, Qx,I
i j (t) ≤ 1 for every t ≥ 0, we have (5.16).

We have established (5.60) and properties (5.12)-(5.15). To prove (5.16) note
first that (5.57) is equivalent to: for each t ≥ 0 and i ∈ {1, . . . ,L}∫ t

0

 L∑
j=0

1
|xn j(m)|Q

xnj (m),I

i j

(
ω,

⌊
|xn j(m)|s

⌋)
∧ 1

 d
(

1
|xn j(m)| I

xnj(m),I

i

(
ω, |xn j(m)|s

))
= 0,

where a ∧ b is the minimum of a and b. By (5.64), we also have

1
|xn j(m)|Q

xnj (m),I
(
ω,

⌊
|xn j(m)| ·

⌋)
→ Q̄(ω, ·) u.o.c.,

and we can apply Lemma 5.10.2 to obtain for each t ≥ 0 and i ∈ {1, . . . ,L},∫ t

0

 L∑
j=0

Q̄i j(ω, s)

 ∧ 1 dĪi(ω, s) = 0,

which is equivalent to (5.16). We note that with a similar technique, one can establish
a fluid analog equation to the priority equation (5.9). However, due to (5.17), this
equation becomes void. �

The next part of this section is dedicated to proving Proposition 5.5.3. The
proof is adapted to our case from [23, Prop 4]. We first introduce the following
definition and associated lemma.

Definition 5.10.3. For δ ≥ 0 and d ∈ N, define the function θδ : Dd[0,∞)→ Dd[0,∞)
by θδX(·) = X(· + δ). We call θδ the shift operator.
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Lemma 5.10.4. For each δ ≥ 0, θδ is continuous in the Skorokhod topology.

Proof. Before we start the proof, we introduce some notation. We denote Dd[0,m]
for the space of càdlàg functions on [0,m]. Denote by d◦m the Skorokhod metric on
Dd[0,m], cf. [13, Section 12]. For the Skorokhod metric on Dd[0,∞), we adopt the
notation from [13, Section 16]. Define

gm(t) :=


1 if t ≤ m − 1,

m − t ifm − 1 ≤ t ≤ m,
0 ift ≥ m.

For x(·) ∈ Dd[0,∞) and m ∈ N, we denote xm(·) for the element in Dd[0,∞) that is
defined by

xm(t) = gm(t)x(t) t ≥ 0.

Then, the Skorokhod topology on Dd[0,∞) is defined by the metric d◦∞ on Dd[0,∞),
which is defined by

d◦∞
(
x(·), y(·)

)
=

∞∑
m=1

2−m
(
1 ∧ d◦m

(
xm(·), ym(·)

))
.

Now, for the proof. Assume {xn(·)}n is a sequence of elements in Dd[0,∞) that
converges to a limit x(·) ∈ Dd[0,∞) in the Skorokhod topology. Thus d◦∞(xn(·), x(·))→
0 as n→∞. Then by definition of d◦∞, we have d◦m(xm

n (·), xm(·))→ 0, for every m ≥ 1.
For fixed, arbitrary m ∈ N, let m′ ∈ N with m′ ≥ m + δ. Then, we have the inequality

d◦m
(
(θδxn)m(·), (θδx)m(·)

)
≤ d◦m+δ

(
xm

n (·), xm(·)
)
≤ d◦m′

(
xm

n (·), xm(·)
)
,

from which we conclude that d◦m
(
(θδxn)m(·), (θδx)m(·)

)
→ 0 for every m ≥ 1. Hence,

we obtain d◦∞
(
(θδxn)m(·), (θδx)m(·)

)
→ 0 as n→∞. �

Proof of Proposition 5.5.3 Let {xn}n be an arbitrary sequence of initial states that
contains each state in the state space of X1(·) exactly once and such that |xn| → ∞ as
n→∞. Let Qxn (t) be a solution to the queueing equations (given by (5.4)-(5.8) and
(5.9)) with Qxn (0) = xn and for any t ≥ 0 consider the sequence

{
1
|xn |Q

xn (b|xn|tc)
}

n
.

Since the norm of the system at time t cannot be larger than all customers already
present at time 0 plus the total number of customers arriving in [0, t], we have for
each n∣∣∣∣∣ 1

|xn|Q
xn
(⌊
|xn|t

⌋)∣∣∣∣∣ ≤ ∑
(i j)∈K

1
|xn|Q

xn
i j (0) +

∑
(i j)∈K

1
|xn|Ai j

(⌊
|xn|t

⌋)
= 1 +

∑
(i j)∈K

1
|xn|Ai j

(⌊
|xn|t

⌋)
. (5.65)
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Since Ai j

(⌊
|xn|t

⌋)
is the sum of

⌊
|xn|t

⌋
i.i.d. random variables with finite mean, and

we divide by |xn|, we have for each t ≥ 0 that the sequence
{

1
|xn |Q

xn
(⌊
|xn|t

⌋)}
n

is
uniformly integrable (cf. Bramson [22, Lemma 4.13 and Lemma 4.14]).

By Theorem 5.5.1 there exists a set Ω′ with P(Ω′) = 1 such that for each ω ∈ Ω′,
every subsequence of {xn j } j of {xn}n has a further subsequence {xn j(m)}m along which,
as m→∞,

1
|xn j(m)|Q

xnj (m)
(⌊
|xn j(m)| ·

⌋)
→ Q̄(·), u.o.c.

where the limit Q̄(·) satisfies |Q̄(0)| = 1 and the fluid model equations (5.12)-(5.17).
By assumption the fluid model is stable, therefore there exists a δ > 0 such that for
any fluid model solution with |Q̄(0) = 1|, Q̄(· + δ) ≡ 0. Using the continuity of the
shift operator that was proven in Lemma 5.10.4, we have, as m→∞

1
|xn j(m)|Q

xnj (m)
(⌊
|xn j(m)| ·

⌋)
→ Q̄(· + δ) = 0, u.o.c.

By combining the previous statements, we have that for each ω ∈ Ω′, every
subsequence of

{
| 1
|xn |Q

xn
(⌊
|xn|δ

⌋)
|
}

n
has a further subsequence that converges to

zero. Consequently, the sequence
{
| 1
|xn |Q

xn
(⌊
|xn|δ

⌋)
|
}

n
also converges to zero for each

ω ∈ Ω′.

The almost sure convergence of
{
| 1
|xn |Q

xn
(⌊
|xn|(δ + t)

⌋)
|
}

n
to zero, for all t ≥ 0,

and its uniform integrability imply L1-convergence, i.e.,

lim
n→∞

E
∣∣∣∣∣ 1
|xn|Q

xn
(⌊
|xn|(δ + t)

⌋)∣∣∣∣∣ = 0.

Therefore, there exists an N ∈ N such that for each n > N, E|Qxn
(
|xn|

⌊
δ+ 1

⌋)
| ≤ |xn|/2.

Since the set {x ∈ S2 : |x| ≤ |xN |} is finite, we have

E
[

f
(
Qxn (τ)

)
− f (xn)

]
≤ −γE[τ],

where f : S2 → R+ is defined by f (x) = |x|, K := |xN | > 0, γ := 1/(2bδ + 1c) > 0, and
τ := bδ + 1c|xn| (which is greater or equal to 1 without loss of generality). This is
known as a Foster-Lyapunov condition, and in particular it is the main condition
for [143, Theorem 8.6.a]. Due to finite one-step transitions in the queueing network,
the condition for part b) of this theorem is also fulfilled. Hence, we conclude that
X2(·) is positive recurrent. �



6 Diffusion-based staffing for multitasking service
systems with many servers

Summary
In this chapter, we deviate from traffic models and consider instead a many-server
queueing system in which each server can serve multiple customers at once.
These systems appear in, e.g., hospitals and contact centers, although the specific
efficiency gained by multitasking may vary depending on the application. The
latter aspect is reflected in the functional form of a server’s service rate as a function
of the number of customers served simultaneously. Like in previous chapters, we
derive weak-limit approximations for the associated stochastic process. Specifically,
we establish diffusion limits for various shapes of the multitasking effect and
different server-assignment policies, providing staffing strategies in the process.

6.1 Introduction

In many service systems an employee is able to manage multiple customers at once.
Such multitasking is possible when a single customer does not require continuous
attention of the employee during its entire service request. The employee can,
therefore, in the meantime, devote his attention to other service requests, potentially
leading to a more efficient utilization of the employee.

An illustrative health care example is where multiple patients are treated
by a single nurse. In this setting, so-called nurse-to-patient ratios prescribe the
maximum number of patients per nurse. Such nurse-to-patient ratios are typical
for intensive care units and other clinical wards [51, 70, 162], but multitasking of
nurses and physicians is also common at emergency departments (ED) [89].

Another prominent example of multitasking is in modern contact centers that
offer online assistance through a customer chat channel [38, 102, 110, 160]. At such a
chat service, agents interact with multiple customers simultaneously via text-based
interaction. In [30], a multitasking employee is referred to as a case manager. Next
to the ED and online chats, they mention parole officers and social welfare agencies
as motivating practical examples for service systems involved with multitasking
agents.

The impact of multitasking on efficiency and task performance is complex and
likely depends on the field of application [47, 48]. On the one hand, the service rate
per customer is expected to decrease in the number of simultaneously handled
customers, due to the server dividing its attention. On the other hand, challenging
an employee with more work may have a positive effect on the service rate per
customer, increasing the effectiveness of the employee.
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In psychology, it has long been recognized that the perception of workload has
a strong impact on someone’s level of arousal or activeness and the efficiency of
information processing functions of the human brain [169]. Initially, an increased
level of activity, which is associated with the psychological effect of “trying harder”
or “increase the efforts”, has a positive impact on employee effectiveness. A further
increase in the level of activity leads to an overly high level of stress, and has major
drawbacks in the area of information processing. The level of activity that leads
to optimal performance also depends on the complexity of the task; simple tasks
allow for higher levels of activity than complex tasks.

The effects of workload on processing efficiency have also been statistically
investigated in various types of service systems, such as in clinical settings [10, 90,
89], restaurant chains [157], and contact centers [72]; we refer to [11] for an illustrative
example in job shops. In fact, it is frequently hypothesized that multitasking has an
inverted U-shaped effect on throughput [89]. Excessive workloads may lead to a
‘saturation effect’, where service quality may rapidly deteriorate [10].

As the impact of the level of multitasking is key to high-quality and efficient
service, a critical management decision is the number of customers that can be
simultaneously assigned to a single employee. In turn, this directly affects two other
major management decisions: the staffing level and the routing policy. The former
concerns the number of servers necessary to meet a certain service level target. The
latter prescribes to which available server a customer is routed, depending on the
number of customers they serve.

The primary goal of research in this chapter is to derive diffusion limits
for multitasking service systems such that appropriate staffing levels can be
determined. More specifically, we provide diffusion limits for many-server queues
with multitasking servers, in the regime where the number of servers grows large
and the system is in heavy traffic. The preferred staffing level for such multitasking
systems is implied by the scaling required to obtain the diffusion limit. Our results
cover various functional forms of the multitasking effect and various routing
policies for assigning customers to practically relevant servers. Also, we obtain
explicit expressions for the stationary distribution of the diffusion limits, that can
be used to obtain approximations for various steady-state performance measures,
e.g., involving the waiting time distribution or fraction of abandonments.

The proposed staffing strategy in this chapter is based on the asymptotic
framework where high levels of service quality and efficiency can coexist, i.e., the
Quality and Efficiency Driven (QED) regime. For the M/M/n queue this regime was
initially formalized in [69] and corresponds to the unique many-server heavy-traffic
limit where the probability of waiting converges to a non-trivial value. This limit
suggests a well-known square-root safety-staffing principle that recommends the
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number of servers n to be of the form n ≈ R + β
√

R, where R is the offered load and
β is a fixed parameter representing a service grade, see e.g. [18]. The same scaling
limits carry over to systems with multitasking agents and routing to the least busy
server [38]. We show that the scaling also applies to other routing policies, albeit that
the routing policy and the way that agents can transfer customers among each other
affects the resulting diffusion limits. This implies that square-root safety-staffing
maintains to be a valid rule of thumb, but a modification of the service grade βmay
be required to obtain similar system performance.

As a secondary objective, we aim to identify routing policies that optimize the
system performance for specific functional shapes of the multitasking effect. The
diffusion limits are not directly affected by the functional shapes of the multitasking
effect, but the optimal routing policy is and thereby also the staffing level. Despite
that routing policies have been widely studied for many-server systems without
multitasking, optimal server selection policies have only been identified to a limited
extent for many-server systems with multitasking (c.f. [160, 102]). In particular, the
predominant focus has been on the routing policy that assigns new customers to
the server that is serving the smallest number of customers [38]. Depending on the
functional shape of the multitasking effect, such a policy is not necessarily optimal.
Our main focus is on the two most extreme policies that can be shown to provide
optimal and worst performance in some special cases of the multitasking effect.
These two most extreme policies then provide bounds for the required staffing
level.

Contributions

The central object of study in this chapter is a many-server queueing model with
multitasking servers. In this model, the level of multitasking is reflected in the
service rate di as a function of the number of customers i that are simultaneously
managed by a single server.

The main contribution is a collection of diffusion limits for the queueing model,
in which the number of servers grows large and the system simultaneously enters
heavy traffic according to the QED scaling. Because there is no consensus about
the effect of multitasking on the systems efficiency, we vary two important design
features, leading to four diffusion results:

◦ First, relating to the choice for how servers cooperate (cf. [102]), we differentiate
between the non-shared work case (NWC) where assigned customers cannot be
transferred among servers, and the shared work case (SWC) where there is the
flexibility to transfer customers among servers. For the latter case, a routing
policy should be interpreted as the allocation of customers among servers,
which may change at any moment.
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LBF MBF

NWC [38] (also: Theorem 6.3.5)* Theorem 6.3.9

SWC Theorem 6.3.10 Theorem 6.3.11

Table 6.1. Overview of diffusion limits considered. *In Theorem 6.3.5, we
prove that this diffusion limit holds for a much wider class of policies Π (see Defin-
ition 6.3.4), among which is the policy where customers are randomly assigned
to an available server (RS).

◦ Second, to study its impact on the system performance, we differentiate
between two appealing and most extreme routing policies: least busy first LBF
and most bust first MBF. For the LBF policy, an arriving customer is assigned
to the server with the least number of customers, whereas an arriving customer
is assigned to the server with the most number of customers that can still serve
(at least) one additional customer for the MBF policy.

From these four diffusion limits, appropriate staffing levels can be determined
for a wide-range of multitasking systems. We have provided an overview of our
contributions regarding the diffusion limits in Table 6.1.

A second contribution is related to our motivation for the choice of routing
policies. The LBF policy is most popular in practice. In [160] it is shown, as a special
case, that this policy is asymptotically optimal when di is a concave function. We
strengthen this result by showing that this also holds in the non-asymptotic setting.
To be more precise, we prove that for a concave service rate function i 7→ di, the
LBF policy is optimal in terms of weak majorization of the customers present and
number of abandonments. The stochastic ordering also applies to the MBF policy,
yielding the worst performance. We prove a similar result for when the service rate
function is convex. Based on weak majorization arguments again, we show that the
MBF (LBF) policy has optimal (worst) performance. We note that the optimality of
LBF and MBF for the NWC carry over to the SWC, see [102]. In Table 6.2, we give
an overview of the contributions regarding optimality of routing policies.

We provide some more details on the diffusion results. The SWC leads to a
simple one-dimensional diffusion (albeit with different parameters for LBF and
MBF). The same applies to the NWC under the LBF routing policy, corresponding
to case III of [38]. These one-dimensional diffusion processes are the same as the
one found by Halfin and Whitt [69], though with different parameters. As such,
many existing approximations for various steady-state quantities can be used for
the multitasking system as well.
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LBF MBF

NWC
di concave optimal (Theorem 6.3.1)** worst (Theorem 6.3.1)

di convex worst (Theorem 6.3.2) optimal (Theorem 6.3.2)

SWC
di concave optimal ([102]) worst

di convex worst optimal ([102])

Table 6.2. Overview of optimality of routing policies; the two italic state-
ments have not been formally shown. **From the diffusion limit in The-
orem 6.3.5, we obtain that all policies in the class Π (see Definition 6.3.4) have
the same asymptotic performance as the LBF policy.

For the NWC under the MBF routing policy, the weak limit is driven by a
one-dimensional Brownian motion, but there is no state space collapse for the
limiting process. The derivation of the diffusion limit is now much more involved
requiring a ‘custom made’ reflection mapping, building on the work done in
[137, 138, 136]. We mark this mapping as a nice example of how to expand on the
framework of Skorokhod problems and regulator mappings.

As we alluded to earlier, we show that the diffusion limit for the LBF policy
in the NWC in fact holds for a much wider class of policies, among which is the
policy that sends customers to a random available server (RS). Loosely speaking, we
see in Theorem 6.3.5 that policies that do not consistently route customers to the
most busy server typically have the same asymptotic performance as LBF in heavy
traffic. The relevance of this class of policies, and in particular the RS policy, lies in
the trade-off between waiting time and communication overhead. In short, the LBF
and MBF policies require full information of the system’s state, and the necessary
communication overhead becomes large when the number of servers increases,
whereas the RS policy has no communication overhead. This trade-off between
waiting time and overhead is a recent area of study in the so-called supermarket
model, where arriving customers have to be routed to one of n parallel single-server
queues. An alternative load balancing algorithm to Join-the-Shortest-Queues (JSQ),
which may be considered as an equivalent of LBF, is the Join-the-Idle-Queue (JIQ)
scheme, which is the equivalent of RS.

Literature

Since this chapter deviates significantly from the other ones, we present a small
overview of literature relevant to this research.
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For the model in this chapter, the way in which customers are served can be
interpreted as a type of processor sharing (or round-robin), in which a server can
handle multiple customers simultaneously. More specifically, in limited-processor
sharing (LPS) queues there is fixed number I of customers that can be served
simultaneously and share the servers capacity. When there are more than I customers
present, they wait in line. The key difference with limited processor-sharing is
that there for LPS there is a single service entity working at constant total service
rate, whereas in our multitasking system there are individual servers managing a
subset of the total number of customers and the total available service rate depends
on the number of customers in service. Some seminal work on processor sharing
systems involves Kleinrock [97] and Yashkov [174]; more recent studies on LPS can
be found in, e.g. [178, 177]. We refer to [4] for the study of routing customers to
parallel processor-sharing queues.

By now, there is a long history of many-server diffusion approximations and
analysis of queues operating in the QED regime. A starting point for the derivation
of diffusion limits for the Erlang C model is Halfin and Whitt [69]. Subsequently,
many papers have been devoted to extensions, for example, by including customer
abandonments [44, 61], focusing on dimensioning and/or constraint satisfaction
[18, 114], by considering networks [113], convergence and refinements [84] and
having time-dependent demand [85], to mention just a few. As the amount of
literature is considerable, we refer to [59] for an early exposition of the QED and
other regimes in call centers; see [101] for a recent partial review of queues in the
QED regime containing many references.

Regarding our methods, our proofs for diffusion limits are along the lines of the
martingale representations and applications of the martingale FCLT as presented
in [128]. From a methodological perspective, the analysis of the MBF policy for the
NWC is also related to reflected diffusion processes and the related Skorokhod
problems. We refer to [168], as a standard reference for this theory. To incorporate a
non-homogeneous drift in the diffusion, one can consider a generalized version of
the Skorokhod problem, developed and employed in [137, 138, 136]. To derive the
diffusion in the NWC under the MBF policy, we employ generalized Skorokhod
problems, meanwhile developing some extensions and modifications of the theory.

There seem to be only a few papers that study a similar type of multitasking
multi-server queueing system; these studies are primarily motivated by chat contact
centers [38, 102, 110, 160] and they consider similar type of models as we do. The
recent paper [102] focuses on the routing decisions, or agent selection and chat
dispatching as they call it. They consider both the SWC and NWC scenarios and
show for the SWC that LBF (MBF) maximizes the service rate for concave (convex)
service rates. For the NWC, the authors consider the optimality of idling and further
adopt a one-step policy improvement approach. They do not consider any staffing
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decisions. The series of papers [38, 110, 160] focus on asymptotic analysis in the
many-server heavy traffic regime. [110] establishes fluid approximations, whereas
[160] considers asymptotic optimal routing policies and staffing levels based on
fluid approximations.

The study [38] seems to be most related to our diffusion limits. Specifically, Cui
and Tezcan consider diffusion limits for the LBF policy (and similar asymptotically
optimal policies). Their case III corresponds to our LBF diffusion limit for the NWC.
We extend their limit of case III to other routing policies, such as random routing.
The most prominent difference with [38] is that we consider MBF, giving rise to a
more intricate diffusion limit. Moreover, [38] only focuses on NWC, whereas we
also investigate the impact of the SWC. Model extensions to general service and
patience times can be found in [107]. Finally, [30] consider more refined models for
the service processes of case managers, but they focus on stability.

Optimality of routing policies for the NWC is related to the problem of routing
to parallel queues, going back to [170]. In the classical setting, the parallel queues
are of the single-server type where service times are independent of the number of
customers present. In that case, the Halfin-Whitt scaling for JSQ has been analyzed
in [52], whereas [121] show that routing to an idle queue (JIQ) has the same
asymptotic performance in the Halfin-Whitt heavy traffic regime. We refer to [17]
for a recent survey on scalable load balancing in networked systems. Our proofs
regarding routing disciplines are based on weak majorizations and follow the lines
of proof and stochastic couplings as given in [3, 150].

Organization and notation

The chapter is organized as follows. We start by introducing the model in Section 6.2,
after which we present some preliminary analysis and notation, and we discuss
the asymptotic setup under which we derive the diffusion limits. In Section 6.3, we
present our results, and in Sections 6.4 and 6.5 we present the proofs of the NWC
with the LBF and MBF policy, respectively; the proofs of the other results can be
found in Section 6.7.

In this chapter, all random variables and stochastic processes are defined on a
single probability space (Ω,F ,P). All vectors are understood as column-vectors.
We adopt the convention of denoting a stochastic process {X(t), t ≥ 0} by X(·), and
by X(t) we denote the corresponding random variable at time t ≥ 0. Throughout the
chapter, the order notation should be interpreted in a stochastic sense, that is, for a
sequence of stochastic variables {Xn}n≥1 and function g(n), we write Xn = o(g(n)) if
Xn/g(n) converges to zero in probability, and we write Xn = O(g(n)) if Xn/g(n) has
a non-trivial distribution, as n→∞.
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6.2 Model definition and preliminaries

In this section we introduce the model, the state description and routing policies,
and finish by presenting the asymptotic framework. For clarity of exposition, we
introduce a basic model. The possible extensions and ramifications are discussed
in Subsection 6.3.5.

6.2.1 Model definition

The main focus in this chapter is an n-server queueing system, with n ∈ N, to
which customers arrive according to a Poisson process with rate λ > 0. Servers
are able to serve up to I ∈ N customers simultaneously to reflect the phenomenon
of multitasking. A server is said to be at level i ∈ {0, . . . , I}, when it is serving
i customers. When there are i ∈ {0, . . . , I} customers at a server, each customer has a
service time that is exponentially distributed with rate µi > 0. Consequently, the
total rate of a level-i server equals iµi =: di. When every server is at level I, an
arriving customer will enter a queue, which is emptied according to a First-Come-
First-Served discipline. We assume that all servers are at level I when there are at
least nI customers in the system, i.e., the system is work-conserving. Finally, we
include customer impatience during waiting by imposing that each customer in
the queue abandons the system after an exponential time with parameter θ ≥ 0.
Observe that in case θ = 0, we require λ/(ndI) < 1 for the system to be stable.

Throughout, we assume that i 7→ di is a non-decreasing function. One generally
expects the function i 7→ di to be increasing up to some point dI, due to the efficiency
gained from multitasking. After this point, multitasking no longer leads to higher
efficiency, and it is no longer beneficial to route additional customers to a server,
thus placing a natural restriction on I from a management perspective. As argued
in the introduction, in the literature there are both arguments for the mapping
i 7→ di to be convex, and for it to be concave. Both of these cases give rise to some
optimality properties and motivate our routing policies. We like to stress that these
additional properties of the mapping i 7→ di are not required for the scaling limits
we derive regarding the staffing problem.

6.2.2 System state and policies

The state of the multitasking queueing system can be described by the stochastic
process Z(·) = {Z(t), t ≥ 0}, with Z(t) defined as

Z(t) := (Q(t),n0(t),n1(t), . . . ,nI−3(t),nI−2(t))> ,
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where Q(t) is the total number of customers in the system, and, for i ∈ {0, 1, . . . , I},
ni(t) is the number of level i servers, both at time t ≥ 0. We note that the two
components nI−1(t) and nI(t) are not required to describe the state of the system,
since nI(t) = n and nI−1(t) = 0 when Q(t) ≥ In, and, for Q(t) < In, we can find nI(t)
and nI−1(t) fromn =

∑I
i=0 ni(t)

Q(t) =
∑I

i=1 ini(t).

Hence, for all t ≥ 0, we have

nI−1(t) = max{In −Q(t), 0} −
I∑

i=2

inI−i(t), nI(t) = n −
I−1∑
i=0

ni(t).

As such, we can refer to nI(t) and nI−1(t), when speaking about Z(t), even though
they are not directly included in the state description.

To complete the definition of the system dynamics, we specify the routing
policies. We consider three different customer routing policies, namely, ones where
arriving customers are routed 1) to available servers with the least number of
customers, 2) to available servers with the most number of customers and 3) to
random available servers. We refer to these policies, respectively, as ‘least busy first’
(LBF), ‘most busy first’ (MBF) and ‘random server’ (RS) policies. We consider each
of these policies, for when customers are not allowed to be reallocated to another
server during service, which we refer to as the non-shared work case (NWC). We also
consider the case where customers are allowed to be reallocated during service, e.g.,
by a system manager, which we refer to as the shared work case (SWC). In this case,
one requires complete knowledge of the system state, and thus random policies do
not apply. Hence, for the SWC, we exclusively consider the LBF and MBF policies.

We observe that Z(·) is a Markov process with state space {(Q,n0, . . . ,nI−2) ∈
Z+ × {0, . . . ,n}I−2 : nI−1,nI ≥ 0}. In addition, when θ > 0, Z(·) is ergodic, and for
θ = 0, Z(·) is ergodic whenever λ/(ndI) < 1. Throughout this chapter we always
assume that we are in either one of the parameter settings. In this case, Z(·) has a
unique stationary distribution, which can be determined by solving the balance
equations. For Q(t) ≥ In, the special structure of the Markov process may be used
to solve the balance equations, whereas a system of equations needs to be solved
for all states in case of an empty queue. This involves

(n+I
n
)

states, which grows as
an Ith order polynomial in n. One cannot hope for an explicit expression for the
stationary distribution. In addition, numerical solutions become unfeasible when n
is large, and would not give any deeper insight in the system behavior. Therefore,
we focus on an asymptotic analysis of the multitasking system, involving diffusion
limits.
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Remark 6.2.1. Note that the system may also be considered as a generalization of an
Erlang A model, since, in the case that di = id1, for each 1 ≤ i ≤ I, the system is equivalent
to an M/M/In + M queue.

Shared work case.

For the SWC, customers may be (optimally) redistributed among the servers at any
moment. As such, a routing policy in the SWC should be interpreted as the allocation
of customers among servers. In particular, the state of the system is completely
captured by Q(t), so that in turn, the rate of service completions only depends on
Q(t). Clearly, in the case that Q(t) ≥ In, this rate is equal to dIn. For the case that
Q(t) < In, the allocation of customers that optimizes the overall service rate is given
by the optimization problem max

∑I
i=0 dini(t) subject to

∑I
i=0 ini(t) = Q(t). In [102,

Proposition 1] it is shown that the LBF and MBF policies solve this optimization
problem for i 7→ di being concave and convex, respectively.

Let us now describe the allocation of customers among servers for the LBF
and MBF policies, in the case that Q(t) < In. First, as LBF balances the number of
customers among servers, there will only be level dQ(t)/ne and level dQ(t)/ne − 1
servers. To determine the number of such servers, we have the following two
equations Q(t) = ndQ(t)/ne(t)dQ(t)/ne+ n(dQ(t)/ne−1)(t)(dQ(t)/ne − 1) and n = ndQ(t)/ne(t) +

n(dQ(t)/ne−1)(t). Solving these two equations yields, for Q(t) < In,

n(dQ(t)/ne−1)(t) = n
⌈Q(t)

n

⌉
−Q(t), ndQ(t)/ne(t) = n − n(dQ(t)/ne−1)(t), (6.1)

with the convention that n−1(t) = 0.

Now, consider the MBF policy. In this case, there are as many level I servers as
possible, in addition to at most one non-empty server that is not at level I. Therefore,
for Q(t) < In and i ∈ {1, . . . , I − 1},

nI(t) =
⌊Q(t)

I

⌋
, ni(t) = 1{g(Q(t))=i}, n0(t) = n −

⌈Q(t)
I

⌉
, (6.2)

with g(x) = x −
⌊

x
I

⌋
I, for x ∈ R.

6.2.3 Asymptotic framework

After fixing a routing policy, we determine staffing levels by studying the heavy
traffic behavior of Z(·) on a diffusion scale. We consider a scaling of the arrival rate
λ 7→ λn, depending on the number of servers n, so that when n→∞, the load per
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server ρn := λn/(dIn) ↑ 1. There are many possible ways to achieve such a scaling,
but we focus on the well-known quality-and-efficiency-driven (QED) regime (see
e.g. [38, 59, 69]), as this regime balances the load so that systems where not all
customers have to wait can be properly analyzed, cf. [133]. It turns out that the
diffusion limits we derive, can be related to results for the Erlang A model, so we
proceed by summarizing some of these results, after which we formally define our
asymptotic setup.

In their celebrated paper, Halfin and Whitt show (cf. [69, Proposition 1]) that,
for the classical Erlang delay model with service rate µ, there is a unique way to
scale the arrival rate λn such that the probability that an arriving customer has to
wait is non-trivial, i.e., is strictly between 0 and 1. The appropriate scaling is

λn = µ(n − β√n),

for β > 0, that is interpreted as a quality-of-service parameter. They consider a
sequence of stochastic processes Q̂n(·) that is obtained from Q(·) by centering and
rescaling: Q̂n(t) = (Qn(t) − n)/

√
n. Under this scaling, the process Q̂n(·) converges

weakly to a diffusion process. The approximate probability of delay that follows
from the stationary distribution of the diffusion limit, can be explicitly computed,
and is given by

HW(β) =

(
1 +

βΦ(β)
φ(β)

)−1

, (6.3)

where Φ and φ are the cumulative distribution function and probability density
function of the standard normal distribution. The same scaling is applied in [61] to
an Erlang A model with service rate µ > 0 and abandonment rate θ > 0. This gives
rise to another diffusion limit with the approximate stationary probability of delay,
also known as the Garnett delay function,

Garnett(β, θrat) =

1 +
√
θrat

h
(
β/
√
θrat

)
h(−β)


−1

, (6.4)

where θrat = θ/µ and h(x) = φ(x)/(1 − Φ(x)) is the hazard rate of the standard
normal distribution; see [65] for an appealing illustration of its application in
service systems.

Many performance measures involving waiting times and abandonments
from the queue can be expressed in terms of the probability of delay (see [61]). The
probability of delay is thus a primary building block for the approximation of many
other performance measures. Other approximate performance measures, such as
the sojourn time, or the number of customers in the system, may be obtained in a
similar fashion as in [38].
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In this chapter, we adopt a similar scaling as described above. We consider a
sequence of stochastic processes {Zn(·)}n≥1, with Zn(·) = {Zn(t), t ≥ 0} a multitasking
system having n servers, and

λn = dIn − dI
√

nβ, (6.5)

being the corresponding arrival rate, with β ∈ R. We note that when θ = 0, we
require that β > 0 for the system to be stable. To emphasize their dependence on n,
we write Qn(·) and nn,i(·), for i ∈ {0, . . . , I − 2}, for the components of Zn(·).

On a fluid scale, all servers will be occupied in heavy traffic, so that In will be
an invariant state for the number of customers in the system; see [38, Theorem 2].
By centering around In in the first component of Zn(·), its value either represents
the queue length (when Qn(t) − In ≥ 0) or minus the number of available places
(when Qn(t) − In < 0). As nI(·) and nI−1(·) are not (directly) in the state description,
there is no centering for the other components. To derive the diffusion limits, we
consider a sequence of the scaled and centered processes {Ẑn(·)}n≥1, given by

Ẑn(t) =

(
Zn(t) − (In, 0, . . . , 0)>

)
√

n
, t ≥ 0 (6.6)

with (In, 0, . . . , 0) ∈ RI. We denote the components of Ẑn(·) by Q̂n(·) = n−1/2(Qn(·)−In)
and n̂n,i(·) = n−1/2nn,i(·), for i ∈ {0, . . . , I − 2}.

For our diffusion limits, we require that the initial conditions converge in a
suitable manner along with the dynamics of our process. This can be achieved
in various ways, and is mostly a technical condition. For our purposes, it is
sufficient that the initial conditions converge weakly. To be specific, we assume
that Ẑn(0) converges weakly to a random variable Ẑ(0) in R, as n → ∞, denoted
by Ẑn(0) ⇒ Ẑ(0), independently of the processes driving the evolution of Zn(·).
In addition, for each of our theorems, we assume that Ẑ(0) is a random variable
taking on values in a space that matches the state space of the limiting diffusion
process Ẑ(·) corresponding to the specific theorem. When stating our theorems, we
abbreviate these assumptions to the statement: ‘Suppose Ẑn(0)⇒ Ẑ(0)’.

In all but one of our cases, it is possible to derive the stationary distribution
of the diffusion limit Ẑ(·) and, consequently, provide an explicit form for the
probability of delay. We identify these probabilities of delay in terms of the Garnett
delay function, providing an interpretation of the heavy traffic behavior of the
multitasking systems in terms of the Erlang A model, and thus leading to a better
qualitative understanding of the system in heavy traffic. Approximations for other
performance measures can be derived from the probability of delay as in [61]. Note
that, in case the diffusion limit does not allow for a closed-form expression of the
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stationary distribution, the existence of a non-trivial weak limit prescribes the order
of magnitude of the number of servers required to reach such a regime, which can
be used for staffing purposes.

6.3 Results

This section provides an overview of our main results. The results can be distin-
guished into two parts:

◦ In the first place we identify situations, depending on the functional shape of di,
where LBF and MBF are optimal (or worst) among all work-conserving policies.
Thereby they also provide bounds for the performance of other policies. As the
SWC was addressed in [102], we focus on the NWC. The optimality is verified
in the stochastic ordering sense, for a fixed arrival rate and number of servers.
This result, as presented in Section 6.3.1, is the primary source of motivation
for studying the LBF and MBF policies.

◦ Second, in Sections 6.3.2–6.3.4 we present the diffusion limits for the vari-
ous routing policies in the NWC and SWC, with corresponding intuition
for these results. For each result, we fix the routing policy, and use the tech-
nical assumption that i 7→ di is increasing, but we do not make additional
assumptions regarding di; that is, the policy does not need to be optimal
for the asymptotics to apply. In addition, the result in Section 6.3.2 is valid
for a wide class of routing policies, that thus all have the same asymptotic
performance. In Section 6.3.2 and Section 6.3.4 the asymptotic results are in
terms of one-dimensional diffusion processes, which allow us to derive the
stationary distribution of the diffusion limit and corresponding approximate
probability of delay. The diffusion limit in Section 6.3.3 for the NWC with
the MBF policy is a multi-dimensional reflected diffusion process with drift,
characterized as the solution of a custom version of the Skorokhod problem.

The impact of model extensions and ramifications on the results is discussed in
Subsection 6.3.5. A visual illustration of the diffusion limits in the NWC is presented
in Section 6.7.5.

6.3.1 Optimality and stochastic ordering for LBF and MBF

The LBF and MBF are two intuitively appealing routing policies for arriving
customers. As was mentioned earlier, for the simpler SWC, [102, Proposition 1 and
Corollary 1] verified that when the service rate µi is strictly increasing and convex
in i (and, hence, di is convex in i), then the MBF policy maximizes the service rate
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per customer. Similarly, it was shown that the LBF policy maximizes the service rate
per customer when the service rate µi is strictly decreasing and concave in i (and
thus di is concave in i). This implies that the MBF and LBF policies are the optimal
policies for convex and concave i 7→ di, respectively, in the SWC. Below, we show
that the same holds in the NWC. Moreover, for convex (concave) i 7→ di, we prove
that LBF (MBF) policies are the worst routing policies, thus provides an upper
bound for the performance for any alternative routing strategy. We emphasize that
the optimality concerns comparisons of routing policies in the pre-limit setting,
i.e., for a fixed parameter setting with a fixed number of servers. This is especially
relevant since we show in Section 6.3.2 that the asymptotic performance of the LBF
policy in the NWC is equal to that of a wide class of routing policies.

We only consider work-conserving policies in this chapter, i.e., policies that
route customers to servers whenever there is a server with fewer than I customers.
Let π be some arbitrary work-conserving policy. We add a superscript π when
a process is considered under strategy π. Denote by Lπ(t) the total number of
abandonments up to time t under policy π. The following theorem provides that
the queue length and number of abandonments of any work-conserving policy is
bounded by LBF from below and by MBF from above in the stochastic ordering
sense if di is concave in i. Here, for two random variables X and Y, we write that
X is stochastically larger than Y, denoted as X ≥st Y, if P(X > z) ≥ P(Y > z) for
all z. Similarly, the process X(·) is stochastically larger than process Y(·), denoted
as X(·) ≥st Y(·), if (X(t1), . . . ,X(tk)) ≥st (Y(t1), . . . ,Y(tk)) for all 0 ≤ t1 ≤ . . . ≤ tk, for
every k ≥ 1.

Theorem 6.3.1. If di is a concave function on {0, 1, . . . , I}, then

QLBF(·) ≤st Qπ(·) ≤st QMBF(·), (6.7)

LLBF(·) ≤st Lπ(·) ≤st LMBF(·), (6.8)

for all work-conserving policies π, provided that the initial states under LBF, π, and MBF
are identical.

The proof relies on weak submajorization arguments (see Section 6.7.2 and
[3, 150]). To do so, we use a different state representation than in the rest of the
chapter. Specifically, let Nπ

i (t) be the number of customers at server i = 1, . . . ,n at
time t under policy π, and define Nπ(t) = (Nπ

1 (t), . . . ,Nπ
n (t)). In the proof we then

focus on the process (Qπ(·),Nπ(·)). This allows us to follow the lines of reasoning as
presented in [150], which essentially focuses on Nπ(·). Due to the similarities with
[150], we present the proof in Section 6.7.1.

The next theorem shows a similar stochastic ordering result in case di is convex
in i, but the LBF and MBF bounds are reversed. The proof is based on weak
supermajorization and can also be found in Section 6.7.1.
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Theorem 6.3.2. If di is a convex function on {0, 1, . . . , I}, then

QLBF(·) ≥st Qπ(·) ≥st QMBF(·), (6.9)

LLBF(·) ≥st Lπ(·) ≥st LMBF(·), (6.10)

for all work-conserving policies π, provided that the initial states under LBF, π, and MBF
are identical.

Remark 6.3.3. Due to Little’s theorem, the stochastic ordering results also directly imply
an ordering in terms of mean waiting times under the different policies. We may also follow
the same line of reasoning to obtain a stochastic ordering of the waiting time distribution.

6.3.2 Diffusion limit for the LBF and RS policies in the NWC

In the present section, we derive a diffusion approximation for Z(·) under the LBF
or RS policies, in the NWC. For both policies, Ẑn(·) will have the same diffusion
limit, showing that the policies have the same asymptotic performance.

In fact, the proof for the LBF and RS policies can be easily extended to a wider
class of policies, which we, therefore, consider in this section instead.

Definition 6.3.4 (Policy class Π). For some c > 0, and with the convention that 0/0 = 0,
define Π as the set of policies so that, given Z(t) at t ≥ 0, we have the following assignment
probability for an arriving customer at time t

P(Route to server at level I − 2 or below) ≥ ck(t)
(Q(t) − In)−

,

where the process k(·) is defined as

k(·) :=
I−2∑
i=0

(I − i − 1)ni(·). (6.11)

Observe that at time t ≥ 0, k(t) is the number of customers missing at servers
at level I − 2 or below, that would put all of these servers at level I − 1. It turns
out that Ẑn(·), under all policies in Π, converges weakly to a diffusion process Ẑ(·),
showing that all policies in Π have the same asymptotic performance.

It can be easily seen that LBF and RS policies are in Π, since the probability
of routing a customer to a server at level I − 2 or below is 1{k(t)>0} and (k(t) +∑I−2

i=0 ni(t))/(Q(t) − In)−, respectively. There are also other relevant policies in Π,
for instance, the policy that sends customers to a random free spot (the relevant
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n0(t)

n−n3(t)

Figure 6.1. Schematic representation process rates, when Q(t) < 3n.

routing probability is equal to
∑I−2

i=0 (I − i)ni(t)/(Q(t) − In)−. Since, as we will prove,
all these policies have the same asymptotic performance, it shows that in practice,
one has to purposely avoid sending customers to level I − 2 servers or below, in
order to obtain a different performance in heavy traffic. In Section 6.3.3, we discuss
the MBF policy, which is not in Π, and thus has different asymptotic performance.

We start our exposition by providing some intuition for the main result.
Afterward, we state our diffusion limit and provide an explicit expression for the
stationary distribution of the diffusion limit, which can be interpreted in terms of
an Erlang A system.

Intuition

For the current routing policy, it turns out the service system, when in heavy
traffic, exclusively has level I and level I − 1 servers. To explain the reason behind
this, let I = 3 and consider the system under the RS policy. If Q(t) ≥ In, there
can clearly only be level I servers. When Q(t) < In, the process is more complex;
the rate at which servers at level i become servers at level j, for i ∈ {0, . . . , 3},
j ∈ {max{i − 1, 0},min{i + 1, 3}}, is represented schematically in Figure 6.1. By
assumption of ergodicity, Zn(·) has a unique limiting distribution, such that the
rates in and out in Figure 6.1 should be balanced. For n3(t), this gives

d3n3(t) = λn
n2(t)

n − n3(t)
. (6.12)

Since ρn ↑ 1, we have that for n large, the number of servers with a free space
n − n3(t), should be o(n), and since we are considering a generalization of the
M/M/n + M queue under the QED-scaling, it is conceivable that n − n3(t) = O(

√
n).

As we have chosen λn = O(n), we have that (6.12) implies that n2(t) = O(
√

n) in the
stationary regime. Repeating this argument, we get n1(t) = O(1) and n0(t) = O( 1√

n
).

We deduce that, when we scale the system by n−1/2, only n3(·) and n2(·) will have
non-trivial limits as n→∞. This argument can be generalized to arbitrary I ∈ N,
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and to every policy in Π, where for n large, the number of level i servers in the
stationary regime is O(n(i−I+2)/2), i ∈ {0, . . . , I}.

Diffusion Limit and Additional Analysis

The argument above gives that, for n large, the process Ẑn(·) behaves as if there
were only level I and level I−1 servers, with jumps of size 1/

√
n. For such a process,

it is considerably easier to derive a diffusion process, since it behaves similar to a
birth-death process. We formalize our result in the following theorem, the proof of
which is in Section 6.4, where we also make the intuition from the previous section
rigorous.

Theorem 6.3.5. Suppose Ẑn(0) ⇒ Ẑ(0). Then, in the NWC for any policy in Π, the
process Ẑn(·) converges weakly in DI[0,∞), as n→∞, to the process

Ẑ(·) =
(
Q̂(·), 0, . . . , 0

)>
,

where Q̂(·) is a one-dimensional diffusion process that has infinitesimal mean

m(x) =

−dIβ − θx, x ≥ 0,

−dIβ − (dI − dI−1)x, x < 0,

and constant diffusion

σ2(x) = 2dI.

Remark 6.3.6. For the result of Theorem 6.3.5 to remain valid, the constant c for the
policies in Π may actually depend on n; one can take {cn}n to be a sequence so that cn is
of the order 1/

√
n. This shows that in many practical situations, sending only a small

amount of customers to servers at level I − 2 or below, will provide the same asymptotic
performance as sending all customers to these servers (if possible).

The limiting process Q̂(·) in Theorem 6.3.5 is a generalized Ornstein-Uhlenbeck
process, with continuous piecewise-linear drift and diffusion. The stationary
distribution of such a process allows for an explicit expression (cf. [28, Equations
(23) – (25)]), which has been evaluated in [38, Theorem 7]. As this stationary
distribution forms the basis for many approximations, such as the probability of
delay as given below, it is presented in the following proposition.

Proposition 6.3.7. For θ > 0 and dI−1 < dI, the diffusion process Q̂(·), given in The-
orem 6.3.5, has stationary probability measure π given by

π(x) =


1

CdI
exp{ β2dI

2θ } exp{− 1
2
θ
dI

(
x +

βdI

θ

)2}, x ≥ 0,
1

CdI
exp{ β2

a } exp{− 1
2 a

(
x +

β
a

)2} x < 0,
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where 0 < a =
(
1 − dI−1

dI

)
, and C < ∞, is the normalization constant

C =
1
dI

exp
{β2

2a

}√
2π
a

Φ

(
β√
a

)
+ exp

{β2dI

2θ

}√
2πdI

θ

1 −Φ

β
√

dI

θ

 .
For θ = 0 and β > 0, it holds that

π0(x) =

 1
C0dI

exp{−βx}, x ≥ 0,
1

C0dI
exp{ β2

a } exp{− 1
2 a(x +

β
a )2}, x < 0,

with C0 the normalization constant

C0 =
1
dI

1
β

+ exp
{β2

2a

}√
2π
a

Φ

(
β√
a

) .
Using Proposition 6.3.7, we may directly derive an approximation for the

probability of delay by calculating
∫ ∞

0 π(x)dx. Specifically, after some basic calculus,
we obtain

P(Delay) ≈

1 +
h
(
β/

√
θ
dI

)
h
(
−β/√a

)
√

θ
dI√
a


−1

= Garnett
(
β√
a
,
θ

adI

)
.

For θ = 0, the stationary distribution gives rise to the approximation

P(Delay) ≈ HW(β/
√

a). (6.13)

These approximations allow for an intuitive interpretation and reveal how
the system behaves in the QED regime. Let us first focus on the square-root
safety-staffing principle in the case of absence of abandonments. As argued before,
there are only level I and level I − 1 servers in the limiting regime. As all servers
have (roughly) at least I − 1 customers, these may be considered as permanent
customers. The variability is in terms of the number of level I servers as opposed
to level I − 1 servers, with dI − dI−1 = adI being the variable part of the service rate.
Now, in line with the square-root safety staffing principle, we need at least R = λ/dI

servers to handle the total offered load. Excess capacity is needed to protect against
stochastic variability (see e.g. [18]). In this case, the variable part of the service
rate can control the stochastic variability. Thus, the staffing level according to the
square-root safety-staffing principle is

n ≈ R + β

√
λ

dI − dI−1
= R + β

√
λ

adI
= R +

β√
a

√
R,
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explaining the factor β/
√

a in the Halfin-Whitt delay function in (6.13). With
abandonments, there is a second term in the Garnett delay function, being the
ratio θrat between abandonment rate and service rate. As the service rate now
corresponds to the difference between service at level I and service at level I − 1,
we have θrat = θ/(dI − dI−1) = θ/(adI).

6.3.3 Diffusion limit for MBF policy in the NWC

We now turn our attention to deriving a weak limit approximation for Z(·) in the
NWC under the MBF policy. In contrast to the results of the LBF case, the limiting
process Ẑ(·) does not have non-trivial components n̂i(·), i ∈ {0, . . . , I − 2}, i.e., there
is no state space collapse. We now first explain why difficulties arise under the
MBF policy, then review some theory about Skorokhod problems, and complete
this part with the main result of the section.

Let us first provide an intuitive argument on why there is no state space
collapse in this case, and what the resulting diffusion limit should look like. Due to
the MBF policy, arrivals are only assigned to a level j server, for j ∈ {0, . . . , I − 2},
when there are no available servers at a level higher than j. This means that, when
there are available servers at a level higher than j, the number of level j servers
is increasing by one with rate d j+1n j+1(t), and decreasing by one with rate d jn j(t).
Consider the case that j = I− 2 for which increments are due to service completions
of level I−1 servers. Due to the QED scaling, we expect nI−1(t) to beO(

√
n) in steady

state. It is conceivable that nI−2(t) is O(
√

n) as well in steady-state, since nI−1(·) is
positive for lengths of time that are of a constant order, whereas the number of
departures is proportional to nI−2(t). After scaling by n−1/2, these dynamics will
appear as a drift that depends on the position of Z(·) through nI−1(·) and nI−2(·). Now,
when nI−1(·) becomes zero, there will be a large drop in the number of level I − 2
servers due to arrivals, being O(n), that are assigned to level I − 2 servers. This
phenomenon is like a regulator mapping, preventing nI−1(·) becoming negative (i.e.,
reflecting nI−1(·) in zero), decreasing the number of level I − 2 servers in the process.
This line of reasoning carries over to all level j servers, j ∈ {0, . . . , I − 2}, through
which we see that these are all O(

√
n) and are subject to a position dependent drift,

and the term ni(·) is reflected in zero to prevent it from becoming negative, for
i ∈ {1, . . . , I − 1}.

As indicated above, we can consider Ẑn(·) as a reflected process with a position-
dependent drift. Therefore, in order to derive the diffusion approximation, we rely
on the theory of (generalized) Skorokhod problems. Let us review some theory on
Skorokhod problems, starting with the following definition; for additional details
on Skorokhod problems, we refer the reader to [168].
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Definition 6.3.8 (generalized Skorokhod problem). For an element x(·) ∈ Dd[0,∞)
with x(0) ≥ 0, for some d ∈ N, a Lipschitz function f : Rd

+ → Rd, and a d × d matrix R,
we call a pair (z(·), l(·)) ∈ Dd[0,∞) × Dd[0,∞) a solution to the generalized Skorokhod
problem for x(·), with respect to R, if the following conditions are satisfied:

(i) z(t) = x(t) +
∫ t

0 f (z(s)) ds + Rl(t), t ≥ 0,
(ii) zi(t) ≥ 0, i ∈ {1, . . . , d}, t ≥ 0,

(iii) l(·) is such that for i ∈ {1, . . . , d},
(a) li(0) = 0,
(b) li(·) is non-decreasing,
(c)

∫ t

0 zi(t) dli(t) = 0.

When f ≡ 0, it is well-known that, when R is a generalizedM-matrix (see
Definition 6.5.2), then there exists a unique pair (z(·), l(·)) that solves the Skorokhod
problem for x(·), with respect to R. In that case, we can associate a mapping
(φ,ψ) : Dd[0,∞) → Dd[0,∞) × Dd[0,∞) to the Skorokhod problem, by setting
(φ(x(·)), ψ(x(·))) = (z(·), l(·)). Moreover, it is known that this mapping is Lipschitz
continuous. These results were first established in [71], which is why a generalized
M-matrix is also called a Harrison-Reiman Matrix.

Now, when f is non-trivial, the corresponding term represents a drift that
is a function of the position of the reflected process. In that case, when R is
a generalized M-matrix, there still exists a unique solution to the generalized
Skorokhod problem, so that a mapping x(·) 7→ (z(·), l(·)) can be associated, which is
again Lipschitz continuous. The solution can be written as

(
φ(M(x(·))), ψ(M(x(·)))

)
,

where M : Dd[0,∞) → Dd[0,∞) is the function that maps x(·) 7→ v(·), with v(·)
solving

v(t) = x(t) +

∫ t

0
f (φ(v(s))) ds, for all t ≥ 0.

This mapping is well defined and is Lipschitz continuous [137, Lemma 1]. In the
sequel, we continue calling this mapping M, so as to emphasize in which part of
the proof we will use this technique of including a drift.

Skorokhod problems are often employed for deriving diffusion limits for
non-negative processes, since a weak limit approximation for x(·) also applies
to z(·) due to the continuous mapping theorem. We employ the same technique,
but require some modifications as our process Z(·) does not fit the framework in
Definition 6.3.8.

There are yet two issues. The first is that Z(·) only requires I − 1 directions of
reflection, namely in the components ni(·), i ∈ {1, . . . , I−1}, as was already alluded to
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Figure 6.2. Schematic representation of directions of Brownian motion,
and reflection part, for (n0(t),Q(t) − In) plane (left), and (n1(t),Q(t) − In)
plane (right).

in our heuristic argument at the beginning of this section. In the proof, we formalize
the evolution of Z(·) in (6.18), from which it can be readily checked that nI(·) and
n0(·) stay non-negative when ni(·) ≥ 0. Due to this fact, we have more components
than directions of reflection, which requires a (straightforward) adaptation of the
theory of (generalized) Skorokhod problems.

The second issue is that in the current state space representation (including
n0(·), but not nI−1(·)), the matrix associated to the reflection R̃ is not a generalized
M-matrix. It is, therefore, a priori unclear whether a solution to the generalized
Skorokhod problem exists (let alone that it is unique), so that we cannot use
the mapping theorem. If we modify the state representation by adding nI−1(·)
and dropping n0(·), the reflection matrix R is a generalizedM-matrix. With this
representation, though, the direction of the Brownian motion that will drive the
diffusion process as n→∞, depends on the position of the diffusion process.

We have illustrated this in Figure 6.2 for the case I = 2 with the two different
state representations (n0(t),Q(t) − In) (left) and (n1(t),Q(t) − In) (right); the shaded
areas are the interior parts of the state space where the queue is empty. In both
figures, the solid arrows correspond to actual transitions. Note that the arrival
transitions (with rate λn) in the interior can be interpreted as the composition
of a state-independent transition (green dashed arrow) and a reflection (blue
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dashed arrow). The green arrows represent jumps corresponding to the Brownian
component as n→∞, whereas the blue arrows represent the direction of reflection
of n1(·). Now, for the state representation on the right of Figure 6.2, there is a
natural boundary of reflection in the vertical axis, but the direction of the Brownian
component depends on the state; in the left figure, the direction of the Brownian
component is independent of the state, but there is a reflection in the diagonal.
We tackle this issue by using a custom version of the Skorokhod problem that
combines the nice properties from both state-space representations, the details of
which we leave until the proof.

Before we state the main theorem for this section, we introduce some additional
notation. First, associated to the vector (Q(t),n0(t),n1(t), . . . ,nI−2(t)), let eQ be the
standard basis vector in RI, with its first element equal to one. Analogously, for
i = 0, . . . , I−2, we let eni be the standard basis vector in RI, with its (i+2)-nd element
equal to one. As such, eQ and eni correspond to a unit jump of the components Q(·)
and ni(·), i ∈ {0, . . . , I − 2}, respectively.

Second, we define the function f : RI → RI, as

f (Ẑn(t)) = −eQ

βdI − dI

I−1∑
i=0

n̂i(t) + θ(Ẑn(t))+


+

I−2∑
i=1

(−eQ − eni + eni−1 )din̂i(t) + (−eQ + eI−2)dI−1n̂I−1(t). (6.14)

With this function we capture the non-homogeneous drift of Ẑn(·). Note that f is
Lipschitz continuous (since it is piecewise linear).

Finally, let R̃ be the (I − 1) × (I − 1) matrix with −1 on its diagonal, 2 on its first
lower diagonal, −1 on its second lower diagonal, and zeros elsewhere. We are now
ready to introduce the main result of this section.

Theorem 6.3.9. Suppose Ẑn(0) ⇒ Ẑ(0). Then, in the NWC with the MBF policy, the
process Ẑn(·) converges weakly in DI[0,∞), as n→∞, to the process

Ẑ(·) =
(
Q̂(·), n̂0(·), . . . , n̂I−2(·)

)>
,

with Ẑ(·) being the unique process on R × RI−1
+ satisfying the stochastic integral equation

Ẑ(t) = Ẑ(0) + eQB(t) +

∫ t

0
f (Ẑ(s)) ds +

(
0 0
0 R̃

) (
0

L̂(t)

)
, (6.15)

where B(·) is a scaled Brownian motion with 〈B〉t = 2dIt, and the process L(·) ∈ DI
+[0,∞)

is uniquely determined by the properties
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(ii’) n̂0(t), . . . , n̂I−1(t) ≥ 0, for t ≥ 0
(iii’) L̂ is such that for i = 1, . . . , I − 1:

(a) L̂i(0) = 0,
(b) L̂i(·) is non-decreasing,
(c)

∫ ∞
0 n̂i(t) dL̂i(t) = 0,

with n̂I−1(t) := (−Q̂(t))+ −∑I
i=2 inI−i(t) for all t ≥ 0.

The diffusion does not allow for an explicit computation of the stationary
distribution. The result does, however, show that the QED-scaling leads to a non-
trivial limit, and therefore the square-root staffing rule still applies. In addition, the
first component Q̂(·) has similar behavior as in the other routing policies, namely it
is a diffusion with drift −βdI +

∑I−1
i=0 (dI − di)n̂i(t) + θ(Q̂(t))+, and variance parameter

2dI.

6.3.4 Diffusion limits in the SWC

In this section we consider approximations for the multitasking system in the SWC,
by establishing diffusion limits for both the LBF and MBF routing policies. We also
present the stationary distribution of the diffusion limits, providing an intuitive
understanding of the system dynamics in heavy traffic.

Diffusion Limit for LBF

Under the LBF allocation in the SWC, the customers are balanced over the servers
as much as possible. Consequently, servers will be at most at two different levels,
see also Section 6.2.2. Similar to the NWC with the LBF policy, in the regime as ρn

gets close to one, the number of available spaces should beO(
√

n), as a consequence
of the QED-scaling. Together with (6.1), this implies that, in the limit as n → ∞,
there are only level I − 1 and level I servers. In the next theorem we state the
corresponding diffusion limit, which we prove in Section 6.7.4.

Theorem 6.3.10. Suppose Ẑn(0) ⇒ Ẑ(0). Then, in the SWC with the LBF policy, the
process Ẑn(·) converges weakly in DI[0,∞), as n→∞, to the process

Ẑ(·) =
(
Q̂(·), 0, . . . , 0

)>
,

where Q̂(·) is a diffusion process with distribution as the process Q̂(·) in Theorem 6.3.5.

As may be anticipated due to the intuition described above, the limiting process
Ẑ(·) is identical to the one found in Theorem 6.3.5 for the NWC; this also gives rise
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to the same approximations for e.g. the probability of delay. This implies that, for
larger systems, there is no need for cooperation between servers. An appropriate
routing of newly arriving customers suffices to obtain the same performance in the
NWC as in the SWC.

Diffusion Limit for MBF

Under the LBF allocation in the SWC, as many level I servers as possible are created
and there will be at most one non-empty server that is not at level I, see Section 6.2.2.
Consequently, the process Qn(·) behaves as a birth-death process with birth rate
λn and death rate dI

⌊
Q(t)

I

⌋
+ dg(Q(t)). This considerably simplifies the derivation of

a diffusion limit. Moreover, as there will be at most one server that is not at level
0 or level I, these terms vanish in the limit after scaling. This implies that in the
considered heavy traffic regime, there will only be level I and level 0 servers. This
leads to the following theorem, which we prove in Section 6.7.4.

Theorem 6.3.11. Suppose Zn(0) ⇒ Ẑ(0). Then, in the SWC with the MBF policy, the
process Ẑn(·) converges weakly in DI[0,∞), as n→∞, to the process

Ẑ(·) =

(
Q̂(·), (Q̂(·))−

I
, . . . , 0

)>
,

where Q̂(·) is a one-dimensional diffusion process that has infinitesimal mean

m(x) =

−dIβ − θx, x ≥ 0,

−dIβ − dI
I x, x < 0,

and constant diffusion

σ2(x) = 2dI.

In the current situation, the limiting process Q̂(·) is again a piecewise Ornstein-
Uhlenbeck process, and therefore, an explicit expression for the stationary measure
can be found, like in Proposition 6.3.7.

Proposition 6.3.12. For θ > 0, the diffusion process Q̂(·), given in Theorem 6.3.11, has
stationary probability measure π given by

π(x) =


1

CdI
exp{ β2dI

2θ } exp{− 1
2
θ
dI

(
x +

βdI

θ

)2}, x ≥ 0,
1

CdI
exp{β2I} exp{− 1

2
1
I

(
x + βI

)2} x < 0,
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where C < ∞, is the normalization constant

C =
1
dI

exp
{1

2
β2I

}√
2πIΦ

(
β
√

I
)

+ exp
{β2dI

2θ

}√
2πdI

θ

1 −Φ

β
√

dI

θ

 .
Similar as in Proposition 6.3.7, after some basic calculus, we may relate the

approximate probability of delay to the quality of service parameter β and the
relative patience θrat:

P(Delay) =

1 +
h
(
β/

√
θI
dI

)
h
(
−β√I

) √
θI
dI


−1

= Garnett
(
β
√

I,
θ

dI/I

)
.

Again, similar results may be derived for the case θ = 0. In particular, we may
then derive that

P(Delay) ≈ HW(β
√

I).

In the absence of abandonments, the dynamics of the limiting diffusion process
Q̂(·) are the same as for the Erlang delay model, cf. [69, Theorem 2]. However,
with the service rate scaled by a factor 1/I, i.e., the limiting process Q̂(·) can be
considered as the limiting process of an Erlang delay model with service rate dI/I,
under the QED-scaling. This may be explained by the fact that in the pre-limit
process there is at most one server that is not at level 0 or I; the potential server at
level i = 1, . . . , I−1 will not contribute to the limit due to scaling by n−1/2. Therefore,
the limiting process can be considered as if each customer is at a level I server,
adding a marginal rate of dI/I to the ‘total death-rate’. In the light of the square-root
safety staffing principle, there are again R = λ/dI servers required to handle the
total offered load. As dI/I is the marginal service rate per customer, the staffing
level according to the square-root safety-staffing principle is

n ≈ R + β

√
λ

dI/I
= R + β

√
I
√

R,

providing the factor β
√

I in the Halfin-Whitt delay function above. For the case
θ > 0, the marginal service rate per customer of dI/I directly provides θrat = θ

dI/I
,

which appears as the second argument in the Garnett delay function.

6.3.5 Extension and ramifications

In this subsection we discuss three extensions that are rather straightforward to
incorporate in the basic model introduced in Subsection 6.2.1.
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Abandonments from Service

In the model description of Subsection 6.2.1 we assumed that customers only
abandon from the queue. In chat applications, abandonments from service may
also occur. As in [38, 102], assume now that each customer in service has a patience
that is exponentially distributed with rate θs, and let d̂i = di + iθs. Assuming that d̂i

is increasing in i ∈ {0, 1, . . . , I}, just as we assumed for di, then it is straightforward
to see that all diffusion limits apply with di replaced by d̂i.

The optimality of the LBF and MBF policies is a little more involved. Let us focus
on the optimality of the LBF policy and assume that di is concave. Note that d̂i is then
also concave, such that we may easily verify that QLBF(·) ≤st Qπ(·) ≤st QMBF(·) using
the same weak majorization arguments; the same applies for abandonments from
the queue. For the abandonments from service, we need to couple abandonments
from service as in [3, Section 3]. That is, we need to label customers from the server
with most customers to the server with the least number of customers, and then
couple the patience of the customers with the same label. In case di is convex,
similar arguments apply such that both Theorems 6.3.1 and 6.3.2 also remain valid.

More General Arrival Processes

For convenience, we assumed arrivals to occur according to a Poisson process.
Note that the optimality results remain valid, as we did not need to make any
assumption regarding the arrival process. The diffusion limits may also be extended
to more general arrival processes using the line of reasoning as explained in [128,
Section 7.3].

To illustrate, let An(·) be the arrival process in the nth model and let Ân(t) =

n−1/2(An(t)−λnt) for t ≥ 0, define the associated scaled arrival process Ân(·). Assume
that Ân(·)⇒ Â(·) in D, with Â(·) a Brownian motion with drift 0 and variance dIc2

a .
This holds, for instance, if arrivals occur according to a renewal process where
the squared coefficient of variation of the inter-arrival times is c2

a . Under these
assumptions, all diffusion limits remain valid where the diffusion coefficient σ2(x)
should be replaced by σ2(x) = dI(1 + c2

a) in Theorems 6.3.5, 6.3.9, 6.3.10, and 6.3.11.

Finite Buffer

Another model extension is to consider the case when there is a maximum to the
number of customers that can be in the queue. In this case, Q(t) − In ≤ κ, for some
κ > 0. Clearly, the optimality results carry over. For Theorems 6.3.5, 6.3.9, 6.3.10,
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and 6.3.11, the results remain valid, but with the limiting diffusion being reflected
in κ. From a technical point, this can be handled by composing the continuous
functions that are already utilized with the continuous function associated to the
regulator mapping to the reflection in κ, cf. [128, Theorem 7.3].

6.4 Proof of diffusion limit for policies in Π in the NWC

In this section we prove Theorem 6.3.5. The proof consists of three steps:

1. We prove in Lemma 6.4.2 that for i ∈ {0, . . . , I − 2}, n̂n,i(·) P→ 0, formalizing
that, for large n, Ẑn(·) behaves like a multitasking system that exclusively has
level I − 1 and level I servers, making jumps of size 1/

√
n.

2. We show, with Lemma 6.4.2, that Qn(·), for large n, behaves like a birth-death
process Rn(·) with birth rate λn and death rate dIn − (dI − dI−1)(Q(t) − In)− +

θ(Q(t) − In)+. We prove this by coupling Qn(·) to Rn(·), and show that for all

T ≥ 0, ‖Rn(·) −Qn(·)‖T P→ 0, as n→∞.
3. Finally, we prove that the process n−1/2(Rn(·) − In) converges weakly to the

diffusion process Q̂(·) mentioned in Theorem 6.3.5. Since nI(·) and nI−1(·) are
continuous transformations of Q(·), we obtain weak convergence of Ẑn(·).

Before we present the proof, we want to make the following remark

Remark 6.4.1. In the proofs of the diffusion limits for Ẑn(·) (not restricted to this section),
we often utilize coupling techniques between one-dimensional stochastic processes that
exclusively make jumps upwards and downwards, which are all of size 1. Each time we
apply such a technique, the coupling concerns two of such processes, say X(·) and Y(·), with
X(·) having a rate at which jumps are made upwards (downwards) larger or equal than that
of Y(·). Now, the key insight is that the rate of Y(·) can be obtained by randomly splitting
the rate of X(·), and thus we can couple the jumps of both processes such that X(·) is greater
(less) or equal to Y(·). Or more precisely, we have X(t, ω) ≥ Y(t, ω) (X(t, ω) ≤ Y(t, ω)) for
all t ≥ 0, for each ω ∈ Ω.

Let us now introduce and prove the following proposition.

Lemma 6.4.2. Suppose Ẑn(0)⇒ Ẑ(0). For the process Ẑn(·), in the NWC with any policy
in Π, we have as n→∞,

n̂n,i(·) P→ 0, for all i ∈ {0, . . . , I − 2}.

Proof. Let k̂n(·) = n−1/2kn(·), with kn(·) as in (6.11) associated to the nth process Zn(·).
To prove the statement, we prove the equivalent statement k̂n(·) P→ 0, when n→∞.
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For n fixed, kn(·) is equal to the number of free spaces minus the number of
free servers. It is not hard to see that kn(·) increases by one with rate

∑I−1
i=0 dinn,i(t) ≤

dI−1(Qn(t)− In)−. The rate down depends on the policy in Π, and is upper bounded
by λn1{kn(t)>0}. We proceed by defining simpler processes, Q′n(·) and k′n(·) to bound
Qn(·) and kn(·).

First, define the process Q′n(·) with state space as Qn(·), and Q′n(0) = Qn(0), where
Q′n(·) goes up by one with rateλn and goes down by one with rate dIn+θ(Q′n(t)−In)+.
We couple the processes Q′n(·) and Qn(·) so that the jumps that increase the processes
exactly match, i.e., the processes jump up at the same times. Moreover, if Q′n(t) =

Qn(t), then a jump downwards of Qn(·) implies a jump downwards of Q′n(·) at the
same time. This coupling is possible since the rate at which Q′n(·) decreases is larger
than the rate at which Qn(·) decreases. Moreover, it guarantees that Q′n(t) ≤ Qn(t),
for all t ≥ 0.

Now, to define k′n(·), note that the rate at which kn(·) increases is bounded from
above by dI−1(Qn(t) − In)− ≤ dI−1(Q′n(t) − In)− ≤ dI−1 sup0≤s≤t(Q

′
n(s) − In)−. We know

that for every policy in Π, the rate at which kn(·) decreases is bounded from below
by

cλn
kn(t)

sup0≤s≤t(Q′n(s) − In)−
,

for some constant c > 0. Now, define the process k′n(·) with state space as kn(·), where
k′n(·) increases by one with rate dI−1Mn, and decreases by one with rate cλnk′n(t)/Mn,
for a sequence of positive constants {Mn}n, defined by Mn = n5/8. In addition, we
couple the process k′n(·) to kn(·) so that, if k′n(t) = kn(t), then kn(·) increases by one at
time t only if k′n(·) increases by one at time t, and k′n(·) decreases by one at time t
only if kn(·) decreases by one at time t, for all t ≥ 0. Denote k̂′n(·) for n−1/2k′n(·).

Now, let T > 0 be arbitrary. On the event {sup0≤s≤T(Q′n(s) − In)− ≤ Mn}, the
rates for jumps upwards and downwards of kn(·) are, respectively, upper and lower
bounded by dI−1Mn and cλnk′n(t)/Mn. Hence, on this event, and due to the coupling
between kn(·) and k′n(·), we have that kn(t) ≤ k′n(t), for all t ∈ [0,T]. We proceed by
proving that, for each ε > 0,

P
(

sup
0≤s≤T

k̂′n(s) > ε
)
→ 0, n→∞.

Afterwards, we prove that

P
(

sup
0≤s≤T

(Q′n(s) − In)− > Mn

)
→ 0, n→∞. (6.16)
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Combining these statements with the arbitrary choice for T gives us that k̂′n(·) P→ 0.
By the coupling and conditioning on the event {sup0≤s≤T(Q′n(s) − In)− ≤ Mn} we

obtain, k̂n(·) P→ 0, completing the proof.

We start with the first statement, whilst we throughout work with processes
on the interval [0,T]. Note that k′n(·) behaves as an M/M/∞ queue with offered load

ρk′
n = dI−1M2

n/(cλn), which is of the order n1/4. Consider the process
(
k′n(·) − ρk′

n

)2
. By

using Dynkin’s formula (cf. [86, Lemma 19.21]), we obtain the Fn-martingale Mn(·),
defined by

Mn(t) =
(
k′n(t) − ρk′

n

)2

−
∫ t

0

cλn

Mn
k′n(s)

(
1 − 2

(
k′n(s) − ρk′

n

))
+ dI−1Mn

(
1 + 2

(
k′n(s) − ρk′

n

))
ds,

where Fn := {F n
t }t≥0 is the natural filtration. Also, for a constant Kn depending on n,

define the stopping time τKn := inf{t ∈ [0,T] : k′n(t) ≥ Kn +ρk′
n }. Since we are working

on [0,T], the stopping time is trivially bounded and as such, the stopped process
MτKn

n (·), defined through MτKn

n (t) := Mn(t ∧ τKn ), is an Fn-martingale.

Now, by the definition of the stopping time, we have the following inequality:

K2
nP

(
sup
0≤s≤t

k′n(s) ≥ Kn + ρk′
n

)
= E

[
K2

n1{sup0≤s≤t k′n(s)≥Kn+ρk′
n }

]
≤ E

[(
k′n(T ∧ τKn ) − ρk′

n

)2
1{sup0≤s≤t k′n(s)≥Kn+ρk′

n }

]
≤ E

[(
k′n(T ∧ τKn ) − ρk′

n

)2
]
.

By using that MτKn

n (·) is a martingale, we find

E
[(

k′n(T ∧ τKn ) − ρk′
n

)2
]

= E
[(

k′n(0 ∧ τKn ) − ρk′
n

)2
]

+ E
∫ T∧τKn

0

cλn

Mn
k′n(s)

(
1 − 2

(
k′n(s) − ρk′

n

))
+ dI−1Mn

(
1 + 2

(
k′n(s) − ρk′

n

))
ds,

which is upper bounded by

E
[(

k′n(0 ∧ τKn ) − ρk′
n

)2
]

+
(5

2
dI−1Mn +

1
4

cλn

Mn

)
T,

since the integrand is maximized in k′n(s) = 1/4 + ρk′
n , where it takes the value

5
2 dI−1Mn + 1

4
cλn
Mn

.



6 Diffusion-based staffing for multitasking service systems 192

Summarizing, we have

P
(
sup
0≤s≤t

k′n(s) ≥ Kn + ρk′
n

)
≤ 1

K2
n

(
E

[(
kn(0) − ρk′

n

)2
]

+
(5

2
dI−1Mn +

1
4

cλn

Mn

)
T
)
,

where we use that k′n(0) = kn(0). Now, observe that, when we choose Kn =
√

n,
the right hand side goes to zero when n → ∞, proving our first claim. Here we
use the assumption that kn(0)⇒ 0, which can be strengthened to convergence in
probability.

Now that we have proven k̂′n(·) P→ 0, we show that
(
sup0≤s≤t(Q

′
n(s) − In)−

)2
/n

is stochastically bounded, i.e., is of O(1), which is sufficient to show our second
claim, since in that case we have (6.16) and the proof is complete.

To prove the stochastic boundedness, observe that for each T ≥ 0, the process
Sn(·) := {Sn(t) : t ∈ [0,T]}, for

Sn(t) :=
(
(Q′n(t) − In) − (λn − dIn)t

)2 − (λn + dIn)(T − t),

is a non-negative F̃n-supermartingale on [0,T], where F̃n := {F̃ n
t }t≥0 is its natural

filtration. This can be seen as follows. If θ = 0, then the process M̃n(·) := {M̃n(t) : t ≥
0}, for M̃n(t) := Q′n(t) − In + (dIn − λn)t, is an F̃n-martingale. Therefore (M̃(·))2 is a
F̃n-submartingale, and by the Doob-Meyer composition [88, Theorem 4.10], we
obtain that

{((Q′n(t) − In) − (λn − dIn)t)2 − (λn + dIn)t : t ≥ 0}
is an F̃n-martingale. Now, when θ > 0, the process Q′n(·) has additional jumps
downwards, only when Q(t) − In > 0, in which case (Q′n(t) − In) − (λn − dIn)t =

(Q′n(t) − In) + dI
√

nβt > 0, so that every jump downwards due to abandonments,
also decreases the square term in S(·). Therefore

{((Q′n(t) − In) − (λn − dIn)t)2 − (λn + dIn)t : t ≥ 0},
is indeed a F̃n-supermartingale on [0,∞) when θ > 0. We add a term (λn + dIn)T,
that is constant on [0,T], so that S(·) is a non-negative F̃n-supermartingale on [0,T].

Now, by Doob’s supermartingale inequality [141, Ch. 1, Exercise 1.15], we
obtain for each T ≥ 0 and t ∈ [0,T], and for each constant M > 0,

P
(
sup
0≤s≤t

Sn(s) ≥M
)
≤ 1

M
E[Sn(0)] =

1
M

(
(Q′n(0) − In)2 + (λn + dIn)T

)
. (6.17)

By assumption n−1/2(Qn(0)− In) converges weakly, so that the sequence is tight, and

therefore (6.17), with M = n, implies that
(
sup0≤s≤t(Q

′
n(s) − In)−

)2
/n is stochastically

bounded, which completes the proof. �
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We proceed by defining the sequence of processes {Rn(·)}n, where Rn(·) is a
birth death process on the state space of Qn(·), with birth rate λn and death rate
νRn (t) = dIn − (dI − dI−1)(Rn(t) − In)− + θ(Rn(t) − In)+, having initial condition Qn(0).
In addition, the processes Q(·) and R(·) are coupled such that the jumps upwards
happen at identical times, and the jumps downwards are such that when, for some
time t ≥ 0, the death rate νQn (t) of Qn(·) is larger than νRn (t), we can only have a
jump downwards of Rn(·) when Qn(·) jumps downwards, and vice versa when
νRn ≥ νQn .

In the usual notation, we write R̂n(·) = n−1/2(Rn(·) − In). By using Lemma 6.4.2,
we now have the following proposition.

Proposition 6.4.3. Assume the conditions of Lemma 6.4.2. Then, for all t ≥ 0 and all
ε > 0,

P
(∥∥∥Ẑn(·) − R̂n(·)

∥∥∥
t > ε

)
→ 0, as n→∞,

where the process R̂n(·) is embedded into DI[0,∞) by adding zero components.

Proof. Due to the way that Qn(·) and Rn(·) are coupled, it is immediate that for
each t ≥ 0, the difference |Qn(t) − Rn(t)| can only increase when νQn(t) > νRn(t) and
Q(t) ≤ R(t), or νQn(t) < νRn(t) and Q(t) ≥ R(t).

Define the function f : R→ R by x 7→ dIn− (x− In)−(dI − dI−1) +θ(x− In)+, then
νRn (t) = f (Rn(t)) and νQn (t) = f (Qn(t)) + εn(t), where for each n, εn(·) :=

∑
0≤i≤I−2(di +

(I − i − 1)dI − (I − i)dI−1)ni(·). Note that f is increasing and | f (Qn(t)) − f (Rn(t))| ≥
|Qn(t)−Rn(t)|min(θ, dI − dI−1) := `|Qn(t)−Rn(t)|, for all t ≥ 0. Furthermore, we have
|εn(t)| ≤ |kn(t)|max0≤i≤I−2

|di+(I−i−1)dI−(I−i)dI−1 |
I−i−1 := U|kn(t)|, for all t ≥ 0.

Since we know that kn(·)/√n P→ 0, as n → ∞, we also immediately have
εn(·)/√n P→ 0. This implies that the difference of Qn(·) and Rn(·) can only increase
when it is small. More precisely, for all t ≥ 0, the difference |Qn(t) − Rn(t)| cannot
increase when |Qn(t)−Rn(t)| ≥ sup0≤s≤t kn(s)U/`, since that would mean for Qn(t) >
Rn(t) that

νQn (t) − νRn (t) ≥ f (Qn(t)) − f (Rn(t)) − |εn(t)|
≥ `|Qn(t) − Rn(t)| − sup

0≤s≤t
kn(s)U ≥ 0,

and for Rn(t) > Qn(t) that

νRn (t) − νQn (t) ≥ f (Rn(t)) − f (Qn(t)) − |εn(t)|
≥ `|Qn(t) − Rn(t)| − sup

0≤s≤t
kn(s)U ≥ 0,
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which is not possible due to the coupling, as we concluded before.

We conclude that sup0≤t≤t |Qn(t)−Rn(t)| < 1 + sup0≤s≤t kn(s)U/`, and so |Qn(·)−
Rn(·)| P→ 0. �

Proposition 6.4.4. The process R̂n(·) converges weakly, as n→∞, to the one-dimensional
diffusion process Q̂(·) of Theorem 6.3.5.

Proof. The proof is a direct adaptation of the proof of [128, Theorem 1.2], without a
finite buffer for the system. We sketch the main steps.

First, we can write down an integral representation for R̂n(t),

R̂n(t) = R̂n(0) + n−1/2An(λnt)

− n−1/2Dn

(∫ t

0
dIn − (dI − dI−1)(Rn(s) − In)− + θ(Rn(s) − In)+ ds

)
= R̂n(0) + n−1/2MAn (t) − n−1/2MDn (t) − βdIt

+

∫ t

0
(dI − dI−1)(R̂n(s))− − θ(R̂n(s))+ ds,

where An(·) and Dn(·) are independent unit-rate Poisson processes, and MAn (t) and
MDn (·) are the martingales obtained by subtracting the compensator of An(·) and
Dn(·), respectively (cf. [128, Theorem 3.4] for the precise construction and relevant
filtrations.)

Since the functions x 7→ (dI − dI−1)(x)− and x 7→ θ(x)+ are Lipschitz continuous,
the integral representation used for R̂n(·) is a continuous mapping from DI[0,∞)
to DI[0,∞). In particular, R̂n(·) is the image of n−1/2[MAn (·) −MDn (·)] under this
continuous map, cf. [128, Theorem 4.1]. Therefore, by proving that n−1/2[MAn (·) −
MDn (·)] converges weakly to a scaled Brownian motion B(·) with 〈B〉t = 2dIt, the
proof is complete due to an application of the continuous mapping theorem. This
will be the focus of the remainder of the proof.

To obtain weak convergence of Mn(·) := n−1/2[MAn (·) −MDn (·)] to B(·), we use
the martingale functional central limit theorem [82, Theorem VIII.3.22]. We check
the conditions. For each n, the martingale Mn(·) is locally square integrable, and
clearly ∆Mn(t) = [Mn(t) − lims↑t Mn(s)] → 0, for all t > 0 and all sample paths of
Mn(·). The quadratic variation of Mn(·) is upper bounded by

1
n

∫ t

0
λn + dIn + (dI − dI−1)(Rn(s) − In)− + θ(Rn(s) − In)+ ds.

If we prove that (Rn(·) − In)/n P→ 0 as n→∞, we are done, since by application of

continuous mapping we then obtain that (Rn(s)−In)+/n P→ 0 and (Rn(s)−In)−/n P→ 0,
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as explained in [128, Lemmas 4.2–4.4]. In turn, this allows us to conclude that

〈M〉t P→ 2dIt, as n→∞, completing the requirements for the martingale functional
central limit theorem.

To show (Rn(·)− In)/n P→ 0, it is sufficient if n−1[MAn (·)−MDn (·)] P→ 0, as n→∞,
as explained in [128, Section 4.3]. At this point we can transform the proof of
[128, Lemma 4.5] to our setting, which essentially states that the required limit is
achieved by the strong law of large numbers (SLLN) for Poisson processes. To be
precise, for MAn (·) a direct consequence of the SLLN is that∥∥∥MAn (·)

∥∥∥
t

a.s.→ 0, for all t ≥ 0.

For MDn (·) the necessary limit is a bit harder to prove. For each n, consider
the process Un(·) := {Un(

∫ t

0 θ(Rn(s) − In)+ ds) : t ≥ 0}, where {Un(t) : t ≥ 0} is
a unit-rate Poisson process. Denote MUn (·) := {MUn (t) : t ≥ 0}, with MUn (t) :=
Un(

∫ ·
0 θ(Rn(s)− In)+ ds)−

∫ ·
0 θ(Rn(s)− In)+ ds, for the martingale associated toUn(·).

For Rn(t) we have the rough upper bound Rn(t) ≤ Rn(0) + An(λnt), and therefore
we have

1
n

∫ t

0
Rn(s) − In ds ≤ t

(
Rn(0) + An(λnt)

n

)
.

By the strong law of large numbers for A(·), we have that for each T1 > 0, there
exists T2 > 0, such that

P
(

1
n

∫ T1

0
θ(Rn(s) − In)+ ds > T2

)
→ 0.

We now have, for all ε > 0,

P
(∥∥∥MUn (·)

∥∥∥
T1
> ε

)
= P

(∥∥∥MUn (·)
∥∥∥

T1
> ε,

1
n

∫ T1

0
θ(Rn − In)+ ds ≤ T2

)
+ P

(∥∥∥MUn (·)
∥∥∥

T1
> ε,

1
n

∫ T1

0
θ(Rn − In)+ ds > T2

)
,

which is upper bounded by

P
(

sup
0≤s≤T2

|Un(ns) − ns|
n

> ε

)
+ P

(
1
n

∫ T1

0
θ(Rn − In)+ ds > T2

)
→ 0.

In a similar way, since dIn − (dI − dI−1)(Rn(t) − In)− ≤ dIn, one has Rn(t) ≥ Rn(0) −
N1(dInt) −N2(

∫ t

0 θ(Rn(s) − In)+ ds), for unit-rate Poisson processes N1(·) and N2(·),
so that∫ t

0
(Rn(s) − In)− ds ≥ t

n

(
Rn(0) − In −N1(dInt) −N2

(∫ t

0
θ(Rn(s) − In)+ ds

))
.
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Hence, using the above approach and results, one finds that for each T1 > 0, there
is a T3 > 0 such that

P
(

1
n

∫ t

0
dIn + θ(Rn(s) − In)+ ds > T3

)
→ 0.

By splitting the probability P(MDn (·)T1 > ε) on the the events
{

1
n

∫ t

0 dI − (dI −
dI−1)(Rn(s) − In)− + θ(Rn(s) − In)+ ds > T2 + T3

}
and its complement, we find that

MDn (·) P→ 0, as n→∞,

which concludes the proof.

6.5 Proof of diffusion limit for the MBF policy in the NWC

In this section we prove Theorem 6.3.9. As discussed in Section 6.3.3, Z(·) can be
written as a process of which some components are reflected. In the proof we make
this precise by establishing that Ẑn(·) = Φ(M(X̂n(·))); here Φ is a regulator mapping
that is associated to a Skorokhod problem (which has to be tailored to our specific
case), M is the mapping that incorporates the position-dependent drift of Ẑn(·), and
X̂n(·) is a scaled and centered version of a linear combination of counting processes
driving the arrivals and departures in the system; see (6.23) below for its definition.
We show that the mapping Φ ◦M is Lipschitz continuous and derive a weak limit
approximation for X̂n(·); application of the continuous mapping theorem gives a
weak limit for Ẑ(·). The bulk of the proof is dedicated to the construction of the
mapping Φ ◦M.

For readability, we split the proof into the following four steps:

1. We employ a martingale representation for Ẑn(·) to derive the diffusion limit.
For this, we first explicitly express the evolution of the process Z(·) as a
linear combination of counting processes. The martingale representation is
then obtained by compensating the counting processes, i.e., applying the
Doob-Meyer decomposition.

2. We construct the Lipschitz mapping Φ, which takes the role of a custom made
regulator mapping, without incorporating the drift of Z(·).

3. We show that we can write Ẑn(·) = Φ(M(X̂n(·))), for the Lipschitz mapping
M that includes the drift of Ẑn(·) in the (generalized) Skorokhod problem, as
explained in Section 6.3.3.

4. Finally, we prove that X̂n(·) ⇒ B(·), with B(·) a Brownian motion having
〈B(·)〉t = 2dIt. By continuous mapping we have weak convergence of Ẑn(·).
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6.5.1 Step 1: Martingale representation for Z(·).

We start by constructing Z(·) in terms of independent unit-rate Poisson processes, to
which we apply a multi-parameter random time change. This way of constructing
queueing processes is convenient for obtaining scaling limits. We refer to [128,
Sections 2 and 3] for a careful treatment of such a construction for the M/M/∞
system, and to [128, Section 7] for the M/M/n+M queue, for which the details
regarding the multi-parameter random time change are based on [53, Ch. 6, Section
2]. For our multi-dimensional process, we multiply each counting process with
a linear combination of eQ and eni (with eQ and eni introduced in Section 6.3.3) to
obtain jumps occurring in the right coordinates. Recall that we adopted the notation
of [128] by writing N(

∫ t

0 ν(s) ds) for a counting process N(·) with intensity ν(·) at
time t ≥ 0, where the integral in the argument is the time-scaling that was applied
to the unit-rate Poisson process {N(t) : t ≥ 0}.

Let the number of servers n be fixed for now, and recall that F(·) := In −Q(·) is
the number of free spaces in the system (a negative value indicating that there are
no free spaces). Using the time-changed Poisson process representation, we have
that Z(·) satisfies

Z(t) = Z(0) + eQ

[
A(λt) −D

(∫ t

0
dInI(s) ds

)
−D◦

(∫ t

0
θ(Q(s) − In)+ ds

)]
+

I−2∑
i=1

(−eQ − eni + eni−1 )Di

(∫ t

0
dini(s) ds

)
+ (−eQ + eI−2)DI−1

(∫ t

0
dI−1nI−1(s) ds

)
+

I−3∑
i=1

(−eni+1 + 2eni − eni−1 )Li

(∫ t

0
λ1{∑I−1

k=i ni(s)=0,F(s)>0}

)
+ (2enI−2 − enI−3 )LI−2

(∫ t

0
λ1{nI−1(s)+nI−2(s)=0,F(s)>0}

)
+ (−enI−2 )LI−1

(∫ t

0
λ1{nI−1(s)=0,F(s)>0}

)
, t ≥ 0,

(6.18)

where nI−1(t) and nI(t) are given as in Section 6.2.2, and A(·), D(·), D◦(·), Di(·), and
Li(·), for i ∈ {1, . . . , I − 1} are independent unit-rate Poisson processes. The process
A(·) counts the cumulative number of arriving customers. Changes in the number of
servers at the different levels depend on their state at time t. For F(t) ≤ 0, an arriving
customer joins the queue, whereas an arrival is assigned to a level I− 1 server when
F(t) > 0 and nI−1(t) > 0; in that case the components ni(t), for i = 0, . . . , I − 2, do
not change. Observe that an arrival can only be assigned to a level j ∈ {1, . . . , I − 1}
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server when ni(t) = 0, for all i > j. For each j, the process L j(·) corresponds to such
a transition. To be precise, L j(·) multiplied by the corresponding unit vectors, acts
as a regulator, to prevent n j(·) from becoming negative by sending an arrival to
a level j − 1 server when ni(t) = 0 for all i ≥ j. The processes Di(·) and D(·) count
the cumulative number of service completions of level i ∈ {1, . . . , I − 1} and level I
servers, respectively. Note that a service completion at a level i server provides an
extra level i − 1 server and leads to one customer less in the system. The process
D◦(·) counts the total number of abandonments from the queue.

From now on, we consider the sequence {Ẑn(·)}n, as defined in Section 6.2.3.
Note that (6.18) holds, with λ replaced by λn, and both sides of the equation are
scaled by n−1/2. Moreover, for the nth system, we add a subscript n in the notation
of the counting processes, and we denote L̂n,i(·) = Ln,i(·)/

√
n, for i ∈ {1, . . . , I − 1}.

We have

Ẑn(t) = Ẑn(0) + n−1/2

(
eQ

[
An(λnt) −Dn

(∫ t

0
dInn,I(s) ds

)
−D◦n

(∫ t

0
θ(Qn(s) − In)+ ds

) ]
+

I−2∑
i=1

(−eQ − eni + eni−1 )Dn,i

(∫ t

0
dinn,i(s) ds

)
+ (−eQ + eI−2)Dn,I−1

(∫ t

0
dI−1nn,I−1(s) ds

) )
+

I−3∑
i=1

(−eni+1 + 2eni − eni−1 )L̂n,i

(∫ t

0
λn1{∑I−1

k=i nn,i(s)=0,F(s)>0}

)
+ (2enI−2 − enI−3 )L̂n,I−2

(∫ t

0
λn1{nn,I−1(s)+nn,I−2(s)=0,F(s)>0}

)
+ (−enI−2 )L̂n,I−1

(∫ t

0
λn1{nn,I−1(s)=0,F(s)>0}

)
.

(6.19)

We proceed by rewriting (6.19) into a martingale representation for Ẑn(·),
similar to [128, Sections 3 and 4]. To introduce martingales, we compensate all
counting processes by the integral of their intensity; we refer to [128, Section
7.1] for a detailed exposition of this technique relying on the multi-parameter
optional sampling theorem. For a counting process N(·), with intensity ν(·), denote
by MN(·) the associated martingale obtained by subtracting its compensator, i.e.,
MN(t) := N(t) −

∫ t

0 ν(s) ds, t ≥ 0.

For later use, we also write Dn(·) = D̃n(·) − D̃c
n(·), the difference of a counting

process D̃n(·) with intensity dIn, and a process D̃c
n(·) with intensity dI(n − nn,I(·)).
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Applying the martingale representation yields

Ẑn(t) = Ẑn(0) + n−1/2eQ

[
MAn (t) −MD̃n

(t)
]

+ n−1/2eQ

[
MD̃c

n
(t) −MD◦n (t)

]
+ n−1/2

I−2∑
i=1

(−eQ − eni + eni−1 )MDn,i (t) + n−1/2(−eQ + eI−2)MDn,I−1 (t)

+

∫ t

0
f (Ẑn(s)) ds +

(
0 0
0 R̃

) (
0

L̂n(t)

)
,

(6.20)

where f is the function representing the drift as defined in (6.14), L̂n(·) is the
(column) vector-valued process (L̂n,i(·), . . . , L̂n,I−1(·))>, and R̃ is the (I − 1) × (I − 1)
matrix as defined just above Theorem 6.3.9. As in [128], the martingales in this
process are associated to the filtration Fn := {Fn,t}t≥0, with

Fn,t := σ
(
Zn(0),An(λns), D̃n (dIns) ,

D̃c
n

(∫ s

0
dI(n − nn,i(u)) du

)
,D◦n

(∫ s

0
θ(Qn(u) − In)+ du

)
,

Dn,i

(∫ s

0
dinn,i(u) du

)
: i ∈ {1, . . . , I − 1}, s ≤ t

)
, t ≥ 0,

augmented by including all P-null sets of F .

6.5.2 Step 2: Construction of custom regulator mapping Φ

To define our custom regulator map Φ, we require some auxiliary definitions and
results. We start by defining T : RI → RI as the function given by

(x1, . . . , xI) 7→ (x1, x3, . . . , xI,max(−x1, 0) −
I∑

i=2

ixI−i+2).

The goal of applying T is to switch from a state representation including n0(·) to
one including nI−1(·), since T(Z(t) − (In, 0, . . . , 0)) = (Q(t) − In,n1(t), . . . ,nI−1(t)). We
use this map to prove that the reflection mapping we construct is well-defined and
continuous. The following straightforward lemma is for later use.

Lemma 6.5.1. T is a bijection that is Lipschitz continuous.

Proof. It is elementary to show that T is both injective and surjective. The Lipschitz
property is a consequence of T being a piecewise linear function on RI. �

The domain for T as defined above is too large, and we have to verify that
T is still a Lipschitz bijection when the domain is restricted to the state space of
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Z(·). Define S1 := {(F,n0, . . . ,nI−2) ∈ RI : n0, . . . ,nI−2 ≥ 0, (F)+ −∑I
i=2 inI−i ≥ 0} and

S2 := {(F,n1, . . . ,nI−1) ∈ RI : n1, . . . ,nI−1 ≥ 0, (F)+ −∑I−1
i=1 inI−i ≥ 0}. It is now readily

verified that T|S1 , the restriction of T to S1, is again a Lipschitz bijection onto S2.

Next, we introduce the reflection matrix R associated with the process (Q(·) −
In,n1(·), . . . ,nI−1(·)). Let R be a matrix in R(I−1)×(I−1), with every diagonal element
equal to 2 and every upper and lower diagonal element equal to −1, i.e., Ri j =

21{i= j} − 1{i= j+1} − 1{i= j−1}, with i, j ∈ {1, . . . , I − 1}. For a matrix A, let |A| denote the
matrix whose entries are the absolute values of A, and let diag(A) denote the
diagonal matrix whose diagonal entries are taken from A.

Definition 6.5.2. A d × d matrix R is said to be a generalizedM-matrix if

(i) each diagonal entry of R is positive, and
(ii) the spectral radius of |H| is less than one,

where, for Id the d × d identity matrix, H is the d × d matrix that satisfies

R = (Id −H)diag(R).

It is now easily verified that the matrix R defined above is a generalized
M-matrix; the first property of Definition 6.5.2 evidently holds and the associated
matrix |H| is substochastic, thus has largest eigenvalue smaller than one.

As mentioned in Section 6.3.3, the diffusion limit is related to a Skorokhod
problem. For our process, we need a slight modification of the usual Skorokhod
setting. Denote Dd+1

+ [0,∞) for the elements x(·) ∈ Dd+1[0,∞) satisfying x(0) = 0.
We adopt the notation that an element x(·) ∈ Dd+1

+ [0,∞) is denoted (x1(·), x2,d+1(·)),
where x2,d+1(·) ∈ Dd

+[0,∞) denote the last d components of x(·). We refer to our
version of the Skorokhod problem as the coupled Skorokhod problem, since the number
of reflection directions is fewer than the dimension of the process, whereas the
processes, in general, cannot be decoupled.

Definition 6.5.3 (Coupled Skorokhod problem). Let x(·) ∈ Dd+1
+ [0,∞) and let R be a

d×d real matrix. A pair (z(·), l(·)) ∈ Dd+1
+ [0,∞)×Dd+1

+ [0,∞) is a solution of the Skorokhod
problem for x(·) (with respect to R) if the following conditions hold:

(i)
(

z1(t)
z2,d+1(t)

)
=

(
x1(t)

x2,d+1(t)

)
+

(
0 0
0 R

) (
0

l2,d+1(t)

)
, t ≥ 0,

(ii) z2,d+1(t) ≥ 0, t ≥ 0,
(iii) l(·) is such that for i = 2, . . . , d + 1:

(a) li(0) = 0,
(b) li(·) is non-decreasing,
(c)

∫ ∞
0 zi(t) dli(t) = 0.
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We call (z(·), l(·)) a coupled R-regulation for x(·). The following result is a straight-
forward adaptation of [71, Theorem 1], and the proof can be found in Section 6.7.3.

Proposition 6.5.4. Assume that the d× d real matrix R is a generalizedM-matrix. Then,
for each x(·) ∈ Dd+1

+ [0,∞), a coupled R-regulation for x(·) exists and is unique.

In the above settings, we could have taken Dd+1[0,∞) as well, when x(0) is in
the state space associated to z(·) (cf. [71, Theorem 1]), we therefore replace Dd+1

+ [0,∞)
by Dd+1[0,∞) in the remainder of this section. Due to Proposition 6.5.4, we can
define a mapping associated to R, (φ,ψ) : Dd+1[0,∞) → Dd+1[0,∞) × Dd+1[0,∞),
by x(·) 7→ (z(·), l(·)). The following proposition is an adaptation of [168, Theorem
14.2.5], the proof of which goes along the same lines and is therefore omitted.

Proposition 6.5.5. Assume R is a generalizedM-matrix. There exists a constant K > 0,
that depends on R, such that for x, x′ ∈ Dd+1

+ and for each t ≥ 0,∥∥∥φ(x) − φ(x′)
∥∥∥

t ∨
∥∥∥ψ(x) − ψ(x′)

∥∥∥
t ≤ K ‖x − x′‖t ,

where for a, b ∈ R, a ∨ b = max{a, b}.

Now we have the required theory to introduce the mapping Φ. For the
generalizedM-matrix R, define the function (Φ,Ψ) : DI[0,∞)→ DI[0,∞)×DI[0,∞)
by

x(·) 7→ (T−1 ◦ φ ◦ T(x(·)),T−1 ◦ ψ ◦ T(x(·))) (6.21)

which is a well-defined function, since T is a bijection by Lemma 6.5.1 and
(φ,ψ) are functions by Proposition 6.5.4. Moreover (Φ,Ψ) is Lipschitz, since, due to
Proposition 6.5.5 and again Theorem 6.5.1, it is a composition of Lipschitz mappings.
Finally, since T|S1 , is a Lipschitz bijection onto S2, we have that Φ(x) ∈ S1 when
φ ◦ T(x) ∈ S2.

6.5.3 Step 3: Establish that Ẑn(·) = Φ(M(X̂n(·))).

This step is devoted to write Ẑn(·) − Ẑn(0) as the image of a continuous mapping,
acting on a martingale X̂n(·), the latter being the martingale part of Ẑn(·) as defined
in (6.23). In the next step, we show that X̂n(·) converges weakly to a scaled Brownian
motion, as n→∞, deriving a weak limit for Ẑn(·). As mentioned, we require the
theory of regulator mappings to write Ẑn(·) − Ẑn(0) as the image of a continuous
map acting on X̂n. The functional form associated to regulator mappings is also
apparent in (6.20), where the pair (Ẑn(·), L̂n(·)) can be seen as a coupled R̃-regulation,
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with R̃ as defined in Section 6.3.3, of the process

n−1/2
[
eQ

[
MAn (t) −MD̃n

(t)
]

+ eQ

[
MD̃c

n
(t) −MD◦n (t)

]
+

I−2∑
i=1

(−eQ − eni + eni−1 )MDn,i (t) + (−eQ + eI−2)MDn,I−1 (t) +

∫ t

0
f (
√

nẐn(s)) ds
]
.

(6.22)

As indicated in Section 6.3.3, two issues arise. The first is that Ẑn(·) appears in
(6.22), which is not the case in the process (x1(·), x2,d+1(·)) in Definition 6.5.3. This can
be solved by considering a generalized version of the coupled Skorokhod problem,
cf. [137, 138, 136]. The second issue is that R̃ is not a generalizedM-matrix. For this,
we apply the function T and employ the fact that the matrix R, associated to the
process (Q(·) − In,n1(·), . . . ,nI−1(·)), is a generalizedM-matrix. We combine both
elements to construct a ‘custom reflection mapping’.

For ease of notation, define the processes Ŷn(·) and X̂n(·) by

Ŷn(t) := Ẑn(t) −
(
0 0
0 R̃

) (
0

L̂n(t)

)
, t ≥ 0

X̂n(t) := n−1/2
[
eQ

[
MAn (t) −MD̃n

(t)
]

+ eQ

[
MD̃c

n
(t) −MD◦n (t)

]
+

I−2∑
i=1

(−eQ − eni + eni−1 )MDn,i (t) + (−eQ + eI−2)MDn,I−1 (t)
]
, t ≥ 0. (6.23)

It is now straightforward to verify that Ẑn(·) = Φ(Ŷn(·)), for the mapping Φ we
defined in (6.21), since, for t ≥ 0,

Ẑn(t) = Ŷn(t) +

(
0 0
0 R̃

) (
0

L̂n(t)

)
= Ŷn(t) + T−1

(
0 0
0 R

) (
0

L̂n(t)

)
= T−1

(
T(Ŷn(t)) +

(
0 0
0 R

) (
0

L̂n(t)

))
= T−1φT(Ŷn(t)) = Φ(Ŷn(t)),

where the third equality holds as, for x, y ∈ RI, T−1(x + y) = T−1x + T−1y, when
y1 = 0. The properties (ii) and (iii) in Definition 6.5.3 then imply that

(ii’) n̂n,0(t), . . . , n̂n,I−1(t) ≥ 0, for t ≥ 0
(iii’) L̂n is such that for i = 1, . . . , I − 1:

(a) L̂n,i(0) = 0,
(b) L̂n,i(·) is non-decreasing,
(c)

∫ ∞
0 n̂n,i(t) dL̂n,i(t) = 0.
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Property (ii’) is true, since property (ii) in Definition 6.5.3 implies that, for t ≥ 0,
n̂n,1(t), . . . , n̂n,I−1(t) ≥ 0. The resulting process is in S2, hence applying T−1 gives that
n̂0(t) ≥ 0. Property (iii’) is a direct consequence of (iii) in Definition 6.5.3, which is
preserved under T : S1 → S2.

We now write Ŷn(·) as the image under a continuous mapping acting on X̂n(·).
For this, set Ŷn(·) = M(Ẑn(0) + X̂n(·)), with M : DI[0,∞) → DI[0,∞), the mapping
that sets M(x(·)) = v(·), for v(·) solving the integral equation

v(t) = x(t) +

∫ t

0
f (Φ(v(s))) ds, for all t ≥ 0. (6.24)

The mapping M can be shown to be well-defined and Lipschitz continuous, which
is proven in [137, Lemma 1]. For completeness, we state the result, but we omit the
proof.

Proposition 6.5.6. Let h : RI → RI be a Lipschitz continuous function. For any x(·) ∈
DI[0,∞), there is a unique v(·) ∈ DI[0,∞) satisfying

v(t) = x(t) +

∫ t

0
h(v(s)) ds, for all t ≥ 0. (6.25)

The function associated to h, Mh, that maps x(·) to v(·), is Lipschitz continuous w.r.t. the
uniform norm on compact time intervals.

Since f ◦ Φ is Lipschitz continuous w.r.t. to the uniform norm on compact
intervals, we set M ≡M f◦Φ. Combining the fact that Φ is a Lipschitz function with
Proposition 6.5.6 yields our ‘custom regulator mapping’, which we summarize in
the following proposition.

Proposition 6.5.7. For every x(·) ∈ Dd+1[0,∞), with x(0) ∈ R × RI−1
+ , there exists a

unique pair (z(·), l(·)) ∈ Dd+1[0,∞) ×Dd+1[0,∞), such that

(z(·), l(·)) = (Φ(M(x(·))),Ψ(M(x(·)))) ,
with Φ ◦M : DI[0,∞) → DI[0,∞) being a Lipschitz continuous mapping. In addition,
when φ ◦ T ◦M(x(·)) ∈ S2, then (z(·), l(·)) satisfies the properties (ii’) and (iii’).

6.5.4 Step 4: Weak limit for X̂n(·).

With the definition of Φ and M, we may now complete the proof of Theorem 6.3.9
by deriving a weak limit for X̂n(·). We show that X̂n(·) ⇒ B(·) in DI[0,∞) with
the uniform norm on compact time intervals. This completes the proof, since the
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remainder is an application of the continuous mapping theorem [13, Theorem 2.7]
to Ẑn(0) + X̂n(·). First, write X̂n(·) = Ξ̂n(·) + Γ̂n(·), where

Ξ̂n(t) =
1√
n

eQ

[
MAn (t) −MD̃n

(t)
]

Γ̂n(t) =
1√
n

(eQ

[
MD̃c

n
(t) −MD◦n (t)

]
+

I−2∑
i=1

(−eQ − eni + eni−1 )MDn,i (t)

+ (−eQ + eI−2)MDn,I−1 (t)),

with the martingales, Ξ̂n(·) and Γ̂n(·), depending on n through the definition of X̂n(·).
We will show that Ξ̂n(·)⇒ B(·) and Γ̂n(·) P→ 0.

First, we show the latter statement. Note that Γ̂n(·) is a locally square integrable
martingale, having predictable quadratic variation matrix 〈Γ̂n〉t, whose diagonal
entries 〈Γ̂(i,i)

n 〉t, i ∈ {1, . . . , I}, have the (rough) upper bound

〈Γ̂(i,i)
n 〉t ≤ 6

n

∫ t

0

(
dI(n − nn,I(s)) + θ(Qn(s) − In)+ +

I−2∑
i=1

(dinn,i(s)) + dI−1nn,I−1(s)
)

ds,

and where the (off-diagonal) predictable quadratic covariations can be bounded by

|〈Γ̂(i, j)
n 〉t| = |〈Γ̂n,i, Γ̂n, j〉t| ≤ 〈Γ̂n,i〉1/2t 〈Γ̂n, j〉1/2t = 〈Γ̂(i,i)

n 〉t〈Γ̂( j, j)
n 〉t, i, j ∈ {1, . . . , I},

by application of the Cauchy-Schwartz inequality. Therefore, if 〈Γ̂(i,i)
n 〉t P→ 0, for each

i ∈ {1, . . . , I}, then 〈Γ̂(i, j)
n 〉t P→ 0, for all i, j ∈ {1, . . . , I} as well.

Since i 7→ di is increasing, and since (n − nn,I(s)) =
∑I−1

i=0 nn,i(s) ≤ (Fn(s))+, we get
a further upper bound for the diagonal elements of 〈Γ̂n〉t,

〈Γ̂(i,i)
n 〉t ≤ 6

n
(dI + θ)

∫ t

0
(Fn(s))+ + (Fn(s))− ds,

where we use that θ(Qn(s) − In)+ = θ(Fn(s))−.

Now, recognize that the process Fn(·) decreases by one with rate λnt and
increases by one with birth rate

∑I
i=1 dinn,i(t) + θ(Fn(t))− ≤ dIn + θ(Fn(t))−, at time

t ≥ 0. With the upper bound for the birth rate, we recognize an Erlang-A system.

Using the proof of Proposition 6.4.4, inspired by [128], we obtain that (Fn(·))+/n P→ 0

and (Fn(·))−/n P→ 0, such that 〈Γ̂n〉t P→ 0 for all t ≥ 0. By application of the martingale
FCLT [82, Theorem VIII.3.22] we get Γ̂n(·) ⇒ 0, and by Slutsky’s lemma we get

Γ̂n(·) P→ 0, which shows our claim.
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We continue by proving the claim for Ξ̂n(·), for which we again use the
martingale FCLT. For all n, the process Ξ̂n(·) is a locally square integrable martingale.
We check the conditions of [82, Thm. VIII.3.22]. First, ∆Ξ̂n(t) = Ξ̂n(t) − Ξ̂n(t−) ≤
1/
√

n→ 0 for all ω ∈ Ω. Second, we have for all t ≥ 0,

〈Ξ̂(1,1)
n 〉t =

1
n

∫ t

0
λn + dIn ds a.s.→ 2dIt,

with all the other components of 〈Ξ̂n〉t being zero. The conditions for the martingale
FCLT are therefore satisfied and we conclude that Ξ̂n(·)⇒ eQB(·), as n→∞. This
completes step 4, and finalizes the proof of Theorem 6.3.9. �

6.6 Conclusion

In this chapter, we considered staffing and routing decisions for queues in which
each server can serve multiple customers at once. To determine staffing levels,
we derived many-server heavy traffic limits for systems with such multitasking
servers. The diffusion limits are derived for the two extreme policies, in which
customers are allocated to the least busy and most busy (but not yet fully occupied)
server, respectively. We show that these two extreme policies achieve best and
worst performance in case the total service rate is a concave or convex function of
the simultaneous number of customers in service. We also show that for a wide
class of policies the limiting diffusion process is identical to that of least busy first
in which each server is effectively fully or almost fully occupied. The limiting
process can also be interpreted in terms of the standard Erlang A model. Routing
to the most (non-full) busy server first is a policy that yields a different diffusion
limit. In the case that customers can not be reallocated, the limit corresponds to a
non-standard multi-dimensional regulated diffusion process with drift.

There are several model refinements and future research directions. First,
we derive diffusion limits in heavy traffic. It may be possible to derive diffusion
limits for less heavily loaded systems, for instance, for λn = λn − βλ√n for λ < dI

corresponding to Cases I and II of [38]. The policy in [38] mainly focuses on least
busy first, but assignment to a (non-saturated) random or most busy server has
not been addressed. Another direction of interest is to have a more refined model
for the service process. In the current setting, service occurs in a processor sharing
fashion, but in practice service may occur according to an on-off process; see, e.g.,
[162, 173] for a health care example where patients alternate between needing help
or not. In fact, [30] study a rich class of models for case managers that incorporate
such elements. A topic for further research is to derive diffusion limits for such
two-layered systems. Finally, we were able to derive optimal routing of customers
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for concave and convex service rates. As indicated in [89], the service rate may
resemble an inverse U-shaped function. Determining the optimal assignment policy
is of interest, along with its diffusion limit. It seems plausible that either routing
to the most busy server is optimal (in case the inverse U ends at its top), or the
heavy-traffic limit will be the same as least busy first.

6.7 Supplementary material

This section contains a selection of (auxiliary) results, proofs and figures that for
readability have been kept out of the main text.

6.7.1 Proof of stochastic ordering results

The proofs in this section rely on weak submajorization and weak supermajorization
arguments. We refer to Section 6.7.2 for definitions of ≺w, ≺w, and ≺, in addition
to some auxiliary results that are used in the proofs. For some routing strategy π,
let Nπ

[i](t) denote the ith busiest server, and let Nπ
(i)(t) be the ith least busy server,

i ∈ {1, . . . ,n}. The results in Theorems 6.3.1 and 6.3.2 concern the comparison of
routing policies, whereas all other parameters (such as the number of servers)
remain fixed.

Proof of Theorem 6.3.1. The proof is by conditioning on the event times and using
forward induction. We first consider policies LBF and π and only focus on the
first stochastic inequality relations in (6.7) and (6.8). To this end, we couple the
processes and we will show that

NLBF(t) ≺w Nπ(t), (6.26)

QLBF(t) ≤ Qπ(t), (6.27)

LLBF(t) ≤ Lπ(t), (6.28)

for all t ≥ 0 over all sample paths.

We condition on tk, where tk are the ordered epochs of arrival times, service
completions, and abandonments. The arrival processes are coupled such that arrival
epochs in the two systems coincide. The service completions are coupled using
the construction in [150] and the coupling can be described as follows. For some
policy γ, let µγ(t) =

∑n
i=1 dNγ

i (t) be the total service rate at time t. After an event
has occurred, say at time t, we schedule a next potential service completion event
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according to an exponential distribution with rate max{µLBF(t), µπ(t)}. This potential
service completion occurs at the lth busiest server under policy γ = LBF, π if

l−1∑
i=1

dNγ
[i](t)

< φ(t) ≤
l∑

i=1

dNγ
[i](t)
,

where φ(t) is drawn uniformly from the interval (0,max{µLBF(t), µπ(t)}]. Finally, we
couple each abandonment under policy LBF with an abandonment under policy π.
Specifically, the patience of the ith customers waiting in the queue (if present) are
coupled.

Starting the induction is trivial, as (6.26), (6.27) and (6.28) evidently hold for
t = 0 due to identical initial conditions. Assume now that the inequality relations
hold through t = tk. Because the system state does not change for tk ≤ t < tk+1, it
remains to be shown that the inequalities hold for t = tk+1. We treat the arrival,
service completion, and abandonment events separately.

Case 1: Arrival. Clearly, the induction hypothesis implies that QLBF(tk+1) ≤
Qπ(tk+1) and LLBF(tk+1) ≤ Lπ(tk+1). If Nπ

[n](t) = I, then all servers are occupied at time
t under policy π, clearly providing (6.26). Else, policy LBF sends the arrival to the
nth largest queue, yielding (6.26) by invoking (6.34) of Lemma 6.7.1.

Case 2: Service completion. First note that (6.28) obviously still holds. There are
three cases. When a service completion occurs only under policy LBF, then the
inequality relations clearly hold. Now, suppose that only a service completion
occurs under policy π. Observe that this can only happen when NLBF

[n] < I. When
Qπ(t) ≥ In, then (6.26) and (6.27) hold trivially. For Qπ(t) < In, suppose that the
service completion occurs at the vth busiest server under policy π. Then, for all
l ≥ v,

l∑
i=1

dNπ
[i](tk) ≥

v∑
i=1

dNπ
[i](tk) ≥ φ(tk) >

n∑
i=1

dNLBF
[i] (tk) ≥

l∑
i=1

dNLBF
[i] (tk). (6.29)

For a concave function di, we next verify (as in [150]) that

l∑
i=1

dNπ
[i](t) >

l∑
i=1

dNLBF
[i] (t) →

l∑
i=1

Nπ
[i](t) >

l∑
i=1

NLBF
[i] (t). (6.30)

To show (6.30), suppose instead
∑l

i=1 Nπ
[i](t) =

∑l
i=1 NLBF

[i] (t) provided that we have
(NLBF

[1] (t), . . . ,NLBF
[l] (t)) ≺ (Nπ

[1](t), . . . ,N
π
[l](t)). By the second part of Lemma 6.7.3, it

then holds that
∑l

i=1 dNLBF
[i] (t) ≥

∑l
i=1 dNπ

[i](t). This contradicts (6.29) and thus yields

(6.30). As
∑l

i=1 Nπ
[i](t) >

∑l
i=1 NLBF

[i] (t) for all l = v, . . . ,n, application of (6.36) implies
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(6.26) at tk+1. Since all customers are being served in this scenario, (6.27) also follows
directly.

Now, suppose that a service completion occurs under both policies. The
inequality relations are trivial in case Qπ(t) ≥ In. Otherwise, suppose that the
service completion is at the uth busiest server under LBF and at the vth busiest
server under π. If v ≥ u, then the equality relations are due to (6.35). Else, let v < u.
This means that, for l = v, . . . ,u − 1,

l∑
i=1

dNπ
[i](tk) ≥ φ(tk) >

l∑
i=1

dNLBF
[i] (tk).

implying that, due to (6.30) ,
∑l

i=1 Nπ
[i](t) >

∑l
i=1 NLBF

[i] (t), for l = v, . . . ,u − 1. Equa-
tion (6.37) of Lemma 6.7.1 yields (6.26) at tk+1. Again, (6.27) follows directly as all
customers are being served.

Case 3: Abandonment. Since QLBF(t) ≤ Qπ(t) and the coupling of abandonments
it holds that either no abandonment occurs (e.g. when Qπ ≤ In), abandonments
occur under both policies, or an abandonment occurs only under policy π. For
the first two cases, the equality relations are trivially satisfied. In the third case,
if a customer abandons only under policy π, then QLBF(t) < Qπ(t) and it follows
directly that QLBF(tk+1) = QLBF(t) ≤ Qπ(t) − 1 = Qπ(tk+1). Equations (6.26) and (6.28)
are evident.

Removal of conditioning on arrival times, service completions and abandon-
ments completes the proof of the first stochastic inequality relations in (6.7) and
(6.8).

Now, consider policiesπ and MBF and the second stochastic inequality relations
in (6.7) and (6.8). Using coupling and forward induction on event times again, we
show that Nπ(t) ≺w NMBF(t), Qπ(t) ≤ QMBF(t), and Lπ(t) ≤ LMBF(t) for all t ≥ 0 over
all sample paths. The events of service completions and abandonments are handled
exactly as described above for policies LBF and π. If the next event is an arrival and
QMBF(tk) ≥ In, then the inequality relations are also clearly satisfied. Now, suppose
that the next event is an arrival at the uth busiest server under policy π and at the
vth busiest server under policy MBF. If u ≥ v, then the inequalities are due to (6.34).
Else, let u < v. Under MBF, we label the queues such that NMBF

[v−1](t) = I. Let u′ ≤ u be
such that Nπ

[u′](t) = Nπ
[u′+1](t) = · · · = Nπ

[u](t) and either u′ = 1 or Nπ
[u′−1](t) > Nπ

[u′](t).

Observe that, due to the labeling and the MBF policy,
∑l

i=1 Nπ
[i](t) <

∑l
i=1 NMBF

[i] (t) for
l = u′, . . . , v − 1. Hence, for l = u′, . . . , v − 1, we have

l∑
i=1

Nπ
[i](tk+1) =

l∑
i=1

Nπ
[i](t) + 1 ≤

l∑
i=1

NMBF
[i] (t) =

l∑
i=1

NMBF
[i] (tk+1).
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For l = 1, . . . ,u′ − 1 and l = v, . . . ,n, we have

l∑
i=1

Nπ
[i](tk+1) =

l∑
i=1

Nπ
[i](t) + 1{l≥v} ≤

l∑
i=1

NMBF
[i] (t) + 1{l≥v} =

l∑
i=1

NMBF
[i] (tk+1).

This yields Nπ(tk+1) ≺w NMBF(tk+1). Removal of the conditioning on event times
completes the proof. �

Proof of Theorem 6.3.2. We use the same sample path approach as in Theorem 6.3.1
and follow the lines of [150] again (also showing large similarity with the proof of
Theorem 6.3.1). We consider the relation between π and MBF; similar arguments
can be used for the relation between π and LBF. By coupling the processes, we will
show that

Nπ(t) ≺w NMBF(t), (6.31)

Qπ(t) ≥ QMBF(t), (6.32)

Lπ(t) ≥ LMBF(t), (6.33)

for all t ≥ 0 over all sample paths. Again, the relations will be established at
time tk+1, assuming them to hold at time tk, where tk is the kth event time on the
considered sample path. Arrivals and abandonments are coupled as in the proof of
Theorem 6.3.1. The construction of service completion events is slightly modified,
and follows [150]. In particular, after an event at time t, the next potential service
completion is scheduled after an exponential time with rate max{µπ(t), µMBF(t)}.
This potential service completion occurs at the lth least busy server under policy
γ = π,MBF, if

∑l−1
i=1 dNγ

(i)(t)
< ψ(t) ≤ ∑l

i=1 dNγ
(i)(t)
, where ψ(t) is drawn uniformly from

the interval (0,max{µπ(t), µMBF(t)}]. We treat the arrival, service completion, and
abandonment events separately.

Case 1: Arrival. When Nπ
(1)(t) = I, all servers are fully occupied at time t under

policyπ and the inequality relations are clearly satisfied. Otherwise, suppose that the
next event is an arrival at the uth least busy server under policyπ and at the vth least
busy server under policy MBF. If u ≤ v, then the inequalities follow from (6.38). So,
suppose that u > v and label the servers such that for MBF it holds that NMBF

(v+1)(t) = I.
Let u′ ≥ u be such that Nπ

(u)(t) = Nπ
(u+1)(t) = · · · = Nπ

(u′)(t) and Nπ
(u′+1)(t) > Nπ

(u′)(t)
or u′ = n. Due to the MBF policy, it follows that

∑n
i=l Nπ

(i)(t) <
∑n

i=l NMBF
(i) (t), for

l = v + 1, . . . ,u′. As
∑n

i=1 Nπ
(i)(t) ≥

∑n
i=i NMBF

(i) (t), we have
∑l

i=1 Nπ
(i)(t) >

∑l
i=1 NMBF

(i) (t)
for l = v, . . . ,u′ − 1. Hence, as in the proof of Theorem 6.3.1, we obtain, for
l = v, . . . ,u′ − 1,

l∑
i=1

Nπ
(i)(tk+1) =

l∑
i=1

Nπ
(i)(t) ≥

l∑
i=1

NMBF
(i) (t) + 1 =

l∑
i=1

NMBF
(i) (tk+1).
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For l = 1, . . . , v − 1 and l = u′, . . . ,n, we have

l∑
i=1

Nπ
(i)(tk+1) =

l∑
i=1

Nπ
(i)(t) + 1{l≥u′} ≥

l∑
i=1

NMBF
(i) (t) + 1{l≥u′} =

l∑
i=1

NMBF
(i) (tk+1).

This yields Nπ(tk+1) ≺w NMBF(tk+1). The other two inequalities are straightforward.

Case 2: Service completion. There are three cases again. First, when there is only
a service completion under policy MBF, then the relations clearly hold. Second,
suppose there is only a service completion under policy π at the vth least busy
server. Observe that having a service completion only under π means NMBF

(1) (t) < I,
so that the case Qπ ≥ In is trivial again. From the coupling we have, for l ≥ v,

l∑
i=1

dNπ
(i)(tk) ≥

v∑
i=1

dNπ
(i)(tk) ≥ ψ(tk) >

n∑
i=1

dNMBF
(i) (tk) ≥

l∑
i=1

dNMBF
(i) (tk).

Similar to (6.30), this implies
∑l

i=1 Nπ
(i)(t) >

∑l
i=1 NMBF

(i) (t) for all l ≥ v, where we
now use the convexity of d and the first part of Lemma 6.7.3. Application of (6.40)
provides the inequality relations for this case. Third, the case where a service
completion occurs both under π and MBF follows similar arguments as above and
the corresponding case in Theorem 6.3.1.

Case 3: Abandonment. This is similar to the arguments for case 3 in Theorem 6.3.1.

Removal of conditioning on event times finishes the proof. �

6.7.2 Majorization and auxiliary results

Let x, y be two integer-valued n-dimensional vectors and denote by x[i] the i-th
largest element in x, and let x(i) be the ith smallest element in x. We use the notation
of weak submajorization, which is defined as

x ≺w y if
k∑

i=1

x[i] ≤
k∑

i=1

y[i], k = 1, . . . ,n.

Informally speaking, x ≺w y means that x is more balanced and smaller than y.
Similarly, weak supermajorization is defined as

x ≺w y if
k∑

i=1

x(i) ≥
k∑

i=1

y(i), k = 1, . . . ,n.

Furthermore, x is said to be majorized by y, denoted as x ≺ y if, next to
∑k

i=1 x[i] ≤∑k
i=1 y[i] for all k = 1, . . . ,n − 1, it also holds that

∑n
i=1 x[i] =

∑n
i=1 y[i].
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In the proof of Theorem 6.3.1, we use the following lemma regarding preserva-
tion of weak submajorizations; the first three parts are from [150, Lemma 2] and [3,
Lemma 1], the fourth part is from [3, Corollary 1].

Lemma 6.7.1. Let x1 ≥ · · · ≥ xn and y1 ≥ · · · ≥ yn be integers. If x ≺w y then

x + ei ≺w y + e j for all i ≥ j, (6.34)

x − ei ≺w y − e j for all i ≤ j, (6.35)

x ≺w y − e j if
s∑

k=1

xk <
s∑

k=1

yk, for all s ≥ j (with j fixed), (6.36)

x − ei ≺w y − e j if
s∑

k=1

xk <
s∑

k=1

yk, for all j ≤ s < i (with i > j fixed), (6.37)

where ek is the kth unit vector.

Similar preservation properties hold for weak super majorizations. The first
three parts are from [150, Lemma 1] and [3, Lemma 2], where we use that x(i) =

x[n+1−i]; the fourth part is due to [3, Corollary 3].

Lemma 6.7.2. Let x1 ≤ · · · ≤ xn and y1 ≤ · · · ≤ yn be integers. If x ≺w y then

x + ei ≺w y + e j for all i ≤ j, (6.38)

x − ei ≺w y − e j for all i ≥ j, (6.39)

x − ei ≺w y if
s∑

k=1

xk >
s∑

k=1

yk, for all i ≤ s, (6.40)

x − ei ≺w y − e j if
s∑

k=1

xk >
s∑

k=1

yk, for all i ≤ s < j. (6.41)

Finally, the results below provide conditions for the preservation of majoriza-
tion, and are from [117, Theorem 5.A.1].

Lemma 6.7.3. For all convex functions g,

x ≺ y ⇒ (g(x1), . . . , g(xn)) ≺w (g(y1), . . . , g(yn)),

and for all concave functions g,

x ≺ y ⇒ (g(x1), . . . , g(xn)) ≺w (g(y1), . . . , g(yn)).
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6.7.3 Proof that coupled Skorokhod problem is uniquely solved

Proof of Proposition 6.5.4. Fix x(·) ∈ Dd+1
+ [0,∞). We may assume, without loss of

generality, that diag(R) = I and, if Q = I−R, that ‖Q‖ < 1, see [71, proof of Theorem
1].

Let Dd+1
0 [0,∞); =

{
l(·) ∈ Dd+1[0,∞) : l(·) non-decreasing and l(0) = 0

}
. Define

π(l(·)) : Dd+1[0,∞)→ Dd+1[0,∞), for t ≥ 0, by

πi(l(·))(t) =

0, i = 1

sup0≤s≤t

(
xi(s) − (Ql(s))i

)−
i = 2, . . . , d + 1.

We now claim that (z(·), l(·)) is a coupled (I −Q)-regulation for x(·) if and only
if (z(·), l(·)) satisfies the following three properties:

l(·) = (0, l2,d+1(·))>, with l2,d+1(·) ∈ Dd
0[0,∞), (6.42)

l(·) = π(l(·)), (6.43)

(z1(·), z2,d+1(·))> = (x1(·), x2,d+1(·))> +

(
0 0
0 I −Q

)
(0, l2,d+1(·))>. (6.44)

Note that (6.44) is a restatement of property (i) of Definition 6.5.3, and that (6.42)
corresponds to parts (iii.a,b). Now, if (z(·), l(·)) is a coupled (I −Q)-regulation for
x(·), then by the 1-dimensional Skorokhod problem having a unique solution, and
considering that z(·) = x(·) −Ql + l(·), we have (6.43). The converse is also true: if
l(·) = π(l(·)) and both (6.42) and (6.44) hold, then it follows that the properties in
Definition 6.5.3 hold.

Now, let T > 0 arbitrary. We show thatπ is a contraction on Dd+1
0 [0,T], the space

of càdlàg functions x(·) on [0,T] to Rd, with x(0) = 0, endowed with the Skorokhod
metric. For l(·), l′(·) ∈ Dd+1

0 [0,T], and for t ≥ 0, we have, for i = 2, . . . , d + 1,

∣∣∣πi(l(·))(t) − πi(l′(·))(t)
∣∣∣ =

∣∣∣ sup
0≤s≤t

(xi(s) − (Ql(s))i)− − sup
0≤s≤t

(xi(s) − (Ql′(s))i)−
∣∣∣

≤ sup
0≤s≤t

∣∣∣(Ql(s))i − (Ql′(s))i

∣∣∣,
where the inequality follows from the Lipschitz property of the regulator map, of
the 1-dimensional Skorokhod mapping.
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We then have

‖π(l(·)) − π(l′(·))‖T ≤ max
1≤i≤d+1

sup
0≤s≤t

∣∣∣(Ql(s))i − (Ql′(s))i

∣∣∣
= sup

0≤s≤t
max

1≤i≤d+1

∣∣∣(Ql(s))i − (Ql′(s))i

∣∣∣
= ‖Ql(·) −Ql′(·)‖T
≤ ‖Q‖ ‖l(·) − l′(·)‖T ,

which, combined with ‖Q‖ < 1, establishes that π is a contraction on Dd+1
0 [0,T], and

so π(l(·)) has a unique fixed point lT(·), with the subscript denoting the dependence
on T.

Now, uniqueness of the fixed point of π implies that for T′ > T, the solution
lT′(·) agrees with lT(·) on [0,T]. So letting T→∞ establishes a unique solution l(·)
to (6.42) - (6.44) on [0,∞). �

6.7.4 Proofs SWC

In this section we present the proofs of Theorems 6.3.10 and 6.3.11, which are the
diffusion limits in the SWC, for both the MBF and LBF policies.

Proof of Theorem 6.3.10. Recall that in the SWC, with the LBF policy, the state of
Zn(·) is completely characterized by the state of Qn(·), via (6.1). Moreover, when
Qn(t) ≥ (I − 1)n, there are exclusively level I and level I − 1 servers, the latter type
only when Qn(t) < In, and therefore the rate at which Qn(·) jumps down is given by
dIn + dI−1(n − nI) + θ(Qn(t) − In)+.

Let us now consider a sequence of processes {R◦n(·)}n, where R◦n(·) has the same
rates and state space as the process Rn(·) that we defined above Proposition 6.4.3,
and R◦n(0) = Qn(0). In addition, we couple Qn(·) and R◦n(·) in such a way that when
Qn(t) = R◦n(t) > (I−1)n, then both processes jump at the same time, which is possible
since in this case the infinitesimal rates of both processes are equal. We observe
now that Qn(t) = R◦n(t), when inf0≤s≤t R◦n(s) > (I − 1)n, for all t ≥ 0.

Now, consider again R̂◦n(·), with R̂◦n(t) := n−1/2(R◦n(t) − In). Due to Proposi-
tion 6.4.4, R̂◦n(·) ⇒ Q̂(·), with Q̂(·) the diffusion process given in Theorem 6.3.5.
By continuity of the infimum, we have that inf0≤s≤t R̂◦n(s) converges weakly on a
process-level as well, and therefore, for all t ≥ 0,

P
(

inf
0≤s≤t

R̂◦n(s) < −√n
)
→ 0, as n→∞.
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This implies, that as n→∞, the uniform distance between R̂◦n(·) and Q̂n(·) goes to
zero in probability, that is, for each ε > 0 and all T ≥ 0

P
(∥∥∥Q̂n(·) − R̂◦n(·)

∥∥∥
T > ε

)
→ 0, as n→∞.

We conclude, by Slutsky’s lemma, that Q̂n(·)⇒ Q̂(·) as well. By continuous mapping,
and the expressions in (6.1), we obtain weak convergence of Ẑn(·) to Ẑ(·). �

Proof of Theorem 6.3.11. Recall the distribution of customers over the servers we
obtained in (6.2). In a similar way, one can distribute the number of free spaces
instead, so that the state of the nth system can be written as a function of Q(t) − In:

nI(t) = n −
⌈ (Q(t) − In)−

I

⌉
, ni(t) = 1{g̃(Q(t)−In)=i}, n0(t) =

⌊ (Q(t) − In)−

I

⌋
,

where i ∈ {1, . . . , I − 1}, and g̃(x) :=
⌈

x−
I

⌉
I − x−. This gives us that

Ẑn(t) = n−1/2

(
Q(t) − In,

⌊ (Q(t) − In)−

I

⌋
, 1{g̃(Q(t)−In)=1}, . . . , 1{g̃(Q(t)−In)=I−2}

)
.

By adding and subtracting n−1/2 (Q(t)−In)−
I in the second component, we obtain

Ẑn(t) = n−1/2

(
Q(t) − In,

(Q(t) − In)−

I
, 0, . . . , 0

)
+ Ĥn(t), (6.45)

where

Ĥn(t) = n−1/2

(
0,

⌊ (Q(t) − In)−

I

⌋
− (Q(t) − In)−

I
, 1{g̃(Q(t)−In)=1}, . . . , 1{g̃(Q(t)−In)=I−2}

)
.

Since the components of Ĥn(·) are bounded by n−1/2, we have Ĥn(·) P→ 0, as
n→∞. In addition, x 7→ x−

I is a continuous function. By the mapping theorem, and
using (6.45), it is sufficient if we show that n−1/2(Q(·)− In) converges weakly to Q̂(·).
This will be the focus of the remainder of the proof.

To shorten the notation, let Yn(·) = (Q(·) − In), and Ŷn(·) = n−1/2Yn(·). Note that
Yn(·) is a birth death process with birth rate λn and death rate dI (n − d(Yn(t))−/Ie) +

dg̃(Yn(t)) + θ(Yn(t))+.

The steps of the remainder of the proof are highly similar to the proof of
Proposition 6.4.4. First, we write down an integral representation for Ŷn(·), which is
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continuous in the topology of uniform convergence on compact intervals. We have

Ŷn(t) = Q̂n(0) + n−1/2An (λnt) − n−1/2Dn

(∫ t

0
dI

(
n −

⌈ (Yn(s))−

I

⌉)
+ θ(Yn(s))+ ds

)
= Q̂n(0) + n−1/2An (λnt) − n−1/2D̃n

(∫ t

0
dI

(
n − (Yn(s))−

I

)
+ θ(Yn(s))+ ds

)
− n−1/2D̃c

n

(∫ t

0
dI

(
(Yn(s))−

I
−

⌈ (Yn(s))−

I

⌉)
ds

)
,

where, for n ≥ 1, An(·),Dn(·), D̃n(·) and D̃c
n(·) are independent unit-rate Poisson

processes, and we decompose Dn(·) into D̃n(·) − D̃c
n(·). Recall the notation MN(·) for

the martingale associated to a counting process N(·). We have

Ŷn(t) = Q̂n(0)+M̂An (t)−M̂D̃n
(t)−M̂D̃c

n
(t)−n−1/2

∫ t

0
dI

(
(Yn(s))−

I
−

⌈ (Yn(s))−

I

⌉)
ds

− βdIt +

∫ t

0
dI

(Ŷn(s))−

I
− θ(Ŷn(s))+ ds, (6.46)

where

Q̂n(0) + M̂An (t) − M̂D̃n
(t) − M̂D̃c

n
(t) − βdIt +

∫ t

0
dI

(Ŷn(s))−

I
− θ(Ŷn(s))+ ds,

is the image of Q̂n(0) + M̂An (·)− M̂D̃n
(·)− M̂D̃c

n
(·), under a mapping that is continuous

in the uniform norm on compact time intervals (cf. [128, Theorem 4.1]).

Now, note that∣∣∣∣∣n−1/2
∫ t

0
dI

(
(Yn(s))−

I
−

⌈ (Yn(s))−

I

⌉)
ds

∣∣∣∣∣ ≤ n−1/2tdI → 0.

Also, for each n, M̂D̃c
n
(·) is a locally square integrable martingale, with ∆M̂D̃c

n
(t)→ 0

for all t ≥ 0, and for which the predictable quadratic variation converges to zero for
all ω ∈ Ω, i.e.,〈

M̂D̃c
n

〉
t
=

1
n

〈
MD̃c

n

〉
t
≤ 1

n
dIt→ 0.

Therefore, the sequence of martingales {M̂D̃c
n
(·)}n converges to zero in probability,

as a consequence of the martingale FCLT, and Slutsky’s lemma.

The remainder of the representation in (6.45) can be handled like in Proposi-
tion 6.4.4, since it is equal to the equations we have in the proof of this proposition,
with dI − dI−1 replaced by dI/I. �
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Figure 6.3. Sample paths of Ẑn(·), for n = 100, in the NWC with the LBF
policy.

6.7.5 Numerical illustration of results

The main purpose of this section is to visually illustrate the state-space collapse result,
which occurs for most of our diffusion limits, and the reflection phenomenon that is
seen in the diffusion process in Theorem 6.3.9. For a treatise on the use of our results
in practice, we refer to the excellent exposition [38, Section 7] where approximations
for steady-state performance measures are constructed; the methodology may be
applied to our results in Theorems 6.3.5, 6.3.10 and 6.3.11.

In order to illustrate the state-space collapse and the reflection principle, we
simulate a sample path of Ẑn(·) for the NWC with, the LBF and MBF policies,
respectively. In both cases, we take I = 4, β = 0.5 and θ = 0.1. Furthermore, we
take d = (0, 4, 7, 9, 10) as the vector of di, i ∈ {0, 1, . . . , 4}, for the LBF policy, and
d = (0, 1, 3, 6, 10) for the MBF policy. In both cases, we simulate the system during
the time-interval [0, 3], starting from the initial state n4(0) = n and Q(0) = 4n.

For our first illustration, we have provided the sample path of all components of
Ẑn(·) under the LBF policy in Figure 6.3. The sample paths are in line with the results
of Theorem 6.3.5, since the components n̂n,i, for i ∈ {0, 1, 2}, are (approximately)
zero most of the time, which corresponds to the state-space collapse. The sample
path remains not completely at zero, in particular for n̂n,2(·), as n is clearly finite
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Figure 6.4. Sample paths of Ẑn(·), for n = 100, in the NWC with the
MBF policy. For the n̂n,0(·), n̂n,1(·) and n̂n,2(·) paths, the graphs has been
darkened at points where, respectively, n̂n,1(·), n̂n,2(·) and n̂n,3(·) are zero,
i.e., where the reflection happens.

here. Note that for SWC the sample paths look similar as the diffusion limit is the
same for the LBF policy.

In Figure 6.4, for the MBF policy, we have depicted a sample path of Q̂n(·)
and the sample paths of all n̂n,i(·) on [0, 3]. To clearly show the reflection principle,
we have darkened the line-sections of the graphs of n̂n,2(·), n̂n,1(·), n̂n,0(·) at times
when, n̂n,3(·), n̂n,2(·), and n̂n,1(·) are zero, respectively. This illustrates how, due to the
routing policy, the component-process of level i servers is reflected by reducing the
number of level i−1 servers. Clearly, a line segment of n̂n,i(·) is not always darkened
when it is decreasing, since the process can also decrease due to departures from
level i servers, i ∈ {0, 1, 2}.
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Summary

This thesis mainly deals with the introduction and mathematical analysis of
stochastic traffic flow models. The context in which these models are important
lies in the study and improvement of the performance of road traffic networks.
Therefore, the main goals of such models are to understand and predict traffic flows
on networks, and ultimately, to design effective measures that control traffic streams.

The traffic models that are introduced in this thesis are stochastic. A stochastic
model is a prerequisite for proper prediction and control of traffic flows. The reason
for this is that traffic flows inherently depend on random elements, e.g., driver
behavior, small differences between vehicles, and the weather. Without a stochastic
model, one only obtains a prediction of the average traffic flows. In contrast, a
stochastic model will also indicate the probabilities of traffic flows that deviate from
the average. This more complete image naturally leads to measures that control
risks of, for example, traffic jams or long journey times.

In addition to the stochastic character, the models in this thesis can be analyzed
mathematically. This means that we do not have to turn to simulation of the model
to obtain useful results. In general, one wishes to avoid this because simulation is
slow, which makes the model unsuitable for predictions in medium-sized traffic
networks and (online) control of traffic flows.

We also note that the models in this thesis are mostly consistent with physical
laws such as, for example, the principle of conservation of mass. This shows that
the stochastic elements in the models are naturally modeled. In contrast, in many
stochastic models in the literature, the random elements have been modeled in such
a way that it leads to negative sample paths of traffic densities, or mean sample
paths that do not correspond to ones of the deterministic variant of the model; this
last one is often based on physical laws.
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Concerning the analysis of the models discussed in this thesis, we have two
main objectives. The first is to obtain a description of the probabilistic properties of
the state of a road traffic network. Though exact analysis is impossible for models
of this complexity, we make use of scaling limit methods and weak limit theorems
to derive accurate approximations. Second, we study necessary and sufficient
properties that ensure that a road or network can handle a certain load. More
formally, we identify stability conditions for stochastic networks.

We introduce the first model in Chapter 2. It describes the flow of traffic on
networks in a stochastic manner. We derive approximations to the joint vehicle
density distribution, both in space and time. More precisely, using the theory
of weak convergence of probability measures, we show that the vehicle density
process converges in distribution to a suitable Gaussian process. Moreover, we can
efficiently compute both the mean traffic states, and the associated covariances,
both in space and time.

In Chapter 3, we then proceed by showing how the model in Chapter 2 can
be used for the purposes of design and control. We showcase a broad variety of
prediction- and control-related problems that can be solved using this model. Also,
we validate the Gaussian process approximation with a large, detailed historical
data set.

The second model is introduced and studied in Chapter 4. We consider a
stochastic model for a single-lane roundabout with on- and off-ramp queues at
the points of the entrance of the roundabout. Even though this type of model
is hard to analyze, we derive a marginal stationary distribution for segments
of the roundabout. Also, we derive scaling-limit properties that can be used to
approximate the queue lengths and occupation rates of disjoint segments of the
roundabout, jointly.

The analysis of the roundabout model is continued in Chapter 5, where we
identify a precise condition, in terms of the model parameters, that is equivalent to
the roundabout model being stable. We also show that the stability result holds for
a much broader class of stochastic ring networks involving queueing phenomena.
These networks are frequently used in communication systems. Lastly, we also
formulate a conjecture on the system performance when it is unstable, which we
support using numerical results.

In Chapter 6, we deviate from traffic flow models and study, instead, a queueing
system in which each server can serve multiple customers at once. This property of
servers is referred to as multitasking. Examples of applications of this model are
hospital wards with nurses taking care of multiple patients, and chat service centers
where an agent has contact with multiple customers at once. Many of the methods
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we use for analysis of traffic flow models can be used for queueing systems as well.
In this chapter, we derive approximations on a process level that provide staffing
strategies for such systems.

Finally, in this thesis, we also contribute to the theory we use to analyze our
models by developing new theory ourselves. More precisely, in Chapter 4 we
develop a method to assess weak convergence of random variables statistically.
Additionally, Chapter 6 deals with weak limits of non-negative processes for which
a special kind of continuous map is often used. These are called regulator mappings,
which are associate with so-called Skorokhod problems. To prove our main result,
we study a new kind of Skorokhod problem and prove the necessary theory for the
associated regulator map.



Samenvatting

Dit proefschrift behandelt voornamelijk de introductie en wiskundige analyse
van stochastische verkeersstroommodellen. De context waarin deze modellen
belangrijk zijn ligt in het bestuderen en verbeteren van de prestaties van wegen-
verkeersnetwerken. Daarom zijn de belangrijkste doelen van dergelijke modellen
het begrijpen en voorspellen van verkeersstromen op netwerken, en uiteindelijk, het
ontwerpen van effectieve maatregelen die verkeersstromen aansturen.

De verkeersmodellen die in dit proefschrift worden geı̈ntroduceerd, zijn
stochastisch. Een stochastisch model is een voorwaarde voor goede voorspellingen
en aansturing van verkeersstromen. De reden hiervoor is dat verkeersstromen
inherent afhankelijk zijn van willekeurige elementen zoals, bijvoorbeeld, gedrag van
bestuurders, kleine verschillen tussen voertuigen, en het weer. Zonder stochastisch
model verkrijgt men enkel een voorspelling van de gemiddelde verkeersstromen.
Daarentegen geeft een stochastisch model ook de kansen op verkeersstromen
die afwijken van het gemiddelde. Dit completere beeld leidt vanzelfsprekend
tot maatregelen die risicos op, bijvoorbeeld, files of lange reistijden zorgvuldig
beheersen.

Naast het stochastische karakter kunnen de modellen in dit proefschrift
wiskundig geanalyseerd worden. Dit betekent dat we ons niet hoeven te wenden
tot simulatie van het model om bruikbare resultaten te verkrijgen. In het algemeen
wil men dit vermijden omdat simulatiemethoden traag is, waardoor het model
ongeschikt is voor voorspellingen in middelgrote verkeersnetwerken en (online)
aansturing van verkeersstromen.

Wij merken ook op dat de modellen in dit proefschrift grotendeels consistent
zijn met natuurkundige wetten, zoals bijvoorbeeld het principe van behoud van
massa. Dit toont aan dat de stochastische elementen in de modellen op een
natuurlijke manier gemodelleerd zijn. Daarentegen zijn in stochastische modellen



Samenvatting 234

in de literatuur de willekeurige elementen vaak zo gemodelleerd dat dit leidt tot
negatieve samplepaden van verkeersdichtheden, of gemiddelde samplepaden die
niet overeenkomen met die van de deterministische variant van het model; deze
laatste is vaak gebaseerd op natuurkundige wetten.

Wat betreft de analyse van de modellen die in dit proefschrift worden be-
sproken, hebben we twee hoofddoelstellingen. De eerste is het verkrijgen van
een beschrijving van de probabilistische eigenschappen van de toestand van een
wegenverkeersnetwerk. Omdat een exacte analyse onmogelijk is voor modellen
met deze complexiteit, maken we veelal gebruik van zwakke-limiet stellingen
voor kansmaten om nauwkeurige benaderingen af te leiden. Ten tweede bestu-
deren we noodzakelijke en voldoende eigenschappen die ervoor zorgen dat een
weg of netwerk een bepaalde belasting aankan. Meer formeel identificeren we
stabiliteitsvoorwaarden voor stochastische netwerken.

We introduceren het eerste model in hoofdstuk 2. Het beschrijft de ver-
keersstromen in een willekeurig netwerk op een stochastische manier. We leiden
benaderingen af voor de gezamenlijke verdeling van de voertuigendichtheid in
disjuncte delen van het netwerk, zowel spatiaal als temporeel. Preciezer gezegd, met
behulp van de theorie van zwakke convergentie van kansmaten laten we zien dat
het voertuigdichtheidsproces in verdeling convergeert naar een geschikt Gaussisch
proces. Bovendien kunnen we de gemiddelde toestand van het verkeersnetwerk
en de bijbehorende covarianties hier nauwkeurig mee benaderen, zowel in spatiaal
als temporeel opzicht.

In Hoofdstuk 3, gaan we verder door te laten zien hoe het model in Hoofdstuk 2
kan worden gebruikt voor het ontwerp en aansturen van verkeersnetwerken. We
laten een breed scala aan voorspellings- en controlegerelateerde problemen zien
die met dit model kunnen worden opgelost. Ook valideren we de benadering door
middel van een Gaussisch proces met een grote, gedetailleerde historische dataset.

Het tweede verkeersstroommodel wordt gentroduceerd en bestudeerd in
Hoofdstuk 4. We beschouwen een stochastisch model voor een rotonde met n
rijstrook, met queues als opritten op de punten van de ingang van de rotonde.
Hoewel dit type model moeilijk te analyseren is, leiden we een marginale stationaire
verdeling af voor segmenten van de rotonde. We leiden ook zwakke-limiet eigen-
schappen af die kunnen worden gebruikt om de verdeling van de wachtrijlengtes
en voertuigendichtheid voor disjuncte segmenten van de rotonde gezamenlijk te
benaderen.

De analyse van het rotondemodel wordt voortgezet in Hoofdstuk 5. In dit
hoofdstuk identificeren we een precieze conditie, in termen van modelparameters,
die equivalent is aan de stabiliteit van het rotondemodel. We laten ook zien
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dat het stabiliteitsresultaat geldt voor een veel bredere klasse van stochastische
ringnetwerken met wachtrijverschijnselen. Deze netwerken worden veel gebruikt
in communicatiesystemen. Ten slotte formuleren we ook een vermoeden over de
systeemprestaties wanneer het model niet stabiel is. Dit vermoeden ondersteunen
we met behulp van numerieke resultaten.

In Hoofdstuk 6 wijken we af van verkeersstroommodellen en bestuderen we in
plaats daarvan een wachtrijsysteem waarin elk bedieningsstation meerdere klanten
tegelijk kan bedienen. Deze eigenschap van bedieningsstations wordt multitasking
genoemd. Voorbeelden van toepassingen van dit model zijn ziekenhuisafdelingen
met verpleegkundigen die voor meerdere patinten zorgen en chatservicecentra
waar een agent met meerdere klanten tegelijk contact heeft. Veel van de methoden
die we gebruiken voor analyse van verkeersstroommodellen kunnen ook worden
gebruikt voor wachtrijsystemen. In dit hoofdstuk bewijzen we verschillende zwakke
limieten op procesniveau die elk een strategie voor het inroosteren van personeel
voor dergelijke systemen opleveren.

Ten slotte dragen we in dit proefschrift ook bij aan de theorie die we gebruiken
om onze modellen te analyseren door zelf nieuwe theorie te ontwikkelen. Om
precies te zijn ontwikkelen we in Hoofdstuk 4 een statistische methode om de
zwakke convergentie van een rij stochastische variabelen te beoordelen. Daarnaast
is een centraal thema in Hoofdstuk 6 het afleiden van zwakke limieten voor
niet-negatieve stochastische processen. Hiervoor wordt vaak een speciaal soort
continue afbeelding gebruikt. Deze worden regulatorafbeeldingen genoemd, die
verband houden met zogenaamde Skorokhodproblemen. Voor het bewijs van ons
hoofdresultaat gebruiken we een nieuw soort Skorokhodprobleem en bewijzen we
de noodzakelijke theorie voor de bijbehorende regulatorafbeelding.
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