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Abstract. Data are often imperfect in representing the phenomena they stand for. 
We study how a machine learning developer team tackles this challenge as they 
work on capturing, by data, an elusive natural phenomena: desert locust, grass-
hopper swarms causing damage to crops, the movement of which is notoriously 
difficult to directly measure. Our case finds that the team coped with the imper-
fect representations of the locust by engaging in three practicing: digging into the 
domain knowledge, probing how representations link to reality, and patching up 
representations. The team interlaced domain and data science expertise in an in-
tricate way to mitigate the issue of not being able to directly measure the move-
ment of the locust itself. Our case shows that neither domain nor data science 
expertise are individually sufficient for constructing a meaningful dataset for 
ML, and instead a hybrid version of both emerges as consequential for construct-
ing data. This has implications for how we understand and organise data work 
and ML development, as well as how ML developers should be educated.  

Keywords: Data work, Machine learning, Representations, Domain 
Knowledge.  

1. Introduction  

Data work refers to practices of organizing, analyzing, judging, and decision‐making 
concerning data [1, 2]. Research on data work emerged to emphasize that, instead of 
viewing data as an independently existing entity, it is important to make visible the 
practices through which data comes about [3, 4]. Studies on data work since then 
showed that such practices require much effort, involve human judgment [5], reflect 
political choices [6], and sometimes require intensive sensemaking involving multiple 



2 

stakeholders to put the data in context [7]. One of the characteristics of data is the ina-
bility to capture the complexity of the phenomena it stands for [8, 9]. For example, 
Bailey et al. [9] show that in simulations, when representations of vehicles do not match 
their referents and there is no way to empirically validate them, engineers can neither 
analyze vehicle performance in an informative way nor find solutions to known prob-
lems. Similarly, Monteiro et al. [8, 10] find that sensors detecting sand in oil wells 
located at the deep-sea levels need to be continuously verified, while representations 
they produce require expert interpretation accounting for the context of production. 
Thus, representations cannot reliably stand for their referents, as they are unable to 
portray the full complexity of the phenomenon they represent. What has been underex-
plored is how practitioners deal with the issues of working with imperfect representa-
tions. So, our research question is: How do practitioners cope with the “imperfect na-
ture” of representations and what practices do they employ to overcome challenges 
associated with it?  
 In this study, we address this question by studying a case of machine learning (ML) 
development for agriculture, which is an exemplar case of imperfect representations 
given how complex the representations of natural environments are, and a suitable case 
for studying data work, given how consequential data choices are for the resulting ML 
models. What emerged from our case is that, when facing imperfect representations, 
the teams engaged in practices that included an intricate interplay between the expertise 
of the domain on the one hand and the expertise of data science on the other. The im-
plication of our study is that, beyond the importance of knowing the domain, ML de-
veloper teams need to consider the hybrid expertise that interlaces both domain and 
data science knowledge. Our study also brings in the argument from the data work 
studies to the discussions on ML: it highlights that it takes “work” and effort to produce 
datasets for ML and additionally illustrates how consequential the hybrid expertise is 
for this step in the process.  

2. Case description and Findings 

 
Our study follows four teams developing ML solutions for agricultural challenges, in 
the context of a hackathon. So far, we conducted thirteen semi-structured interviews 
with participants (~1 hour each), collected the datasets and codes they used, collected 
four introductory webinars (~30 minutes each), and observed two final hackathon 
events (~2,5 hours each). From this data, we gained insights into how participants col-
laborated and used their expertise, as well as relied on knowledge of others to develop 
solutions for their respective challenges. For the considerations of space, we present 
here our findings1 from one of the teams: Predicting the Desert Locust Outbreak. The 
team had seven participants: four remote sensing specialists, one agricultural business 
owner, one academic agronomist, and one data journalist.  

                                                
1 The coping practices we describe seem to emerge in all four hackathon teams we are currently 
systematically analysing.  
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 The goal of the challenge was to explore remote sensing and ML tools for creating 
an outbreak warning system; to prevent the threat to the livelihood of farmers in East 
Africa. Figure 1 illustrates the spread of outbreaks and Figure 2 presents the locust, 
illustrating its small size. Currently, it is impossible to track the movement of locusts 
from the ground, because a swarm can grow hundreds of square kilometers in size and 
travel hundreds of kilometres in a day. The team involved in the challenge aimed at 
using ML to analyze remote sensing images in order to produce danger heat-maps. A 
major obstacle was to come up with a representation of the desert locust in an ML 
workable way. The issue is that the locust cannot be directly observed through remote 

sensing. So, the team had to find a suita-
ble proxy representation.  

 
 

 
 

We found that while coping with the task of producing a representation of a highly 
complex natural phenomenon such as locust, an interplay between domain and data 
science expertise became important. In our case, we identify three ways of coping with 
such inherently imperfect representations: i) digging into the domain knowledge, ii) 
probing how representations link to reality, and iii) patching up representations.  
 Digging into the domain knowledge is a process of searching for knowledge about 
the phenomena in an effort to understand it and infer potential ways of representing it. 
Since natural phenomena are embedded in the complex natural world and may not be 
observable directly, measurement of related phenomena may be used as potential prox-
ies.  
 The team first dug into knowledge about locust. While perusing academic articles, 
they found that one important related phenomenon was the amount of vegetation in the 
area, which was possible to capture via satellite. From academic articles and research, 
they discovered that, since the danger with the locust is precisely in it eating vast 
amounts of vegetation, sudden and widespread changes in vegetation were known to 

Figure 1 Figure 2 
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be linked to the locust infestation. Furthermore, they found that the desert locust num-
bers and movement are linked to rain since locust tends to lay eggs in moist areas. Thus, 
the weather also emerged as relevant for capturing locusts ’movement. In this example, 
we can see how domain knowledge is essential for exploring proxy representations by 
uncovering locusts ’embeddedness in the environment.  
 Probing how representations link to reality involves exploring how different rep-
resentations can succeed or fail in capturing a phenomena. Such exploring is done by 
relating the technical specifics of how representations are produced with what is known 
about the phenomena. So, probing the referential link inherently involves an interplay 
between domain expertise with data science expertise.  
 While considering vegetation as a proxy, they evaluated if they can use the satellite 
images to map vegetation changes, thus indirectly following the locust. A remote spe-
cialist from Ethiopia who was part of the group pointed out that the satellite imagery 
has issues of so-called “cloud cover” (clouds stand in a way of the light being reflected 
from Earth), and therefore creates poor representations of vegetation during rain. Re-
lating it to how locusts react to rains, the team concluded that despite satellite imagery 
being a natural choice, its limitations were too severe: satellites miss essential infor-
mation on vegetation. Concerning the weather, the French remote sensing specialist 
cautioned that including all variables would render their model too complex, so they 
limited their collection to the three most impactful variables (temperature, precipitation, 
soil moisture), a choice they made based on the literature. Thus, the team’s data choices 
were guided by the knowledge of both the domain, in selecting relevant representations, 
as well as data science expertise, in limiting the amount of data they included in their 
data set.  
 Patching up representations involves relating several representations to each other 
in the light of collected knowledge. It results in the production of representations that 
are able to capture the phenomena in more detail. Importantly, domain knowledge plays 
a role in the patching up of the representations, since prioritization of certain represen-
tations over others or finding correlations is guided by which features of the phenomena 
the patched representation should capture. It is the domain knowledge that informs the 
choice of a certain patch, while data science expertise guides the determining a worka-
ble way of implementing it.  
 While searching for alternatives to satellite, a remote specialist from France in-
formed the group that they could use radar images which could provide information 
about the vegetation without the interference of rain and clouds. Yet, radar images had 
their own limitations: they cannot differentiate between two objects of the same texture, 
thus not capturing important aspects of vegetation, e.g. plant health and transpiration 
rate. So, they integrated the satellite and radar representations of vegetation to improve 
on the deficiencies of both. By patching up the radar’s textural data with the satellite’s 
vegetation data, new representations were produced that didn’t contain cloud cover, 
while they captured the volume of vegetation. The team also included the weather data 
in their model, by calculating the correlation between weather variables with locust 
presence data. After computing the weights, they were applied to weather variables 
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during model training. Thus, they combined the weather and GPS data into a represen-
tation that can be fed to the algorithm. In patching, the team drew on their knowledge 
of the locust to determine which representations are important to relate. Because they 
decided that it is important to capture information on the vegetation during rainy peri-
ods and that climate influences locust behavior, they turned to their data science exper-
tise to include patches that will capture that information in their representation of the 
locust movement.  
 As we illustrate with our case study, producing a workable representation of a nat-
ural phenomenon involves an intricate interplay between domain expertise and data 
science expertise. By relying on these three ways of coping with imperfect representa-
tions, the team managed to produce a proxy representation for the desert locust by con-
tinuously relating and evaluating the potential representations of the targeted aspects of 
the natural environment.  

3. Conclusion 

Our case shows that both domain and data science expertise play a role in coping with 
imperfect representations by guiding the search for representations and making data 
choices, which is increasingly important given that ML depends on the availability of 
workable representations that capture the target phenomena in an informative way. Our 
findings have implications for how we understand machine learning development, as 
well as how to train experts and organize collaboration between them. Beyond showing 
that domain expertise matters for making ML meaningful [5, 11] our case additionally 
emphasizes how data science expertise is enrolled as its companion. On the one hand, 
digging into the domain helps developers learn more about underlying phenomena. On 
the other hand, filtering and evaluating relevant pieces of that domain knowledge is 
performed with references to technical specifications of how to capture this knowledge 
by data. Moreover, it is by cycling between knowing the domain and knowing how 
representations are produced, that developers make their filtering choices and discover 
“imperfections” of the data in the first place. Our study also informs the scholarship on 
representations by further explaining practices of dealing with their imperfections. 
While representations are known to be socially, politically, and materially constructed 
[3, 4, 8, 9] less is known about the work that goes into coping with, and overcoming, 
their limitations. We show that this work involves interlacing between domain and data 
science. In our case, it was the specialists with different backgrounds and perusing ac-
ademic articles who brought in the required expertise, but in other settings, such hybrid 
expertise may be instantiated in one person or distributed across teams. Future research 
should look into how these hybrid expertise practices manifest in different settings and 
how these practices differ depending on the nature of the phenomena they are trying to 
capture.  
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