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Abstract—Causal discovery through machine learning is one
of the major current challenges with utmost importance. A
main lesson from causality research is that, to achieve causal
discovery, one needs to perform interventions whenever such an
option is available. In this paper, we develop an RL agent that
makes causal discovery by learning to perform interventions on
previously unseen environments and constructs a causal model.
Apart from the fact that the resulting graph is useful for
providing an explanation for the data generating process, the
process of constructing the graph in every step is explainable;
that is, we can trace and pin down why and how is the resulting
graph is constructed. We make an ablation study to understand
how much interventional learning adds to our generalisation
performance. We further show that our agent compares favorably
to state-of-the-art algorithms regarding the accuracy, and the
run-time efficiency even in the presence of varying degrees of
uncertainty.

Index Terms—Causal Discovery, Reinforcement Learning,
Actor-Critic Algorithms, Explainable AI

I. MOTIVATION AND CONTRIBUTION

CAUSAL questions have occupied the human mind since
the beginning of its kind. From daily life routines to

any scientific investigation, many questions can be broken
down to finding answers to causal questions like ‘Why does
a particular error message constantly appears on my laptop
screen?’ or ‘Does the increase of physical activity reduce the
risk of cardiovascular diseases?’

Especially the task of finding meaningful high-level rep-
resentations explaining the world around us from low-level
observations is not only a footprint of intelligence but also a
challenging task for itself to systematise algorithmically [1].
As solving such a task requires strong generalisation and
transfer (of knowledge) skills, it also stands as one of the chal-
lenges with utmost importance in machine learning research
[2].

From a machine learning perspective, the task of causal
discovery is to find the underlying causal structure of the envi-
ronment, given some data (either observational, interventional,
or both) on observable variables in an environment. With this
idea in mind, there has been a recent push in causality-driven
machine learning. In their fusion, while the field causality
inspires machine learning to go beyond pure correlation-based
nature, machine learning supports causality research to deal
with and draw conclusions from large amounts of data [2]–
[4]. To achieve the former, a lesson learned from causality
research is that it is necessary to perform interventions [5],
[6]; that is to ‘force’ a variable to take on a certain value.

This comprises the main topic and the contribution of this
paper.

Fig. 1. The basic working principle of our RL agent: it learns to make
interventions and construct the causal graphs in training, and tested in
previously unseen environments.

In particular, we develop a meta-learning algorithm in a
reinforcement learning (RL) setting where the agent learns to
perform interventions to construct a causal graph. This idea is
illustrated in Figure I.1

The research field of causal discovery has led to many
techniques that take different approaches. Constraint-based
algorithms (e.g. PC and FCI [7]) infer the causal relationships
by means of independence tests on purely observational data.
Score-based algorithms (e.g. GES [8], [9], FGS [10], GIES
[11]) incrementally add and delete edges such that the structure
of the causal model is improved w.r.t. a score-function such
as the Bayesian Information Criterion (BIC) [12]. Yet another
line of research is on algorithms that search over the space of
permutations rather than a graph space (e.g. GSP [13], IGSP
[14]) with extensions even to soft interventions [15].

Recent papers also make use of machine learning and RL
methods to find good causal graphs. Such works range from
graph-generating neural networks (e.g. CGNNs [16], [17]) to
methods that use encoder-decoder models [18] with a search

1The code can be found at https://github.com/sa-and/interventional RL
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guided by RL [19] to constraint optimization (NOTEARS
[20]). We point out another paper by Dasgupta et al. [21]
that is not directly aimed at causal discovery. Rather, using
RL, it solves a prediction task that depends on the ability
of the model to learn causal effects from interventions in
the environment. A distinctive high-level design characteristic
of our work, as is shown in Figure I, is that we learn to
intervene in various environments, and test on previously
unseen environments (which is potentially even of different
sizes).

TABLE I
OVERVIEW OVER PROMINENT CAUSAL DISCOVERY ALGORITHMS. (’+’ =

GOAL ACHIEVED, ’∼’ = GOAL PARTLY ACHIEVED, ’-’ = GOAL NOT
ACHIEVED)

Algorithm Interventions Generalisation Explanations
PC [7] - - ∼
FCI [7] - - ∼

GES [8], [9] - - ∼
FGS [10] - - ∼
GIES [11] ∼ - ∼
GSP [13] - - ∼
IGSP [14] ∼ - ∼

NOTEARS [22] - - -
CGNNs [16] - - -

Ton et al. [17] - + -
DAG-GNN [18] - - -
Zhu et al. [19] - - -

Dasgupta et al. [21] + + -
ours + + +

The existing algorithms come with their challenges and short-
comings. Some cannot make use of interventional data at all
or use interventional data that is not tailored to discovering the
current structure. Most of the approaches are computationally
inefficient at generation time. This is largely due to their
inability to use previous information to generalise to unseen
environments. Another shared issue is the lack of explanation
regarding why a certain structure was produced. This happens
usually when neural networks are used because a possible
explanation is buried under the weights of the network. In
constraint-, score- and permutation-based methods the relation
between the data and the graphs is clearer and can mostly
be explained by statistical independencies and changes in the
score. At the same time, for these cases, the explanations are
not native to the algorithms and would need additional tools.
In addition, the choice of graphical causal models is crucial in
providing compact and convenient explanatory representations
(as opposed to models that work with equivalent but non-
graphical ones e.g., potential outcomes [23]). In addition to
the graphical structure, as we will see later in an example, we
can easily trace and pin down every step of the agent on how
such a graph is constructed.

With these considerations in mind, our main contribution is
shaped by attempting to tackle these common issues, briefly
formulated as a set of goals as follows:
(I) use interventions efficiently compared to state-of-the-art,

(II) generalise to unseen environments,
(III) to have a model informing why a certain structure is

generated.

To the best of our knowledge, none of the existing work
proposes a solution that aligns with all of these goals simul-
taneously (see Table I for an overview).

To illustrate the satisfaction level of these goals, we carry
out a series of experiments and show how our approach com-
pares to other existing ones in different sizes of environments
and suggest a stronger generalisation power and the ability to
trace the construction of the graph. We then make an ablation
study to understand how much the interventions contribute
to our performance in different sizes of environments. And
finally, we test and compare the empirical computational
complexity of our approach in constructing causal graphs for
unseen environments to the other approaches. It turns out that
in all of the above criteria and almost all settings, our approach
outperforms the existing ones with significance.

II. PRELIMINARIES AND NOTATION

Causal relationships are formally expressed in terms of a
structural causal model (SCM), and every SCM induces a
graph structure G in which each node represents a random
variable and each edge captures the direct causal effect be-
tween nodes. Following [24], a SCM is a triple S = (X ,U ,F)
in which X = {X1, . . . , X|X |} is the set of observable (also
called endogenous) variables, and U = {U1, . . . , U|U|} is the
set of unobservable (also called exogenous) variables, and
F = {f1, . . . , f|F|} is the set of functions whose elements are
defined as so-called structural equations Xi ← fXi

(PaGXi, Ui)
where PaGXi stands for the set of observable parents of Xi

w.r.t. induced graph structure G. Noteworthy is that we will
assume the actual causal graph is always a directed acyclic
graph (DAG) (i.e., a graph without cycles). For our purpose,
sometimes we will also make use of the notion partially
directed acyclic graph (PDAG) which can be thought of as
a DAG where some edges are relaxed to be bidirectional, and
cyclicity is only limited to those edges (in other words, one
cannot obtain a cycle only by using unidirectional edges). The
model is causal in the sense that, given a distribution P (U)
over an exogenous variable U , one can derive the distribution
of a subset X ′ ⊆ X of variables following an intervention on
variables X \ X ′ (we call such a set of variables intervention
target and will denote it by I).

An intervention on a variable Xi means the action
of replacing the corresponding structural equation Xi ←
fXi

(PaGXi, Ui) with Xi ← x for some value x, which
is formally expressed as do(Xi = xi).2 This makes the
intervened variable independent of its parents, changing the
causal mechanism behind the data-generation process. We
call the resulting distribution over X the post-interventional
distribution. Graph theoretically, such an action corresponds
to modifying the causal graph G by pruning edges linking the
intervened variables to its parents, yielding GI . Accordingly,
for intervention, we will assume a set P = {P1, . . . , P|P|}
of distributions from which the value of each Ui is drawn.
Moreover, we will assume that unobservable variables do not

2Although there are different kinds of interventions (e.g., soft interventions),
by the word intervention, we consider only hard interventions (or structural
interventions).
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have any parents in G, hence every Ui is a source node.
Accordingly, a purely observational case will be denoted as
empty intervention i.e., I = ∅, without any change to the causal
structure whatsoever.

III. WORKING ASSUMPTIONS

Before we start with the detailed description of our approach
we state some assumptions we make throughout this paper. We
make these assumptions mainly for the simplification of the
algorithm. The main assumptions we make in this paper are
the following:

(A1) The environment can be described by an SCM.
(A2) Every observable variable can be an intervention target.
(A3) For every environment, there is an underlying, true SCM.
(A4) All interventions are structural (also called hard interven-

tions).
(A5) For all intervention targets I , |I| ∈ {0, 1}.
(A6) The environments SCMs follow a linear model with

Gaussian noise.

IV. REINFORCEMENT LEARNING SETUP

A. Actions

For our RL approach, we implement two types of discrete
actions. The first type allows for interaction with the envi-
ronment in the form of observations and interventions. They
perform a hard intervention on the environment and observe
resulting values of the variables. This enables the policy to
choose a (post-interventional) distribution and to sample from
it. We will refer to this kind of action as listening actions.
All, except for one, of the listening actions are intervention
actions that intervene on exactly one variable (|I| = 1).
For each observable variable X ∈ X , we provide an action
do(X = 0) and do(X = 5). We choose those values following
the approach used in [21] based on the similarity of the
environments we are using. This results in a total of 2n
intervention actions for n nodes. There is one additional action
in the listening actions which we call the none-action. When
the none-action is taken, the agent observes the current values
of the observable variables without intervening (I = ∅). This
action accounts for the collection of purely observational data.

The second type of action is responsible for constructing the
epistemic model of the causal structure of the environment.
The epistemic model is the currently estimated PDAG of the
environment’s causal structure. We will refer to these actions
as structure-actions. Each of the structure-actions encodes the
edge that is being modified and the type of modification it
should perform on this edge. The modification can either be
add, delete or reverse which is executed on the epistemic
causal model of the agent (Note that a(X0 → X1) 6= a(X1 →
X0) for all structure actions a). For a graph with n nodes, there
are n(n − 1) possible edges, and hence there are 3n(n − 1)
structure-actions. Together with the listening-actions we have
2n+1+ 3n(n− 1) = 3n2− n+1 actions. So the size of the
action-space is quadratic in the size of nodes. Whenever delete
or reverse is applied to an edge that is not present in the current
model, the action is ignored. This is effectively equivalent to
performing the none-action. The same holds when the add

action is applied to an edge that is already in the epistemic
model of the agent. We do not make any further restrictions
w.r.t. e.g. acyclicity for the structure actions.

B. State Space

The state of the environment consists of three parts. The first
one encodes the current values of the n observable variables.
The second part is a one-hot encoding of which variable is
currently being intervened on. The one-hot vector for the
interventions can be the zero-vector if no intervention is being
performed. The introduction of the intervention vector should
help distinguish which variable is being intervened on from
variables that are merely causal effects of an intervention on
a different variable. The third part of the state encodes the
current epistemic model as a graph. Each value of this vector
represents an undirected edge in the graph. The edges in the
vector are ordered lexicographically. The value of 0 encodes
that there is no edge between the two nodes. The value of 0.5
encodes that there is an edge going from the lexicographically
smaller node to the bigger node of the undirected edge. The
value of 1 encodes that there is an edge in the opposite
direction.

C. Rewards and Episodes

Our task is to find the causal structure, i.e. the PDAG which
corresponds to the causal structure of the data-generating
process of the environment. Therefore, we compare the PDAG
generated by the agent in an episode to the true causal structure
of the environment. The quantification of this comparison
serves as the reward for our algorithm.

One obvious choice is to count the edge differences between
the two graphs. This ensures that generating a model that has
more edges in common with the true DAG will be preferred
over one which has fewer edges in common. It further gives
a strong focus towards causal discovery as opposed to scores
based on causal inference. The Structural Hamming Distance
(SHD) [25] provides a metric that describes a way of counting
the differences between two PDAGs. It takes two PDAGs and
counts how many of the following operations are needed to
transform the first PDAG into the second: add or delete an
undirected edge, and add, remove, or reverse the orientation
of an edge.

This metric has two complications concerning their imple-
mentation. Firstly, all the algorithms we compare represent
their output as a PDAG that has bi-directional edges (when
undirected edges are generated). We handle those directly
instead of converting them to undirected edges. As a second
simplification, we do not count wrong orientations as one error
but rather as two. We do so by not counting ’reverse’ actions
but rather counting them as ’add’ and ’delete’ actions instead.
Taken together, this results in a metric that simply counts
the wrong, directed edges of a directed graph with possible
bi-directed edges w.r.t. another such graph. We will refer to
this metric as directed SHD or dSHD. Given a predicted,
directed graph SP = (V,EP ) and a target, directed graph
ST = (V,ET ), we define the dSHD as the cardinality of
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the symmetric difference between the two sets of edges i.e.,
dSHD(EP , ET ) =| EP \ ET | + | ET \ EP |.

As our agent can make one manipulation at a time, we need
to determine when the estimation of the model terminates. We
did it by setting a constant length H for each episode. The
estimation of the epistemic model is complete when H − 1
actions were taken. This is also the only time the quality of
the causal model is evaluated. Note that when a small episode
length is chosen, there might not be enough steps available to
the agent to collect enough data and make the right changes to
the epistemic model. We suggest that the episode length should
at least be n+ n(n− 1)/2 which allows for one intervention
on each node and one operation per possible edge in the graph
at max. Also, we refrain from setting the length too high since
it introduces an additional complexity in the learning process
that could lead to longer training times.

We use the Actor-Critic with Experience Replay (ACER)
[26] algorithm to solve this RL problem. We choose this
algorithm because it sets a good balance between sample-
efficient off-policy methods and its (potential) easy extension
to continuous action spaces. We use a discount factor γ = 0.99
and a buffer size of 500000. All other parameters are according
to the standard values of the Python library we used (Stable-
Baselines 2.10.1 [27]).

The evaluation is done by calculating the dSHD of the
generated PDAG to the true causal graph at the end of each
episode. The reward is then provided as the negative dSHD for
the last action taken in the episode. Every other action taken
during one episode receives a reward of 0. The value function
for a state s and a policy π is then defined as:

V π(s) = E
[∑H

k=0
γkrt+k | st = s, π

]
= E

[
−γH−tdSHD(edges(sH), EEnv) | st = s, π]

(1)

where
• edges(s) is the operator that returns the edges of a state,
• EEnv are the edges of the current target graph,
• rt = dSHD(edges(sH), EEnv) if t = H , otherwise 0,
• H ∈ N is the horizon.
To make our policy learn the invariances across different

environments and generalise to unseen environments, we ran-
domly pick an environment from the training set before each
episode. The epistemic causal model of the agent is reset
to a random PDAG, to further introduce randomness and
generalisation.

D. Policy Network

As we use an actor-critic approach, the policy has a fully
connected feed-forward actor-network and a fully connected
feed-forward critic network. Both networks are preceded by a
shared network that has n fully-connected feed-forward layers
followed by a single LSTM layer. The exact amounts of layers
and their sizes are specified for each experiment.

This setup is rather straightforward for an RL algorithm. The
only part we emphasize is the recurrent LSTM layer. It enables

the policy to memorize past information of its preceding
layers and, therefore, use information from previous states.
More specifically, it should enable the policy to remember
samples from the (post-interventional) distributions induced
by the data-generating SCM earlier in that episode. We argue
that this should help to better identify causal relations since
the results of sequential interventions can be used to estimate
the distribution. Furthermore, we cannot see a reason why it
would decrease performance except for the number of steps
that are needed for training the network.

V. LEARNING TO INTERVENE

First, we develop a toy example to test whether our ap-
proach can learn to perform the right interventions to identify
causal models under optimal conditions. To this end, we con-
struct a qualitative experiment in which two observationally
equivalent, yet causally different environments have to be
distinguished. This can only be achieved with the help of
interventions [6]. Thus, if our policy learns to distinguish those
environments, it has to learn to perform interventions. The two
environments are governed by the fully observable, 3-variable
SCMs with structures G1 an G2, shown in Figure 2. In both
environments, the root node X0 follows a normal distribution
with X0 ∼ N(µ = 0, σ = 0.1). The nodes X1 and X2 take the
values of their parents in the corresponding causal graph. So
for i, j ∈ {1, 2}, Xi = Pa

Gj

Xi
, where PaGj

Xi is the set of parent
nodes of Xi in Gj . As in both causal graphs each of the two
variables has exactly one parent, ∀i, j ∈ {1, 2} : |PaGj

Xi
| = 1.

So the values of X1 and X2 are uniquely defined.
The policy network for this experiment has a fully connected

layer of size 30, followed by an LSTM layer of size 30. The
actor-network has one fully connected layer of size 30, the
critic-network one fully connected layer of size 10. The length
of each episode was set to 10 and the model trained for 5
million training steps. For all other parameters, the default
values were used. In this experiment, we do not have a distinct
training and test set but train it in both environments. This
allows us to investigate whether, given enough training time
and data, our approach can learn to distinguish the environ-
ments. If this is the case, the policy generates graphs with
low dSHDs. We apply the converged policy 10 times on each
of the environments and qualitatively analyze the behaviour.
Furthermore, we illustrate two hand-picked episodes, one for
each environment, to render a better picture of how the graphs
are produced. These two episodes can be seen in Figure 2.
Lastly, we describe action patterns found across the 10 runs
of the policy.

Already during training, we observe that the mean dSHD
of the produced graphs is 0.0 with a standard derivation of
0.0. A perfect reproduction of the two environments in all
cases. This indicates that our policy has learned to use the right
interventions to find the true causal structure. Furthermore, we
can see how the policy network achieves this by looking into
all 20 episodes generated before. What they have in common is
that, towards the beginning of each episode, they tend to delete
edges that are not shared by the two environments. Then an
intervention on X1 is performed. Depending on the outcome
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Action

Epistemic
Model

X0

X1 X2

del(x2->x1)
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del(x1->x0)
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X0

X1 X2

do(x1=5.0)

-0.04 
-0.04 
-0.04 

X0

X1 X2

add(x0->x2)

0.04 
5.0 

0.04 

X0

X1 X2

add(x0->x1)

-0.02 
-0.02 
-0.02 

X0

X1 X2

rev(x1->x0)

0.10 
0.10 
0.10 

X0

X1 X2

rev(x1->x0)

x 
x 
x 

X0

X1 X2

Step 1 432 7 - 965

Action

Epistemic
Model

X0

X1 X2

del(x2->x1)

0.10 
0.10 
0.10 

0.06 
0.06 
0.06 

X0

X1 X2

add(x1->x2)

0.06 
5.0 
5.0 

X0

X1 X2

add(x0->x1)

-0.11 
-0.11 
-0.11 

X0

X1 X2

del(x2->x1)

0.09 
0.09 
0.09 

X0

X1 X2

del(x2->x1)

0.03 
0.03 
0.03 

X0

X1 X2

del(x2->x1)

x 
x 
x 

X0

X1 X2

do(x1=5.0)

Env

X0

X1 X2

G1

X0

X1 X2

G2

X0 
X1 
X2

X0 
X1 
X2

Fig. 2. Illustration of two sample episodes after training with the respective causal environments G1 and G2. Interventions and their effects are highlighted.

of the intervention, either G1 or G2 is ultimately generated.
This can also be seen in Figure 2 where the generation of the
correct structure is preceded by an intervention on the relevant
variable and the observation of its result (marked green).

This shows, that our learned policy indeed learns to use
the intervention on X1 to distinguish the two environments.
Thus, our approach is capable of using interventions in a
stepwise manner to perform causal discovery. This provides
a high degree of insight into why every structure update is
performed. Furthermore, these results suggest that the model
has learned to only perform interventions that are relevant as
opposed to random interventions.

VI. GENERALISATION OF CAUSAL KNOWLEDGE

We now investigate how well a policy can transfer its
knowledge about causal discovery from a set of training
environments to unseen test environments. We compare the
results of the learned policy on the test set to other state-of-
the-art algorithms.

Because it is widely adopted in the causal discovery litera-
ture, we test our approach on environments following a fully
observable, additive linear causal model with Gaussian noise.
Given a structure G with a set of observable variables X we
model our environments as ∀X ∈ X :

X ←

 ∑
Y ∈PaSX

WY

+ ε (2)

where PaGX is the set of parents of X in G and ε ∼
N(µ = 0, σ = 0.1) is some random noise. Furthermore,
W ∼ Uniform({±0.2,±0.4,±0.6,±0.8,±1}) represents a
random weight for each causal effect of a parent to a child.

We create 24 SCMs with 3 observable variables and 542
SCMs with 4 observable variables. The SCMs in these sets

all have distinct causal structures. Throughout the rest of this
paper, we will refer to the environments governed by these
SCMs as small environments (in the 3-variable case) and big
environments (in the 4-variable case). In the 3-variable set,
we use the first 18 environments for training and the last 5 for
testing. In the 4-variable set, we use the first 500 environments
for training and the last 42 for testing.

The following configuration for the policy network worked
best after preliminary experiments for the small (big) envi-
ronments: One (two) fully connected layer(s) of size 30 (40)
followed by an LSTM layer of size 30 (160). Its outputs are
fed into a fully connected layer of size 30 (60) for the actor-
network and one of size 10 (20) for the critic-network. For
this experiment, we set the episode length to 20. The network
was evaluated every 500000 (500000) steps. All runs were
stopped after 14 evaluations of the policy on the test setwere
worse than the best policy found so far to avoid overfitting. We
will refer to the model which performed best on the test set as
best model. The best model for the small (big) environments
is obtained after 14.5 (31) million training steps.

We created a random baseline that returns a random DAG.
To compare the learned policies to other state-of-the-art ap-
proaches, we ran our best model and the other approaches
(NOTEARS [20], [22], GES [8], [28], random) 20 times on
each of the environments in the test sets and computed the
directed SHD for each of the generated graphs. For NOTEARS
and GES, 1000 samples from the observational distribution of
each environment are taken as input. Figures 3 and 4 show
the boxplots of the average directed SHD of the 20 runs on
each of the environments in the test set.

Figure 3 shows that our approach outperforms the random
baseline, suggesting that our policy learns about generating the
causal structure of an environment from data. Furthermore,
we can see that our policy outperforms the GES algorithm
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Fig. 3. Boxplots of mean dSHD over 20 runs on each environment of our
policy, NOTEARS, GES and our random baseline on the test set for small
environments. The ’x’ indicates the mean.
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Fig. 4. Boxplots of mean dSHD over 20 runs on each environment of our
policy, NOTEARS, GES and our random baseline on the test set for big
environments. The ’x’ indicates the mean.

which is based on purely observational data. As shown by
Zheng et al. [22], NOTEARS outperforms FGS which is based
on GES. This can also be seen in Figures 3 and 4. Such
relative higher performance is also the reason why we focus on
comparing our approach to NOTEARS. The boxplots suggest
that the directed SHD of our approach compares favorably to
the one of NOTEARS. To investigate this difference in more
detail, we performed a Wilcoxon signed-rank test between the
directed SHDs resulting from our policy and the ones resulting
from running NOTEARS. To ensure that the assumption of
independent samples holds, we only compare the result of
the first evaluation of each environment. In the small envi-
ronments, the median of the directed SHDs of our approach
is not significantly lower than the one from NOTEARS with
p ≈ 0.159 (Note that this is based on only 5 samples for
each algorithm). In the big environments, however, the median
of our approach is significantly better than NOTEARS (with
p ≈ 4.8 · 10−7).

We conclude that applying our learned policy to these
environments can be preferable over applying NOTEARS or
GES. This also suggests that our model can generalise to
previously unseen environments. One possible explanation is
that the quality gain w.r.t. NOTEARS and GES is attributed

to the fact that they are both based on purely observational
data, whereas our policy leverages interventional data. We
investigate this aspect further in the next section.

VII. CONTRIBUTION OF INTERVENTIONS

As discussed before, interventions should greatly support
the generation of the correct causal graphs. To empirically
investigate the effect of interventions on the performance of
our policy, we perform an ablation study. That is, we train a
variant of our policy which is based on purely observational
data (we disallow the use of interventions) and compare it
to the model which uses interventions. We then compare
our results again to NOTEARS which is also using purely
observational data.

We measure the average directed SHD of the training as
well as the test set of the current model every 500000 steps.
We take the model which performed best on the test set and
run it 20 times on each environment of the test set and measure
the directed SHD for every generated graph. We do the same
for the best models of the previous section and the NOTEARS
algorithm. We then proceed by doing a Wilcoxon signed-rank
test to test whether there is a significant difference between the
model that uses interventions and the one that does not. We
also test whether there is a difference between the NOTEARS
algorithm and our approach when no interventions are allowed.
Note that we perform the test only on the first run for each
environment to ensure the independence of the samples at the
cost of yielding small sample sizes.

Figure 5 shows the learning progress of our models as
well as the comparison of the different approaches for the
small environments (a) and (c) and the big environments
(b) and (d). In the big environments, we can see in the
first part of (b) that the average directed SHD on the test
and training of both models compares similarly. What stands
out is that after approximately 10 million training steps, the
performance of the model without interventions turns out
to be constant. At the same time, the model which uses
interventions starts to increase rapidly in performance until
reaching almost 30 million training steps in total. For the
model with interventions, a learning process emerges with
two fast learning regions. We argue that this behavior emerges
from a two-phase learning process. First, the models learn to
produce a graph based on purely observational data. And then,
they learn to use interventions (if enabled) to further increase
performance. 3

The lack of the second learning phase of the model which
does not use interventions can also be seen in Figure 5(d).
Here, the median directed SHD of the graphs produced by the
best model with interventions is significantly lower than the
one of the best model without interventions with a p-value
of ≈ 4.8 · 10−8. Furthermore, the median directed SHD of
the produced graphs of the model without interventions is
significantly lower than the ones produced by NOTEARS with
a p-value of approximately 0.004. This means that even in the

3Note that we trained the interventional model two additional times where
it exhibited this two-phase behavior as well. For visualization purposes, we
omitted these runs in the plot.
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Fig. 5. Comparison of the learning progresses on the train and test set for models with interventions (green, red) and without interventions (blue, orange)
in subfigures (a) and (b). The directed SHDs of the produced graphs by the models without interventions (orange), with interventions (blue) and NOTEARS
(green) in the lower half of the figure. (a) and (c) show results for the small environments, (b) and (d) the results for the big environments. The ’x’ indicates
the mean of the sample.

case of purely observational data, our approach can outperform
NOTEARS in big environments.

The results are slightly different in the context of the small
environments (Figure 5 (a) and (c)). The figure suggests that
the interventional model does not use interventions when
applied to the test set. Fortunately, this visual inspection is
misleading as the Wilcoxon rank-sum test on the runs of
the models on the test set shows. Here, the directed SHD
of the graphs produced by the interventional model has a
lower median w.r.t. its purely observational counterpart. With
a p-value ≈ 0.0156, this is slightly significant even at a
Bonferroni-corrected significance level of 0.025 (mind, again,
the small sample size of 5). At the same time, there is no
significant difference in the medians of the no intervention
condition and the NOTEARS condition when performing a
two-sided Wilcoxon rank-sum test (p ≈ 0.063).

This leads to the conclusion that in a purely observational
setting, our model is equivalent to NOTEARS in the small
environments w.r.t. the directed SHD of the produced graphs.
Moreover, introducing interventions results in the hypothe-
sized edge over the purely observational version of our model.
Ultimately, in the big environments, our model outperforms

NOTEARS no matter whether it uses interventional data or
purely observational one. But yet again, the model using inter-
ventional data outperforms the one using purely observational
data. Overall, these empirical results confirm the hypothesis
that allowing an agent to actively perform interventions results
in better identification of the causal structure of its environ-
ment.

VIII. SCALING UP

So far, we have investigated environments with 3 or 4
observable variables. In a real-world setting, the number of
variables in an environment is often much higher. In this
experiment, we investigate the caveats of learning our policy in
bigger environments. Specifically, we investigate environments
with 6 variables and environments with 8 variables. Further,
we examine the performance of our policy on these environ-
ments w.r.t. NOTEARS and the random baseline as before.

For the environments with 6 variables, we use a policy
network with 3 layers with 70 neurons each as the shared
network followed by an LSTM layer of size 280. The episode
length for this network is set to 30. For the environments with
8 variables, we used a policy network with 3 layers with 80
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Fig. 6. (a) and (c) show the training progress of the policy as well as the boxplots for the directed SHD of the various algorithms for environments with 6
variables. (b) and (d) show the same but for environments with 8 variables.

neurons each as the shared network followed by an LSTM
layer of size 300. The episode length for this network is set to
40. In both cases, the shared network is followed by a layer
of size 200 for the actor-network and a layer of size 50 for
the critic-network. We evaluated the policy every 1 million
training steps on 1 run on each of the environments in the
test set. There is no evaluation of the training data because
of the lack of a proper training set (See Appendix A). We
stopped the training after 20 consecutive evaluations yielded
a worse evaluation than the best policy found so far. We shall
refer to this best policy as best model. The best model on 6
variable environments was trained for 29 million training steps,
the one on 8 variable environments for 20 million training
steps. The policies in this section were trained on the DAS-5
cluster [29]. We run each of the algorithms once on each of
the environments in the test set and measure the directed SHD
of the resulting graph w.r.t. to the true causal structure of the
environment.

Let us look at the progress graphs in the upper half of
Figure 6. For both types of environments, we can see that the
policy learns about the causal structure of the environments
as the dSHD decreases. This learning phase is also longer
for environments with more variables. What we can further
see is that the learning curve quickly converges. This, at

first, seems in conflict with the observations made in Section
VII. (Recall that, we had argued that our policy learns in
two phases: First, it learns to leverage purely observational
data, and then it learns to use interventions.) The policies of
the experiments at hand seem to only exhibit one learning
phase. To further investigate this phenomenon, we generated
the episodes of the first 100 environments in the test sets
of the respective environments with the best models. What
we discovered is that none of the actions of the best models
were intervention-actions. Therefore, both of our policies have
not learned to use interventions to generate the causal graph
of environments. While this is bad news for the overall
performance, it strengthens the hypothesis that our policy
learns in two phases.

The downside of not using interventions can be seen in the
comparisons with NOTEARS in the lower half of Figure 6.
In the case of 6 variables, our policy still performs signifi-
cantly better than NOTEARS (Wilcoxon signed-rank test with
p << 0.001). We can still see though, that the results are
more similar to NOTEARS w.r.t. to the previous experiment.
Furthermore, the comparison aligns with the results from Sec-
tion VII of the model that could not use interventions. In our
experiments, our best model outperforms NOTEARS based on
purely observational data for environments with 6 variables,
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TABLE II
SUMMARY OF EXECUTION TIMES OF THE ALGORITHMS IN SECONDS.

3 Variables 4 Variables 6 Variables 8 Variables
Algorithm median std median std median std median std
GES 1.151 0.018 1.263 0.076 1.119 0.053 1.114 0.053
NOTEARS 0.0014 0.048 0.028 0.081 0.121 0.130 0.153 0.173
ours 0.020 0.022 0.028 0.004 0.066 0.005 0.105 0.005

while this is not the case for our best model with 8 variables.
In the latter case, the best model is significantly worse than
NOTEARS w.r.t. the directed SHD (Wilcoxon signed-rank test
with p << 0.001). So additionally to not having learned to use
interventions, it also has not learned to reach state-of-the-art
performance-based on purely observational data.

Overall, the results show that for environments with more
observable variables, the performance of our approach de-
creases slightly. This performance drop comes from the fact
that the policies fail to learn to use interventions appropri-
ately in bigger environments. Because of the results of the
experiments with fewer variables, we believe that this is not
a conceptional shortcoming but rather attributed to the hyper-
parameters of the model.4 We hypothesize that our policies can
learn to intervene even in environments with more variables
when they are provided with the right hyper-parameters and
outperform NOTEARS. This investigation is left for future
research.

IX. RUNTIME PERFORMANCE

In this section, we investigate how well our approach
performs in generating the graphs of unseen environments
compared to GES and NOTEARS (with the implementations
from [20] and [28]). In this setup, we execute our policy,
NOTEARS, and GES on each of the 3, 4, 6, and 8 variable
environments. This results in 24 runs on the 3 variable
environments and 542 runs on the 4 variable environments for
each of the three algorithms. For the 6 variable and 8 variable
environments, we run each algorithm once on the first 200
environments in the corresponding test set. For the collection
of the observational data needed for GES and NOTEARS,
we collect 1000 observational samples from each environment
before the measurement. For each environment and algorithm,
we measure the time from the moment the first datum is
provided, to the moment the estimated graph is returned. The
experiment was run on the CPU of a consumer-grade Windows
10 machine with an Intel Core i7-6700HQ CPU and 16GB of
RAM.

Table II shows the summary of the execution times of the
three algorithms on the corresponding environments. We can
see that, also w.r.t. execution time, GES performs worst out
of the three approaches. Both NOTEARS and our approach
produce the graphs for given environments around 10-50x
faster than GES. Another observation is that the execution time
of our approach increases with the number of variables. This

4We had seen a similar behavior even on smaller environments in prelimi-
nary experiments (not reported). There, interventions were only learned when
the network size of the policy was big enough and the training time was long
enough.

is especially the case with 6 and 8 variables. Such behavior is
expected and follows from the simple fact that in the 3 and 4
variable environments the episode length was 20 while in the
6 and 8 variable environments the episode length was 30 and
40, respectively. Therefore, more forward-passes are needed
to generate the graph. Furthermore, we increased the network
sizes with an increasing number of variables. This increases
the calculation time of each forward-pass and further increases
the time for generating a graph.

On a closer look, our approach seems to execute slightly
faster than NOTEARS. While the difference in medians in
the 3 variable environments is not significant (two-sided
Wilcoxon signed-rank test with p ≈ 0.885), the results imply
our approach executes significantly faster than NOTEARS
in all other cases (one-sided Wilcoxon signed-rank test with
p << 0.01). Moreover, we observe that our approach has
lower variance than NOTEARS in execution times. This is due
to the fact the execution of our approach consists of a fixed
amount of forward-passes through the policy network which
is independent of the values of the input data. As NOTEARS
solves an optimization problem based on the current values
of the input data, its execution time is expected to be more
sensitive to the scale of the input data.

Considering that NOTEARS does not rely on comparisons
for each of the edges of a graph like most other causal
discovery algorithms, we argue that is a comparably time-
efficient algorithm for causal discovery. In this experiment, we
saw that our approach compares favorably to it. Therefore, we
conclude that our policy reaches, and can even exceed state-
of-the-art performance w.r.t. graph generation time on unseen
environments.

X. DISCUSSION AND CONCLUSION

We proposed a new meta-learning algorithm in RL setting
for the task of causal discovery. In particular, we identified
several challenges that the current approaches lack to satisfy
simultaneously, and introduced our approach targeting these
challenges.

Our exploratory experiments showed that our policy can
learn to perform interventions that are strongly informative
for the current environments (Goal (I)). It also showed, how
much insight the policy gives on why a causal structure
was estimated (Goal (III)). We quantified the quality of the
estimated models on previously unseen environments with 3,
4, 6, and 8 variables. We showed that our policy generalises
well also w.r.t. other state-of-the-art algorithms (Goal (II)).
This is further backed up in a speed comparison, in which
the execution time of our approach outperforms other state-
of-the-art approaches. In another experiment, we elaborate on
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the role that interventions play in the good performance of our
approach.

We acknowledge the fact that our approach needs modifi-
cations to scale to realistic environments with more variables
(which can be a few dozens to hundreds and thousands of
variables). The resulting explosion of the action- and state-
space needs considerations about better encodings. Another
problem in a real-world setting could be the availability of
a large amount of data-generating models for training. These
kinds of models are often unavailable. A further issue arises
from the assumption every observable variable can be an inter-
vention target (A2). In some real-world settings, for instance,
it might not be clear that the input pixels are not the variables
we can intervene on but, the color of the light-bulb is. For such
settings, it is needed to learn what constitutes an interveable
variable, or even what a variable is in the first place. Additional
future research can be done on an extension to intervention
targets arbitrary of size (A5). Also, the possibility of transfer
learning between different classes of causal models, such as
those not governed by a linear additive model, can prompt
interesting investigations.
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APPENDIX A
TRAINING AND TEST SET FOR SCALED-UP EXPERIMENTS

The amount of possible edges in a DAG increases superex-
ponentially with the number of nodes in the graph [30]. This
means that for environments with more variables, test and
training sets become prohibitively big. The storage of these
sets in the memory then becomes unfeasible. This is already
the case for environments with 6 variables. We, therefore, took
a slightly unusual approach regarding the training set and the
test set. Instead of generating a test and a training set, we
only generated a test set. During training, we then generated
an environment with a random structure at the beginning of
each episode. If this random structure happens to be in the
test set, we discard it and generate a new random structure.
This last step is repeated until the generated structure is not
in the test set. This means that for this experiment, the test set
was all possible structures except for the ones in the test set.
The probability that one environment is used multiple times for
training is low. For the test set, we sampled 5000 random struc-
tures with 6 observable variables and 5000 random structures
with 8 observable variables. The environments again follow
the additive linear models with normal noise as described in
Section VI.


