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Introduction 
Turning the lights on or off, listening to the news, checking traffic, reading emails, posting on 
social networks, opening and closing doors, setting the temperature: these are only some of 
the actions that can be carried out hands-free, using a Voice Assistant (hereinafter also VA).  
Thanks to Machine Learning and Cloud computing, voice assistants receive orders, analyse 
them, and carry out the task by themselves or via interconnected IoT and smart devices. 
Currently, the most popular models in Europe are Alexa, Assistant, and Siri, respectively 
produced by Amazon, Google, and Apple. They can be embedded into a wide range of devices, 
from specially made smart speakers (such as Amazon Echo, Google Home or Apple HomePod) 
to smartphones, TVs, fridges, and so on. 
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Figure 1: the humans, the VAs, the connected IoT devices, and their domestic ecosystem.  
 
The functionalities of voice assistants depend completely on collecting and processing users’ 
personal data, and on being connected to the Internet. It goes without saying that these 
circumstances make voice assistants particularly interesting from the perspective of data 
protection, especially considering that they operate inside the most private of places, the 
home, and have access to the private lives of users when these latter are the most exposed 
and vulnerable. 
 
This paper offers an overview of how some selected provisions of the GDPR apply in the 
context of voice assistants. While the application of the GDPR in general to voice assistants is 
a complex and enthralling matter, the choice has been made to focus on those GDPR 
provisions in relation to which VAs present more original and significant issues: section 1 
outlines the different roles (data subjects, controllers, processors) covered by the various 
stakeholders; section 2 analyses the frictions emerging between VAs and article 5, focusing in 
particular on the principles of purpose limitation and data minimization versus the AI-
powered ‘brain’ of Voice Assistants; section 3 highlights emerging risks concerning art. 22 on 
automated decisions and profiling in the context of the IoT and smart homes; and finally 
section 4 looks at the application of art 25, concerning data protection by design and by 
default, to VAs and their most common embedding devices, smart speakers.  
 

1. Roleplaying: controllers and processors  
Consider the representation above, representing the smart home ecosystem revolving 
around voice assistants. In this ecosystem, the following stakeholders are involved in the data 
processing: the owners of the Voice Assistants (that are also assumed to be its main users), 
their producers (Amazon, Apple, Google), the developers of the apps that allow voice 
assistants to expand their capabilities (called Skills for Alexa and Actions for Assistant), the 
producers/manufacturers of connected IoT devices. To these, other parties might be added: 
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possible guests of the owners (occasionally interacting, voluntarily or involuntarily, with the 
voice assistants), app stores, and other third parties like service providers.  
 
Each of these stakeholders can be assigned a role under the GDPR: data subject, controller, 
processor. The allocation of these roles is, however, problematic in the case of voice 
assistants, due to a combination of technological complexity (given by the interaction of 
several technologies and components, both software and hardware, all relying on each 
other), the business arrangements created – in particular – by Amazon and Google (according 
to which app developers and IoT producers depend on the proprietary API of Amazon or 
Google to develop their products), and the way in which the role of controller and processor 
have been interpreted so far by the Court of Justice of the European Union (CJEU), in 
particular with regard to joint-controllerships and in relation to modern platform-based 
services, such as social networks. 
 
Controllers in the GDPR 
According to art. 4(7) of the GDPR, the controller is: “the natural or legal person, public 
authority, agency or other body which, alone or jointly with others, determines the purposes 
and means of the processing of personal data”.  
 
Means and purposes shall be intended, in this context, as the “how” (technical and 
organizational measures, and the essential and non-essential elements1) and the “why” of the 
processing.2 The interpretation of the word “determine” has raised several doubts in the past. 
According to the EDPB: “the word “determines” means that the entity that actually exerts 
influence on the purposes and means of the processing is the controller”3 [emphasis added]. 
The influence can also be deduced by the nature of the activities (for instance in the case of 
an employer vis-à-vis certain personal data of the employees)4. The controller must exercise 
influence on both the purposes and means in order to be qualified as such,5 and the purposes 
and means must be escathologically connected to the processing of the personal data.6  
 
The GDPR expressly considers the possibility of multiple controllers, identified based on a 
factual evaluation7 (joint control) under art. 26. Based on the interpretations given by the 

 
1 ““Essential means” are closely linked to the purpose and the scope of the processing and are traditionally and 
inherently reserved to the controller. Examples of essential means are the type of personal data which are 
processed (“which data shall be processed?”), the duration of the processing (“for how long shall they be 
processed?”), the categories of recipients (“who shall have access to them?”) and the categories of data 
subjects (“whose personal data are being processed?”). “Non-essential means” concern more practical aspects 
of implementation, such as the choice for a particular type of hardware or software or the detailed security 
measures which may be left to the processor to decide on” (EDPB Guidelines 07/2020 on the Concepts of 
Controller and Processor in the GDPR, at 38). The qualification of controller is reasonably assigned to those 
actors having a determining influence on the purposes and essential means (while the non-essential means 
can, for instance, be left to the processors). 
2 Paras 19 and ss, ‘EDPB Guidelines 07/2020 on the Concepts of Controller and Processor in the GDPR’. 
3 ibid. at 28.  
4 ibid. at 24-25.  
5 Contrary to what was previously upheld by the Article 29 Working Party in its 2010 Opinion on the matter. 
Cfr. para. 34, ‘EDPB Guidelines 07/2020 on the Concepts of Controller and Processor in the GDPR’ (n 2). 
6 ibid. at 40.  
7 European Union Agency for Fundamental Rights, Handbook on European Data Protection Law - 2018 Edition 
(2018). 
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CJEU in the famous Wirtschatsakademie, Jehova Witness, and Fasion ID cases8, and on the 
EDPB guidelines on the matter, joint control can be found in two scenarios: one in which there 
is a shared, common intention among the controllers (common decisions). Another one in 
which the decision of the controllers on the purposes and means are not common but 
complementary: “if they complement each other and are necessary for the processing to take 
place in such manner that they have a tangible impact on the determination of the purposes 
and means of the processing”9 (converging decisions). The EDPB also considers that two 
actors might not be joint controllers, but they might insist on the same processing operations: 
in this case, they should be considered as separate controllers.10 Joint controllers are bound 
by joint and severe liability, but the responsibility is allocated among controllers based on the 
factual control they exercise, not necessarily equally.  
A party might be considered a controller based on the sole fact that his/her actions cause the 
processing of personal data. In this case, a party might act as a facilitator, triggering or starting 
the processing. The EDPB affirms that to identify a controller it is necessary to answer the 
questions "why is this processing taking place?” and “who decided that the processing should 
take place for a particular purpose?”11. Finally, in order to be a controller, a party doesn’t 
need to have access to the personal data that are processed. 
 
Once the controller(s) have been identified, the GDPR applies unless the processing falls 
within the so-called household exemption, that is, a processing of personal data carried out 
“by a natural person in the course of a purely personal or household activity” (art. 2(2)(c)).  
Purely personal or household activities is used to identify all those activities falling within the 
management of a house, of a family, or of personal life.12 Activities falling within the 
professional, working, or charitable field do not qualify for the household exemption, 
regardless of whether they take place in the house or not.13  
Recital (18) of the GDPR, following the suggestions elaborated by the CJEU and the Art29WP 
during the previous decade, expands the scope of the household exemption to include, 
besides traditionally private activities (such as correspondence, keeping a diary, and the 
holding of addresses) also “social networking and online activity undertaken within the 
context of such activities.” While the recital does not elaborate more in detail on the topic, it 
is reasonable to affirm that not all online and social network activities qualify for the 
household exemption. According to Opinion 5/2009 on social networking activities, in fact: i) 
the use of a Social Network on behalf of a company or association, or acting towards 
“commercial, political or charitable goals”14 excludes the application of the exemption;  ii) the 

 
8 The three cases have been issued after the GDPR entered into effectiveness, but refer to the Data Protection 
Directive as they started before the 25th of May 2018. The cases are, respectively: Wirtschaftsakademie, Case 
C-210/16, [2018], (ECLI:EU:C:2018:388); Jehova Witness, Case C-25/17, [2018], (ECLI:EU:C:2018:551); Fashion 
ID, Case C-40/17, [2019], (ECLI:EU:C:2019:629).  
9 ‘EDPB Guidelines 07/2020 on the Concepts of Controller and Processor in the GDPR’ (n 2). at 53.  
10 ibid. at 68. In this case one hypothesis is that the data are transferred from one controller to the other.  
11 ibid. at 19.  
12 Article 29 Working Party, ‘Opinion 05/2009 on Online Social Networking (WP163)’. 
13 European Union Agency for Fundamental Rights, Handbook on European Data Protection Law - 2018 Edition 
(n 7). 
14 Article 29 Working Party, ‘Opinion 05/2009 on Online Social Networking (WP163)’ (n 12) 6.  
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use of an ‘open profile’ or a profile with a “high number of contracts” 15 can exclude the 
application of the household exemption.16 
 
Producers of VAs 
As a rule of thumb, the role of controller should be appointed primarily to the producers, for 
instance Google in the case of Google Home and Amazon in the case of Amazon Echo. This is 
because, as producers of the devices and of the voice assistants, they are the parties 
establishing the purposes and means of the entirety of the processing, which integrates the 
requirements for being the controller. According to the EDPB, in fact, the processing can 
consist of multiple operations and activities:17 controllers can be identified for single 
operations or for the entire set of operations, and therefore for parts or the entirety of the 
processing. Since Google and Amazon retain control over the entire set of operations, they 
remain the primary controllers even while the devices are in the possession of the users.  
This does not mean that Amazon or Google would be the only controllers, since in the case of 
Voice Assistants it is safe to assume that the third parties designing the apps shall also be joint 
controllers together with Google or Amazon. 
 
The owners  
The owners of the VAs are, first and foremost, data subjects. The personal data collected and 
processed by the VAs relate to the owners. This circumstance, however, does not exempt 
them from potentially being controllers too, vis-à-vis the personal data of their guests, 
depending on how the provisions concerning control and the household exemption are 
interpreted. Based on the existing CJEU case law, owners of VAs can potentially qualify as 
joint or separate controllers if the decision on the purposes and essential means of the 
entirety or at least part of the processing falls within their direct influence.  
 
It is unlikely that the owners of VAs could have control on the entirety of the processing, with 
a congruence of his/her purposes and means with the purposes and means of, for instance 
Amazon, Google, or Apple (or the third parties providing the apps), due to the fact that the 
devices and their apps are proprietary technologies (in whose design the final users have no 
saying). The only part on which the owner might have a form of control is whether activating 
the device, instead of using the mute button to prevent the device from listening, once the 
guests are in the house.  
This, however, could be interpreted in an extensive manner based on the position expressed 
by the EDPB18, the Wirtschaftsakademie and Fashion ID cases: it could be argued that the 
owner works as a facilitator that triggers the collection by activating and not muting the 
device.19 The question posed by the EDPB in its Guidelines “Why is this processing taking 
place?” could be answered by saying that the processing of the personal data of guests takes 
place because the owner has activated the VA. Consequently, even though the owner and the 

 
15 Buivids, Case C-345/17, [2019], (ECLI:EU:C:2019:122); Bodil Lindqvist, Case C-101/01, [2003], 
(ECLI:EU:C:2003:596). Worryingly, for me as well as for any other Social Network user, what constitutes a high 
number of contacts has not been properly clarified. 
16 Buivids, Case C-345/17, [2019], (ECLI:EU:C:2019:122) (n 15).  
17 Para. 40, ‘EDPB Guidelines 07/2020 on the Concepts of Controller and Processor in the GDPR’ (n 2). 
18 EDPB Guidelines 07/2020 (n. 2). 
19 For a detailed reconstruction of the arguments in favor and against this interpretation, cfr. Silvia De Conca, 
‘Between a Rock and a Hard Place: Owners of Smart Speakers and Joint Control’ (2020) 17 SCRIPTed 238. 
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producers do not take a common decision on the purposes and means, it could be argued 
that a converging decision occurs, because the decision of the owner of VAs becomes 
necessary for the processing to begin in the first place.  
However, it can also be argued that the decision to activate the VA does not integrate a 
“tangible impact on the determination of the purposes and means”20. It is debatable whether 
the owner would have a purpose on her/his own at all, especially not a purpose 
escathologically connected to the processing, or whether the owner has any determining 
influence on the essential means (which personal data to process, for how long, who shall 
have access to the data, etc). The decision about essential means seems to remain in the 
hands of the producers of Alexa, Assistant, or Siri.21  
 
Even if the owner is considered a controller, it should be verified whether the household 
exemption applies.  
There are, currently, thousands of apps available for Amazon Echo and Google Home. The 
vast majority of these can be reasonably catalogued as personal, family, or household related.  
With regard to activities carried out online or on Social Networks, according to Recital (18) of 
the GDPR they would also fall within the household exemption, unless they are carried out 
for commercial22, political, or charitable purposes, or the Social Network profile of the owner 
is open (or has a significant number of contacts).  
The household exemption would not apply if the collection of the data does not occur within 
the house, but outside, in a public space such as the outside street or communal areas of an 
apartment building.23 It shall be pointed out in this regard that, while the devices are in most 
cases located inside the house of the owners (according to Google in 75% of the cases in the 
living room of the owners)24, their sensors could be also located on the outside (such as 
Amazon Ring, a security camera, which would integrate a case extremely similar to the 
abovementioned Ryneš case) or could be powerful enough to catch sounds from outside the 
house of the owner (for instance from neighboring apartments or the hall outside the 
entrance of the house). In these cases, the fact that the collection would occur outside of the 
household environment could be enough to exclude the application of the household 
exemption, making the owner a controller liable under the GDPR (if the extensive 
interpretation of the means and purposes is applied too).  
Finally, a particularly grey area remains that of the data of personnel hired to work inside the 
house, for instance for cleaning or maintenance. Whether the accidental collection of their 
data might fall within the commercial purposes of the owner or, on the opposite, within the 
household and personal affairs, remains unclear.  
 

 
20 ‘EDPB Guidelines 07/2020 on the Concepts of Controller and Processor in the GDPR’ (n 2) para 11. 
21 The idea that the owner of a smart speaker could be a controller is rejected by the author. See Conca (n 19). 
22 Hypothesis which is not particularly remote. Imagine the case of a fashion blogger using Echo Look, a device 
made to organise the closet and take pictures of outfits, to take the picture of a certain outfit and post it on 
his/her Instagram account, through which most of his/her revenues come from.  
23 Ryneš, Case C-212/13, [2014], (ECLI:EU:C:2014:2428). In this case, the Court established that an individual 
recording images with a security camera is indeed a controller. Furthermore, the circumstance that the security 
camera was pointing at the entrance of his/her house – therefore at a public space – and not only to the inside 
of the house, excludes the application of the household exemption.  
24 Sara Kleinberg, ‘5 Ways Voice Assistance Is Shaping Consumer Behavior’ (2018) 
<https://www.thinkwithgoogle.com/consumer-insights/voice-assistance-consumer-experience/> accessed 26 
February 2020. 
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App developers and producers of IoT devices 
The developers of the apps and the manufacturers of compatible devices are also, in most 
cases, controllers, jointly with Amazon or Google. The role of controller for the app developers 
can take the form of joint control (either with common or converging decisions), or of 
separate control, depending on the kind of relationship existing with the processing carried 
out by the producers of VAs. The extent of their liability, however, should be evaluated based 
on factual circumstances, which include the limitations of autonomy coming from the 
contractual agreements with Amazon or Google.  
Developers that wish to develop an app for Alexa or Assistant must use the API25 of Amazon 
or Google, through which they can create apps that are already optimised and compatible to 
Alexa and Assistant. In order to have access to the API, developers enter into an agreement 
with Amazon or Google and accept their terms and conditions (T&C)26. 
 
The data processing carried out by each app can vary greatly, based on their functioning, on 
the kind of actions the app is designed to complete, the objectives of the developers. It also 
varies based on whether or not developers use lines of code pre-written by other parties and 
available for free or against payment (so-called ‘libraries’). In any case, however, by utilising 
the APIs of Amazon or Google (without the possibility to modify them, according to the T&S), 
the app developers are factually not completely in control of how the processing occurs, 
possibly not even for those stages for which they are assumed responsible.  
The API’s (partial) opacity makes it difficult to tell where the will of the developer begins, and 
where the will of Amazon or Google ends. The imbalance of commercial and technological 
power between the parties might significantly affect the capability of an app developer to 
decide the means and, in many cases, even the purposes, of the processing.  
 
Let’s consider, as an example, the T&C of Amazon for developers of Alexa enabled/compatible 
products and apps, named Alexa Voice Service Program Requirements (AVSPR).27 For certain 
products and applications, AVSPR contractually establish limitations to means and/or 
purposes. In the part concerning general products requirements, for instance, paragraph 2.6 
reads:  

“you will not use the Alexa Service for the purpose of monitoring, and will not 
monitor, the availability, performance, or functionality of any of Amazon’s 
products or services; however, you will implement in your AVS Products the 
collection of any usage metrics or related data that we may require for 
reporting purposes and will report such metrics or data to us” [emphasis 
added]. 

With regard to Third Party Music and Radio service (consisting in enabling apps to reproduce 
music or radio from non-Amazon catalogues), paragraph 9 appears to establish constraints 
on the choice of the (non-essential) means, excluding mobile devices: “Your AVS Product must 
not be a mobile device or mobile application (e.g., an iOS or Android application), although a 

 
25 The API, or Application Programming Interface is an interface which facilitates the interaction of different 
software with each other, or of hardware and software.   
26 Google - Developers Support, ‘Google APIs Terms of Service’ (Google Developers) 
<https://developers.google.com/terms> accessed 8 April 2020; ‘Amazon Developer Services Agreement’ 
<https://developer.amazon.com/support/legal/da> accessed 8 April 2020. 
27 ‘Alexa Voice Service Program Requirements’ <https://developer.amazon.com/support/legal/alexa/alexa-
voice-service/terms-and-agreements> accessed 8 April 2020. 
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companion application used to control your AVS Product may be permitted” [emphasis 
added]. In general, similar clauses limiting control on the purposes and/or means are 
reproduced for several other services. 
 
Based on the jurisprudence of the CJEU, this circumstance would most likely not be enough 
to exclude the existence of joint control between Amazon or Google and a developer of an 
app for Alexa or Google Assistant. The CJEU has, in fact, consolidated the extensive 
interpretation of the notion of controller, regardless of the power asymmetries among the 
parties. However, app developers’ control on the processing might be limited by the use of 
the API and by its T&C. This circumstance should be taken into consideration – on a case-by-
case basis – to evaluate the extent of the responsibilities of the app developers and the 
distribution among the various controllers involved of the duties and responsibilities 
established by the GDPR. The difficulty in identifying clearly the role of app developers is 
acknowledged in an Opinion of the Article 29 Working Party on smartphone apps. The 
opinion, however, does not provide a definitive answer. In the case of smartphone apps, in 
fact, the Working Party affirms that: “Since the OS and device manufacturers determine the 
means of (and extent of) access to personal data, they must ensure that the app developer 
has sufficient granularity of control so that access is granted only to those data that are 
necessary for the functioning of the app” 28. With this short remark the Working Party affirms 
that if enough control is left at granular level in the API, app developers can be 
(joint)controllers.  
 
Irrespective of being a controller, the developer can also be a processor for some stages of 
the processing.  
The processor is that person (natural or legal, of public or private nature) that carries out the 
processing activities on behalf and according to the instruction of the controller (GDPR art. 
4(8)). In order for a party to be qualified a processor it must be a separate legal entity from 
the controller (companies from the same group count as separate entities) and act on behalf 
of the latter.29 The difference between the processor and the controller is, therefore, that the 
first does not have a determining influence on the purposes and means of the processing 
(which remains on the controller), and acts solely under the authority of the controller. The 
processor is the longa manus of the controller, it is the actor carrying out the processing 
activities for the controller. If the processor carries out the processing activities for its own 
purposes, it becomes a controller.  
Article 28(3) GDPR affirms that the relationship between controller and processor must be 
regulated by an agreement establishing “the subject-matter and duration of the processing, 
the nature and purpose of the processing, the type of personal data and categories of data 
subjects and the obligations and rights of the controller”. The agreements should in particular 
make sure that the processor receives detailed instructions from the controllers, concretizing 
the fact that the processor must act ‘on behalf of’ the controller.30  

 
28 Article 29 Working Party, ‘Opinion 02/2013 on Apps on Smart Devices (WP 202)’. Please note that while the 
Opinion refers to smartphones and smartphone apps, the similarity of the way VAs and their apps work makes 
the Opinion relevant and applicable.  
29 ‘EDPB Guidelines 07/2020 on the Concepts of Controller and Processor in the GDPR’ (n 2). 
30 The T&C cannot constitute by itself also a controller-processor agreement, because its content does not 
meet the requisites established by Article 28 GDPR. In particular, fundamental elements such as the object, 
duration, nature and purposes of the processing, the types of data, as well as the instructions of the controller 
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In the case of the apps for VAs, depending on the functioning and purposes of each app, the 
developer could be processing personal data upon the instruction and for the purposes of 
Amazon, Goole, or of another stakeholder (for example a company with which the developer 
has a commercial relationship, and which would be the controller). 
 
If app developers assume the role of processors, they are subject to the obligations and 
responsibilities established by the GDPR. However, it shall be pointed out that, according to 
the Article 29 Working Party:  

“The responsibilities of the app developer will be considerably limited if no 
personal data are processed and/or made available outside the device, or if the 
app developer has taken appropriate technical and organisational measures to 
ensure that data are irreversibly anonymised and aggregated on the device 
itself, prior to any data leaving the device”31 [emphasis added].  
 

The option of leaving the data on the device is, however, mostly precluded in the case of VAs, 
due to the fact that most, if not all, the processing occurs immediately on Cloud, and that the 
data can (and should) be encrypted, but a consistent part of the processing cannot occur on 
anonymised data due to the fact that it aims at carrying out a specific task for a specific user. 
Apple HomePod, if kept offline, can only play music or podcasts. Amazon Echo can carry out 
a limited set of commands while offline, such as turn on certain compatible light switches, or 
cancel reminders and alarms (that had been set while the device was online). Google Home, 
on the opposite, cannot work at all when offline.  
 
With regard to the role of processor, it shall also be pointed out that companies such Amazon 
and Google also provide other businesses with technological solutions for their ordinary and 
extraordinary necessities. A typical example is the server capability for storage or processing 
that both companies rent out to other businesses. Some of these services are also integrated 
together with the API of the company. Amazon, for instance, groups all these services, 
including the API used to develop Alexa-connected IoT devices, into a subsidiary called 
Amazon Web Services.32 When they are providing these services, Amazon and Google act as 

 
cannot be found in the T&C analysed (although the fact that the T&C are a non-negotiable, standardised 
contract does not affect their capacity to integrate a controller-processor agreement). Therefore, unless an 
additional, separate agreement exists between an app developer and Amazon or Google, the mere T&C do not 
constitute a controller-processor agreement, and app developers cannot be deemed processors for Amazon or 
Google based only on the T&C. Notwithstanding the guidelines proposed by the EDPB, identifying possible 
cases of de facto controller-processor relationship might prove difficult in the case of VAs and their apps, as 
explained above also in relation to the API and the power imbalance between the parties. However, while the 
T&C might not necessarily integrate a controller-processor agreement, it might be evidence of factual 
circumstances making an app developer a de facto processor. The controller-processor agreements are likely 
to be in place, at least with some of the app developers, and it can be assumed they are formulated based on 
the models issued by the Commission, since both Amazon and Google expressly confirm they use them. See 
‘GDPR Center - Amazon Web Services (AWS)’ (Amazon Web Services, Inc.) 
<https://aws.amazon.com/compliance/gdpr-center/> accessed 8 April 2020; Google Privacy Webpage, 
‘Compliance | How Google Complies with Data Protection Laws’ 
<https://privacy.google.com/businesses/compliance/> accessed 8 April 2020.  
31 Article 29 Working Party, ‘Opinion 02/2013 on Apps on Smart Devices (WP 202)’ (n 28) 22. 
32 ‘Amazon Web Services (AWS) - Cloud Computing Services’ (Amazon Web Services, Inc.) 
<https://aws.amazon.com/> accessed 8 April 2020. 
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processors. The circumstance that these services might be integrated into the process to 
develop apps for VAs implies that for certain stages or specific processing purposes, the app 
developers might be the controller and Amazon or Google their processor. For other stages 
or purposes, it might be the other way around, or both actors might be joint controllers.  
 
The same discourse made for app developers can be replicated mutatis mutandis for 
producers of IoT devices connected to, compatible with, or embedding the VAs. 
 
App stores: responsibilities and duties 
Owners of VAs can download apps from online stores, similarly to what happens for 
smartphones. Currently, the apps of the main models of VAs, i.e. Alexa Skills and Google 
Assistant Actions, are only made available via the official websites of their producers, Amazon 
and Google websites. The app store is the main window through which individuals come into 
contact with the apps and, for this reason, the company managing an app store has an 
important role in the protection of individuals’ rights on two fronts.  
 
First, app stores usually collect and process data themselves: financial data of the users (in 
order to pay for some apps), as well as data concerning the apps downloaded, kept, deleted, 
or updated by users. They have the identification data connected to the accounts used by 
their users and can relate all information to a certain identity.33  
All of these information amount to personal data, some of which sensitive, and can be used 
to extract even more personal data concerning the purchase habits and preferences of users, 
or their private and family life (think of the case of a user downloading apps with games for 
children, which might imply the user has kids, or the combination of apps that suggest recipes 
with apps that monitor physical exercises, which implies dietary/health requirements or sport 
preferences)34. Based on existing research on smartphone apps, the abovementioned 
information, together with the unique IDs connected to each device and to each app, can also 
be used to identify or track users from datasets that might have been anonymised: as little as 
four apps on a smartphone can be enough to uniquely identify 95% of individuals.35  
 
Second, the producers of the VAs not only provide the APIs to create apps for their devices, 
but also the store which showcases and makes said apps available to users. For this reason, 
they have a duty to verify and assess the safety and compliance with the law of the products 
they contribute to create and showcase. They also have the obligation to enable app 
developers to provide information to users (for example by designing the store in such a way 
that it is possible to include symbols or information about GDPR compliance).36 It is for this 
reason that the T&C of both Amazon and Google present specific provisions concerning: i) the 
possibility to inspect the apps and obtain all the necessary documentation to assess the safety 
of the apps; ii) the unilateral power to withdraw an app from one of their stores; iii) the 

 
33 Article 29 Working Party, ‘Opinion 02/2013 on Apps on Smart Devices (WP 202)’ (n 28); ‘ENISA, Privacy and 
Data Protection in Mobile Applications’ (2018) <https://www.enisa.europa.eu/publications/privacy-and-data-
protection-in-mobile-applications>. 
34 Other information that can be easily inferred from the apps downloaded on a device are: religion, languages 
spoken, political preferences, relationship status. ‘ENISA, Privacy and Data Protection in Mobile Applications’ (n 
33). 
35 ibid. 
36 Article 29 Working Party, ‘Opinion 02/2013 on Apps on Smart Devices (WP 202)’ (n 28); ‘ENISA, Privacy and 
Data Protection in Mobile Applications’ (n 33).  
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prohibition for app developers to develop and submit malicious apps (containing malware or 
in any other way creating vulnerabilities for the VA); and iv) the obligation for app developers 
to comply with the GDPR in particular with regard to transparency and the right of 
information of users.37  
 
Notwithstanding this contractual regime, there are doubts concerning the effectiveness of 
the controls of Amazon and Google on the apps available in their stores.38 The German (white 
hat) hacking collective and think-tank Security Research Lab has tested the vetting process 
carried out by app stores, creating four malicious Skills and four malicious Actions. The eight 
apps, renamed by the researchers “Smart Spies”, at first sight looked like normal horoscope 
generators, but exploiting vulnerabilities in both VAs they obtained access to the passwords 
of the users and allowed for eavesdropping while the user thought the devices were not 
streaming any recording.39 All eight apps passed the security controls of Amazon and Google 
and were allowed to be included in their app stores40. This episode does not mean that no 
control at all is performed by the app stores, but it is worrying as it seems to indicate 
insufficient care and supervision.  
 
Other parties involved 
Besides the producer of the VA (which is also responsible for the API and the App store), 
manufacturers of IoT devices, and app developers, there can be other parties involved in the 
data processing when VAs are activated. Examples of these third parties can be the library 
providers, the Cloud Computing providers of some of the apps (besides the Cloud 
functionalities provided by Amazon and Google), analytics providers, advertising networks, 
communication service providers, or security service providers.  
If these third parties process exclusively on behalf and following the instructions of the app 
developer, IoT manufacturer, or VA producer, they will most likely assume the role of 
processors. If, however, they carry out additional processing for which they decide the 
purposes (and means), they will become (joint)controllers. In the case of the advertising 
network in particular, but also for any third party which carries out behavioural advertising, 
the valid consent of the data subjects should then be obtained.41 Users are, in fact, for the 
most part completely unaware of the existence of these third parties, which seems to go in 
the opposite direction than the regime envisioned by the GDPR.  
 

2. A big brain in the Cloud: purpose limitation and data minimization  
Purpose Limitation  
Voice Assistants use personal data for a wide range of purposes, as they carry out the owner’s 
commands and, at the same time, keep refining their own ‘brain’ (learning capability) in 
general. Even though the perception might be that each household has its own assistant, in 

 
37 Google - Developers Support (n 26); ‘Amazon Developer Services Agreement’ (n 26). 
38 Olaf Pursche, ‘Testing Amazon Echo Dot & Alexa App’ (AV-TEST Internet of Things Security Testing Blog) 
<https://www.iot-tests.org/2017/02/testing-amazon-echo-dot-alexa-app/> accessed 8 April 2020. 
39 Security Research Labs, ‘Smart Spies: Alexa and Google Home Expose Users to Vishing and Eavesdropping – 
Security Research Labs’ <https://srlabs.de/bites/smart-spies/> accessed 8 April 2020. 
40 ibid; Dan Goodin, ‘Alexa and Google Home Abused to Eavesdrop and Phish Passwords’ [2019] Ars Technica 
<https://arstechnica.com/information-technology/2019/10/alexa-and-google-home-abused-to-eavesdrop-
and-phish-passwords/> accessed 8 April 2020. 
41 Article 29 Working Party, ‘Opinion 02/2013 on Apps on Smart Devices (WP 202)’ (n 28). 
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fact, the reality is that there is one Alexa, a single brain, that powers all the devices. The same 
applies for Google Assistant and the others. 
 
The GDPR establishes at art. 5(1)(b) that the data collection shall occur “for specified, explicit 
and legitimate purposes”, adding that the data can only be processed further if it is 
compatible with the original purposes (with the exception of data used for archiving, public 
interest, scientific or statistical purposes). According to the Art29WP, the principle of purpose 
limitation is composed of two ‘building blocks’: the purpose specification and the compatible 
use.42  
Purpose specification means that the purposes of processing must be established by the 
controller and communicated to the data subject before the collection (or, at the latest, at 
the time the collection begins). The purposes must be compatible with the law in general 
(legitimate), and specific enough to allow: i) data subjects to predict with a sufficient degree 
of certainty what uses will their data be put to, and what consequences might derive from 
said uses; ii) an evaluation of its compliance with the law. Purposes formulated in a general 
way are not allowed. Broad, ‘umbrella’ purposes can be used, provided that the different 
processing operations falling under that purpose are not only loosely and remotely related to 
it, so that data subjects have enough information to predict the use of their data, and its 
consequences. This is particularly relevant in connection with the principle of data 
minimization: purposes that are indicated in a broad manner become a catch-all, allowing the 
collection of more data than is truly necessary for the use actually intended.43  
If a new purpose emerges following the collection, unless it reasonably derives from an 
existing one, the purpose has to be reconnected to an appropriate legal basis (and data 
subjects shall be informed). This is what is usually referred to as compatible use. According to 
art. 6(4), the compatibility of new purposes should be assessed based on44:  

(a)  the connections between the purposes (to be assessed on both formal and 
substantial level, for instance verifying whether the additional processes constitute 
logical steps implicitly necessary for the original use); 

(b) the context from which the data have been collected, as this would shape the 
expectations that the data subject might have with regard to the uses of their data, 
and their consequences (this also includes that a certain context might give life to 
expectations of a stricter confidentiality and, therefore, of more limitations on further 
processing); 

(c) the nature of the data, in particular in the case of special categories of data;  
(d) possible consequences on the data subject (which include immaterial consequences, 

such as stress or other emotional impacts, and material consequences, such as 
“situations where the processing may lead to the exclusion or discrimination of 
individuals”45 and future actions taken by third parties based on the processing of the 
personal data, as well as the unpredictability and uncertainty connected to possible 
unknown future third parties);  

(e) possible safeguards (in this regard, it should be considered that IoT technologies, 
being based on interconnection and data sharing, are inherently based on creating 

 
42 Article 29 Working Party, ‘Opinion 03/2013 on Purpose Limitation (WP 203)’.  
43 ibid. 15. 
44 ibid. 
45 ibid. 25. 
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links among data collected and, therefore, present higher risks of de-
anonymization)46.  

If the data subject gives consent to the further processing or additional purposes, the 
compatibility assessment is no longer necessary (GDPR, Recital (50)). 
The evaluation of compatibility opens the way to the possibility that legal bases different from 
consent are used to justify additional purposes: the legitimate interest of the controller or a 
third party could be the legal basis for an additional use, whose compatibility has to be 
evaluated through the abovementioned test.47 It has been pointed out that, in the age of the 
Internet of Things, this possibility has the potential to weaken the protection granted to data 
subjects:  

“The purpose limitation test has become outdated because, in the past, 
personal data was primarily a by-product of the purpose for which the data 
was collected. When we book a flight, we are requested to provide name, 
address, date of birth and bank account number. The data is a by-product of 
the service. The requirement of purpose limitation is an objective test to 
determine what data is justified for that purpose.  
Today, with developments like the IoT, records are no longer a by-product of a 
purpose, but rather, the data is collected first in order to deliver the service—
think smart homes and appliances. The purpose and the collection of the data 
then coincide.”48  

 
Data Minimization  
The principle of data minimization implies that, after having established the specific and clear 
purposes and before the collection, the controller must also identify exactly which categories 
of data will be necessary to carry out the processing based on the purposes (GDPR art. 
5(1)(c)).49  
As a rule of thumb, the personal data collected shall be considered excessive respect to the 
pre-established purposes when they: i) concern information that are irrelevant and not 
necessary; ii) concern other individuals respect to those that interest the controller; or iii) are 
collected only because there is a chance that they might become relevant in the future.50  
 
The three requisites must be evaluated on a case-by-case basis, taking into account specific 
technological and contextual circumstances. Functionally and materially, the principle of 
purpose limitation and data minimization work as standards for the evaluation of the data 
collected, in particular together with the other principles established by art. 5: the accuracy 

 
46 Nóra Ni Loideain, ‘A Port in the Data-Sharing Storm: The GDPR and the Internet of Things’ (2019) 4 Journal of 
Cyber Policy 178. 
47 Nikolaus Forgó, Stefanie Hänold and Benjamin Schütze, ‘The Principle of Purpose Limitation and Big Data’ in 
Marcelo Corrales, Mark Fenwick and Nikolaus Forgó (eds), New Technology, Big Data and the Law (Springer 
Singapore 2017). 
48 Lokke Moerel and Corien Prins, ‘On the Death of Purpose Limitation’ (2 June 2015) 
<https://iapp.org/news/a/on-the-death-of-purpose-limitation/> accessed 6 October 2020. 
49 ‘ICO’s Guide to Data Protection’ (UK’s Information Commissioner’s Office) <https://ico.org.uk/for-
organisations/guide-to-data-protection/guide-to-the-general-data-protection-regulation-gdpr/lawful-basis-for-
processing/contract/> accessed 3 April 2020. In combination with the accountability principle it also implies that 
the controller must be able to demonstrate, via the appropriate documentation, that it only collects the data 
necessary to the specified purposes.  
50 ibid.  
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of the personal data collected and the storage limitation.51 According to this latter, 
anonymised data can be retained for an indefinite duration, provided that adequate 
safeguards are in place to prevent de-anonymization. Those data for which identification is 
possible should instead be kept only as long as they are necessary to serve their purpose.52 
Personal data can be retained until they are necessary not only to the controller, but also for 
third parties, as long as the storage of the data responds to a legitimate interest, provided 
that the balancing of the rights of the data subject versus the rights and interests of the third-
party results in favour of this latter (and appropriate safeguards are in place).53   
 
Voice Assistants versus article 5 GDPR 
At first sight, VAs might appear inherently incompatible with art. 5 of the GDPR. They 
necessitate significant amounts of (personal) data to extrapolate patterns and learn, and by 
learning they might change and need new data. By learning, they might also create new 
purposes: ML, in fact, can learn to infer new data, and this can open the way to new 
capabilities, business opportunities, products or services.  
 
Consider, for instance, the case of Alexa (but the same could be said of Google Assistant) using 
NLP capabilities to understand the command and respond to the owners. In this case, there 
is a certain amount of initial data, which can be called D1 and mostly amounts to the voice 
data of the user and to certain behavioural or even biological information (defects of 
pronunciation, for instance) useful to distinguish the words pronounced. D1 is necessary to 
the software based on the purposes P1 “provide voice services”, and P2 “provide, 
troubleshoot, and improve Amazon’s Services” (indicated in Amazon’s privacy policy54). What 
happens if, following an advancement in the software, it becomes possible for Alexa to 
deduce the emotional state of the user from their choice of words, tone of voice, or other 
elements such as hesitations or breathing?55  
 
The processing necessary to carry out the emotion detection would be a new operation, to 
be evaluated based on: 
- the purposes originally established (P1 and P2); 
- potential new purposes and its legal basis (we can call this potential new purpose P3). 

The Voice Assistant might necessitate to collect and extrapolate additional data D1+x (where 
x is the additional amount of data necessary for emotion recognition).  

 
51 ER Brouwer, ‘Legality and Data Protection Law: The Forgotten Purpose of Purpose Limitation’ in Leonard 
Besselink, Frans Pennings and Sacha Prechal (eds), The Eclipse of the Legality Principle in the European Union 
(Wolters Kluwer 2011). 
52 European Union Agency for Fundamental Rights, Handbook on European Data Protection Law - 2018 Edition 
(n 7). 
53 Manni, Case-398/15, [2017], (ECLI:EU:C:2017:197) [51–53]. 
54 See ‘Amazon.Co.Uk Help: Alexa, Echo Devices, and Your Privacy’ 
<https://www.amazon.co.uk/gp/help/customer/display.html?nodeId=GA7E98TJFEJLYSFR> accessed 6 April 
2020.   
55 This is not hypothetical. The example is based on a software developed by Amazon called Alexa Hunches, cfr. 
DigiTechNews, ‘Amazon’s Alexa Can Now Act on “Hunches” about Your Behavior’ [2018] DigiTechNews 
<https://digitechnews.net/amazons-alexa-can-now-act-on-hunches-about-your-behavior/> accessed 26 
February 2020. It is also based on a similar emotion recognition patent filed by Google for its Google Home, 
cfr. Adam Clark Estes, ‘Your Worst Alexa Nightmares Are Coming True’ [2018] Gizmodo 
<https://gizmodo.com/your-worst-alexa-nightmares-are-coming-true-1826327301> accessed 20 April 2020. 
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The new data collection should respect the minimization principle based on purposes P1-2-3, 
should be accurate (and maintained as such), and should only be retained as long as they are 
necessary.  
 

Initial situation: 

 
 
After emotion recognition becomes technologically possible: 

 
Figure 2: example of further processing enabled by the AI capability of VAs. 

 
 
The range of compatible further uses/processing/purposes can be particularly wide in the 
field of ML and AI in general. This is why it is important that the formulation of the privacy 
policy or any other information provided to a data subject is specific and clear enough to allow 
the Subject to adequately predict the uses of their personal data and the deriving 
consequences. Formulations such as “Provide voice services: When you use our voice 
services, we process your voice input and other personal information to respond to your 
requests, provide the requested service to you, and improve Amazon Services”56 might imply 
several further processing and connected purposes which an average user is not able to 
envision.  
 
With regard to the elements to be considered to assess the compatibility of further processing 
(GDPR, art. 6(4)), it shall also be kept in mind that:  
- VAs are located inside the home. This means that the expectations of confidentiality 

of the data subjects are most likely very high; 
- the interaction with VAs is mainly vocal and they use the voice data to identify the 

users and connect them to pre-registered voice-profiles. This means that a great 
amount of the data collected are sensitive data; 

- VAs interact with several devices and apps from third parties, while the producers of 
VAs entertain several commercial partnerships with thousands of other companies. 
This increases the potential circulation of personal data and the unpredictability of the 
consequences for data subjects. 

 
56 ‘Amazon.Co.Uk Help: Alexa, Echo Devices, and Your Privacy’ (n 54). 
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In particular with regard to voice data, the personal data of the users might be necessary for 
an indefinite period of time due to the constant evolution of the ‘brain’ of the VA. The 
technological necessity potentially significantly undermines the effectiveness of the storage 
limitation principle. This appears to be the case with regard to the voice data of users of Alexa 
and Assistant: the recordings can be deleted from the log via the app connected to the VA, 
but, according to both companies, the deletion can cause the VA to be less efficient and less 
personalised. In this case, a trade-off appears embedded in the technology itself.  
The logs of the voice commands are kept until the data subject manually deletes them (or 
possibly even longer in the case of Amazon)57. The logs are inherently not anonymous, since 
they can be accessed by the data subject through the app of the voice assistant. It is not clear 
what this implies in practice for the storage limitation and data minimization principles: it 
would be reasonable to assume that once the ‘brain in the Cloud’ of Alexa or Google Assistant 
has learned to recognise the voice and mannerisms of an individual, the logs become less 
necessary. It is also safe to assume that the company retains data in an anonymous and 
aggregated form, but it might also be necessary to retain the identified logs in order to go 
back to them and learn additional aspects/verify new information and capabilities. 
Additionally, producers might retain personal data based on the legitimate interests of third 
parties.58 The risk is that the technological and business necessities lead to a perpetual 
storage of large amounts of identified or identifiable data.59 
 

3. Mirror, mirror on the wall: profiling and automated decisions by smart 
speakers 

Article 22 of the GDPR establishes a general prohibition60 for: “a decision based solely on 
automated processing, including profiling, which produces legal effects concerning him or her 
[Note: him or her refer to the data subject] or similarly significantly affects him or her”. The 
article serves the purpose of protecting the interests of individuals and strengthens the 
accountability of controllers vis-à-vis data subjects. It aims at allowing individuals to control 
what kind of information about themselves influences the profiles and decisions that other 
entities make about them. At the same time, it betrays a certain fear that said entities, in 
relying too much on automated decisions, might introduce in the decisional process biases or 
mistakes.61  

 
57 Alfred Ng, ‘Amazon Alexa Transcripts Live on, Even after You Delete Voice Records’ (CNET) 
<https://www.cnet.com/news/amazon-alexa-transcripts-live-on-even-after-you-delete-voice-records/> 
accessed 6 April 2020. 
58 Data retention for investigative purposes is outside of the scope of this paper. However, especially in the 
light of episodes occurred in the United States in which authorities obtained judicial warrants to review the 
logs of Amazon Echo devices in the context of murder investigations, an exploration of the role of VAs with 
regard to data retention, and its possible regulatory regime might become relevant in the near future. 
59 ‘EDPS, TechDispatch #1: Smart Speakers and Virtual Assistants’ (19 July 2019) <https://edps.europa.eu/data-
protection/our-work/publications/techdispatch/techdispatch-1-smart-speakers-and-virtual_en> accessed 15 
April 2019. 
60 The matter was debated until the Article 29 Working Party clarified the nature of the provision. Cfr. Article 29 
Working Party, ‘Guidelines on Automated Individual Decision-Making and Profiling for the Purposes of 
Regulation 2016/679 (WP 251rev.01)’ 251. The Guidelines have been endorsed by the European Data Protection 
Board (EDPB), which should make them compatible with Recital (72) of the GDPR. Recital (72) assigns, in fact, to 
the EDPB the duty to provide guidelines concerning profiling and the GDPR regime.  
61 These rationales have been explicitly indicated by the European Commission with regard to art. 15 DPD, 
which represents the antecedent of art. 22 GDPR. Due to a lack of explanations of the rationales of art. 22 in 
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The GDPR provides for two different regimes regulating profiling and automated decisions: 
the general one, applicable to all automated decision-making and profiling (which is the same 
for all processing activities in general), and the specific discipline of art. 22 for decisions and 
profiling activities solely based on automated processing, producing legal or similarly 
significant effects.  
 

 
Figure 3: a visual summary of profiling and automated decisions in the GDPR. 
 
Profiling & Automated decisions in the GDPR 
In the GDPR profiling is: “any form of automated processing of personal data consisting of the 
use of personal data to evaluate certain personal aspects relating to a natural person, in 
particular to analyse or predict aspects concerning that natural person’s performance at 
work, economic situation, health, personal preferences, interests, reliability, behaviour, 
location or movements” (art. 4(4)). In other words, for the GDPR profiling is an evaluation of 
the individual, in the light of a pre-established purpose.62 More specifically in relation to art. 
22, the definition above is integrated with the circumstance that the evaluation of the 
personal aspects produces legal or similarly significant effects.63 The definitions of profiling 
do not establish limitations based on its application and purposes, and those listed by art.4 
are mere non-exhaustive examples of possible uses. It is also reasonable to assume that 
profiling emerging as secondary by-products from data processing also falls within the scope 
of the GDPR.64 

 
the preparatory works to the GDPR and to the similar (although not identical) content of the provisions, it is 
safe to assume the rationales for art. 15 DPD remain valid for art. 22 GDPR. Cfr. Isak Mendoza and Lee A 
Bygrave, ‘The Right Not to Be Subject to Automated Decisions Based on Profiling’ in Tatiani Synodinou and 
others (eds), EU Internet Law: Regulation and Enforcement (Springer 2017).  
62 ibid. 
63 Profiling for public safety and police reasons falls outside of the scope of the GDPR, and naturally out of the 
scope of art. 22 too. 
64 Mendoza and Bygrave (n 61). 
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The other activity regulated by art. 22 is automated decision making, consisting of taking a 
decision based (solely) on technical means, without human intervention. Automated 
decisions can follow from (or be based on the results of) profiling or can be independent from 
it. They can be based on any type of data, including inferred or derived data.65 The Art29WP 
has highlighted, in this regard, how the human involvement sufficient to exclude the 
automation of the decision-making process shall translate into a concrete capability to 
influence the decision, not consist of mere formalities or rubber-stamping.66  
 
Legal or similarly significantly affecting effects 
An important element of art. 22 vis-à-vis Voice Assistants is what constitutes exactly a 
similarly significant effect. The Art29WP provided some guidance on the matter, affirming 
that the effects must have serious impacts to fall within art. 22. With regard to the legal 
effects, the Art29WP defines them as those detrimental for fundamental rights and freedoms, 
civil rights, but also a legal status or right deriving from contracts and obligations. The 
examples given are automated decisions resulting in the cancellation of a contract, denial of 
a social or welfare benefit, or denial of access to a country or of citizenship.67  
 
Having legal effects as a baseline, the Art29WP affirms that ‘similarly significantly affecting 
effects’ imply that even if the legal position of the data subject is not affected by the 
automated decision, this latter impacts a certain area of life in a way that, due to its 
importance (the significance) can be compared to that of a legal status.68  
The impact of a decision should be mapped against the “circumstances, behaviour or choices 
of the individuals concerned”69; the presence of effects that are prolonged or even 
permanent, or results in the discrimination or exclusion of the subject also are considered by 
the Art29WP as impacting an important area of life. The Art29WP also provides for a list of 
examples of decisions that potentially fall within art. 22, such as those concerning financial 
circumstances, health services, employment, education, or price differentiation if it results in 
impeding the purchase of certain goods or services.70 It remains unclear whether emotional 
or psychological effects (which might derive from a discriminatory automated decision) might 
also be included in the provision.71 
 
In the context of targeted advertising, the Art29WP (and part of the doctrine)72 affirms that 
as a general rule it is unlikely that it might have significant effects. However, additional criteria 
to evaluate whether it does have similar significant effects can be: 
- “the intrusiveness of the profiling process, including the tracking of individuals across 

different websites, devices and services; 

 
65 Article 29 Working Party, ‘Guidelines on Automated Individual Decision-Making and Profiling for the 
Purposes of Regulation 2016/679 (WP 251rev.01)’ (n 60). 
66 ibid. 
67 ibid. 
68 The impact should be “non-trivial”, according to Mendoza and Bygrave (n 61). 
69 Article 29 Working Party, ‘Guidelines on Automated Individual Decision-Making and Profiling for the 
Purposes of Regulation 2016/679 (WP 251rev.01)’ (n 60) 21.  
70 Article 29 Working Party, ‘Guidelines on Automated Individual Decision-Making and Profiling for the 
Purposes of Regulation 2016/679 (WP 251rev.01)’ (n 60). 
71 Mendoza and Bygrave (n 61). 
72 Lee A Bygrave, Karen Yeung and Martin Lodge, ‘Minding the Machine v2.0: The EU General Data Protection 
Regulation and Automated Decision Making’, Algorithmic Regulation (Social Science Research Network 2019). 
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- the expectations and wishes of the individuals concerned; 
- the way the advert is delivered; or 
- using knowledge of the vulnerabilities of the data subjects targeted.”73  

With regard to minorities and vulnerable groups, the Art29WP opens the way to an extensive 
interpretation of art. 22, taking into account that decisions that might not significantly affect 
individuals in general, can nevertheless have detrimental effects on minorities or vulnerable 
groups. The example given in this regard describes how “someone known or likely to be in 
financial difficulties who is regularly targeted with adverts for high interest loans may sign up 
for these offers and potentially incur further debt”74.  
The Art29WP also acknowledges how “Similarly significant effects could also be triggered by 
the actions of individuals other than the one to which the automated decision relates”75. Even 
though the Art29WP does not further elaborate on this point, this acknowledgement might 
open the way to interpreting art. 22 as a protection from negative effects deriving not only 
from the processing of data that are personal strictu sensu, but also of those data resulting 
from profiling of other individuals: 

“Hypothetically, a credit card company might reduce a customer’s card limit, 
based not on that customer’s own repayment history, but on non-traditional 
credit criteria, such as an analysis of other customers living in the same area 
who shop at the same stores. This could mean that someone is deprived of 
opportunities based on the actions of others. In a different context using these 
types of characteristics might have the advantage of extending credit to those 
without a conventional credit history, who would otherwise have been 
denied”76.  

The general prohibition established by art. 22(1) is mitigated by a set of exemptions, to be 
interpreted narrowly. If the automated decision or profiling is necessary for entering into, or 
for the performance of, a contract, or is based on the explicit consent of the data subject, the 
general prohibition does not apply, provided that the controller establishes appropriate 
safeguards to protect the fundamental rights and freedoms of the data subject. Among these 
safeguards, art. 22(3) expressly mentions the right of data subjects “to obtain human 
intervention” (so called “human in the loop”) from an individual with the authority and 
capability to intervene on the decision, to contest the decision and express their point of view. 
Recital (71) also includes among the possible appropriate safeguards the right to information 
and to obtain an explanation77 on how a decision was reached following the human 
intervention.  

 
73 ibid. It should be noted how this interpretation of the Working Party addresses only certain forms and uses 
of behavioural advertising, not behavioural advertising in general. Margot Kaminski, ‘The Right to Explanation, 
Explained’ (2019) 34 Berkeley Technology Law Journal. 
74 Article 29 Working Party, ‘Guidelines on Automated Individual Decision-Making and Profiling for the 
Purposes of Regulation 2016/679 (WP 251rev.01)’ (n 60) 22.  
75 Article 29 Working Party, ‘Guidelines on Automated Individual Decision-Making and Profiling for the 
Purposes of Regulation 2016/679 (WP 251rev.01)’ (n 60). 
76 ibid 22. 
77 A debate concerning what should be a meaningful explanation of a decision taken by an algorithm is 
currently ongoing. Part of the debate has also focused on whether the GDPR, with said provisions, creates a 
right to explanations for data subjects, and whether such right implies the information to be provided ex ante 
or ex post. For an excellent reconstruction of the origin and evolution of the debate, see Andrew D Selbst and 
Julia Powles, ‘Meaningful Information and the Right to Explanation’ (2017) 7 International Data Privacy Law 
233.  
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Articles 13(2)(f), 14(2)(g) and 15(1)(e) GDPR, establishing the information to be provided to 
the data subject (either at the moment the data is collected or obtained by a third party, or 
upon request of the data subject), also include information about automated decisions and 
profiling. Articles 13(2)(f), 14(2)(g) oblige the data controller to inform the data subject that 
an automated decision or profiling will be carried out (the information is therefore assumed 
to be given ex ante), to provide the data subject with “meaningful information about the 
logic”78 of the decision and with an explanation of the envisaged consequences and the 
significance of the decision. art. 15(1)(e) contains the same obligation for the controller, but 
it requires the activation of the subject and it is not a general obligation (most likely in the 
case of art. 15 the data subject would request explanations on a decision that has already 
been taken).  
 
Ok Google, what will you decide next? 
It is safe to assume that the activities carried out by Google Assistant, Amazon Alexa, and all 
the interconnected services of the Google and Amazon galaxies include, to be precise require, 
certain amounts of automated decisions and profiling.  
Profiling is what puts the ‘personal’ touch in Voice Assistants. VAs build profiles of each user: 
the voice profiles recognise who is talking; the ‘identikit’ of the individual is integrated with 
information taken from the account (billing address, device address, credit card, date of birth, 
telephone number and email address, and so on). The identikit is then enriched with 
information obtained from cross-device and online tracking: chat and email conversation, 
music and video consumption, online shopping, most frequent temperature or light settings, 
time of activation of connected devices, websites visited, images seen, status posted (or 
written and not posted) on social networks, etc. These data are obtained, often inferred, via 
various profiling activities.  
 
Processing these data allows VAs to understand each user better, to offer more and more 
satisfactory interactions (i.e. to complete tasks seamlessly and successfully with the minimum 
amount of effort by the users). It is functional for the adoption of automated decisions: what 
advertising to show, what products to suggest, what playlist to play, what personal contact to 
call, what suggestions to show on YouTube, what news to recite, and so on. These decisions 
regard small, trivial, daily activities, like entertainment or grocery shopping. On its own, each 
of these multiple small decisions seems unlikely to have significant detrimental effects on 
individuals. These decisions are the result of profiling, as such subject to the general regime 
of the GDPR, but due to the lack of significant impact they fall outside of the scope of art. 22.  
 
Based on the general regime of the GDPR for processing, if consent is used as a legal ground 
for some of the processing activities concerning the profiling and automated decisions taken 
by a VA, the controller must make sure that the data subject is given all the information 
necessary to adequately envision the possible consequences of said profiling/automated 
decisions. It shall be pointed out that the privacy policies of both Amazon and Google do not 
appear to explicitly mention, at the time of writing, that automated-decisions or profiling 
activities might be carried out based on the personal data of their users. Google does include 
the specification that advertisement personalization is not carried out based on sensitive 

 
78 Article 29 Working Party, ‘Guidelines on Automated Individual Decision-Making and Profiling for the 
Purposes of Regulation 2016/679 (WP 251rev.01)’ (n 60).  
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information, but no clear and unequivocal notion is given about automated decisions or 
profiling (that is present, instead, in the privacy policy of Apple).  
 
Still with regard to legal bases, the profiling and automated decisions are reasonably 
necessary to perform the contract between the producer of a VA and a user. The services 
offered by the producers of VAs require profiling. It is also likely that the legitimate interest 
of the controller or a third party can offer an appropriate legal ground for the 
processing/automated decisions. However, as suggested by the Art29WP79, elements such as 
the level of detail of the profile and its comprehensiveness must be considered when 
recurring to this ground for processing. In other words, not all the processing activities of 
which profiling consist can be justified by the legitimate interest, due to the granular, 
intensive profiling at the basis of VAs functioning that might not pass the balancing exercise 
necessary, especially if safeguards appropriate to the protection of the home – the sanctuary 
of private life – with the privacy expectations it brings are not in place. While the intrusive 
processing necessary for profiling might be justified in the light of offering the service, it might 
not for the purpose of tracking and marketing activities that derives from said profiling.  
 
There is also another aspect to discuss. With VAs leading the smart home revolution, does the 
assumption that only one single decision/profiling activity generates significant detrimental 
effects still hold? Is it still reasonable for the regulator to only look for a straight, direct 
connection between one automated decision or one profiling activity and adverse 
consequences? The smart home ecosystem offers a new angle on the matter. The 
technological complexity and the business landscape populated with multiple actors bring 
forward the possibility that the damage to the fundamental rights and interests of individuals 
might derive from the cumulated effect of a myriad of small decisions.  
 
Imagine being subject to price discrimination on a consistent amount of smaller daily 
purchases for medium and long terms (one year, five years, or more). The price discrimination 
might not be significant on each individual purchase, but the accumulation of all the 
purchases can add to consistent amounts. And the price discrimination might not be 
performed by only one actor: the various controllers operating in the ecosystem of apps and 
connected devices profile the users of VAs, sometimes even selling the profiles or the inferred 
data to third parties. Over time and across different actors, profiling can insert the individual 
into an environment (both online and offline) that is constantly adjusted and optimised… but 
that might optimise harms too. Multiple, frequent, small decisions on the optimization of the 
temperature of a room, on news listened to, on purchases, and so on, can add up in the 
medium and long-term leading to important effects on individuals, their finances, their 
properties, ultimately their agency and dignity. Over time, the diffusion of IoT and smart 
infrastructures, the blurring of the boundary between offline and online, and the more and 
more refined capabilities offered by AI (like the abovementioned emotion detection) might 
increase the magnitude of the risk coming from multiple, small, daily decisions. 
 
The Art29WP has already put forward very advanced positions concerning targeted 
advertising, looking at more nuanced and collective aspects of Data Protection. Nevertheless, 
the cumulative effects of multiple small, automated decisions/trivial profiling are currently 

 
79 ibid. 
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not contemplated by the lettering nor by the interpretation of art. 22 given by the Art29WP 
and has not yet been investigated by any national DPAs or by judicial authorities.  
 

4. Designed to be smart: data protection by design and by default 
The idea behind Data Protection by Design and by Default is that the implementation of the 
principles and rules of the GDPR has to be embedded at both technical and organizational 
level into the products and their producers’ business structure. In the case of VAs this implies 
that art. 25 operates at the level of the design of the hardware elements, the level of the 
‘brain’, e.g. the Alexa or the Assistant in the Cloud, and at the level of the company, 
respectively Amazon and Google.  
 
According to art. 25(1) of the GDPR, controllers must use appropriate technical and 
organizational measures (based on the state of the art, costs, on the nature, context, purpose 
and scope of the processing, and on the risks it poses to individual rights) to implement the 
principles and requirements of the GDPR in an effective manner. The article establishes an 
obligation of result, meaning that the controller’s responsibility does not stop at carrying out 
the obligation in a satisfying manner, but includes achieving the result of providing data 
protection by design/default.80 The obligation of the controller also covers the entire lifecycle 
of a product or service, from the concept and development, to as long as the processing is 
ongoing, if not even longer, depending on the business model (GDPR, Recital (78)).  
Technical and organizational measures include methods or measures such as 
pseudonymization, anonymization, transparency, but also “internal policies” (GDPR, Recital 
(78)), “business strategies and other organisational-managerial practices”81. In the absence 
of more detailed guidelines on the subject, doubts arise regarding whether the organizational 
measures should go as far as including the very structure of a company, its ‘organigram’ and 
division into departments and offices, the division of tasks and, even more importantly, the 
information flows82 among departments and offices.  
Additional technical and organizational measures are also listed by art. 32 of the GDPR. 
Although this latter focuses solely on the obligation of the controller to ensure the security of 
the data and the processing, the combination of both art. 25 and art. 32 implies a set of 
actions to be undertaken by the controller (at its discretion, based on the evaluation of risks). 
In the system of the GDPR, art. 25 goes hand in hand with the provisions concerning the 
security and integrity of personal data (art. 32).  
 
The second paragraph of art. 25 introduces the concept of data protection by default as an 
implementation of the principle of data minimization: the controller should ensure via 
technical and organizational measured that the products or services, besides being designed 
based on the principles of the GDPR, are also made available to individuals with all default 
options set on the safest and most personal-data-protective option, at least with regard to 
the principles of data minimization, purpose limitation, storage limitation, and transparency.  

 
80 Lina Jasmontaite and others, ‘Data Protection by Design and by Default’: (2018) 4 European Data Protection 
Law Review 168.  
81 Lee A Bygrave, ‘Data Protection by Design and by Default: Deciphering the EU’s Legislative Requirements’ 
(2017) 4 Oslo Law Review 115.  
82 For a definition of information flow and an overview of how they can be modelled, see Christopher Durugbo, 
Ashutosh Tiwari and Jeffrey R Alcock, ‘Modelling Information Flow for Organisations: A Review of Approaches 
and Future Challenges’ (2013) 33 International Journal of Information Management 597. 
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Voice Assistance and data protection by design: between trade-offs and new developments 
With regard to the technical measures for the implementation of Data Protection by Design 
and by Default in Amazon Echo and Google home, some general remarks can be made, leaving 
temporarily aside more detailed and in-depth analyses.  
Preliminarily, it should be pointed out that the exact amount of storage capability of Amazon 
Echos and Google Homes is not clear, neither it is clear the amount of processing occurring in 
loco. From a document exchange occurred during a trial in the United States between a public 
prosecution office and Amazon, some experts have deduced that there is a minimum storage 
capability in the device which allows for activity logs to be registered on it. This is, for instance, 
the position of the U.K.-based NGO Privacy International, following an access request made 
by them to Amazon. The communications between Privacy International and the company, 
published by the former, reveal that some, minimum, local storage occurs:  

“What data is held on the Echo Dot which is not uploaded to the cloud i.e. in 
addition to usage logs? 
As mentioned, the amount of data that Echo Dot devices store locally is limited. 
Some data uses small caches that are constantly overwritten, such as our on-
device technology for detecting the “wake word” and device logs. Other data 
is retained on the device, such as information about the customer’s Wi-Fi 
network, the wake word the customer has configured for their device (“Alexa,” 
“Echo,” “Amazon,” or “Computer”), and alarms the customer has set. 
Customers are able to view and change their device settings in the Alexa app. 
Is it possible for the owner of the device to obtain and view the data held 
locally, when it has not been either uploaded to the cloud or extracted upon 
request by Amazon? 
No, the owner of the device generally does not have access to this cache. 
Is it possible for the owner of the device to delete that data without a request 
to Amazon? 
Yes, the owner of the device may perform a factory reset by following the 
instructions at [link in original]”83  

Very low storage and processing capability in the device imply by design a less-ideal level of 
protection84, since all information and processing have to be transmitted via a network (e.g. 
the Internet) and processed via Cloud computing. With regard to the little information stored 
in loco, data subjects appear to not be adequately informed of their existence, and to not 
have access to them (while authorities might, possibly with a warrant).  
 
It is important to highlight that some features of the proprietary smart speakers of Amazon 
and Google show proactive compliance with data protection by design. The hard-wired mute 
buttons of the microphones, the voice-profiles recognizing only the owners, and the solid 
encryption protocol of both devices are examples of good compliance. On the opposite, the 
debug pads on the bottom and the default off setting of the purchase pin code (Echo), and 
the API gap and frequent errors in the wake word detection (Home), are examples of areas in 
which the compliance with Data Protection by Design and Default and security provisions 
needs to be evaluated carefully. In this regard, it shall be noted that art. 25 establishes the 

 
83 ‘The Mystery of the Amazon Echo Data’ (Privacy International, 17 April 2019) 
<http://privacyinternational.org/news-analysis/2819/mystery-amazon-echo-data> accessed 17 January 2020. 
84 Loideain (n 46) 19–20. 
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obligation for the controller to evaluate the risks to the rights and freedoms of individuals. 
The potential risks deriving from VAs are significant, due to their intensive data processing 
and their placement inside the home: the individual rights and freedoms affected in this case 
include not only privacy and data protection, but also the right not to be discriminated, as 
well as self-determination and the dignity of individuals in general.  
 
Other features of these devices are also inevitably lying in a grey zone. Either due to inherent 
factors or due to the state of the art in the sector, tensions can arise between VAs and artt. 
25 and 32 of the GDPR.85 An example of these inevitable tensions is the case of the issues 
deriving from the wide range of VAs auditive sensors, which is necessary for the device to 
receive orders when the owner is in another room. The powerful sensors might allow 
unauthorised individuals outside of the house to activate the VAs. In this regard, a case-by-
case evaluation might help solving specific issues that might arise between the producers of 
VAS and individuals, while in the long term the GDPR might help steering the development of 
the sector towards a more data protection and security friendly development. 
 
What happened when the world discovered Amazon, Apple, and Google employees are 
listening. 
Article 25 of the GDPR applies to VAs with regard to the hardware and software design, but 
also to the business model of the producers and, as explained, their organization. In relation 
to this aspect, the case of Amazon, Apple, and Google’s employees listening to snippets of 
conversation from the users of Echo or Home poses a problem. In the Spring of 2019, in fact, 
it was disclosed that former employees of the three multinationals or of their contractors 
listened to and analysed snippets of registrations from the devices of users, to fix errors in 
the Natural Language Processing.86 In the case of Amazon, employees and contractors 
affirmed to have had access even to information that allowed the identification of the people 
being recorded, including the home address at which the devices were registered.87 
The practice, while common in the sector, was not expressly mentioned by the privacy policies 
of the companies and generated a scandal that led to the companies creating an opt-in (or, in 
the case of Amazon, opt-out) system for those users willing to have the snippets analysed by 
humans. From the perspective of art. 25, the practice was problematic. Article 25 expressly 
mentions pseudonymization as one of the possible measures to be implemented to comply 

 
85 ‘EDPS, TechDispatch #1: Smart Speakers and Virtual Assistants’ (n 59). 
86 Cfr. Matt Day, Giles Turner and Natalia Drozdiak, ‘Amazon Workers Are Listening to What You Tell Alexa’ 
Bloomberg.com (10 April 2019) <https://www.bloomberg.com/news/articles/2019-04-10/is-anyone-listening-
to-you-on-alexa-a-global-team-reviews-audio> accessed 20 April 2020; Matt Day, Giles Turner and Natalia 
Drozdiak, ‘Thousands of Amazon Workers Listen to Alexa Users’ Conversations’ Time 
<https://time.com/5568815/amazon-workers-listen-to-alexa/> accessed 20 April 2020; Mary Hanbury, ‘Google 
says its workers are listening to and transcribing your Google Assistant commands’ [2019] Business Insider 
Nederland <https://www.businessinsider.com/google-workers-listen-to-google-assistant-commands-2019-7> 
accessed 20 April 2020; Jay Peters, ‘Apple Contractors Were Allegedly Listening to 1,000 Siri Recordings a Day 
— Each’ [2019] The Verge <https://www.theverge.com/2019/8/23/20830120/apple-contractors-siri-
recordings-listening-1000-a-day-globetech-microsoft-cortana> accessed 20 April 2020; Todd Haselton, ‘Apple 
Suspends Program That Let Its Employees Listen to Your Siri Recordings’ [2019] CNBC 
<https://www.cnbc.com/2019/08/02/apple-suspends-program-that-let-employees-listen-to-siri-
recordings.html> accessed 20 April 2020. Some of the episodes allegedly were discovered in the United States 
(Amazon and Apple), while the episode concerning Google refers to Belgium and The Netherlands.  
87 Day, Turner and Drozdiak (n 86). The access to the identifiers of the devices appears to have been 
withdrawn following the scandal. 
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with the Data Protection by Design requirement. This measure has to be interpreted in two 
ways, since it “has not only to be technically implemented in data protection systems, but 
also to result in organisational measures, such as management of access rights for the 
personnel that has access to the key of the pseudonymised data.”88 
This interpretation of pseudonymization highlights a lack of compliance of Amazon, whose 
employees listening to anonymised snippets of conversations (allegedly) had access to 
identifiers of the device, or even to its home address. As it is not clear whether this 
information was essential for the task assigned to the employees (solving conflicts and errors 
deriving from NLP), it can be affirmed that, if what the employees and former employees 
affirmed is true, a measure should have been taken to implement better pseudonymization 
at organizational level, and not only at technical level. The opt-out mechanism introduced by 
Amazon after the scandal also appears not compliant with the principle of Data Protection by 
Default, which requires the default option to be the most protective. In this, the opt-in 
mechanism chosen by Google appears preferable.  
 
Apple’s Siri, while it was also involved in the scandal, features a stronger design protection. 
All the vocal commands are encrypted on the device, before being sent to Cloud (and the 
identifier associated with each is randomly generated). This makes identifying the users 
almost impossible, even in the case in which employees or contractors listen to snippets of 
conversations or logs. This, however, might also be one of the reasons why Siri’s capabilities 
appear still lagging respect to those of Alexa and Google Assistant.89 
 
Conclusions 
The ecosystem of IoT, smart devices, and Internet platforms revolving around Voice Assistants 
inserts individuals into a physical and online environment in which their lives and personalities 
are harvested for data on a daily basis.90 In this context, the application of the GDPR becomes 
of fundamental importance to protect the rights and interests of the individuals interacting 
with Voice Assistants. At the same time, the technological features and the ways in which the 
sector is organised exacerbate some existing data protection issues and pose new ones. As 
anticipated, there are many interesting or even problematic aspects of the application of the 
GDPR to Voice Assistants, and this paper can only offer a bird-eye view of some of them. 
 
It shows that the existing case-law of the CJEU, as confirmed by the EDPB, on the identification 
of controllers and processors gives life to doubts when applied to VAs: are the owners 
controllers too, vis-à-vis the personal data of their guests, as by owning and using a Voice 
Assistant they trigger the processing? Furthermore, with interconnected technologies 
powered by a multitude of mutual services, it is difficult to distinguish controllers from 

 
88 Jasmontaite and others (n 80) 174.  
89 Adam Clark Estes, ‘The Terrible Truth About Alexa’ Gizmodo <https://gizmodo.com/the-terrible-truth-about-
alexa-1834075404> accessed 20 April 2020. 
90 On the effects of commercial surveillance on individuals and on datafication of identity cfr. Julie E Cohen, 
Configuring the Networked Self. Law, Code, and the Play of Everyday Practice (Yale University Press 2012); 
Mireille Hildebrandt, ‘Privacy as Protection of the Incomputable Self: From Agnostic to Agonistic Machine 
Learning’ (2019) 20 Theoretical Inquiries in Law 83; Zizi A Papacharissi, A Private Sphere: Democracy in a Digital 
Age (Polity Press (Cambridge) 2010); Zuboff, Shoshana, The Age of Surveillance Capitalism: The Fight for a 
Human Future at the New Frontier of Power (Public Affairs 2019). 
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processors, especially when every developer and manufacturer has to abide to the terms and 
conditions of a proprietary API.   
 
With regard to the purpose limitation and data minimization, it is discussed how the Natural 
Language Processing, the very voice of Voice Assistants, implies indeterminate storage. This 
occurs in combination with broad and vaguely formulated purposes and the collection of a 
wide range of data, sensitive data in particular, due to the use of voice for the biometric 
identification of users. The application of art. 5 of the GDPR is potentially hindered by a vicious 
circle: the more Voice Assistants talk with their users, the more the AI powering them opens 
the way to new capabilities, the more additional and connected purposes might emerge, the 
more data are necessary to the VA, and so on.  
 
This paper also points out that a reflection is necessary about the prohibition of automated 
decisions and profiling. The GDPR refers to a single decision, important enough to have legal 
or similarly significantly affecting effects. VAs, however, might pose an equal threat to the 
rights of data subjects due to the accumulation of hundreds of small, daily decisions, whose 
combined effect might also affect the users deeply. The more popular these smart home 
ecosystems become, the more individuals will be surrounded by an environment in which 
several decisions will be automated and based on profiling: the cumulative, long-term effects 
of this might pose the same – if not greater – risks than those posed by a single decision of 
bigger magnitude. 
 
Finally, in the context of data protection by design and by default, the inherent features of 
VAs also pose some questions. The predominant use of Cloud computing with minimal in loco 
processing, the many vulnerabilities created by every IoT and smart device connected to the 
smart ecosystem, the power of the sensors, capable of catching sounds and images from 
outside the home, all present inevitable trade-offs: they are necessary to provide the 
convenient and personalised services of the Voice Assistant, while also contributing to 
weaken the compliance of VAs with art. 25 of the GDPR.  
 
The issues presented herein are only the beginning: the rate of adoption of VAs and other IoT 
home devices is constantly growing, and with it the AI-powered possibilities for companies to 
surveil and predict individual behaviours inside their private sphere. As predicted by Bill Gates 
in 2007, soon there will be “a robot in every home”91: a careful scrutiny, by European and 
national authorities, of Voice Assistants and their compliance with the GDPR will probably 
become not only auspicable, but most likely inevitable.  
 
 
 
  

 
91 Bill Gates, ‘A robot in every home’ Scientific American, January 2007. 
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