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12
Information Systems, Big Data 

and Knowledge Landscapes

Piek Vossen and Antske Fokkens

 Introduction

In this chapter, we describe technical approaches that aim to address the 
challenges involved in finding accurate and up-to-date information. We 
focus on two challenges: the challenge of finding all relevant information 
and the challenge of determining the reliability of this information that 
might then form the basis of reliable knowledge.

The constant flow of information and the speed with which new things 
are discovered and shared bring many opportunities but also challenges. 
The Internet provides considerable information about topics such as 
health but also a lot of information that is less reliable or even false and 
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dangerous. The process through which people navigate knowledge land-
scapes is complex. Yet this book not only seeks to understand how this 
happens but also to provide methods to make this process more socially 
robust. As part of this, it is worthwhile to examine the potential contribu-
tions of current technical solutions for navigating available information. 
The first challenge, the challenge of finding relevant information, can be 
addressed by natural language processing (NLP) technologies that pro-
cess text automatically and extract information from them at a highly 
detailed level. This includes the topic of the text, what is being claimed 
about this topic, by whom and based on what evidence. We describe the 
system architecture of tools providing this information and report on the 
accuracy of the technologies involved according to the latest state of 
the art.

The second challenge, the challenge of determining the transparency 
of the information found, can be addressed by representing the automati-
cally extracted information using the Grounded Representation and 
Source Perspective (GRaSP) framework (Fokkens et  al. 2017). The 
GRaSP framework is specifically designed to connect information from 
various sources. It maintains a clear registry of the sources of information 
and their perspective on the content. This does not only include the arti-
cle the claim came from but also the sources that are mentioned in this 
article and their positions with respect to claims. Who was quoted in the 
article, what do they believe or claim and what does the author believe? 
What authorities were referred to? Which scientific studies were men-
tioned? GRaSP allows people to verify the original sources of claims, 
compare opposing views and positions and find out more about the 
sources behind a specific point of view. In other words, GRaSP provides 
people with more explicit information to judge the context and validity 
of individual claims and to obtain a more transparent overview of the dif-
ferent perspectives taken. The chapter offers, therefore, some important 
practical steps that can be taken in navigating the knowledge landscape 
more assuredly by deploying the NLP approach.

We illustrate how the technologies and representation format work 
and their current performance through the analysis of the online vaccina-
tion debate. People debate the pros and cons of vaccination since it was 
first conceived. Today, the debate is as vivid as it was back then, but the 
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media have changed completely as discussions take place on the Internet 
and involve many more people and new ways of interacting and new 
modes for searching for and sharing information. There are a number of 
reasons to focus on the vaccination debate: (1) the topic is relatively 
focused as it mainly concerns the positive and negative effects of vaccina-
tion which makes it relatively easy to trace the content of the debate; (2) 
the debate is heated and involves a wide range of arguments and emo-
tions and consequently different and complex ways of expressing these 
perspectives; (3) different truths, knowledge and information are spread 
within distinct filter bubbles; (4) the debate is relevant because it con-
cerns the public health as well as the individual health and (5) the impact 
can partially be measured independently in terms of the vaccination cov-
erage in different regions and periods in time.

This chapter is structured as follows. We first define the primary con-
cepts in information, knowledge, communication and natural language 
expression in relation to specific knowledge exchange on online debates. 
We then introduce the GRaSP framework illustrating how this allows us 
to model differences in perspectives on a global and detailed level. 
Subsequently we provide an overview of NLP technologies that aim at 
extracting these perspectives automatically from text. We then go on to 
describe a data set on the vaccination debate that is currently under devel-
opment and will allow us to assess how well these technologies perform 
when they are combined for one specific use case. We then conclude with 
a summary of the main points raised in this chapter.

 Information, Knowledge Communication 
Through Natural Language on the Web

Information and knowledge are often used interchangeably, but as is 
argued in the Introduction to this book and in other chapters, it is impor-
tant to make a distinction between the two. In this chapter, we do not use 
knowledge in its literal sense: knowing about something but in the sense of 
generalised understanding of how things work. We thus assume that knowl-
edge is more generalised, rationalised and predictive than information. 
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Whereas people can be informed about specific cases of measles in spe-
cific places and moments in time, this information becomes knowledge 
when it is generalised to a categorial level and has predictive and explana-
tory value, for example, that certain people are more perceptual about the 
possibility of catching measles under certain conditions. As such infor-
mation tends to address states of individuals that can change over time 
while knowledge tends to be associated with categories of things and pos-
sible states or relations. From a knowledge engineering point of view, 
knowledge focusses on the (formal) ontology of different things that can 
be out there and what is possible in the world (e.g. dinosaurs), whereas 
information focusses on what is the case and is observed in the current 
world (e.g. the current population of polar bears). Information can there-
fore be used to populate an ontology with instances and actual relations.

We expect reports to mainly contain information, because it is new 
and relevant. Opinions and emotions expressed by people can be consid-
ered as a form of information as well, as these inform us about their cur-
rent inner state or state of mind. Knowledge accumulates slower and after 
some filtering or aggregation of evidence. In other words, we tend to base 
knowledge on logical reasoning and authorised evidence, and it is on the 
basis of this that personal or wider group action can be taken.

It should be noted though that, just like information can be false, 
knowledge can turn out to be incorrect. The difference between informa-
tion and knowledge is, moreover, not always clear-cut. The intertwined 
relation between information and knowledge is what makes sharing and 
exchanging knowledge through the web and social media complex and 
often non-transparent: do people disagree about the number of deaths 
because of measles or about individual cases or do they disagree about the 
actual cause, the possible explanations or the evidence for these explana-
tions? Furthermore, what does one believe and trust, how is evidence 
provided and is it cited correctly? What are the motivations of sources of 
information? The answers to these questions are often hidden and diffi-
cult to derive from the vast volume of dispersed information and knowl-
edge that is posted on the web.

In case of debates on topics such as vaccination, we typically see that 
people mix information and knowledge. At the same time, they are very 
selective with respect to the information and knowledge they use in their 
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communication. There are two possible explanations for this. First, peo-
ple may (possibly unconsciously) only care about knowledge and infor-
mation that fits their perspective. Second, they may not have an overview 
of all available knowledge and information, nor what different viewpoints 
exist and how they relate to available information. Both of these factors 
are likely to be shaped by the wider cultural resources and networks (on- 
and offline) within which people are embedded or entangled.

The following examples from the vaccination debate show two extreme 
positions in the debate and the way these are framed. In (1) Brian Shilhavy 
quotes an authority (Dr. and director of an official government body) 
stating that there have been no measles deaths in the US to argue that 
measles is not dangerous. In (2), the original Associated Press article from 
which the quote is taken argues the opposite that measles is dangerous 
and it is only a matter of time that the first people will be killed in the US 
despite there being no deaths in ten years.

 (1) Source: http://vaccineimpact.com/2015/zero-u-s-measles-deaths-in-
10-years-but-over-100-measles-vaccine-deaths-reported/. Website: 
Vaccination Impact. Author: Brian Shilhavy:

According to a statement made by Dr. Anne Schuchat, the director of 
CDC’s National Center for Immunization and Respiratory Diseases, in an 
Associated Press story picked up by Fox News on April 25, 2014: ‘There 
has been no measles deaths reported in the U.S. since 2003’.1

 (2) Source: Associated Press. Author: Mike Stobbe. Published Thursday, 
24 April 2014:

Wrapped into that estimate are 71 million measles cases, nearly 9 million 
measles hospitalizations and 57,000 measles deaths. There have been no 
measles deaths reported in the U.S. since 2003. ‘But the way we’re going, 
we feel it (another) is inevitable’, Schuchat said.

1 The citation taken from the Vaccine Impact website contains the spelling error “hs”, whereas the 
original quote in the Associated Press has the correct spelling “has”.
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These two examples show many aspects of the debate: (1) evidence and 
arguments are used and even twisted to serve a purpose, (2) the authority 
of sources is used to substantiate claims and (3) a variety of linguistic 
constructions is used to express claims, sources and authorities. Messages 
such as the above can be found abundantly on the web, exploiting also 
other ways of argumentation, among which are included strong emotions 
(anger, disgust, frustration, sadness, sorrow), reporting individual cases (a 
specific child becoming autistic), allegations (scientists and government 
failing their duties) and conspiracies (Big Pharma causes regular out-
breaks to sell vaccines).

Knowledge and information posted on the web has a source, which is 
either the writer/editor of the text or somebody cited by the writer/editor. 
In the default case, sources make simple affirmative statements. In that 
case, we can say that the source confirms or believes the information in 
the statement to be true. However, sources can also deny something, 
express a negative or positive opinion with respect to a claim or express 
that they are certain or uncertain about it. In example (3), we see a simple 
tweet that already contains a complex combination of claims, sentiments 
and sources, where we marked phrases with span boundaries “[“ and “]” 
and labels to indicate sources, claims and sentiment:

 (3) Source Twitter:

[The new US president <SOURCE>] has said [he <SOURCE>] believes 
that [vaccines are harmful <CLAIM>] and has [repeatedly and erroneously 
<NEGATIVE>] suggested that [they cause autism <CLAIM>]

[…] = span of text, <…> = label

In this tweet, the new US president is mentioned as a secondary source 
indicated by the predicate said. We read this source as confirming he 
believes a claim, where he co-refers with the president. The claim itself is 
a simple statement: vaccines are harmful. In this first part of the sentence, 
the opinion of the primary source (the twitterer) is not revealed. In the 
second part, the primary source expressed a negative sentiment towards 
another claim of the secondary source: repeatedly and erroneously. By 
doing this, the primary source takes positions against the president, 
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directly with respect to the second claim, but indirectly also against the 
first. The interpretation that the tweeter does not believe the first claim 
made by the president, while denying the second, comes from the seman-
tic relation between the claims. Readers automatically conclude that caus-
ing autism also implies being harmful. Finally, the predicates believes and 
suggested indicate a level of doubt and uncertainty with respect to the 
president’s claims. Above all, this tweet mainly informs us about the posi-
tions of the twitterer and the US president in relation to the debate, but 
it is unlikely that it contains any new knowledge for people reading the 
tweet: vaccines can or cannot cause autism.

Many linguistic constructions to express positions and arguments are 
clearly marked. This provides handles to develop tooling for analysing the 
debates and how people exchange knowledge and information on a large 
scale. In the next sections, we show how we model information as to 
provide a comprehensive overview and transparency and outline how 
such information can be obtained automatically from text using 
NLP tools.

 Modelling Claims, Attributions 
and Perspectives

The examples in the previous section illustrate some of the main chal-
lenges in finding reliable information and to enrich knowledge. The 
Internet is full of contradictory claims, factual statements that are not 
made based on evidence, misquotations, researchers that are careful in 
the statements they make and laypeople who are confident despite lack of 
scientific foundation. Formal modelling and automatic text analysis can-
not determine whether a claim is true or not, but it can help people navi-
gate through the wild growth of information in order to improve their 
knowledge for future decisions. We first outline the facilities we aim to 
provide and then describe how the GRaSP model introduced in this sec-
tion supports these facilities.

Let us consider parents who want to inform themselves of the benefits 
and dangers of various vaccinations. Our goal is to provide them with all 
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relevant information and avoid that they only find information support-
ing one specific vision, without the possibility of verifying the claims this 
vision is built upon. This means that they first and foremost need to 
receive an overview of relevant information on the topic (e.g. so that they 
do not only find information on the risks without gaining insights on the 
benefits nor information that is biased towards recommending any exist-
ing vaccination). Secondly, we want to give them as much evidence as 
possible for verifying the claims they find on a specific topic. This requires 
various kinds of information. When the information comes from a pri-
mary source (a direct claim), they need information on the source: what 
is the background of the individual or institute making the claim. In case 
of a claim based on external reference, they need a link to the information 
provided by the original publication, so they can verify whether the sec-
ondary claim correctly displays the information provided by the original 
primary source and check the background of this source. As part of the 
verification process, we also want to indicate sources that provide alterna-
tive views on the claim, either contradicting the claim or assigning it a 
different level of certainty. These claims should also be connected to the 
original sources and provide background information on them. When 
information is displayed in this manner, they have the means to compare 
different visions and examine the evidence they are based on.

It follows from the above that a central point in providing full insight 
in a topic lies in connecting pieces of information in a more transparent 
way. We therefore propose to represent information as Linked Data fol-
lowing Semantic Web standards. Linked Data represents information in 
RDF (Resource Description Framework),2 an extensible knowledge rep-
resentation model specifically designed to connect information and rea-
son over it. The RDF schema presents information in triples consisting of 
a subject, predicate and object. Entities, classes and relations are repre-
sented by unique identifiers called internationalised resource identifiers 
(IRIs).3 We provide a simple example to explain the principle. Consider 

2 https://www.w3.org/RDF/
3 RDF versions prior to RDF 1.1 used uniform resource identifiers. The term URI is therefore also 
commonly used to indicate identifiers in RDF.
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the following triples from DBpedia,4 a database representing information 
from Wikipedia as Linked Data:

http://dbpedia.org/resource/Amsterdam http://dbpedia.org/ontology/
isPartOf http://dbpedia.org/page/North_Holland

http://dbpedia.org/page/North_Holland http://dbpedia.org/ontol-
ogy/isPartOf http://dbpedia.org/page/Netherlands

These triples state that Amsterdam is part of North Holland and that 
North Holland is part of the Netherlands. Because we can define being 
part of something as a transitive relation, we can infer that Amsterdam is 
part of the Netherlands. Imagine two other (made-up) resources (his-
toric1 and historic2) that contain the following triples:

http://historic_resource_1/cities/Amsterdam http://historic_ontology.
org/cityRightDate “1300”^^xs:date.

http://historic_resource_2/locations/Amsterdam http://historic_
ontology.org/cityRightDate “1306”^^xs:date.

These resources were created independently and each introduced their 
own IRI to refer to Amsterdam. They do make use of the same (also 
made-up) generic ontology that includes the relation of the date on which 
a place obtained city rights, where one source places this in the year 1300 
and the other in 1306. The value is a literal, specified as a date. If we find 
out that the IRIs ending with /Amsterdam in all three resources, DBpedia 
and both historic resources, refer to the same city, we can link them as 
follows:

http://dbpedia.org/resource/Amsterdam owl:sameAs  http://historic_
resource_1/cities/Amsterdam

http://dbpedia.org/resource/Amsterdam owl:sameAs http://historic_
resource_2/locations/Amsterdam

4 https://wiki.dbpedia.org
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The relation owl:sameAs explicitly states that two IRIs denote the same 
thing and that, thus, what is true for the referent of one also is true for the 
other. By linking information from all three resources, we now have 
information about the location of Amsterdam (being part of North 
Holland and the Netherlands) as well as when it received city rights.

Amsterdam only received these rights once, but we have two conflict-
ing values for this. The Semantic Web has no problem with conflicting 
information standing next to each other, though, naturally, researchers 
have tried to find solutions as to help users determine the reliability of 
information. An important contribution in this aspect came from 
PROV-O (Lebo et al. 2013), an ontology for modelling the provenance 
of information. With GRaSP, we build on top of this basic information 
on provenance and introduce a framework that is targeted towards citing 
information and pointing back to textual sources. In addition, GRaSP 
provides the means to indicate which level of uncertainty a source attri-
butes to a statement and whether they express a specific sentiment or 
emotion. Figure 12.1 illustrates how the perspectives on vaccines cause 
autism expressed in the tweet above (Example 3, Section 3.2) can be rep-
resented through GRaSP.

The statement that vaccines cause autism is represented at the top of 
the image. We typically use the Simple Event Model (SEM, Van Hage 
et al. 2011) that is designed to model events and states as a generic frame-
work for statements. We use DBpedia IRIs to denote “vaccine” and 
“autism” and they are related to each other through the causal relation 
defined in SEM. The statement is linked to a component of the afore-
mentioned tweet using the GRaSP relation denotedBy.5 Next, we model 
the perspective on the statement expressed by a specific source in this 
text. Recall from Example 3 that according to the tweet, Trump asserted 
that vaccines cause autism and that the twitterer qualified this statement 
as “erroneous”. In this case, we have thus two separate attributions linked 
to the same statement, indicated by the leftmost and rightmost blue cir-
cles. The left circle represents Trump confirming it (without expressing 

5 The tweet itself as well as its components can also be represented by IRIs, which then point to the 
exact text that expresses a statement and can be resolved through the Twitter API. This is not done 
here for reasons of simplification.
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doubt), indicated by value CT_+. The right circle represents the twitterer 
confidently denying it (value CT_-). Finally, Trump’s view is expressed by 
a secondary source in this case. Figure 12.1 illustrates that we can link the 
entire representation of Trump asserting that vaccines cause autism (with-
out expressing doubt) is represented in the tweet and that the twitterer is 
the source of Trump’s view. If we find Trump’s original tweets on the 
subject, we can directly compare their content to the reported content in 
Example 3 and thus automatically verify whether his view is reported 
correctly.

Figure 12.1 merely provides a simplified and partial illustration of 
what can be achieved by GRaSP: we can also make explicit that the twit-
terer’s opposed view is expressed erroneously, that vaccines causing autism 

they cause autism

sem:causesdbr:vaccine

db
r:D

on
al

d_
Tr

um
p

exam
ple:tw

itterer_1

dbr:Autism

grasp:wasAttributedTo

The new US president ...
suggested that they cause
autism

grasp:wasAttributedTo

grasp:denotedIn

rdfs:value

rdfs:value

rdfs:value
grasp:CT_+

grasp:CT_+

grasp:wasAttributedTo

grasp:hasAttribution

grasp:denotedBy grasp:denotedBy

grasp:hasAttribution

grasp:denotedBy

Fig. 12.1 Schematic representation of GRaSP of previous example from the vac-
cination corpus
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is a more specific statement supporting the view that they are harmful 
and so on. More importantly, though, because we also use IRIs to denote 
the source, we can provide information about this source: what other 
statements does this source make? What is known about their back-
ground? This is a vital component in determining how reliable informa-
tion is and how it should be interpreted. Recall Examples 1 and 2 where 
a text correctly reported that there had been no measles deaths in the US 
since 2003. The reporting text suggested that this meant that measles is 
not dangerous. It is through the other statements by the same source that 
we learn that the statement is meant to indicate that vaccines keep us safe 
and that, without them, measles can become dangerous again. This abil-
ity to connect statements, background information and sources makes 
GRaSP an extremely powerful framework for modelling perspectives. 
This leaves us with the challenge of how to obtain these detailed represen-
tations from large amounts of text. The next section discusses natural 
language processing (NLP) technologies designed to extract this 
information.

 NLP for Assessing Claims 
from Dispersed Sources

The information we intend to extract from individual texts consists of the 
following components: the statement itself, or content of the claims 
made, the source of the statement, any indication of (un)certainty or 
negation and emotion or sentiment. In addition, we need to link claims 
to other texts that provide perspectives on the same statements. This 
requires precise and detailed analysis by a system consisting of multiple 
natural language processing (NLP) components, which we refer to as a 
reading machine. In Fig.  12.2, we see a schematic overview of such a 
reading machine that was developed in the NewsReader (Vossen et al. 
2016) and BiographyNet (Ockeloen et  al. 2013) projects to extract 
perspectives.

Different aspects of the information are extracted by different special-
ised NLP components, called modules. We apply named entity 
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recognition to find entities such as WHO and entity linking to connect 
them to IRIs of resources such as DBpedia. We use event extraction to 
identify events such as claim, prevent and death. A semantic role labeling 
system identifies participants in these events such as measles vaccination 
and 17.1 million deaths and indicates which role they are playing in this 
event (e.g. vaccination receives an a0 role as the agent and deaths receives 
role a1 as the undergoer of prevent). Factuality detection aims to identify 
the level of certainty through expressions such as estimated. A special 
module for detecting attribution focuses on finding whether a statement 
comes directly from the author or the text mentions some other source. 
Modules that detect and normalise time expressions indicate the date or 
the period of time in which an event takes place or holds.

Finally, we use coreference modules for entity coreference and event 
coreference in order to identify which expressions in a text refer to the 
same entity or event. This module tells us that they refers to vaccines in 
Example 3 and Fig. 12.1 above.

Most modules make use of supervised machine learning (AI) models, 
which are trained on texts for which people have manually indicated the 
correct interpretation (annotations). They are typically trained on data 
sets specifically created for the task: only few data sets provide annota-
tions for multiple tasks. For a complete representation of an article in 

Fig. 12.2 Range of NLP modules for extracting claims and perspectives from a 
single text sentence
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GRaSP, we need to apply all these modules to each sentence in the text 
and combine the outcome in a single representation. The content of indi-
vidual texts then needs to be linked in order to provide perspectives 
expressed by various articles.

We implemented a specialised module for this task. From our attribu-
tion module, we derive that WHO is the secondary source cited by the 
author to which the claim is attributed. The word claim is used to con-
nect the source WHO to the actual knowledge that is provided. That 
knowledge itself is decomposed into a specific proposition. Uncertainty 
is then associated with the source of the claim with respect to the correct-
ness of the information because of the use of estimated. All these pieces 
of information are identified by our interpretation module, which gener-
ates the structure of the statement and identifies if the same statement has 
already been found elsewhere. If so, the module links the existing state-
ment to the newly identified text and assigns the attribution values and 
source. Each individual article thus contributes attribution information 
of its own. If the statement is not found elsewhere, it is added to the model.

The above analysis can be applied automatically to a large volume of 
texts, potentially providing computers systematic access to any claim 
made anywhere at any moment in time. In Fig. 12.3 below, we give a 

Fig. 12.3 Building a web of perspectives

 P. Vossen and A. Fokkens



263

schematic overview how a web with dispersed claims expressed on differ-
ent websites (represented by the circles) or a network of referencing web-
sites can be processed to provide an overview in source perspectives in 
three steps:

 1. First, the NLP software interprets the claims made on each source in 
terms of the proportional content, normalising the content across the 
varied ways in which it is expressed.

 2. In the second step, all different sources can now be aligned for their 
shared content, regardless of their perspective.

 3. In the final third step, we determine for each source what the perspec-
tive is with respect to each claim, such as denying, confirming, cer-
tainty, emotions and so on.

On the basis of meta information, we can further group sources accord-
ing to their authority or background but we can also group them by their 
shared perspectives.

We call the final result the Perspective web, as it organises knowledge 
and information in terms of perspectives on claimed propositions. The 
actual propositions are represented only once and sources are represented 
through their shared perspective or any other meta information that is 
provided, such as their professional role or background (van Son et al. 
2014). To obtain all propositions, it is no longer necessary to read all 
sources, while a simple overview is given of all different views. Users can 
then easily trace these sources and judge the authority for their own posi-
tion. In Fig. 12.4, we show how the same data can be organised by source, 

Fig. 12.4 Comparing claims and perspectives across different positions
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showing all claims made by one source, or contrasted across pairs of 
sources by analysing how claims and perspectives relate to each other.

Finally in Fig. 12.5, we show how we can build a network of sources 
that make reference to each other to illustrate where they obtain their 
claims or point to further evidence. The graph shows three clusters of 
Dutch websites. The top cluster has a single website as a hub to which 
others point for evidence that vaccines cause side effects that can be cured 
using a homoeopathic treatment. The left-bottom graph also has one 
website as a hub to which others point for evidence and news on negative 
effects of vaccination. Both networks seem highly connected. The green 
cluster to the bottom-right side shows official government websites that 
advocate vaccination. Remarkably, these sites do not point to others and 
nobody points to them, which isolates them from the debate.

Analysing such networks can show silos of knowledge or bubbles 
within which information is filtered or shared, while no information is 
shared or connected across these clusters. Combining the propositional 
representation with these clusters sheds more light on what information, 
knowledge and argumentation resides where and can potentially be used 
to improve sharing of knowledge and the quality of the deliberation by 
providing more transparency.

Fig. 12.5 Tracing knowledge in a web of sources
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We mentioned in the previous section that data sets exist for each indi-
vidual NLP module, but that these sets typically only cover one or few 
tasks, for example, named entity recognition or sentiment analysis. To 
develop and test the software that can generate the complete overviews 
shown in the previous section, we created a data set with 294 web docu-
ments around the vaccination debate (528,727 words and 23,467 sen-
tences in total, Morante et  al. 2020). The documents contain a large 
variety of sources: news, blogs, editorials, governmental reports and sci-
ence articles. They represent supporting, opposing and neutral views with 
respect to vaccinations. The data can be downloaded from the following 
website: https://vaccinationcorpus.wordpress.com.

We applied our “reading machine” to the text to extract some basic 
propositional information. The next list gives a readable overview of what 
we automatically extracted:

• CAUSE things:

• death, harm, side effects, mild symptoms, autism, SIDS, seizures, 
abortion, neurological disorders, brain damage, diabetes mellitus, 
immune dysfunction, outbreaks of diseases, spread of chickenpox, 
severe allergic reactions

• PREVENT things:
• disease, rabies infection, measles, hepatitis A, potentially fatal diseases, 

the onset of AIDS, replication, 6 million deaths worldwide
• PROTECT/SAVE things:
• babies’ immature immune system, people, children, our lives, you
• CONTAIN things:

• ingredients, antigens, germs, a live virus, thimerosal (mercury), unsafe 
toxins, a cancer-causing monkey virus, the dangerous pertussis toxin 
with unsafe additives

12 Information Systems, Big Data and Knowledge Landscapes 
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We see that many different claims are made with respect to positive 
and negative effects of vaccination. Given such lists, software can reason 
over all specific aspects and generalise these to classes, which adds predic-
tive power to the data and allows for further generalisations.

We annotated the data manually to test and benchmark software. The 
next table shows an overview of the data layers that are annotated. We 
first annotated all mentions of events that relate to the debate. The anno-
tators were instructed to exclude verbs such as says, claims, believes and 
states (so-called speech act verbs that indicate that some source is making 
a claim). In total 65,865 events have been annotated. Claim-related 
expressions are annotated as attribution relations, where students anno-
tated the cited sources if present (the author is the default source), the 
expression that marks the attribution relation (e.g. the above speech acts), 
the paragraph that contains the claim and the specific content of each 
attributed claim. On top of this, we annotated any sentiment expressed 
with respect to persons, groups and organisations. There are 26,996 of 
these entities mentioned in the documents. We annotated 2222 opinions 
on these entities in 168 documents.

In future work, we will extend the annotations with propositional 
information. The events mentioned within a claim will form the basis for 
aligning propositions across different sources. For these propositions, we 
will annotate whether the source is certain, denies or confirms. For pairs 
of propositions across sources, we annotate whether these are related and 
if so if there is some entailment or a contradiction. The annotations will 
be used to evaluate the software that aims at generating the perspectives 
and propositional content. The vaccination data set is publicly available 
under a Creative Commons license and published on the Perspectives 
website (Table 12.1).6

6 https://vuaperspectives.wordpress.com
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In this chapter, we provided a high-level description of how current 
Semantic Web and NLP technologies can be used to obtain an overview 
and provide transparency to online debates. We discussed that informa-
tion and knowledge in online debates are dispersed and difficult to grasp 
as many different sources post information discontinuously and do not 
address each other’s claims. We showed how the GRaSP framework can 
be used to connect claims that express the same or different perspectives 
on a statement and that it provides the means to find the original source 
of a claim, verify the claim itself or find background information on the 
person or organisation that made the claim. We described the NLP soft-
ware needed to derive propositional relations from articles and identify 
the sources of a claim and their perspectives. The propositional relations 
can be used to find different sources making related claims to contrast 
perspectives across individual sources and groups. The software is capable 
of processing a massive amount of information at any moment in time 
and likewise can provide a more transparent landscape of knowledge and 
information over large amounts of online data but also monitor the 
dynamics and relate the claims to networks of websites and communities 
that form silos and filter bubbles. So far we are testing the software on a 
specific data set on the vaccination debate, but in the future we hope to 
extend this to other debates and apply it on a larger scale.

Our technical framework can be used to capture the textual and lin-
guistic debate but still requires some interface for non-experts to navigate 
the resulting knowledge landscape as complex graph. The design of such 
an interface is out of the scope of this paper but can be inspired on the 

Table 12.1  Overview of the annotations of the vaccination corpus

Annotation type Total

Events 65.865
Attribution Content 4.894

Sources 4.009
Cues 4.579
Claims 4.693

Sentiment Entities 2222
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various graph exploration solutions, for example, Gephi,7 GraphViz8 and 
SocioViz,9 that have been used for other data sets.
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