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CHAPTER 8
Future developments in compute

and data-transport systems for
radio telescopes

So far in this thesis we have focused on ways to architect and design efficient compute
systems in support of radio astronomy and astrophysics instruments. One key element
we have seen several times in these considerations is timing the procurement of compute
infrastructure for maximum science impact. This relies on a continuous and predictable
increase of compute capacity per invested Euro, generally referred to as Moore’s law
scaling 1.

8.1 Computational scaling and the demise of Moore’s law

Computing as we know it today started in earnest in the second world war, but it was
the introduction of the first microprocessors in the late 1970s that started the dramatic
and sustained growth of compute capacity we have enjoyed for the last decades and that
has propelled us into the information age. Initially the main source of computational
scaling over time was derived from Dennard scaling [57]. This states, roughly, that as
transistors get smaller, their power density stays constant. In others words, as transistors
get smaller they require less energy to operate and thus required voltage and current are
reduced. Dynamic power consumption of integrated (CMOS) circuits is to its clock

1Moore’s law states that the number of components in an integrated circuit doubles every year [99], a number
later adjusted to 24 months [100].
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146 Future developments in compute and data-transport systems for radio telescopes

frequency. This meant that at the same or similar energy levels integrated circuits with
smaller transistors could be run at higher clock frequencies, with corresponding higher
performance.

Around 2006 transistors had shrunk to a level sufficiently small that leakage currents
in the components started to dominate energy consumed by the parts. Intel proved to be
unable to scale its Netburst architecture based Pentium 4 processors beyond 3.8 GHz,
not even half the originally expected 10 GHz (after several fabrication process updates).
This unexpected setback required a radical re-think of architectures and led to the (at
that time rare) cancellation of the relatively new Netburst architecture and more focus
on energy efficiency and performance per clock cycle.

This focus on performance per clock cycle has driven two main developments. First,
multi-core systems have increased concurrency in systems, in theory allowing for an n-
fold increase in performance for an n-core system without increasing clock frequency.
However, only parts of a workflow will benefit from this, since Amdalh’s law states that
scaling in such a way is limited by the sequential part of the code. Second, ever more,
and more complex, SIMD (Single Instruction Multiple Data) instructions on ever longer
vectors were added to systems to increase the number of operations per clock cycle that
can be done. Third, hardware features were put in place to increase the occupancy of
the available compute resources, such as the ability to execute instruction out-of-order
and the addition Simultaneous Multithreading (SMT). In particular the first two put a
heavy burden on programmers and compiler designers to use these instructions properly,
and, more importantly, make sure sufficient data is available in the correct ordering to
effectively use these instructions.

More recently accelerators, like GPUs (Graphics Processing Units) have become
commonplace, which can roughly be considered as specialised co-processor with many,
not necessarily general purpose (or even Turing Complete) compute units. These offer
excellent computational performance, and while programming these is not easy, they
have been the mainstay of modern high-performance computing for several years now.

However, all of these developments still rely on the fact that, so far, we have been
able to reliably produce a new production process with smaller transistors every two
years. Shortly this will no longer be the case, and we already see significant slowdowns
in new processes being rolled out. Intel has had trouble introducing their 10 nm tech-
nology, due to poor yields [5]. In January 2019, Intel announced its first that its first
mass-production-ready 10 nm processors, originally expected to be available in 2016,
would be released by the end of 2019 [6], some three years late. Even if 10 nm will
eventually be an economically viable node, it is expected that only two more production
nodes will be available before physical limitations (i.e. quantum tunnelling and features
approaching the size of single atoms) prevent further scaling. It is expected that the
prohibitive cost of (the facilities to produce) these nodes will delay their introduction
significantly. Consequently, it is likely that the current slowdown of developments in
compute capacity will continue. If no alternative technologies are developed, these de-
velopments will come to a complete halt with the introduction of a fabrication process
in the order of 3-5 nm.
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8.2 Post-Moore computing

The physical limitations of current technologies have been known for quite a while.
Academia and industry have proposed a large number of alternative solutions to the
problem. While a survey of these alternatives is not within the scope of this thesis, a
recent report for the intelligence community [81] summarised them into four classes:

1. Classic Digital computing

2. Analog Computing

3. Neuro-inspired computing

4. Quantum computing

While the future of compute architectures as we known them today, and have known
for decades, is sombre, we note that this represents an extremely large market with
excessive amounts of available capital. Therefore, capital intensive solutions that extend
the viability of current technologies for even a short period of time are not beyond the
realm of possibilities. The cost of these solutions will however be such that performance
per invested Euro will no longer increase at the same rate as before. This development is
exacerbated by limited competition in the market of high-performance micro processors
and accelerators, driving component cost up.

While the number of alternative solutions identified below is large, only a subset of
these do not represent a radical change in architectures, making most, if not all, of the
theory underpinning modern computer science obsolete. The cost of such radical new
solutions is high. Not only does such a new paradigm likely require all-new software
to be written, it is likely that the entire algorithmic and theoretical basis underpinning
current state-of-the-art radio interferometry needs to be re-evaluated. This means that
a clear process to determine the applicability and viability of such technologies, and its
cost, both capital and other, is essential. The propositions introduced in this thesis, in
particular the value proposition, and its theoretical background introduced in Chapter
2, are highly relevant to that process. This will also drive a desire to extend the useful
lifespan of current and next-generation more conventional digital processing techniques,
since these can more easily and cheaply be used.

We will give a short overview of the four different classes of compute technologies,
and the ways they may be used in radio astronomy. Note that none of these have been
proven, and viability statements are best-guess estimates.

8.2.1 Classic Digital Computing
Considering the massive investments that have been made in all areas of information
technology, from application software to the algorithmic theory, hardware and manu-
facturing, it is very likely that classic digital computing will remain the dominant com-
puting technology for some time. This will extend even beyond the practical scaling
limit of CMOS, somewhere after 2020. At that stage, any improvement in capacity per
Euro (or Joule for that matter) be derived from architectural improvements. One of these
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that we see in production already, is 3D stacking, currently employed in high-bandwidth
memory (HBM), which drastically reduces the distance for information to travel. Con-
sequently, the bandwidth available is often exceptional, with the recently introduced
AMD Radeon 7 graphics card offering an unprecedented 1 TB/s bandwidth to a stack of
16 GB of memory in a consumer grade device 2.

Another development that is likely to continue is the appearance of specialised hard-
ware in general purpose compute resources. Recently Nvidia has added special purpose
deep learning (tensor cores) and ray tracing (RT cores) hardware to their line of GPUs.
While this has drastically increased the theoretical performance of these devices for
some applications, the cost of programming such systems will likely increase, due to
their heterogeneous nature.

Non-conventional or special purpose systems

Current compute systems are generally based on technology that has been developed
over years. One of the key characteristics of these systems is that they are backward
compatible, which requires significant chip real-estate to implement. More efficient
systems, built from the ground up to support a small sub set of applications, may be
feasible and even affordable. Such systems would be designed to excel at one, or a
small set of similar, application(s), potentially with degraded performance for other
applications.

8.2.2 Analog Computing
Fundamentally, an analog computer attempts to build an analogy for the system that is
being studied. While an analog surrogate of a classic digital computer has been studied
in some detail, the complexities of having a continuous state space over continuous or
discrete time, whereas digital computers operate on a discrete state space and discrete
time, means that progress has been slow. It has been shown that a Turing machine can
be simulated by an analog computer, suggesting that analog computers are at least as
powerful as digital computers [28].

It is important to note that analog computers are much older than digital ones. Me-
chanical analog computers have been used for centuries, the oldest of which, the abacus,
dating back to 2500 BC. An interesting relatively recent discovery is that of an ancient
Greek clockwork analog computer designed to calculate astronomical positions, the An-
tikythera mechanism [67]. Some of the most complicated mechanical analog computers
were produced for sophisticated targeting systems in naval ships and heavy bombers
during the second world war.

Electronic analog computers are more recent. An interesting example used the anal-
ogy between the motion of water and the flow of electricity to model the slope of rivers
(by DC) and tides (by AC) [161]. An analog computer based on this analogy, Deltar,
was constructed in the Netherlands in the wake of the catastrophic 1953 floods to model
tidal flows in preparation of the Delta works plans [155]. Until gradually replaced by

2https://www.amd.com/en/products/graphics/amd-radeon-vii
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numerical methods run on digital computers in 1983, Deltar was used to study the effect
of the Delta works, built to protect the Dutch coast against further floods.

Digital computers replaced most of their analog counterparts when they became
abundantly available in the 1970s. Recently, analog computers leveraging the massive
advances in CMOS technology, are being reconsidered due to their potential energy
efficiency. However, although some analog computers are Turing complete, this does
not guarantee they are easily (re)programmable. In other words, analog systems may
be single- or narrow-purpose, making them essentially unsuited for general purpose
computing. Furthermore, while the precision of digital computers is only limited by
word-size and arbitrary precision arithmetic provides any precision required, in analog
computers this is a function of design and quality of components. Moreover, since num-
bers are represented by physical phenomenon, there are practical limits to the precision
achievable with an analog computer. For instance, compare the size of the universe
(≈ 1027m) with the smallest measurable scale (Planck length; ≈ 10−35m), which is
≈ 1062. This implies that the maximum accuracy on distance measurement is 62 dig-
its. Similar fundamental limits exist for other physical quantities, such as time, mass,
charge, voltage, etc. We should note that hybrid analog / digital approaches to represent
numbers do not necessarily have this limitation.

When modern electronic analog systems become more mainstream, accuracy of
these must be considered first and foremost when assessing their use in a radio tele-
scope. For static, high throughput processing that does not change over the lifetime
of the instrument, analog computing may be a viable option. In particular parts of the
receiver signal processing component, such as the filters and beamformers shown in Fig-
ure 1.5 on page 8 of this thesis, may be suitable candidates for analog implementation.
In essence this would move the analogue/digital converter further upstream. Consider-
ing that these generally use relatively few bits to represent data (12 bits in LOFAR for
instance), the accuracy of analog computers should be sufficient. It seems unlikely that
analog computing would be suitable once data has been digitised, but further research is
required to confirm this. The fact that analog computers are particularly well suited for
solving differential equations can be key differentiating characteristic in this research.

8.2.3 Neuro-inspired computing
No amount of developments in classical digital computing is likely to approach what the
human brain can do within a power envelope of only about 20 W. Neuro-inspired com-
puting aims to mimic the structure of the brain, not simulate its characteristics. This is
characterised by highly interconnected and approximate computing, and unsurprisingly
its architecture looks similar to a classic neural network, with neurons applying weights,
which encode the knowledge learned from training sets, to information flowing through
the system.

Neuromorphic systems can be implemented using CMOS technology [78]. Conven-
tional digital computers can be used to gain experience with this style of computing, but
due to limited interconnect availability these are currently orders of magnitude less ef-
ficient than dedicated, possibly hybrid digital/analog [135], computers may be. General
purpose cores with bespoke and dedicated routing engines have been built to mitigate
this problem [68].
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Neuro-inspired systems are likely to excel at stream processing of sensor data. They
will be data driven, without a clock as in classic digital systems. Such systems are ex-
pected to be exceptionally energy efficient, but approximate in terms of accuracy. Apart
from the obvious applications of such systems in machine learning and other artificial
intelligence tasks, it may be possible to adapt even small scale neuro-inspired systems
to the tasks we currently entrust to custom designed Field Programmable Gate Array
(FPGA) boards at the receiver level in modern radio telescopes. These are generally
digital filters, fast Fourier transforms and beamformers that are applied immediately
after digitisation on very large data streams, but involve comparatively little compute
resources per bit of data. Besides a possibly significant reduction on required energy
for such tasks, the data driven nature of such neuro-inspired compute systems may be
a significant advantage that warrants additional investigation. It potentially negates the
need for synchronisation of the FPGA clock and the data stream coming into the board,
considering the data is in itself triggering the processing.

Whatever the advantages may be, it is unlikely that neuro-inspired computers will
displace classic digital computers any time soon. They may however be an interesting
addition to a hybrid system designed in a holistic manner to leverage the specific ad-
vantages of each specific technology. The scientific impact of the approximate nature
of neuro-inspired computing needs to be determined, especially when applied near the
initial receivers.

8.2.4 Quantum computing
No chapter on future computing can be complete without at least acknowledging the
developments in quantum computing. Conceived fairly recently by the legendary physi-
cist Feynman [64], it has been the promised technology ever on the edge of practical
applications for years. While a conventional digital computer operates on bits, with a
definite value of either 0 or 1, a quantum computer operates on quantum bits, or qubits,
that each are in a superposition of states. A key distinguishing feature between qubits
and digital bits is that multiple qubits can exhibit quantum entanglement, which broadly
means that the superposition of two qubits maintains higher correlation than is possible
in classical systems. In other words, if two qubits are entangled, measuring the value of
one qubit will result in the same value as measuring the other, even if they are separated
after entanglement.

One of the earliest papers considering the utility of quantum computers showed that
a universal quantum computer is indeed Turing complete and can perfectly simulate
any Turing machine [58]. In other words, any problem that can be solved using a Turing
machine, and therefore using any general purpose computer, can be solved on a universal
quantum computer. This was rigorously confirmed twelve years later [23].

Since universal quantum computers are Turing complete, we should be able to map
any computable problem to a quantum computer. However, not all problems will benefit
from this mapping. In other words, quantum supremacy is not guaranteed, and indeed
for many problems there is little to no benefit in the move to a quantum computer. There
are a fairly small number of algorithms that are expected to show quantum supremacy,
Shor’s algorithm for factorising large integers being the most well known [142].
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Quantum algorithms

Since the idea of a quantum computer was conceived, only a hand full of classes of
quantum algorithms have been discovered. These can be summarised as:

1. using Fourier Transforms to find periodicity, Shor’s algorithm [142] being the
prime example.

2. Grover’s search algorithm [73] and its generalisations.

3. algorithms for simulating or solving problems in quantum physics, exemplified
by Feynman’s initial ideas [64].

4. quantum walks, quantum analogues to classic random walks, first proposed by
Childs [45].

While for a small set of problems quantum computers seem to offer tremendous ad-
vantages over conventional computers, as typified by these classes of algorithms, this
set has not grown significantly in years. Some research has been done into the reasons
for this [143], which concludes that either these systems are so different from normal
computers that our techniques for designing algorithms are unsuitable, or there are only
a handful of problems that actually benefit significantly from quantum computers. Com-
puter scientists and physicists have been thinking about ways to use quantum computers
for a while, although focus has been on problems that are difficult or impossible to solve
with a conventional computer. It is certainly too soon to tell definitively, but the current
state of the art limits applicability of quantum computers to the subset of problems that
map well onto the four classes of algorithms mentioned above.

While not enough research has been done to identify the applicability of any of
these classes of algorithms for radio astronomy or astrophysics, we can make some
initial assessments. In Chapters 1 and 2 we argue that modern aperture synthesis ra-
dio astronomy was born by virtue of the Fast Fourier Transform and the development
of (mini-)computer fast enough to run these at scale. At the heart of Shor’s algorithm
for factorisation is quantum Fourier transform [142]. However, implementing an accu-
rate quantum Fourier transform is difficult, and Shor proves in his seminal paper that
an approximation is sufficiently accurate for his factorisation algorithm. For quantum
computers to be useful for aperture synthesis radio astronomy, we must first determine
if a quantum Fourier transform is a suitable alternative to the FFT, and what the required
accuracy would be. It is important to note that while the quantum Fourier transform at
the heart of Shor’s algorithm is exponentially faster than even a Fast Fourier Transform,
it is unclear if it can be integrated into the normal radio astronomy work flow as is, and
if the potential increase in performance is worth the additional cost and complexity that
will inevitably accompany such a complex, and likely heterogeneous, system.

A possible further application is in the area of pulsar search. The current state of the
art uses an exhaustive search of a 5-dimensional space (x, y, pulsar dispersion rate, pul-
sar timing and pulsar acceleration), which is computationally an extremely expensive
task. Alternatively this could, in theory, be seen as a search in an unstructured set of
data, for which Grover’s algorithm [73] may be suited. A quadratic speedup over con-
ventional search may be achievable, but further research is required to properly gauge
the suitability of this class of algorithm for pulsar search.
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We do note however that both of these applications are relatively data-intensive and
that data transport will be a critical weakness of early quantum computers. Current
systems measure data transport capabilities in kilobytes per second, rather than the gi-
gabytes per second that are the norm in modern radio telescopes. Extreme cooling re-
quirements of the current generation of early quantum chips limit the ability to transport
large volumes of data quickly. We do not expect this to change significantly in the initial
batch of operational quantum computers, and this may severely limit the applicability
of these for radio astronomy and astrophysics.

8.3 Data transport systems

Whereas developments in compute technology are expected to be challenging and po-
tentially revolutionary, the same is not true for the underlying technology for data-
transport systems. While photonics will continue to be applied closer to, and be ex-
tended into, the node, there is no reason to assume that physical limitation will the
growth of available bandwidth at more or less the same rate we’re used to. That said,
other developments, such as the appearance of programmable networks and open source
network operating systems, may offer interesting new ways to apply the propositions
introduced in this thesis. This development is arguably a reaction to the closed nature
of networking vendors and the vendor lock-in that entails. As a result, many major
cloud providers have started to develop their own networking equipment, with some,
Microsoft and Facebook in particular, open sourcing their hardware 3 and software 4.
This combination of highly commoditised hardware and extendable open source soft-
ware makes for an attractive option to build application specific code on, essentially
further integrating the network into the compute system, as recommended by the co-
design proposition in this thesis. Furthermore, the open source software environment
should allow easier and more extensive optimisation options, facilitating the optimisa-
tion proposition, by limiting reliance on vendor software quality, although the Switch
Abstraction Interface (SAI), the layer that interfaces hardware with a common software
stack, may still vary in quality.

Analogous to quantum computing, quantum networking facilitates the transmission
of quantum information using qubits between physically separated quantum processors.
While progress in this area has been slow, even though physical links are based on stan-
dard telecom fibres, the efficient and fault-tolerant transmission of quantum information
is essential to the successful application of quantum computers in any application. The
high data rates involved in radio telescopes make this particularly important.

8.4 Data storage technologies

As with data-transport systems, the expectation is that developments in data-storage
technologies will continue more or less at the same rate as in the past. Although the
density of current magnetic storage media such as hard drives is such that continued

3https://www.opencompute.org/wiki/Networking/SpecsAndDesigns
4https://azure.github.io/SONiC/
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growth of density without assisting technologies is difficult, a number of solutions have
already appeared in the market. While there is no physical limit in sight that will fun-
damentally limit the growth in storage density, the storage throughput to and from the
medium has lagged behind. This trend will likely continue, to mitigate this it is ex-
pected that a new tier of high-performance intermediate storage systems will appear.
Integrating such systems in a co-designed compute- and data-transport infrastructure
may require an interesting extension of the concepts introduced in this thesis.

Classic spinning media will continue to evolve for some time, with increased densi-
ties driving higher capacities in the same form factor. The gap between these spinning
media and solid state storage will continue to grow in terms of bandwidth to the media,
and decrease in terms of cost per unit of capacity. Eventually solid state storage, in a
number of different implementations or tiers, will completely replace magnetic storage.
There is no practical limit in sight yet for the development of solid state storage, both in
capacity per Euro, and in bandwidth to the storage.

One worry is the cost of, in particular high-performance, storage systems. Whereas
storage media itself are relatively inexpensive, it is interesting to note that enterprise
storage solutions generally increase the cost by several factors. Arguably, data produced
in radio astronomy is not very precious, and the measures taken to ensure data integrity
in such expensive systems are unnecessary. Furthermore, complex enterprise and high-
performance computing storage solutions are complex, difficult to maintain and tune,
and frankly fragile.

Abundant, affordable and relatively reliable storage solutions are not very interesting
to major vendors, since they offer slim margins over the media cost. There are, however,
open source hardware and software solutions available that may offer superior price per
capacity over commercially available solutions, at the cost of modest investment in man
power.

8.5 Tackling a challenging future

Since the advent of modern micro processors, we have been spoiled by a continuous and
predictable increase in available compute capacity over time. Physical limitations have
slowed down this development and within this generation will grind it to a halt. This
will lead to a diverging set of evolutionary and revolutionary developments that have the
potential to significantly disrupt the landscape of systems available for procurement.

While we can at this point speculate about the suitability of proposed new technolo-
gies, there is currently no solid basis to base any definite statements either way on.
However, the propositions we have proposed in this thesis, in particular the value and
co-design propositions, apply equally to both to current and future technologies.

Indeed, it seems likely that future systems will consist of a heterogeneous collection
of varying compute resources. Finding the most efficient combination of technologies
is essential, and while the design space is different, the process will be very similar to
the one introduced in Chapter 2 and applied in Chapters 4 and 5. However, beforehand
we need to investigate the viability of the various conventional and non-conventional
alternatives. Unless we have a clear understanding if and how radio astronomy and
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astrophysics can benefit from potential new technologies, there is a potential risk that
radio astronomy can not effectively take advantage of these when they become available.

It is our recommendation that a fundamental research project be started with the
following goals:

1. Closely track developments in both conventional and less-than-conventional com-
pute systems, collaborating widely with both industry and academia.

2. Investigate the viability and, where possible, the performance of the various other-
than-conventional compute systems for key radio astronomy and astrophysics ap-
plications.

3. Fundamental algorithmic research should be undertaken with the goal of building
a new theoretical basis for radio astronomy, to best utilise emerging other-than-
conventional compute resources, such as neuromorphic and quantum computers,
and compare this with current state-of-the-art implementations currently in use.

8.6 Our propositions in this chapter

8.6.1 Co-design proposition
While, contrary to chapters 3 and 4, we can not show practical applications of the co-
design proposition in action in this chapter, it does play a major role in our evaluation
of future technologies. In particular our initial estimate on the viability of quantum
computing in radio telescopes is based on this proposition. Whereas computationally it
may be advantageous to investigate whether quantum superiority is viable for some of
the applications in radio astronomy, much depends on the ability to transport data into
and out of such a system.

We also identify an interesting new trend towards openness in the development in
programmable networks. Major internet-based companies that rely on abundant and
cheap compute and data-transport capacity are moving towards an open ecosystem,
where hardware and software are open sourced, procured from multiple sources and
adapted to suit specific purposes. This may allow much further and more flexible inte-
gration of network and compute systems, extending the impact of this proposition even
further.

8.6.2 Value proposition
When evaluating new technologies, as we did in this chapter, it is essential to consider
the value potential of such new technologies relative to existing more conventional sys-
tems. This must the a key factor when deciding whether such future non-conventional
technologies are viable and applicable as part of the signal processing resources in large-
scale distributed radio telescopes. While not enough research has been done to evaluate
to what degree the various discussed technologies are suitable, the value proposition
does show how such evaluation should be done.
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8.6.3 Optimisation proposition
This chapter identifies an interesting new trend. Whereas networking equipment previ-
ously relied on vendor specific firmware, open source alternatives have appeared more
recently. These would allow development of specialised applications to be run in the
network, creating opportunities for optimisations that were previously difficult or im-
possible to implement. In chapter 6 we identified that vendor firmwares limited our
concepts. By reducing our reliance on vendor provided firmware to support our optimi-
sations, this development potentially strengthens the value and impact of the optimisa-
tion proposition.


