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CHAPTER 9
Conclusions

In this thesis we endeavoured to answer a research question that is both very generic
and highly specific. Architecture and design of a compute or eScience system is a broad
subject that opens opportunities for numerous other questions. At the same time, our
question focuses on a fairly small set of applications in a very defined area of research:
radio astronomy.

9.1 Summary of contributions in this thesis

In Chapter 1 of this thesis we posed the main question that drives the research presented
in this thesis:

• What is the optimal way to design a commodity compute and data transport ar-
chitecture for modern distributed radio telescopes, and how do we define optimal
in this context?

To address this question, and based on extensive architectural design experience,
we proposed four propositions that articulate some of our high-level recommendations.
Combined, these four propositions provide the basic starting point for the design of any
commodity compute system in a distributed radio telescope.

In Chapter 1 we introduced four propositions, summarised as the bounding, co-
design, value and optimisation propositions. These are based on extensive architec-
ture and design experience, both in the LOFAR radio telescope and in the design of
the Square Kilometre Array (SKA) Science Data Processor (SDP). The propositions
drive the direction of the research in this thesis and can also be taken as proposed de-
sign priorities and recommendations to take into account when architecting or designing
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158 Conclusions

the general purpose compute component in any modern distributed radio telescope, or
indeed large-scale scientific instrument.

To summarise the contributions in this thesis we shall consider each proposition in
turn, and discuss how these were addressed. We also briefly review some of the more
detailed contributions made in the various chapters that are not directly covered by the
propositions.

9.1.1 Proposition 1: the bounding proposition
Before embarking on an architecture or design, bound the problem in terms of require-
ments, such as capacity and functionality, and available resources such as funds, facili-
ties, manpower and interfaces.

At first glance, this proposition may seem obvious. This proposition is also in line
with systems’ engineering best practice. However, scientific instruments are not always
designed and built using proper systems’ engineering methods, and this elementary first
stage is often neglected. It is therefore quite relevant to explicitly articulate this propo-
sition.

In Chapters 3, 4 and 5 we showed how this proposition was used in practice, in
the design of the SKA Science Data Processor and the GPU-based LOFAR correlator
and beamformer respectively. The cases studied in Chapter 2 also show the bounding
proposition in use, even though the chapter itself does not significantly contribute to
this proposition. Especially in the SKA, where construction of designed system is years
away, bounding the problem has proven to be very useful. The progression shown be-
tween Chapters 3 and 4 was achieved in part due to considerable developments of the
bounds used, in particular required resources, computational and other, thanks to ex-
tensive modelling of the high priority science cases. While this indicates that there is
significant value in a continuous revisiting of the defined bounds as the architecture or
design matures, this does not invalidate the proposition itself.

9.1.2 Proposition 2: the co-design proposition
The compute- and data-transport systems supporting modern radio telescopes must not
be developed in isolation.

Although we refer to this as the co-design proposition, our intention is slightly dif-
ferent than the more general use of the term implies. Whereas co-design often refers
to hardware and software being developed side-by-side, here we mean the co-design
of compute- and data-transport systems. However, extensive and hard-learned experi-
ence with the LOFAR telescopes has shown that this is essential, considering the data-
intensive nature of commodity processing in radio telescopes. This does mean a slight
loss in modularity, with the data-transport and compute components essentially being a
monolithic component.

Chapter 5 embodies this proposition well. This chapter describes the design of a
data-intensive component of the LOFAR radio telescope. Considering the streaming
nature of the processing, efficient data-flow through the system, within and between
nodes, was a primary design consideration, while compute resources were an important,
but secondary, consideration. The ultimate success of this project was at least partly due
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to the careful and simultaneous design of the compute- and data-transport systems, both
internal and external, in Cobalt.

The conceptual design of the SKA Science Data Processor (SDP), discussed in chap-
ter 4, is less detailed, but similar to Cobalt, the data-transport system is designed in con-
cert with the compute resources. While the conceptual design of the SKA SDP does not
extend to the node level, the lessons learned in Cobalt apply, and a very similar design
process can be expected to occur during the construction phase of the SKA SDP. This
focus on both data-transport and compute ensures scalability and fitness for purpose of
procured systems. It is natural to assume that any new and less conventional solution
to these problems will require a similar focus. Considering the specialised nature of
many of the non-conventional solutions discussed in chapter 8 it is likely that compute
systems will shift to interconnected collections of heterogeneous resources, making the
data-transport infrastructure even more important.

9.1.3 Proposition 3: the value proposition
A system’s architecture and design should not only optimise for cost, but instead closely
consider the optimal ratio between value and cost.

This proposition is one of the core contributions of this thesis. It tries to articulate
a significant body of experience, exemplified by the partial CV shown on page 183 of
this thesis. While the message in itself is clear, it is generally exceptionally difficult
to quantify cost and, particularly, value of a data-transport and compute system, as we
show in Chapter 2.

Nevertheless, in particular in Chapters 4 and 5, we show that compute and data-
transport systems designed for radio astronomy benefit greatly from a balanced look at
both cost and value. Furthermore, the optimisations discussed in Chapters 6 and 7 must
either decrease cost, improve value in some way, or a combination of both in order to
be considered successful.

9.1.4 Proposition 4: the optimisation proposition
When both the compute- and data-transport systems are considered jointly, optimisa-
tions can be conceived on the boundary between these two that greatly benefit the whole.

This proposition is a consequence of proposition 2. As it turns out, when data-
transport and compute systems are designed together, and the data-transport infrastruc-
ture is not merely seen as a black-box interface between different components, very
interesting avenues for optimisation become available. We have explored two of these
on the boundary between commodity and specialised hardware, in detail in Chapters 6
and 7 of this thesis. A third possible optimisation opportunity, looking at open source
network operating systems and the programmability of these, was identified as future
work. At the time of writing, initial work on this has been started in collaboration with
the University of Amsterdam.
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9.1.5 Other contributions
The propositions summarised above represent the primary contributions in this thesis.
However, during the course of this work, many other, more detailed, valuable contribu-
tions were made. In this section we will highlight the most important ones.

While we certainly did not invent the concept of value, we did introduce the con-
cepts of Total Value of Ownership, total lifetime computational value and total lifetime
scientific value in sections 2.3 and 2.4. By articulating the explicit desire to maximise
the scientific value of a system over its lifetime, rather than just minimise its total cost of
ownership regardless of the performance impact, we contribute a way to greatly improve
how we evaluate compute- and data-transport systems for radio telescopes.

The progression of the bounds, architecture and design of the Square Kilometre Ar-
ray Science Data Processor is also a key contribution of this thesis. Two chapters were
dedicated to this system, and apart from their support of the propositions, these show the
evolution of a highly scalable, data-driven, hardware architecture for the Science Data
Processor. The hardware design of this system, including the documentation delivered
as part of the preliminary and critical design reviews, should also be considered as sig-
nificant contributions, even though these are not published in journals or proceedings.
We note that scientific publications on this subject are planned.

We also contributed a detailed description of the design and engineering process
and construction of the GPU-based LOFAR correlator and beamformer. This chapter is
unique in that it describes the design, implementation and operational experiences with a
system designed specifically for production use in a radio telescope. We were therefore
able to retrospectively show that the system meets all requirements, not just in synthetic
benchmarks, but on actual production data as well. The design and implementation of
the Cobalt system itself was, of course, also a significant contribution that was essential
to the continuity of the LOFAR telescope.

We contributed two prototypes that demonstrate two different optimisations in the
way that data is received into a general purpose compute system. One moves the control
of data flows from the data plane into the control plane, while the second significantly
reduces the energy overhead associated with receiving large volumes of UDP/IP data by
avoiding parts of the Linux kernel network stack.

Finally we discussed, in some detail, how future technologies may be applied in a
modern radio telescope. Even though this work is not yet published in a peer-reviewed
journal or conference, we aim to write an extended and more detailed version in the near
future.

9.1.6 Research question
Having looked at the contributions in this thesis we now return to our original research
question reproduced at the start of this chapter. We have proposed a number of rec-
ommendations, articulated as propositions, that guide a design process to an optimal
solution. These recommendations can be further summarised as:

1. bound the problem

2. consider data-flow and compute together
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3. consider both cost and value

4. identify and investigate possible optimisations and research opportunities that in-
crease value or decrease cost (or a combination of the two)

This requires a combination of domain specific knowledge and general computer
science experience. In order to consider data-flow and compute, a detailed picture of
the performance profile of the target application must be available. Similarly, significant
knowledge about the system and target applications is needed in order to accurately
estimate the value potential of a system under design.

Essentially we argue that, to ensure optimal utilisation of the procured resources,
these need to be carefully balanced against their cost and their contribution to the scien-
tific value of the total system. In order to achieve this, the system designer needs to be
aware of the application intended to run on the designed system, in particular the way
data flows through the system. Similarly and equally important, the programmer needs
to be aware of the strengths and weaknesses of the target system.

9.2 Hardware components not discussed in this thesis

In this thesis we focused on the compute- and data-transport systems in radio astronomy,
and their co-design opportunities. While we have not discussed data-storage technolo-
gies in any meaningful way, these may also be handled similarly. An excellent example
of this can be found in the preliminary architecture for Square Kilometre Array Science
Data Processor, as described in Chapter 4. Here, three different tiers of storage infras-
tructure, the high-performance buffer and medium- and slow-tiers of science archive
storage, are designed to integrate neatly in the compute- and data-transport systems. In-
deed, the compute-, data-transport, and data-storage subsystems in this architecture are
designed as a single coherent system, although the data-storage system was not judged
to require a very detailed design, since this is likely to be procured as a stand-alone
appliance.

It is likely that the co-design proposition will need to be expanded in the near- to
mid future, with the appearance of near-line non-volatile storage tiers. These gener-
ally fit between volatile main memory in nodes, and slower, non-volatile storage media
either in the node, or in a dedicated storage system accessible via a high-performance
network, and are intended to mitigate the high latency and relatively low performance
of slower tiers of storage. Since these near-line storage technologies are integrated into
the node for performance reasons, the classic boundary between compute- and storage
sub-systems will inevitably blur. Such storage technologies are appearing today, in the
form of Intel’s 3D-Xpoint for instance, and will require a more detailed and integrated
architecture of the data storage systems similar to the one advocated in this thesis for
the compute- and data-transport systems.
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9.3 Future work

The software-defined networking concept introduced in Chapter 6 is the basis for fur-
ther work in that area. In this chapter we investigated the functional availability of fea-
tures required for our application, but this used Gigabit Ethernet networks and did not
extend to more high-performance networks. This work will be extended to more high-
performance networking equipment, 40 and 100 GbE, to more accurately match the
networks probably used in future radio telescopes such as the Square Kilometre Array.
Initial experiments offered no different insights when using such higher performance
equipment, with significant limitations in firmware remaining an issue. Furthermore, it
is likely that the concepts introduced in Chapter 6 can be realised with different tech-
nologies, such as IP Multicast, BGP or P4. An extended paper is planned to investigate
these.

In Chapter 6 we argue that the quality of the software running on the network equip-
ment currently limits the applicability of a Software-defined network in radio astron-
omy. The Open Compute project 1 aims to create a fully open source stack data centre
components, both in hardware and software. As part of this, a stack of open source net-
work operating system components has been developed, including a bootloader (Open
Network Install Environment, ONIE), a full Linux based operating system (Open Net-
working Linux, ONL), and a standardised interface to vendor specific hardware (Switch
Abstraction Interface, SAI). To mitigate the impact that the quality of switch software
has on the applicability of software-defined networking to our application, we intend to
implement our own software to implement this functionality on top of this open source
software stack.

Chapter 8 has not yet been published at a peer-reviewed conference or journal. It
is our intention to extend this chapter into an overview paper that offers an initial as-
sessment of the applicability of various newly developed compute concepts for data-
intensive science. Furthermore, the concepts introduced in this thesis, in particular those
in Chapter 2, combined with the new technologies and architectures that are being de-
veloped to address the demise of Moore’s law scaling, may be the subject of a new
direction of research. The combination of evolutionary and revolutionary developments
in compute and data-transport technology we expect to become available in the next
decade or so offers both interesting challenges an opportunities for research.

9.4 Discussion & conclusions

The work in this thesis is based on extensive experience designing, building and main-
taining IT infrastructure in support of radio telescopes and astrophysics. The proposi-
tions introduced in this thesis are supported by a number of peer-reviewed publications.
Furthermore, many architecture, design and procurement documents for current and
future telescopes take advantage of the same lessons learned. A number of these are
referenced in the Curriculum Vitae chapter that concludes this thesis.

1https://www.opencompute.org/
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In this thesis we propose that the architecture and design of compute- and data-
transport systems should be co-developed. The same is true for the management and
administration of these systems. Whereas conventional high-performance computing
centres and generic data centres generally split the responsibility for network and sys-
tems in separate departments, based on the co-design proposition there is a convincing
argument to be made that this is not an efficient solution in systems supporting a data-
intensive instrument. Since both the network and compute infrastructure rely heavily on
eachother and indeed are highly interdependent, cross-trained staff in a single unified
support department will be a more effective in supporting the instrument. This propo-
sition is based on anecdotal evidence, proof being difficult to obtain without significant
institutional changes, which are difficult without convincing evidence, the beginnings
of which were presented in this thesis.

In this thesis we have articulated and documented extensive design and architecture
experience gained in the development of commodity compute and data-transport sys-
tems for both the LOFAR radio telescope, currently operational, and the Square Kilome-
tre Array, the construction of which is still years away. The recommendations described
herein have proven to be essential when designing such systems to be effectively and
efficiently operated as part of a radio telescope. They also turn out to provide a solid
starting point when evaluating newly developed technologies for the use in such instru-
ments. Such revolutionary systems, or more likely the combination of commodity and
future technologies, will become ever more important to sustain the increase in computa-
tional resources that we need to build more powerful telescopes. The demise of Moore’s
law has made it clear that more diverse and heterogeneous systems will become com-
monplace, dramatically increasing the design space for the compute and data-transport
system architect for radio telescopes. However, the experience documented in this thesis
provides an excellent basis upon which we can base the evaluation of such complex sys-
tems. In all, the future for the design of commodity compute and data-transport systems
is challenging, but this offers not only avenues for interesting research, opportunities for
optimisation with dramatic performance potential are also abound.


