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Chapter 4

Multinomial global test

This chapter is based on “A powerful test for spliceqtl effects” (Menezes et al.,
2020).

Menezes, R.X., Rauschenberger, A., ‘t Hoen, P.A.C. & Jonker,
M.A. (2020). “A powerful test for spliceqtl effects”. In preparation.

R package spliceQTL: “Multinomial Global Test”.
https://github.com/rauschenberger/spliceQTL

Statistical methods to test for effects of snps on exon expression exist, but often rely on testing of associations
within multiple exon-snp pairs, to subsequently summarise
results per gene. Such approaches require heavy multiple
testing correction, and as a consequence have mostly power
to find very large effects, which often do not occur for more
than a few pairs. We propose here a test to find spliceqtl
effects, by taking all exons and all snps linked to a given
gene into account simultaneously. For any chosen gene, this
score-based test looks for association between the set of
exon expressions and the set of snps, via a random-effects
model framework. It is efficient to compute, and can be
used if the number of snps is larger than the number of
samples. In addition, the test is powerful to detect effects
that are relatively small for individual exon-snp pairs, but
are observed for many pairs, what current approaches have
little power to do. Furthermore, test results are more reproducible between datasets than results using pairwise
testing. We conclude that the test we propose here offers
added value in the search for spliceqtl effects.
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Background

Alternative splicing of genes represents an important way of increasing genomic and proteomic diversity (Mironov et al., 1999; Croft
et al., 2000; Graveley, 2001; Modrek and Lee, 2002), via gene/exon
expression regulation, now shown to take place not just in humans
but in higher eukaryotes in general (Brett et al., 2002). Alternative
splicing events, and their consequences, have been recognised as
yet another important challenge for post-genome biology (Black,
2000; Modrek and Lee, 2002). The use of rna sequencing (rna-seq)
has further improved our knowledge of alternative splicing events,
helping to increase the number of genes known to be associated
with such events by 25% (Sultan et al., 2008) and showing that
85% of multi-exon genes contain at least one alternative splicing
event. These points illustrate not only the importance of alternative
splicing events, but also the wide-reaching consequences they can
have on regulation.
Events that affect splicing include genomic changes, such as sequence modifications (Graveley, 2001) and methylation events. The
wider availability and affordability of high-throughput molecular
profiling technology has led to an increasing number of omics studies
where each sample has multiple high-dimensional molecular profiles.
While data exist, models so far used are over-simplistic, inefficient
and not very powerful. Indeed, the most popular approaches currently in use to study associations between two high-dimensional
datasets are based on pairwise correlations between features in the
data. While these may find effects, only very strong effects can be
detected after multiple-testing correction, which is severe due to
the large number of exon-snp pairs. In addition, such approaches
ignore effects that span many exons and/or many single-nucleotide
polymorphisms (snps).
Many methods exist for finding expression quantitative trait loci
(eqtls), which are essentially associations between snps and a gene’s
overall expression level. These ignore the distribution of the total
gene expression across exons and, thus, are not suited for finding
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alternative splicing events associated with varying snp genotypes.
Thus, better understanding of splice-modifying events would
benefit from an efficient and powerful quantitative tool. Here we
will focus on the spliceqtl problem, namely on finding which snp
genotype changes display association with possible splicing changes.
The problem involves finding associations between exon expression
levels of a given gene, and modifications of snp genotypes mapping
to a window in, and possibly around, the gene. A method that,
per gene, takes into account at once expression of all exons, as well
as all genotypes for all snps of interest, will not only avoid the
heavy multiple-testing correction that those based on exon-snp pairs
require, but also can benefit from considering more data at the same
time. This can be particularly useful when exon-snp associations
are not very strong for any individual pair, but exist at a detectable
level for multiple exon-snp pairs. Such associations cannot typically
be distinguished from noise when testing pairs individually, whilst
their occurrence for multiple exon-snp pairs suggests that they are
unlikely to be due to noise.
A method that considers all exons and many snps per gene needs
a model to make sense of all available data at once. On the one
hand, we would like to better understand expression variation of
multiple exons at the same time. On the other hand, we wish to
consider how this variation is associated with genotypes of snps in a
large window, say all snps located between the start and end of the
gene. One possibility is to consider a multiple regression framework,
where all exon expressions are considered as response variables and
the snp genotypes as explanatory variables. However, the number
of snps can amount to a number larger than the number of samples.
While penalised regression would offer a solution to fit the model, it
does not yield a reliable testing tool, due to the penalty parameter
estimation.
Another important issue is the snps’ correlation structure. Genotype for different snps can display strong and even full association,
for example due to imputation and linkage effects, the latter often
occurring for snps in the same haploblock. Such strong correlations
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essentially make approaches based on classic regression models unsuitable for use, as these require uncorrelated covariates and break
down under (near) full collinearity between covariates. Thus, methods to test for spliceqtl should be able to handle not just a large
number of covariates, but also correlated covariates.
We present a statistical test that solves the aforementioned
problems (Section 4.2). It is based upon the score function, which
considers association between expression data for all of the gene’s
exons and all snps of interest, using all data referring to a given
gene at once. Our test is designed to find specifically spliceqtl
effects, and not eqtl effects, by means of conditioning on the gene’s
total expression. Furthermore, the empirical correlation structure
between snps can be taken into account. We perform a simulation
study to evaluate the test’s power to find true effects, for various
effect types (Section 4.3.1). And we apply the test to two publicly
available datasets, from geuvadis/1000Genomes and bios, enabling
us to evaluate how reproducible the selection of genes is (Sections
4.3.2 and 4.3.3). Finally, we discuss our findings (Section 4.4).

4.2
4.2.1

Methods
The model

Consider a gene with K exons, with K ≥ 2 (a gene with K = 1 exon
only has one isoform, so it cannot display alternative splicing). As
response, we take the set of K exon-specific expressions, denoted as
the K × 1 column vector Y i = (Yi1 , . . . , YiK )| for sample i, and as
covariates the M snp genotypes (here representing the number of
minor alleles, so taking values in {0, 1, 2}), denoted by the M × 1
column vector X i = (Xi1 , . . . , XiM )| for sample i (i = 1, . . . , n).
The relationship between exon expression levels and snp genotypes
is assumed to be
E(Y i |B) = h−1 (α + B | X i ) ,

(4.1)
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where B is an M × K matrix which k th column is the vector β k ≡
(β1k , β2k , . . . , βM k )| of regression coefficients relating exon k to the
M snp genotypes, and α = (α1 , . . . , αK )| is the intercept. The
function h is a <K → <K link function and will be specified later.
However, the link function and the distribution of Y i are chosen
such that the model belongs to the canonical exponential family
with a canonical link function (e.g. McCullagh and Nelder, 1989).
Based on data of n independent samples as just described, the
aim is to test per gene whether there is association between its
exon-specific expression levels and the snp genotypes. In terms of
the model, this means that we want to test the null hypotheses
H0 : βm1 = βm2 = . . . = βmK = 0 for all m = 1, . . . , M . Note
that alternative splicing may still take place if the combined null
hypotheses hold, by means of different αk in α, but this event is
not associated with the snp genotypes. In case αk ≡ α for all k,
all exons have the same expected expression level and there is no
alternative splicing under the null hypothesis.
If M is much larger than n, this test cannot be performed with
β non-stochastic. To make testing possible, we assume each β k to
be a random vector with mean zero, for k = 1, . . . , K and define
P
|
rik := M
m=1 Xim βmk = β k X i as a random effect corresponding to
exon k of sample i, and r i = (ri1 , . . . , riK )| as the random effect
column vector for sample i. By construction, r i has mean zero and
for any pair of samples indexed by i, j and pair of exons indexed by
k, l, we have:
Cov (rik , rjl ) = Cov β |k X i , β |l X j



= X |i Cov (β k , β l ) X j
≡σ

2

X |i W kl X j

(4.2)

,

where W kl is an M × M symmetric matrix and σ 2 is a constant
chosen so that diag(W kk ) has all entries equal to 1 (for all k); below
a motivation for this assumption is given. Conditional on the random
effects r 1 , . . . , r n , the observations Y 1 , . . . , Y n are assumed to be
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independent and the link as given in (4.1) can be re-written as
E(Y i |r i ) = h−1 (α + r i )

(4.3)

(with possibly a different intercept, notwithstanding the notation).
Testing the null hypothesis that β k = 0 for all k = 1, . . . , K in the
original fixed effects model is now equivalent to testing H0 : σ 2 = 0
against Ha : σ 2 > 0 in the random effects model. Note that when
H0 is rejected, there is evidence that alternative splicing is observed
and it displays association with genotypes at different snps, which
we refer to as “spliceqtl”.
The covariance structure between random effects rik and rjl
depends on the matrix W kl . By modelling this matrix, the way the
correlation between the covariates (snps in our case) is taken into
account by the test statistic can be fine-tuned. At this point, it is
assumed that W kk ≡ W , for k = 1, . . . , K, under H0 . This can be
interpreted as assuming that the correlation structure between any
pair of effects of covariates on one response (exon k) does not depend
on the particular exon involved. So, this assumption is equivalent
to saying that the exons are exchangeable, as far as the covariances
between their effects are concerned. In addition, it is assumed
that W kl = 0I for all k, l = 1, . . . , K with k 6= l, under the null
hypothesis H0 (for I the identity matrix). This essentially means
that random effects relating to different exons are uncorrelated. This
too seems to be reasonable to assume under H0 .
c , and either W
c = I M or
In applications, W is replaced by W
|
c = XX is used, where X is a M × n matrix with X i as its ith
W
c ]pq entry of
column; in particular, in the latter case a generic [W
P
c is given by
W
i Xip Xiq , which is related to the sample covariance
between snp genotypes p and q across all samples. Indeed, XX |
represents the sample correlation matrix if the covariates in X are
centred and scaled.
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Test statistic for splice-changing events

In order to test for spliceqtl, i.e. alternative splicing associated
with snp genotypes, the null hypothesis H0 : σ 2 = 0 is tested against
the alternative hypothesis Ha : σ 2 > 0. Suppose that Y i is a vector
of count variables, as it would be if exon-specific expression data
were generated by rna-seq. Then Y i |r i (i.e. Y i given the random
effect r i ) can be assumed to follow a multinomial distribution, given
the total gene expression per sample i, and the score-test statistic
(see Section 4.5.1 in the Appendix) equals
h

i

c X(I n − H)Y | ,
S = trace Y (I n − H)| X | W

(4.4)

where Y is a K × n matrix with the ith column given by Y i ,
so that the rows correspond to the exons and the columns to
the samples. Here I n represents the n × n identity matrix and
P
P
H = N −1 J (N1 , . . . , Nn ) with N = ni=1 Ni , Ni = K
k=1 Yik and
J (N1 , . . . , Nn ) the n × n matrix filled with Nj at row j. Since for
each i, Y i is assumed to follow a multinomial distribution condiP
tional on the total gene expression k Yik , the test statistic does not
change with changing total gene expression. This implies that the
test is robust to eqtl effects, being thus aimed at finding spliceqtl
effects that cannot be explained by changes in total gene expression
associated with snp genotypes.
c = XX | , (4.4) becomes
In case W
SW = trace [Y (I n − H)| X | XX | X(I n − H)Y | ] ,

(4.5)

c = I M , (4.4) becomes
whilst, if W

SI = trace [Y (I n − H)| X | X(I n − H)Y | ] .

(4.6)

The test statistic SI in (4.6) involves the sample correlation
matrix of the (centred and scaled) covariates in X, whilst SW in
(4.5) involves the square of the same sample correlation matrix. As
such, the impact of the correlation structure on the observed value
of the test statistic is smaller when SW is used, compared with when
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SI is used. This means that, in cases where the covariates display
strong correlation, SI will tend to yield more extreme values than
SW .
If Y i is a vector of continuous variables, then Y i |r i may be
assumed to follow a multivariate normal distribution. The score
test statistic for testing for spliceqtl has the same form as in (4.4),
with the only difference that the matrix H equals an n × n matrix
filled with 1/n at every entry (where n represents the number of
samples in the data). One example where this could be applied to
is if the response is a vector of image-derived variables, such as the
ones yielded by radiomics.
The proposed test statistic depends on the term (I n − H)Y | =
|
Y − HY | . The matrix HY | is an estimate of the expectation
EY i under the null hypothesis of no association (see appendix). So,
the test statistic can be interpreted as the squared distance of the
response and its expectation, corrected for the dependence between
snps.
For the problem where exon-level expression data are available
per gene, the multinomial distribution is a natural one to assume for
the conditional distribution of the response. However, our results
can be also used for other applications with a multivariate response.
In fact, we derived a test statistic based upon the score function
under the general assumption that the conditional distribution of Y i
given r i belongs to a canonical exponential family (see Section 4.5.1
in the Appendix). We gave here the exact form of the test statistic
for a multivariate response with a multinomial distribution. We also
give an expression for the case of a response with a multivariate
normal distribution (see Section 4.5.1 in the Appendix).
The distribution of 4.4 under H0 is not known, so p-values are
computed by using permutation on the observed data. In this case,
exons are permuted for each sample, independently of remaining
samples, and the test statistic is recomputed for each permuted data.
When the test statistic 4.4 is applied to many genes simultaneously, multiple testing correction needs to be applied to the computed
p-values. Here we use the step-up false discovery rate procedure
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proposed by Benjamini and Hochberg (1995).

4.2.3

Relation with other works

The proposed test statistic (4.6) is related to the univariate multinomial test proposed in Goeman et al. (2006): the two test statistics
can be shown to be equivalent (see Section 4.5.2 in the Appendix).
However, the formulation used in Goeman et al. (2006) requires as
response a vector with one observation per read, indicating which
exon that read mapped to. This is not only impractical, but also
requires handling very large objects during computations, making
them at least inefficient. In contrast, the formulation used here
is more convenient when the response variables are tabulations of
the reads observed per exon, as it is the case with exon expression,
requiring much smaller objects and thus allowing for considerably
more efficient computation.
Note also that our multivariate multinomial formulation uses all
per-exon expression counts as a single, multivariate response per
gene. Previously, Chaturvedi et al. (2017) proposed a test for a
multivariate normal response, so the current test statistic can be seen
as an extension of this earlier test statistic for the multinomial case.
In addition, we here allow for explicit modelling of the covariance
structure between effects via W , which was not done by Chaturvedi
et al. (2017).

4.2.4

Experimental data used in examples

We applied our proposed test to study association between per-gene
variations in exon expression, with the number of minor alleles on
snps within or around the gene. For this, we used two publicly
available datasets that involve unrelated samples with each rna-seq
data yielding exon-level counts, as well as whole-genome snp data.
In example 1 we compare effects found by our proposed method, with
those found by a pairwise-testing approach, where each pair exonsnp is tested individually, and all results are adequately corrected
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for multiple testing. For this, molecular profiles for samples involved in the geuvadis project were used. Specifically, exon expression data was obtained (http://www.ebi.ac.uk/arrayexpress/
files/E-GEUV-1/analysis_results/) from the geuvadis project
(http://www.geuvadis.org/web/geuvadis), and the snp genotype
data was obtained from the 1000Genomes project, and can be
found at ftp://ftp.1000genomes.ebi.ac.uk/vol1/ftp/. Features mapped to chromosome 1 were extracted from both datasets.

The snp genotype data was taken as the number of minor allele
copies per snp and per sample. We assumed an additive effect of
the number of minor alleles on the exon expression. This allowed us
to consider the number of minor alleles for any given snp as numeric
in the model, taking a value in {0, 1, 2}, where variables were coded
so that the major allele was the one with the highest frequency in
the dataset at hand. We also only kept snps with a minor allele
frequency larger than 0.05.

After obtaining the rna-seq data, exons with zero variation were
excluded, and genes containing only a single exon were left out, as
in such cases no alternative splicing can be detected (in the former)
or can take place (in the latter).

In example 2, we assess reproducibility of the spliceqtl results
by comparing results obtained using two independent datasets. The
first dataset was produced in the context of the Leiden Longevity
study (lls, Schoenmaker et al., 2006). We compare lists of genes
obtained with those from the geuvadis data, used in example 1.
To ensure better comparability, the geuvadis data was aligned and
pre-processed again in the same way as the lls data. Pre-processing
of the data was done as in example 1. In the discussion we consider
situations where reproducibility is desirable.
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Results
Simulation study

We ran a simulation study to evaluate the performance of using
our multinomial-response test statistic, using either SW as in 4.5
or SI as in 4.6, and each under various scenarios. We constructed
scenarios of practical interest, and made various assumptions. For a
full description, see Section 4.5.3 in the Appendix. Below we give a
brief description of what was done, for clarity.
It is difficult to generate snp data at random in a way that represents realistic correlation structures. To make sure our simulation
is based on a realistic situation, we used experimental snp data
produced by the 1000Genomes study to generate two sets of 100 snp
datasets each. Specifically, we used snp genotype data included in
windows around 2 different genes. We then partitioned at random
the 373 samples available for each dataset into 5 disjoint subsets of
around 74 samples each, and used 20 distinct partitions, yielding a
total of 100 snp genotype sets of around 74 samples each. This is
done in order to generate 100 snp datasets with realistic correlation
structure and sample size. We will refer to results originating from
each of those original snp data matrices as “gene 1” and “gene 2”,
because they arise from two separate genes, while noting that they
actually refer merely to different snp data.
Matrices of effect sizes were generated at random to represent
different effect patterns, which we call “scenarios”, as follows: strong
effect of just a few (2%) snps on the response vector (S1), weak
effect of a few (2%) snps (S2), and weak effect of many (20%)
snps (S3). The same matrices were applied to both genes, for each
given scenario. As a consequence, results for gene 1 and gene 2
only differ in that the snps used are different. While the effect
sizes are generated at random and independently from each other,
the underlying snps may be correlated, yielding correlated random
effects.
snps in the two original snp data matrices differ noticeably in
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how strong their pairwise correlations are. Indeed, those arising from
gene 1 display stronger correlations in general than those arising from
gene 2 (see Figure 4.4 in the Appendix). These two genes represent
somewhat extremes in terms of how correlated their snps are, with
other sets of consecutive snps displaying correlation patterns in
between (see Figure 4.5 in the Appendix).
After generating response vectors with either 3 or 50 exons, we
used the multinomial spliceqtl test with either SI or SW , on 100
datasets, per scenario, gene and number of responses. For each
dataset, half of the samples were assumed to involve an effect of
snps on the response vector, whilst the remaining samples had
response vectors simulated with no effect. This may represent a
situation observed in practice, where a subset of samples display an
association between snps and exon expression levels.
Using only the results for the response vectors with no effect, we
note that the test level is on average the desired level (see Figure 4.6,
top-row graphs, and Table 4.3 in the Appendix), with results for
SI and SW approximately the same. Indeed, the variation of test
level is largest between genes (larger for gene 2 than for gene 1)
and scenarios (the tests tend to select more false positives in S2),
than between the two test formulations. In particular, the empirical
distribution of the computed p-values is very similar to the uniform
in all cases (data not shown).
roc curves for the different situations and genes suggest that
the power to find effects varies, depending on how strongly the snps
are correlated, as well as the scenario (Figure 4.1). This variability
is observed both when SI was used, as well as when SW was used. A
general trend is that the auc is higher when snps are more strongly
correlated (gene 1, left-hand side graph in Figure 4.1) than when they
are weakly correlated (gene 2, right-hand side graph in Figure 4.1).
The lowest aucs were obtained when snps displayed low correlation
(gene 2, Figure 4.1): the lowest was for a small effect, involving few
snps (S2), followed by the one with a large effect, involving again
few snps (S1). Note that each roc curve combines results using
3 exons as response vector, with those using 50 exons as response
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We also observed that the auc was in general higher when SI
was used than when SW , in all considered situations (see Figure 4.7
c = I, this was
in the Appendix). As the data was simulated using W
expected. This is confirmed by the proportions of response vectors
selected using various thresholds (see Figure 4.6 in the Appendix,
bottom-row graphs). However, the differences in auc are smaller
between the results using SI and SW , than those between genes or
scenarios. This implies that the test is robust to misspecification of
W in practical situations where the true matrix W is unknown.
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Figure 4.1: roc curves generated for all situations, using the multic = I (left) or W
c = X | X (right).
nomial test with either W

4.3.2

Example 1: GEUVADIS

We will compare results of the spliceqtl test with those obtained
by testing all exon-snp pairs individually. For this, we will use
data from the geuvadis study, previously analysed in Lappalainen
et al. (2013). Here we use only the test statistic SW as in 4.5,
to be conservative as the true W is unknown. Pairwise testing
involved using a linear regression to test for the association between
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expression of each exon and each snp variable, for each exon-snp
pair per gene. This yielded a matrix of p-values per gene.
Briefly, in the Lappalainen et al. (2013) study rna from HapMap
samples were sequenced and analysed, and the data is available via
ArrayExpress with accession number e-geuv-3. Whole-genome
snp profiles corresponding to the same samples are available via
http://www.internationalgenome.org. All populations but for
the Yoruba samples were included, totalling 373 samples. For this
illustration, we selected only data for genes mapping to chromosome 1.
The data was pre-processed as indicated above (Section 4.2.4).
Additionally, exon-length effect on expression was corrected for by
means of a mixed-effects model (see Section 4.5.4 and Figure 4.8 in
the Appendix).
For each gene, we considered snps located within 2 megabases of
the gene’s transcription start site, in either direction, as previously
done by Lappalainen et al. (2013).
Testing for spliceqtl was done per gene, as follows. We used
our spliceqtl model to test for association of exon-level counts with
all snp variables, yielding one p-value per gene. For comparison, we
used a linear regression to test for association within each exon-snp
pair, with the exon-level counts as response variables and the snp
(number of minor alleles) as explanatory variables. Per test type,
p-values were corrected for multiple testing using the Bonferroni
method.
As expected, the number of tests performed in the pairwise
approach (53 286 710) is much larger than the number of genes on
chromosome 1 (1 376), which is the same as the number of tests
required by the spliceqtl approach. The obvious consequence is that
the multiple testing correction in the former is much more severe
than in the latter. Thus, an effect size at the exon-snp pair level
must be much larger to yield a significant test result, compared to
the effect size required to yield a significant test with the spliceqtl
test.
In order to compare results at the exon-snp level, we further
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refined the associations selected with the spliceqtl test using a
sequential approach, as described in the appendix (Section 4.5.5 and
Figure 4.9). Briefly, the sequential approach involves the following
steps: (i) testing for association between all exons and all snps at
once, per gene; (ii) testing for association between each exon and
all snps of genes selected in step (i); and (iii) testing for association
between exon-snp pairs, for exons selected in step (ii). Multiple
testing correction is done in this case by controlling the family-wise
error rate considering the test tree, as suggested by Meinshausen
(2008). Doing this enabled us to compare the number of selected
(or not) tests for each exon-snp pair between the two approaches
(see Table 4.4 in the Appendix). Specifically, of the total 53 286 710
exon-snp pairs, 9 784 were selected by both approaches, 3 259 were
selected only by the spliceqtl approach, and 15 850 selected only
by the pairwise testing.
Note that, regardless of the test used, a sequential approach
requires an overall smaller number of tests, compared with a pairwise
approach. This is because exon-snp pairs within genes or exons
not selected in the first 2 steps are not tested. As such, a less
severe multiple testing correction ensues, yielding more power to
find effects involving multiple exons and multiple snps per gene (to
the extent that the gene, and involved exons, are selected). So, as
long as the test used can be applied to multiple responses as well as
more covariates than samples (p  n), the sequential approach is
preferable to the pairwise approach to find such effects. The gain
in power increases with the number of genes and exons not selected
as significant in the first two stages. Obviously, the only situation
where the two approaches yield the same number of tests is when all
genes, as well as all of their exons, are selected as being associated
with their corresponding snp sets.
To illustrate this, we compare here the numbers of tests required
by each approach. We have mentioned that the pairwise approach
involves testing for all 53 286 710 exon-snp pairs. In contrast, the
sequential approach started by testing 1 376 genes, yielding 34 significant tests. Testing for association between each exon in these 34
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genes and all snps required a further 1 793 tests. By subsequently selecting only the significant exons, a further 1 617 287 exon-snp pairs
had to be tested. So, the total number of tests required (1 619 114)
amounted in this case to just 3% of all 53 286 710 tests required by
the pairwise approach.
While considerable overlap exists between results obtained with
the two approaches, there are also findings obtained by one of the approaches only. For example, gene ensg00000007341_12 (Figure 4.2)
is selected by the spliceqtl test, whilst the linear regression does
not select any of the exon-snp pairs involved. Indeed, Spearman
correlations between each exon-snp pairs are mostly between -0.2
and 0.2, so are individually too small to be selected. However, when
considered as a set, they clearly display a pattern that is highly
unlikely to be due to chance alone, which is why the gene is selected
by the spliceqtl test. Note that both positive as well as negative
correlations are observed, as the spliceqtl test is sensitive to their
absolute size, regardless of the direction.
In contrast, gene ensg00000131236_11 (Figure 4.3) is not selected by the spliceqtl test, whilst the linear regression does select a
few of the exon-snp pairs involved. Spearman correlations between
each exon-snp pairs are again mostly between -0.2 and 0.2, but
in a relatively small number of cases they are smaller than -0.4.
Their number is too small relative to the total, so those correlations
become diluted by the spliceqtl test. However, some of them are
individually strong enough to be selected by the pairwise testing.
So, we conclude that the spliceqtl test has more power to find
associations between exon-level counts and snps that are individually
small, but are observed for a “large enough” subset of exon-snp
pairs. Of course, what is large enough here depends on many aspects,
including effect sizes, correlation between snps, and the number of
exon-snp pairs displaying non-zero correlation, relative to the total
number of pairs. In addition, the sequential approach requires a
smaller number of tests, thus requiring less severe multiple testing
correction. The pairwise approach may, however, potentially find
exon-snp associations that are individually large but are not observed
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for any other pair within the same gene.

4.3.3

Example 2: GEUVADIS and LLS

In this example, we compare the reproducibility of our results using
the spliceqtl test, with that obtained using pairwise testing. For
this, we will apply both approaches to the geuvadis and the lls
data, and per approach check how reproducible results are. For each
approach, we include in tests only snps located within the gene, i.e.
between the start and end of the gene. Data pre-processing was done
as described above (Section 4.2.4). Note that the features (exons,
snps) measured in the two datasets did not completely overlap. Only
overlapping pairs are taken into account. As in example 1, we used
here only SW defined in 4.5. Results of the two approaches were
compared at the gene-level, so no sequential testing was used.
Comparison between the spliceqtl test results use the per-gene
p-values, based upon which we computed: (a) Pearson correlation
between p-values on the -log scale; (b) numbers of genes with pvalue under a cut-off, for different cut-off values, without and with
multiple testing correction. For these comparisons, no multiple
testing correction was used.
Comparisons between the pairwise testing results were done using
various summaries at the gene level: (i) via the Pearson correlation
between the p-values obtained (on the -log scale) per gene, for all
overlapping exon-snp pairs, yielding one correlation value per gene;
(ii) computing the proportion of p-value pairs per gene valued under
a cut-off, for various cut-off values.
The density of the correlations between p-values from pairwise
testing shows that, while many genes display positive association
between results, many display even negative associations (see Figure 4.10 in the Appendix). Indeed, 38% of the genes display relatively
low correlations between -0.2 and 0.2 (vertical dashed-grey lines in
Figure 4.10), half of the genes display correlation below 0.076, 42%
below 0, and 22% below -0.2. Such low or negative correlations may
arise due to effects or noise that are data-specific.
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In contrast, the spliceqtl results yield a Pearson correlation
of 0.43, and only 24% of the per-gene correlations of the pairwise
testing results had a value at least as large as that (see Figure 4.10 in
the Appendix). These arguments suggest that association between
spliceqtl test results are stronger than those between pairwise
testing results.
We then went on to examine the scatterplots of the proportions
of selected exon-snp pairs per gene, for 3 different cut-offs (see
Figure 4.11 in the Appendix). These show that, for all cut-offs,
there is an enrichment of proportions that are very close to zero for
one dataset, and much larger in the other. This pattern is behind
the negative correlations obtained between gene-specific results. In
contrast, the scatterplot between (-log) p-values of the spliceqtl
test display no such pattern (see Figure 4.12 in the Appendix). Note
that, for both methods, using the lls data, a larger number of tests
are selected: the number of genes with proportion larger than 0.5
with the pairwise testing is larger, and the number of genes with
small spliceqtl test p-values is larger.
The reason why the spliceqtl test results are more reproducible
between datasets is that it takes multiple covariates (snps) and
responses (exons) into account, making it more robust to fluctuations
that are exon-snp pair specific but do not extend to multiple pairs
within the same gene. While the pairwise testing approach may
identify interesting local effects that the spliceqtl test has low power
to find, as it is susceptible to data-specific effects, its results are very
often not reproducible across datasets.
The strong concordance between spliceqtl test results is further
illustrated by per-chromosome Manhattan plots of the results of both
datasets (see Figure 4.13 in the Appendix): for these, we computed
the per-gene fdrs (computed as indicated in Section 4.2.2), and
these yielded virtually the same pattern for the two datasets.
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Discussion

We proposed a test based upon the score function that can at once
check for association between expression levels of all of the gene’s
exons as well as all snps considered to be of interest. It has more
power to find genes where exon-level expression is associated with
snp genotypes for many pairs of exons and snps, compared to when
testing one exon-snp pair at a time. It can be used when the
number of snps is larger than the number of samples, as it does not
require estimating parameters for individual snps. It is possible to
use the test as part of a 3-stage procedure to look for, and better
understand, spliceqtl effects, by first considering all exon-snp pairs
mapping to a gene, then looking for the exons that display significant
associations with all snps, and finally looking for exon-snp pairs
that are significant from amongst the exons found to be significant.
Our test is designed to find specifically spliceqtl effects that
cannot be linked to eqtl effects, and it does this by conditioning
on the gene’s total expression. So in our approach we consider exon
expression data as arising from a multinomial distribution, with the
total being equal to the total gene expression. For studying eqtl
effects, for example the global test (Goeman et al., 2004) can be
used, using the total expression of each gene as response and all
snps of interest as covariate set.
Our test incorporates naturally the covariates’ correlation structure, and this can be fine-tuned via choices for W . In some applications, covariates are very strongly correlated, as for example is
the case with snp data (in particular, if each variable represents
the number of minor alleles). If these also are correlated with the
responses, it may make the test over-sensitive to finding small effects
which may have little biological relevance. We illustrated this in the
simulation study, where the results obtained with the correction for
snp data correlation yield slightly smaller aucs, for the snp data
with weaker correlation (gene 2) compared with those for the snp
data with stronger correlation (gene 1).
Via simulation studies, we showed that the spliceqtl test is
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particularly suitable for finding effects that are small but that are
spread across multiple exon-snp pairs. This was confirmed by our
results using the geuvadis/1000Genomes data. By applying it to
the geuvadis and lls data, we concluded that the spliceqtl test
results are more reproducible between these two datasets, compared
with pairwise testing. This is likely due to the spliceqtl test taking
multiple covariates (snps) and responses (exons) into account, making it more robust to fluctuations that are exon-snp pair specific, but
do not extend to multiple pairs within the same gene, and therefore
are also not likely to be observed for other datasets. While the
pairwise testing approach has more power to find local effects, these
are often data-specific, making its results less reproducible across
datasets.
In our example 2, we showed that results yielded by the spliceqtl
test are more reproducible between the two datasets used than
pairwise testing. This is because the spliceqtl test is based upon
expression data for all exons and all snps, associated to a given gene.
This makes it also powerful to find effects that span multiple exons
and snps, even if effects are relatively small (see simulation study).
Such effects are less likely to be observed by chance than effects
involving a small subset of exons and snps. In practice, it is often
reassuring to know that effects found are likely to be confirmed in
similar studies. Approaches which take a small subset of variables
into account at a time, such as pairwise testing of each exon-snp
pair individually, are better able to pick up very strong associations
observed only for a small subset of exon-snp pairs, within a gene.
Our method is general for finding genes that may display differences in the distribution of reads across exons, associated with a set
of covariates. Differences in the distribution of reads across exons
can ensue in various situations, with perhaps the most obvious one
when different transcripts are observed across samples. In addition,
the spliceqtl test can also be applied to covariates other than snps.
Indeed, it could equally well be applied for studying spliceMeth
events, i.e. changes in splicing associated with methylation changes.
Often score-based tests are criticised for yielding too much power,
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effectively declaring as significant effects that are too small to be
biologically relevant. While this is difficult to illustrate and verify
due to the high-dimensional nature of the data, one possible reason
for this may be that covariates are in fact correlated, when the
test is developed under the assumption they are not. This does
not constitute an error per se, yet it is a characteristic that is
undesirable. In our application, strongly correlated covariates could
lead to relatively small associations between snp genotypes and exon
expression being selected. By taking the snp correlation structure
into account, our test avoids yielding too many of such effects.
Monlong et al. (2014) have proposed a test to find associations
between splicing ratios and one snp at a time, but not for multiple
snps. Our method can in fact also be applied to the sort of data
they consider (a multivariate response composed of many splicing
ratios, instead of exons as considered here), and as such can handle
the same problems as well as those involving many snps, making it
more general.
The original formulation of a score test for association between
a covariate set and a multinomial response, used in le Cessie and
van Houwelingen (1995) and in Goeman et al. (2004), allows for
correlation between the random effects, which differentiates this
approach from classic regression models, where explanatory variables
are assumed to be uncorrelated. In particular, classic regression
models cannot be fitted if any subset of the explanatory variables is
perfectly correlated. This approach does not involve inverting the
design matrix and, thus, testing can be done even under collinearity.
We take this framework further, by fine-tuning of the modelling of
the covariates’ correlation structure.
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Figure 4.2: Heatmap representing Spearman correlations between individual snps (columns) and
exons (rows) for gene ensg00000007341_12. The left-hand side vertical bar indicates which exons
are selected at the second step of sequential testing. The top-horizontal bar indicates which snps
are located within (black) or outside (grey) the gene. The top-left scale bar indicates which colour
represents which correlation. This gene was selected by the spliceqtl test to have snp profiles
associated with the exon expression levels as a whole, but none of the individual exon-snp pairs was
selected as significant using the pairwise approach.
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Figure 4.3: Heatmap representing Spearman correlations between individual snps (columns) and
exons (rows) for gene ensg00000131236_11. The left-hand side vertical bar indicates which exons
are selected at the second step of sequential testing. The top-horizontal bar indicates which snps
are located within (black) or outside (grey) the gene. The top-left scale bar indicates which colour
represents which correlation. This gene was not selected by the spliceqtl test to have snp profiles
associated with the exon expression levels, but some of the individual exon-snp pairs were found to
be significant using the pairwise approach.
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Appendix
Derivation of the score test statistic

Derivation of the score function
Let (X1 , Y1 ), . . . , (Xn , Yn ) be the observations with Yi =
(Yi1 , . . . , YiK )| and Xi = (Xi1 , . . . , XiM )| , as described in the paper:
Yi is the response vector for sample i and Xi is the corresponding
P
vector with covariates. Further, let rik := M
l=1 Xil βlk be defined
as the zero-mean random effects for sample i and exon k, with the
covariance Cov(rik , rjl ) equal to σ 2 X|i Wkl Xj where Wkl is an M ×M
symmetric matrix and σ 2 is a constant chosen so that diag(Wkl )
has all entries equal to 1. The random effect vector for sample i is
denoted as ri = (ri1 , . . . , riK )| . Conditional on the random effects
r1 , . . . , rn , the observations Y1 , . . . , Yn are assumed to be independent. The conditional density of Yi given the random effect ri is
denoted as fi (Yi |ri , σ 2 ). This density is not further specified at the
moment; a score test statistic is derived under the assumption that
the conditional distribution of Yi belongs to a canonical exponential
family with
E(Yi |ri ) = h−1 (α + ri )
for h a link function that can be specified once a distribution for
Yi is assumed. In Section 4.5.1 the general form of the derived
score test statistics are specified for the multivariate normal and the
multivariate multinomial distributions.
Here the score function for σ 2 is derived. In order to do this,
the computations as were given in the appendix of le Cessie and
van Houwelingen (1995, pp. 610-611) are followed, where the score
function was derived for a different model.
Q
The total likelihood is given by L(σ 2 ) = Er ni=1 fi (Yi |ri , σ 2 )
where fi (Yi |ri , σ 2 ) is the density of Yi given the random effect
ri . This expression follows from the conditional independence of
Y1 , . . . , Yn given the random effects r1 , . . . , rn , and the expectation
in the likelihood is with respect to r = (r1 , . . . , rn ), as the random
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effects are not observed. To shorten notation, the abbreviation fi (ri )
instead of fi (Yi |ri , σ 2 ) is used and the derivative of fi (Yi |ri , σ 2 )
with respect to the vector ri evaluated at zero is shortened as:
∂fi (Yi |ri , σ 2 )
∂fi (0)
|ri =0 =
.
∂ri
∂ri
The first step in the derivation of the score function for σ 2 is
deriving a linear approximation of the total likelihood L(σ 2 ) by
means of a Taylor series expansion with respect to the vectors
r1 , . . . , rn around 0. In this way it will be mathematical feasible to
explicitly calculate the expectations with respect to r1 , . . . , rn . This
approximation is given by
2

L(σ ) = Er

( n
Y
i=1

+

fi (0) +

n
n
Y
X
| ∂fi (0)

ri

i=1

∂ri

fj (0)

j:j6=i

n K,K
n
X
∂ 2 fi (0) Y
1X
rik ril
fj (0)
2 i=1 k,l
∂rik ∂ril j:j6=i

(4.7)

n,n K,K
n
∂fi (0) ∂fj (0) Y
1 X X
+
rik rjl
fm (0) + o(r2 )
2 i,j:i6=j k,l
∂rik ∂rjl m:m6=i,j

)

.

For li (ri ) := log fi (ri ) it holds that
∂fi (ri )
∂li (ri )
= fi (ri )
∂rik
∂rik
"

#

∂ 2 fi (ri )
∂ 2 li (ri )  ∂li (ri )  ∂li (ri ) 
= fi (ri )
+
.
∂rik ∂ril
∂rik ∂ril
∂rik
∂ril
Filling in these relations into the expression in (4.7), computing
the expectations and writing the covariance of the random effects
as Cov(rik , rjl ) = σ 2 X|i Wkl Xj =: σ 2 Rik,jl with Rik,jl = X|i Wkl Xj ,
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yields
n
Y
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(4.8)

The first order derivative of the log likelihood function log L(σ 2 )
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with respect to σ 2 equals
∂ log L(σ 2 )
1 ∂L(σ 2 )
=
.
∂σ 2
L(σ 2 ) ∂σ 2
Under the null hypothesis that σ 2 = 0, the likelihood function
Q
L(σ 2 ) is given by L(σ 2 = 0) = i fi (0) (which directly follows from
the expression in (4.8)). Further, the derivative ∂L(σ 2 )/∂σ 2 is found
by taking the derivative of the expression in (4.8). By replacing
L(σ 2 ) and its derivative in the expression at the right hand side in
the previous display, it follows that the score function for σ 2 under
the null hypothesis that σ 2 = 0 can be written as
n,n K,K

 ∂l (0)  ∂l (0) 
∂ log L(σ 2 )
1 X X
i
j
|
=
R
2
ik,jl
σ =0
∂σ 2
2 i,j=1 k,l=1
∂rik
∂rjl
K,K

n X
 ∂ 2 l (0) 
1X
i
+
Rik,il
.
2 i=1 k,l=1
∂rik ∂ril

(4.9)

Because the conditional density of Yi belongs to a canonical
exponential family with a canonical link function (by assumption),
the first order derivative of li (ri ) = log fi (ri ) with respect to rik for
the desired log-likelihood has the form
∂li (ri )
= a−1
i (Yi − µi (ri )) ,
∂ri

(4.10)

where µi (ri ) is the conditional expectation of Yi given ri and the i in
the subscript refers to the ith sample. Further, ai is a known constant
depending on the distribution that is assumed for Yi (McCullagh
and Nelder, 1989). The second order derivative of the log-likelihood
equals
∂ 2 li (ri )
= A00 (ri ) = −CovY.
∂r2i

(4.11)
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Inserting the expressions (4.10) and (4.11) in the expression in
(4.9) above, it follows that the score function can be written as
∂ log L(σ 2 )
|σ2 =0 =
∂σ 2
n,n K,K


  −1

1XX
Rik,jl a−1
i (Yi − µi (0)) k aj (Yj − µj (0)) l
2 i,j k,l
K,K

n X


1X
−
Rik,il A00 (0) k,l ,
2 i=1 k,l
th element of [a−1 (Y − µ (0))].
where [a−1
i
i
i (Yi − µi (0))]k is the k
i
This score function involves in its core the expression
n,n K,K
X
X
i,j

Rik,jl a−1
i (Yi − µi (0))

  −1

a (Yj − µj (0)) l ,
k j



(4.12)

k,l

that will be used in the test statistic. Now define dk =
(d1k , d2k , . . . , dnk )| as an n × 1 vector with entries given by dik =
|
[a−1
i (Yik − µik (0))]. Further, recall that Rik,jl = Xi Wkl Xj . The
expression in (4.12) can now be rewritten as
n,n K,K
X
X
i,j

X|i Wkl Xj dik djl =

k,l

K,K
X

d|k X| Wkl Xdl ,

(4.13)

k,l

for X an M × n matrix with columns X1 , . . . , Xn .
This expression can be further rewritten by using the constraints
that were imposed for the application described in the main text:
under the null hypothesis of no association between the snps and the
exon expression, Wkl = 0 for k 6= l and Wkk = W, independently
of k, for k = 1, . . . , K. Applying these assumptions simplifies the
expression in the previous display to:
K,K
X
k,l

d|k X| Wkl Xdl =

K
X
|

dk X| WXdk = trace(D| X| WXD) ,

k=1
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for D an n × K matrix with columns d1 , . . . , dK .
−1
Let Λ be the diagonal matrix with (a−1
1 , . . . , an ) on the diagonal,
and Y a K × n matrix with columns Y1 , . . . , Yn . Then, matrix D
equals Λ times (Y − Mµ )| , the (transpose of the) difference between
the observed responses – represented by the K × n matrix Y (where
the columns correspond to the observations and the rows to the
exons) – and its corresponding unknown mean matrix Mµ under the
null hypothesis, which has as its k th row (µ1k (0), µ2k (0), . . . , µnk (0)).
With this notation,
trace(D| X| WXD) =
trace [(Y − Mµ )ΛX| WXΛ(Y − Mµ )| ] . (4.14)
Test statistic
The mean matrix Mµ in the score function in (4.14) is unknown.
Since the test statistic should not depend on unknown parameters,
it is replaced by the estimate YH| , where H is a matrix that can be
specified once the link function and the distribution of the response
have been chosen. Below, the matrix H is given in the situation the
Yi follows the multivariate normal and the multivariate multinomial
distribution. Further, the matrix W in the score function is estic = XX| or as W
c = I; entry (p, q) from matrix
mated as either W
P
W, [W]pq , is estimated as i Xip Xiq .
By replacing D and W with their estimates Λ(In − H)Y| and
c = XX| in (4.14), the test statistic for testing H0 : σ 2 = 0 against
W
Ha : σ 2 > 0 becomes
SW = trace [Y(In − H)| ΛX| XX| XΛ(In − H)Y| ] ,

(4.15)

c = XX| , and
for W

SI = trace [Y(In − H)| ΛX| XΛ(In − H)Y| ]

(4.16)

c = I. Note that, in case a1 = a2 = . . . = an , the matrix
for W
Λ disappears from the expression in (4.15), being replaced by the
multiplying constant a−1
1 .
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The functional form of the test statistic depends on the link
function used which, in its turn, depends on the response type.
We now will see what H matrices should be used, and what the
resulting test statistics are, given a multivariate normal as well as a
multinomial response variable.
Multivariate normal response
Suppose that Y follows a multivariate normal distribution. Under the null hypothesis, the snps do not affect the expression of
the exons. Therefore, under the null hypothesis and in case the
response Y has a multivariate normal distribution the expectation
EYik = µik (0) for exon k is equal for every sample and can be estiP
mated as the average n−1 ni=1 Yik . Since YH| is the estimator of
the mean matrix Mµ , the matrix H equals the matrix filled with
1/n, where n represents the number of samples; the matrix Mµ
is estimated as a matrix with the k th row equal to the row vector
P
P
P
(n−1 ni=1 Yik , . . . , n−1 ni=1 Yik ) = n−1 ni=1 Yik 1n , with 1n representing an n × 1 vector with all entries equal to 1. Since the matrix
H is symmetric, (I − H) = (I − H)| in the test statistic in (4.15).
The multivariate normal distribution does not belong to a canonical exponential family with canonical link function if the covariance
matrix is not a diagonal matrix with equal diagonal elements. However, in such a case results also hold if the matrix Λ equals the
covariance matrix of the outcome variable.
Multivariate multinomial response
Suppose that Y follows a multivariate multinomial distribution. Before we derive the matrix H for a multivariate multinomial response,
P
define Ni = K
Yik which represents the library size of sample i,
k=1P
Pn
P
N = i=1 Ni = i k Yik and J(N1 , . . . , Nn ) as an n × n matrix
with row i equal to Ni 1n , with 1n representing an n × 1 vector with
all entries equal to 1.
When the response Y follows a multinomial distribution, given
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N and under the null hypothesis, the snps do not affect the expression of the exons. Therefore the exon probabilities are the same
over all individuals and the probability πk for exon k can be estiP
mated as π̂k = i Yik /N and the expectation as EYik = Ni π̂k . The
mean matrix Mµ is estimated as YH| with the matrix H equal to
N −1 J(N1 , . . . , Nn ).
Further, when the response Y follows a multinomial distribution,
given N , ai ≡ 1 for all i, so that Λ is the identity matrix and we
get, from (4.15),
h

|
c
S = trace Y(In − H)| X| WX(I
n − H)Y

i

= trace [Y(In − H)| X| XX| X(In − H)Y| ] ,
which becomes
S = trace [Y(In − H)| X| XX| X(In − H)Y| ] ,
c = XX| , and
for W

S = trace [Y(In − H)| X| X(In − H)Y| ]
c = I. Note that, if N1 = N2 = . . . = NK the matrix H is
for W
symmetric, and (I − H) = (I − H)| .

4.5.2

Related test statistics

Comparison with the G2 test statistic
If the matrix W ≡ In , the identity matrix, then the test statistic
(4.15) is the same as the global × global test statistic proposed by
Chaturvedi et al. (2017). So our test statistic is a generalisation of
that test statistic.
The global test statistic for a univariate multinomial response
Our formulation involves a multivariate, K × n response variable Y,
where each entry [Y]ki = Yik represents the read count for response
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class (exon) k and sample i, i = 1, . . . , n and k = 1, . . . , K. This
count table formulation is intuitive in our application, where the
data is presented in this format. Here the sampling unit is the
combination of each sample and class, and the response is the total
count per combination.
Previously, in Goeman et al. (2006) a global test statistic for a
univariate multinomial response was developed. That formulation
used a response that represented the class for each observation
separately, rather than the total number of observations per class
and sample. In the context of the application of the current work, this
would be equivalent to using as response, instead of the read count
table, the exon corresponding to each observed read. Specifically,
the sampling using in this formulation is the individual read. This
makes this univariate formulation impractical as not only the data
needs to be expanded from the count table to individual reads, but
also it requires very large matrices. Nevertheless, it is interesting
to look at the the relationship between the two formulations and
their corresponding test statistics. In particular, it will be shown
below that the two test statistics yield the same result under certain
circumstances.
Recall that the multivariate count table formulation involves
a K × n response Y and an M × n matrix of covariates X. The
proposed test statistic is
n

|
c
SW = trace Y(In − H)| X| WX(I
n − H)Y

o

,

where H = N −1 J(N1 , N2 , . . . , Nn ), as was seen in Section 4.5.1.
This means that entry (i, k) of the matrix (In − H)Y| is equal to
P
c ≡ In , the identity
Yik − Ni sk /N , with sk = ni=1 Yik . When W
matrix, the test statistic simplifies to
SI = trace {Y(In − H)| X| X(In − H)Y| } ≡ trace {C| C} ,
where C = X(In − H)Y| , an M × K matrix with its (m, k) entry
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given by
[C]mk =

n
X

Xim (Yik − Ni sk /N )

i=1
n
X

n
sk X
Xim Yik −
Xim Ni .
=
N i=1
i=1

(4.17)

Let us now consider the univariate formulation. The response
in this case is an N × 1 vector z, with entry zj representing the
class observed for observation j, so zj takes values in {1, 2, . . . , K},
j = 1, . . . , N . Since there are multiple responses corresponding to
each sample, in this case we need to define an N × 1 vector u, where
entry uj represents the index of the sample corresponding to zj , so
that uj takes values in {1, 2, . . . , n}, for all j = 1, . . . , N . According
to these definitions, some notable equalities now follow.
•

PN

= k] = sk , the total read count for class k,

•

PN

= i] = Ni , the library size of sample i,

•

PN

j=1 I[zj
j=1 I[uj

j=1 I[uj = i]I[zj = k] = Yik , the total number of reads in
class k for sample i,

where I(·) represents the indicator function. Let z∗ represent the
vector of all responses for this formulation, i.e. z∗ is the N K × 1
vector formed by concatenating a total of K N × 1 vectors, the k th
of which formed by entries I[zj = k] for j = 1, . . . , N . Define also z̃∗
as vector of expected responses, i.e. it is the N K × 1 vector equal
to the concatenating s1 1N , s2 1N , and continuing for each sk until
k = K, multiplied by 1/N , where 1N represents the N × 1 vector
with all entries equal to 1.
The covariate matrix is in this case an N ×M matrix X∗ equal to
the matrix product VX| , where the j th entry in the ith column in the
N × n matrix V corresponds to [V]ji = I[uj = i]. This means that
P
P
a generic entry in X∗ is given by [X∗ ]jm = i [V]ji Xim = i I[uj =
i]Xim , which results in the single variable from {Xim , i = 1, . . . , n}
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corresponding to the j th sample unit. Then the test statistic is
S1 = a| a, which is a quadratic form involving the M K × 1 vector
a = X̃| (z∗ − z̃∗ )
representing the matrix product of the covariate matrix by the
difference between the observed and the expected response, where
X̃ = I⊗X∗ , I is the K ×K identity matrix and ⊗ represents the Kronecker product. This means that a is composed by stacking the M ×1
column vectors a1 , a2 , . . . , aK , where ak = (ak1 , ak2 , . . . , akM )| ,
which is the result of (X∗ )| (z∗k −sk 1N /N ), with z∗k the vector formed
by I[zj = k], j = 1, . . . , N for k = 1, . . . , K. So, the quadratic form
involves the terms
akm =

N
X



∗
Xjm
I[zj = k] −

j=1

sk
N



.

∗ by its definition in the right-hand side of the expresReplacing Xjm
sion above, we get

akm =

N X
n
X

I[uj = i]Xim I[zj = k] −

j=1 i=1

=

n
X

Xim

i=1

since

PN

j=1 [uj

N
X

I[uj = i]I[zj = k] −

j=1

n
N X
sk X
I[uj = i]Xim
N j=1 i=1
n
sk X
Xim Ni ,
N i=1

= i] = Ni . This allows us to write
akm =

n
X

Xim Yik −

i=1

n
sk X
Xim Ni ,
N i=1

(4.18)

which is the same as (4.17). It then follows that the test statistic
for the univariate formulation is
a| a =

K X
m
X
k=1 m=1

which is the same as trace{C| C}.

a2km ,
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Simulation studies

Overview
In order to study the performance of the proposed test using each of
c proposed here, we performed simulation studies. For this, we
the W
use snp data from the 1000Genomes project involving 373 samples
that are also included in the HapMap study. The use of experimental
snp data means that it displays a correlation structure representative
of what is observed in practice. In particular, linkage disequilibrium
structures may be represented in the snp data. Specifically, we chose
2 genes from chromosome 1 and, for those, we selected snps within
2 megabases in either direction of the gene’s transcription start site.
The number of snps chosen was the same for both genes. Exons for
both genes displayed significant association with the corresponding
snp data, meaning the snp data could accommodate associations
with exons. This yielded 2 snp data matrices.
Each data matrix had its samples subsequently split at random
into 5 subsets, and this partition was repeated 20 times. This generated 100 snp datasets with which we will simulate exon expression
data, per original snp data matrix.
Subsequently, the effect matrix B was simulated for combinations
of an effect scenario and a number of exons in the response vector.
Three scenarios were considered, going from large effects originating
from just a few snps, to small effects originating from many snps.
The response vector assumed either 3 or 50 exons. Note that each
B matrix was generated independently of the snp data, making
use only of the number of snps, yielding for each of the 2 original
snp data matrices 6 effect matrices. This enabled us to use the
same effect matrix B across all 100 snp datasets, for each given
combination of scenarios and number of exons, and original snp
data matrix.
Given each of these 6 effect matrices and each of the 100 snp
datasets, multinomial probabilities were generated, for each of 2
original snp data available. On the basis of these probabilities, sets of
exon counts were generated as responses. This yielded 100 simulated
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datasets per effect matrix and per original snp data matrix.
Note that each original snp data matrix originated from a different gene, but only the snp data was extracted. We will refer to
these two situations as corresponding to “gene 1” and “gene 2”, for
short, but these labels refer only to how the snp data was extracted.
In the subsections that follow, these steps are explained in detail.
Genes yielding snp sets chosen

Table 4.1: Genes yielding the snp data matrices used in the simulation study. P -values were generated using the multivariate normal
spliceqtl test. snp genotypes included are all those located within
a 4 megabases window centred around the gene’s transcription start
site.
ensembl Gene id
ensg00000132780.11
ensg00000143198.7

actual n. exons
17
7

p-value
<0.00001
<0.00001

In Table 4.1, we give the ensembl gene ids for the genes considered, their observed number of exons and the p-value from the
normal spliceqtl test. The genes are chosen merely to yield snp sets,
both with possibly realistic linkage disequilibrium, as well as being
able to display association with the exons. As such, the information
in Table 4.1 is merely given as illustration, but is not taken into
account further in the simulation study.
We selected snps found within a 4 megabases window centred
around the gene’s transcription start site, so 2 megabases in either
direction, and their numbers differed per gene: 3 285 for the first
one and 4 593 for the second. For simplicity and clarity, we fix the
number of snps included as the minimum of these, in this case 3 285,
for both snp sets. We then choose the first 3 285 snps in each set
to be used in the simulation study.

4.5. APPENDIX

143

A total of 373 samples were available in each snp data matrix.
To generate multiple datasets, we partitioned the samples in roughly
5 equal subsets, and repeated the partition 20 times. This generated
a total of 100 snp data matrices including approximately 74 samples
each, per original snp data matrix with 373 samples.
Generating parameters in B
Each matrix B has all its entries βij equal to zero, except for the
combinations of rows corresponding to affected snps, and columns
corresponding to affected exons. In cases where the response is
assumed to involve 3 exons, we write B ≡ Bs and assume that
the second exon is associated with the snp genotypes. In cases
where the response is assumed to involve 50 exons, we write B ≡ Bl
and assume that a set of 17 randomly selected exons is associated
with the snp genotypes. Here the subscripts s, l used in Bs and Bl
refer to “small” and “large”. The dimensions of B are given by the
number of snp genotypes (number of rows, in this case 3 285) and
the number of exons (number of columns). So, Bs and Bl have 3
and 50 columns, respectively. For both matrices, the same snps are
taken as displaying association with the response vector.
Note that any snp selected as affecting the response vector, it
will affect all exons chosen to have an effect. We will consider 3
scenarios where different proportions of snps affect the response.
In scenario S1, for each column corresponding to an affected exon,
non-zero entries in Bs and Bl amounting to 2% of all entries are
drawn at random from the sequence of integers from -5 to 5, so
that the maximum absolute effect size here is 5. Subsequently, these
effects are standardised by their sum (although this will have little
impact on results as there are positive and negative effects), and
multiplied by a constant: 4 for Bs and 2 for Bl . This makes effects
relatively larger if the number of responses is 3 (gene 1), compared
with when the number of responses is 50 (gene 2). In scenario S2,
Bs , Bl exhibit the same entries as non-zero as in S1, with values
now drawn at random from the sequence of integers from -1 to 1.
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Tuning of the effect via standardisation and re-scaling is done in
the same way as for S1. Finally, in scenario S3 the matrices Bs , Bl
have a larger number of non-zero entries, with around 20% of the
snps chosen to have an effect on exon expression. As before, the
same snps display the same effects for all affected exons. Here
non-zero entries are drawn at random from the sequence of integers
from -1 to 1, as for S2. Tuning of the effect via standardisation
and re-scaling is done in the same way as in S1. These scenarios
essentially correspond to relatively large effects involving a small
proportion of snps (S1), smaller effects involving a small proportion
of snps (S2), and smaller effects involving a larger proportion of
snps (S3).
In summary, for each scenario (S1, S2 or S3), one pair of matrices
Bs , Bl is generated, corresponding to having 3 and 50 exons in the
response vector, respectively. We thus produced 6 matrices in total,
as given in Table 4.2. These matrices can be considered the same
for all datasets, per situation (combination of scenario and number
of exons). This means in fact that results are comparable between
cases with the two original snp data matrices, given each situation.
Table 4.2: All situations considered
N. exons
3
50
∗

exons affected
exon 2
5 rand. sel.∗

Bs (S1)
Bl (S1)

Situations
Bs (S2) Bs (S3)
Bl (S2) Bl (S3)

In all cases, the same five exons are taken as having association with the
snp genotype data.

Generating sets of responses
Each of the 6 matrices B generated is used to produce the “expected”
response which, according to the basic model, is simply h−1 (B| X).
This is a vector of probabilities, with as many entries as the number

4.5. APPENDIX

145

of exons. We then generate multinomial counts according to these
theoretical probabilities. Half of the samples are assumed to display
association between snp and exon expression, so for those the counts
follow this multinomial distribution. For the remaining samples,
counts are generated according to a multinomial with equal probability to each response. These generated counts form the response
data matrix with effect.
In order to construct roc curves, we require results yielded
under H0 , so without effect. To this end, we also generate sets of
responses where, for all samples, they follow a multinomial with
equal probability to each exon, regardless of the snp genotypes.
Note that, at the moment, no over-dispersion is explicitly included in the data, as the multinomial means are taken as being the
same across all samples.

4.5.4

Pre-processing of example data

Pre-processing of the exon-level counts derived from the rna-seq
data involved re-scaling the data using a variance-stabilising transformation as done by Huber et al. (2002), and using a mixed-effects
model to estimate and correct for the exon-length effect on exonspecific expression, per gene, also found for example by Lappalainen
et al. (2013). Specifically, this model assigned a fixed effect to
the dependence of exon counts on the corresponding length, per
gene, and a random effect to the gene itself. We illustrate the issue
and the results by means of a scatterplot of exon-level counts and
the corresponding lengths for gene ensg00000048707, for which we
see a positive association (Figure 4.8). This was corrected for by
subtracting the fitted from the observed counts.

4.5.5

Sequential testing

Applying a test per gene involves studying the association between
all of the gene’s exons and the snps within a certain region, in
and/or around the gene. However, this often is not enough to clarify
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patterns of association found, specifically which exons and snps
drive the association pattern and the test result.
In order to better understand this, a sequential testing approach
can be used. This would involve the following steps:
1. Apply the spliceqtl test per gene, taking all exons and desired
snps into account at once;
2. Per gene found to be significant, apply the same test, now for
a single exon and all snps;
3. Per exon found to be significant, apply the same test, now for
a single snp at a time.
In all steps the same test is used with the same functional form, for
consistency.
This sequential testing scheme requires a multiple testing correction that can be applied to correlated tests. Here we suggest
controlling the family-wise error rate by the method proposed by
Meinshausen (2008). Specifically, this involves using as significance
cut-off for step 1 α/Ngenes , or the desired total error α divided by
the number of tests Ngenes , the number of genes; for step 2, the
significance cut-off used is equal to α divided by the accumulated
number of tests Ngenes + Nt.exons , where Nt.exons represents the number of exons mapping to genes selected at step 1; for step 3, the
significance cut-off is equal to α divided by the new accumulated
number of tests, Ngenes + Nt.exons + Nt.snps , where Nt.snps represents
the total number of snp variables involved in tests for exons selected
at step 2. This approach is illustrated in Figure 4.9.
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Additional figures and tables

Table 4.3: Simulation study: results for the two alternative formulations of the spliceqtl test, for response vectors generated without
association with the snp data (thus, under H0 ). For each case, the
proportion of raw p-values below a certain threshold (0.01, 0.05 or
0.1) is computed.
W=I
W = XX|
0.01 0.05
0.1 0.01 0.05
0.1
Gene 1, S1 0.00 0.03 0.12 0.00 0.04 0.07
Gene 2, S1 0.02 0.09 0.16 0.01 0.08 0.15
Gene 1, S2 0.00 0.04 0.09 0.00 0.03 0.08
Gene 2, S2 0.01 0.05 0.08 0.04 0.04 0.11
Gene 1, S3 0.00 0.02 0.07 0.00 0.02 0.05
Gene 2, S3 0.00 0.01 0.05 0.00 0.01 0.05

Table 4.4: Example 1: Results with spliceqtl and pairwise testing
at the exon-snp pair level.
linear
regression
not sign
sign
total

spliceqtl approach
not sign
sign
total
53 257 817
3 259 53 261 076
15 850
9 784
25 634
53 273 667 13 043 53 286 710
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Figure 4.4: Simulation study: Spearman correlation between snps
(density) for gene 1 (red) and gene 2 (blue). The roughness of the
density estimate for gene 1, higher compared to that for gene 2,
may be simply due to more subsets of snps with non-negligible
correlation
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Spearman correlation between consecutive SNPs

Figure 4.5: Density plot of Spearman correlations between 1 000
consecutive snps (density) on chromosome 1 of the geuvadis data.
Roughly 10% of the correlations are larger than 0.5 in absolute value.
The first snp of this set of 1 000 consecutive snps was selected at
random, and results produced by other sets of the same size were
very similar.
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Figure 4.6: Proportions of p-values under a specific threshold, without multiple testing correction,
assuming different scenarios (S1, S2 or S3) and different snp data matrices (represented by the labels
“Gene 1” and “Gene 2”). Top: results for cases where no effect of the snps on the response vectors
exists. Bottom: results for cases where an effect of snps on responses is included.
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Figure 4.7: roc curves computed in the simulation study, displayed
together per gene. Left: snps selected using gene 1. Right: snps
selected using gene 2.

Figure 4.8: Scatterplot of exon-level counts (after a variancestabilising transformation via a hyperbolic arc-sine, y-axis) and
exon lengths (x-axis) for gene ensg00000048707. Each dot corresponds to one of 373 geuvadis samples. The red line represents the
fitted model yielded by the mixed-effects model.
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Figure 4.9: Illustration of the sequential testing scheme suggested, to fully explore test results
obtained.
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Figure 4.10: Pairwise testing results for example 2, density of correlation between geuvadis and lls results. The Pearson correlation
between p-values obtained for each exon-snp pair was computed, per
gene, between the geuvadis and lls datasets. Black vertical dashed
line indicates the Pearson correlation obtained between spliceqtl
test results (-log p-values), which corresponds to the 76th empirical
percentile of the pairwise testing per-gene correlations.
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Figure 4.11: Pairwise testing results for genes in both the geuvadis
(x-axis) and the lls (y-axis) data. Each point represents the proportion of exon-snp pairs with a p-value under a certain threshold,
per gene. Thresholds used: 0.001 (top), 0.005 (centre) and 0.01
(bottom).
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Figure 4.12: Spliceqtl test results (p-values on the -log10 scale)
for genes in both the geuvadis (x-axis) and the lls (y-axis) data.
Each point represents a single gene. The -log10 scale so as to
make differences observed in the range of small p-values visible.
The horizontal and vertical dashed grey lines represent a possible
significance cut-off of 0.001.
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Figure 4.13: fdrs for genes in both the geuvadis and the lls data.
Horizontal axis: the gene order on the genome. Vertical axis: the
absolute value of the fdr (-log10 scale). Each line represents a single
gene, with the colour corresponding to the dataset: red for geuvadis
(top, so the height of each line corresponds to the -log10 fdr) and blue
for lls (bottom, so the height of each line corresponds to the -log10
fdr). Each panel displays results for a single chromosome.
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