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Abstract
Proteins tend to bury hydrophobic residues inside their core during the folding process to provide stability to the
protein structure and to prevent aggregation. Nevertheless, proteins do expose some ’sticky’ hydrophobic residues
to the solvent. These residues can play an important functional role, for example in protein-protein and membrane
interactions. Here, we investigate how hydrophobic protein surfaces are by providing three measures for surface
hydrophobicity: the total hydrophobic surface area, the relative hydrophobic surface area, and - using our MolPatch
method - the largest hydrophobic patch. Secondly, we analyse how difficult it is to predict these measures from
sequence: by adapting solvent accessibility predictions from NetSurfP2.0, we obtain well-performing prediction
methods for the THSA and RHSA, while predicting LHP is more difficult. Finally, we analyse implications of
exposed hydrophobic surfaces: we show that hydrophobic proteins typically have low expression, suggesting cells
avoid an overabundance of sticky proteins.
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Introduction

is related to cellular expression levels, giving an idea of
the overall hydrophobicity in the cellular environment.
The question why some of the human proteome is hydrophobic is not the main focus of our investigation, but
is considered in some cases to interpret results.
We use 3D structural information from the PDB to determine the THSA, RHSA and LHP from structure. The
THSA and RHSA can be derived by summing over the
exposed surface area per residue calculated by DSSP [25].
To calculate the LHP, we introduce a novel method
named MolPatch, which is loosely based on a method
developed by Lijnzaad et al. [18, 26].
Since many protein structures have not yet been determined experimentally, we subsequently use the values
we obtain from the PDB structures to train/assess predictors for these three measures. There is a wide range
of methods that can predict the surface accessibility for
a single residue [27–31]. However, to predict whether a
hydrophobic residue will be exposed to the surface is not
a trivial task: the earlier methods tended to predict the
majority of hydrophobic residues to be fully buried (see
Figure S1), as may be expected since the hydrophobicity
of residues is strongly associated with being buried inside
the protein [32]. The current generation of residue-based
surface accessibility predictors use deep neural networks.
For example, NetSurfP2.0 is a deep learning-based multitask predictor, which uses evolutionary profiles to make
sequence-based predictions of structural features [31].
It uses both convolutional and long short-term memory neural layers in the deep learning architecture, with
the ability to predict both secondary structure and solvent accessibility [31]. Here we will show NetSurfP2.0 is
able to make accurate enough surface accessibility predictions for hydrophobic residues, which in turn can be
used to predict the global hydrophobic surface measures
described above.
Finally, we use the best-performing prediction methods to predict the THSA, RHSA and LHP of all proteins
in the human proteome, and correlate this to cellular
expression levels, providing effectively an indication of
proteome hydrophobicity per cell type. Subsequently,
we use our predictions to provide a glance into the potential implications of a highly hydrophobic proteome in
terms of human disease.

Hydrophobic residues tend to be buried inside the core
of a protein to avoid contact with their hydrophilic surroundings (the hydrophobic effect) [1, 2]. Hydrophobic residues that do occur on the protein surface often play a functional role, e.g. for protein-protein interactions and membrane binding [3–5]. Additionally,
exposed hydrophobic residues can play a role in the progression of diseases. For example, it has become apparent that hydrophobicity may play a major role in the
formation and stabilisation of amyloid fibrils [6–8], which
are linked to aggregation diseases such as Alzheimer
and Parkinson [9–12]. In fact, burying the hydrophobic
residues inside the folded protein is also thought to prevent aggregation [13–15]. Abundant exposed hydrophobic residues can also affect experimental outcomes: exposed hydrophobic residues may cause gel formation and
prevent crystallisation for protein structure determination [16]; in liquid chromatography surface hydrophobicity is used to separate proteins for further experiments [17]. All these examples suggests that the more
hydrophobic a protein surface, the more “sticky” this
protein is to its surrounding (see also panel 1 in Figure 1).
The hydrophobic surface area can be defined in different ways. Here, we use three different structure-based
measures to describe surface hydrophobicity (see panel
1 in Figure 1):
1. The total hydrophobic surface area (THSA) is
the absolute area of all the exposed hydrophobic
residues.
2. The relative hydrophobic surface area (RHSA) is the
fraction of the protein surface that is hydrophobic,
i.e. the THSA divided by the total accessible surface
area (TASA).
3. The largest hydrophobic patch (LHP) is the largest
connected hydrophobic area on the protein surface
(and is therefore always smaller than or equal to
the THSA). It has been shown that LHP size affects
protein solubility [18–20] and function [21, 22].
Note that THSA, RHSA and LHP may not always
correlate. For example, a large THSA value can be due to
the size of the protein, and a protein with many scattered
hydrophobic residues on its surface may have a small
LHP but a large THSA and RHSA.
Experimentally, the exposed hydrophobic surface area
can be estimated using differential scanning calorimetry
(DSC), for which the heat capacity temperature relation
for the folded protein is directly related to the THSA [23,
24].
In this work, our main goal is to investigate how hydrophobic protein surfaces are within the human proteome. We also provide some insight how hydrophobicity
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2.1

Results
Structure-based definitions - MolPatch

To quantify the exposed hydrophobic areas on the protein surface, we defined three different structure-based
measures for surface hydrophobicity, the THSA, RHSA
and LHP. Using DSSP [25], we can calculate the THSA
and RHSA directly from the surface area per residue
(Figure 2), see methods for futher details.
1

Figure 1: Outline of the study. 1) Structure-based definition represents the three hydrophobic measures: The
red colour indicates the surface of hydrophobic residues. The total hydrophobic surface area (THSA) is calculated
by summing the area of all hydrophobic residues. The relative hydrophobic surface area (RHSA) is calculated by
dividing the THSA by the total accessible surface area (TASA). The largest hydrophobic patch surface area is the
largest area of adjacent hydrophobic residues. 2) We train and benchmark sequence-based prediction methods of
the three hydrophobic measures. 3) THSA, RHSA and LHP values for the human proteome were predicted by
the best performing methods and used to estimate the abundance of hydrophobic proteins in various diseases and
tissues.
quence features contribute most to the accuracy of these
predictions. We used our structure-based definition set
to develop sequence-based predictors in a double crossvalidation scheme (see Methods).
To predict the THSA and RHSA, we used NetSurfP2.0, a neural-network-based method that takes evolutionary conservation profiles as input, and is currently
one of the best (non-ensemble) predictors for surface accessibility and secondary structure [31, 33, 34]. NetSurfP2.0 provides surface area predictions per residue.
To obtain the THSA, we summed over the predicted accessible surface areas of all hydrophobic residues. To obtain the RHSA, we summed over the predicted accessible
surface area of all residues and divided the THSA by this
value. Previous results (Figure S1) indicate that the sequence length and hydrophobicity are strong predictors
for the THSA and RHSA, and even outperformed a previous version of NetsurfP2.0 (Figure S4). Therefore, we
trained two additional models, one that incorporates the
sequence length, the number of hydrophobic residues and
the number of hydrophilic residues (three-feature model,
TFM), and one that includes a larger number of features
derived from the sequence (global feature model (GFM)
see Methods). Figure 3 and Table 1 show that the NetSurfP2.0 based predictions are clearly superior.
The TFM, which only includes the features sequence
2.2 Sequence-based predictions - THSA
length,
number of hydrophobic and number of hyand RHSA can be predicted with
drophilic
residues, also performs significantly better than
reasonable accuracy
random for both the THSA and RHSA, indicating that
Since there are many more protein sequences available these features are of major significance for predicting
than structures, it is highly valuable to be able to pre- these two properties. The GFM, which includes 31 feadict the THSA, RHSA and LHP from sequence, which tures, performs only marginally better than the TFM,
will allow us to characterise much broader set of pro- indicating that sequence length and sequence hydrophoteins. Thus, we aimed to determine how well we can cur- bicity are some of the main determinants for the hyrently predict the three measures, and identify which se- drophobic surface area. Since it is difficult to obtain
To define the largest hydrophobic patch on a protein surface, we developed a novel tool named MolPatch.
This tool takes the 3D coordinates in PDB format and
identifies networks of adjacent hydrophobic residues to
find hydrophobic patches on the protein surface. Hydrophobic patches of 4,250 structures of soluble proteins
were analysed using MolPatch (see Methods). Figure 2
highlights the importance of having three measures by
observing the LHP of two proteins with very different
surface areas. Although the difference in RHSA between
the two proteins is only 6%, the THSA and LHP of SabA
are approximately 1.5 and 3 times larger than the LHP of
Leishmanolysin. Generally, we see that there is no trivial
correlation between THSA, RHSA and LHP (Figure S2).
To determine whether our structure-based largest
patch definition is reasonable in biological terms, we
overlapped the residues in the 20 largest hydrophobic
patches of each protein in our database with those in the
PiSITE protein interaction database (also see SI Methods). We would expect that large hydrophobic patches,
functionally may serve as a protein-protein interaction
interfaces. Indeed, we found that overall, the three
largest patches in a protein were significantly enriched
in protein interaction sites (Figure S3 and Table S1).
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Figure 2: THSA, RHSA and LHP, as identified
by MolPatch for two different protein structures.
Top: SabA, PDB=4O5J. Bottom: Leishmanolysin,
PDB=1LML. The surface of hydrophobic residues are
displayed in yellow and red. Those in the largest hydrophobic patch (LHP) are displayed in red. The surfaces of the hydrophilic residues are displayed in blue.
Note that Leishmanolysin is much larger (465 residues)
and has a much larger THSA (5046 Å) compared to SabA
(370 residues, 3691 Å), while the RHSA is quite similar
between the two proteins, 26% vs 20%. The difference
in the LHP is even larger, with 2459 Åvs. 877 Å, respectively; a nearly three-fold difference.

Figure 3: Accuracy of the predictions of the total,
relative and largest patch hydrophobic surface
area for NetSurfP2.0-based models, the LBM,
TFM and GFM. The fraction of correctly predicted
proteins within a certain error margin for each of the
methods are shown as calculated over the test set.

drophobicity again appears to have a major contribution
to the prediction results (Figure S4). Nevertheless, each
of these prediction models perform significantly worse
than the models for the THSA and RHSA predictions
(Table 1), suggesting LHP prediction is less straightforfeature importance from neural network models such as ward than THSA or RHSA predictions.
NetSurfP2.0, we also analysed the feature importance
measures from the GFM. This analysis showed that the
hydrophobicity of the sequence is another major predic- 2.3 Human Proteome Mapping
tor for the THSA and RHSA (Figure S4, gravy score [35],
2.3.1 Transmembrane proteins - the most hyaromaticity [36], hydr count).
drophobic part of the human proteome
To predict the LHP from sequence, the LHP determined by MolPatch was used as a gold standard. The For 14,533 proteins in the human proteome, we were able
training procedure for the TFM and GFM for predicting to predict THSA, RHSA and LHP values (see Methods).
the LHP, was performed in a similar fashion to the train- Figure 4 shows a comparison of the distributions of the
ing for THSA and RHSA. Since the NetSurfP2.0 predic- definitions of these values on the structural data set and
tions cannot readily be used to predict the LHP, a model of the predicted values on the human proteome data set.
was trained that uses the THSA and RHSA predicted Proteins in the structure-based data set appear to be
by NetSurfP2.0 as input features to predict the LHP smaller compared to those in the curated human pro(NetSurfP-based model, NBM). The results are shown teome. In line with this, we see that the THSA and LHP
in Figure 3 and Table 1. One can see that the NBM distributions are strongly shifted towards the right-hand
outperforms the other two methods. The sequence hy- side compared to the structure-based data, most likely
3

Table 1: R2 of each of the prediction models for the THSA, RHSA and LHP for the four different prediction
models as calculated over the test set.
THSA RHSA LHP Features
NetsurfP2.0
NBM

0.92
-

0.77
-

0.43

TFM

0.71

0.13

0.00

GFM

0.75

0.49

0.12

Evolutionary profiles
THSA and RHSA predictions
by NetSurfP2.0
Sequence length, number of
hydrophobic residues, number of
hydrophilic residues
31 sequence-based features

ular gene appears in): these values show a similar trend
(Figure S5). Interestingly, proteins that do not follow
the general trend, i.e. those that are highly expressed
while having a large THSA, RHSA and LHP value, are
typically protein subunits assembling large multimeric
complexes. In such complexes the proteins are likely to
be stably bound, and are hence able to shield the hydrophobic surfaces from the solvent.

due to the larger size of proteins in the human proteome.
Moreover, the structure-based set (blue) does not show
a peak of very large hydrophobic patches (LHP, ∼ 6500
Å) as observed for the human proteome data set (red).
Importantly, structure-based data analysed by MolPatch
neither contains proteins with more than one chain in
the PDB structure nor transmembrane proteins; both
groups of proteins maybe expected to have a very large
hydrophobic patch. To investigate if this peak for the
human proteome may be due to transmembrane or multimeric proteins, we selected those proteins annotated
by UniProt [37] as ’transmembrane’ (yellow), or ’part
of the protein complex’ (grey). Indeed, after selecting
transmebrane proteins from the human proteome data
set, the composition of peak of the large hydrophobic
patches, as well as the shoulder in the RHSA distribution can be explained predominantly through the transmembrane annotated proteins in the humen proteome
(Figure 4). Multimeric proteins mostly follow the distribution of the whole human proteome and do not appear
to be much more hydrophobic in general. The results
in Figure 4 also suggest that our ML model (NBM) successfully predicted transmembrane proteins to have large
hydrophobic patches, despite the lack of transmembrane
proteins in the training data set.

2.3.3

The brain- and kidney-specific proteomes
are enriched with hydrophobic proteins

To investigate if genes that are enriched in specific tissues are associated with the hydrophobic properties of
the proteins, we carried out Gene Set Enrichment Analysis (GSEA). We downloaded 5 tissue enriched gene sets
from the Human Protein Atlas (HPA) [38, 39]. Table 2
shows that the brain and kidney tissue-enriched gene sets
have a high enrichment in predicted THSA and LHP values. Kidney-enriched genes show the highest enrichment
in THSA, RHSA and LHP of the ranked gene lists (pvalues ¡ 0.001). A possible explanation for this is the
major role of kidney tissue in maintaining homeostasis
through various membrane-bound receptors and transporters [40]. Indeed, 79% of the kidney enriched pro2.3.2 Cells avoid the over expression of proteins
teome is annotated as transmembrane by UniProt [37].
with a large hydrophobic surface area
Interestingly, liver tissue revealed no enrichment. The
Since hydrophobic characteristics are associated with skin and blood tissue enriched gene sets exhibited sigthe aggregation tendencies, we wanted to investigate nificant enrichment in the RHSA ranked list. Furtherwhether proteins with large hydrophobic surface areas more, both tissue groups were significantly depleted in
have different expression levels. We used the RNA con- the THSA ranked list, indicating that they may contain
sensus tissue gene data from the Human Proteome Atlas the smaller proteins in the human proteome.
to explore a link with expression levels. For this we relate
To investigate the overall tissue hydrophobicity, we
normalised expression (NX) data to measures for surface introduced TASH - tissue specific average surface hyhydrophobicity. To obtain a single expression value for drophobicity for all proteins based on the expression
each gene we took the highest expression level in any tis- levels in a specific tissue (Eqn. 5 and Figure S6).
sue. Figure 5 shows that the higher the expression level TASH-THSA value provides an indication of the total
of the protein, the lower the THSA, RHSA and LHP hydrophobic surface area present in a specific cell type.
value.
The tissues with the highest TASH-THSA values occur
We also explored the highly expressed genes based on in the brain, such as the cerebellum, corpus callosum,
a median NX value (across all the tissues that a partic- thalamus, cerebral cortex, and basal ganglia (Figure S6).
4

Figure 4: The distribution of the protein length, THSA, RHSA and LHP values from the whole
curated human proteome (red), annotated transmembrane (yellow) and multimeric (grey) proteins
(predicted) and the same values in the structure-based data set (blue) for the comparison. The
structure-based data set contains smaller proteins that the human proteome datasets, as may be expected. Values
on the legend indicates the size of the data sets analysed. The figure indicates that transmembrane proteins are
predicted to have large hydrophobic surface areas (observed on the LHP plot: ∼ 2000 Å; ∼ 6500 Å), which can be
seen as a known positive control for the human proteome predictions.
Table 2: Pre-ranked GSEA enrichment statistics in different tissues. Various tissue-enriched gene sets
were obtained from the HPA [38, 39]. THSA, RHSA and LHP values were central-scaled prior to the GSEA
analysis. The enrichment score (ES) is the maximum deviation from zero showing the degree to which the gene set
is over-represented at the top (positive ES score) or bottom (negative ES score) of the entire ranked list of genes.
The fraction of transmembrane and multimeric proteins in the following gene sets is shown in percentages. * P ¡
0.05 ** P ¡ 0.001
Gene set
ES (THSA) ES (RHSA) ES (LHP) Transmembrane (%) Multimeric (%)
Brain (488)
Kidney (53)
Skin (113)
Liver (242)
Blood (57)

0.33∗∗
0.62∗∗
-0.46∗
-0.22
-0.41∗

0.14
0.53∗∗
0.30∗∗
-0.16
0.40∗∗

0.64∗∗
0.78∗∗
0.44
0.45
0.68∗

47.0
79.2
7.9
26.0
47.4

2.3.4

47.0
35.8
15.9
59.9
28.0

Increased relative hydrophobicity is asso- and ¿0.2 (positive enrichment) in at least two hydrophociated with (aggregation) diseases
bic measures (see Figure S7). Among the enriched
gene sets we can observe several KEGG [41] pathways
To investigate the association of surface hydrophobic- that are associated with neurological disorders. The
ity with human diseases, a GSEA pre-ranked analy- RHSA showed a significant (p-value ¡ 0.05) enrichment
sis of 375 various disease-associated gene sets was car- in Parkinson’s (ES=0.43), Alzheimer’s (ES=0.24) and
ried out, of which 44 gene sets show a significant (p- Huntington’s disease (ES=0.23) gene sets. The analyvalue ¡ 0.05) enrichment (¡ -0.2 (negative enrichment) sis shows a significant (p-value ¡ 0.001) enrichment of
5

Figure 5: Relationship between normalised expression (NX) and THSA, RHSA and LHP values. For
each gene the highest NX value was selected across all tissues. The genes were grouped in deciles based on their
expression levels. The groups with the lowest NX values were associated with signficantly higher THSA, RHSA
and LHP values, compared to groups with the highest NX values. Significance was calculated using Wilcoxon
signed-rank test.The three asteriks indicate p-values: < 2.22e-16.
sticky proteins (based on LHP) in the KEGG Parkinson’s disease map (ES=0.66). In contrast to the GSEA
analysis results on tissue-specific proteome, the THSA
shows a negative enrichment in these sets, suggesting
that the proteins involved in pathological pathways have
large hydrophobic surfaces and patches, but are smaller
in size (median length 171-180 residues).

3

net.
When investigating the link between tissue-based expression levels and the measures for surface hydrophobicity, we clearly observe that highly expressed proteins
typically do not have a large hydrophobic surface area
(THSA, RHSA and LHP as seen in Figure 5). A similar trend has previously been observed for proteins with
a strong tendency to form amyloid fibrils [45], suggesting an evolutionary pressure to avoid proteins with high
aggregation propensities being present at high concentrations in the cell. Based on our data, if we assume
that the high expression values correlate with high protein abundance in the cell, it is conceivable that there
is also an evolutionary pressure against proteins with a
large hydrophobic surface area to be overly abundant in
the cell.
Note that while the THSA and RHSA sequencebased predictions show a reasonable correlation with
the structure-based definitions, this does not necessarily
mean that the predicted amount of hydrophobic surface
accessible area is actually exposed to the cellular environment. For example, a hydrophobic patch may be buried
in a stable macro-molecular complex, or may be buried
inside a membrane. Additionally, a high hydrophobic
surface area does not necessarily mean a protein will be
insoluble; this will also be very much dependent on the
amount of polar and charged residues that may surround
the hydrophobic residues or patches [46], as well as disordered regions [14].

Discussion

In this work, we analysed the predictability of hydrophobic areas on protein surfaces, which until recently was a
difficult problem. We show that THSA and RHSA values can be predicted with high accuracy (¿75% within
a 20% error margin, Figure 3). The improved predictions of NetSurfP2.0, compared to the earlier secondary
structure prediction methods (Figure S1), make this possible by straightforward calculations of the THSA and
RHSA using the predictions of the surface accessibility
per residue from NetSurfP2.0. On the other hand, the
LHP cannot be directly obtained from NetSurfP2.0 [31]
and needs additional model training. Nevertheless, we
believe that recent advances in deep neural nets, contact map prediction and structure prediction [33, 42–44]
should make it possible to make these predictions more
accurate in the near future, for example by using structure or contact predictions to predict the hydrophobic
patches, or by training a purpose specific deep neural
6

Despite the general tendency to avoid highly expressed
proteins with a large hydrophobic surface area, the brain
appears to be highly hydrophobic in its overall expression patterns (THSA in cerebellum, cerebral and cortex as shown in Figure S6) and in proteins enriched in
the brain (THSA and LHP as shown in Table 2). This
high expression of proteins with a large hydrophobic surface area may be rationalised by functional requirements:
genes enriched in brain tissue are involved in organising
and maintaining synaptic signalling, requiring various
cell adhesion proteins with large hydrophobic surface areas [47]; the cellular morphology of neurons including the
dendrite means that there is a relatively large transmembrane surface area per cell. Additionally, the structural
integrity of neuronal axons is facilitated by myelin [48],
a fatty substance surrounding neurons, and by myelinassociated proteins, which are all very hydrophobic.
Furthermore, brain tissue has been associated with
various aggregation diseases [9–12]. Based on our data,
it may be hypothesised that the brain is specifically vulnerable to such diseases due to its high expression of
proteins with a large hydrophobic surface. Hydrophobic patches play a role in the folding and/or misfolding
of proteins [11, 22], and can possibly provide nucleation
sites for the formation of oligomers and amyloid fibrils.
This hypothesis would be supported by the relatively
high hydrophobic surface area in molecular pathways associated with Parkinson’s, Huntington’s and Alzheimer’s
disease (as observed for the RHSA and LHP, see Figure S7).

4

culled set to define measures for surface hydrophobicity:
THSA, RHSA and LHP. For the latter, we used a newly
developed tool named MolPatch. Secondly, using the
same dataset, we investigated how well we can predict
these measures from sequence using the output generated by NetSurfP2.0. Finally, we determined the biological impact of the THSA, RHSA and LHP. To this end,
we created a dataset of human proteins in Uniprot [37].
We used the best prediction models to predict the THSA,
RHSA and LHP for each of these proteins. Subsequently,
we correlated gene expression to the hydrophobicity in
the human proteome for different cell types.

5.1

We define the Total Hydrophobic Surface Area (THSA)
as the sum of the surface areas of all hydrophobic
residues in the protein. For proteins with an available
3D structure in the PDB, this quantity can be determined by calculating the surface area of each residue
using DSSP (we used the DSSP module in Biopython
version 1.76) [49]. The Relative Hydrophobic Surface
Area (RHSA) is the caclulated as the THSA was divided
by the total surface area of all residues in the protein.
Residues, r, were considered hydrophobic in this work,
if: r ∈ {A, C, F, I, L, M, V, W, Y }

Conclusion

In order to calculate the surface area of the Largest
Hydrophobic Patch (LHP) based on a protein structure,
we need to find the largest connected hydrophobic surface area on a protein surface. For this purpose, we developed the tool MolPatch. Given the PDB structure of a
protein, MolPatch creates a point cloud on the solventexcluded protein surface (SES) using MSMS [50]. In
this work, the SES was constructed using a probe of 1.5
Å and a density of 1.5 points per Å2 . Each point on the
point surface was labelled hydrophobic or hydrophilic
based on the hydrophobicity classification of the closest residue. Initial edges between points were then created if the points existed within a range of 1.25Åof each
other. This search was performed with the KDTree algorithm to speed up the process [51]. Finally, only the
edges between hydrophobic labeled node pairs were retained. This created a network of isolated hydrophobic
patches. The individual network components were then
extracted for accessible surface area estimation. MolPatch can also carry out hydrophobic patch identification using atom-based definitions of hydrophobicity for
each SES point rather than residue-based definitions,
as available on GitHub. In this work we only use the
residue-based method.

In summary, we defined measures for surface hydrophobicity: THSA, RHSA and LHP. For the definition of the
LHP, we created a new tool, MolPatch, that can identify the LHP of a protein given its PDB structure. Secondly, we have shown that the THSA and RHSA can
be predicted with high accuracy by adapting the output of NetSurfP2.0, whereas the LHP is more difficult
to predict using currently existing methods. Finally, we
showed that a high hydrophobicity of a protein surface
is associated with lower general expression levels, suggesting that evolutionary pressure keeps the abundance
of such proteins low. In addition, we show that brain
tissue expresses relatively many proteins with a large
hydrophobic surface area, giving a possible explanation
for why the brain is relatively prone to diseases that are
associated with misfolding and aggregation.

5

Introducing measures for hydrophobicity

Methods and Materials

Figure 1 indicates how our approach is split into three
stages. Firstly, we created a database of filtered PDB
structures (Figure 6) using PISCES. We used this
7

Figure 6: Data curation scheme representing the main steps used to generate data sets for this
study. The boxes show the filtering steps and the arrows indicate the number of entries (structures or sequences)
passed through. The structure-based definitions data set used the protein 3D structure information and the human
proteome data set was constructed of protein sequences. The distribution of the measures for surface hydrophobicity
within the data sets are represented by the Figure 4 and are colour-coded.

5.2
5.2.1

Sequence-based predictions

This model is trained using a cubist regression in
the CARET module [55].

Data curation

To predict the THSA, RHSA and LHP, a dataset of PDB
structures was generated using PISCES. PISCES is a
public server for culling sets of protein sequences from
the Protein Data Bank (PDB) by sequence identity and
structural quality criteria [52]. This is important, because using structures with a high sequence identity can
introduce bias in the dataset, and factors such as the resolution can affect the accuracy of the results. The chosen
parameters were as follows: sequence percentage identity

lower or equal to 25%, resolution lower or equal to 3.0 A,
R-factor lower or equal to 0.3, sequence length within the
range of 40-10,000 amino acids, and non-X-ray entries
and Cα-only entries were excluded. The culled data set
consisted of 13,858 unique protein structures with a selection of 14,604 chains. Two obsolete PDB chains were
removed. Multimeric proteins were filtered out, which
resulted in a data set of 5,110 unique monomeric protein
structures. Transmembrane proteins have a relatively
large hydrophobic surface area. This clashes with our
model which was made for soluble proteins where hydrophobic residues tend to be buried. TMHMM [53, 54]
was used to filter transmembrane proteins from the data
set (¿18 amino acids in transmembrane helices).
5.2.2

2. The global feature model (GFM) uses 31 global
features (counts of each of the 20 amino acids,
sequence length, entropy, hydrophobic amino acid
count, polar amino acid count, molecular weight,
aromaticity, instability index, gravy score, buried,
isoelectric point and molar extinction coefficient) as
input. This model is trained using an XGBoost regressor [56].
3. (THSA and RSHA only) NetSurfP2.0 was used to
predict the accessible surface area of all the amino
acids in a protein. Subsequently, the THSA was
calculated by summing over the predicted surface
areas of the hydrophobic residues in the protein sequence. The RHSA was calculated by dividing the
predicted THSA by the sum of the surface areas of
all the residues in the protein as predicted by NetSurfP2.0.
4. (LHP only) Since NetSurfP2.0 cannot predict the
LHP directly, an XGBoost regressor model was
trained using the RHSA and THSA predicted by
NetSurfP2.0 (as described above) as input features. This model was called the NetSurfP-based
model (NBM).

Machine Learning models

The final data set for training and testing of the models
contained 4,917 monomers. For the THSA and RHSA,
the values calculated by DSSP (as described above) were
To assess the models, a double cross-validation loop
used as training output labels. MolPatch was used to crewas
used. The data was randomly split into a training
ate training output labels for evaluating the LHP predicand
test set of 80% and 20%, respectively. The traintions. Predictions for the THSA, RHSA and LHP were
ing
set
was used to deploy a three-fold cross-validation
acquired with the following models:
scheme, in which the parameters for each of the models
1. The three feature model (TFM) uses the se- were optimised using a grid search method (code availquence length, number of hydrophobic amino acids able on GitHub). The final accuracy estimates were caland number of hydrophilic amino acids as input. culated over the test set.
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5.2.3

Estimation of prediction errors

RHSA values were calculated from NetSurfP2.0 predictions as described above. The LHP for each protein has
been predicted using the NBM. The following data curation steps have been administered to remove unreliable
predictions: (1) highly disordered proteins have been discarded (more than a half of the residues have been classified as disordered); (2) large proteins (¿ 800 AA residues)
have been discarded in order to match the protein sizes
in the structure-based definitions data set. (3) duplicate gene IDs were filtered out and the ones with the
highest THSA value were retained. This quality filter
resulted in a curated data set of 14,533 proteins. Seperate data sets were created with 4,913 proteins annotated
as transmembrane and 6,825 - as multimeric by UniProt
(Figure 6).
Additionally, the final curated data set described
above was used to analyse the link between the expression levels and measures for surface hydrophobicity.
RNA consensus tissue gene data was downloaded from
Human Protein Atlas [38, 39] (accessed on https://
www.proteinatlas.org/about/download 24 Dec 2020).

In order to evaluate the predictions, the structure-based
definitions and sequence-based predictions can be compared, by calculating the correlation coefficient R2 . Nevertheless, for difficult regression tasks this value will put
a lot of weight on the outliers, and will not produce results that are easy to interpret. In addition to the R2
measure, we also evaluated the performance of the prediction model by examining the relative error threshold
curve given a certain threshold, partially inspired by the
GDT TS score [57]. A major benefit of this method is
that it is robust against extreme outliers. For each prediction, the relative THSA error (δT HSAi ), RHSA error
(δRHSAi ), and LHP error (δLHPi ) for each protein i are
defined by the following formulas:
δT HSAi =

|T HSApredi − T HSADSSPi |
T HSADSSPi

(1)

δRHSAi =

|RHSApredi − RHSADSSPi |
RHSADSSPi

(2)

|LHPpredi − LHPM olP atchi |
LHPM olP atchi

(3)

δLHPi =

5.3.2

Gene set enrichment analysis

where T HSApredi , RHSApredi , and LHPpredi are
the predicted THSA, RHSA, and LHP of a protein.
T HSADSSPi and RHSADSSPi are the THSA and
RHSA of a protein estimated using DSSP. LHPM olP atchi
is the predicted LHP of a protein, determined by MolPatch. The performance of the methods over the whole
set of structures is evaluated by plotting the percentage correctly predicted instances (protein chains) versus
a varying error threshold t. The threshold curve, F (t),
shows the percentage of correctly predicted THSA and
RHSA of proteins for a given relative error threshold,t:

THSA, RHSA, and LHP values were centered (such
that 0 fell between two parts of a bimodal distribution or between the main bulk and the tail of the
distribution, see Figure S9) and scaled ( S1) prior
to the pre-ranked GSEA analysis [58, 59]. Tissueenriched gene sets were downloaded from the Human
Protein Atlas (accessed 10 Nov 2020). 375 Disease
associated gene sets were extracted from the GSEA
website (accessed on https://www.gsea-msigdb.org/
gsea/msigdb/search.jsp 5 Nov 2020). GSEA was used
with the following parameters: number of permutations
= 1000; collapse; chip platform: human UniProt IDs
|{i|i ∈ chains ∧ δ < t}|
· 100
(4) MSigDB.v7.2.chip”; enrichment statistic: weighted; max
F (t) =
|{i|i ∈ chains}|
size=1000, min size=15.
The relative error for all chains in the chain dataset is calculated to determine the fraction of correctly predicted
chains for the threshold, see also Figure S8. The δ is here 5.3.3 Tissue-specific average surface hydrophobicity
interchangeably used for δT HSAi , δRHSAi , or δLHPi . Unlike in a ROC-curve, the amount of correctly predicted
chains does not necessarily have to be 100% when the Tissue-specific average surface hydrophobicity (TASH)
threshold t = 1.0, since the size of the relative error can was calculated across all the genes with the following
formula with and without transmembrane proteins:
be > 100%.

5.3
5.3.1

P

Human proteome mapping

TASHt =

Data curation

All reviewed protein sequences for the human genome
were extracted from UniProt [37] (accessed 1st Oct
2020). In total 20,384 sequences were analysed with NetSurfP2.0 for predicting solvent accessibility and structural disorder among other characteristics. THSA and

g NXg,t · hg
P
g NXg,t

(5)

Where TASHt is the tissue-specific average surface hydrophobicity for tissue t, NXg,t is the normalised expression of gene g in tissue t and h is the predicted hydrophobicity of gene g for one of the three measures (THSA,
RHSA or LHP). The results are shown in Figure S6.
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A
A.1

Supporting Information
Centering and scaling of the THSA,
RHSA and LHP distributions for
GSEA

THSA, RHSA, and LHP values were centered and scaled
prior GSEA analysis. To get biologically meaningful values, the values for centering were chosen such that 0 fell
in between two parts of a bimodal distribution or between the main bulk and the tail of the distribution S9:

and hydrophobic residues on the surface has previously
been observed in [62]: for proteins with a high molecular weight the ratio of hydrophobic residues can be well
approximated for globular proteins based on the length
of the protein sequence alone.
The reference model uses the sequence length of a protein (L) multiplied with a constant (k1 ) and to the power
of a constant (k2 ) to predict the HSA:
ASA = k1 · Lk2

(S2)

Note that in case of a perfect sphere, we would have:
xiold − center
2

(S1)
xinew =
3V 3
σ
(S3)
surface area = 4π
4π
where xinew is the centered and scaled value for protein
i, xiold is the original value (THSA, RHSA or LHP) of
Using the latter equation the total ASA could be approtein i and center is the zero position chosen based on proximated by assuming the sequence length (L) scales
the original distributions: 8106 Å for the THSA, 0.35 for linearly with the volume (V ). However, since proteins
the RHSA and 1656 Åfor the LHP, see Figure S9.
are not perfect spheres and only a fraction of the surface
is covered by hydrophobic groups, we instead generate
A.2 Overlap between protein-protein in- the baseline model by fitting the constants k1 and k2 to
the training set, minimising the sum of squares between
teraction sites and the LHP
the predicted and observed HSA. In this simple model,
The data set with the information about protein binding we effectively assume that the fraction of hydrophobic
sites was obtained via the PiSITE database. Both inter- amino acids on the surface with respect to the length is
action information from a single PDB complex and in- constant.
teraction information between multiple PDBs are stored
Surprisingly, the TFM outperforms all other methods
[60]. Only PiSITE information of the proteins from the including NetsurfP [28], which incorporates more infororiginal 14,602 chains dataset was included. The pro- mation (evolutionary profiles) and has a more compliteins without interaction sites and transmembrane pro- cated architecture (neural network).
teins were filtered, which resulted in the data set of 4,255
entries with information about protein interaction sites.
A.4 Supplementary tables
Figure S3 shows that the patches with a higher rank
(i.e. the larger patches of each protein) have a larger
overlap with PPI sites. The three largest patches per
protein have a significantly larger overlap with PPI sites Table S1: P-values of the overlap of protein-protein inthan would be expected, as determined using a Wilcoxon teraction sites with the largest hydrophobic patches, calculated using a Wilcoxon rank sum test. Rank 1 indirank sum test (Table S1).
cates the largest patch of each protein, rank 2 the second
largest patch, etc.
A.3 Benchmark of older methods
Rank P-value
Previous (unpublished) results of a benchmark of the
1
2.59 · 10−266
TFM against SANN [29], NetsurfP (NOT the 2.0 ver2
5.66 · 10−24
sion) [28], SARPRED [27], SPINEX [30] and a simple
3
3.41 · 10−6
length-based reference model for predicting the THSA,
4
0.72
as shown in Figure S1.
5
0.66
SANN, NetsurfP, SARPRED and SPINEX were run
using their default setting. Each of these methods predicts the surface area per residue. We summed over the
predictions of all the hydrophobic residues to obtain the
THSA.
For the purpose of model comparison, we also developed a length-based reference model. This simple model
provides an HSA estimate based on the length of the
protein sequence. The idea of approximating proteins as
a sphere to predict the ASA of the whole protein was
first introduced in [61]. The ratio between hydrophilic
13

A.5

Supplementary figures

Figure S1: Benchmark of SANN, NetsurfP, SARPRED, SPINEX and LBM for hydrophobic surface
area predictions. The figure shows that the TFM outperforms the other methods, indicating that the length and
hydrophobicity of the sequence are very important features for predicting the surface area.

Figure S2: Scatter plot showing the distribution of proteins in the structure-based data set based on
THSA and RHSA values. LHP values are colour-coded.
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Figure S3: Distribution of interaction sites over the nine largest hydrophobic patches per protein.
For each patch on a protein we calculated which fraction of the hydrophobic patch on that protein overlaps with
protein-protein interaction sites for the nine largest hydrophobic patches. The three largest patches in each protein
have a significantly larger overlap with the PPIs than the other ones.

Figure S4: Feature importance of the GFM for the THSA, RHSA and LHP predictions. The five most
important features in the GFM for each of the measures of surface hydrohpobicity were extracted using the XGBoost
Python package [56]. The letters represent amino acids. A higher F score indicates a higher importance. One can
see that in all cases hydrophobicity (hydr count, gravy, aromaticity [32, 36]) is important for the predictions.
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Figure S5: The relationship between normalised expression (NX) and THSA, RHSA and LHP values,
respectively. The median of NX values per gene was calculated across all tissues in which a particular gene occurs
and proteins were grouped (n=3) equally from low to high expression (low, medium and high NX values). The
differences between the groups of proteins with the lowest and the highest NX values was calculated using Wilcoxon
signed-rank test. The level of significance is annotated with two (p-value: < 0.01) and three asteriks (p-value: <
2.22e-16).
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Figure S6: Tissue-specific average surface hydrophobicity calculated (Equation 5) for different hydrophobic measures. Each column is independently sorted and colour-coded based on TASH values.
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Figure S7: Pre-ranked GSEA enrichment statistics in disease gene sets (n=375). The values were centralscaled prior to the GSEA analysis. The enrichment score (ES) is the maximum deviation from zero showing the
degree to which the gene set is over-represented at the top (positive ES score) or bottom (negative ES score)
of the entire ranked list of genes. Disease gene sets with the nominal p-value < 0.05 and ES < -0.2 (negative
enrichment) and ES ¿ 0.2 (positive enrichment) were selected and kept only those that were significant in at least
two hydrophobic measures. KEGG neurodegenerative pathways are highlighted with the red squares. ’Nan’ value
indicates that an ES score was either between -0.2;0.2 or insignificant (p-value > 0.05).
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Figure S8: An example of the relative threshold-based evaluation metric. In this case, a threshold range
from 0 to 100 percent absolute error is used to derive at the curve in the top panel (Equations 1, 2, 3). For each
threshold (exemplified by the black dashed horizontal line), the fraction of correctly predicted proteins within this
threshold is calculated (Equation 4). This fraction is the density to the left of the threshold.

Figure S9: Distributions of the centered and scaled values of the THSA, RHSA and LHP used for
GSEA analysis. The dotted lines indicate the zero positions. Values for centering were chosen such that 0 falls
in between two parts of a bimodal distribution or between the main bulk and the tail of the distribution.
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