Evaluation of a virtual training environment for aggression de-escalation

Public transport employees are confronted with aggressive behavior on a regular basis. As such encounters can have serious consequences, employees need to be well prepared, so that they know how to deal with incidents of aggression. The current paper describes an ongoing endeavor that is aimed at the development and evaluation of a simulation-based training environment for public transport employees, by which they can practice their verbal aggression de-escalation skills during face-to-face conversations. A prototype of the training environment is presented, as well as an experiment to evaluate the environment in several steps. The results indicate that the prototype is evaluated positively with respect to user satisfaction, whereas there is room for improvement with respect to learning effectiveness.

This chapter has been published as:

* Authors ordered alphabetically and contributed equally to this work.
6.1 Introduction

People working in the public sector often have to deal with aggressive behavior. According to a national safety investigation in the Netherlands in 2011, almost 60% of the employees is confronted with unwanted behavior on a daily basis (Abraham et al., 2011). This behavior can include verbal or physical aggressive behavior, but also sexual assault or discrimination.

The municipal public transport operator in Amsterdam (GVB) is one of the organizations of which the employees have to face aggressive behavior on a regular basis. In 2014, the GVB reported 443 incidents of aggressive behavior against employees (‘GVB’). Only a small part of this number relates to physical incidents, but verbal forms of aggression can be perceived as unwanted as well. Typical examples of incidents are situations where travelers insult a bus driver, or intimidate a tram conductor to get a free ride. Such confrontations may have a range of serious consequences for employees, including reduced work pleasure, decreased work performance, sick leave, various mental health symptoms and even post-traumatic stress disorder (PTSD).

To better prepare them for these incidents, companies like the GVB offer their employees resilience training. Such training is typically performed in a group setting based on role-play, where employees learn to communicate with aggressive clients in a de-escalating manner. Although this form of training has shown to be successful, it is quite expensive with respect to both money and time. Furthermore, the training is not always easy to control or repeat systematically.

As a complementary approach, we propose the use of simulation-based training of aggression de-escalation. This is in line with a number of recent initiatives that show promising results regarding the possibility to train social and communicative skills based on simulated environments involving virtual humans (Bruijnes et al., 2015; Hays et al., 2012; Kim et al., 2009; Vaasen et al., 2012). The main idea of the current system is that public transport employees can practice their aggression de-escalation skills by engaging in conversations with aggressive virtual travelers. By designing the scenarios in such a way that the virtual characters calm down if they are being approached correctly, but become more aggressive if they are being treated inappropriately, trainees will receive immediate feedback on their performance. By using such a system, employees have the ability to practice their aggression de-escalation skills in a cost-effective, personalized and systematic manner.

In this paper, a prototype of such a training environment is presented, which has been developed in collaboration with the public transport company GVB. In addition, an experiment is described that has been performed to evaluate different aspects of the training environment.
6.2 Learning goals

To design an effective training tool, a first question to be asked is what should be the learning goals of the system. For the current context, these learning goals are similar to the ones used in the real world training of the public transport company, and are related to the development of emotional intelligence: employees should be able to recognize the emotional state of the (virtual) conversation partner, and choose the communication style that suits this emotional state.

More specifically, when it comes to aggressive behavior, it is important that employees learn to recognize the nature of the aggression. Here, two main categories can be distinguished: aggression can be either emotional (or reactive) or instrumental (or proactive) (Dodge, 1991). One of the key differences between these two types is the absence or presence of anger (Miller & Lynam, 2006).

In case of emotional aggression, the aggressive behavior typically is caused by an angry reaction to a negative event that frustrates a person’s desires, cf. the frustration-aggression hypothesis (Berkowitz, 1978). Such a person is likely to be angry with respect to whatever stopped him from achieving his goal. By a carry-over effect, the anger can be transferred to new situations as well (Angie et al., 2011). Examples in the public transport domain are people getting angry because the tram is late while they have to attend an important meeting, or because they want to enter the tram while carrying food or drinks that are not allowed. When dealing with an emotional aggressor, supportive behavior from the de-escalator is required, for example by ignoring the conflict-seeking behavior, calmly making contact with the aggressor, actively listening to what he has to say, showing empathy, and suggesting solutions to his problems.

In contrast, in case of instrumental aggression, the aggressive behavior is only used ‘instrumentally’, to achieve a certain predetermined goal. Such behavior is not a direct response to a negative event and is less strongly related to heavy emotions. A well-known example of this type of aggression in the domain of public transport involves someone who wants to travel without paying for his ticket. This type of aggression often starts with an attempt to persuade the conversation partner, e.g. “Oh, I forgot my wallet, can I just come along for two stops?” or “Hi honey, I don’t have to pay for a short ride, do I?”.

Often, in case the employee does not give the aggressor what he wants, the aggressive behavior will reveal itself through more threatening remarks like “I know where you live”, “I will be back tomorrow with my friends”, or “I will be waiting for you at the end of your shift”.

A possible basis for this behavior can be found in the social learning theory, which states that if a person has used aggression to achieve a goal in the past, and if this behavior was successful, then by operant conditioning (s)he will be likely to follow the same behavioral pattern in the future. So, the behavior is
learned through positive reinforcement (Bandura & Walters, 1963). Hence, to de-escalate instrumental aggressive behavior, a directive type of intervention is assumed to be most effective. It is necessary to show the aggressor that there is a limit to how far he can pursue his aggressive behavior, and to make him aware of the consequences of this behavior.

To conclude, the presented training environment will be centered around two main learning goals, namely 1) recognizing the type of aggression of the conversation partner (i.e., emotional or instrumental), and 2) selecting the appropriate communication style towards the conversation partner (i.e., supportive or directive).

To assess the type of aggression, employees need to carefully observe the verbal and non-verbal behavior of the aggressive individual. In general, reactive aggressors will show more arousal (e.g., flushed face, emotional speech) than proactive aggressors. Also, the context should be taken into account (e.g., someone who just finds out that he lost his ticket will be more emotional that someone who knew this all along, and just tries to intimidate the tram driver to ride for free).

6.3 Training environment

In Chapter 8 (p.148), a global overview is presented of the simulation-based training environment that is being developed within the current project. The environment consists of two main components, namely a virtual reality environment and a training agent. The virtual reality environment has the form of a 3D graphical environment that simulates a particular context in the real world (e.g., the interior of a tram including travelers), with which the user can interact based on a dialogue system. The training agent is an intelligent virtual tutor that monitors the behavior of the trainee and generates personalized support. Two types of support are used, namely run-time modifications of the scenario to adjust its difficulty level to the trainee’s performance (scaffolding; Chapter 10, p.183), and personalized feedback on the trainee’s performance in terms of after-session hints (Bosse & Provoost, 2015). To evaluate the overall training environment in a systematic manner, the current paper focuses exclusively on the virtual reality component (and the underlying dialogue system); evaluation of the training agent is left for future research.

The virtual reality environment is based on the InterAct software, developed by the company IC3D Media. Although the focus of this paper is on public transport, in principle the approach can be applied to any domain involving aggressive behavior in face-to-face conversations.


been specifically designed for simulation-based training of interpersonal skills. Unlike most existing software, it focuses on smaller situations, with high realism and detailed interactions with virtual characters. True-to-life animations and photo-realistic characters are used to immerse the player in the game. An example screenshot of a training scenario for the public transport domain is shown in Figure 6.1. In this example, the user plays the role of a tram conductor that has the task of calming down an aggressive virtual traveler.

![Figure 6.1: Example screenshot of a training scenario](image.png)

To enable users to engage in a conversation with an emotional conversational agent (ECA), a dialogue system based on conversation trees is used. The system assumes that a dialogue consists of a sequence of spoken sentences that follow a turn-taking protocol. That is, first the ECA says something (e.g. “I forgot my public transport card. You probably don’t mind if I ride for free?”). After that, the user can respond, followed by a response from the ECA, and so on. In InterAct, these dialogues are represented by conversation trees, where vertices are either atomic ECA behaviors or decision nodes (enabling the user to determine a response), and the edges are transitions between nodes.

The atomic ECA behaviors consist of pre-generated fragments of speech, synchronized with facial expressions and possibly extended with gestures. Scenario developers can generate their own fragments using a motion sensing input device such as the Microsoft Kinect camera and a commercial software package FaceShift.\(^4\) As the recorded fragments are independent from a particular

avatar, they can be projected on arbitrary characters.

Each decision node is implemented as a multiple choice menu. Via such a menu, the user has the ability to choose between multiple sentences. Hence, the emphasis of the current system is on the verbal aspects of aggression de-escalation. In the system used for the current study, three options are available with every decision node. These options have been created in such a way that one of them is clearly supportive, another one is clearly directive, and the third option is neutral. Here, the supportive and directive option relate to the communication styles explained earlier. Figure 1 illustrates how these three options can be instantiated in terms of concrete sentences (in this case: A=neutral, B=directive, C=supportive).

For the current evaluation study, a number of scenarios have been developed, in collaboration with and approved by domain experts of the public transport company. To be precise, the scenarios address 9 different situations in which a conflict may arise, such as ‘traveler is not allowed to take hot coffee on board’ and ‘tram arrives 10 minutes late’. Moreover, for each scenario three variants have been written: two variants in which the virtual character shows emotional aggression, and one in which it shows instrumental aggression.

The contents of the scenarios (i.e., the conversation fragments) have been recorded with the help of professional trainers of the public transport company who focused on displaying the corresponding emotional cues. Each of the 9x3 scenarios has been recorded with a female trainer and with a male trainer. Hence, in total a set of 54 scenarios (9x3x2) has been created. The scenarios have been set up in such a way that if the user takes the appropriate communication style, the character calms down and conflict is resolved; however, if the user takes an inappropriate communication style, the situation will escalate. On average, a scenario lasts about 3 to 4 interactions (i.e., both the user and the virtual character speak 3-4 sentences before the scenario ends).

6.4 Method

Section describes the experiment that was conducted to investigate the impact of the virtual training environment on the user experience as well as the performance of potential end-users from the public transport domain.

6.4.1 Participants

Initially, 30 people were selected to participate in the experiment. All participants were employees of the public transport company (in particular: professional tram conductors and tram drivers). Among these participants, initially 15 were allocated to the training group and 15 to the control group, based on
their availability. However, after this allocation had been made, 6 participants withdrew from the study. This resulted in a training group of 14 participants and a control group of 10 participants. Within the training group, 8 participants were male and 6 were female. The average age in this group was 42.7 ($\sigma = 13.1$). Within the control group, 5 participants were male and 5 were female. The average age in this group was 48.3 ($\sigma = 9.9$).

### 6.4.2 Experimental design and procedure

For the experiment, a pre-test post-test design has been used, where the pre-test and the post-test were separated by a period of 4 weeks. At the start of the pre-test, all participants (in both groups) filled out an informed consent form and provided their personal data (all information and subsequent results were stored anonymously). After that, they made the pre-test, which had the form of a written exam that had been developed in advance by instructors of the public transport company. The exam was composed of 7 closed questions and 5 open questions, which were designed to be representative for the learning goals of the training environment. All closed questions consisted of a particular context description, similar (but not identical) to the ones used in the virtual training (e.g., “a traveler enters the tram and shouts to you that he refuses to pay for his ticket because your tram is much too late”), followed by four alternative responses of which the participant should select the most appropriate one. The open questions were more general, but also related to the learning goals (e.g., “how can you recognize emotional aggression of a traveler?”).

The post-test was also made by all participants. This test also had the form of a written exam; it had the exact same structure as the pre-test, only the contents of the scenarios and questions were slightly modified to prevent a learning effect (e.g., by changing some properties of the main character, or by rephrasing the multiple choice answers).

In the period between the pre-test and the post-test, the training group performed 4 training sessions, in which they worked with the software for about 30 minutes. More details about these sessions is provided in the next subsection. The control group did not participate in these training sessions.\textsuperscript{5}

After the last training session, the participants in the training group filled out a usability questionnaire. This questionnaire consisted of 13 statements about which the participants had to express their opinion on a 5-point Likert scale. The questionnaire was inspired by Witmer & Singer (1998), and included statements about issues such as user experience, presence, and perceived effectiveness. In particular, the statements were grouped into 4 categories, namely

\textsuperscript{5}Note, however, that the participants in both groups did continue their regular work activities in the meantime.
content, interaction, emotional, and effect. The content category contained statements about the perceived realism of the scenarios and the characters (e.g., ‘the virtual characters showed believable behavior’). The interaction category contained statements about how natural it was to interact with the characters (e.g., ‘I felt that my answers had an influence in the behavior of the virtual characters’). The emotional category addressed the perceived sense of presence of the participants (e.g., ‘during training I felt engaged in the scenarios’). Finally, the effect category contained statements asking the participants for their opinion about the effectiveness of the training (e.g., ‘I think this type of training is a useful addition to real world training’).

6.4.3 Training sessions

All training sessions were executed in a computer room at the public transport company. At the start of a session, participants received a document with instructions about how to work with the training software. They were instructed to solve each virtual scenario to the best of their ability by identifying the type of aggression they observed during the conversation and by selecting the appropriate response in the multiple choice menu. After having read the instructions, they could start the training software.

Upon launching the software, the start menu shown in Figure 6.2 was displayed. In the upper part of the menu, participants had to input their personal ID and gender. Below that, they could select which scenarios they wanted to run. As can be seen, there were 4 training sessions (corresponding the 4 weeks of the training), each of which consisted of 10 scenarios. The sets of scenarios were chosen in such a way that they were representative for the types of incidents encountered on the job (for instance, they contained more male aggressors than female aggressors, and more cases of emotional aggression than instrumental aggression). All 40 scenarios were slightly different from each other; hence, no scenario was presented more than once. The order in which the scenarios were offered was determined randomly.

At the end of each scenario, participants had to indicate whether they thought the aggressive behavior shown by the virtual character was emotional or instrumental. All choices they made in the multiple choice menu were logged, as well as the time it took them to play a scenario.

6.4.4 Variables

The variables that were measured during the study were selected in such a way that they could roughly be related to the training evaluation model by Kirkpatrick & Kirkpatrick (1994). This model distinguishes four levels on which training programs can be evaluated, namely satisfaction (‘did the par-
participants enjoy/appreciate the training?'), learning ('was there an increase in knowledge/skills during training?'), impact ('did the participants change their behavior on the job as a result of the training?'), and results ('did the training positively affect the organization?). In the current study, the emphasis is on the first two levels (satisfaction and learning), where the evaluation of learning can be further divided into two sub-questions, namely ‘did the participants’ performance within the training environment improve over time?’ and ‘did the training result in an increased performance in a different environment that involves the same skills?’. Below, we will refer to these two aspects of learning by learning during training and transfer of learning, respectively.

Based on this categorization, we can relate the different levels of evaluation to measurable variables in the following way. To evaluate satisfaction, the results of the usability questionnaires filled out by the training group (i.e., the answers given to the Likert questions) were analyzed.

To evaluate learning during training, the behavior of the participants of the training group during the training sessions was analyzed. In particular, we measured their performance in terms of identification (i.e., how well are they able to recognize the type of aggression of the virtual characters?) and response (i.e., how well are they able to provide the appropriate responses to the aggressive behavior). As both measures were applied to emotional as well as instrumental aggression separately, this resulted in 4 scores (2x2) to evaluate
learning during training. By observing the change of these scores over the four weeks of the experiment, we could evaluate whether the participants improved over time.

To evaluate transfer of learning, the written exams made during the pre- and post-test were used. Here, by comparing the scores for the pre-test with the scores for the post-test (in a within-subjects analysis), we could investigate whether the participants’ knowledge had improved. Additionally, by comparing the improvement of the training group to that of the control group (in a between-subjects analysis), we could investigate whether the training had an added value over the regular work activities. In this analysis, the independent variable was the condition (i.e., training or no training), and the dependent variable was the change in score between the pre- and post-test. The scores for the pre- and post-tests were obtained by having an instructor of the public transport company grade all exams.

Finally, note that besides for evaluation, the performance of the participants in the different tests (the pen-and-paper exams and the simulation-based training) could be used for assessment purposes as well. That is, by observing the behavior of their employees during the study, the public transport company could gain more insight in how they act in various situations that are representative for real world incidents.

6.5 Results

In the following sections, the results obtained during this evaluation study are presented as described above. That is, the first part shows the satisfaction of the participants using the training software, while the section thereafter present their learning during training. The final section shows the results on the pen-and-paper exams with regard to the transfer of learning.

6.5.1 Satisfaction

The experimental group completed a questionnaire asking about their opinion on the training sessions. The answers to these questions are grouped in four categories as explained above; interaction, content, emotional and effect. The scores (on a scale from -2 up to 2) are shown in Figure 6.3.

The first category, content, contained questions regarding the scenarios and virtual characters. With an average score of 0.5 the results were mainly positive, however there were critical remarks as can be seen by the rather larger standard deviation of 0.66. Similar results are found for the second category, interaction, and are, with an average score of 0.4 and a standard deviation of 0.71, again mainly positive with some negatives.
6.5. Results

Figure 6.3: Average scores on satisfaction

The worst results are found on the category asking about the emotional aspects of the training. This entailed questions about their personal involvement in the scenario or whether they got frightened by the aggression of the virtual characters. With an average score of -0.3 the results do not look promising, however again the standard deviation is rather large (0.73) indicating some positive results as well.

The last category contained questions to their personal belief whether such a training has an effect. For example, if they think they improved in their interaction with travelers or if they believe such a training is useful addition to the current role-play scenarios. Overall, the responses to these question were positive (average 0.7), with almost no negative scores across the participants (standard deviation 0.52).

6.5.2 Learning during training

The experimental group underwent 4 weekly training sessions, each of which consisted of 10 scenarios. For each scenario they had to identify the type of aggression as well as respond correctly to de-escalate the situation. Figure 6.4 shows both the percentage of correctly identified aggression types as well as the correct responses split into instrumental (i) and emotional (e) aggression per week.

On visual inspection it seems that there is no real increase in performance over the 4 weeks. But, when taken a closer look, it can be seen that participants were able to identify emotional aggression correctly approximately half the time and subsequently responded well half of the time. However, instrumental aggression was identified correctly more often, while the response on these situations was the worst of all. This is confirmed by paired t-tests as well; the
difference between the identification of and response to instrumental aggression is significant ($t(46) = 7.37, p < 0.001$), while for emotional aggression this is not the case ($t(46) = 1.45, p = 0.153$). Furthermore, instrumental aggression was identified correctly more often ($t(46) = 5.87, p < 0.001$), while the response to emotional aggression was significantly better ($t(46) = 3.45, p = 0.001$).

### 6.5.3 Transfer of learning

The results of the pen-and-paper tests of both the experimental and control group are shown in Figure 6.5. The total score is subdivided in a score for the open questions (black color, max. 10 points) and multiple choice questions (gray color, max. 7 points). The error bars represent the standard deviation of the total score.
6.6. Discussion

It can be seen that both groups performed better on the post-test as confirmed by a t-test with \( t(23) = 2.64, p = 0.014 \) for the experimental group and \( t(18) = 3.31, p = 0.004 \) for the control group. On closer examination, it turns out that there is no significant change in the score on the multiple choice questions, but the higher scores are due to better answers on the open questions. The important question is whether the experimental group experienced a greater increase than the control group, which unfortunately does not show in this data (\( t(21) = 0.06, p = 0.950 \)).

6.6 Discussion

Firstly, did the virtual training help improve the participants in the experimental group more than those that did not use the training? Unfortunately not, but nevertheless this research helps us in understanding why. Considering the difference between the pre- and post-test, the improvement in both groups was mainly due to a better score on the open questions. As they did the same tests, this improvement could be due to the second test being a bit easier, in which case there would be no ‘real’ improvement in either group. Another potential explanation could be that merely being part of the experiment already made the participants reflect on the topic of aggression de-escalation during the 4 weeks of the experiment (even if not all of them participated in the training sessions). This might explain why both groups obtained a better score in the open questions.

On the other hand, participants did not seem capable of translating this increased understanding of aggression de-escalation (as measured with the open questions) to correct decisions on how to act in concrete situations (as measured with the closed questions). This is in line with the results retrieved from the training sessions, which did not show any improvement in performance during the scenarios.

Then, what do these results learn us? Throughout the training, participants identified instrumental aggression quite well, but did not respond accordingly. As the correct response for instrumental aggression is very direct, it might be that they preferred a more ‘polite’ or ‘friendly’ answer. Another explanation for the lack of improvement might be that each of the participants already has a set way of responding and has difficulty in changing this ‘default’ approach. This option is backed by the data as well; by looking at the scores of those participants with more than 2 years of experience in comparison with the others, there is no difference in test scores as well (pre-test \( t(20) = -0.72, p = 0.480 \); post-test \( t(20) = -1.09, p = 0.288 \)).

From this, the conclusion might be drawn that on your own, it is difficult to learn correct responses for the different types of aggression. Thus, it
is important to provide timely feedback such that a trainee understands the mistake and is able to improve on it. Providing such feedback was not yet implemented in this training software, but is being developed (Bosse & Provoost, 2014). From the subjective evaluation, it is clear that participants do see the usefulness of such a training and already experience a belief of improvement due to it, making it less likely a lack of motivation limited learning. However, it is important to consider methods to improve the emotional involvement of trainees during the various scenarios, for example by changing from a standard desktop screen to a head-mounted display (Ling et al., 2013). Nevertheless, the potential of such a virtual training is supported by these results.

6.7 Conclusion

The current paper introduced a prototype of a simulation-based training environment that enables public transport employees to practice their verbal aggression de-escalation skills during face-to-face conversations. The design of the system is centered around two learning goals, namely the ability to recognize the type of aggression (emotional or instrumental) and the ability to select the most appropriate communication style for the observed aggression type (supportive or directive).

The prototype was evaluated by means of an experiment in which 24 employees of the public transport company of Amsterdam participated. The results indicate that with respect to user satisfaction, participants were moderately positive about the content of the virtual scenarios and the mechanisms to interact with the characters. Also, they were very positive about the potential of the system as an effective learning tool. The only category for which their opinion was below neutral involved their perceived sense of (emotional) engagement and presence.

Regarding the performance during training, no significant improvement was found, which might be explained by the fact that this particular task is difficult to learn without specific feedback. In line with these results, also no transfer of learning was found to a similar task on paper (in particular, to the closed questions, where participants had to indicate how they would behave in fictional scenarios). In contrast, participants in the training group did show an improved performance regarding the open questions of this paper task, but this improvement was not significantly larger than that of the control group.

Finally, an interesting side effect was that the training environment also proved useful as an assessment tool. For instance, it allowed us to conclude that the current group of participants is significantly better in identifying proactive aggression than reactive aggression, but at the same time has significantly more difficulties in dealing with proactive aggression than with reactive aggression.
Inspired by the current findings, our future research will concentrate on two main aspects. First, we will try to incorporate additional elements in the training with the aim to enhance users’ emotional engagement and presence. Examples of such elements are more extreme aggressive behavior of the virtual characters (e.g., louder voice volume, more threatening facial expressions and utterances), the use of immersive technology like head-mounted displays, and the use of mechanisms to introduce a ‘simulated threat’, e.g., based on air blast devices or electric surges. Secondly, we will integrate our previously developed modules for learner feedback (Bosse & Provoost, 2014) within the system, to explore whether this has a positive impact on learning effectiveness.

Acknowledgments. This research was supported by funding from the National Initiative Brain and Cognition, coordinated by the Netherlands Organization for Scientific Research (NWO), under grant agreement No. 056-25-013. The authors wish to thank Maria ter Beek, Ernst van der Horst, Aly Lubberink, Jermaine Ravenberg, Caroline de Ridder, Petra ter Weeme, and all participants in the study for their contribution to the project.

References


