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1

Context

Ambient Intelligence, Ubiquitous Computing, Pervasive Computing: all terms describing
electronic environments that are sensitive and responsive to the presence of humans [1],
[2], [3]. These environments are invisibly integrated in the surroundings of humans and
aim to make life easier. This can be in the personal atmosphere by adapting the color of the
walls to your mood, or by ordering groceries automatically when you run out. It can also
be used for professional applications such as a system that monitors an elderly person’s
health so that s/he can continue living at home, or a car that checks whether the driver is fit
to drive before allowing the engine to start. In this thesis, two examples are described: a
fully automated treatment for depression and a support system for persons executing
complex tasks.
An ambient intelligent system is smart: it knows who is in the room, what the person is
doing and what the preferences of the person are. The system adapts to him or her and
therefore puts the person in the center and not the technology. The goal of ambient
intelligence is to improve quality of life by offering personalized, adaptable, intuitive
services. To be able to provide such services, it is important for the application to contain
knowledge about humans and their functioning. A system can show a more human-like
understanding by analyzing and processing information from sensors using such
knowledge [4].
The ambient intelligence systems in this thesis are agent-based. An intelligent agent is
an autonomous software program that can interact with the environment in order to
achieve goals. Ambient agents contain knowledge about the person interacting with the
agent and about the specific task of the agent. The ability to obtain more knowledge via
sensors and the ability to reason about this information makes the agent human-aware. The
knowledge about humans comes from the human-directed scientific areas such as
psychology, cognitive science and biomedical science. Within those research areas,
theories and models of human processes have been and are being developed that can be
used in ambient agents. After formalizing these models, they can be utilized as a virtual
human, a patient following depression therapy, for example. The virtual human can be
used to perform simulations of humans in particular situations to study their behavior
without having to perform real life experiments. For example, a mild depression or a very
severe depression can be simulated and many different treatments can be tested, including
novel interventions. These computational models describing human behavior can also be
used to estimate the human’s current state and make predictions of the future states and
processes, to give feedback about the current state of the person and to give advice.
Different computational models can be integrated in ambient intelligent agent models to
make the ambient intelligence application aware of the person so that personalized support
can be provided.
This thesis explores the design of ambient intelligent agents in two research domains:
mood and depression, and task execution. The research topic task execution takes place in
a professional working environment. Persons executing complex tasks in demanding
environments are influenced greatly by their state of mind. A human-aware ambient agent
system can provide dedicated support by monitoring not only the task itself, but also by
monitoring the well-being of the person performing the task. In the field of mood and
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depression, the mood of a depressed person is monitored with the long-term goal of
improving the well-being. Again, a human-aware ambient agent system can provide
personalized support and advice based on knowledge about depression, the treatment and
the person following the treatment. The following paragraphs introduce the two research
topics. Then, Section 2 explains the research questions addressed in this thesis. In Section
3, the modeling approach is presented and Section 4 describes the research methodology.
Finally in Section 5 an overview is provided of the thesis.
1.1

Mood and depression

The aspiration to design ambient intelligent systems in the field of mood and depression
comes from two directions. First, by modeling and understanding mood from a Cognitive
Science perspective ambient agents can be developed that understand mood and depression
and that can use this knowledge to provide support. Second, supporting persons with a
depression via an ambient intelligent system is a new and interesting topic looking from a
Clinical Psychology perspective.
Regulation of emotion and mood is an important capability for humans to maintain
stability; e.g., [5], [6], [7]. Problems with mechanisms for regulation may be very
disturbing or devastating for somebody’s life, a clinical depression being one of the most
prominent disturbances in mood. It is a common psychiatric disorder, affecting 16.6% of
the people at least once in their lives [8]. Worldwide, around 340 million people are
affected by the disorder [9], [10]. Symptoms of a depression are a deep feeling of sadness,
and a noticeable loss of interest or pleasure in favorite activities.
There are many different psychotherapy treatments available, most of them quite
effective. Cognitive Behavior Therapy (CBT) is the most commonly provided and most
widely researched intervention. CBT is based on a combination of cognitive and
behavioral theories and has been proven to be very effective, also on a longer term (e.g.
[11], [12]). Other effective and common treatments include behavioral activation [13],
problem-solving treatment [14], and interpersonal psychotherapy [15]. These interventions
are mostly provided face-to-face individually, but can also be delivered in a group format
or via a self-help book. In recent years, internet-based treatments have become a new
popular format, mainly for CBT. Internet-based treatments have found to be effective,
although it seems that absence of support by a therapist reduces the effect and increases
drop-out rates [16], [17], [18]. In general it is assumed, that professional support is needed
to motivate the patient to continue with the treatment and to help him/her through the
different procedures of the treatment.
Despite all these effective treatments, major depression is currently the fourth disorder
worldwide in terms of disease burden, and is expected to be the disorder with the highest
disease burden in high-income countries by the year 2030 (cf. [19]). In a Dutch population
study, more than half (54.7%) of the people with major depression did not receive
professional help [20]. This may be due to barriers such as a lack of therapists or having to
be on a waiting-list. More personal issues such as fear of stigma or negative views on
counseling may also apply. The motivation from a Clinical Psychology perspective is to
contribute to this growing problem by developing new interventions that are not only
effective, but also cost-effective and can reach people who are currently not being reached.
In the Cognitive Science research area, emotions were often left out of consideration.
Some computational models describing emotions have been developed in recent years
[21]. However, only a few of them deal with mood and depression [22]. Emotions and
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mood undoubtedly influence the behavior of humans. In recent years, there is a growing
awareness of this role of emotions within human behavior (e.g., [23]). Modeling of
emotions is important for the development of agents that should exhibit human-like
behavior. For example, agents that are used in simulation-based training environments
should behave human-like, and show emotions as well. Similarly, virtual agents in games
that should interact in a realistic manner have to incorporate the effect of emotions on
behavior.
A computational model representing knowledge about affective human processes can
show human-like processes and can be used to understand humans. An ambient intelligent
system can use computational models of emotions and mood to reason about the state of a
person and make decisions and give advice based on this information. For example, one
may think of ambient intelligence applications that react on the (estimated) mood and
emotional state of humans. From a cognitive science perspective, modeling emotions and
mood contributes to a better understanding of emotions and mood and is an important
aspect in designing human-aware ambient agent systems.
The technical and psychological directions come together in ambient agents: providing
persons with a depression support by understanding and predicting their state of mind,
including their mood, and providing dedicated advice.
1.2

Task execution

The motivation to research how to use ambient agent models in the area of task execution
comes from many critical and demanding tasks in different areas, for example, in air traffic
control or military domains. A challenging example of a critical task is naval combat
management. One of the components is picture compilation: keeping track of all vessels
and aircrafts in the area and continuously assessing whether they pose a threat. Combat
management tasks are complex, time-constrained, take place in a dynamic environment,
and require skill and expertise. The combination of these characteristics can easily lead to
demanding situations in which the human operator is likely to endure mental and physical
aggravation resulting in degradation of task performance [24]. A high cognitive workload
is often the case when performing naval combat management tasks. A possible negative
effect of a high workload is a reduction in attention and situation awareness [25]. Situation
awareness refers to the picture that people have of the environment (e.g., [26]). In case of
low situation awareness this picture is wrong, which will often lead to wrong decision
making (e.g., [27]). While especially in such demanding circumstances, high effectiveness
and efficiency levels are very important.
Providing automated and personalized assistance to operators executing complex tasks
can contribute to reducing cognitive workload and improving task performance. Such an
ambient intelligent system should incorporate models of the functional state of a person to
be able to provide adequate support. The functional state of an operator is composed of
elements such as experienced pressure, motivation, exhaustion. It should also contain
personal characteristics influencing the functional state, for example extraversion [28] and
cognitive abilities [29]. Moreover, information obtained from monitoring the person is
needed. Such information can be obtained by some measurement of performance, but also
from observing actions, for example, from devices that are used such as a keyboard or a
mouse. Furthermore, physiological states such as heartbeat or skin conductance may be a
source of information. In many cases tasks are performed according to some known
blueprints, such as workflow patterns. Knowledge of such patterns can also be of help to
5

estimate the progress of a person in a task. By including knowledge about the person
executing the tasks, such as experience and competences, an ambient agent can reason
about the progress and provide dedicated support. For example, there might be tasks in a
workflow during which it is very important not to disturb the person. Information about the
average duration of a (sub)task can be used to intervene of give advice when the person
takes much longer to finish.
The ambient agent model can include all of such means so that the provided support
can be optimally personalized.

2

Research goal

The main research goal in this thesis is to investigate how ambient agent models can be
equipped with knowledge about human functioning to be able to support humans in
different domains. More specifically, this general goal has been addressed for the use of
domain models in the two different areas described above: mood and depression and task
execution. We considered three research questions in this thesis to achieve this goal.
Q1: How can theories from psychology and physiology about relevant aspects
of mood and depression and task execution be represented using computational
models?
The first step in achieving human-awareness in ambient agent models is to investigate
human functioning during depression and during task execution. Theories from the mood
and depression area have been selected describing the dynamics of mood regulation and
several depression treatments. For the task execution domain, theories about the functional
state of an operator and the workflow of an operator have been researched. The
development of computational models in the areas leads to the next research question:
Q2: How can computational models for these two research areas be utilized in
ambient agent models in order to support humans?
We believe that when ambient agent models have knowledge about human functioning,
and have reasoning capabilities to use this knowledge they will be able to support humans
in a personalized, effective manner. The last step is to evaluate the domain models and the
ambient agent models to make sure that they represent the human adequately and act
appropriately:
Q3: How can we evaluate the validity of the domain models and of the ambient
agent models?
The evaluation of the developed models is very important, because there are large potential
risks in both domains. People who are being supported during depression treatment need to
receive proper advice to decrease the symptoms. The same holds for operators executing
complex tasks often with high stakes. Evaluation of the domain models can be done by
verifying that the models adhere to the theories and by validating the behavior of the
models compared to empirical data. The ambient agent models can be evaluated by
researching the effect of the support provided by the agent model. For the mood and
depression domain, the treatment can be evaluated by investigating whether the ambient
agent model reduces the depression. In the task execution domain, evaluation can be done
6

by studying the performance and well-being of the person with and without support of the
ambient intelligent system.

3

Modeling approach

A number of modeling languages and environments have been used in this thesis. The
domain models and ambient agent models were formalized and analyzed using difference
and differential equations, TTL and LEADSTO. Moreover, MATLAB has been used to
implement the equations and to validate of the models using parameter estimation
techniques. For statistical analyses the statistical program SPSS was used.
3.1

Difference and differential equations

Difference and differential equations specify how variables in a dynamical systems change
over time; for each given state of a system defined by values of all of the variables, they
indicate how the values of these variables in a next state can be obtained. This format
allows to design numerical dynamic system models and to mathematically analyze the
models.
3.2

TTL

In order to execute and verify human-like ambience models, the expressive Temporal
Trace Language (TTL) was used [30]. This hybrid logical-numerical language supports
formal specification and analysis of dynamic properties, covering both qualitative and
quantitative aspects. TTL is built on atoms referring to states, time points and traces. A
state of a process for (state) ontology Ont is an assignment of truth values to the set of
ground atoms in the ontology. The set of all possible states for ontology Ont is denoted by
STATES(Ont). To describe sequences of states, a fixed time frame T is assumed which is
linearly ordered. A trace γ over state ontology Ont and time frame T is a mapping γ : T →
STATES(Ont), i.e., a sequence of states γt (t ∈ T) in STATES(Ont). The set of dynamic
properties DYNPROP(Ont) is the set of temporal statements that can be formulated with
respect to traces based on the state ontology Ont in the following manner. Given a trace γ
over state ontology Ont, the state in γ at time point t is denoted by state(γ, t). These states
can be related to state properties via the formally defined satisfaction relation |=,
comparable to the Holds-predicate in the Situation Calculus: state(γ, t) |= p denotes that state
property p holds in trace γ at time t. Based on these statements, dynamic properties can be
formulated in a sorted first-order predicate logic, using quantifiers over time and traces and
the usual first-order logical connectives such as ¬, ∧, ∨, ⇒, ∀, ∃. A special software
environment has been developed for TTL, featuring both a Property Editor for building
and editing TTL properties and a Checking Tool that enables formal verification of such
properties against a set of (simulated or empirical) traces. Especially the possibility to use
variables and quantifiers, also over numbers, makes TTL more useful in practical
applications, compared to, for example, propositional and modal temporal languages.
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3.3

LEADSTO

To specify simulation models and to execute these models, the language LEADSTO [31],
an executable sublanguage of TTL, is used. The basic building blocks of this language are
temporal-causal relations of the format α →
→e, f, g, h β, which means:
if state property α holds for a certain time interval with duration g, then after some delay (between e
and f) state property β will hold for a certain time interval of length h.

where α and β are state properties of the form ‘conjunction of literals’ (where a literal is an
atom or the negation of an atom), and e, f, g, h non-negative real numbers. Also for the
language LEADSTO, the possibility to use variables, (e.g., over numbers), makes it more
useful for practical application, compared to, for example, propositional or qualitative
causal modelling languages. LEADSTO subsumes specification of difference equations
and causal models.
3.4

MATLAB

MATLAB is a high-level computing language and interactive environment developed by
MathWorks [32]. The environment can be used for data analysis, numerical computation,
data visualization and algorithm performance. MATLAB allows for high computational
efficiency, even with large amounts of data. The main advantages of MATLAB over TTL
and LEADSTO are that it is computationally faster and that it offers advanced plotting
options. However, the combination of quantitative and qualitative modeling offered by
TTL and LEADSTO is not possible. This program was used for the implementation,
verification by simulation experiments and validation by parameter estimation of most
models described in the thesis. MATLAB made it possible to run many simulations in a
relatively short amount of time and to visualize the results of the simulations.
3.5

SPSS

SPSS is a computer program used for statistical analysis of empirical data. Originally
developed for the social sciences, now it is one of the most widely used programs for
statistical analysis. It offers a number of modules for different types of analyses; the base
package contains modules for descriptive and bivariate statistics, and prediction modules
for numerical outcomes and identification of groups. In this thesis, SPSS is used for
statistical analysis of empirical data, such as an analysis of variance (ANOVA) on data
about performance on task execution.

4

Research methodology

This section explains the research methodology applied in this thesis to develop the
domain models and the ambient agent models.
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4.1

Domain model development

Models in both application domains are based on theories from psychology and
physiology. These theories are usually informal and multi-interpretable, making it a
challenge to transform them into a formal model. Behavior is complex and influenced by
many contributors. Often different terminology is used to indicate the same concept and
theories are not always consistent with each other. Therefore, the first step in both domains
is to review established and accepted literature on the subject. Then, formal computational
models were designed by analyzing and combining different theories. This process
involves identifying relevant concepts and relations between them. The relations were
usually formalized in the form of difference equations. For example, personal
characteristics are often an influence in either a positive or a negative direction. This is
translated into (parts of) an equation only executed when the result is either positive or
negative. In cases where multiple concepts influence one aspect, to combine these
influences a weighted average can be used when the influences are additional, or another
combination function, for example involving a product, can be applied when the influences
strengthen each other. The formal computational models addressed in Parts II and III, were
implemented in MATLAB. The dynamic relationships identified from the literature in
Parts IV and V, were formalized using LEADSTO.
By formal analysis of the developed models, it can be verified that the models perform
as intended. In this thesis, the following methods are described. In order to determine
whether the model shows the desired behavior, simulation experiments are performed. The
resulting simulations traces are investigated to find out whether the model shows the
intended behavior. This can be done by automatically verifying the simulation traces
against formal global properties using the TTL software environment. These formal global
properties are properties identified from literature to test if the behavior of the model
adheres to the theories it was based on. Another verification method used is by
mathematical analysis. Equilibria of the computational models have been identified and
this gained insight into the behavior of the models.
The last step in the methodology used is to validate the models by comparing the
behavior of the models with empirical data on the behavior of humans. Empirical data is
collected by performing psychological experiments. The desired output of the model over
time, for given input over time, as selected from the dataset is compared to actual output
given by the model for the same input. Using this comparison, by estimating parameters in
the model representing personal characteristics of the human, the model is tuned towards
the specific person. The final difference between the model output and the desired output
after the tuning process can be seen as the error of the model. Several different parameter
estimation techniques have been used and compared: simulated annealing, a gradientbased approach and a genetic algorithm. The result of parameter estimation is a set of
parameter values, a personalized profile, which can be used to describe and predict
behavior of the human. If the model is able to describe human behavior accurately, it can
be used in, for instance, virtual agents able to show realistic, human-like behavior.
Prediction of future behavior or emotional states can be used to detect a possible undesired
future state. The ambient agent model can use that information to advise the human about
how to avoid the undesired situation. The research methodology is summarized in Figure
1. In the design phase, the literature review is followed by a translation of the relevant
theories into a computational model. The two methods of verification performed in this
thesis are mathematical analysis and logical verification using representative cases
9

obtained by simulation experiments. In the validation phase, first empirical data is
collected, which is used to compare the behavior of the model to.

Design

Literature review

Verification

Mathematical
analysis

Computational
model

Validation

Generating
representative
cases

Collecting
empirical data

Logical
verification

Comparing model
behavior with
empirical data

Figure 1. Overview of research methodology.
4.2

Ambient agent model development

For the ambient agent models, a similar methodology has been used as described above.
For both domains, a generic framework for human-oriented ambience intelligence
applications (Bosse et al, 2009) was used as a basis. This framework focuses on ambient
intelligence applications addressing human wellbeing and functioning from a human-like
understanding. The domain models and reasoning methods described in Parts II and III
were utilized to develop ambient agent models that are able to monitor the well-being of
humans and provide appropriate support.
The mood and depression model from Part IV was validated by means of a randomized
controlled pilot study with participants with a depression. The resulting data were
statistically analyzed. For evaluation of the ambient task execution agent system described
in Part V, a user study has been performed to find out whether the support given by the
system increased performance and well-being of the subject. In addition, a formal analysis
was done by verifying a number of formal global properties against simulation traces.

5

Overview

This thesis is based on a collection of articles, structured in six parts. All authors are listed
in alphabetical order and all can be regarded as having made a comparable contribution to
the articles in the thesis, unless explicitly stated otherwise.
Part I is the introduction, setting the context of the thesis and giving an overview of the
research methodology. The design and analysis of domain models is described in Parts II
(mood and depression) and III (task execution). Then, the research into ambient agent
models is discussed in Parts IV (mood and depression) and V (task execution). Finally, in
Part VI, the results are summarized and discussed.
Part II - Domain Model Development Mood and Depression
In the first part of this thesis, it is described how domain models of the dynamics of mood
regulation and depression treatments were designed, analyzed and validated. Chapter II.1
10

addresses the computational model of mood regulation and depression based on
psychological theories about uni-polar depression. The model was verified using
simulations of several situations, a mathematical analysis of equilibria of the model and by
testing the adherence to the different theories by defining and checking properties in TTL.
In addition, it is shown how the model can be used to test new depression treatments by
designing a virtual patient undergoing activity scheduling therapy offered via a novel
mobile phone application. In Chapter II.2, it is shown how the basic model from Chapter
II.1 was extended by computational models of four different depression interventions. The
models were evaluated with simulations of different types of patients and by formal
verification.
In order to validate the model of mood regulation, an experiment was designed to
obtain empirical data matching some of the internal states of the model. The protocol of
the experiment is explained in Chapter II.3. The experiment was a randomized controlled
pilot study in which the participants followed a five-week intervention via a website and
mobile phone application. Using a number of common and scientifically proven
questionnaires before and after the treatment, we asked the participants about their
depressive and anxiety symptoms, cognition, neuroticism and other characteristics.
Chapter II.4 then describes the validation process and results. Using the parameter
estimation techniques genetic algorithms and simulated annealing, the empirical data from
the experiment was compared with virtual patient simulations. It is shown that the mood
model is able to describe the patient data and that the model can predict the mood level of
a patient quite accurately.
Part III - Domain Model and Knowledge Development Task Execution
Switching to the other area, Part III of the thesis describes the development of domain
models and knowledge in the area of task execution. In Chapter III.5, it is described how
performance was predicted using personal characteristics such as personality profile,
cognitive abilities and expertise. An experiment was conducted to determine which
measurements are useful for prediction of performance. On the data, statistical and
temporal analyses have been performed showing relationships between task demand,
neuroticism, heart rate and ambition on the one hand, and task performance on the other.
To be able to predict work pressure and performance, the relationships found in the
previous chapter were used in a model of a human’s functional state related to task
performance. Chapter III.6 describes the design, verification and validation of this model.
The model takes task demand and situational aspects over time as input and determines
how this results in internal factors as experienced pressure, exhaustion and motivation over
time. The model was analyzed by simulating various situations and types of persons, and it
was verified by automatically checking a number of formal properties and by mathematical
analysis. Validation was done by using data from a real-life experiment and parameter
estimation.
Before using the validated functional state model in an ambient agent system, it is
needed to find out more about performance quality and how to measure it. Chapter III.7
investigates performance quality from two perspectives: a human and a task perspective.
An experiment is described that has been conducted to find the most useful measurements
to be adopted in an ambient agent model.
Part IV: Ambient Agent Models Mood and Depression
In Parts IV and V, it is described how the models developed in the first two parts were
utilized in ambient intelligent agents in the areas of mood and depression and task
11

execution, respectively. Because of the sensitive nature of treating somebody with a
depression, it was decided not to use the mood model in the ambient agent system before it
was validated using empirical data. Therefore, Chapters IV.8 and IV.9 describe the
development and testing of a fully automated depression treatment based on a set of
decision rules. These decision rules are inspired by the model of mood regulation. In
addition, the rules are based on experiences of and interviews with experts from the field
of clinical psychology.
In Chapter IV.8, a multi-agent system is developed giving an automated form of
activity scheduling therapy via a website and a mobile phone application. The system
assesses the patient, provides automatically generated feedback based on predicted and
observed behavior and sends reminders when the adherence decreases. A first pilot study
with healthy volunteers resulted in some improvements to the system. In addition, the
results show that the novel treatment is technically feasible and is perceived as useful.
The psychological experiment described in Chapter II.3 was not only used for
validation of the mood model, but also for testing the feasibility and effectiveness of the
fully automated depression treatment developed and tested in Chapter IV.8. The results of
the randomized controlled pilot study are discussed in Chapter IV.9. Although the number
of participants was too small to be able to show a significant improvement in depressive
symptoms, the results of the contentment of the participants are promising and there were
no drop-outs during the treatment.
In the last chapter of Part IV, it is described how the model of mood regulation was
utilized in an ambient agent model. The virtual patient from Chapter II.1 and the
intervention models from Chapter II.2 were combined in an ambient agent. This agent
provides support during depression therapy by advising which module to start, by
comparing predictions with actual observations and by tuning the model towards the
observed patient behavior when necessary. This approach has been evaluated by running
simulation experiments with different types of virtual patients and different types of
treatments.
Part V: Ambient Agent Models Task Execution
In Chapter V.11, model-based reasoning methods are presented which have been
developed to be used in ambient agent models. These methods enable ambient agents to
reason about models of humans and interpret (partial) information from sensors. A number
of successful simulation experiments are described using the reasoning methods and a
focusing mechanism. These reasoning methods are used in the following two chapters.
Chapter V.12 addresses task execution from a workflow perspective: it investigates a
new workflow representation with reasoning methods from Chapter V.11. This
combination results in an ambient agent reasoning about the steps a person is taking while
executing a task. The workflow representation includes information about resources the
person may use, experience of the person, and competences. A generic focused reasoning
approach makes it possible to limit the amount of reasoning necessary to draw conclusions
by using this information to focus on the most likely path in the workflow.
In the final chapter, a personal assistant agent is presented that supports humans during
task execution. This ambient agent is based on a generic design for a multi-agent system
architecture, presented in Chapter V.13. The ambient agent model uses reasoning methods
from Chapter V.11 and the operator functional state model from Chapter III.6 to monitor
the task execution and well-being of the user and reason about this information. The
ambient agent can assist when the predictions are undesired, by for instance reallocating a
12

task. Experiments with humans were conducted to test the ambient agent system. The
results were positive: task performance increased with around 13%, and the feeling of
control of the situation enhanced.
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Chapter 1
A Computational Model for Mood Dynamics and
its Use in a Virtual Patient for Depression Therapy
Fiemke Both, Mark Hoogendoorn, Michel Klein and Jan Treur
Abstract. Computational models can play a useful role to analyse human processes, and
to develop intelligent systems that make use of knowledge about such processes in the
user. This paper addresses the challenge to model the dynamics of mood of a person, and
its regulation. A computational model is presented that can be used for simulating the
dynamics of mood, based on psychological theories about a uni-polar clinical depression.
It is shown how this model was rigorously verified using formal analysis approaches.
Thereafter, it is discussed how the model for mood dynamics can be used as a virtual
patient to evaluate depression therapies by extending the model with concepts from a
therapy. One possible new form of therapy is described that is offered via a website and a
mobile phone application. This therapy is based on a common type of depression
therapy: activity scheduling. The simulation experiments that were conducted with the
developed virtual patient indicate that this new form of therapy helps a patient to recover
more quickly from a depression than the original form of activity scheduling.
Keywords. Mood regulation, computational model, virtual patient, depression, therapy
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1

Introduction

Traditionally, emotions were often left out of consideration in the areas of cognitive
modeling, and user modeling. Only few computational models of mood and depression
have been developed [1]. However, emotions undoubtedly influence the behavior of
humans. In recent years, there is a growing awareness of this role of emotions within
human behavior (e.g., [27]).
Modeling of emotions is important for the development of agents that should exhibit
human-like behavior. For example, agents that are used in simulation-based training
environments and Intelligent Tutoring Systems should behave human-like, and show
emotions as well. Similarly, virtual agents in games that should interact in a realistic
manner have to incorporate the effect of emotions on behavior. These kinds of agents can
also be used to perform simulations of humans in practicular situations to study their
behavior without having to perform real life experiments. The application in a virtual
patient used in this paper is an example of such type of applications.
A second class of applications of computational models of affective human processes
concerns systems that reason about the state of humans and can take the emotions and
moods of humans into account when such computational models are integrated. For
example, one may think of ambient intelligence applications that react on the (estimated)
mood and emotional state of humans.
The example domain where the models for emotion and mood can play an important
role used in the current paper is the domain of depression therapy. In this domain, more
and more developments are being made to provide therapies in the form of self-help
modules. An example of such a self-help form of therapy is internet-based therapy for
depression (online counseling systems). These systems are found to be very effective (cf.
[3], [18], [24], [25], [26]). However, they do not have an awareness of the emotional state
of the human, which would be a great benefit to enable a more dedicated and personalized
therapy. Furthermore, for the development of new therapies there is no possibility to
investigate the potential success of a new form of therapy without directly involving
patients. Also for this situation, a model allowing for the simulation of the mood and the
emotional state of a human can be useful to do a pre-check of the proposed form of therapy
and see how it would function within the model.
In this paper, first a computational model is presented that can be used to simulate and
analyse the mood dynamics and regulation of humans, and more specifically, whether they
develop longer periods of undesired moods, as in depressions. Second, the general
concepts of a common therapy for depression (more in particular, activity scheduling, cf.
[2]) are added to the model to allow for a simulation of a virtual patient following such a
form of therapy. Thereafter, a new support system for activity scheduling therapy is
introduced, and analysed by conducting simulation experiments using the virtual patient, in
order to give an initial indication of the difference between such a form of therapy and the
convential therapy.
This paper is organized as follows. In Section 2, the background, design and
verification of the mood model is described. Section 3 describes the virtual patient by
extending this model with concepts as used in activity scheduling therapy. Section 4
discusses how a new approach towards activity scheduling, using the mobile phone was
evaluated by simulation experiments using the virtual patient. Finally, Section 5 concludes
the paper.
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2

A computational model for mood regulation

In this section, a model is introduced which represent the dynamics of mood in humans.
First, the commonly used psychological theories about uni-polar (i.e., uncomplicated)
depressions which the model of mood dynamics is based on are discussed. Then, in
Section 2.2 the main concepts and relations are extracted from the theories. This results in
a formal representation of the aspects of mood and depression. Section 2.3 describes the
results of three methods of verification that have been used to verifiy the correctness of the
model.
2.1

Theories about mood regulation and depression

Regulation of emotion and mood is an important capability for humans to maintain
stability; e.g., [6], [5], [6], [15], [7]. Problems with mechanisms for regulation may be very
disturbing or devastating for somebody’s life. As an example, a clinical depression is one
of the most prominent disturbances in mood. It is a common psychiatric disorder, affecting
about 7–18% of the people at least once in their lives. In the USA, the prevalence is
approximately 14 million adults per year [1]. Symptoms of a depression are a deep feeling
of sadness, and a noticeable loss of interest or pleasure in favorite activities. There is not
one specific cause of a depression, most experts believe that both biological and
psychological factors play a role.
In the last decennia, several theories have been developed about the course and
treatment of a depression. A classic behavioral model of uni-polar depression by
Lewinsohn [2] states that depression results from a stressful event that disrupts normal
behavior patterns. According to Lewinsohn, a low rate of behavior (often caused by
inadequate social skills) is the essence of the depression and the cause of all other
symptoms. Part of his theory is the hypothesis that there is a causal relationship between
lack of positive reinforcement from the environment and the depression.
According to many psychologists, the mood of a person is influenced by stressful
events and the abilities a person has to cope with these events. In the stress, appraisal and
coping theory by Lazarus and Folkman [5] they emphasize that stress is not a direct
response to a stressor, but a response to a situation that has been appraissed as taxing or
exceeding ones resources. When a situation has been identified as stressful, coping skills
are applied. Coping is defined as “constantly changing cognitive and behavioral efforts to
manage specific external and/or internal demands that are appraised as taxing or exceeding
the resources of the person”. In the theory of Lazarus and Folkman, vulnerability is
conceptualized in terms of coping resources. A vulnerable person is said to have “deficient
coping resources”. Commitments are also claimed to be important by Lazarus and
Folkman. It is stated that “commitments are an expression of what is important to persons,
and they underlie the choices persons make”. Hence, commitments play a role in selecting
the situation.
Aaron Beck developed a cognitive theory of depression [4]. He believes that
depression is due to negative views towards the self, world, and future in particular.
Depressed persons have thoughts like “nobody cares about me” or “I can’t do this task”. In
his theory depressed persons also use faulty information processing, like selective
attention, to maintain their negative views, even if the situation is actually more positive.
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Gross [6], [5] developed a theory about emotion regulation. The core idea is that you
can regulate emotions by choosing situations, subsituations, aspects and meanings with
emotion levels that are near the preferred emotion level. By choosing and changing the
emotional value of situations, the mood level can be regulated so that it is close to the
prospected mood level. How well a person is able to do this depends on the sensitivity of a
person.
The diathesis-stress model was first introduced by Zubin and Spring [8] for
schizophrenia. Now, there are many different stress-vulnerability models [9], most of
which involve predisposed factors (vulnerability or diathesis) and external influences
(stress) that together determine whether a person develops a mental disorder or not. There
is no typical definition, but most theories assume that vulnerability is a trait, is stable but
can change, is endogenous to individuals and is usually latent [10].
2.2

Description of the mood regulation model

The theories described above are used to develop the model of mood and depression. In the
next section, the main concepts from the theories are identified. Then, the conceptual
model is described. The last subsection provides the formalization of the conceptual
model.
2.2.1

Concepts from theory

In the model basic concepts form the theories summarized above will be used. From the
behavioral theory of Lewinsohn the idea is adopted that a lack of reinforcement from the
environment (i.e., situation) influences the choice of new situation via the mood.
According to Beck the perception of the situation will be negatively influenced by the
thoughts, so also a subjective emotional value of the situation is used. This is also in line
with the ideas of stress by Lazarus and Folkman: a part of the model represents the actual
environmental situation experienced, whereas there is also a part that represents the
interpretation of the situation specific for the person the model concerns. In addition, their
idea of vulnerability (also called diathesis) is used, as having deficient coping resources
and Zubin and Spring’s idea of vulnerability as having a predisposition for developing a
disorder. Coping is used in the model presented in this paper by means of continuously
trying to adapt the situation in such a way that an improvement is achieved. This is done
through a regulation system in the person, which is inspired by Gross’s theory about
emotion regulation by striving for a specific prospected mood level.
2.2.2

Conceptual model of mood dynamics

In the model, it is assumed that every situation has an emotional value, which represents
the extent to which a situation is experienced as something positive. The objective
emotional value of situation (OEVS) represents how an average person would perceive the
current situation. A situation can be an event or series of events one has no control over, or
that are chosen or influenced by the person. The subjective emotional value of situation
(SEVS) can differ from OEVS when the thoughts of the person are more positive or more
negative than average. Negative thoughts will cause the SEVS to be lower than OEVS,
which is often the case with a depression. How one perceives the situation (SEVS)
influences the mood one is in and the thoughts one has. When the person is in a positive
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situation, mood level and thoughts will increase. For example, attending a birthday party,
which is usually a positive experience, causes a better mood and more positive thoughts. In
contrast, an argument with a close friend has a low emotional value and causes a bad mood
and negative thoughts. By changing or choosing a situation, one can influence their own
mood level (e.g. choosing to go to the birthday party when one feels down increases the
mood level). The complex notion of mood is represented by the simplified concept mood
level, ranging from low corresponding to a bad mood to high corresponding to a good
mood. The mood level influences and is influenced by thoughts. Positive thinking has a
positive effect on the mood and vice versa. The mood level someone strives for, whether
conscious or unconscious, is represented by prospected mood level. This notion is split into
a long term (LT) prospected mood level, an evolutionary drive to be in a good mood, and a
short term (ST) prospected mood level, representing a temporary prospect when mood
level is far from the prospected mood level. The node sensitivity represents the ability to
change or choose situations in order to bring mood level closer to prospected mood level.
A high sensitivity means that someone’s behavior is very much affected by thoughts and
mood, while a low sensitivity means that someone is very unresponsive. The level of
sensitivity itself is influenced by mood level and thoughts. A low mood level and negative
thoughts can decrease the sensitivity and a high mood level and positive thoughts can
increase the sensitivity. Mood level, prospected mood level and sensitivity together
influence OEVS by choosing or changing a situation.
The new value of a node is determined by preceding nodes and the previous value of
that node. Decay factors determine how fast the previous value of the node decays. For the
entire model there are two decay factors: diatheses for downward regulation and coping
for upward regulation. The term diatheses represents the vulnerability one has for
developing a depression. The term coping represents the skills one has to deal with
negative moods and situations. A person with very low diatheses will probably never get a
depression, because mood, thoughts and sensitivity will go down very slowly with a
negative event. That person is therefore always capable of choosing situations that have a
positive influence on his/her mood level and emotions. A combination of high diatheses
and low coping skills will cause a person to get a depression very easily when a negative
event occurs, because mood, thoughts and sensitivity will decrease fast. It will be very
difficult to climb out of a depression: the upward regulation of mood, thoughts and
sensitivity will go very slow.
obj. emotional
value of situation

subj. emotional
value of situation

mood
level
LT prospected
mood level
thoughts

sensitivity

ST prospected
mood level

Figure 1. Model of mood dynamics
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2.2.3

Formalization

The model described above is formed into a quantitative model in this section. The basic
principle used to make this translation is to find equations that incorporate the qualitative
trends observed in the literature described before. All nodes in the model have values
between 0 and 1. The first formula (equation 1) describes the calculation of the new value
for OEVS using sensitivity, mood, LT prospected mood and beta. If the mood level is
below the ST prospected mood level (beta times LT prospected mood level), the new
situation will be higher than the previous one. The amount of change is mediated by
sensitivity (the higher the sensitivity, the faster the optimal situation is reached) and by the
previous situation (the closer to the optimal situation, the smaller the steps).
oevs ( t + Δt ) = oevs ( t ) − sensitivit y( t ) ⋅ ϕ ⋅ Δt

ϕ=

oevs ( t ) ⋅ δ mood
δ mood >= 0
( 1 − oevs ( t )) ⋅ δ mood δ mood < 0

δ mood = mood ( t ) − β ⋅ lt _ prosp _mood

(1)

The SEVS (equation 2) depends on the OEVS, thoughts and coping and diatheses. The
value for thoughts has a negative influence on SEVS by projecting thoughts (within range
[0,1]) onto the part of the scale below the old SEVS value (range [0, SEVS]). Thoughts
have a positive influence by projection of thoughts onto the upper part of SEVS (range
[SEVS, 1]). The factors coping and diatheses determine the degree of positive and negative
influence respectively.
Persons with high diatheses for depression will use thoughts mostly to downregulate
their SEVS, whereas balanced persons will consider their SEVS as similar to the OEVS
and their thoughts.
sevs ( t + Δt ) = sevs ( t ) + (γ − sevs ( t ) ) ⋅ Δt
γ = diatheses ⋅ oevs ( t ) ⋅ thoughts ( t ) +
coping ⋅ ( 1 − ( 1 − oevs ( t ) ) ⋅ ( 1 − thoughts ( t ) ) )

(2)

The new mood level (equation 3) is influenced by the SEVS (with weight wsevs_mood) and
thoughts (with weight wthoughts_mood). If the new mood level is to be increased, the decay
factor of the previous mood is coping. If the new mood level is to be decreased, diatheses
is used to determine the speed of the fall.
Good coping skills result in a faster increase of mood when the situation and thoughts
are increasing. Bad coping skills result in a faster decrease of mood when SEVS and
thoughts are low.
mood ( t + Δt ) =

mood ( t ) + coping ⋅ ( φ − mood ( t )) ⋅ Δt φ >= mood ( t )
mood ( t ) + diatheses ⋅ ( φ − mood ( t )) ⋅ Δt φ < mood ( t )

φ = sevs( t ) ⋅ wsevs_mood + thoughts ( t ) ⋅ wthoughts _mood

(3)

The formula for the new thoughts value (equation 4) is similar to the formula for mood:
thoughts is influenced by SEVS (with weight wsevs_thoughts) and mood (with weight
wmood_thoughts) The decay factors are coping and diatheses for upwards and downwards
regulation respectively.
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thoughts ( t + Δt ) =
thoughts ( t ) + coping ⋅ ( φ − thoughts ( t )) ⋅ Δt φ >= thoughts ( t )
thoughts ( t ) + diatheses ⋅ ( φ − thoughts ( t )) ⋅ Δt φ < thoughts ( t )

φ = sevs( t ) ⋅ wsevs_thoughts + mood ( t ) ⋅ wmood _ thoughts

(4)

Again, equation 5 is similar: sensitivity is calculated using the values for mood and
thoughts with the corresponding weights and is mediated by coping for upwards regulation
and diatheses for downwards regulation.
sens( t + Δt ) =

sens( t ) + coping ⋅ ( φ − sens( t )) ⋅ Δt φ >= sens( t )
sens( t ) + diatheses ⋅ ( φ − sens( t )) ⋅ Δt φ < sens( t )

φ = mood ( t ) ⋅ wmood _sens + thoughts( t ) ⋅ wthoughts_sens

(5)

The ST prospected mood level (equation 6) is a percentage (β) of the LT prospected mood
level. The percentage is adjusted towards mood level with a factor (diatheses) and towards
LT prospected mood level with factor coping.
Persons with bad coping skills will let their ST prospected mood level be heavily
influenced by mood and not by LT prospected mood. Healthy persons use a balanced
influence to determine their new ST prospected mood level.
st_ prosp_mood( t + Δt ) = β ( t + Δt ) ⋅ lt_ prosp_mood
β ( t + Δt ) = β ( t ) + Δt ⋅ (( diatheses⋅ ( mood( t ) − β ( t ) ⋅ lt_ prosp_mood ) +
coping ⋅ ( lt_ prosp_mood − β ( t ) ⋅ lt_ prosp_mood ) +

β ( t ) ⋅ lt_ prosp_mood ) / lt_ prosp_mood − β ( t ))
= β ( t ) + ( diatheses⋅ ( mood( t ) / lt_ prosp_mood − β ( t )) + coping ⋅ ( 1 − β ( t )))⋅ Δt

2.3

(6)

Verification

This section describes three different verification methods. First, the formalization of the
mood model is used to simulate several situations. Next, by way of a mathematical
analysis it is shown that indeed two equilibria can be found in the model: one in which a
depression occurs, and one in which a good mood is maintained as desired. In addition, the
adherence of the model to the theories is validated by automatic verification of a number
of properties that should hold for the model according to the theories.
2.3.1

Simulations

The model for depression was used to simulate three types of people in different situations.
The different types are accomplished by setting the parameters coping, diatheses and LT
prospected mood level. The six weights between mood, thoughts and SEVS can also be
varied to simulate different personal characteristics. However, in these simulations they
have been set at the following values: wsevs_mood 0.7, wthoughts_mood 0.3 (mood is influenced by
SEVS for 70% and by thoughts for 30%), wsevs_thoughts 0.6, wmood_thoughts 0.4 (thoughts is
influenced by SEVS for 60% and by mood for 40%), wmood_sevs 0.5, wthoughts_sevs 0.5 (SEVS
is influenced by mood and thoughts for both 50%). The first type, an emotionally stable
person, is defined by having good coping skills that balance out any diatheses, and by
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having the desire to have a good mood: coping value is 0.5, diatheses 0.5 and LT
prospected mood level 0.8. An emotionally slightly unstable person is defined by having
some diatheses and bad coping skills and the desire to have a medium mood: settings 0.1,
0.9 and 0.6 respectively. The third type, an emotionally very unstable person, is
characterized by settings 0.01, 0.99 and 0.6. The start value for OEVS needs to be
calculated for each type so that when no events occur, the person stays balanced with al
variables equal to LT prospected mood level. For type the OEVS is 0.8, for type 2 it is 0.94
and for type 3 the stable OEVS is 0.999.
Each type of person has been simulated in different scenarios during 1000 time steps
(representing 1000 hours, 1.5 months), resulting in a total of five simulations. In the first
scenario (traces 1 and 5) one or two minor negative events with an emotional value 0.5
occur. In the second scenario (traces 2 and 4) a negative event with value 0.2 or 0.3 occurs
and in the third scenario (trace 3) six major negative events occur. Table 1 describes the
simulation settings (type of person and scenario) and results (min and max mood levels,
occurrence and duration of depression and recovery within 1.5 months). A depression is
defined as a mood level below 0.5 during at least 336 time steps (two weeks, [11]).
Table 1. Settings and results of the simulations
* There is no recovery within the simulation time, but mood level is increasing and the person will
recover after approximately 22 weeks.

#
1
2
3
4
5

Person
1
1
1
2
3

Scenario
2 events 0.5
1 event 0.2
6 events 0.1
1 event 0.3
1 event 0.5

Mood levels
[0.63; 0.81]
[0.52; 0.81]
[0.36; 0.81]
[0.09; 0.61]
[0.01; 0.60]

Depression
no (0)
no (0)
yes (572)
yes (888)
yes (887)

Recovery
yes
no*
no

The results show that an emotionally stable person is unlikely to develop a depression.
Figure 2 shows the values of OEVS, SEVS, mood and the events for simulationtrace 1.
Note that the x-axis indicates time and the y-axis the respective values. Persons with very
high diatheses develop a depression already after one minor event (simulationtrace 5,
Figure 3).
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Figure 2. Simulation 1: emotionally stable person, 2 negative events
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Figure 3. Simulation 5: emotionally unstable person, 1 negative event

2.3.2

Mathematical analysis

It is also possible to show mathematically that two different situations can be distinguished
in the model: one in which stressful events lead to a depression, and one in which this will
not lead to a depression. To do so, the model is rewritten in a continuous form of the
system of (nonlinear) differential equations shown below. Here O denotes oevs, M mood,
T thoughts, S sevs, σ sensitivity, α coping, and λ LT prospected mood level. Moreover, Pos(x)
= x when x≥0, and 0 otherwise; alternatively Pos(x) = (x + |x|)/2.
= σ(t) (- O(t) Pos(M(t) - β(t)λ ) + (1 - O(t))Pos(β(t)λ - M(t)))
= α (1 – (1 - O(t))(1 - T(t))) + (1 -α) O(t) T(t) – S(t)
= α Pos(wsmS(t) + (1-wsm)T(t) - M(t)) - (1 - α) Pos(M(t) - wsmS(t) - (1-wsm)T(t))
= α Pos(wstS(t) + (1-wst)M(t) - T(t)) - (1 - α) Pos(T(t) - wstS(t) – (1-wst)M(t))
σ
β

= α Pos(wmσM(t) + (1-wmσ)T(t) - σ(t)) - (1 - α) Pos(σ(t) - wmσM(t) – (1-wmσ)T(t))
= α (1 - β(t)) + (1 - α) (M(t)/λ - β(t))

Equilibria satisfy the following equations in O, S, M, T, σ, β:
(i)
(ii)
(iii)
(iv)
(v)
(vi)

σ (- O Pos(M - βλ ) + (1 - O)Pos(βλ - M)) = 0
α (1 – (1 - O)(1 - T)) + (1 -α) O T – S = 0
α Pos(wsmS + (1-wsm)T - M) - (1 - α) Pos(M - wsmS - (1-wsm)T) = 0
α Pos(wstS + (1-wst)M - T) - (1 - α) Pos(T - wstS – (1-wst)M) = 0
α Pos(wmσM + (1-wmσ)T - σ)- (1 - α) Pos(σ - wmσM – (1-wmσ)T) = 0
α (1 - β) + (1 - α) (M/λ - β) = 0

Note that Pos(x) ≠ 0 ⇒ Pos(-x) = 0. From (vi)
(β - α)/(1 - α) (if 0<α<1) or β = 1 (if α =1).

it follows that either M = λ β (if α = 0) or
Using this, (i) provides for 0<α<1:

M =λ

σ λ (α/(1-α)) (- O Pos(β - 1 ) + (1 - O)Pos(1 - β)) = 0

This implies σ = 0 or (- O Pos(β - 1 ) + (1 - O)Pos(1 - β) = 0, which implies either β =1 or β>1
and O = 0, or β<1 and O = 1. Two specific cases are as follows.
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The case with M = λ In this case β = 1 (by (vi)), and by (iii) and (iv) it follows:
λ = wsmS + (1-wsm)T
T = wstS + (1-wst)λ

Hence

or

λ = wsmS + (1-wsm)( wstS + (1-wst)λ)
= (wsm + (1-wsm) wst)S +(1-wsm)(1-wst)λ
(1-(1-wsm)(1-wst))λ

= (wsm + (1-wsm) wst)S
= (1 – (1 -wsm ) + (1-wsm) wst)S
= (1 – (1 -wsm ) (1-wst) S

So, assuming the weights < 1, it follows S = λ, and from (iv) also T = λ. From (v) it follows σ
= λ, and by (ii) O can be determined. This is an equilibrium which would be considered a
good situation.
The case with M = 0 Another special case of an equilibrium is when the mood M is 0.
From (iii) and (iv) it follows that also S = 0, and from (iii) that T = 0 (assuming the weights
<1). By (ii) O = 0, and by (v) σ = 0. Finally, from (vi) it follows β = α. This is an equilibrium
that would be classified as a depression.
2.3.3

Adherence to theories

In order to verify whether the model indeed produces results that follow psychological
observations, a number of properties have been identified in the psychological literature,
and have been verified against representative traces (the ones described in Section 2.3.1
and additional traces). In order to conduct such verification, the properties have been
specified in a language called TTL (for Temporal Trace Language, cf. [13]) that features
an automated checker. This predicate logical temporal language supports formal
specification and analysis of dynamic properties, covering both qualitative and quantitative
aspects. TTL is built on atoms referring to states of the world, time points and traces, i.e.
trajectories of states over time. In addition, dynamic properties are temporal statements
that can be formulated with respect to traces based on the state ontology Ont in the
following manner. Given a trace γ over state ontology Ont, the state in γ at time point t is
denoted by state(γ, t). These states can be related to state properties via the formally defined
satisfaction relation denoted by the infix predicate |=, comparable to the Holds-predicate in
the Situation Calculus: state(γ, t) |= p denotes that state property p holds in trace γ at time t.
Based on these statements, dynamic properties can be formulated in a formal manner in a
sorted first-order predicate logic, using quantifiers over time and traces and the usual firstorder logical connectives such as ¬, ∧, ∨, ⇒, ∀, ∃. Below, the properties and the results of
the verification upon the representative traces are shown.
The first property (P1) expresses that a person with bad coping and diatheses values
will get depressed after having encountered at least one negative situation. This property is
supported by the theory of Lazarus and Folkman [5].
P1: Bad coping person gets depressed after negative situation
∀γ:TRACE, t:TIME, R1, R2, R3:REAL
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[ [∀t’:TIME [state(γ, t’) |= has_value(coping_factor, R1) & R1 < AVERAGE_COPING &
state(γ, t’) |= has_value(diatheses_factor, R2) & R2 > AVERAGE_DIATHESES ] &
state(γ, t) |= has_value(objective_situation, R3) & R3 < AVERAGE_SITUATION ]
⇒ ∃t2:TIME > t [depression(γ , t, MIN_DUR, MAX_LEVEL) ] ]

A depression is defined as having a mood value below a certain maximum for a certain
time period.
depression(γ:TRACE, t:TIME, MIN_DUR:INTEGER, MAX_LEVEL:REAL) ≡
∀t2:TIME > t & t2 < t + MIN_DUR
[ ∃R:REAL state(γ, t2) |= has_value(mood, R) & R < MAX_LEVEL ]

The property has been verified against the set of traces generated by the model. Hereby
MIN_DUR has been set to 336 and MAX_LEVEL is set to 0.5 (see Section 2.3.1). Furthermore,
the AVERAGE_COPING has been set to 0.4, AVERAGE_DIATHESES to 0.6 and AVERAGE_SITUATION
to 0.5. Given these settings, this property indeed holds for the set of traces.
Property P2 expresses a similar property for persons with a healthy coping and
diatheses factor, stating that an emotionally stable person will not get depressed from one
negative experience. This property is supported by the theories of Zubin and Spring [8]
and Lazarus and Folkman [5].
P2: Good coping person does not get depressed after one negative situation
∀γ:TRACE, t:TIME, R1, R2, R3, R4:REAL
[[∀t’:TIME [state(γ, t’) |= has_value(coping_factor, R1) & R1 ≥ AVERAGE_COPING &
state(γ, t’) |= has_value(diatheses_factor, R2) & R2 ≥ AVERAGE_DIATHESES ] &
state(γ, t) |= has_value(objective_situation, R3) & R3 < AVERAGE_SITUATION &
¬∃t’’:TIME > t + MAX_DUR, R4:REAL
[state(γ, t’’) |= has_value(objective_situation, R4) & R4 < AVERAGE_SITUATION ] ]
⇒ ¬∃t2:TIME > t [depression(γ , t, MIN_DUR, MAX_LEVEL)]]

Using the same parameters as stated before, this property was shown to be satisfied for all
traces. Hereby, the MAX_DUR has been set to 75 hours.
Besides the influence of a situation upon the internal states of the person, the internal
levels also influence the choice of situation. In case the thoughts are more negative for the
same objective situation, then the judgment of the situation (i.e. the subjective situation)
will be lower. This phenomenon is expressed in property P3. The theory of Beck [4]
supports this property.
P3: Negative thoughts result in lower subjective situations
∀γ:TRACE, t1, t2:TIME, R1, R2, R3:REAL
[[state(γ, t1) |= has_value(objective_situation, R1) & state(γ, t2) |= has_value(objective_situation, R1) &
state(γ, t1) |= has_value(thoughts, R2) & state(γ, t2) |= has_value(thoughts, R3) & R2 < R3 ]
⇒ ∃R4, R5 :REAL, D:integer < MAX_DELAY
[ state(γ, t1+D) |= has_value(subjective_situation, R4) &
state(γ, t2+D) |= has_value(subjective_situation, R5) & R4 < R5 ] ]

Again, this property is satisfied for the given traces with parameter MAX_DELAY set to 5.
A key element in avoiding a depression is to choose increasingly better situations.
Property P4 draws inspiration from this observation. In case a person can constantly
choose better situations during a certain period, this avoids a depression. The behavioural
theory of Lewinsohn et al [2] supports property P4.
P4: Increasingly more positive situations avoid depression
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∀γ:TRACE, t:TIME, R:REAL
[ [ state(γ, t) |= has_value(objective_situation, R) & R < AVERAGE_SITUATION &
increasingly_better_situations(γ, t, EPSILON, MIN_DURATION)
⇒ ¬∃t2:TIME > t & t2 < t + MIN_DURATION
depression(γ , t, MIN_DUR, MAX_LEVEL)

Hereby, the increasingly better situations are defined by means of an epsilon that
determines the minimum increase.
increasingly_better_situations(γ:TRACE, t:TIME, EPSILON:REAL, MIN_DUR:INTEGER) ≡
∀t2:TIME > t & t2 < t + MIN_DUR
[ ∀R1:REAL state(γ, t2) |= has_value(subjective_situation, R1)
⇒ ∃R2:REAL state(γ, t2 + 1) |= has_value(subjective_situation, R2) & R2 > R1 * EPSILON ]

This property is satisfied for all traces with an epsilon value of 1.005 and a MIN_DUR of 336.
These are chosen such that a person would be above a mood value considered too low
from a mood level of 0.1 within 336 hours (i.e. before officially being in state of
depression).
Property P5 specifies that in case thoughts are negative for a certain period, the person
will become depressed. This property, together with property P3, is supported by the ideas
of Beck [4].
P5: Negative thoughts result in depression
∀γ:TRACE, t:TIME, R:REAL
[ state(γ, t) |= has_value(thoughts, R) & R ≥ AVG_THOUGHTS &
negative_thoughts(γ, t + 1, MIN_DURATION, AVERAGE_THOUGHTS)
⇒ ∃t2:TIME > t [depression(γ , t2, MIN_DUR, MAX_LEVEL)] ]

Hereby, negative thoughts means that the thoughts are below a certain threshold during the
specified period.
negative_thoughts(γ:TRACE, t:TIME, MIN_DUR:INTEGER, AVG_THOUGHTS:REAL) ≡
∀t2:TIME > t & t2 < t + MIN_DUR, R :REAL
[ state(γ, t2) |= has_value(thoughts, R) ⇒ R < AVG_THOUGHTS ]

It was shown that this property is satisfied using the values as identified before, and in
addition, a value of 0.5 for AVERAGE_THOUGHTS, and a MIN_DUR of 336, i.e. following the
parameters used for the depression.
The final property to be satisfied is the monotonic increase of the mood level of an
emotionally stable person in case no negative external situations are encountered. Gross’
theory [6], [5] about emotion regulation supports this property.

P6: Monotonic increase of mood level for healthy person
∀γ:TRACE, t:TIME, R1, R2:REAL
[ [ [∀t’:TIME [state(γ, t’) |= has_value(coping_factor, R1) & R1 ≥ AVERAGE_COPING &
state(γ, t’) |= has_value(diatheses_factor, R2) & R2 ≥ AVERAGE_DIATHESES ] &
state(γ, t-1) |= has_value(mood, R3) & R3 ≥ AVG_MOOD &
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state(γ, t) |= has_value(mood, R4) & R4 < AVG_MOOD ] &
¬∃t’’:TIME > t + MAX_DUR, R5:REAL
[state(γ, t’’) |= has_value(objective_situation, R5) & R5 < AVERAGE_SITUATION ] ]
⇒ ∃t2:TIME < t + MAX_DIP [monotonic_increase_mood(γ , t2, MIN_DUR) ] ]

Hereby, the monotonic increase is defined as follows.
monotonic_increase_mood(γ:TRACE, t:TIME, MIN_DUR:INTEGER) ≡
∀t2:TIME > t & t2 < t + MIN_DUR, R1 :REAL
[ state(γ, t2) |= has_value(mood, R1) ⇒ ∃R2:REAL state(γ, t2) |= has_value(mood, R2) & R1 ≥ R2]

This final property is also satisfied for the given traces with the parameters used
throughout this section, and AVG_MOOD set to 0.5, MAX_DIP to 100 and MAX_DUR to 30.

3

A virtual patient for activity scheduling therapy

Now that a model for mood regulation of a human has been developed, extensions can be
made to the model to create a virtual patient undergoing therapy. In this section, it is
shown how this model has been extended with the concepts within a common form of
therapy, namely activity scheduling therapy (cf. [2]) The resulting virtual patient can then
be used to show how the therapy works, and look for potential options to improve the
effectiveness of such a therapy.
Activity scheduling (AS, also called behavioral activation) is an intervention for
clinical depression based on a theory by [2] who say that a low activity rate in behavior
(often caused by inadequate social skills) is the essence of a depression and the cause of all
other symptoms. Part of his theory is the hypothesis that there is a causal relationship
between lack of positive reinforcement from the environment and the depression. A
depression can be treated by increasing the positive reinforcement through increasing the
quantity and quality of (social) activities. Many studies have shown that this type of
intervention works just as well as or even better than other popular treatments, such as
cognitive (behavior) therapy (CT or CBT) and antidepressant medication ([20], [21], [22]).
Recently, it was shown that activity scheduling interventions offered via the internet are
very effective ([3], [18], [24], [25], [26]).
There are two stages in AS: the first stage is observing that pleasant activities and a
good mood come together by writing down all pleasant activities and mood level. Usually,
the more pleasant activities have been performed, the better the mood has been. The
second stage is changing the activity schedule so that the patient participates in more
pleasant activities with the goal of increasing the mood level. By doing more pleasant
activities in stage 2, the mood increases on a short term, and by learning that pleasant
activities influence mood level positively, patients are more capable of dealing with future
situations. In the presented model of mood and depression, these effects can be seen as a
positive influence on OEVS (increasing the number of positive activities), thoughts and
coping (learning that pleasant activities lead to a better mood on short term and long term).
By first showing the patient that positive situations increase mood level, negative thoughts
about self, others and world will decrease. This will result in a higher sensitivity: the
patient is more capable of choosing a situation that increases the mood level. When the
patient is more able to choose positive situations both by an increased sensitivity and by
stimulation from the AS intervention, the patient will perceive the situation better and the
mood level will go up.
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There may also be an initial positive influence on the short-term prospected mood level
when a person with depression seeks counseling. This may explain the placebo effect of
antidepressant medication and the ‘fact’ that people on a waiting list improve.
The influence of the activity scheduling occurs on three places within the model. First
of all, the planning of activities can be used to determine the new OEVS. Secondly, the
fact that the patient is undergoing the activity therapy will influence the thoughts in a
positive way (intervention). Finally, activity scheduling makes the patient aware of the
relationship between OEVS and the mood level resulting in better coping skills
(reflection). The concept sensitivity for therapy influences the impact of the AS concepts
intervention and reflection on thoughts and coping. In Figure 4, the graphical
representation of these influences on the model for mood dynamics is shown.
LT prospected
mood level

obj. emotional
subj. emotional mood level
value of situation value of situation
activity
scheduling

intervention
thoughts
activities

sensitivity
coping

reflection
diatheses

ST prospected
sensitivity mood level
for therapy

Figure 4. Effect of activity scheduling therapy in the mood model. Note that the
influences of both coping and diatheses on the model are not shown for the sake of
readability.
In the model coping is calculated as follows.
coping ( t + Δ t ) =
coping ( t ) + ( reflection ( t ) ⋅ sensitivit y _ for _ therapy ( t ) ⋅
(1 − oevs ( t ) − mood ( t ) ) ⋅ (1 − coping ( t )) ⋅ Δ t

The idea behind the formula is that the patient is learning the relationship between mood
and the OEVS. This means that the patient will learn faster in case the two are closer.
Furthermore, the more sensitive the patient is for therapy, the faster this learning process
will go. For the calculation of thoughts the following formula is used, which takes the
positive influence of the therapy into account:
thoughts (t + Δt ) =
th (t ) + coping ⋅ (φ − th (t )) + (1 − (th (t ) + coping ⋅ (φ − th (t ))) ⋅ I ⋅ Δt

φ >= th (t )

th (t ) + diatheses ⋅ (φ − th (t )) + (1 − (th (t ) + diatheses ⋅ (φ − th (t ))) ⋅ I ⋅ Δt φ < th (t )

φ = sevs (t ) ⋅ wsevs _thoughts + mood (t ) ⋅ wmood _ thoughts
I = int ervention (t ) ⋅ sensitivit y _ for _ therapy (t )

In case the condition holds, the former is true, otherwise the latter. The formula specifies
that in case the activity scheduling therapy is undergone (i.e. intervention(t) = 1) the thoughts
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are positively influenced by multiplying the difference between “optimal” thoughts (i.e. 1)
and actual thoughts (i.e. the current thoughts plus the difference caused by the other
states) with the sensitivity for the therapy.
The emotional value of a situation is determined by the current and prospected mood
levels, the sensitivity for choosing optimal situations and the activities done according to
the AS therapy. When a pleasant activity is done, the formula for OEVS is as follows.
oevs (t + Δt ) = w1 ⋅ (oevs (t ) − sensitivit y (t ) ⋅ ϕ ⋅ Δt ) + w2 ⋅ activities (t )
oevs (t ) ⋅ δ
δ
>= 0
mood
mood
(1 − oevs (t )) ⋅ δ
δ
<0
mood mood
δ
= mood (t ) − β ⋅ lt _ prosp _mood
mood

ϕ=

where w1 is the influence of the ability to choose a good situation, and w2 is the influence
of the activities planned following the AS therapy.

4

Evaluating a depression therapy with mobile support

This section introduces a new form of providing activity scheduling therapy which utilizes
a mobile phone. The virtual patient described in Section 3 is then used to show how this
new form of therapy could potentially influence the overall course of the therapy and its
effectiveness. Section 4.1 describes the new form of activity scheduling therapy whereas
Section 4.2 shows simulation runs using the virtual patient model and the newly introduced
therapy.
4.1

Design of the mobile assistive system

The activity scheduling therapy can be provided in different ways, for example with
support of a therapist [23], via self-help books (also called bibliotherapy, e.g. [19]) or as an
internet-based course. The system presented in this paper functions as a combination of an
internet-based course and the use of smartphones: a patient plans his course via the
internet, where a server maintains personal data of the patient and keeps track of his
progress and status. Based on this status, the patient receives personalized support on a
smartphone. The smartphone is also used to execute small assignments. This is illustrated
in Figure 5.

Figure 5. Combined smartphone and internet support
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4.1.1

Overall system design

The basic ingredients of the internet course are keeping a regular diary of activities and
the perceived mood, and planning and performing pleasant activities, possibly supported
by small rewards. The assistive system helps with both tasks. At the start of the course, the
patient first has to define his personal ordering of pleasant activities and a list of rewards
(such as “buying my favorite magazine”). For the first task of the course (keeping the
diary), the patient has to register every day the number of pleasant activities he has
undertaken and a grade for his perceived mood. In the internet-only version of the course,
he has to do this every day behind a computer. With the assistive system, he will be able to
report this via a simple interface on a smartphone. For this, the phone shows the predefined list of pleasant activities and allows the user to check the activities that he has
undertaken or add a new pleasant activity. In addition, the user is asked to rate his own
mood on a scale from 1 to 10. All provided information is then stored in the personal
profile at the web server. Because of the mobility of the phone, the user can choose to
report his activities and mood on a more frequent basis than the per day basis in the
internet-only version, e.g. per morning, afternoon and evening. As a consequence, the
system will result in a more fine-grained registration of the mood, and therefore probably
help people to recognize the relation between pleasant activities and mood earlier.
In the second phase of the course, the patient has to plan activities. This is normally
done via the website. In this phase, the system can support by sending reminders to the
phone before the planned start of an activity. It is up to the user to define for which type of
activity reminders are desired. For example, activities that require a long preparation do
not benefit from short-term reminders. The reminders could stimulate people to better keep
to their planning and thus doing more pleasant activities. After a planned activity, the
system will ask the user whether he indeed undertook the activity, how pleasant it was, and
how he feels. The system will give immediate positive feedback if the mood is higher than
before, e.g. ‘good to see that you feel better now after playing tennis than you felt this
morning’. This again helps the patient to see the relation between activities and mood. In
addition, the system will suggest effectuating some of the rewards if some progress has
been made (e.g. a number of pleasant activities have been performed).
After a few days of doing activities, the system can analyze the activities and mood
levels and give personalized advice about how to proceed. For example: ‘activity x was not
as pleasant as you thought, maybe you shouldn’t schedule it for next week’, or ‘you have
done many expensive activities, is that why your mood is not improving?’.
The internet is the main interface that is used for the longer term feedback. Via his
personal website, the user can consult tables and graphs that show the relation between the
number of activities undertaken and the reported mood. Also, the long term development
of the mood level can be shown. Table 2 shows an overview of the tasks that are available
on the website, the smartphone and on both.
Table 2. Overview of tasks on the website and mobile phone.
website
list of activities
list of rewards
weekly feedback
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smartphone
website and smartphone
reminders before/after activities
rate mood
reminders for mood rating
keep diary of activities

4.1.2

Transition Rules

The decisions and actions of the activity scheduling therapy system are shown below in the
→.
form of a set of transition rules, indicated by →
Phase 1
During the first phase, monitoring activities and mood, the system prompts the user to
report the mood level and performed activities. This is to let the user get used to the
system, and also to obtain sufficient data to show the correlation between the activities and
the mood. The first rule expresses the checking of the activities asking the user to check
the activities that have been performed since the previous time.
∀I, I2:integer
→
frequency_of_first_stage(I) ∧ current_time(I2) ∧ (I2 mod I = 0) →
output(check_activities_please)

Hereby, it is assumed that the time is expressed by means of integers (e.g. the number of
minutes or hours past since the start of the therapy). Furthermore, a certain frequency can
be set when the performed activities should be inserted by the user. This could for instance
be every day (in the case of hours, the value would then be set to 24). Once a multiple of
this number is encountered, the system displays the request on the mobile phone in an
appropriate manner.
The second rule indicates when the mood should be rated, and is setup in exactly the
same way as the previous rule. In this case, the mood is usually requested in a more
frequent manner than the activities as people can typically remember the activities during
the previous day, but especially for people suffering from a depression it is quite hard to
later recall a certain happiness right after or during an activity.
∀I, I2:integer
frequency_of_first_stage(I) ∧ current_time(I2) ∧ (I2 mod I = 0) →
→
output(score_mood_level_please)

Phase 2
During the second phase when the user is asked to actively schedule more pleasant
activities, the system uses the schedule to send reminders and provide feedback. This is
done to encourage the user to perform the activities, and hence, hopefully increase the
effectiveness of the therapy.
In the first rule, the sending of the reminders for the activities is expressed. The idea is
that the user schedules activities at a certain time (e.g. I want to visit my family at 2 pm
today), and the user can indicate whether he would like to be reminded of the activity. If
this is the case, a reminder is sent at precisely X minutes before the activity is scheduled:
∀I, I2:integer, A:ACTIVITY
activity_scheduled_begin_time(A, I) ∧ reminder_active(A) ∧ current_time(I2) ∧ I2 = I – X
→
→ output(do_not_forget_to_perform_activity, A)

Note that this X can vary depending on the type of activity. In case it for instance takes a
certain amount of time to get to the activity, this can be taken into account (e.g. I want to
visit work at 9 am, but it takes me an hour to get there, so it would be useful to get a
reminder before that time).
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The second rule concerns asking the user whether the activity has been performed. This
is to get a good idea of how well the user is able to actually perform the activities, but also
to allow the investigation of the relationship with mood (if an activity is not performed, the
fact that the mood does not change is not surprising).
∀I, I2:integer, A:ACTIVITY
activity_scheduled_end_time(A, I) ∧ current_time(I2) ∧ I2 = I + X
→
→ output(did_you_perform_actitvity, A)

In this case the question is posed to the user a certain period after the end of the activity
has been scheduled (note that the X used here does not need to have the same value as the
X used in the previous rule).
If the user has indicated that the activity has indeed been performed, he is requested to
rate the mood:
∀A:ACTIVITY
input(performed_activty, A, yes)
→
→ output(score_mood_level_please)

In case the mood has indeed improved compared to the previous mood level in a
significant manner, a feedback message is sent to the user to motivate him more, and to
make him aware of the positive situation he is now in:
∀I, I2:integer
input(mood_level, I) ∧ previous_input(mood_level, I2) ∧ I > I2 ∧ I > BOUNDRY_POSITIVE_MOOD
→
→ output(well_done_progress_can_be_seen)

Finally, in case the user did not perform an activity before, whereas the current activity has
been performed, the system will suggest a suitable reward (which has been previously
defined by the user) in order to continue the trend of activities being performed by the
user:
∀I, I2:integer, A, A2:ACTIVITY, R:REWARD
input(performedactivity, A, yes) ∧ previous_input(performed_activity, A2, no) ∧ suitable_reward(A, R)
→
→ output(well_done_reward_yourself, R)

4.1.3

Example system simulation

The intervention as described in the previous section has been implemented in a simulation
environment, i.e. LEADSTO [17]. Using this environment, the functioning of the cell
phone system in different scenarios has been mimicked. The results of using the cell phone
system in the first stage of the activity scheduling therapy are shown in Figure 4. In the
figure, the x-axis represents time (in hours) whereas the y-axis indicates the atoms that
occur over time. In the figure a dark box indicates that the atom is true at a particular time
point, whereas a grey box indicates it is false. It can be seen that a frequency is initially set
by the patient to receive messages every five hours:
input(frequency_of_first_stage, 5)

As a result, the patient receives two messages asking him to check the activities and the
mood level:
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output(score_mood_level_please)
output(check_activities_please)

Thereafter the patient responds with the answer that the mood level is 2, and one activity
which has been performed, namely walking in the park:
input(mood_level, 2)
input(performed_activity, walk_in_the_park, yes)

Of course, the process continues every five hours, but these have been left out for the sake
of clarity.
input(frequency_of_first_stage, 5)
output(check_activities_please)
output(score_mood_level_please)
input(mood_level, 2)
input(performed_activity, walk_in_the_park, yes)
time

0

0.5

1

1.5

2

Figure 6. Results using the cell phone system in phase one.
input(activity_scheduled_begin_time(go_running, 15))
input(activity_scheduled_end_time(go_running, 16))
input(activity_scheduled_begin_time(go_out_for_dinner, 19))
input(activity_scheduled_end_time(go_out_for_dinner, 20))
input(activity_scheduled_begin_time(go_to_friends_birthday, 23))
input(activity_scheduled_end_time(go_to_friends_birthday, 24))
input(reminder_active(go_out_for_dinner))
input(reminder_active(go_to_friends_birthday))
suitable_reward(go_out_for_dinner, buy_nice_present_for_yourself)
reminder_active(go_out_for_dinner)
reminder_active(go_to_friends_birthday)
output(did_you_perform_activity, go_running)
input(performed_activity, go_running, no)
output(do_not_forget_to_perform_activity, go_out_for_dinner)
output(did_you_perform_activity, go_out_for_dinner)
input(performed_activity, go_out_for_dinner, yes)
output(well_done_reward_yourself_with, buy_nice_present_for_yourself)
output(score_mood_level_please)
input(mood_level, 5)
output(do_not_forget_to_perform_activity, go_to_friends_birthday)
output(did_you_perform_activity, go_to_friends_birthday)
input(performed_activity, go_to_friends_birthday, yes)
input(mood_level, 7)
output(well_done_progress_can_be_seen)
time

0
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10

15
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Figure 7. Results using the cell phone system in phase 2
The output of the support system for the second phase is shown in Figure 7. It can be seen
that the patient inputs the schedule for the day, including a period of running from 15:00
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till 16:00, going out for dinner between 19:00 and 20:00 and going to a friend’s birthday
between 23:00 and 24:00:
input (activity_scheduled_begin_time (go_running, 15))
input (activity_scheduled_end_time(go_running, 16))
input (activity_scheduled_begin_time (go_out_for_dinner,19))
input(activity_scheduled_end_time(go_out_for_dinner,20))
input (activity_scheduled_begin_time (go_to_friends_birthday, 23))
input (activity_scheduled_end_time (go_to_friends_birthday, 24))

Furthermore, reminders are set active for all activities except for the running activity. After
the running activity schedule indicates the activity has ended, the cell phone system asks
the patient whether the activity has been performed:
output(did_you_perform_activity, go_running)

The patient answers that this activity has not been performed. Just before the going out for
dinner activity has been scheduled the cell phone sends a warning, since warnings are
enabled for this activity:
output(do_no_forget_to_perform_activity, go_out_for_dinner)

After the activity is finished the cell phone asks whether the activity has been performed,
which is indeed the case in the trace. As a result, the cell phone sends an encouraging
message (since previously a scheduled activity was not performed):
output(well_done_reward_yourself_with, buy_nice_present_for_yourself)

Moreover, a question is posed what the mood level of the patient is, which is in this case
ranked as 5:
input(mood_level, 5)

For the final activity scheduled for the day, a reminder is sent again. After the activity has
been scheduled, a question is posed by the cell phone again whether the activity has been
performed. This is indeed the case, resulting in the used scoring the mood level which is
now a 7. Since the mood has increased compared to the previous mood level, the cell
phone sends a message:
output(well_done_progress_can_be_seen)

4.2

Simulation-Based Analysis of the Therapy

To analyze the system, a number of system simulations have been performed in interaction
with the virtual client model. In this interactive simulation process, the simulation for the
system is based on the model description as described above, whereas the simulation of the
client is based on the mood dynamics model extended with activity scheduling as
described in Section 3. A selection of the results is shown in Figures 8 to 11. These results
show how the supporting system has a substantial impact on the course of the depression.
All figures show the simulated mood level (continuous line) of a patient that has
relative high diatheses and low coping skills. In addition, the average objective emotional
value of all events (oevs) is shown, the perceived emotional value of the situation (sevs),
and the simulated thoughts level.
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At time point 3 an event with a negative emotional value occurs. As can be seen in all
figures, this event causes a depression in the patient: the mood-level decreases to a low
value during a longer period. In Figure 8, which represents a patient that does not receive
therapy, one can see that the average objective emotional values of the situations increases,
but that this is not directly followed by the mood-level of the patient.
Figure 9 represents a patient (with otherwise the same conditions as in the patient
represented by Figure 8) who receives web-based activity scheduling therapy. The figure
clearly shows that the therapy helps to recover from the depression. The capricious line for
the objective emotional value is caused by the pleasant activities that are undertaken by the
patient, stimulated by the therapy. In addition, although not directly visible in the graph,
the interventions in the therapy have a positive effect on the thoughts, and the reflection
about the relation between activities and the perceived emotional value of the situation
causes an increase in of the coping skills.
Finally, Figure 10 shows a representation of the same patient that follows the same
therapy, but now supported by the mobile assistive system. The difference with the
previous scenario is that the system, following the rules described in Section 4.1, helps the
patient to keep to his own schedule (thus increasing the number of pleasant activities) and
is giving positive feedback (thus further increasing the reflection and consequently the
coping skills). Note that these are assumed effects of the new form of therapy based upon
what is known in the literature. Figure 11 depicts the mood-level of both types of therapy
in one diagram. The additional effect of the supportive system is that the patient recovers
more quickly from the depression, and that his coping skills at the end of the simulation
are higher.
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Figure 8. Unhealthy person, 1 negative event, no therapy
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Figure 9. Unhealthy person, 1 negative event, web-based activity scheduling therapy
1

value

0.8
0.6
0.4

oevs
sevs
mood
thoughts

0.2
0
0

20

40

60

80

100 120 140 160 180 200 220 240 260
tim e

Figure 10. Unhealthy person, 1 negative event, web-based activity scheduling therapy
with smartphone
1

value

0.8
0.6
0.4
mood AS therapy
mood AS therapy smartphone

0.2
0
0

20

40

60

80

100 120 140 160 180 200 220 240 260
tim e

Figure 11. Comparison of mood level between activity scheduling with and without
smartphone
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5

Discussion

A computational model of mood dynamics has been presented that incorporates concepts
from general theories about depression, stress and coping. This model has been used to
simulate different scenarios in which personal characteristics determine the effect of
stressful effects on the (long-term) mood of a person. A mathematical analysis illustrated
the different equilibriums of the model for persons with different characteristics. By
formally checking properties of the simulation traces, the adherence of the model to the
most important ideas in the theories was validated. Thereafter, the model has been used as
a virtual patient to be able to evaluate newly developed depression therapies. Concepts
have been added to the model from a well known intervention for depressed patients,
namely activity scheduling. This combined model provides a virtual patient which allows
conducting simulation experiments of a patient that follows this type of therapy. As a last
step taken in this paper this has been applied to a dedicated mobile assistive system
designed to improve the effectiveness of activity scheduling. In order to show that this
mobile support could potentially indeed improve the effectiveness, the virtual patient – the
mood model extended with activity scheduling – has been used to simulate the new
situation, and compare the outcomes with the currently used approaches. This showed that
the ambient assistive system indeed helps a patient to recover more quickly from a
depression, by improving his adherence to the therapy and increasing the amount of
feedback. Of course, these conclusions are dependent on the assumptions that underlie the
model; however, as Section 2.3 shows, the assumptions are in line with the major
psychological literature about depression (therapy). Therefore, it seems reasonable to use
the model to evaluate the added value of a specific type of support.
Currently, a clinical trial is executed in which this system is tested in practice. This
includes a more detailed development of the interface used in the smartphone to allow for
simple reporting of the mood level and performed activities. In the future, a new version of
the system will be developed that uses the model of depression and therapy described in
this paper to reason about the state of the patient. Using this, it would be possible to give
even more personalized advices, based on the predicted effect of the behavior of a patient.
This would require a more thorough validation of the model for mood and depression, as
the actions of the system will then depend on its correctness. In the current version, there
are no ethical deliberations, as all proposed actions towards patients are already validated
and tested as part of the existing activity scheduling therapy.
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Abstract. Depressions impose a huge burden on both the patient suffering from a
depression as well as society in general. In order to make interventions for a specific type
of depressed patient more effective, for example, for making the right choice of therapy,
a supporting software environment for experiments with (different types of) virtual
patients can be useful. In this paper a basic computational model for human mood
regulation and depression is adopted, which has been developed in previous work. The
basic model is extended to different computational models to incorporate interventions
for four different types of therapy. The intervention models have been used to evaluate in
a comparative manner different therapies for a variety of different patient types by
simulation experiments and formal verification. Simulation experiments are reported
showing that the mood regulation and depression indeed follow expected patterns when
applying these therapies.
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1

Introduction

Avoiding negative moods may be a nontrivial challenge faced by a human organism. In the
richer countries the number of persons struggling with longer periods of negative moods,
like in a depression, is relatively high, and is expected to increase further. Major
depression is currently the fourth disorder worldwide in terms of disease burden, and is
expected to be the disorder with the highest disease burden in high-income countries by the
year 2030 (cf. [Mathers, 2006]). To avoid or to recover from a negative mood requires
mechanisms for mood regulation. In recent neurological literature many contributions can
be found about relations between mood regulation or depression and brain functioning;
e.g., [Anand et al., 2005; Beauregard, et al., 2006; Davidson et al., 2002; Drevets, 2003;
Drevets, 2007; Harrison, 2002; Konarski, et al., 2008; Levesque et al., 2003; Mayberg,
2003]. Much neurological support has been found for the processes of emotion and mood
regulation, and in particular for modulation (down-regulation) of a negative mood in order
to avoid or recover from a depression; e.g., [Anand et al.; 2005; Beauregard, et al. 2006;
Davidson et al., 2002; Levesque et al., 2003].
Effective interventions for treating depressions are of utmost importance for both the
patients suffering from a depression as well as for society in general. A supporting
software environment can be very helpful in effectively treating a depression by providing
knowledgeable advices, for example, on which therapy to choose for a given situation and
type of patient. In order for such a software environment to function effectively, it requires
a detailed computational model on the relevant human states and their interrelationship
regarding regulation of mood and depression. Such a model can not only help to
understand and analyze the basics behind a depression better, but also be used to evaluate
different therapeutic options by simulation experiments with virtual patients.
In [Both et al, 2008] a computational model for mood regulation and depression was
introduced based on literature on emotion and mood regulation. This basic model is
adopted here to describe mood regulation processes but is extended to incorporate the
functioning of interventions, namely activity scheduling [Lewinsohn 1979], cognitive
restructuring [Beck 1972], exercise therapy [Cotman, 2002], and a general intervention
aimed at enhancing coping skills. To support patients during a major depression,
knowledge about the functioning of these therapies is crucial to give effective support, and
hence, detailed models about the functioning of the therapy can be of great added value.
The process of down-regulation of negative moods as is described in neurological
literature has been a basic point of departure for the presented extensions of the mood
regulation model. More specifically, the model presented in this paper addresses how this
down-regulation process can be stimulated and improved by therapeutical interventions.
In order to create the models for each of the therapies, the main principles of the
interventions from psychological literature have been incorporated, and these additional
concepts have been incorporated in the aforementioned model for mood regulation and
depression. The models were then used to conduct simulation experiments with various
(virtual) patient types and the correctness of the behavior was analyzed using formal
verification. The obtained models are suitable to be integrated within a software
environment in order to provide adequate advices concerning effective support for a
specific type of patient.
In the paper, first in Section 2 the basic model for mood regulation adopted from [Both
et al., 2008] is briefly described. Next in four subsequent sections extensions of this model
to incorporate four different types of therapy (varying from activity scheduling to exercise
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therapy) are described. In Section 7 it is discussed how simulation experiments have been
performed for different types of therapy and different types of patients. In Section 8
analysis of the models is discussed. Section 9 concludes the paper.

2

A Basic Model for Mood Regulation and Depression

In [Both et al., 2008] a model has been introduced which describes the relationship
between the most prominent states of a human with respect to a depression. In order to be
able to use this model of the virtual patient to make predictions of the future states of the
patient following a certain therapy, this model is extended with general therapeutic
concepts in this section. Hereby, some equations underlying the general model have been
modified to allow for this extension. Figure 1 shows an overview of the relevant states
within the model and the relations between the states. In the figure, the states that are
depicted in black represent states that have been added to model the points of impact of
interventions. The same holds for the black lines. Therapy specific elements will be
addressed in Sections 3 through 6.

Figure 1. Model for mood and depression
(black lines and states indicate the extensions compared to [Both et al., 2008])
States. In the model, a number of states are defined, whereby each state is represented by a
number on the interval [0,1]. First, the states of the previous model will be explained.
Hereby, the state objective emotional value of situation is present, which represents the
value of the situation a human is in (without any influence of the current state of mind of
the human). The state appraisal represents the current judgment of the situation given the
current state of mind (e.g. when you are feeling down, a pleasant situation might no longer
be considered pleasant). The mood level represents the current mood of the human,
whereas thoughts level the current level of thoughts (i.e. the positivism of the thoughts).
The long term prospected mood level expresses what mood level the human is striving
for in the long term, whereas the short term prospected mood level represents the goal for
mood on the shorter term (in case you are feeling very bad, your short term goal will not
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be to feel excellent immediately, but to feel somewhat better). The sensitivity indicates the
ability to select situations in order to bring the mood level to the short term prospected
mood level. Coping expresses the ability of a human to deal with negative moods and
situations, whereas vulnerability expresses how vulnerable the human is for getting
depressed. Note that for the sake of readability the influences of coping and vulnerability
on most other states are not shown. Finally, world event indicates an external situation
which is imposed on the human (e.g., losing your job).
In addition to the states mentioned above, a number of states have been added to the
model. First, a state representing the intervention (i.e., intervention) expressing that an
intervention is taking place. The state reflection on negative thoughts expresses the
therapeutic effect that the human is made aware of negative thinking about situations. The
appraisal effect models the influence of the intervention on this reflection on negative
thoughts. Basic reflection represents the basic reflection on negative thoughts without
intervention and can be increased as a permanent effect of an intervention. The world
influences state is used to represent the impact of a therapy aiming to improve the objective
emotional value of situation. The openness for intervention is a state indicating how open
the human is for therapy in general, which is made more specific for each specific
influence of the therapy in the state openness for X. Finally, reflection represents the ability
to reflect on the relationships between various states, and as a result learn something for
the future.
Dynamics. The states as explained above are causally related, as indicated by the arrows in
Figure 1. These influences have been mathematically modeled. The first state to be
discussed is the objective emotional value of situation (oevs). This represents the situation
selection mechanism of the human. First, the change in situation as would be selected by
the human is determined (referred to as action in this case) as an intermediate step:
action(t) = oevs(t) + sensitivity(t) (Neg(oevs(t)·(st_prosp_mood(t)-mood(t)) +
Pos((1-oevs(t))·(st_prosp_mood(t)-mood(t))))

In the equation, the Neg(X) evaluates to 0 in case X is positive, and X in case X is negative,
and Pos(X) evaluates to X in case X is positive, and 0 in case X is negative. The formula
expresses that the selected situation is more negative compared to the previous oevs in case
the short term prospected mood is lower than the current mood and more positive in the
opposite case. Note that the whole result is multiplied with the sensitivity. The action in
combination with the external influences now determines the new value for oevs:
oevs(t+Δt) = oevs(t) +
α(world_event(t)·(action(t) + openness(t)·world_influence(t)·(1 - action(t))) - oevs(t))·Δt

The above equations basically take the value of actions as derived before in combination
with the external influences (i.e. world influence and world event). The speed of adaptation
in this and the following dynamic equations is determined by adaptation factor α. The
second step is that the human starts to judge the situation (i.e. appraisal) based upon
his/her own state of mind:
appraisal(t+Δt) = appraisal(t)+ α(γ + openness(t)·reflect_neg_th(t) - appraisal(t))Δt

where
γ = (vulnerability·oevs(t)·thoughts(t) + coping(t)·(1 - (1-oevs(t))·(1-thoughts(t))))
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The value of appraisal is determined by the thoughts of the human in combination with the
coping skills and vulnerability. In addition, the intervention related state reflection on
negative thoughts plays a role (i.e. being aware that you are judging the situation as more
negative than a person without a depression) in combination with the openness to this type
of intervention. The state reflection on negative thoughts is calculated as follows:
reflect_neg_th(t) = (basic_reflection(t) + appraisal_effect(t)·openness(t))·(1-appraisal(t))

Hence, the value increases based upon the appraisal effect of the intervention in
combination with the openness to this specific intervention. Furthermore, a basic reflection
is expressed, which is the reflection already present in the beginning. Therapy can also
dynamically change this basic reflection which can be seen as one of the permanent effects
of therapy:
basic_reflection(t+Δt) = basic_reflection(t) +
α·appraisal_effect(t)·learning_adapt·(1-basic_reflection(t))Δt

The value for mood depends on a combination of the current appraisal with the thoughts,
whereby a positive influence (i.e. thoughts and appraisal are higher than mood) is
determined by the coping and the negative influence by the vulnerability. The amounts of
influence from appraisal and thoughts are determined by weights, which are currently
constants.
mood(t+Δt) = mood(t) + α (Pos(coping(t)·(ε - mood(t))) - Neg(vulnerability·(ε - mood(t)))) Δt

where
ε = appraisal(t)·wappraisal_mood + thoughts(t)·wthoughts_mood

Thoughts is a bit more complex, and is expressed as follows:
thoughts(t+Δt) = thoughts(t) + α (ζ + (1 - (thoughts(t) + ζ)) · intervention(t)·wintervention(t))Δt

where:
ζ = Pos(coping(t)·(appraisal(t)·wappraisal_thoughts + mood(t)·wmood_thoughts - thoughts(t))) –
Neg(vulnerability·(appraisal(t)·wappraisal_thoughts + mood(t)·wmood_thoughts - thoughts(t)))
wintervention(t+Δt) = wintervention(t) + α (openness(t) - wintervention(t))Δt

This indicates that thoughts are positively influenced by the fact that you participate in an
intervention (you start thinking a bit more positive about the situation when you are in
therapy). The weight of this contribution depends on the openness for the intervention at
that time point. In addition, the thoughts can either be positively influenced due to the
higher combination of the levels of mood and appraisal (again multiplied with static
weights and coping), or negatively influenced by the same state (whereby the vulnerability
plays a role). The sensitivity is calculated in a similar manner (without the influence of
therapy of course):
sensitivity(t+Δt) = sensitivity(t) +
α·(Pos(coping(t)·(η - sensitivity(t))) - Neg(vulnerability·(η - sensitivity(t))))Δt

where
η = mood(t)·wmood_sens + thoughts(t)·wthoughts_sens

Finally, the short term prospected mood is calculated as follows:
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st_prospmood(t+Δt) = st_prospmood(t) +
α·(vulnerability·(mood(t) - lt_prospmood) + coping(t)·(lt_prospmood - st_prospmood(t)))Δt

The influence of reflection on coping skills with a weight determined by openness for the
intervention is different for each intervention, because the learning process depends on
different concepts. The equations will be discussed in the following sections.

3

Activity Scheduling (AS)

Activity scheduling (cf. [Lewinsohn, 1979]), also called behavioral activation therapy,
works according to two principles: the patient learns the relationship between the selection
of a relatively positive activity and the level of mood (i.e., when you do fun things, you
will start to feel better). In order to learn this relationship again, the therapy imposes the
selection of positive situations. In Figure 2 the main influences of this therapy are shown
by means of the black arrows.

Figure 2. Computational model for Activity Scheduling therapy (the original model is
in gray, the AS influences in black).
The three effects of AS therapy are via the states intervention (seeking help improves
thoughts level), world influence (stimulating the selection of positive situations) and
reflection. This third part of the therapy states that learning the relationship between mood
and objective emotional value of situation results in better coping (as the human can now
better cope with a lower mood since he/she knows that an option is to select better
situations). This is expressed as follows:
coping(t+Δt) = coping(t) + α reflection(t)·wreflection(t)· (1 - |oevs(t) - mood(t)| )·(1 - coping(t)) Δt

where
wreflection(t+Δt) = wreflection(t) + α (openness_as(t) - wreflection(t)) Δt

This states that the coping will increase as the difference between the mood and oevs is
perceived small (which makes it easy to see the relationship and improve coping).
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Furthermore, an effect is that the openness for the specific therapy increases as the coping
skills go up since the human notices that the therapy works (multiplied by adaptation factor
for openness):
openness_as(t+Δt) = openness_as(t) + openness_adapt·α·((coping(t) - coping(t-Δt))/dt) Δt

Note that the influences of intervention and world influence have already been explained in
the general overview in Section 2.

4

Cognitive Behavioral Therapy (CBT)

Most negative situations occur without being able to control them. It is impossible to avoid
all bad situations, it is therefore wise to be able to deal with bad circumstances. The theory
behind Cognitive Behavioral Therapy (CBT, cf. [Beck, 1972]) assumes that emotions are
determined by thoughts about a situation and not by the situation itself. In the mood
regulation model, it is not the concept thoughts level but the concept appraisal that
corresponds to thoughts in the CBT theory, because the thoughts in CBT are about a
specific situation, as the state appraisal in the mood regulation model, and do not represent
thoughts in general. The intervention CBT consists of understanding (reflection) that
thoughts about a situation determine your mood and by detecting and transforming
negative thoughts into positive thinking (appraisal effect). The fact that you are doing
something about your depression improves the thoughts level, which is a shared effect of
CBT with the other therapies. Figure 3 shows the relevant part of the model for CBT by
means of the black arrows. In this case, the reflection is modeled by learning the
relationship between appraisal and mood:
coping(t+Δt) = coping(t) + α reflection(t)·wreflection(t)·(1 - |appraisal(t)-mood(t)| )·(1 - coping(t)) Δt

where
wreflection(t+Δt) = wreflection(t) + α (openness_cbt(t) - wreflection(t)) Δt

In addition, the openness for CBT is increased by the increasing in coping skills in the
same manner as the openness for AS. The manner in which appraisal effect affects the
model is explained in Section 2, in the equation for reflect on negative thoughts.
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Figure 3. Computational Model for Cognitive Behavioral Therapy, the CBT influences
are depicted as black arrows.

5

Problem Solving Therapy (PST)

Within problem solving therapy (see e.g. [D'Zurilla and Nezu, 1982] and [D'Zurilla,
1986]), patients are asked to identify the problems that influence their mood and to come
up with solutions. This is done in a structured way. Patients will learn new skills to cope
with their problems, so that the negative influence on their mood is reduced.
In the therapy, patients have to distinguish between three different categories of
problems: (a) unimportant problems, (b) important and solvable problems, and (c)
important and unsolvable problems. For each of these categories of problems, specific
coping strategies are learned. The coping strategies for unimportant problems try to
influence the appraisal of the problem. The problem can be seen as a specific aspect of the
situation in the model. This influence is thus comparable with the influence on appraisal in
CBT. For important and solvable problems, the therapy focuses on learning strategies to
solve the problems. In this way, there is a direct influence on the situation via the state
world influence. Finally, for the unsolvable problems, patients learn to strategies to accept
the problems, which again is an influence on the appraisal of the situation.
Similar to the previously described therapies, PST also improves the understanding
(reflection) that worrying about problems determine your mood and by detecting and
transforming negative thoughts into positive thinking (appraisal effect). Also, the fact that
you are doing something about your depression improves the thoughts level via
intervention. In Figure 4 the relevant part of the model for PST are shown (the black
arrows). The reflection and openness is modeled in the same way as for CBT.
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Figure 4. Computational Model for Problem Solving Therapy, again the PST influences
shown in black.

6

Exercise Therapy

A specific area that receives more attention recently is the way in which brain functioning
interacts with the amount of physical activity of a person; for example, it has been shown
that a substantial level of physical activity has a positive effect on mood and brain
plasticity; e.g., [Cotman and Berchtold, 2002; Dishman et al., 2006; Duclos et al., 2003].
Indeed, it is known that physical exercise may be an effective way for humans to improve
mood (cf. [Biddle, 2000; Cotman and Berchtold, 2002]). In particular, this has been
studied for the case of mood regulation mechanisms in depressions, among others by using
an animal model for human learned helplessness; e.g., [Greenwood et al., 2003 2005 2008
2009; Salmon, 2001]. It turns out that the extent of learned helplessness can substantially
decrease when more physical activity is undertaken. It has been shown that persons who
perform a substantial amount of physical exercise suffer from depression less frequently
(cf. [Goodwin et al., 2003]); therapies based upon physical exercise are reported, for
example in ([Cotman and Berchtold, 2002; Dunn et al., 2005]) and are found to be
probably effective (for meta-analyses e.g. [Lawlor and Hopker, 2001; Daley, 2008]).
Physical activity and its effect on mood and depression have not been addressed in the
basic model as described in [Both et al, 2008] nor in the general therapeutic model
addressed in Section 2. In this Section, inspired by the literature on the relevant biological
mechanisms, a computational model is presented which models the role of physical
exercise in mood regulation; the presented model subsumes the basic model as well. This
extension is described in Section 6.1. Furthermore, in Section 6.2 the main effects of
interventions by Exercise Therapy upon mood and depression are described. Later, this
will be used to simulate and analyze effects of Physical Exercise therapy.
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6.1

A computational model incorporating the role of physical exercising

Figure 5 shows an overview of the relevant states within the model and the relations
between the states. In the figure, the states and lines that are depicted in grey represent
states from the original model presented in [Both et al, 2008]. States and dashed lines in
black are the extensions as presented in Section 2. The thick black states and solid black
lines represent the additional physical states. Note that the other four influences of
openness for x have been left out for readability purposes.

Figure 5. Model for mood and depression combined with physical exercising, the
thick black states represent the additional physical characteristics
States directly related to physical action. In order to model the role of physical activity
of a person, four states are introduced. First, the physical state of a human is used, which
expresses a combination of physical properties that are influenced by exercise: endorphin,
monoamine and cortisol levels [Duclos et al., 2003]. Exercise itself is represented in
objective physical value of situation, the value of the current physical situation the human
is in. The long term physical norm (or LT physical norm) expresses what physical state the
human is striving for in the long term, whereas the short term physical norm (or ST
physical norm) represents the goal for physical state on the shorter term. Each state is
represented by a number in the interval [0,1].
Dynamics directly related to physical activity. The states as explained above are
causally related, as indicated by the arrows in Figure 5. These influences have been
mathematically modeled. The physical state is regulated towards the long-term physical
norm by choosing physical situations (opvs) that help increase or decrease the physical
state towards the short-term physical norm. The long-term physical norm lt_physnorm is
considered a personal characteristic. The ST physical norm is determined as follows:
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physical state can have an increasing or a decreasing influence, the LT physical norm has a
regulating function.
st_physnorm(t+Δt) = st_physnorm(t) + (vulnerability·(phys_state(t)-lt_physnorm) +
coping(t)·(lt_physnorm-st_ physnorm(t)))·Δt

The objective physical value of situation (opvs) is calculated in two steps. First, the change
in opvs is calculated based on a physical regulation part using physical state and ST
physical norm (action_p1) and a mood influence part (action_p2). When mood level is
lower than LT prospected mood level, the action will have a lower value and therefore the
human is less capable of choosing appropriate situations to increase the physical state. This
models the idea that persons with a depression tend to be less physically active [Goodwin,
2003].
action_p1 = opvs(t) + sens(t)·(Neg(opvs(t)·(st_phys_norm(t)-phys_state(t))) +
Pos((1-opvs(t))·(st_phys_norm(t)-phys_state(t))))
action_p2 = opvs(t) + (1-sens(t))·(Neg(opvs(t)·(mood(t)-prospmood)) +
Pos((1-opvs(t))·(mood(t)-prospmood)))
action_p(t) = wphys_reg ·action_p1 + wmood ·action_p2

Second, the new opvs is determined using the action from above and influence from the
world to do physical activities (world influence).
opvs(t+Δt) = opvs(t) + ((action_p(t) + openness(t)·world_influence_p(t)·(1- action_p(t))) - opvs(t))·Δt

Physical state is affected by opvs. The adaptation factor adapt_phys determines the speed
with which the physical state changes.
phys_state(t+Δt) = phys_state(t) + adapt_phys·(opvs(t)-phys_state(t))·Δt

6.2

Incorporating physical exercise therapy

After the introduction of physical exercising in the model, now the specific interventions in
Exercise Therapy will be presented. Exercise Therapy consists of a structured form of
exercise, often prescribed together with another intervention and/or anti-depressant
medications.
Figure 6 shows the mood regulation and depression model with the influences of
Exercise Therapy. Appraisal effect is removed from the figure, because Exercise Therapy
does not influence this concept. Furthermore, arrows from mood level and physical state to
coping are added, to represent the learning of coping skills by doing more physical
activities.
The intervention influences the human via the same concepts as the other therapies:
intervention, world influence and reflection. The thought level is increased by the fact that
the human is participating in an intervention, the formula is explained in Section 2.
Second, the choice for a situation with a certain value for physical activeness (opvs) is
influenced by world influence. This effect is the same as the effect of world influence on
objective emotional value of situation and the equation is described in Section 6.1. The
third effect of the intervention is on coping skills via the state reflection: learning the
relationship between mood and objective physical value of situation results in better coping
(as the human can now better cope with a lower mood since he/she knows that an option is
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to select more situations with a higher value for physical activeness). This is expressed as
follows:
coping(t+Δt) = coping(t) + α reflection(t)·wreflection(t)· (1 - |opvs(t) - mood(t)| )·(1 - coping(t)) Δt

where
wreflection(t+Δt) = wreflection(t) + α (openness_et(t) - wreflection(t)) Δt

When there is a moment of reflection in the therapy, the value for coping will increase as
the difference between the mood and opvs is perceived small (which makes it easy to see
the relationship and improve coping). The last effect is that the openness for the specific
therapy increases as the coping skills go up (since the human notices that the therapy
works). Theta (θ) is an adaptation factor determining the speed with which openness
changes.
openness_et(t+Δt) = openness_et(t) + θ ·((coping(t) - coping(t-Δt))/Δt)·Δt

Figure 6. Computational model for Exercise Therapy.

7

Simulation results

Simulation experiments have been conducted for different types of patients and the four
different types of therapy. In the following sections, a subset of the obtained simulation
results are presented for the various therapies (not all have been shown for the sake of
brevity). First, in Section 7.1 the simulation results based on the three models from
Sections 3, 4, and 5 are shown. In Section 7.2, the results are described of the simulations
run with the model extended with physical concepts.
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7.1

Activity scheduling, cognitive behavior therapy and problem solving therapy

Three different fictional persons are studied with divergent values for coping and
vulnerability. Furthermore, the value for openness is varied for each of these persons as
well (0.2 and 0.3 for less and more openness respectively). These values are chosen to
show the different influences of the therapies on different types of people and are in
accordance with real persons who will follow the therapies in the future. Table 1 shows the
initial values for the most important variables of the model for each person. In addition,
Table 2 describes all static parameter values of the models. These parameter settings are
chosen, because they resulted in the most realistic patterns of the states of the mood model.
Table 1. Initial values for the simulation experiments
coping
vulnerability
oevs
appraisal, mood, thoughts, sensitivity, short term
prospected mood, long term prospected mood

Person 1
0.1
0.9
0.925
0.6

Person 2
0.15
0.85
0.907
0.65

Person 3
0.3
0.7
0.84
0.7

Table 2. Static parameter values.
Adaptation factors
α
learning_adapt
openness_adapt

Value
0.1
0.001
0.5

Weights
wappraisal mood
wthoughts mood
wappraisal thoughts
wmood thoughts
wmood sens
wthoughts sens

Value
0.7
0.3
0.6
0.4
0.5
0.5

For the sake of brevity, this section will only discuss the results for person 1. First, the
simulation without any form of therapy is shown in Figure 7. The person experiences very
negative events during a substantial period: world event is set to value 0.1 during the first
80 hours and set to 1 during the remainder of the simulation (a value of 1 indicates that
there is no negative event). Since the person is highly vulnerable, a depression follows.
Note that time is represented in hours.
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Figure 7. Person type 1 without therapy
The figure shows that a negative event of 0.1 is imposed on the person; this has a dramatic
effect on all of the internal states of the patient: mood drops to a very low level and so do
appraisal and the short term prospected mood. Eventually all states do start to increase
again due to relatively good situations selected, but this goes very slowly.
Figure 8 shows an example whereby the patient is receiving cognitive behavioral
therapy. The patient does however have a relatively low openness of 0.2 for this type of
therapy.
1
oevs
0.8

appraisal
mood

0.6

st prospmood

0.4
0.2
0

0

500

1000

1500
hours

2000

2500

3000

Figure 8. Person type 1 following CBT with a lower openness
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Figure 9. Person type 1 following CBT with a higher openness
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For this case, it can be seen that the appraisal is increased via reflection on negative
thoughts, pulling the other states up as well. It does however still take quite some time to
get the mood level sufficiently up. The dip after the end of the intervention (after 6 weeks)
is the result of the fact that the person is no longer reminded about the
correctness/importance of appraisal, resulting in a slight search for a new equilibrium. If
the openness is increased, the person recovers more quickly, because reflection on negative
thoughts increases faster (see Figure 9). As the model for problem solving therapy is
similar as the model for cognitive restructuring therapy (with the addition that the situation
is also influenced directly), no specific simulations for PST have been performed.
For activity scheduling the same types of experiments have been conducted. Figure 10
shows an example of a person with a lower openness for this type of therapy. In this case,
world influence changes due to the therapy (since the therapy results in better situations
being selected). This results in an increase of the objective emotional value of situation,
pulling the rest of the states up as well. In case the person is more sensitive to the therapy,
the oevs increases more quickly and therefore it takes less time for the person to recover
(Figure 11).
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Figure 10. Person type 1 following AS with a lower openness
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Figure 11. Person type 1 following AS with a higher openness

57

7.2

Exercise Therapy

For the simulations using the physical concepts extension, again three fictional persons are
studied (see Table 3 for the parameter values) which are all susceptible for depression (low
coping skills and high vulnerability) and a high openness for intervention. These persons
are referred to as person 1, 2, and 3 respectively. The LT physical norm is set to low,
medium, and high for person 1, 2, and 3 respectively. The values are chosen to show the
effect of different physical norms on the mood level and on the influences of the therapy.
In all traces, a world event with a very low value occurs at the beginning of the simulation
(value 0.1 during 80 hours). For half of the simulations, the intervention starts after two
weeks of low mood and lasts for ten weeks. In the other half, no intervention is simulated.
The static parameter values are the same as for the other simulations, see Table 2 in
Section 7.1.
Table 3. Initial values for the simulation experiments
coping
vulnerability
oevs
appraisal, mood, thoughts, sensitivity, ST
prospected mood, LT prospected mood
openness for ET
LT physical norm

Person 1
0.1
0.9
0.925
0.6

Person 2
0.1
0.9
0.925
0.6

Person 3
0.1
0.9
0.925
0.6

0.3
0.45

0.3
0.6

0.3
0.85

Figure 12 shows the simulation trace of person 1 (with a low LT physical norm) whereby
no intervention is present. Panel 12.a shows the values for objective emotional value for
situation, mood and ST prospected mood level; the bottom graph (b) shows the values for
objective physical value for situation, physical state and ST physical norm. It can be seen
that the person recovers very slowly from the negative event.
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Figure 12a. Simulation trace of person 1 (low value for LT physical norm) with no
intervention, showing the mood related values.
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Figure 12b. Simulation trace of person 1 (low value for LT physical norm) with no
intervention, showing the physical state values. N.B. the opvs level is very similar to
physical state and is therefore barely visible in the graph.
Figure 13 shows the simulation run where the same person does follow the exercise
therapy intervention, this results in a more rapid recovery. In Figure 14 person 3 (with a
high LT physical norm) is shown, following the same intervention is. This results in a
faster recovery compared to the person with a low physical norm.
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Figure 13a and b. Simulation trace of person 1 (low value for LT physical norm) with ET.
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Figure 14a and b. Simulation trace of person 3 (high value for LT physical norm) with
ET.

8

Computational Analysis of Therapeutic Models

In this section, an analysis of the model described above is presented. Two different types
of analysis have been performed, with partly different purposes. First, in order to verify the
patterns produced by the model, a number of temporal patterns have been specified that
reflect a number of general characteristics of the process of depression and its treatment.
For example, the characteristic that the length of a depression should be shorter for persons
that follow a therapy than for people that did not follow a therapy. These properties have
been automatically verified for different simulation traces of the model (of which several
have been explained in Section 7). The verification of these properties is explained in
Section 8.1.
Second, the effect of specific therapies on the change of the values for the different
variables in the model has been analyzed. This analysis is also useful for verification of the
intended effect of a therapy, but can be used for a different purpose as well. Based on the
order in which different model variables start changing in reaction to a specific therapy, it
is possible to derive which type of therapy is given. Thus, this analysis forms a basis for a
diagnostic process that can detect that a person follows some specific type of therapy,
based on observations of values of variables that are present in the model (e.g., reports
about the mood or an analysis of the objective emotional value of the situation). This part
of the analysis is described in Section 8.2.
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8.1

Verification

The following temporal properties that reflect a number of general patterns and
characteristics of the process of depression and the treatment have been formulated. The
properties have again been specified in the TTL language [Bosse et al., 2009]. A total of
24 simulations (3 interventions x 6 person types for AS, CBT and PST, 3 person types for
ET and 3 person types without intervention) have been used as basis for the verification
and were confirmed.
P1a: Effectiveness of Therapy
Persons who follow a therapy are depressed for a shorter period than persons who do not.
∀γ1, γ2:TRACE, ∀ t:TIME
[ [ [ state(γ1, t) |= intervention_CBT | state(γ1, t) |= intervention_AS ] &
state(γ2, t) |= not intervention_AS & state(γ2, t) |= not intervention_CBT ]
⇒ ∃t2:TIME > t, R1,R2 :REAL [ R1 < MIN_LEVEL & R2 > MIN_LEVEL &
state(γ2, t2) |= has_value(mood, R1) & state(γ1, t2) |= has_value(mood, R2)]

P1b: Effectiveness of Exercise Therapy
Persons who follow exercise therapy are depressed for a shorter period than persons who do not.
∀γ1, γ2:TRACE, ∀ t:TIME
[ [ state(γ1, t) |= intervention_ET & state(γ2, t) |= not intervention_ET ]
⇒ ∃t2:TIME > t, R1,R2 :REAL [ R1 < MIN_LEVEL & R2 > MIN_LEVEL &
state(γ2, t2) |= has_value(mood, R1) & state(γ1, t2) |= has_value(mood, R2)]

P2: Openness to therapy helps
Persons more open to therapy remain depressed for a shorter period than those less open.
∀γ1, ∀γ2:TRACE, ∀ R1,R2: REAL, t:TIME
[ [ state(γ1 t) |= has_value(openness,R1) & state(γ2 t) |= has_value(openness,R2) & R2 < R1) ]
⇒ ∃t2:TIME, R3,R4 :REAL [ R3 < MIN_LEVEL & R4 > MIN_LEVEL &
state(γ2, t2) |= has_value(mood, R3) & state(γ1, t2) |= has_value(mood, R4) ]

P3a: Effect on coping skills
After a person has followed therapy for some time, the coping skills have improved.
∀γ:TRACE, t:TIME, R1:REAL
[ [ [ state(γ, t) |= intervention_CBT | state(γ, t) |= intervention_AS ) ] &
state(γ, t) |= has_value(coping, R1)]
⇒ ∃t2:TIME > t + MIN_DURATION, R2 :REAL
[ R2 > R1 + MIN_INCREASE & state(γ, t2) |= has_value(coping, R2) ]

P3b: Effect of exercise therapy on coping skills
After a person has followed exercise therapy for some time, the coping skills have improved.
∀γ:TRACE, t:TIME, R1:REAL
[ [ state(γ, t) |= intervention_ET & state(γ, t) |= has_value(coping, R1) ]
⇒ ∃t2:TIME > t + MIN_DURATION, R2 :REAL [ R2 > R1 + MIN_INCREASE & state(γ, t2) |=
has_value(coping, R2) ]

P4: CBT results in higher appraisal than AS
After a person has followed CBT, appraisal is higher than after following AS.

61

∀γ1, γ2:TRACE, ∀ R1,R2: REAL, t1, t2:TIME
[ [ state(γ1, t1) |= intervention_CBT & state(γ2, t1) |= intervention_AS &
state(γ1, t2) |= has_value(appraisal, A1) & state(γ2, t2) |= has_value(appraisal, A2) &
T2 > T1 + MIN_DUR] ⇒ A1 > A2 ]

This latter property was confirmed for persons with the same openness for therapy; those
following AS with a high openness may end up with a higher appraisal than those
following CBT with a low openness.
The following two properties were tested against the simulation traces of Section 7.2.
Property P5 was shown to be satisfied, however, P6 did not satisfy. This can be explained
by the fact that the physical norm has a large influence on the physical state in the long
run. In other words, a person with a high physical norm can have a higher physical state
without following exercise therapy, than a person that did follow exercise therapy but has a
lower long term physical norm. For persons with the same level of physical norm, the
property does hold.
P5: A higher physical norm results in a shorter depression
Persons that have a higher long term physical norm remain depressed for a shorter period than those
with a lower norm.
∀γ1, ∀γ2:TRACE, ∀ R1,R2: REAL, t:TIME
[ [ state(γ1 t) |= has_value(phys_norm,R1) & state(γ2 t) |= has_value(phys_norm,R2) & R2 < R1) ]
⇒ ∃t2:TIME, R3,R4 :REAL [ R3 < MIN_LEVEL & R4 > MIN_LEVEL &
state(γ2, t2) |= has_value(mood, R3) & state(γ1, t2) |= has_value(mood, R4) ]

P6: Effect of exercise therapy on physical state
After a person has followed exercise therapy for some time, his physical state is higher than the
physical state of person that did not follow exercise therapy
∀γ1, γ2:TRACE, ∀ R1,R2: REAL, t1, t2:TIME
[ [ state(γ1, t1) |= intervention_ET & state(γ2, t1) |= not intervention_ET &
state(γ1, t2) |= has_value(physical_state, PS1) &
state(γ2, t2) |= has_value(physical_state, PS2) & T2 > T1 + MIN_DUR] ⇒ PS1 > PS2 ]

8.2

Effects of therapy types

In order to analyze the effect of the different types of therapies on the model variables, it is
useful to see when a specific model variable starts changing as a result of the therapy, and
in particular which variable changes first. The order in which the different concepts start
being influenced by the treatment, is a characteristic of the therapy. For example, when
following activity scheduling it is assumed that the objective emotional value of the
situation will be affected before the mood itself will change. In contrast, cognitive
behavioral therapy will first affect the reflection on negative thoughts. To detect the
moment when an intervention affects a variable, we look at a sudden change in the
increase or decrease of the value of a concept over time: a form of acceleration. Formally,
this can be determined by looking at the relative second-order derivative of a variable over
time: the second-order derivative divided by the first-order derivative. This can be
calculated more easily by dividing the change of the value of a variable in the current time
step (t + Δt) by the change of this value in the previous time step (t - Δt), as this is
mathematically almost equivalent:
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(y(t + Δt) – y(t)) / (y(t) – y(t – Δt)) – 1 = [ (y(t+Δt) – y(t))/Δt ] / [ (y(t) – y(t-Δt))/Δt] - 1
= [y’(t) - y’(t-Δt) ]/ y’(t-Δt)
= y’(t) / y’(t-Δt) – 1
= [ [[y’(t) - y’(t-Δt) ]/Δt]/ y’(t-Δt) ] Δt = [ y’’(t-Δt)/y’(t-Δt) ] Δt

So, to be precise, for mood this relative acceleration y’’(t-Δt)/y’(t-Δt) can be measured by:
mood_acceleration(t) = [(mood(t + Δt) – mood(t)) / (mood(t) – mood(t – Δt)) - 1] / Δt

The acceleration values for the concepts mood, objective emotional value of the situation
and reflection on negative thoughts can be calculated similarly.
All acceleration values have been determined from 5 time steps before the start of the
intervention till 15 time steps after the start. Figures 15 and 16 illustrate the order of
change of the different variables for the different types of therapy. It can be seen that all
therapies start having an effect at time point t = 0. Moreover, Figure 15 shows that AS
indeed first affects the situation before the mood is affected. Similarly, CBT first affects
the reflection on negative thoughts (Figure 16), however, this is a bit more difficult to see.
At t = 0, the acceleration of reflection on negative thoughts is very low (far below the
bottom of the graph), because of the large increase of this concept at the start of the
intervention. At t = 1 this value is almost zero (and therefore visible again in the graph),
after which another dip follows at t = 2. This is because the concept stays at the high level
for one time step and then starts dropping again, which can be seen in the left panel of
Figure 16. However, the conclusion is that the reflection is influenced before the mood is
affected.
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Figure 15. Original (left) and acceleration (right) of values for a patient following AS.
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Figure 16. Original (left) and acceleration (right) of values for a patient following CBT.
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9

Discussion

In this article, a computational model on mood and depression has been extended in four
directions to describe the effect of the interventions in four different types of therapy. The
model variants extend a computational model for human mood regulation and depression
that has been developed in previous work [Both et al, 2008]. All variants of the model are
in principle compatible, in the sense that they do not describe conflicting mechanism and
could be integrated into one model. The extensions are presented one-by-one to be able to
describe and evaluate the modeling of the interventions of one specific therapy type.
Simulation experiments were presented that show that the mood regulation and depression
indeed follow expected patterns when applying the therapies. By formally checking
properties of the simulation traces, a number of general patterns and characteristics have
shown to hold for the therapy models.
In the model on the role of physical activity in mood regulation and depression, the
effect of physical activity on depression shows a gradual pattern over time. This relates to
an interesting discussion in the literature on how positive effects of physical activity can be
explained, for example in [Salmon, 2001]:
‘Broadly, there are two possible types of explanation. One is that emotional benefits arise
from the accumulation of acute mood improvement caused by the individual sessions of
exercise. Accumulation of acute effects has been suggested by mainly anecdotal, single-case,
or uncontrolled reports that have suggested that mood deteriorates rapidly when exercise
regimes are interrupted (…). However, a theory based entirely on acute emotional effects is
implausible because, as was argued above, exercise is likely to be aversive to many people,
particularly at the start of training.’ ([Salmon, 2001], p. 42-43).
‘The alternative to attributing the stress-reducing effects of exercise to the accumulation of
acute effects is to suppose that a long-term process is recruited. One way to distinguish shortterm from long-term effects is to study the effects of interruption of regular exercise. Whereas
an acute effect should dissipate rapidly, a long-term effect would be expected to persist.’
([Salmon, 2001], p.47)

In the physical activity model variant, the choice has been made to define a direct impact of
the physical state on mood, and not of the physical activity. This physical state accumulates
prior physical activity. The result is indeed a longer term effect with some persistence. In
this sense the model fulfills the requirements suggested in [Salmon, 2001] as alternative
explanation. It would also be not difficult to include as well direct effects in the model
from physical activity or physical state to sensitivity and/or to coping and vulnerability.
However, the fact that the dynamics of the current model variant already display the longer
term effects as indicated in [Salmon, 2001] suggests that this is not required.
This work is one of the first steps in the development of a software agent to support
patients and the therapy followed during a depression in a personal manner. The aim is that
in this way the agent can both analyze the state of the patient and generate appropriate
(inter)actions to the patient, e.g. suggest the patient to follow a different therapy. This
analysis could be based on simulations of the effect of different types of therapy on a
virtual patient.
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Chapter 3
Towards fully automated psychotherapy for adults
The protocol for a pilot study investigating behavioral activation via
mobile phone and internet
Fiemke Both, Annemieke van Straten and Pim Cuijpers*

Abstract
Background: Dozens of studies have shown that face-to-face psychological interventions
are effective in the treatment of depressive disorders in adults. Offering those
interventions via the internet have been found to be equally effective. However, to
ascertain those effects the internet interventions need some kind of support via a therapist
or counselor. We developed a fully automated behavioral activation-based intervention
called BAS offered via mobile phone and internet that provides support via automated
feedback and reminders. We will perform a pilot study to examine the feasibility of this
new intervention. The goals are threefold: 1) what is the percentage of drop-out during
treatment 2) what do participants think of a fully automated intervention via mobile
phone and internet and 3) is there an indication of effectiveness?
Methods: We will perform a small randomized controlled trial (N=50) with an
intervention group and a wait-list control group. The intervention group receives internetand mobile phone-based self-help; the control group receives the intervention three
months later. The intervention is based on behavioral activation and consists of five steps
that can be followed via a website and a mobile phone application.
The study population will consist of adults from the general population with mild to
moderate depressive symptoms (score between 16 and 32 on the Center for
Epidemiological Studies Depression scale). The primary outcome is satisfaction with the
intervention. Secondary outcomes are dropout rate, depressive symptoms, anxiety,
cognition, mastery, and number of activities. Data will be collected at baseline and at 5
weeks and 3 months after baseline.
Discussion: This pilot study evaluates the feasibility of the intervention as well as
indications of dropout rates and effectiveness. Strengths and limitations of this study are
discussed such as the solid basis for the intervention (behavioral activation therapy) and
the automated feedback to the user of the system.

*

The order of the authors is based on their contribution to the chapter.
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1

Background

Dozens of well-designed studies and meta-analyses have shown that psychological face-toface interventions are effective in the treatment of depressive disorders in adults.
Psychological treatments that have been found to be effective include behavioral activation
treatments (Cuijpers et al., 2007A), cognitive-behavior therapy (Gloaguen et al., 1998),
interpersonal psychotherapy (Churchill et al., 2001), problem-solving treatment (Cuijpers
et al., 2007B), and psychodynamic therapy (Leichsenring, 2001). These treatments are not
only effective in adults with depression, but also in several other populations, including
adolescents (Weisz et al., 2006), older adults (Cuijpers et al., 2006), women with
postpartum depression (Lumley et al., 2004), adults with subthreshold depression (Cuijpers
et al., 2007C), and people with both depression and general medical disorders (Van Straten
et al, 2010). Most psychotherapy treatments for depression are delivered in individual
format, but there is considerable evidence showing that these therapies are also effective
when delivered in group format (McDermut et al., 2001; Cuijpers, 1997; Spek et al., 2007).
There are also a growing number of studies showing that self-administered
psychotherapies are effective in the treatment of depression. Self-administered
psychotherapy can be defined as a psychological treatment, which the patient works
through independently. The patient receives information, exercises and homework
assignments. The standardized psychological treatment can be provided in book form,
CD’s or videos but is more and more offered via the internet. Usually, support is provided
via email. This support is not therapeutical but focused on making sure the patient
understands the techniques which are offered in the therapy.
Although self-administered treatments are mainly conducted by patients themselves,
the role of supporting professionals remains important for successful application of the
therapy (Spek et al., 2007). There are several studies of self-administered and internetbased treatments showing that in the absence of support by a therapist, the drop-out rate is
high and the effects of the treatment are much smaller (Christensen et al., 2004; 2006) or
absent (Clarke et al., 2005). In general it is assumed, that professional support is needed to
motivate the patient to continue with the treatment and to help him/her through the
different procedures of the treatment.
From a clinical and a scientific point of view, it would be very interesting to investigate
the possibility of a psychological treatment which does not need a professional therapist,
but still has some automated actor involved to interact frequently with the patient. The
interaction between patient and actor in the developed intervention consists of sending
reminders about mood or activity ratings being late, reminders for an upcoming scheduled
activity and two types of automated feedback. The first is a short personalized motivating
message that follows a mood or activity rating, the second is a more elaborate weekly
feedback report showing the progress of the patient and providing tips on how to improve
the mood further. More details on the system are provided in the intervention explanation
in the following Section.
This system with fully automated interaction is interesting from a clinical point of view
because treatment could be delivered more cost-effectively and could become available
for large groups of depressed people who do not receive any treatment currently (40% of
depressed patients receive no treatment). For the scientific point of view, we distinguish
two fields: Clinical Psychology and Agent Systems. For Clinical Psychology, this would
be interesting because the process of therapy could be examined from a different angle and
the effective ingredients of psychotherapy could be examined in much more detail,
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because automated therapy could follow the patient and his/her behavior in much more
detail than is currently possible. The intervention studied in the current pilot for example,
asks from the participants to rate their mood and activities on a daily basis and to use the
built-in calendar to schedule activities. This provides the researchers with much more
information than most other therapies. From a scientific point of view in the area of Agent
Systems, this is interesting as an explorative study of an ambient intelligent system that
interacts intensively with humans, and aims at behaving in a human-like and an
understanding, intelligent manner.
An intervention has been developed based on behavioral activation therapy that is
offered via mobile phone and internet: BAS (Behavioral Activation Scheduling). The
system is first tested for feasibility in a pilot study with people with mild to moderate
depressive symptoms. The goals of the pilot study are threefold:
• How is the intervention viewed by their users? Are they satisfied with the system and
the automated feedback?
• What are the drop-out rates?
• Do patients benefit from the treatment?

2
2.1

Methods
Study design

The design of this pilot study is a randomized controlled trial. The participants are
randomized into two groups: the BAS self-help intervention group and a wait-list control
group. The study protocol has been approved by the Medical Ethics Committee of the VU
University Medical Center.
2.2

Respondents

The participants are recruited via advertisements in newspapers and on relevant websites.
The advertisements contain a website address where the information brochure and the
informed consent form can be found. Participants can apply via the website or by sending
an e-mail. After reception of the informed consent, participants are invited to fill out the
baseline questionnaires and interview.
The main inclusion criterion for participation is the presence of mild to moderate
depressive symptoms. People with severe depressive symptoms are excluded and referred
to their general practitioner. In addition, people who are already following another
intervention are excluded.
2.3

Randomization

The randomization takes place in blocks of 20. An independent researcher creates a
randomization scheme with a computer program. The randomization outcome is stored in
numbered and sealed envelopes. After the inclusion of the first 20 participants, the first 20
envelopes are opened and the participants are informed about the randomization outcome.
The people in the intervention group receive a login code for the intervention website and
a mobile phone (Sony Ericsson M600i).
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2.4

The intervention

The BAS intervention is based on behavioral activation therapy (also called activity
scheduling). During the treatment, patients learn techniques to monitor their mood and
daily activities and learn the relation between these two. After this first phase, the patients
learn to make a schedule in which they increase the number of pleasant activities and in so
doing have more positive social interaction with their environment. In this method, specific
attention is given to social skills and interactions with other people. The treatment,
developed in the seventies, is based on Bandura’s Social Learning Theory and adapted for
understanding depression by Lewinsohn (et al., 1976). A meta-analysis (Cuijpers et al.,
2007A) shows a large effect size of behavioral activation therapy that is not significantly
different from cognitive behavioral therapy.
Behavioral activation therapy is well suited to be adapted for a fully automated
treatment. It is a relatively simple treatment, because it is based fully on the change of
behavior. The base of the treatment consists of registering the mood level of each morning,
afternoon and evening and grading pleasant activities. In most cases, the mood is
dependent on the number of pleasant activities. The patient then makes a schedule for the
coming week in which more pleasant activities are planned to increase the mood level. At
the end of the week the schedule can be adapted with the goal to increase the mood level.
During the five-week program there are five steps:
• Step 1: How do I feel each day? - the patient rates his/her mood during the first week.
• Step 2: Pleasant activities - the patient rates the mood level and the pleasant activities,
without planning more. This step takes place after approximately five days.
• Step 3: More pleasant activities - the patient makes a weekly schedule in which more
pleasant activities are planned. This step starts in the second week.
• Step 4: Adapt and continue! - the patient adapts his/her schedule based on the weekly
feedback during the third and fourth week of the program.
• Step 5: Keep your positive outlook with a strategy for the future - besides continuing
with step 4, the patient makes a strategy for the future to help prevent relapse and
reoccurrence.
The treatment is supported by a system via a website and a mobile phone. This system of
automated reminders and feedback and the application on the mobile phone are the
contributions of the BAS intervention. On the website, the patient can schedule pleasant
activities for the coming week. Both the website and the mobile phone communicate with
a server; therefore, the agenda can be accessed via both systems. The patient can rate the
mood and pleasant activities on the mobile phone. After given a rating, the phone or
website shows a personalized motivational message. the message can be one of four types:
1) a compliment about the latest ratings, 2) a compliment about the compliance to the
schedule, 3) a message related to the goal the patient has set for him/herself and 4) a
generic tip. In addition, the application on the mobile phone initiates interaction by sending
reminders for a planned activity and for rating mood and activities. These reminders are
based on the weekly schedule of the patient: if for instance, the patient has missed two
appointments in a row, a reminder will be sent before the start of the next scheduled
activity. Reminders are also sent when the patient lags behind with giving ratings. At the
end of each week the patient logs in on the website to view automated feedback on the
mood level and pleasant activities. This report shows graphs of the ratings and explains in
a bullet point list the average ratings, compliance to the schedule, the number of pleasant
activities that have been done and a message about the personal goal. We believe that this
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regular interaction with the mobile phone and website can replace a traditional therapist
and that patients will experience this as contact with a therapeutical coach.
Because the patient monitors the mood level of three parts of the day and registers this
on the server, the researchers are able to monitor the wellbeing of the participants despite
the absence of regular contact with a therapist.
2.5

Instruments

In this pilot study, there are three measurements and a screening. The following table
shows what instruments are used at what time.
Tabel 1. Overview of measurement instruments
Goal of instrument

Aims to measure

Instrument Measurements
Baseline T0 After
Follow-up
intervention T3 months
T5 weeks

Description of study
population

Demographical
characteristics

X

Inclusion criterion

Depressive symptoms CES-D

X

Primary outcome

Satisfaction wrt the
intervention

Secondary outcomes Depressive symptoms
and possible mediators Diagnosis depression
Anxiety symptoms
Cognition
Mastery
Activities
Neuroticism

Own design
CES-D
CIDI
HADS
DAS-A
Pearlin scale
of mastery
PES
NEO-FFI

X
X
X
X
X
X

X

X

X
X
X

X
X
X

X
X

X

X

Primary outcome: contentment with respect to the intervention
This 25 item self-designed questionnaire asks about which steps of the intervention are
read and executed, the opinion about the website and the application on the mobile phone
and the satisfaction with respect to the results of the intervention. In particular, the
participants are asked what they think of the content and frequency of the reminders and
the automated feedback.
Dropout
The dropout rate is a secondary measurement of the fully automated treatment. Since there
is no contact with a professional caregiver, the drop-out rates are calculated using the login
activity of the patients.
Center for Epidemiological Studies Depression scale (CES-D)
In this pilot the CES-D (Bouma et al, 1995) is used as a screening instrument and a
secondary outcome. The CES-D is 20-item questionnaire. Each question can be scored on
a scale of 0 to 3 with a total score between 0 and 60. The higher the score, the more
depressive feelings a person has. The optimal cut-off score can differ between target
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groups and settings and varies in the literature between 16 and 27 (Haringsma et al., 2004).
In this pilot study we consider people with scores 16 and 32 for the CIDI interview.
Composite International Diagnostic Interview (CIDI)
The CIDI, a structured interview developed by the WHO, makes it possible for trained
non-experts to determine DSM-IV diagnoses (WHO, 1990; Wittchen 1994). In this pilot,
the depression and anxiety sections of the CIDI are used for the interviews.
Hospital Anxiety and Depression Scale (HADS)
One of the secundary outcome measures is anxiety, which is measured using the HADS.
This questionnaire is originaly developed for hospitalized patients, but is also validated for
others (Spinhoven et al.,1997). In this pilot, only the anxiety items of the HADS are used
(HADS-A). There are seven questions with scoring options between 0 and 21, closer to 21
means more anxiety.
Dysfunctional Attitudes Scale form A (DAS-A)
The DAS-A (Weissman, 1980) is a questionnaire consisting of 40 items that cognitive
distortions, particularly distortions related to depression. The items in this questionnaire
are based on Beck’s cognitive therapy model. For this pilot we use a shortened version of 9
items (Beevers et al., 2007) to control the total length of the questionnaire.
Pearlin scale of mastery
Using the scale of mastery by Pearlin (1978) we measure the amount of control over life.
This scale measures the degree of control people believe to have over events in their lives.
The mastery scale consists of seven items to be scored on a five-point-scale. The outcome
is between seven and 35, a high score indicating more control over life.
Pleasant Events Schedule (PES)
The PES questionnaire (MacPhillamy & Lewinsohn, 1976) describes 48 activities. The
respondent indicates for each activity 1) how often s/he performed this activity in the last
four weeks and 2) how pleasant this activity was. With the PES we would like to
investigate the quantity and quality of pleasant activities prior to and after the BAS
intervention.
Neuroticism, Extraversion, Openness to New Experience-Five Factor Inventory (NEOFFI)
The NEO-FFI (Costa & McCrae, 1992) is a list of 60 items that measures five personality
traits. We only use the 12 questions referring to neuroticism, because research show that
this is a trait that is common amongst people with a depression (Weinstock & Whisman,
2006). The items can be answered on a five-point-scale between totally agree to totally
disagree. This questionnaire is added to observe a possible mediation effect of neuroticism
on depression.
2.6

Sample size and power calculation

Since this is a pilot study, and we only aim to find indications of possible effects, no power
analysis was performed. Because of practical reasons we set the sample size on 50
participants.
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3

Discussion

This study will compare an internet and mobile phone-based behavioral activation selfhelp intervention with a wait-list control group. The aim of the pilot study is to gain
insight into the feasibility of the intervention. Feasibility is measured as 1) the satisfaction
about the intervention 2) drop-out rates and 3) indications of effect. A discussion of
strengths and limitations of this study follows below.
One of the strengths of the intervention is that it is based on behavioral activation,
which has proven its effectiveness over the years. BA interventions have already been
offered via several different media, such as self-help books and websites. Because of its
structured nature and its focus on behavior change, BA can easily be adapted to a fully
automated treatment.
In recent years, mobile phone applications have been developed to support the selfadministered treatments. In (Burns et al., 2011), a mobile phone is used to obtain data
about the user using sensors such as an accelerometer and GPS. Mobiletype (Mobiletype,
Reid et al., 2011) uses mobile phones to collect data about the user by self-starting four
times a day and asking about mood, stress, eating patterns etc. In contrast to our system,
these applications use the mobile phone only to monitor the patient and offer human
support via e-mail or telephone. What sets this study apart from other forms of BA is the
use of software on a mobile phone in addition to a website and the automated feedback and
reminders via both media types, which replace human support. It is likely that the use of
internet and mobile phones makes it possible to reach people who will otherwise not seek
help in regular healthcare. By removing professional human support during the treatment
via e-mail or telephone, the threshold may be lowered even further.
The BAS intervention used automated feedback to inform the participant of their
progress and provide tips and advice about how to proceed. A benefit of this method is that
it reduces costs greatly because the health care provider is not required to have regular
contact with the participant. Because of the lack of contact with an actual person, the BAS
course is even easier to access than current internet-based intervention and even more
currently unreached people may be reached. A possible limitation of the automated
communications is that compliance rate might be low. We attempt to tackle this issue by
introducing a reminder system that sends messages to the participant whenever compliance
goes down. To avoid undetected worsening of depressive or other symptoms, the health
care provider is informed when a person does not log on after a specified period and does
not respond to the reminders.
We chose to recruit people via regional newspapers, internet and radio. This may lead
to a selection-bias and therefore the results may not be generalisable to all depressed
people. However, an internet and mobile phone-based intervention is probably most
interesting for people who will not go to their general practitioner or psychologist but seek
other forms of health care first.
After following the BAS course, participants are asked for their opinion regarding the
contents of the intervention, the look&feel of both website and mobile phone software, and
the automated feedback provided on both media. Since this kind of intervention to our
knowledge has never been offered on a mobile phone, this information will show if the
participants appreciate our method. In addition, it will enable us to improve the BAS
system to be able to reach more people in the future.
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Chapter 4
Validation of a Model for Coping and Mood for
Virtual Agents
Fiemke Both, Michel Klein and Mark Hoogendoorn
Abstract. In order to make believable virtual agents, the incorporation of emotions
within these agents is often said to be of crucial importance. A variety of computational
models have been proposed for emotions, however the validation of these models is
mostly limited to the validation of the overall behavior of the agent incorporating these
emotions (e.g. evaluating whether the overall behavior is realistic or human like). Ideally,
the validation would also investigate whether the strength of the generated emotions
matches the emotions displayed by humans. Hereby, two approaches can be followed: (1)
looking at average behavior of humans and seeing whether the emotions models exhibit
similar patterns, and (2) trying to see whether the emotion models can replicate the
emotions of individual humans with their own personality and characteristics. In this
paper, the latter approach is taken. An experiment has been designed in the context of
depression whereby humans were regularly asked to rate their emotions when
undergoing therapy. Parameter estimation techniques have been used to tune an existing
model for emotions towards the observed patterns. The results show that the model can
describe the human’s emotions accurately and is even able to make predictions of future
emotional states in quite a precise manner.
Keywords: Emotion model, Validation, Experimentation, Verification.
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1

Introduction

Within the domain of virtual agents one of the key goals is to develop believable agents
that can interact with humans in a natural way. In order to establish this goal, a number of
authors emphasize the importance of models of emotions in this respect (see e.g. [2]; [14]).
Within virtual agents, such emotion models can have two purposes: (1) to enable the
virtual agent to exhibit realistic emotional behavior and act human-like, and (2) to enable
such agents to make a judgment of the current (and possibly future) emotional state of
other agents with which they interact and take this into account in their behavior, thereby
for instance showing empathic behavior. The second purpose can be seen as forming a
picture of the mental state of the other agent (in this case specifically the emotional state)
and hence, could be considered as the agent forming a theory of mind about the other
agent. To illustrate the difference between the two purposes, imagine a virtual agent that
engages in conversations with depressed patients. In case the agent would be built using
emotion models to enable realistic emotional behavior of the agent, it would for instance
become sad in case it would hear of the problems of the patient is talking about. If the
agent would be built having the second purpose in mind, it would make a judgment of the
emotional state of the patient given the sad stories he/she is telling (most likely a sad
emotional state), make predictions on the influence of his behavior upon the future
emotional state of the patient, and provide support (for instance by providing comforting
words as this could lead to a happier patient in the future).
A variety of emotion models have previously been developed for virtual agents (see
e.g. [14]; [1]; [18]; [6]). However, only few have been evaluated to see whether they
indeed result in or describe human like emotional behavior (cf. [9];[10]). Gratch and
Marsella [9] state that most evaluations are limited to an evaluation of external behavior
(e.g. is the behavior believable), whereas the emotion process itself (the internal states
associated with emotions) are not validated. They propose an approach that considers
information from a questionnaire aggregated over all humans to validate such internal
states (cf. [9]). In a more recent paper ([10]) they perform an experiment and judge various
emotion models to see how well they comply with the results of the experiment. However,
when models are developed for the purpose of judging the emotional state of other agents,
or one wants the model to exhibit different but realistic personalities, a much more
individual and tailored approach should be followed. In addition, the predictive power of
the emotion models should be validated to guarantee that the models can correctly predict
the emotional states.
In this paper, an existing model for emotions and mood is taken as a basis ([6],
extended with external influences in [5]). In this model the main concepts include the
mood, appraisal and coping skills of the agent, and how the levels for these states influence
the external behavior in the form of selection of a situation. The importance of these
concepts within emotion modeling is emphasized by Marsella and Gratch [14] and has a
strong foundation in the psychological literature (see e.g. [3]; [12]). The contribution of
this paper is the validation of this model, which has been done for two purposes: (1) to
show that the model is able to describe human emotions and the behavior following from
these emotions in an accurate manner, and (2) to show that the model is able to accurately
make predictions about the emotional state of humans. As this endeavor has been done as
part of the development of a virtual therapist for depressed patients, the data obtained
concerns patient suffering from a depression that underwent a certain therapy (called
activity scheduling, cf. [13]), and were asked to maintain an agenda listing their activities
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(i.e. the choice of the situation) as well as rate their mood and appraisal on a regular basis
(the internal emotional state of the patient). Dedicated parameter estimation techniques
have been used to tailor the model towards (a part of) the registered behavior of the
patient, thereby allowing for an investigation of both how well the model is able to
describe individual human behavior as well as the predictive power of the model.
This paper is organized as follows. In Section 2 an overview of the existing model for
mood and coping is given. Section 3 describes the experiment that has been used to collect
data to enable a validation of the model. The approach to tune the parameters of the model
towards the data is presented in Section 4, whereas Section 5 shows the results. Finally,
Section 6 is a discussion.

2

Model for mood and coping

The model of emotions that is subject to validation within this paper concerns a model
representing the mood of a human (or agent) and the regulation thereof (cf. [6]). Essential
components that influence the mood are for instance coping skills, vulnerability, and
appraisal. The model is based upon a number of Psychological theories, see [6] for a
mapping between the literature and the model itself. In addition to the internal concepts
that relate to emotions, a number of external influences are also part of the model: some
things might not be controllable for the agent (e.g. a negative event such as a sudden
illness of a close family member). In this model, these external influences have been added
specifically for a type of depression therapy, namely activity scheduling (since this is the
case study from which the validation data originates), however they could just be seen as
external influences on the global level. The full details of the model are now explained,
first focusing on the states that are part of the model, followed by the dynamics between
these states.
States. In the model, a number of states are defined, whereby each state is represented by a
number on the interval [0,1]. First, the state objective emotional value of situation is
present, which represents the value of the situation a human is in (without any influence of
the current state of mind of the human). The state appraisal represents the current
judgment of the situation given the current state of mind (e.g. when you are feeling down,
a pleasant situation might no longer be considered pleasant). The mood level represents the
current mood of the human, whereas thoughts level the current level of thoughts (i.e. the
positivism of the thoughts). The long term prospected mood level expresses what mood
level the human is striving for in the long term, whereas the short term prospected mood
level represents the goal for mood on the shorter term (in case you are feeling very bad,
your short term goal will not be to feel excellent immediately, but to feel somewhat better).
The sensitivity indicates the ability to select situations in order to bring the mood level to
the short term prospected mood level. Coping expresses the ability of a human to deal with
negative moods and situations, whereas vulnerability expresses how vulnerable the human
is for negative events and how much impact that structurally has on the mood level.
Finally, world event indicates an external situation which is imposed on the human (e.g.,
losing your job).
In addition to the states mentioned above, a number of states have been added to the
model that are specific for a therapy that tries to influence the mood of the patient (cf. [5]).
First, a state representing the intervention or therapy (i.e., intervention) expresses that an
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intervention is taking place. The state reflection on negative thoughts expresses the
therapeutic effect that the human is made aware of negative thinking about situations
whereas the appraisal effect models the immediate effect on the appraisal of the situation.
The world influences state is used to represent the impact of a therapy aiming to improve
the objective emotional value of situation. The openness for intervention is a state
indicating how open the human is for therapy in general, which is made more specific for
each specific influence of the therapy in the state openness for AS (whereby AS stands for
Activity Scheduling). Finally, reflection represents the ability to reflect on the relationships
between various states, and as a result learn something for the future.
activity
scheduling

intervention

world
events

obj. emo-value
of situation

reflect on
neg. thoughts
mood
level
appraisal

world
influences

thoughts
level
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reflection
coping
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Figure 1. Computational model for Activity Scheduling therapy.
Dynamics. The states as explained above are causally related, as indicated by the arrows in
Figure 1. These influences have been mathematically modeled (cf. [6];[5]). The first state
to be discussed is the objective emotional value of situation (oevs). This represents the
situation selection mechanism of the human. First, the change in situation as would be
selected by the human is determined (referred to as action in this case) as an intermediate
step:
action(t) = oevs(t) + sensitivity(t)·(Neg(oevs(t)·(st_prosp_mood(t)- mood(t)) +
Pos((1-oevs(t))·(st_prosp_mood(t)-mood(t))))

In the equation, the Neg(X) evaluates to 0 in case X is positive, and X in case X is negative,
and Pos(X) evaluates to X in case X is positive, and 0 in case X is negative. The formula
expresses that the selected situation is more negative compared to the previous oevs in case
the short term prospected mood is lower than the current mood and more positive in the
opposite case. Note that the whole result is multiplied with the sensitivity. The action in
combination with the external influences now determines the new value for oevs:
oevs(t+Δt) = oevs(t) +
(world_event(t)·(action(t) + openness(t)·world_influence(t)·(1 – action(t))) - oevs(t))·Δt

The above equations basically take the value of actions as derived before in combination
with the external influences (i.e. world influence and world event). The second step is that
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the human starts to judge the situation (i.e. appraisal) based upon his/her own state of
mind:
appraisal(t+Δt) = appraisal(t) + α·(γ + openness_intervention(t)·reflect_neg_th(t) - appraisal(t))·Δt

where
γ = (vulnerability·oevs(t)·thoughts(t) + coping·(1 - (1-oevs(t))·(1-thoughts(t))))

The value of appraisal is determined by the thoughts of the human in combination with the
coping skills and vulnerability. In addition, the intervention related state reflection on
negative thoughts plays a role (i.e. being aware that you are judging the situation as more
negative than a person without a depression) in combination with the openness to this type
of intervention. The state reflection on negative thoughts is calculated as follows:
reflect_neg_th(t) = (basic_reflection(t) + appraisal_effect(t)·openness_X(t))·(1-appraisal(t))

Hence, the value increases based upon the appraisal effect of the intervention in
combination with the openness to this specific part of the intervention. Furthermore, a
basic reflection is expressed, which is the reflection already present in the beginning.
Therapy can also dynamically change this basic reflection which can be seen as one of the
permanent effects of therapy:
basic_reflection(t+Δt) = basic_reflection(t) +
α·intervention(t)·learning_factor·(1-basic_reflection(t))·Δt

The value for mood depends on a combination of the current appraisal with the thoughts,
whereby a positive influence (i.e. thoughts and appraisal are higher than mood) is
determined by the coping and the negative influence by the vulnerability.
mood(t+Δt) = mood(t) + α·(Pos(coping·(ε - mood(t))) - Neg(vulnerability·(ε - mood(t))))·Δt

where
ε = appraisal(t)·wappraisal_mood + thoughts(t)·wthoughts_mood

Thoughts is a bit more complex, and is expressed as follows:
thoughts(t+Δt) = thoughts(t) + α·(ζ + (1 - (thoughts(t) + ζ)) · intervention(t)·wintervention(t))·Δt

where:
ζ = Pos(coping·(appraisal(t)·wappraisal_thoughts + mood(t)·wmood_thoughts - thoughts(t))) Neg(vulnerability·(appraisal(t)·wappraisal_thoughts + mood(t)·wmood_thoughts - thoughts(t)))
wintervention(t+Δt) = wintervention(t) + α·(openness_X(t) - wintervention(t))·Δt

This indicates that thoughts are positively influenced by the fact that you participate in an
intervention (you start thinking a bit more positive about the situation, you are in therapy).
The weight of this contribution depends on the openness for the intervention at that time
point. In addition, the thoughts can either be positively influenced due to the higher
combination of the levels of mood and appraisal (again multiplied with the coping), or
negatively influenced by the same state (whereby the vulnerability plays a role). The
sensitivity is calculated in a similar manner (without the influence of therapy of course):
sensitivity(t+Δt) = sensitivity(t) +
α·(Pos(coping·(η - sensitivity(t))) - Neg(vulnerability·(η - sensitivity(t))))·Δt
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where
η = mood(t)·wmood_sens + thoughts(t)·wthoughts_sens

The short term prospected mood is calculated as follows:
st_prospmood(t+Δt) = st_prospmood(t) + α·(vulnerability·(mood(t) - lt_prospmood) +
coping·(lt_prospmood - st_prospmood(t)))·Δt

One element part of the AS therapy states that learning the relationship between mood and
objective emotional value of situation results in better coping (as the human can now better
cope with a lower mood since he/she knows that an option is to select better situations).
This is expressed as follows:
coping(t+Δt) = coping(t) + α·reflection(t)·wreflection(t)·(1 - |oevs(t) - mood(t)| )·(1 - coping(t))·Δt

where
wreflection(t+Δt) = wreflection(t) + α·(openness_as(t) - wreflection(t))·Δt

This states that the coping will increase as the difference between the mood and oevs is
perceived small (which makes it easy to see the relationship and improve coping).
Furthermore, an effect is that the openness for the specific therapy increases as the coping
skills go up (since the human notices that the therapy works):
openness_as(t+Δt) = openness_as(t) + θ·α ((coping(t) - coping(t-Δt))/dt) ·Δt

3

Research methodology

An experiment has been performed to gather empirical data that correspond to the concepts
in the model described in Section 2. The following section gives an overview of the
experiment (called the BAS intervention), Section 3.2 explains the setup of the experiment
and Section 3.3 describes how the data of the experiment is coupled with the mood model.
3.1

Experimental Setup

A total of 24 participants joined the randomized controlled pilot study, age ranging
between 21 and 66 (average 40.3). One group of 11 participants followed the therapy
during 5-7 weeks. The other 13 participants were randomly assigned to the wait-list group
and were offered the intervention three months after the start of the experiment. All
participants suffered from a mild to moderate depression, based on the score on the CES-D
questionnaire (Center for Epidemiological Studies Depression scale [17]).
The base of the treatment consists of registering the mood level of each morning,
afternoon and evening and grading pleasant activities which provides an excellent dataset
to validate the model described in Section 2. In most cases, the mood is dependent on the
number of pleasant activities. The patient then makes a schedule for the coming week in
which more pleasant activities are planned to increase the mood level. At the end of the
week the schedule can be adapted with the goal to increase the mood level. During the
five-week program there are five steps. First, only mood ratings are given. Second, the
current pleasant activities are rated. In the third step, the patient makes a weekly schedule
in which more pleasant activities are planned. After having received automated feedback, a
new schedule is made in step four. Finally, a strategy for the future is made to help prevent
relapse and reoccurrence.
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The treatment is supported by a system via a website and a mobile phone. On the
website, the patient can schedule pleasant activities for the coming week. Both the website
and the mobile phone communicate with a server; therefore, the agenda can be accessed
via both systems. The patient can rate the mood and activities (the second source of data
for the validation of the model) on the mobile phone. In addition, the application on the
mobile phone initiates interaction by sending reminders for a planned activity and for
rating mood and activities. These reminders are based on the weekly schedule of the
patient.
3.2

Transforming Experiment Data

For this paper, the data of six of the participants is used. The selection was done based on
the amount of ratings: at least 20 activity and 50 mood ratings, so that there was enough
data for parameter estimation. The data obtained through the experiment described above
is used for two purposes in order to make the validation of the model possible: (1) to
determine the level of the states that the model should exhibit over time, and (2) to act as
an input for the model.
For the first purpose, both the mood level as provided by the patient as well as the
rating of the activity can be directly linked to the states mood and appraisal respectively.
The deviation of the value as derived in the model compared to the human rating is seen as
the error of the model. Of course, patients do not continuously rate their mood nor their
activities (i.e. appraisal). Hence, there is a lot of missing data within the obtained dataset.
Mood ratings were requested three times per day, and for most patients the dataset contains
at least 2 mood ratings per day during the time of the therapy. Activity ratings were more
scarce, with an average of 1 activity rating per 2 days during the therapy. In order to
compare the predictions of the model with the actual data, the values for points within two
ratings have been extrapolated. Moreover, the moving average of the ratings with a
window of 15 hours has been calculated to prevent unrealistic peaks in the curves. The
resulting curves have been used as basis to do the parameter estimation as expressed in the
next section.
Besides the influence of the internal states upon each other, the model also contains socalled external influences. Since such external influences are not known to the model and
are also not part of the prediction, the external influences are assumed to be an input for
the model (i.e. the second purpose of the data). Three of these external influences are
present in the model, namely the states intervention, world influences and reflection. Since
the external influence of the therapy as well as the world is very difficult to express in
advance (as it is highly personalized and depends a lot on the involvement of the patient), a
coupling has been made with the information provided by the patient. With respect to the
state world influences (representing the stimulation from the therapy to do more pleasant
activities) is determined based on the rated activities:
if there is a rated activity
then there is an influence on the model from the world

Reflection is the learning of the relation between pleasant activities and mood level and is
determined as follows:
if during a day there is a mood rating and there is an activity rating
then reflection has taken place during that day
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Intervention, the influence of the therapy on the thought level of a patient during the
treatment, is kept the same for all patients: high during the active phase and low during the
inactive phase. The inactive phase is the period during which the participants were finished
with the assignments, but were still in possession of the mobile phone which enabled them
to still perform ratings.

4

Parameter estimation

Given that there is now input available for the model with respect to external influences,
and the desired outcomes of the model are also known, tailoring of the model towards
these desired outcomes can now be performed. In total, there are three parameters that are
tuned, namely coping skills, openness for AS and LT prospected mood level. This is done
using a number of parameter estimation techniques. In order to optimize these parameters,
the root mean squared error function is used:

err =

N

∑

i =1

(z i

− yˆ i )
N

2

(1)

The total error can be calculated as a weighted sum of the errors for mood and appraisal. In
the following parameter estimation techniques, the weights are set equal, at 0.5.
4.1

Simulated Annealing

The Simulated Annealing approach [11] uses a probabilistic technique to find optimal
parameter settings. In this method, a random parameter setting is chosen as the best
available parameter setting at the start. Then a displacement is introduced into these
settings to generate a neighbor of the current parameter settings in the search space. If this
neighbor is found to be a more appropriate representation of the observed human behavior,
then it is marked as the best known parameter setting; otherwise a new neighbor is selected
to evaluate its appropriateness. The displacement in the parameter settings depends on the
‘temperature’, in case the temperature is higher, the steps will become larger. The
temperature at a certain time point for the parameter settings is defined as follows
Temperature = computational-budget-left * error

(2)

Here the computational budget is the number of neighbors to be tested for better
approximation. The displacement in the parameter for example γ could be derived from
following equations selecting any one at random.
γ=γ+Temperature *(1-γ)* random_no_between[0,1]

(3a)

γ = γ-Temperature * γ * random_no_between[0,1]

(3b)

or
The method is described as follows:
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Algorithm: SA-PARAMETER-ESTIMATION
Input: Initial randomly selected values of parameters θ1, computational budget C;
observed human behavior B;
Output: Best estimate of parameter settings θBE
1
θBE=θ1
2
while C ≥ 0 perform steps 3-8
3
Chose a random parameter setting θ in the neighbourhood of θBE using equation (2
and 3).
4
Calculate the output root mean square error err for θ using (1).
5
Calculate the output root mean square error errBE for θBE using (1).
6
if err ≤ errBE, then θBE = θ; errBE = err; endif.
7
Decrease C;
8
Temperature = C * errBE;
9
output θBE.
4.2

Genetic Algorithm

The genetic algorithm applied is a relatively standard GA (see e.g. [8]) from the Genetic
Algorithm Toolbox*. Below, the most important aspects of the GA are explained.
Individual representation. The population is composed of individuals that are represented
by a binary string which represents real values (representing the parameters of the model)
with a certain precision value.
Population initialization. The population is initialized using the same randomly selected
values as expressed in Section 4.1.
Selection. The selection of individuals is performed by first ranking the individuals using
linear ranking and then selecting individuals based upon stochastic universal sampling.
Mutation. The mutation operator used is straightforward: each bit is simply mutated with a
certain probability.
Crossover. A single point crossover function is used to combine the individuals.
4.3

Polynomial Approximation

In order to assess the added value of the emotional model presented in Section 2, the
quality of the predictions for mood and appraisal by the model are compared with a
statistical model that can be derived by nonlinear regression analysis. In particular, the
technique of polynomial curve fitting has been used. This involves finding the parameters
for a n-degree polynomial function (i.e. of the form y = axn + bxn-1 + …) that fits the points
of the mood ratings as well as finding the parameters for a similar function which
describes the appraisal level of a specific patient. In order to find these parameters, an
approach has been used to find parameters with the least square errors using the
Vandermonde matrix. This approach is part of the standard MATLAB library.

*

Downloadable from http://www.shef.ac.uk/acse/research/ecrg/gat.html
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5

Results

The results of the application of the techniques described in Section 4 upon the dataset
resulting from the experiment presented in Section 5 are shown in this Section. First, the
settings for the parameter estimation are discussed. Thereafter, the results are presented.
5.1

Parameter Estimation Settings

The approaches presented in Section 4 still have some parameters that can be set. For the
Generic Algorithm, a set of parameter settings is used that is known to work well for a
wide variety of problems, namely the settings proposed in [7]. These include the
following: Crossover rate: 0.6; Population size: 50, and the number of generations is
advised to be set to 1000. However, due to the fact that hardly any improvements are seen
after 100 generations this has been used as a setting. With respect to the mutation rate, it
has been set to 0.03. Given that the precision has been set to 10 bits per parameter, this
results in an average mutation of one per individual (which is regularly taken as a rule of
thumb).
For Simulated Annealing, the computational budget has been set to 1000, for the reason
that there is hardly any improvement when it is set at a higher number. In addition, a
constraint has been added to the initially selected parameter value of LT prospected mood
level. This value is set between 0.5 and 1, because a lower value results in much higher
error levels due to the nature of the mood model. When there is no input from an
intervention, the mood model stabilizes at values close to LT prospected mood level.
Therefore, when there is input from an intervention, the model shows very erratic behavior
when this value is below 0.5.
In the Polynomial Approximation, three different degrees have been used to enable a
comparison with a simple curve that will not overfit (first order), a comparison with a
function with the same number of parameters (third order) and a very complex function to
show how well a high order polynomial curve can fit on the data (tenth order).
As mentioned before, two approaches have been followed to evaluate the model: (1)
describe the emotional states of the human, and (2) make predictions about the emotional
state of the human. For the first approach the entire dataset has been used for training and
testing. For the second approach, the data has been divided into equal sized train and test
sets. The first half is used to train the approach, the second half to test the predictive value
of the parameter estimation methods. To calculate the middle of the data, the precise length
of the intervention for each participant has been determined as the time between the first
and last ratings. Because most participants start rating their activities later than rating their
mood levels, there are less activity ratings in the train set than in the test set.
5.2

Parameter Estimation Results

Table 1 describes the mean and standard deviations of the errors of the three methods
using the entire data set to train the approach. Note that the error is the average of the error
for mood and appraisal as explained in Section 4. The 10th degree Polynomial
Approximation (PA in the table) gives the smallest errors and the first degree Polynomial
Approximation results in the highest error.
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Table 1. Means and standard deviations for the errors of the replication methods.
Mean train set Std train set
0.083
0.02
0.076
0.023
0.131
0.019

SA replicate
GA replicate
PA 1° replicate
PA 3° replicate

0.071

0.009

PA 10° replicate

0.047

0.012

Table 2 shows the results of the prediction of emotional behavior (i.e. using a separated
train and test set). For each approach, again the means and the standard deviations of both
sets are given. Testing the found parameter settings with the second part of the empirical
data gives rather different values. Simulated Annealing predicts the mood and appraisal
levels best, with a similar error as for the train set. The polynomial functions predict the
emotions worse as the degree becomes larger: a 10th degree function is trained excellently
but results in a mean error of 2026581 for the test set, a clear case of overfitting.
Table 2. Means and standard deviations for the errors of the predictive approaches.
SA pred
GA pred
PA 1° pred
PA 3° pred
PA 10° pred

Mean train
0.079
0.076
0.122
0.058
0.033

Mean test
0.089
0.213
0.455
3.366
2026581

Std train
0.024
0.023
0.012
0.016
0.013

Std test
0.039
0.168
0.097
1.580
3148890

In the following figures, parameter estimation results are shown as dashed lines for a
typical set of patients (best mood and best appraisal in the figures representing best
prediction for the current setting). The human train and test (if any) data are represented as
a solid black line and a solid gray line respectively. For each example, the mood levels and
appraisal (or activity) levels are shown in separate figures.
Figures 2 and 3 depict the mood and activity ratings of participant 10 and the tenth
degree Polynomial Approximation. The estimation of the train set is good (error: 0.029),
but the predictive value of this function is not good at all (error: 1840637).
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Figure 2. 10th degree Polynomial Approximation predicting mood levels of participant 11.
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Figure 3. 10th degree Polynomial Approximation predicting appraisal of participant 11.
Both Simulated Annealing and Genetic Algorithm give good results. Figures 4 and 5 show
the predictive power of Simulated Annealing of participant 3 with errors of 0.049 and
0.044 for the train and test sets. The parameter settings for coping, openness and
prospected mood are respectively: 0.24, 0.09 and 0.80.
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Figure 4. Simulated Annealing predicting mood levels of participant 3.
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Figure 5. Simulated Annealing predicting appraisal of participant 3.
The following two figures show how the Genetic Algorithm approach performs when
replicating the emotional state of humans. The mean squared error of the mood and
appraisal levels is 0.085 and the found parameter settings are coping: 0.09, openness: 0.01
and prospected mood level: 0.89.

88

1

mood level

0.8
0.6
0.4
human train

0.2

best mood
0

0

1000

2000

3000

4000

5000

6000

7000

8000

9000

10000

11000

time steps

Figure 6. Genetic Algorithm replicating mood levels of participant 10.
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Figure 7. Genetic Algorithm replicating activity ratings of participant 10.

6

Discussion

In this paper, an approach towards the validation of an existing model describing human
emotions has been presented (cf. [6]; [5]). Several authors have stressed the importance of
these models within virtual agents to enable realistic behavior. The necessity of the
validation of such models is also stressed (see e.g. [9];[10]). In order to obtain data for the
validation, an experiment has been conducted with depressed patients in which the rating
of their mood and appraisal was part of a mobile phone-based intervention called BAS.
This data has thereafter been used in two ways: (1) to show how well the model is able to
replicate the emotional state shown by the patients, and (2) to show how well the model
can predict the future emotional state of the patient. These two different perspectives map
to the two different reasons for the presence of emotion models in virtual agents as put
forward in the introduction, namely (1) to enable the virtual agent to generate realistic
behavior (i.e. replication of human emotions), and (2) to use the emotions models to judge
the emotional state of another agent (i.e. prediction of human emotions without explicitly
asking for a rating). Both validation parts require estimation of the parameter settings of
the model for which two different approaches have been used, namely Simulated
Annealing and a Generic Algorithm. In the replication case the entire dataset is used to
tune the parameters of the model, and the resulting error after this process has been
completed is the outcome. In order to judge the predictive power of the model, part of the
dataset is used as training set and the predictive power is judged on the performance upon
a test set. The results show that the model is able to describe human emotions very well
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(the Genetic Algorithm gives an error as small as 0.076), but also with tuning the
parameters of a polynomial equation quite an accurate description can be found of the
trend in emotional states (0.047 with a 10th order polynomial function). When it comes to
the predictive power, the model is clearly superior to the polynomial based approach and
exhibits good predictive power (an error of 0.089 on the test set using Simulated
Annealing to estimate the parameters of the model using the train set versus an error of
0.455 using a first order polynomial function which performs best).
Within the domain of emotion modeling in Virtual Agents, a variety of emotion models
have been introduced. Bates [2] was among the first to emphasize the importance of
emotions to obtain believable agents. Gratch and Marsella have introduced a number of
models which incorporate emotions include a model that explicitly takes the concepts of
coping and appraisal into account [14]. Tomlinson and Blumberg have introduced
AlphaWolf [18] for modeling social behavior for interactive virtual characters in which the
role of emotions is important as well. Allbeck and Balder [1] have proposed an approach to
represent embodied character models modified by personality and emotion. In this paper,
another emotion model has been taken as a starting point, namely the model introduced in
[6]. The choice has been made to validate this model due to its good connection with the
domain in which the validation took place: depressed patients. The model comprises an
explicit part in which external influences of therapy can be represented (as presented in
[5]). For future work, it would be interesting to reuse the dataset that has been obtained and
investigate the validity of the other models representing human emotions as discussed
above.
In other research, the evaluation of emotion models has also been addressed. However,
as Gratch and Marsella [9] also notice, most of the evaluations take place based upon user
experience and not on the realism of the emotional levels themselves (e.g. measuring
whether the behavior of the virtual agent that uses the model is realistic). Examples of
papers describing such an evaluation are for instance [16] and [4]. Also specific for a
virtual therapist incorporating emotions in depression such an evaluation has been
performed (cf. [15]) whereby it shows that the emotion-based virtual agent is preferred
over the non-emotional agent. There are a limited number of studies in which an
evaluation of the emotional levels themselves is performed. In Gratch and Marsella [9] the
aggregated outcomes of a questionnaire with respect to stress and coping are used to
evaluate their proposed model. In a more recent paper ([10]) the relation between
appraisals and the intensity of human emotion is measured, and compared with several
emotion models. In both evaluation papers, the main intend is not to look at individuals,
but to look at general trends of the emotions of humans based upon the situation (although
in the last mentioned paper subgroups of participants were studied). In this paper however,
a more individual approach is taken, thereby fully tailoring the parameters of the model
towards the behavior of the human and showing that the model is able to describe the
behavior of an arbitrary participant with high accuracy. Especially when the purpose of the
model is to make predictions about a specific individual, such an evaluation is crucial.
For future work, the intention is to utilize the model which has been validated in this
paper in a true therapeutic setting with depressed patients. The model will be used to
predict the future development of the emotional state and enable a virtual agent to provide
feedback to the patient thereby taking the prospected future developments into account.
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Chapter 5
Relating Personality and Physiological
Measurements to Task Performance Quality
Fiemke Both, Mark Hoogendoorn, Rianne van Lambalgen, Rogier Oorburg and
Michael de Vos
Abstract. Human performance can degrade as a result of an increasing cognitive
workload. Especially in domains in which good task performance is crucial these effects
are unwanted, and hence, need to be avoided. In Psychological literature, studies have
been presented which relate a variety of measures to the workload experienced by
humans. In this paper, the aim is to perform a variety of measures to see whether
combinations thereof can be used to predict performance of humans under varying task
demand. A dedicated experiment has been conducted with 31 subjects, of which the
results have been analyzed from both a statistical as well as a temporal perspective.
Keywords: human workload, human performance, personality, physiological measures.

This chapter appeared as:
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1

Introduction

Working under high pressure can result in negative effects on the functional state of a
human (see e.g. Hancock 1995, Hockey 1997). As a result of this negative effect, the
performance of the task at hand can be negatively influenced. In critical domains, such
degradation of performance can lead to severe consequences that might be highly
undesired. Therefore, it is very useful to be able to obtain more precise knowledge about
measurements that can be used to make more accurate predictions concerning the
performance upon tasks (and the potential degradation thereof).
In the literature, various measurements have been proposed to measure the cognitive
workload experienced by humans. Roscoe (1992) for example, shows that the heart rate of
a human is a good indicator of cognitive workload (if no physical effort is performed).
Also subjective measurements have been put forward, such as the NASA-TLX (Hart and
Staveland, 1988). In (Rose et al., 2002) the relation between the so-called Big Five
personality factors upon vigilance performance and workload has been studied.
In this paper, the aim is to perform a set of measurements to see whether the
performance of a task can be predicted more accurately using (a combination of) these
measurements. Hereby, an experiment has been conducted whereby participants had to
perform a cognitive task with varying complexity. The measurements performed consisted
of: (1) personality characteristics (using the NEO-PI-R and NEO-FFI test, cf. Costa and
McCrae, 1992); (2) cognitive abilities (using several tests); (3) performance quality during
the experiment using an objective measure; (4) the complexity of the task; (5) the NASATLX as a measure of perceived workload, and (6) the heart rate during the experiment.
For the data obtained, the prediction is that performance will depend on personality
characteristics, as well as on heart rate and the complexity of the task. Furthermore, the
subjective performance as measured with the NASA-TLX is predicted to be dependent on
objective performance and personality.
For the data analysis, not only a straightforward statistical analysis is performed, but
also more complex temporal properties have been analyzed. For example, trends over time
that influence the performance quality and perceived workload will be analyzed. In order
to enable such a temporal analysis, tools from the domain of Artificial Intelligence are
used (cf. Bosse et al., 2008).
Using these analysis methods, the relationship between personal characteristics (like
personality, cognitive abilities and expertise) and performance is analyzed, as well as
between task characteristics (e.g. the complexity of a task) and performance. These kind of
relations can be used to give adequate support, for example if a correlation would be found
between heart rate and performance, a high heart rate would indicate that another human
should be signaled to support in performance of the task.
This paper is organized as follows. In Section 2 the experimental setup will be
described in more detail. Section 3 described the statistical non-temporal analysis that has
been performed. The temporal analysis is described in Section 4, and finally, Section 5 is a
discussion.
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2

2.1

Experimental Setup

Participants

In this study 31 people participated (18 males, 13 females), of which 25 students from the
Vrije Universiteit. Participants ranged in age from 17 to 57 years with a mean age of 26
years. The experiment took approximately 1 hour for which participants received a
voucher of 10 euro. In addition, there was a voucher of 100 euro for the one with the best
score on the experiment-task.
2.2

The Task

In the experiment the main task was a shooting game where the goal was to get as many
points as possible. The task was performed on a 24” monitor displaying a full-screen
application at 1900x1200 pixels. During the execution of the task the participant was
wearing headphones to allow auditory feedback and to minimize distraction. A partial
screenshot of this task is displayed in Figure 1. The object at the bottom of the screen
represents the participant’s (stationary) weapon. In addition, contacts (allies and enemies
in the shape of a purple dot with a radius of 5 pixels each accompanied by a simple
mathematical equation) will appear at a random location on the top of the screen and fall
down to random location at the bottom of the screen. The speed at which the contacts fall
varies between 50 and 100 pixels per second. The rate at which the contacts appear varies
between 10 and 20 seconds in less demanding situations and between 2.25 and 4.5 seconds
in demanding situations. The identification of a contact is performed by checking the
correctness of its equation, incorrect equations correspond to enemies and correct ones to
allies. Points are gained by shooting down the enemies and by allowing the allies to land.
The participant can shoot a missile by executing a mouse click at a specific location; the
missile will then move from the weapon to that location and explode exactly at the location
of the mouse click. The speed with which the missile reaches this location is 80 pixels per
second. When a contact is within a radius of 50 pixels of the exploding missile, it is
destroyed. The number of points a participant receives for destroying an enemy is
proportional to the proximity of the explosion and to the distance travelled by the contact,
with a maximum of 10000 points. When a participant shoots an ally or when an enemy
reaches the bottom of the screen 10000 points are lost. When an allied contact reaches the
bottom of the screen the participant receives 1000 points.
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Figure 1. A screenshot of the experiment-task.
2.3

Procedure

For the experiment a 2 factor within subjects design was used. Two different conditions
within each participant were tested. Condition 1 (easy-difficult) started with 1 object
present per 10 to 20 seconds (easy). After 7.5 minutes the number of objects which were
presented per second (1 object per 2.25 to 4.5 seconds) was increased and more difficult
equations were given (difficult). Condition 2 (difficult-easy) started with the difficult
section (as the difficult section in condition 1), after 7.5 minutes the number of objects
which were presented per second was decreased (as in the easy section in condition 1).
Both conditions took 15 minutes in total. The condition was counterbalanced over
participants to correct for a possible order effect, such that participants with an odd number
started with condition 2 and participants with an even number started with condition 1.
First, participant had to fill out a personality questionnaire with questions from the
NEO-PI-R and the NEO-FFI [Costa and McCrae, 1992]; with these questions some aspects
of each participant’s personality were measured in order to see if performance and stress
are dependent on personality. Neuroticism and extraversion were measured with the NEOFFI. With the NEO-PI-R vulnerability (aspect of neuroticism) and ambition (aspect of
conscientiousness) were measured. When participants finished the questionnaire,
electrodes were attached to the participants’ body such that an ECG could be measured,
and the experiment was started.
Before performing the experiment-task, participants had to perform three small tests.
Instructions for each test were shown on the screen. Participants started with a simple
choice Reaction Time test (choice-RT), where a square was presented either left or right
from a fixation cross at the centre of the screen. Participants had to react with either the left
arrow (when the square was presented left) or the right arrow (when the square was
presented right). Simple RT is often used to measure general cognitive ability (Plomin &
Spinath, 2002). The second test was a task where equations were presented similar to the
98

equations in the identification task of the experiment. As in the experiment-task,
participants had to choose whether the equation was correct (left arrow) or incorrect (right
arrow). The third small test (mouse-RT) was another Reaction Time task; here a circular
target was presented somewhere on the screen. Participants had to react quickly and
precisely by clicking with the mouse as close as possible to the centre.
After the three small tasks, participants practiced during 3 minutes for the experimenttask. The goal of the practice task was familiarize with the shooting and identification
tasks in the main experiment. After practice the participants started the experiment-task
with either condition 1 or condition 2. When they finished one condition, participants’
filled out the NASA-TLX (Hart and Staveland, 1988) to measure their perceived workload
and performance quality. After they had enough rest, the second condition was started.
2.4

Data Analysis

All participants were analyzed using a repeated measured Analysis of Variance (ANOVA),
using the Huyn-Feldt correction for violations of the sphericity assumption of the variancecovariance matrix. Personality was divided in three groups (low, middle, high) and was
used as a between subjects factor. In all tests, the significance level was .05.

3

Statistical Results

The performance was calculated similar to the score in the task. Performance increased
when participants shot an enemy (depending on the proximity of the explosion and on the
travelled distance of the enemy and on how many shots they used) and when participants
landed an ally. When participants shot an ally or landed an enemy, performance decreased.
Table 1. Interaction of heart rate and performance with personality characteristics
Factor
Demands
Demands * Amb
Demands * Neur
Demands * Extr
Demands * Vuln

Heart_Rate
df
F
1, 28
2, 26
2, 26
2, 26
2, 26

p
partial η²
12.8 <0.001
0.31
0.79
0.47
0.06
4.54
0.02
0.26
0.75
0.48
0.05
0.42
0.66
0.03

Performance
df
F
p
partial η²
1, 29
19.75 <0.001
0.41
2, 27
4.17 0.03
0.24
2, 27
0.67 0.52
0.047
2, 27
1.25
0.3
0.085
2, 27
0.78 0.47
0.054

Table 1 shows the results of the ANOVA, on the dependent variable performance and
heart rate and their interactions with personality characteristics. When looking at
performance, a difference was found between low and high task demands. When task
demands were low, performance was lower (M=0.91, SD=0.13) than when task demands
were high (M=0.83, SD=0.14). The interaction between performance and ambition shows
that this difference disappears for participants who scored high on ambition. This
difference in performance is especially apparent in the condition with low task demands,
where performance of participants with a high level of ambition is lower (M=0.81,
SD=0.16) than that of participants with a medium (M=0.92, SD=0.12) or a low (M=0.98,
SD=0.08) level of ambition.
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The difference in heart rate between low and high task demands was significant,
indicating that when task demands were low, heart rate was low (M=76.46, SD=10.47)
compared to when task demands were high (M=78.23, SD=10.22). Furthermore, the
significant interaction between heart rate and neuroticism points out that heart rate of
participants who scored high on neuroticism was higher than heart rate of participants who
scored low or medium on neuroticism. In addition, no difference in heart rate between low
and high task demands was found in participants who scored high on neuroticism (Figure
2).
To further investigate the relationship between heart rate/performance and personality
characteristics, a regression analysis was conducted. The interaction of neuroticism and
performance was revealed in the regression analysis in the sense that neuroticism predicted
performance when task demands were low (R²=0.19, r=-0.34, F(1, 28) = 6.61, p<0.02).
The negative correlation indicates that an increase in ambition predicted a decrease in
performance quality. No significant results were found on other personality characteristics.
In addition, it has been tested whether the equation test and mouse-RT test are a good
representation of the expertise level of the participant. For this, the dependence of
performance quality on these two tests has been analyzed. Also, the dependence of heart
rate on expertise profile has been tested to see whether more experienced participants show
a lower heart rate. No significant dependence was found between performance quality and
both tests. In addition, no significant dependence was found of heart rate on the equation
and mouse-RT scores.
The dependence of performance quality on heart rate has been measured to see if a
higher heart rate results in lower performance. No significant relation has been found for
all four parts of the two conditions or for the average performance on both low and both
high parts.
For the NASA-TLX, first regression analysis was conducted to see whether
participant’s score on the subscale “Performance’ was dependent on their actual
performance. The analysis revealed no significant difference, indicating that actual
performance could not explain participant’s score on the performance subscale of the
NASA-TLX.

Figure 2. Mean heart rate as a function of Task Demands and Neuroticism.
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Figure 3. Mean performance as a function of task demands and level of ambition.
Table 2. Significant results for the score on the NASA-TLX on the difference between low
and high task demands.
df

F

p

partial η²

NASA-TLX Subscale
Mental

1, 30

85.93

0.00

0.74

Physical

1, 30

45.99

0.00

0.61

Time Pressure

1, 30

156.98

0.00

0.84

Performance

1, 30

91.23

0.00

0.75

Effort

1, 30

44.75

0.00

0.6

Effort * Neuroticism

2, 28

3.022

0.07

0.18

Frustration

1, 30

54.26

0.00

0.64

Table 3. Mean score on NASA-TLX as a result of task demands.

Subscale
Mental Demand
Physical Demand
Temporal Demand
Performance
Effort
Frustration

Low Task Demands
M
SD
5.07
3.78
3.27
3.00
3.98
3.72
12
3.89
7.13
4.32
11.87
8.75

High Task Demands
M
SD
12.87
3.15
8.01
4.81
14.62
2.83
5.07
2.73
13.29
3.38
20.81
8.62

Furthermore, a repeated measures ANOVA was conducted to investigate the difference
between low task demands and high task demands regarding the score on the NASA-TLX.
In Table 2, results of the ANOVA are displayed, non-significant results excluded. The
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analysis revealed significant differences on all subscales between low and high task
demands. On all subscales, mean score was higher when task demands were high than
when task demands were low. Mean scores are represented in Table 3.
In addition, a trend in interaction was found between participant’s score on Effort and
their score on the personality characteristic neuroticism. This interaction shows that when
participant’s had a high score on neuroticism, their score on the effort scale in the
condition with high task demands was high (M=18.27, SD=0.88) as compared to
participants who scored low (M=13.61, SD=4.08) or medium (M=12.61, SD=2.73) on
neuroticism.

4

Temporal Results

Besides the statistical toolkit which has been used as described in the previous section,
another technique has been used to look at the temporal aspects in the measurements.
Hereby, logical verification techniques have been used to perform such an automated
analysis. More in specific, the properties have been specified in a language called TTL (for
Temporal Trace Language), (cf. [Bosse et al., 2008b]) that features a dedicated editor and
an automated checker. This predicate logical temporal language supports formal
specification and analysis of dynamic properties, covering both qualitative and quantitative
aspects. TTL is built on atoms referring to states of the world, time points and traces, i.e.
trajectories of states over time. In addition, dynamic properties are temporal statements
that can be formulated with respect to traces based on the state ontology Ont in the
following manner. Given a trace γ over state ontology Ont, the state in γ at time point t is
denoted by state(γ, t). These states can be related to state properties via the formally defined
satisfaction relation denoted by the infix predicate |=, comparable to the Holds-predicate in
the Situation Calculus: state(γ, t) |= p denotes that state property p holds in trace γ at time t.
Based on these statements, dynamic properties can be formulated in a formal manner in a
sorted first-order predicate logic, using quantifiers over time and traces and the usual firstorder logical connectives such as ¬, ∧, ∨, ⇒, ∀, ∃. For more details on TTL, see [Bosse et
al., 2008b].
Below, the various properties that have been verified are listed, and the results thereof
are shown. Hereby, formal traces have been created based upon the data obtained during
the experiments. In order to reduce the computational complexity, the traces represent 60
seconds as one time point, whereby the averages of the observed values during this period
have been used. First, a number of generic properties are expressed, after which they have
been checked with specific values filled in. The first property specifies that if a certain
attribute has a value above or below a certain threshold for a particular duration, then the
value of another attribute will be positively or negatively influenced. This is expressed in
property P1.
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Table 4. Results of temporal analysis.
identifier a1:attribute s1:{<,>} threshold:real x:duration A2:attribute s2:{<,>} % C1 % C2 % All
P1.1
task_level
>
300
180 sec.
heart_rate
>
0.0% 0.0% 0.0%
P1.2
task_level
>
300
180 sec.
performance_
<
0.0% 0.0% 0.0%
quality
P1.3
heart_rate
>
10% above
60 sec.
performance_
<
100.0% 33.3% 66.7%
lowest
quality
P1.4
heart_rate
>
20% above
60 sec.
performance_
<
100.0% 100.0% 100.0%
lowest
quality
P2.1
task_level
>
180 sec.
heart_rate
>
33.3% 100.0% 66.7%
P2.2
task_level
<
180 sec.
heart_rate
<
66.7% 0.0% 33.3%

P2.3

task_level

>

-

180 sec.

P2.4

task_level

<

-

180 sec.

P2.5

heart_rate

>

-

180 sec.

P2.6

heart_rate

<

-

180 sec.

performance_
quality
performance_
quality
performance_
quality
performance_
quality

<

33.3% 33.3% 33.3%

>

100.0%

0.0% 50.0%

<

100.0% 66.7% 83.3%

>

100.0% 66.7% 83.3%

P1(a1:attribute, s1:{<, >}, threshold:real, x:duration, a2:attribute, s2:{<,>})
For all time points t, if between time point t and time point t + x the value of attribute a1 is {less
than, greater than} a specified threshold, and the value of a2 at time point t is v1, and the value at
time t + x is v2, then v2 is {less than, greater than} v1.

Formal:
∀γ:TRACE, t:TIME, v1, v2:real
[ [ ∀t’:TIME, v3:REAL
[ [ state(γ, t’) |= has_value(a1, v3) & t’ ≥ t & t’ ≤ t + x ]
⇒ v3 s1 treshold ] &
state(γ, t) |= has_value(a2, v1) & state(γ, t + x) |= has_value(a2, v2) ] ⇒ v2 s2 v1 ]

The property P1 seems quite abstract, but when filling in the variables becomes quite
intuitive. For example, a property stating that a task level above a certain threshold (e.g.
400) for a certain duration (e.g. 180 seconds) results in a decreasing performance quality is
represented as follows: P1(task_level, >, 400, 180, performance_quality, <). In Table 4 an
overview is given of the variants of the property above that have been verified against the
empirical traces obtained from the experiment (identified with P1.x). Hereby, the first
property P1.1 expresses that a high task level (for 3 consecutive minutes above 300) results
in an increasing heart rate. This is seen in none of the traces. The reason for this is that as
the task level is high an initial increase is seen in the heart rate, but this does not continue
for the whole period.
Eventually the heart rate stabilizes at a particular level. The same can be said for the
second property (P1.2) which specifies that the performance quality goes down during a
period of high task level. This property is also never satisfied for the same reason: the
performance quality eventually stabilizes as well. Property P1.3 represents the fact that a
heart rate above a certain level (in this case 10% above the lowest value measured) entails
a decreasing performance quality. This property is satisfied in all traces for condition 1,
whereas it is satisfied in only 33.3% of the traces belonging to condition 2. When the heart
rate threshold is increased to 20% above the lowest value (P1.4) the property is satisfied
for all traces.
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Besides a property expressing a certain value being above a particular threshold, a
property has also been expressed which checks the influence of temporal trends in certain
attributes upon other attribute values. Below, the specification of this property P2 is given:
P2(a1:attribute, s1:{<, >}, x:duration a2:attribute, s2:{<,>})
For all time points t, if between time point t and time point t + x the value of attribute a1 is {less
than, greater than} the value of the attribute at the previous time point, and the value of a2 at time
point t is v1, and the value at time t + x is v2, then v2 is {less than, greater than} v1.
∀γ:TRACE, t:TIME, v1, v2:real
[ [ ∀t’:TIME, v3, v4:REAL
[ [ state(γ, t’) |= has_value(a1, v3) &
state(γ, t’-1) |= has_value(a1, v4) & t’ > t & t’ ≤ t + x ]
⇒ v3 s1 v4 ]
state(γ, t) |= has_value(a2, v1) & state(γ, t + x) |= has_value(a2, v2)
⇒ v2 s2 v1

For example, a relation such as the fact that an increasing task level for 180 seconds results
in an increasing heart rate can be expressed as follows: P2(task_level, >, 180, heart_rate,
>). Table 4 also shows the result of verification of various variants of the properties that
have been checked (identified with P2.x). The relationship between the task level
increasing (for 3 minutes) and the heart rate going up (P2.1) holds in 33.3% of the traces
for condition 1, and 100% of the traces of condition 2. The latter has to do with the fact
that the task level does not increase for such a long period in condition 2 (as the condition
starts with high task level immediately). The relation between the task level going down,
and the heart rate going down simultaneously (P2.2) is satisfied in 66.7% of the traces for
condition 1, and in none of the traces of condition 2. The fact that it is satisfied in
condition 1 for quite some traces can be explained by the fact that the task level in
principle does not decrease for longer periods as the task level goes from low to high.
Property P2.3 expresses that an increasing task level results in a decreasing performance
quality. This property only holds in 33.3% of the trace, equally divided among traces for
condition 1 and traces for condition 2. The opposite (P2.4: task level going down resulting
in performance quality going up) holds in 0% of the traces of condition 2. In condition 1
the property is satisfied all the time since the task level does not decrease in the condition.
The relation between the heart rate and the performance quality is promising: if the heart
rate goes up the performance quality indeed goes down (P2.5, 83.3% of the traces), and if
the heart rate goes down, the performance quality goes up (P2.6, 83.3% of the traces).
Hereby, condition 1 gives the best results with an accuracy of 100% versus 66.7% for the
traces concerning condition 2.

5

Discussion

The aim of this paper is to see whether a set of measurements can predict the performance
accurately. For this goal, an experiment has been conducted in which participants
performed a shooting task. During the experiment, different measurements have been
performed. Performance was expected to be dependent on personal characteristics (e.g.
personality, expertise), physiological measurements (heart rate) and task complexity.
Results confirm that indeed task demands can predict performance. Both statistical
analysis and temporal analysis (property 2.3 and 2.4) pointed out that performance
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decreased when task demands were high. This effect was also found in the subjective
performance and effort measured with the NASA-TLX. An unexpected result was the fact
that ambitious people perform worse with low task demands than people who are less
ambitious. This effect may be due to the more boring character of the low task demand
parts: ambitious people could be bored easily and are therefore not motivated to perform
optimally. This is contrary to the findings of Rose et al., 2002 who found no relation of
ambition with performance in vigilance tasks. In future work this effect should be studied
more closely.
In addition, statistical analysis shows that the average heart rate is a good predictor for
the average task demands for both low and high task complexity, as heart rate goes up
when task complexity increases. These results confirm that heart rate increases when more
work pressure is experienced (confirming the observations found in Roscoe 1992). People
who score high on neuroticism (the tendency to experience more negative emotions), do
not show this effect as heart rate is high in both low and high task complexity. However, as
the NASA-TLX points out, people who are more neurotic do contribute more effort to the
task than people who are less neurotic when complexity is high.
In this paper, the strength of temporal analysis is shown. Not only does the temporal
analysis confirm the effect of task complexity on both performance and heart rate
(properties 2.1 to 2.4), it also reveals a more temporal relation between heart rate and
performance. This indicates that heart rate goes up when performance goes down
(properties 2.5 and 2.6), although statistical analysis fails to show such a relation. Results
show the temporal character of work pressure, also emphasized by Robert & Hockey
(1997) and Wilson & Russell (2003). As the temporal aspect has good predictive
possibilities, it can be used as a means to provide optimal support in demanding
circumstances.
The measurements that were taken to represent expertise profile, namely the equationand mouse-RT tests are not a good representation of expertise level, since results of these
tests do not predict performance quality. In addition, no relation was found between
expertise profile and heart rate, which says that more experienced people do not show a
lower heart rate in any part of both conditions than less experienced participants. For
future work, the expertise profile needs to be redefined by possibly changing the tests so
they are even more similar to the actual task.
This paper shows that it is possible to predict performance and mental/physical health
from task complexity and heart rate. And although effects of personality have to be
examined more thoroughly, this paper also shows that it is important to take personality
into account when providing support during demanding tasks.
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Chapter 6
Design and Validation of a Model for a
Human’s Functional State and Performance
Tibor Bosse, Fiemke Both, Mark Hoogendoorn, S. Waqar Jaffry, Rianne van Lambalgen,
Rogier Oorburg, Alexei Sharpanskykh, Jan Treur and Michael de Vos
Abstract. This paper presents a computational model of the dynamics of a human’s
functional state in relation to task performance and environment. It can be used in
intelligent systems that support humans in demanding circumstances. The model takes
task demand and situational aspects as input and calculates internal factors related to
human functioning, such as the experienced pressure, exhaustion and motivation, and
how they affect performance. Simulation experiments under different parameter settings
pointed out that the model is able to produce realistic behavior of humans with different
types of personalities. Moreover, by a mathematical analysis the equilibria of the model
have been determined, and by automated checking a number of expected properties of
the model have been confirmed. In addition to this ‘internal’ validation of the model, an
experiment has been designed for the purpose of external validation, addressing the
estimation of aspects of the human process that are relevant for its practical application.
Output from the experiment, like information about personality characteristics and
performance quality, has been used to perform estimation of the parameters of the model.
By the parameter estimation, a set of parameter values has been identified by which an
adequate representation of a person’s functional state when performing a task is
achieved.
Keywords: functional state model;
experimentation; parameter estimation.
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1

Introduction

For a human functioning in demanding circumstances, the quality of his or her
performance may be a critical factor. Examples of persons that have to work in such
situations are air traffic controllers, incident and disaster managers, or persons that monitor
surveillance videos. In cases like these, any performed action which is badly chosen, or
simply suboptimal, can lead to dramatic consequences. Therefore, it is often of utmost
importance to maintain a high task performance quality, for example, in the sense that the
occurrence of errors and biases in the decision making processes is avoided.
However, as it is known from literature such as [3] and [4], working under high pressure
in demanding circumstances often entails negative effects on the human’s functional state,
which in turn may easily affect performance quality. To be able to reduce such negative
effects, this paper presents a first step in the development of an intelligent system to
provide adequate support to a human that is functioning in demanding circumstances. In
order for such a system to be effective, having an estimation of the human’s functional
state (and its implications, such as degraded performance quality) at any point in time is a
crucial requirement. This requirement is the main focus of this paper. To fulfil the
requirement, a computational model is proposed that can be used to estimate a human’s
functional state over time. The model, which was designed in dynamical system style,
takes task demand and situational aspects such as noise levels as input and calculates
internal factors related to human functioning, such as the experienced pressure, exhaustion
and motivation, and how they (may) affect task performance. The idea is that such a model
can be used in a software environment supporting the human in a certain task. For
example, when it is estimated that the human’s functional state may negatively affect task
performance, measures can be taken such as alerting the person, involving a colleague, or
involving an automated task support system. Moreover, the model can be used to regulate
the task load and/or noise level to keep experienced pressure and exhaustion between
certain limits, thus avoiding negative effects on performance.
In this paper, the role of the proposed model within the application addressed has also
been validated against empirical data. The validation has been performed by taking a
number of steps. First of all, an experiment with 31 human subjects has been conducted.
Hereby, the subjects had to perform a task whereby they experience different amounts of
workload. Each subject was given two conditions. Using the empirical data obtained from
this experiment, parameter estimation techniques have been deployed to find appropriate
parameter settings for the model to accurately describe the empirical behavior in one of the
conditions. Thereafter, these settings have been used to predict the behavior of the subject
in the other condition. Finally, properties that follow from the proposed functional state
model have been verified against the empirical data as well.
The experimental validation proposed in this paper and the use of parameter estimation
techniques allows us to investigate whether the human data can be successfully predicted
by the model, similar to [5]. In this case, the main purpose of tuning the model is its use
within an ambient device that aims at providing human support. If the model (equipped
with the estimated parameter values) can predict the human state at a given point in time,
the ambient system can give adequate support by using that prediction. Note that it does
not make an exclusive claim on whether the proposed model is the one and only model
satisfying this application-directed validity criterion.
This paper is organized as follows. First, the basic functioning of the functional state
model is explained at a high level in Section 2 and its mathematical formalization is
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introduced in Section 3. Thereafter, Section 4 gives a description of simulations performed
with the model. Next, the model has been verified by formal analysis and automated
verification (Section 5). In addition, the Experimental Setup of the task that is used for
validation is described in Section 6. The explanation of parameter techniques is provided
in Section 7 and validation results (from parameter tuning and logical verification) are
shown in Section 8. Finally, Section 9 concludes the paper and discusses future work.

2

A computational model for functional state

Cognitive workload is a common term in literature on humans working in demanding
circumstances and it is known to be influenced by the cognitive demands of a task [6] and
personality factors; e.g., Gonzalez [7] states that people with low cognitive abilities suffer
more from high task load than people with high abilities. Cognitive workload is seen as
one of many stressors which influence the state of a human (often referred to as stress; e.g.
[4]). Other stressors are time pressure, noise and heat, but also sleep deprivation and
fatigue [8]. These stressors are found to have a negative impact on several aspects of
human performance, like decision making [8], attention [9] and working memory [3]. In
the computational model for the Functional State (FS) of a human presented in this paper,
cognitive workload is incorporated as a combination of the task and personal abilities. The
FS model is also based on the cognitive energetic framework [4] that states that effort
regulation depends on human recourses and that it determines human performance in
dynamic conditions. Furthermore, the model is inspired by literature concerning exercise
and sports [10]. The idea of such literature is that a person’s generated power can continue
on a critical power level without becoming more exhausted. For the FS of a human, the
exhaustion represents the mental exhaustion that occurs when too much effort contribution
results in a depletion of resources.

Figure 1. Model for a human’s functional state.
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The FS of a human (e.g., an operator in a control room) represents the dynamical state in
which the person is situated. In the model presented in Figure 1, this FS is defined by a
combination of exhaustion, motivation and experienced pressure, but also the amount of
generated and provided effort. The FS is determined by factors from the external world
(task demands and environment state) and by personal factors (experience, cognitive
abilities and personality profile). In addition, the FS model shows the relation of this state
to the determination of actions. However, the relation with action performance falls outside
the scope of this paper and we will mainly focus on the human’s functional state.
In this model, the concepts generated effort (the amount of effort the human generates
to perform a task) and critical point (the amount of effort someone can generate without
becoming exhausted) are adapted from Hill’s concepts ‘generated and critical power’. The
critical point is dynamic (i.e., may change over time) and is reduced by the amount of
exhaustion. When the human’s exhaustion is 0, the critical point is equal to the basic
cognitive ability (which is personal to the individual).
Generated effort is influenced by the amount of effort the human wants to contribute
(effort motivation), the amount of effort the human has to contribute (task level) and the
amount of effort the human is able to contribute (critical point and maximal effort). When
generated effort is below the critical point, the human is able to do some recovery
(recovery effort). This recovery effort decreases exhaustion. On the other hand, when
generated effort is above the critical point, the human will become more exhausted.
Recovery effort and the effort the human has to contribute to the noise in the environment
are extracted from the generated effort and eventually determine the effort that can
effectively be contributed to the task (provided effort).
The motivation of a person is proportional to the task level, but depends negatively on
the experienced pressure. Underload is represented by a level of experienced pressure
below optimal experienced pressure (embedded in personality profile) and overload is
represented by a level of experienced pressure above optimal experienced pressure. The
impact that underload and overload have on motivation are dependent on low and high
pressure sensitivities (in personality profile). Experienced pressure itself is increased by
high effort (generated effort above critical point), noise, exhaustion and a performance
quality below a personal optimal performance. The factors that have a negative influence
on experienced pressure are low effort (generated effort below critical point) and a
performance quality above the optimal performance.

3

The detailed model

This section explains the details of the model in a mathematical notation. The implemented
relations between different concepts are based on earlier findings in literature on stress and
operator functional state.
There are three temporal relations, represented as difference equations. These are
shown below:
E(t+Δt) = E(t) + Pos(η·(GE(t)-CP(t)) ·Δt) - π·RE(t)· Δt

[1]

In theories of cognitive energetics, the effort that is generated to perform a task can deplete
the available resources, which causes an increase in mental exhaustion [4]. Here, a
depletion in resources is represented by the contribution of effort (GE) above the basic
critical point (CP), similar to the Critical Power theory in physical exercise studies [10]. In
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this model, Exhaustion (E) builds up or reduces over time; when the generated effort (GE)
is above the critical point (CP), exhaustion increases. Exhaustion decreases depending on
the amount of Recovery Effort, which adds to the amount of available resources.
Parameters η and π determine the exact influence of Generated Effort and the amount of
recovery on exhaustion. The function Pos(x) in this and other formulas is defined as the
maximum of x and 0.
GE(t+Δt) = GE(t) + β·(CCE(t)-GE(t)) ·Δt

[2]

Formula 2 represents calculation of the amount of Generated Effort (GE). Part of the GE at
the next point in time is determined by the current contribution (CCE; see formulas 4 and 5
below). The other part represents a contribution of the previous GE to allow for a smooth
transition from the GE at one time point to the next. Here β is a flexibility parameter; it
determines how much of the new generated effort is affected by the current contribution.
EP(t+Δt) = EP(t) + [μ1·Pos(EPC(t)·(1-EP(t)) - μ2·Neg(EPC(t) ·EP(t))]·Δt

[3]

Finally, as shown in formula 3, experienced pressure (EP) is determined by another
temporal relation. This temporal nature of EP (similar to a person’s stress level) explains
why the EP does not immediately change with a shift in the current stress contribution (in
this case the Experienced Pressure Change, EPC; see formula 6 below), but fades away or
builds up.
In addition to the temporal relations, the model includes a number of instantaneous
relations:
MaximalEffort(t )
CCE(t ) = NE(t) + ε ⋅ TopMaximalEffort ⋅ EM (t ) ⋅ ( w1 ⋅ (CP(t ) − NE(t )) + w2 ⋅ TL(t ) + w3 ⋅ ME(t ))
TME = LCP + ζ·(BCA-LCP)

[4]
[5]

The current contribution to the generated effort of a person to a specific task is influenced
by what needs to be done (Task Level, TL), what can be done (Critical Point, CP; Maximal
Effort, ME) and what a person wants to do (Effort Motivation, EM). An additional Effort
(NE) is needed to deal with noise (i.e. too much sound or too much light). TME represents
top maximal effort and is calculated by the LCP (lowest critical point) and BCA (basic
cognitive abilities).
EPC(t) = ES·E(t) - PS·(PQ(t)-PN) + HES·Pos((GE(t) - CP(t)) / (BCA-LCA)) LES·Pos((CP(t) -GE(t))/BCA-LCA)) + NS (NE(t) / MaxNE(t))

[6]

As stated before, the Experienced Pressure Change (EPC) can be seen as the stress
contribution at a specific point in time and is used in formula 3 to calculate the
Experienced Pressure. From the literature it is apparent that important influences on stress
are fatigue, workload and noise factors (such as extreme heat, annoying sounds etc.) [11].
In addition, research has pointed out a relationship between a (perceived) suboptimal
performance and stress [12].
In this formula, the influences mentioned above are implemented and mediated by
personal sensitivity levels (S), taking the personal differences in stress into account. The
first term is the influence of exhaustion; the second is the influence of the difference
between current performance quality (PQ) and a personal performance norm (PN). The
third and fourth terms represent the influence of generating effort above and below the
critical point (the pressure of over- and underload in terms of effort). Finally, the last term
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represents the influence of noise. The last three terms are first normalized by dividing them
by their maximal value.

EM(t) = EPI (t ) ⋅ (

1 + γ1
1 + γ ⋅ e −φ ⋅TL ( t )

− γ1 ) ⋅

1
Exp (t )

[7]

Effort motivation is dependent on the level of Experienced Pressure a person experiences
and how well a person can handle that experienced pressure. It is calculated using the
current task level and the influence of experienced pressure (EPI), which is calculated
according to formula 8. Parameters φ and γ determine the shape of the (sigmoid) function.
EPI(t) = 1 - (HPS · Pos(EP(t) - OEP) + LPS · Pos(OEP - EP(t)))

[8]

The effect of experienced pressure (EPI) on the effort motivation is determined by the
distance between the current experienced pressure and the optimal experienced pressure
(OEP) multiplied by a personal sensitivity for high (HPS) and low pressure (LPS),
respectively; this represents over- and underload in terms of experienced pressure.
The formulas 9, 10, 11 and 12 consider a human’s cognitive effort regulation. Since the
cognitive effort regulation as outlined in the cognitive energetic framework [4] is similar to
that of physical effort regulation, the formulas are adapted from sports and exercise
literature [10].
PE(t) = GE(t) - RE(t) - NE(t)

[9]

Only part of Generated Effort is effectively provided to the task. Generated effort is the
sum of provided effort (PE; the net effort for task execution), recovery effort (needed for
decreasing exhaustion) and noise effort (effort required to deal with noise). Therefore, to
calculate the provided effort, recovery and noise effort are subtracted from generated
effort.
RE(t) = Pos(α · (CP(t) - GE(t))) · GE(t)· (BCA - CP(t)) / BCA

[10]

When generated effort is below critical point, effort can be used to lower exhaustion. The
amount of effort increases when generated effort is further from critical point (first line of
the formula), and increases when the critical point is further from basic cognitive abilities
(which is when the human is somewhat exhausted, second line of the formula). Parameter
α represents the efficiency of recovery effort: a small percentage is lost due to inefficiency
of the process.
CP(t) = LCP + (1 - E(t)) · (BCA - LCP)

[11]

Critical point is equal to basic cognitive abilities, unless there is some level of exhaustion:
then critical point decreases proportionally.
ME(t) = LCP + ζ · (CP(t) - LCP)

[12]

Maximal effort is ζ times critical point or equal to critical point when critical point is
equal to the lowest critical point. This entails that once critical point has dropped to a low
value, it is not possible anymore to generate effort that causes more exhaustion.
PQ(t) = PE(t) / TL(t)

[13]

Eventually, the quality of performance depends on the relation between provided effort
and task level. If provided effort is lower as compared to the task level, performance
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quality is below 1, otherwise it is above 1. For example, if the task level requires an effort
of 200 and a provided effort of 100 is given, the performance quality would be 0.5

4

Simulation Results

Using the formulas to determine the functional state, some interesting patterns on human
performance have been explored. As stated in Section 2, multiple personality factors are
involved in determining the FS. Some typical patterns can be found with variation of these
specific personality factors. Due to the excessive number of possible combinations, this
paper shows two of the many possible persons with a different personality profile, as an
illustration of the behavior of the model. The Matlab code of the model can be found at
http://www.few.vu.nl/~tbosse/OFS/OFS.m.
The duration of the scenario for the two personalities (displayed in Figures 2 and 3) is
200 time points. The task level was 290 for the first half and 500 for the second half. Table
1 outlines the values of the different personality factors used for person 1 (perfectionist,
likes high pressure) and person 2 (non-perfectionist, likes low pressure).
Table 1. Personality profiles.
Person 1 (high pq)
Person 2 (low pq)
Experienced pressure change parameters
PN=1.1
PN=0.3
PS=0.5
ES=0.2

PS=0.3
ES=0.7

HES=0.2
HES=0.7
LES=0.7
LES=0.3
NS=0.2
NS=0.6
Experienced pressure influence parameters
LPS=1.2
LPS=0.8
HPS=0.8
HPS=1.2
OEP=0.8
OEP=0.3
The results of the simulations are shown in Figures 2 and 3. Figure 2 displays the variables
with respect to the task: maximal effort (ME), critical point (CP), generated effort (GE)
and task level (TL). Figure 3 displays more qualitative, functional state related variables:
performance quality (PQ), effort motivation (EM), experienced pressure (EP) and
exhaustion (EX).
A comparison of person 1 and 2 for the task variables shows that when task level is
290, both persons have a more or less equal amount of generated effort. When task level
increases to 500, person 2 generates more effort than person 1, but this effort reduces fast,
which allows the critical point to recover. In contrast, the generated effort of person 1
decreases more slowly, which induces a reduction of the critical point. The critical point
(and the generated effort) of person 1 therefore end at a higher level than those of person 2.
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Figure 2a, b. Effort variables for person 1 (left) and person 2 (right).
Figure 3 shows the functional state related variables; the main difference at the start of the
simulation is experienced pressure, as the optimal experienced pressure of person 1 is
much higher (0.8) than the optimal experienced pressure of person 2 (0.3). Exhaustion
levels of both persons remain low at the beginning. However, when the task level is
increased to 500, person 1’s exhaustion increases, due to the large amount of time at which
person 1’s generated effort is above the critical point (see Figure 2a). The motivation of
person 2 decreases when task level is increased to 500, which is caused by the influence of
experienced pressure being much higher than optimal experienced pressure. Person 1 also
has a high experienced pressure; however, this value is close to the optimal experienced
pressure so the negative effect on motivation is less.
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Figure 3a, b. Variables for person 1 (left) and person 2 (right).

5

Formal Analysis

In this section, the behavior of the presented model is formally analyzed, using two
different approaches. In Section 5.1, the stable (equilibrium) states of the model are
determined via a mathematical analysis. Next, in Section 5.2, additional dynamic
properties of the model are checked via logical verification.
5.1

Mathematical Analysis

Through a mathematical formal analysis the equilibria can be determined, i.e., the values
for the variables for which no change occurs. Note that, to this end, the exogenous
variables TaskLevel and NoiseEffort are assumed to have a constant value, denoted by TL,
resp. NE. To obtain possible equilibrium values for the other variables, first the model is
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described in a differential equation form (instead of the difference equation form shown
earlier):
dExhaustion(t)/dt = Pos(η(GeneratedEffort(t) – CriticalPoint(t))) - π RecoveryEffort(t)
dGeneratedEffort(t)/dt = β(CurrentContributionEffort(t) - GeneratedEffort(t))
dExperiencedPressure(t)/dt =
μ1Pos(ExperiencedPressureChange(t)).(1 –ExperiencedPressure(t) ) μ2Neg(ExperiencedPressureChange(t)).ExperiencedPressure(t)

Next, the equations are identified that describe:
dExhaustion(t)/dt = 0
dGeneratedEffort(t)/dt = 0
dExperiencedPressure(t)/dt = 0

Thus, the following equations are found:
GE = CP and RE = 0
CCE = GE
[ EP > 0 and EP < 1 and EPC = 0 ] or [ EP = 0 and EPC≤0 ] or [ EP=1 and EPC≥0 ]

Here, GE is the (equilibrium) value for GeneratedEffort, CP for CriticalPoint, RE for
RecoveryEffort, CCE for CurrentContributionEffort, EP for ExperiencedPressure EPC for
ExperiencedPressureChange, and similar notations are used for the other equilibrium
values. Here a first set of conclusions is that an equilibrium can only occur when the
generated effort equals the critical point, no recovery takes place, and the current
contribution effort is equal to generated effort. Elaborating the equations further can be
done by distinguishing cases (for EPC=0, EP=0 and EP=1) according to the last formula
shown above. The first case considered is EPC = 0. For this case it can be derived that the
values for the equilibria can be calculated by the following formulae:
E =

[ PeS·( BCA – NE – PN·TL)/TL – NoS·NE/MNE ]/ [ ExS + PeS· (BCA-LCP) ]

GE = CP = LCP + (1-E)·(BCA – LCP)
PE = GE – NE
EM = (CP – NE)· (LCP + ζ (BCA –LCP)) / ε·( LCP + ζ (CP –LCP))·(w1 (CP – NE) +
w2 TL + w3 (LCP + ζ (CP –LCP)))
EP = OEP + (1 – EM · Expect / logist(TL))/ HpS

or
EP = OEP – (1 – EM · Expect / logist(TL))/ LpS

Similarly, formulae can be derived for the other two cases in the formula shown above,
namely EP = 0 or EP =1.
5.2

Logical Verification

This section addresses analysis of the model by verification of dynamic properties.
Following [13], the dynamics of a simulation model can be studied by specifying certain
dynamic statements (temporal logical expressions), that are (or are not) expected to hold
and automatically verifying these statements against simulation traces. The purpose of this
type of verification is to check whether the simulation model behaves as it should. A
typical example of a property that may be checked is whether no unexpected situations
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occur, such as a variable running out of its bounds (e.g., Exhaustion < 0, or
GeneratedEffort > MaximalEffort). By running a large number of simulations and
verifying such properties against the resulting simulation traces, the modeler can easily
locate sources of errors.
For the model of the human’s functional state, a number of such dynamic properties
have been formalized in the language TTL [13]. This predicate logical language supports
formal specification and analysis of dynamic properties, covering both qualitative and
quantitative aspects. TTL is built on atoms referring to states of the world, time points and
traces, i.e. trajectories of states over time. In addition, dynamic properties are temporal
statements that can be formulated with respect to traces based on the state ontology Ont in
the following manner. Given a trace γ over state ontology Ont, the state in γ at time point t
is denoted by state(γ, t). These states can be related to state properties via the formally
defined satisfaction relation denoted by the infix predicate |=, comparable to the Holdspredicate in the Situation Calculus: state(γ, t) |= p denotes that state property p holds in trace
γ at time t. Based on these statements, dynamic properties can be formulated in a formal
manner in a sorted first-order predicate logic, using quantifiers over time and traces and
the usual first-order logical connectives such as ¬, ∧, ∨, ⇒, ∀, ∃. A special software
environment has been developed for TTL, featuring both a Property Editor for building
and editing TTL properties and a Checking Tool that enables formal verification of such
properties against a set of (simulated or empirical) traces.
Various dynamic properties for the model have been formalized in TTL. Below, a
number of them are introduced, both in semi-formal and in informal notation (note that
they are all defined for a particular trace and time interval between tb and te):
P1a - Stability of Variable v
For all time points t1 and t2 between tb and te in trace γ if at t1 the value of v is x1 then at t2 the
value of v is between x - α and x + α (where α is a constant).
P1a(γ:TRACE, tb, te:TIME, v:VAR) ≡
∀t1,t2:TIME x1,x2:REAL
state(γ, t1) |= has_value(v, x1) & state(γ, t2) |= has_value(v, x2) & tb ≤ t1 ≤ te & tb ≤ t2 ≤ te
⇒ x1-α ≤ x2 ≤ x1+α

This property can be used to verify in which situations a certain variable does not fluctuate
much. It has been found, for example, that for the two traces shown in Section 4 and for
α=1.0, the Critical Point remains stable between time point 450 and 500. In other words,
checking P1a(trace, 450, 500, CP) was successful, where trace is one of the traces of Section
4, i.e. either trace1 (corresponding to person 1, i.e., the perfectionist) or trace2
(corresponding to person 2, the non-perfectionist).
P1b - Stability of Variable v around Value x
For all time points t between tb and te in trace γ the value of v is between x - α and x + α (where α is
a constant).
P1b(γ:TRACE, tb, te:TIME, v:VAR, x:REAL) ≡
∀t:TIME y:REAL
state(γ, t) |= has_value(v, y) & tb ≤ t ≤ te ⇒ x-α ≤ y ≤ x+α

As a variant of P1a, property P1b can be used to check whether a variable stays around a
certain value (which has to be given as an extra argument). For example, property
P1b(trace, 1, 250, TL, 290) was true for the traces of Section 4 (which was expected, since the
Task Level was set to 290 by hand in that period).
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P2 - Monotonic Decrease of Variable v
For all time points t1 and t2 between tb and te in trace γ if at t1 the value of v is x1 and at t2 the value
of v is x2 and t1 < t2, then x1 ≥ x2
P2(γ:TRACE, tb, te:TIME, v:VAR) ≡
∀t1,t2:TIME x1,x2:REAL
state(γ, t1) |= has_value(v, x1) & state(γ, t2) |= has_value(v, x2) &
tb ≤ t1 ≤ te & tb ≤ t2 ≤ te & t1 < t2 ⇒ x1 ≥ x2*

Property P2 can be used to check whether a variable decreases monotonically over a
certain interval. For example, the Experienced Pressure turned out to decrease over the
first half of the trace of person 2 (i.e., property P2(trace2, 1, 250, EP) succeeded).
P3 - Variable v between Boundaries
For all time points t between tb and te in trace γ
if at t the value of v is x, then min < x < max.
P3(γ:TRACE, tb, te:TIME, v:VAR, max, min:REAL) ≡
∀t:TIME x:REAL
state(γ, t) |= has_value(v, x) & tb ≤ t ≤ te ⇒ min ≤ x ≤ max

This property can be used to check whether a variable stays between certain boundaries.
For example, the Exhaustion should never become lower than 0 or higher than 1, which
indeed turned out to be the case for the generated traces (i.e., property P3(trace, 1, 500, EX)
succeeded).
P4 - Variable v1 above v2
For all time points t between tb and te in trace γ if at t the value of v1 is x1 and the value of v2 is x2
then x1 ≥ x2.
P4(γ:TRACE, tb, te:TIME, v1, v2:VAR) ≡
∀t:TIME x1,x2:REAL
state(γ, t) |= has_value(v1, x1) & state(γ, t) |= has_value(v2, x2) & tb ≤ t ≤ te
⇒ x1 ≥ x2

Property P4 can be used to check whether a variable value stays above (or below) another
variable value during a specified interval. For example, if the model has been set up
correctly, the Generated Effort should never exceed the Maximal Effort. Also this check
turned out to succeed for the generated traces (i.e., property P4(trace, 1, 500, ME, GE)
succeeded).
P5a - Variable v Approaches Value x
For all time points t1 and t2 between tb and te in trace γ
if at t1 the value of v is x1and at t2 the value of v is x2 and t1 < t2 then |x-x1| ≥ |x-x2|.
P5a(γ:TRACE, tb, te:TIME, v:VAR, x:REAL) ≡
∀t1,t2:TIME x1,x2:REAL
state(γ, t1) |= has_value(v, x1) &
state(γ, t2) |= has_value(v, x2) &
tb ≤ t1 ≤ te & tb ≤ t2 ≤ te & t1 < t2 ⇒ |x-x1| ≥ |x-x2|

By checking property P5a, one can check whether a variable eventually approaches a
certain (given) value. This can be used, among others, to check in which situations the
system ends up in one of the equilibria calculated in Section 5.1. For example, for the
generated traces, the case where the Experienced Pressure Change = 0 (as described in
*

Note that a stronger variant of this (and similar) properties can be created by replacing ≥ by >.
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Section 5.1) can be confirmed for the end of the simulation: property
EPC, 0.0) succeeded for those traces.

P5a(trace, 475, 500,

P5b - Variable v Approaches Value x with Speed s
For all time points t1 and t2 between tb and te in trace γ if at t1 the value of v is x1 and at t2 the value
of v is x2 and t2 = t1+1 then s * |x-x1| ≥ |x-x2| (where s is a constant).
P5b(γ:TRACE, tb, te:TIME, v:VAR, x:REAL) ≡
∀t1,t2:TIME x1,x2:REAL
state(γ, t1) |= has_value(v, x1) & state(γ, t2) |= has_value(v, x2) &
tb ≤ t1 ≤ te & tb ≤ t2 ≤ te & t2 = t1+1⇒ |x-x1| * s ≥ |x-x2|

Property P5b is a refinement of P5a. It can be used to check not only whether a variable
approaches some value, but also to determine the speed s with which this happens (where 0
< s < 1, and a high s denotes a slow speed). For the case of the EPC described above, this s
turned out to be 0.96904 for trace1 and 0.99997 for trace2*.
P6 - Higher variable v1 (in m1) leads to lower variable v2
If in trace γ1 at tb the value of v1 is x1 and in trace γ2 at tb the value of v1 is x2 and in trace γ1 at te
the value of v2 is y1 and in trace γ2 at te the value of v2 is y2 then if x1 ≥ x2, y1 ≤ y2 and if x1 ≤ x2,
y1 ≥ y2
P6(γ1, γ2:TRACE, tb, te:TIME, v1, v2:VAR) ≡
∀x1,x2,y1,y2:REAL
state(γ1, tb) |= has_value(v1, x1) & state(γ2, tb) |= has_value(v1, x2) &
state(γ1, te) |= has_value(v2, y1) & state(γ2, te) |= has_value(v2, y2) &
⇒ [ x1≥x2 ⇒ y1≤y2 ] & [ x1≤x2 ⇒ y1≥y2 ]

This property can be used to determine how variables influence each other. A specific
variant of the property is P6(trace1, trace2, 1, 500, OEP, CP), which checks whether persons
with a high Optimal Experienced Pressure (i.e., perfectionists, those that try to work much
under stress) eventually end up with a lower Critical Point than those with a lower OEP,
given the same circumstances. This property was satisfied for all of the generated traces
(i.e., for the traces shown in Section 4, but also for a large number of other traces under
various parameter settings).

6

Experimental Setup

This section presents the experiment that is used for validation of the functional state
model. Using the participant data from the experiment, two parameter tuning techniques
are applied (in Section 7) to find the appropriate parameters for the model. In Section 6.1 a
brief overview of the participants is given. The main part of the experiment is a game that
combines a motor task and a cognitive task. Section 6.2 gives a description of these tasks.
In Section 6.3, the procedure of the experiment is explained. Finally, Section 6.4 describes
how data from the experiment can be used as input for the functional state model portrayed
in Section 2.

*
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Note that lower numbers can be obtained by using t+10 in property P5b instead of t+1.

6.1

Participants

In this study, 31 people participated (18 males, 13 females), of which 25 students at the
VU University Amsterdam. Participants ranged in age from 17 to 57 years, with a mean
age of 26 years. The experiment took approximately 1 hour, and participants received a
voucher of 10 euro in return for their participation. In addition, there was a voucher of 100
euro for the one with the best score on the Experimental Task.
6.2

Experimental Task

The main task in the experiment was a simple shooting game where the goal was to obtain
as many points as possible. A screenshot of this game is displayed in Figure 4. The object
at the bottom of the screen represented the participant’s weapon. Other objects (friends and
enemies, represented by small circles) were falling down at various locations and speeds.
The purpose of the game was to shoot the enemies before they hit the ground. Participants
could shoot a missile by a mouse click at a specific location; the missile would then move
from the weapon to that location and explode exactly at the location of the mouse click.
The speed with which the missile reached this location was 79.6 pixels per second. When
an object was within a radius of 50 pixels of the explosion, the object was destroyed. The
number of points the participants received for hitting an enemy was proportional to the
proximity of the explosion. When participants shot a friend, or when an enemy reached the
bottom of the screen, they would lose -10000 points. When a friendly object reached the
bottom of the screen, participants would receive 1000 points.
In addition, next to the objects, a mathematical equation was displayed on the screen. A
correct equation indicated that the corresponding object was friendly and should not be
shot. An incorrect equation indicated that the object was an enemy and should be shot
before it reached the bottom of the screen.

Figure 4. Screenshot of the experimental task.
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6.3

Procedure

For the experiment a 2-factor within subjects design was used. For each participant, two
different conditions were tested. The first condition (Condition 1) was similar to the
scenario described in Section 4. This scenario started with a low task level and continued
with a high task level. This order was reversed for the second condition (Condition 2),
which started with a high task level and continued with a low task level. The first condition
(low-high) started with 1 object present per 10.00 seconds. After 7.5 minutes, the number
of objects which were present per second (1 object per 2.25 seconds) was increased.
Condition 2 (high-low) started with a high task level and after 7.5 minutes the number of
objects which were present per second was decreased. Both conditions took 15 minutes in
total. The conditions were counterbalanced over the participants, to correct for a possible
order effect, such that participants with an odd number started with Condition 2 and
participants with an even number started with Condition 1.
Participants started the experiment by filling out a personality questionnaire with
questions from the NEO-PI-R and the NEO-FFI [14]; with these questions, some aspects
of each participant’s personality were measured, to serve as input for the personality
profile of the functional state model. Neuroticism and extraversion were measured with the
NEO-FFI. With the NEO-PI-R, vulnerability (part of neuroticism) and ambition (part of
conscientiousness) were measured.
After filling in the questionnaire, participants performed three small tests; each of them
consisted of 30 trials, which were the same for different participants. These tests served as
input for validation of the model. The instructions for each test were shown on the screen.
Participants started with a simple choice Reaction Time test (choice-RT), where a square
was presented either left or right from a fixation cross at the centre of the screen.
Participants had to react with either the left arrow (when the square was presented on the
left) or the right arrow (when the square was presented on the right). The second test was a
task where calculations were presented similar to the calculations in the calculation task of
the experiment. Like in the experiment, participants had to choose whether the calculation
was correct (left arrow) or incorrect (right arrow). The third small test (mouse-RT) was
another Reaction Time task; here a circular target was presented somewhere on the screen.
Participants had to react quickly and precisely by clicking with the mouse as close as
possible to the centre.
After the three small tasks, participants practiced with the experiment-game during 3
minutes. The goal of the practice task was to familiarize with the shooting and calculation
tasks in the game. After practicing, the participants started the experiment-game with
either Condition 1 or Condition 2, which both took 15 minutes.
6.4

From Experiment Data to Functional State Model

In order to validate the model, data from the experiment were used to calculate the values
of several concepts of the functional state model, namely personality profile, basic
cognitive abilities and expertise profile.
The personality profile was calculated using the personality characteristics obtained via
the personality questionnaire. Ambition contributes to performance norm, as people who
are more ambitious often aim to show a high performance [15].
PerformanceNorm = B·Ambition+(1-5·B)
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[14]

Neuroticism contributes to performance sensitivity, as people who are more neurotic are
more likely to feel pressure when their performance is not as high as they aim for (see,
e.g., [16] and [17]).
PerformanceSensitivity = C·Neuroticism + (0.5-5·C)

[15]

From [17] it was found that people who are more extravert are more easily distracted and
perform worse in circumstances of underload than people who are introvert. On the other
hand, when people score high on vulnerability, they are likely to perform badly in
situations of overload. These two personality characteristics contribute to optimal
experienced pressure.
OptimalExperiencedPressure = 0.1·Extraversion·D- 0.1·Vulnerability·(1-D) + (1-D)
LowPressureSensitivity = 0 when OEP <= 0.33, LPS = 1 when OEP >0.33
HighPressureSensitivity = 1 when OEP < 0.67, HPS = 0 when OEP > 0.67

[16]
[17]
[18]

In the formulas above, B, C and D are parameters which need to be estimated. The four
remaining concepts in the personality profile have the same value for all participants: the
sensitivity for noise (noise sensitivity; 0), the sensitivity for generated effort below critical
point (low effort sensitivity, 0.3), the sensitivity for a generated effort above critical point
(high effort sensitivity, 0.1) and the sensitivity for a high exhaustion (exhaustion sensitivity,
0.3). Note that all personal sensitivities affect the experienced pressure, except for the
Optimal Experienced Pressure, which determines the influence of experienced pressure on
motivation.
Basic cognitive abilities are measured using RT and accuracy data from the choice-RT
task, as well as the calculation task. Cognitive ability (often referred to as general cognitive
ability ‘g’) strongly depends on processing speed, but also psychometric tests like
calculations are often used to determine ‘g’ [18]. From the calculations task, the accuracy
and the RT are taken:
Calc = % correct· minCalcRT/CalcRT

[19]

From the choice-RT, the reaction time is taken without the error trials:
Choice = minChoiceRT/ChoiceRT

[20]

Then, basic cognitive abilities follow from these two formulas:
BCA = (W3·Calc + W4·Choice)·Z

[21]

W3, W4 and Z are parameters which need to be estimated, with the restriction that W3 and
W4 add up to 1. Z is a parameter necessary to get BCA in the correct range (relative to task
level and generated effort since the basic cognitive abilities is used to define the critical
point in the model).
The expertise profile is derived from how much experience someone has with the task
itself. Since the task was new to all participants, the expertise profile was calculated by
using the RT and accuracy of the calculation task (since in the experiment calculations had
to be solved) and those of the mouse-RT (since in the experiment, missiles had to be fired
with the mouse as accurately as possible). In the formulas, W1 and W2 need to be
estimated with the constraint that they add up to 1.
Calc = %correct· minCalcRT/CalcRT
Mouse-RT = %dist_to_centre· minMouse-RT/Mouse-RT
Exp = W1·Calc + W2·Mouse-RT

[22]
[23]
[24]
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Furthermore, from the experiment data the situational demands can be calculated.
Although the scenarios were the same for all participants, the calculated task level could
differ due to the performance quality. Therefore, situational demands were calculated per
time step per participant. According to the model, situational demands (from the world)
and the expertise profile together contribute to task level.
TaskLevel = ((1 + 0.5) – Exp)·SitD

[25]

Finally, a good measure of functional state is the performance quality. In the experiment,
performance quality was measured in terms of efficiency and effectiveness. Efficiency
represented the number of missiles necessary to shoot an enemy. Effectiveness was
dependent on how close to the object the missile exploded (explosion fraction) and
whether an enemy or friend was shot. When an enemy was hit, the effectiveness was
calculated from the explosion fraction.
Effectiveness = (1+ explosion_fraction)/2.0

[26]

Effectiveness was 0 when a friend was shot or an enemy landed. When a friend landed,
effectiveness was 1. Finally, the task execution state (Objective Task Execution State) was
calculated using both effectiveness and efficiency:
ObjTES = (0.25·efficiency + 0.75·effectiveness)·2

7

[27]

Estimation of Parameters

The process of determining unknown parameters of a mathematical model from (noisy)
input-output data is often called parameter estimation. This section presents the results of
parameter estimation for the functional state model using two essentially different
methods: Section 7.1 considers a gradient-based approach, whereas an approach based on
probabilistic search is considered in Section 7.2. Section 7.3 presents the results of the
estimation.
7.1

Gradient-based Parameter Estimation

One of the methods used commonly for parameter estimation is the least squares method.
In this method an estimator of θ is chosen that minimizes the sum of the squares of the
error:

E (θ ) = ( z − y (θ ))T ⋅ ( z − y (θ ))

(1)

Here, z is a vector of the measurements, y is a nonlinear vector valued function, θ is a
vector of the unknown parameters. The minimization of E w.r.t. θ gives:
T

⎡ ∂y (θˆLS ) ⎤
⎢
⎥ ⋅ ( z − y (θˆLS )) = 0
∂
θ
⎣
⎦

(2)

ˆ
Here θ LS is the least-square estimator of θ.
Then, an iterative procedure based on the expansion (linearization) of y(θ) by Taylor’s
series is used to solve (24) approximately.
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It is known that the least squares method lacks stability and precision, when
measurement data contain noise [19]. This was also observed when the method was
applied to the functional state model. The convergence of the parameter estimation was
highly dependent on the choice of the initial parameter values and often was not achieved
in the experiments performed.
To handle the problem of stability and the measurement noise, a method based on the
maximum likelihood principle (of which the least squares method is a special case) has
been used. In line with this principle a likelihood function of the measurement data and the
unknown parameters is defined. This function is essentially the probability density
function of the measurement data given the parameter values p(z|θ). In this case it is
assumed that the measurements contain noise which is zero-mean and has a Gaussian
distribution. The measurement data are represented by the random, normally distributed
variable z. Such an assumption is often made for dynamic systems in many areas
(Sorenson, 1980). The parameter vector θˆML , which makes the likelihood function most
probable to obtain the measurements z (i.e., which maximizes the likelihood function) is
called the maximum likelihood estimate; it is obtained by minimizing the error function
[19]:

1 N
N
E(θ ) = ⋅ ∑ ( zi − yi )T ⋅ R−1 ⋅ ( zi − yi ) + ⋅ ln | R |
2 i =1
2
Here the measurements obtained are discrete time, N is the number of measurements,
the measurement noise covariance matrix. The estimate of R is obtained as:

1 N
Rˆ =
⋅ ∑ ( z i − yˆ i ) ⋅ ( z i − yˆ i ) T
N i =1

(3)

R

is

(4)

The maximum likelihood estimates are consistent, asymptotically unbiased and efficient
[25].
The calculation of the maximum likelihood estimate is performed iteratively. The
estimate value at the (k+1) iteration is determined as:

θˆML k + 1 = θˆML

k

2

+ [ ∇ θ E (θ )] − 1 ⋅ [ ∇ θ E (θ )]

(5)

Here the first gradient is defined as:
N ⎡ ∂y ⎤
∇ θ E (θ ) = ∑ ⎢ i ⎥
i =1⎣ ∂ θ ⎦

T
⋅R

−1

⋅ ( zi − yi )

(6)

For the functional state model, the expressions for the partial derivatives w.r.t. the
parameters (i.e., sensitivity coefficients) have been obtained analytically. Details of this
analysis can be found at http://www.few.vu.nl/~tbosse/OFS/appendix_B.pdf.
The analytical determination of the second gradient is more involved, therefore a
Gauss-Newton numerical approximation has been used for it:
2

∇ θ E (θ ) =

N

∑

i =1

T

⎡ ∂yi ⎤
−1 ⎡ ∂ y i ⎤
⎢ ∂θ ⎥ ⋅ R ⋅ ⎢ ∂θ ⎥
⎣
⎦
⎣
⎦

(7)
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Such an approximation does not cause a significant error in the parameter estimate.
Furthermore, the use of the second gradient speeds up the convergence of the estimation
process significantly.
The state values of the system were calculated by numerical integration of the model
equations using the 4th order Runge-Kutta method, which has proven to be both accurate
and stable. The estimation error is calculated in each iteration as root mean square error:

err =

N

∑

i =1

( z i − yˆ i ) 2
N

(8)

The parameter estimation procedure based on the maximum likelihood principle has been
implemented using the following algorithm:
Algorithm: ML-PARAMETER-ESTIMATION
Input: Initial values of the parameters θ1, maximal number of iterations itmax; satisfactory error
value err_sat; matrix of the input values U; matrix of the output values Z
Output: Maximum likelihood estimate θML
1
i=1
2
Until i ≤ itmax perform steps 3-7
3
Calculate the current state of the system using the model equations (…)
i
4
Calculate the output root mean square error err using (8).
i
5
if err ≤ err_sat, then θML = θ ; exit endif.
6
if i < itmax, then
6a Calculate the noise covariance matrix R using (4)
6b Calculate the sensitivity coefficients ∂y / ∂θ using the formulae in the appendix
6c Calculate the first and second gradients using the formulae (6) and (7) respectively.
6d Calculate the parameter values for the next iteration θi+1 using (5)
Endif
7 i = i+1
8 Find the minimum error errm in {erri| i=1..itmax}; then θML = θm; exit.

The algorithm has been implemented in the Matlab 7 environment and applied to the
functional state model. The worst case complexity is estimated as O(NN⋅|θ|⋅M), where NN is
the number of integration points, |θ| is the number of the estimated parameters, M is the
number of outputs. The execution of each iteration took less than 2 seconds on an average
PC.
7.2

Simulated Annealing

The Simulated Annealing approach [20] uses a probabilistic technique to find optimal
parameter settings. In this method, a random parameter setting is chosen as the best
available parameter setting at the start. Then a displacement is introduced into these
settings to generate a neighbor of the current parameter settings in the search space. If this
neighbor is found to be a more appropriate representation of the observed human behavior,
then it is marked as the best known parameter setting; otherwise a new neighbor is selected
to evaluate its appropriateness. The displacement in the parameter settings depends on the
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‘temperature’, in case the temperature is higher, the steps will become larger. The
temperature at a certain time point for the parameter settings is defined as follows
Temperature = computational-budget-left * error

(9)

Here the computational budget is the number of neighbors to be tested for better
approximation. The displacement in the parameter for example γ could be derived from
following equations selecting any one at random.
γ=γ+Temperature *(1-γ)* random_no_between[0,1]

(10a)

γ = γ-Temperature * γ * random_no_between[0,1]

(10b)

or
The method is described as follows:
Algorithm: SA-PARAMETER-ESTIMATION
Input: Initial randomly selected values of parameters θ1, computational budget C; observed
human behavior B;
Output: Best estimate of parameter settings θBE
1
θBE=θ1
2
while C ≥ 0 perform steps 3-8
3
Chose a random parameter setting θ in the neighbourhood of θBE using equation (9 and
10).
4
Calculate the output root mean square error err for θ using (8).
5
Calculate the output root mean square error errBE for θBE using (8).
6
if err ≤ errBE, then θBE = θ; errBE = err; endif.
7
Decrease C;
8
Temperature = C * errBE;
9
output θBE.

The algorithm has been implemented in the C++ language and applied to the functional
state model. If C is the computational budget, then the worst case complexity of the
method can be expressed as О(CB), where B is the number of observed behaviors. Here it
could be observed that the computational complexity of this method is independent of the
number of parameter.

8

Validation Results

In this section, the results of the validation are shown. The results of both Parameter
Tuning techniques are given in Section 8.1; in Section 8.2, a formal verification (as in
Section 5.2) is performed on traces of data from the experiment.
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Figure 5a, b. Empirical data and estimated output performance quality for subject 37, for
condition 1 (left) and condition 2 (right).

8.1

Results of the Estimation

The gradient-based and simulated annealing methods have been applied for the estimation
of
30
parameters
of
the
functional
state
model
(see
http://www.few.vu.nl/~tbosse/OFS/appendix_C.pdf). The estimation has been performed
for 31 subjects, for both experimental conditions. The initial setting of the parameters has
been taken from the setting used for simulation purposes in Section 4, which is grounded
partially in the psychological literature; in addition, this setting ensures the desired
properties of the modeled system. Figure 5 illustrates the empirical data and the estimated
output performance quality for subject 37, for both conditions. The estimation by both
methods shows similar behavioral patterns in the output of the model. However, the
gradient-based method has a better precision in comparison to the simulated annealing.
The root mean square errors calculated in both parameter estimation methods are given in
Table 2.
Table 2. Root mean square errors (column labels) of stimation by the Gradient-Based
(GB) and Simulated Annealing (SA) ethods for all ubjects (subject no. in table) in both
experimental conditions.
Error range
< 0.1

Subjects in
condition 1

GB
SA

Subjects in
condition 2

GB
SA

21

[0.1, 0.25)

[0.25, 0.4)

> 0.4

11-20, 22, 24-41
40

11, 12, 22, 24-26, 13-18, 20, 21, 28, 29,
30, 32-39, 41
31
12, 15, 18, 20, 11, 13, 14, 16, 17, 19, 29, 31
21, 23, 27, 30 22, 24-26, 28, 32-41
32
17, 26, 30, 31, 34. 35, 12, 27, 38, 41
11, 13-16, 18-23, 25,
37, 40
28, 29, 33, 36, 39

To evaluate the quality of the parameter estimation, also other measures have been used. In
particular, the Cramer-Rao bounds provide a useful measure of relative accuracy of the
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estimated parameters [19]. This measure sets a lower bound on the standard deviation of
the estimators:

σ θ ≥ I −1 (θ )

(11)

Here I(θ) is the information matrix:
⎡ ∂ 2 log p ( z | θ ) ⎤
( I (θ )) ij = E ⎢
⎥
∂θ i∂θ j
⎣⎢
⎦⎥

(12)

For efficient estimation, the equality holds. Furthermore, for the maximum likelihood
method, I(θ) = ∇2θE(θ), which also needs to be calculated for (7); thus no additional
computation effort for the evaluation of this measure is required.
Using this measure, at least 57% (70% in the best case) of the estimated parameters
have been identified as accurate for all subjects in both conditions (relative standard
deviation (rsd) ≤ 5%). Other parameters, although less accurate (5% < rsd < 40%) still
have a degree of confidence.
Another useful criterion for judging the quality of the estimates is the correlation
coefficients among the estimates calculated as:
cθ θ =
i j

( I (θ )
( I (θ )

−1

−1

) ij

) ii ⋅ ( I (θ )

−1

(13)

) jj

Only one significant correlation between the parameters A and φ has been identified.
The precision of the parameter estimation is essential for prediction of the system
dynamics using the model. To examine predictive capabilities of a model, cross-validation
is often used. In the cross-validation of the functional state model, the empirical data of
Condition 2 have been used for the parameter estimation, whereas the data of Condition 1
were used for validation of the model with the parameter estimates obtained from
Condition 2.
The prediction quality was determined by comparing the root mean square errors for
both conditions. For most of the subjects (84%) in the Gradient-Based estimation,
prediction errors (Table 3) differ from the estimation errors (Table 2, subjects in Condition
1) insignificantly (less than 10%). Notably, for a number of subjects in the Simulated
Annealing estimation, the prediction errors are lower than the estimated errors. This
indicates that the estimation was not optimal in these cases. Furthermore, also crossvalidation has been performed, in which the data of Condition 1 were used for the
parameter estimation and the data of Condition 2 were used for validation (Figure 6).
Table 3. Prediction errors of estimation by the Gradient-Based (GB) and Simulated
Annealing (SA) methods for all subjects in condition 1 using the estimated parameters
from condition 2.
Error range < 0.1
[0.1, 0.25)
GB
21
12-20, 22, 24-30, 34-40
SA

-

17, 26, 31, 32, 37, 40

[0.25, 0.4)
11, 31, 32, 41

> 0.4
33

12, 13, 22, 25, 28, 30, 11, 14-16, 18-21, 29,
34, 35, 38, 41
33, 39
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Figure 6a, b. Predicted dynamics of the model in condition 1 (left) and 2 (right).

8.2

Validation using Logical Analysis

Besides showing that parameter settings can be found so that the model accurately
describes and predicts the behavior of humans as observed during the experiments, this
section focuses on another approach, namely logical verification (as in Section 5.2). The
idea is that properties are identified that follow from the functional state model which is
being validated, and these properties are verified against the empirical data that has been
obtained. This is done, using the same language as explained in Section 5.2.
For validation, three main properties have been identified that follow from the
functional state model. The first property specifies that performance quality decreases in
case a task level in a certain range is experienced:
P1(min_level, max_level, d, x)
If at time point t1 the task level is tl and the performance quality pq, and tl is in the range [min_level
max_level], and until t1+d the task level does not go outside of these boundaries, then there exists a
time point t2> t1 at which the performance quality is at most x * pq.
P1(min_level, max_level, d, x) ≡
∀γ:TRACE, t1:TIME, pq1:REAL
[ state(γ, t1) |= has_value(performance_quality, pq1) &
∀tl:REAL, t’:TIME ≥ t1 & t’ ≤ t1 + d
[state(γ, t’) |= has_value(task_level, tl) ⇒[ tl ≤ max_level & tl ≥ min_ level ] ]
⇒ ∃t2:TIME > t1, pq2:REAL [state(γ, t2) |= has_value(performance_quality, pq2) & pq2 ≤ x * pq1 ]

This property has been verified using the following values: the min_level has been set to
20% above the basic cognitive abilities, whereas the max_level is set to the maximum task
level encountered in the experiment. Furthermore, the duration d is set to 60 time steps (i.e.
a minute real time), and x is set to 1 (i.e. the performance quality should never go up, but
can remain the same). These settings follow the model: in case a task level above the basic
cognitive abilities is experienced, the human becomes exhausted, and the quality can no
longer go up. Results show that this property is satisfied in 60% of the empirical traces.
The second property concerns the opposite: in cases where there is a task level between
certain boundaries, the performance quality should be at least as high as before the period:
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P2(min_level, max_level, d, x)
If at time point t1 the task level is tl and the performance quality pq, and tl is in the range [min_level,
max_level], and until t+d the task level does not go outside of these boundaries, then there exists a
time point t2> t1 at which the performance quality is at least x * pq.
P2(min_level, max_level, d, x) ≡
∀γ:TRACE, t1:TIME, pq1:REAL
[ state(γ, t1) |= has_value(performance_quality, pq1) &
∀tl:REAL, t’:TIME ≥ t1 & t’ ≤ t1 + d
[state(γ, t’) |= has_value(task_level, tl) ⇒ [ tl ≤ max_level & tl ≥ min_level ] ]
⇒ ∃t2:TIME > t1, pq2:REAL [state(γ, t2) |= has_value(performance_quality, pq2) & pq2 ≥ x * pq1 ]

In this case, the following settings have been used: The max_level has been set to 20%
below the basic cognitive abilities, whereas the min_level is set to 0. The parameters d and x
has been set the same as for the previous property. This property complies with the
functional state model. In case a task level is experienced which is somewhat below the
highest task level that can be handled without exhaustion building up (i.e. the basic
cognitive abilities), then the performance will get better, or at least stay the same (as there
is no exhaustion). It has been shown that the property is satisfied for 45% of the empirical
cases.
The final property which has been verified concerns performance quality being higher
for cases whereby there is a lower task level:
P3(low_level, high_level)
In case the task level at a time point t1 is tl1, and at a time point t2 the task level is tl2, and tl1 >
high_level and tl2 < low_level, then there exists a time point t’ > t1 and there exists a time point t’’ >
t2 such that the performance quality at time point t’ is lower than the performance quality at time
point t’’.
P3(low_level, high_level) ≡
∀γ:TRACE, t1, t2:TIME, tl1, tl2:REAL
[ state(γ, t1) |= has_value(task_level, tl1) &
state(γ, t2) |= has_value(task_level, tl2) & tl1 ≥ high_level & tl2 ≤ low_level ]
⇒ ∃t’, t’’:TIME, pq1, pq2:REAL
[ t' > t1 & t’’ > t2 & state(γ, t’) |= has_value(performance_quality, pq1) &
state(γ, t’’) |= has_value(performance_quality, pq2) & pq1 < pq2 ]

Using a setting of low_level of 20% below the basic cognitive abilities, and a high_level of
20% above the cognitive abilities, this property is satisfied in 60.7% of the cases. The
property complies with the model as a task level beyond the basic cognitive abilities leads
to exhaustion, resulting in a worsened performance, which is not the case for a task level
far below the basic cognitive abilities. In total, 25.0% of the cases comply with property
P1, P2, and P3.

9

Discussion

In order to develop an intelligent system that supports humans in demanding
circumstances, a computational model is required that describes the dynamics of a
human’s functional state in relation to task performance and the environment. To this end,
this paper presented such a model, which was developed in dynamical system style. The
model takes task demand and situational aspects as input and determines internal factors
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related to humans’ functional states, such as the experienced pressure, exhaustion and
motivation, and how they (may) affect task performance. Using Matlab, a large number of
simulation experiments under different parameter settings have been performed. These
experiments pointed out that the model is able to produce realistic behavior of different
types of personalities. Moreover, by a mathematical analysis the equilibria of the model
have been determined, and by automated checking a number of expected properties of the
model have been verified. For example, these checks pointed out that (at least in all
generated traces), all variables stayed within their boundaries, and the calculated equilibria
are confirmed. In addition, the specific hypothesis that persons with a high Optimal
Experienced Pressure eventually end up with a lower Critical Point was confirmed.
Although a number of other approaches in the literature address various aspects of
stress, exhaustion, or situation awareness separately ([21], [22], [23]), we are not aware of
any attempts to combine all these aspects together in as much detail as the current
approach.
The mathematical and automated analyses described above have been successfully
performed to guarantee internal validity, but this does not guarantee that the model is
directly applicable to real humans, and in particular which personality parameter values fit
to which person. Therefore, as a next step, validation of the model (with respect to its
purpose) in laboratory experiments was performed. The chosen approach was to offer a
human certain demanding tasks, measure its performance and several physiological data,
feed these data into the model, and compare the output of the model with self-reports of
the participants (similar to [24]). This provides external validation of the model, by
providing realistic parameter settings for different types of individuals. Note that the paper
does not make an exclusive claim on whether the proposed model is the one and only
model satisfying this application-directed validity criterion.
The experience with the experiment was that the participants were very motivated to
perform well on the main task. This was not only due to the reward; they were also
enthusiastic about the game itself. In order to keep the learning effect to a minimum and to
maintain the participants’ concentration, every participant performed only two sessions of
the 15 minute game. However, precision of parameter estimation will increase when
measurements of more within-subject conditions are taken.
The results obtained for the parameter estimation are satisfactory. However, a number of
parameters (35% in average) were evaluated as less accurate, and, therefore, less reliable.
Partially this can be explained by a large overall number of parameters being estimated.
Most of the less precise parameters have a weak relation to the measured output (e.g.,
noise sensitivity). Furthermore, since the empirical data were collected based on irregular
events (i.e., actions of humans), some intervals contained an amount of information that
was insufficient for estimation. Despite this, as shown in the paper, the models with
estimated parameters demonstrated good predictive capabilities in the cross-validation,
which is a strong indicator of validity of the model for the purpose for which it was
developed, namely personalized support.
The trends as predicted by the model have also been verified against the empirical
material. The results show that a reasonable percentage of the traces satisfy each of these
individual properties. The combination of all three properties is however only satisfied in
25% of the cases, which can mainly be attributed to the aforementioned collection based
on irregular events, making the data obtained more prone to sudden changes.
The topic of model validation received much attention in the areas of Psychology and
Social Science. In particular, a validation approach from [25] distinguishes the validation
phases similar to the ones considered in the paper (e.g., conceptual and operational
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validation); however, the precise elaboration of the phases is focused largely on social
processes, which are not relevant for our work. Furthermore, examples of model validation
are found in psychology, e.g. on the subject of visual attention [26], however often no
parameter estimation is involved.
In future research, the considered parameter estimation methods will be extended for the
case of real-time estimation, which accounts for human learning. Furthermore, a personal
assistant agent will be implemented that is able to monitor and balance work pressure of
the human in a timely and knowledgeable manner. By incorporating such methods, which
open possibilities to further tailor the presented model to individual cases, the model can
become more personalized and flexible. The authors believe that this is crucial to provide
effective support to humans that operate in demanding circumstances.
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Chapter 7
Performance Measures to Enable Agent-based
Support in Demanding Circumstances
Fiemke Both, Mark Hoogendoorn, Rianne van Lambalgen, Rogier Oorburg and
Michael de Vos
Abstract. In this paper, an evaluation of measurements that can be used by a personal
support agent to measure the quality of human task performance is addressed. Such
measurements are important in order for a support agent to give effective and
personalized support during the performance of demanding tasks. Hereby, the
performance quality measurement is addressed from two perspectives, namely the
human’s perspective as well as the task perspective. The former represents the idea the
human has about the current task performance, whereas the latter measures the actual
task performance compared to the goals set for the task at hand. Criteria have been
identified to compare the various measurements, and an experiment has been conducted
for evaluation. Based on these evaluation results, the most useful measurements are
identified to be adopted within personal support agents.

This chapter appeared as:
Both, F., Hoogendoorn, M., Lambalgen, R. van, Oorburg, R., and Vos, M. de, Performance Measures to enable
Agent-Based Support in Demanding Circumstances. In: D.D. Schmorrow and C.M. Fidopiastis (Eds.)
Foundations of AugmentedCognition, HCII 2011, Lecture Notes in Artificial Intelligence 6780, pp 578587,Springer-Verlag Berlin Heidelberg 2011.
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1

Introduction

When humans perform demanding tasks, it is known that their performance can severely
degrade over time when their available resources are being exceeded (see e.g. [1]). Such
degrading performance is highly undesired, especially in critical domains. Within the
research field of augmented cognition, one of the goals is to develop systems that take such
limitations of a human’s capacity to process information into account and avoid
performance degradation by intervening (e.g. [2]). For this purpose, personal assistant
agents (e.g. [3], [4]) can be designed where agents interact with sensors in the environment
to monitor the human’s performance quality and contribute support in case it is needed.
Hereby, having information on the performance quality of the human is of essence in order
to give appropriate support.
The measurement of how well a human is performing is however not trivial. The
quality can be measured from different perspectives, namely the human’s perspective (the
judgment of performance the human has) as well as the task perspective (depending on the
actual task performance). In the field of augmented cognition, both are useful. In order to
accept the help of a personal assistant, the human needs to have the idea that the system
“understands” the human, hence the agent needs to contain a model of the human’s
experience of performance. Furthermore, discrepancies between the human’s idea of
performance and the actual task performance can also be a basis for an intervention. Of
course, the actual task performance is important from the perspective of the eventual
outcome of the task.
A variety of measurements that have been proposed in the past as indicators for
performance quality can potentially be utilized by an agent applied in a system that is
aware of the human state. Indicators for the human’s performance are for instance
measured using the NASA-TLX [5], or using physiological measurements such as ECG (to
measure heart rate). For measurements from the task perspective, agents can use workflow
oriented approaches to measure how well the workflow has been followed (see e.g. [6]). In
this paper, the measurements are compared to see how suitable they are for usage in a
personal assistant agent. Hereby, criteria are identified to score the various measurements,
and an experiment has been conducted using a simulation based training environment to
evaluate the measurements for their use in agent-based support.
This paper is organized as follows. First, an overview is given of existing performance
measurements in Section 2. Thereafter, the criteria for evaluation of measurements are
identified in Section 3. Section 4 presents the simulation based training environment used
to conduct the experiments, and an evaluation using the data from the experiment is shown
in Section 5. Finally, Section 6 is a discussion.

2

Performance Measurements

First, the performance measurements from the human’s perspective are described in this
section, followed by the measurements from the task perspective.

134

2.1

Human’s Perspective

When looking at performance from a human perspective, the focus is on performance
measurements that can be defined by looking at the human. Such measurements can be
subjective (e.g. the agent could ask the human to fill in a questionnaire) or psychophysical
(the agent could communicate with measurement devices that measure the heart rate).
Also, in previous literature human performance is described by looking at the mental effort
someone has put in a task. Hockey [7] states that when looking at task performance it is
important to take the efficiency of behavior into account. Instead of only looking at a
specific task output, it is important to also look at the costs of achieving such an output
(i.e. a person’s mental effort).
A subjective measurement of performance gives information to the agent on how the
human is observing the performance. In order to perform these measurements, the
subjective scales NASA-Task Load Index (NASA-TLX, [5]) and Subjective Workload
Assessment Technique (SWAT, [8]) can be used. Both scales consist of subscales where
aspects of mental workload are rated by the human performing a task. In addition, one of
the subscales of the NASA-TLX is a performance measure and asks humans to indicate
their own performance. The major disadvantage of the subjective performance
measurement is that the person performing a task needs to be interrupted by the agent. This
can easily be done in an experimental setting, but is not practical in a real world setting.
Physiological measurements provide the personal assistant agent with information
about bodily responses to task execution. Examples are EEG (brain activity), Eye Blink
Activity and ECG to measure heart rate (HR). HR is known to increase with increasing
task demands and decreasing performance ([9]). Concerning Eye Blink Activity, research
shows that the time between two successive blinks increases when visual load increases,
but decreases when mental (non-visual) load increases ([10]). Both HR and eye blink
activity can be very useful as an indicator for task performance for the personal assistant
agent. A disadvantage of psychophysiology is that the measurements required can be
intrusive and therefore not very desired to use in real world settings (however, less
intrusive measurements are also being developed, see e.g. [11]). In addition, when
considering HR, other factors should be taken into account. For instance, HR can be
influenced by physical exercise, sleep or coffee as well. This should be taken into account
by a support agent that uses psychophysical input to reason about a human’s state.
2.2

Task Perspective

Some of the approaches described in the previous section are difficult to measure,
especially in applications in the real world. Measurements from a task perspective are less
intrusive and provide a different type of information about the performance. Depending on
the precise reason for which the personal assistant wants to use the task performance for its
support actions, one or more of the approaches described below can be used. For example,
in a stressful situation it may not be important at all whether the correct procedure is
followed, only the outcome matters. Three types of performance measurements from a task
perspective are considered here. Section 5.1 gives a detailed description on these
measurements applied to the case study.
Effectiveness. The correctness of handling a task based on the set goal, is referred to as
effectiveness. In this paper, two different perspectives on effectiveness are taken into
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account. The first is an absolute perspective by looking at the outcome regardless of the
process leading to that outcome. As the absolute correct outcome is not always available
during task execution, it is difficult for an agent to use this information to measure realtime performance. The second perspective is a more realistic perspective on effectiveness,
called realistic effectiveness. Here, the correctness of a response depends on the workflow
that is followed (the correctness of the individual steps that are taken to achieve the
outcome).
Productivity. Performance can also be viewed by taking into account the productivity.
Productivity is often seen as the ratio between the output of a task and the input of a task
[12]; the faster the input of a specific task is processed, the more output is generated within
a time unit and the higher the productivity. In this paper, two different productivity
measurements are taken into account: average completion time, and percentage of cases
handled. These measurements both evaluate the amount of data that is processed within the
task.
Efficiency. In addition to productivity and effectiveness, performance from a task-based
perspective can be measured by looking into efficiency. In this paper, efficiency is defined
as the costs of performing a specific task relative to the minimal amount of costs that are
necessary to perform the task. Costs are represented by the resources spent on a task, for
example money or material.

3

Performance Measurement Evaluation Criteria

In order to compare the measurements for task performance to see how suitable they are
for usage in personal assistant agents, a number of criteria have been identified. Hereby,
first of all inspiration has been drawn from the work done by [13] in which criteria have
been identified to evaluate workload assessment techniques. These can be reused for
evaluating performance measurements to be utilized by an agent and are listed below. Note
that only the relevant subset of the criteria is taken.
Sensitivity. The sensitivity refers to the capability of the measurement to detect
differences in the performance of the human. Some measurements might be relatively
coarse grained whereas other can measure on a fine granularity. In this case, two types of
sensitivity are involved, namely the sensitivity for the human’s perception of performance
as well as the sensitivity for the actual task performance. Both are important as argued in
the introduction already. As a baseline for actual task performance, the precise
performance of the human upon the task at hand is used. Hereby the performance
measurement (absolute effectiveness) is directly linked to the goal as provided to the
human in the beginning of the task. As a golden standard for the human’s perception of
performance, the NASA-TLX is used, as this is known to be very reliable for measuring
subjective performance. In order to precisely measure how accurate a measurement m is
for the human’s perceived performance and the actual task performance, a linear
regression method is used namely simple linear regression. The parameters of the linear
regression model were a curve of the form yˆ = b0 + b1 ⋅ x . Hereby, the x-scale denotes the
observed value of measurement m, whereas the y-scale indicates the value of the golden
standard at the same time point (in this case the precise performance upon the task at
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hand). ŷ denotes the predicted y value for measurement x, and b0 and b1 are estimated by
means of the ordinary least square method and are calculated as follows:
b1 =

∑

n
i =1

( xi − x )( y i − y )

∑

n
i =1

( xi − x ) 2

(1)

and:
b0 = y − b1 ⋅ x

(2)

In the equation, (xi, yi) are pairs of observed measurements (n in total). The suitability of
the measurement is now defined by taking the average squared error:
n

error =

∑(y

i

− yˆ i ) 2

i =1

(3)

n

Intrusiveness. One of the criteria related to the sensing devices themselves is the
intrusiveness of the sensor to perform measurements. In case the sensors are very intrusive,
this might lead to the human feeling uncomfortable, as there is a continuous awareness of
everything being measured. The sensors are scored by taking into account how much the
human is disturbed during the task itself (e.g. freezing the computer screen to allow the
assistant agent to pose a question), and how visible the sensors are. A five point scale is
used to score this criterion, ranging from ‘--‘ for very intrusive, to ‘++’ for highly nonintrusive (‘o’ is for neutral).
Reliability. When measurements are performed another important criteria is how robust
the measurements are. Some measurements might only be robust when they are performed
under laboratory conditions whereas the developed assistant agent might be meant for
more demanding conditions. There is often a trade-off between the intrusiveness of
sensors, and their robustness. Measuring heart rate using electrodes is more robust
compared to measuring it via a watch. However, the latter is less intrusive compared to
having electrodes attached to your body. Again, a five point scale is used, whereby ‘--‘
stands for not reliable and ‘++’ stands for very reliable.
Implementation requirements. Another criterion includes the requirements of the
measurement to be performed, and how difficult it is for an assistant agent to interpret the
sensing data. Some data is very easily understandable (e.g. the heart rate), whereas other
measurements require the assistant agent to have a more thorough knowledge on how to
use the information (e.g. an EEG). In this case, the five point scale ranges from ‘--’
representing heavy implementation requirements to ‘++’ for hardly any requirements.
Task dependence. In the design of personal assistant agent, the goal is often not only to
investigate support for a single task, but for multiple tasks to allow for more generic
support. Therefore, it is important that the agent does not entirely depend on measurements
that highly depend on the characteristics of the tasks being performed. Therefore, the
portability of the measurements to other tasks is also included as a criterion. Also here, the
same five point scale is used, whereby ‘--’ indicates highly task dependent whereas ‘++’
stands for task independent.
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Cost. The last factor is cost. Some sensors are relatively cheap, whereas others can be
quite expensive. Again, the five point scale ‘--‘ to ‘++’ is used for very high costs to very
low costs respectively.

4

Experiment

This section briefly describes the setup of the experiment that has been conducted to
evaluate the various measurements. First, the task environment is discussed, followed by
the concrete measurements that were performed. Finally, the setup of the experiment is
described.
4.1

Simulation-based Training Environment

The main task that was used in this study consists of identifying incoming contacts on a
computer screen and, based on the outcome of identification, deciding to eliminate the
contact (by shooting) or allowing it to land (by not shooting). Contacts appear at a random
location on the top of the screen and fall down to a random location at the bottom.
Shooting is performed by means of a stationary weapon placed on the bottom of the
screen. Before a contact can be identified, it has to be perceived. This is done by a mouse
click at the contact, which reveals a mathematical equation underneath the contact (e.g.
12*3=36). The identification task is to check the correctness of the mathematical equation
(which is less difficult in less demanding situations). A correct equation means that the
contact is an ally; an incorrect equation indicates that the contact is an enemy.
Identification is done by pressing either the left or right arrow for respectively an ally or
enemy. When a contact is identified a green (for an ally) or a red (for an enemy) circle
appears around the contact. The contacts that have been identified as an enemy have to be
shot before they land. A missile is shot by executing a mouse click at a specific location;
the missile will move from the weapon to that location and explode exactly at the location
of the mouse click. When a contact is within a radius of 50 pixels of the exploding missile,
it is destroyed. The scenario can in the future easily be extended with a personal assistant
agent that measures progress, and takes care of some missiles in cases the human is
becoming overloaded. A preliminary study addressing a personal assistant agent for this
task environment can be seen in [14], note that the proposed performance measurements in
this paper have not been incorporated in the personal assistant agent yet.
4.2

Performance Measurements for the Task

As already stated before, the performance from a human perspective was measured with
use of a subscale of the NASA-TLX (taken as the golden standard). Each 2.5 minutes
participants were asked to rate their performance. In order to conduct the sensitivity
evaluation described in Section 3, the participants’ ratings were scaled to a number
between 0 and 100. For physiological measurements, ECG was measured throughout the
entire experiment to calculate the heart rate. Eye blinks were measured using a Tobii x.60
tracker.
For all performance measurements from the task perspective, a moving average with a
time window of 86 seconds was calculated. To calculate the absolute effectiveness, a
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contact that was handled correctly (e.g. a friend was landed and an enemy was shot) was
given an acceptance of 1, a contact that was not handled correctly was given an acceptance
of 0. In case of the realistic effectiveness acceptance depended on the participants’
identification of a contact: an acceptance of 1 was given when a contact identified as friend
landed or a contact identified as ally was shot; an acceptance of 0 was given when a
contact identified as friend was shot and a contact identified as enemy landed. When a
contact was missed, realistic effectiveness was 0. As stated in Section 2, productivity was
separated in two measurements. First, the average handle time was calculated from the
average completion time (time from the time point a contact was instantiated to the time
point a contact was handled) and the average reactivity time (time from the time point a
contact was instantiated to the time point a contact was perceived:
avg_handle_time = avg_completion_time – avg_reactivity_time

(4)

In addition, the percentage of handled cases was calculated:
perc_handled_cases = handled_cases / (handled_cases + expired_cases)

(5)

Finally, the efficiency was calculated by dividing the amount of bullets by the amount of
handled contacts.
4.3

Participants and Procedure

In this study, 2 female participants and 3 male participants with a mean age of 22.8 took
part. All participants already had some experience with the experimental environment.
The experiment consisted of 4 blocks of 20 minutes of the simulation-based training
environment. In the first 10 minutes of one block, task demands were low (contacts appear
every 10 to 20 seconds) and in the second 10 minutes of one block, task demands were
high (contacts appear every 2.25 to 4.5 seconds). In the first and third block, the
environment froze after every 2.5 minutes, in the second and fourth block no freezes
appeared. The purpose of the freezes was to put the experiment on hold and ask the
participants questions about the participants’ perceived performance quality. The following
sentence was shown: “Gameplay frozen. After this message, a computer version of the
NASA-TLX was shown, where participants had to indicate their performance and mental
effort. In the future this would be a task that performed by the personal assistant agent.
At the start of the experiment, onscreen instructions were given on the task
environment and freezes. The instructions were followed by a practice block of two
minutes medium task demands to get familiar with the environment. After practice,
participants started with the first block. After each block, the participant was given a three
minute break before continuing with the next block.

5

Results

In Table 1 the scores of the various measurements upon the criteria are shown that have
been identified to measure the suitability of a measurement for the personal assistant. For
calculation of sensitivity, mean values were obtained for each performance measurement
and regression analysis was performed. The mean squared error (MSE) (as explained in
Section 3) was calculated and averaged over participants. The sensitivity is determined by
1-MSE and scores are presented in Table 1. For the sensitivity with respect to the human’s
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perceived performance, 8 data points were taken from each measurement, 1 for each
NASA-TLX measurement in one stage. For the sensitivity with respect to the actual task
performance, one data point represented an interval of 20 seconds, the first data points of
each part were taken out as no objective data was present yet.
The sensitivity values in Table 1 show that absolute effectiveness (golden standard for
task performance) is highly sensitive to the human’s perceived performance. The
relationship suggests that humans are good in rating their own task performance. Realistic
effectiveness is highly sensitive to both task as well as perceived performance. In addition,
the completion time is also very sensitive to both types of performances. This could be due
to a speed-accuracy trade off: when a case is handled faster, there is more chance of
making an error which causes a decrease in performance. The sensitivity scores do not
reveal much difference between perceived and actual task performance, except that the
measurement eye blink has a relatively high sensitivity for perceived performance
compared to task performance. When looking into the data it can be seen that human’s
perceived performance increases as the time between blinks increases. This effect could be
indirectly caused by task demands: as task demands increase, both performance and time
between blinks increases.
Table 1. Performance measures evaluation.
Measurement

Task
sens.

NASA-TLX

0.977

1.0

Heart rate

0.900

Eyeblink
Absolute
effectiveness
Realistic
effectiveness
Efficiency
%handled cases
Completion
Time

Human
sens. Intrusiveness

Reliability

Implementation
requirements

Task
dependence

Cost

--

++

++

++

++

0.834

o

o

++

++

++

0.887

0.916

+

--

++

++

++

1.0

0.957

++

++

o

--

o

0.976

0.915

++

++

o

--

o

0.936

0.894

++

++

o

--

o

0.926

0.811

++

++

o

--

o

0.959

0.872

++

++

o

--

o

The rationale for the score on the evaluation criteria apart from the sensitivity criterion is
as follows. The NASA-TLX scores negative on intrusiveness as answering the NASATLX questions means that the personal assistant agent would have to interrupt the
execution of the current task. The NASA-TLX scores well on reliability, implementation
requirements, task dependence, and cost [15]. The heart rate measurement scores neutral
on the intrusiveness as well as on the reliability. This is because heart rate can be measured
non-intrusive and less reliable (e.g. sensors in clothes), or more reliable and more intrusive
(e.g. via ECG using electrodes on the chest). The measurement scores well on
implementation requirements, task dependence, and cost. Regarding the eye blinks, the
sensor scores well on the intrusiveness, implementation requirements, task dependence,
and cost. It does however score relatively bad on reliability, as other environmental aspects
can affect the amount of eye blinks (e.g. the amount of sun, tiredness).
Finally, absolute and realistic effectiveness, efficiency and both productivity
measurements all score low on task dependence. This is because each time these
measurements are used in a different task, a new metric needs to be adopted by the agent.
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Furthermore, they score mediocre on the implementation requirements as well as cost, as
often the software environment in which the task is performed needs to be accessed and
possibly extended to allow for a precise measurement to be available for usage by the
personal assistant agent. The measurements score high on reliability, because they are
highly task dependent. The custom made measurement, that has to be designed for each
task, does allow for a reliable representation of performance within the specific task.

6

Discussion

For a personal assistant agent in dynamic circumstances it is useful to have access to
different measures of task performance to know the current performance of the human,
allowing for such an agent to give dedicated support. This support could for instance avoid
degradation of performance, which is important in the field of augmented cognition. This
paper describes several performance measurements that were measured in an experimental
setting, all aiming at a different aspect of human performance. The measurements were
scored based on a number of criteria and evaluated for their use within a personal assistant
agent. The paper shows that especially realistic effectiveness can be perfectly used to
substitute both subjective and objective performance as the sensitivity to both
measurements is very high. With respect to the psychophysiological measurements,
especially eye blink was more predictive of subjective performance compared to objective
performance. A possible explanation is that the rating of subjective performance is based
upon the responses of the body observed by the human. However, it could also be that both
the body and the subjective performance respond to the demands of the task. More
research has to be done on the causal nature of this relationship.
The relatively high sensitivity score of all measurements shows that they all can be
used to replace either the very intrusive NASA-TLX or the absolute effectiveness that is
often not measurable in a real world setting. Depending on the purpose of the support
system and the task environment, different approaches can be more or less useful. The
advantages of the task-based approaches are the low intrusiveness and high reliability.
However, they are very task dependent. In other words, the human does not need to be
disturbed at all, but for every new task a new measurement needs to be adopted by the
agent. The NASA-TLX questionnaire is also very sensitive, but the very low score for
intrusiveness can make it difficult to apply in a real world situation such as an operator
working in Air Traffic Control. Here, interruption of the operator can have disastrous
consequences.
This research shows that there are several different, very useful performance
measurements possible for an agent to use in the example simulation-based training
environment. For future research, the idea is to incorporate the most promising
performance measurements in a personal assistant agent, and see how well this support
agent is able to support the human. Note that a preliminary study concerning this has
already been performed (see [14]), however in that setting not all promising measurements
have been utilized by the personal assistant agent yet.
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Chapter 8
Towards fully automated psychotherapy for adults
BAS - Behavioral Activation Scheduling via web and mobile phone

Fiemke Both, Pim Cuijpers, Mark Hoogendoorn and Michel Klein
Abstract. Behavioral activation treatment has been found to be an effective
psychological treatment for depression, also if delivered as self-administered
psychotherapy via the internet. However, the role of supporting professionals remains
important for successful application of the therapy. In this paper a system is presented
that delivers automated behavioral activation therapy via both a mobile phone and a
personal website. The system motivates the client to continue with the treatment and
helps him/her through the different procedures of the treatment. The architecture of the
system follows a generic ambient agent architecture. A first pilot study of the system
indicates that it is technically feasible and perceived as useful.
Keywords: automated psychotherapy, agent model
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1

Introduction

Dozens of well-designed studies and meta-analyses have shown that psychological
interventions are effective in the treatment of depressive disorders in adults (Cuijpers et al.,
2007; Churchill et al., 2001; Leichsenring, 2001; Gloaguen et al., 1998). There is also a
growing number of studies showing that self-administered psychotherapies are effective in
the treatment of depression. In such a therapy, a patient can read in a book or on a website
step-by-step what he can do to apply a generally accepted psychological treatment to
himself.
Although self-administered treatments are mainly conducted by clients themselves, the
role of supporting professionals remains important for successful application of the therapy
(Spek et al., 2007a). In general it is assumed, that professional support is needed to
motivate the client to continue with the treatment and to help him/her through the different
procedures of the treatment.
It would be attractive to develop a psychological treatment that does not need a
professional therapist, but still has some automated actor involved to interact frequently
with the client. The current project addresses the development of an automated interactive
psychotherapy for depression: BAS (behavioural activation scheduling). The core is a
systematic internet intervention in which the patient plans her daily activity (based on the
principles of behavioural activation therapy, see below). The patients use a mobile phone
which will help them during the day to work through the behavioural activation treatment.
This daily support (through the mobile phone) is fully automated.
In this paper, the design of the BAS automated psychotherapeutic system as
instantiation of intelligent ambient agent system is presented (Section 3) and first
experiences within a pilot study are reported (Section 4). First the psychological
intervention activity scheduling that is the basis of the current project is described in
Section 2. Finally, the paper is concluded with a discussion.

2

Activity Scheduling

Activity scheduling (AS, also called behavioural activation) is an intervention for clinical
depression based on a theory by Lewinsohn, Youngren & Grosscop (1979) who say that a
low rate of behaviour (often caused by inadequate social skills) is the essence of a
depression and the cause of all other symptoms. Part of his theory is the hypothesis that
there is a causal relationship between lack of positive reinforcement from the environment
and the depression. A depression can be treated by increasing the positive reinforcement
through increasing the quantity and quality of (social) activities. Many studies have shown
that this type of intervention works just as well as or even better than other popular
treatments (Dimidjian et al, 2006; Jacobson et al, 1996). Recently, it is shown that
interventions of this type offered via the internet are very effective (Christensen et al,
2004; Andersson et al, 2005, Spek et al, 2007b).
There are two stages in AS treatment: the first stage is observing that pleasant activities
and a good mood come together by writing down all pleasant activities and mood level.
The second stage is changing the activity schedule so that the patient participates in more
pleasant activities with the goal of increasing the mood level. The mood increases on a
short term, and by learning that pleasant activities influence mood level positively, patients
are more capable of dealing with future situations.
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For the BAS intervention, this intervention as been implemented in a five-step plan: 1)
rating the mood via a mobile phone or via a website; 2) registering their current pleasant
activities and rate them; 3) actively planning more pleasant activities and setting a goal for
the desired mood level at the end of the intervention; 4) encouraging to keep doing more
pleasant by giving automated weekly feedback; 5) continue scheduling pleasant activities.
In addition, a plan for the future can be made to help prevent relapse and reoccurrence of
depression.

3

Agent Model

Automated psychotherapy via website and mobile phone can be seen as an instance of
Ambient Intelligence applications, where software has knowledge about human behaviours
and states, and (re)acts on these accordingly (Aarts et. al., 2003). For this class of
applications an agent-based generic model has been developed (Bosse et. al., 2009). This
model can be instantiated by case-specific knowledge to obtain a specific model in the
form of executable specifications that can be used for simulation and analysis. In this
section, the automated psychotherapeutic intervention will be described using this generic
framework.
3.1

Generic Framework for Human Ambience applications

For the global structure of the generic model for human ambient applications, first a
distinction is made between those components that are the subject of the system (e.g., a
patient to be taken care of), and those that are ambient, supporting components. Moreover,
from an agent-based perspective, a distinction is made between active, agent components
(human or artificial), and passive, world components (e.g., part of the physical world or a
database).
Second, interactions between model elements are defined. An interaction between two
agents may be communication or bodily interaction, for example, fighting. An interaction
between an agent and a world component can be either observation or action performance.
An action is generated by an agent, and transfers to a world component to have its effect
there. An observation results in transfer of knowledge from the world component to the
agent. Combinations of interactions are possible, such as performing an action and
observing the effect of the action afterwards.
Finally, ambient agents are assumed to maintain knowledge about certain aspects of
human functioning in the form of internally represented dynamic models, and information
about the current state and history of the world and other agents. Based on this knowledge
they are able to have a more in-depth understanding of the human processes, and can
behave accordingly.
3.2

Agent System Overview

Figure 1 gives an overview of the different components in the ambient agent model. In the
remainder of this section, the components and their specific interactions are described. In
Section 3.3, the internal knowledge of the specific agents is given.
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subject
world components

subject agent (patient)

Figure 1. Components in the ambient agent model.
The subject components are the following: Subject agents: participant suffering from a
depression. Subject world components: mobile phone of the participant, computer of the
participant with a dedicated website.
The subject interactions: Observations and actions by subject agents: Participant
inputs information requested for therapy into either the mobile phone or the website via a
computer. This includes:
Mobile phone actions by participant:
• Mood rating (number between 1 and 10)
• Activity rating (number between 1 and 10)
• Request advice
Mobile phone observations by participant:
• Activity schedule
• Tips
Web site actions:
• Planning activities
• Planning rewards
• Adding possible activities to a list
• Setting goals for the week
Web site observations
• Information about therapy, explanation
• Outcome of all actions performed (see above)
The ambient components are the following. Ambient agents: activity monitoring agent
(AMA), patient assessment agent (PAA), feedback agent (FBA), activity planning agent
(APA).
The following ambient interactions are distinguished. Communication between
ambient agents: the AMA sends the information about the monitoring and rating of
activities to the PAA, APA sends schedule and information to the PAA, PAA sends
feedback to the FBA.
And finally, the following interactions between subjects and the ambient components.
Reminders
• Planned activities (AMA – mobile phone)
• Rating of mood (AMA – mobile phone)
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• Rating of performed activities (AMA – mobile phone)
Reporting about ratings and activities
• Rating of mood (website / mobile phone – AMA)
• Rating of performed activities (website / mobile phone – AMA)
• Planned activities (website – APA)
Feedback
• Motivational remarks (FBA – website / mobile phone)
• Weekly feedback (FBA – website / mobile phone)
- Plots of mood versus number of activities and rating of activities
- Remarks about mood during week
- Remarks about activities during week
- Remarks about combination of mood and activities
- Feedback on targets set for week
3.3
3.3.1

Individual Agents
AMA: Activity Monitoring Agent

This agent is responsible for monitoring which activities have been performed by the
patient and what the mood of the patient was at different moments (specifically after doing
activities).
Maintenance of Agent Information maintains the ratings of the mood and the list of
performed activities. Maintains preferences concerning how frequent reminders should be
sent and the reminders that have already been sent.
Agent Specific Task. Based upon the information present: derive reminders. There are
two types of reminders, namely (1) reminding the participant of the planned activities, and
(2) reminding the participant to rate the activity and the mood.
Reminders for planned activities
The agent sends out such a reminder in case:
1. The participant requested a reminder (by indicated it in the activity schedule).
2. In case of a pattern of missed activities:
a. If the participant has missed a specific activity 2 times in a row, or 2 out of 3
times. The reminder is then sent half an hour before the activity is planned.
b. If the participant has missed two activities in general on a particular part of the
day (e.g. never performs activities in the morning). Again the reminder is sent
half an hour before the activity has been planned.
Reminders for mood and activity rating
Next to the monitoring of activities being followed, reminders of the rating of these
activities are also sent. This is done when during the past three days less than 50% of the
planned activities have been rated. Reminders for mood rating are sent based on the
following mood rating frequency settings.
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Table 1. Reminder frequency for mood rating.
Mood rating setting First reminder
3 times per day

1 time per day

1 time per 2 days

After four misses,
afternoon of day 2

Second reminder (email)

After a full day without
response upon first
reminder
After one miss,
After a full day without
evening of day 2
response upon first
reminder
After one miss, end of After a full day without
day 3
response upon first
reminder

Contact care taker
After a full day without
response on the second
reminder
After a full day without
response on the second
reminder
After a full day without
response on the second
reminder

World Interaction Management. Process the information about performed activities,
ratings and mood inserted into the mobile phone or via the website. Send reminders to the
mobile phone (i.e. the patient).
Agent Interaction Management. Communicate the fact that ratings have been given to
the PAA.
3.3.2

APA: Activity Planning Agent

The APA keeps track of the planned activities and reports this to the PAA.
Maintenance of Agent Information. Maintain information about the activities that are
planned by the patient.
Agent Specific Task. Based upon the information provided by the user and the options in
the phase of the therapy: maintain a schedule of activities.
World Interaction Management. Process the information inserted into the website.
Agent Interaction Management. Communicate the schedule on request to the PAA.
3.3.3

FBA: FeedBack Agent

The role of this agent is to communicate information via either the mobile phone or the
website based on the analyses of the PAA. This can be weekly feedback, daily motivational
remarks or general conclusions about the progress of the therapy derived by the PAA.
Maintenance of Agent Information. Maintain preferences with respect to the media that
is preferred (and suited) for specific type of feedback, and keep track of the feedback that
has been sent.
World Interaction Management. Sends messages to the website or the mobile phone.
Agent Specific Task. Triggered by the PAA: generate weekly feedback, select
motivational messages, or forward analysis from PAA to the patient.
Weekly feedback
The weekly feedback is meant to create awareness of the participant that there is a
relationship between mood and the activities being performed. First of all, in week one and
two of the therapy overviews are given of the number of activities in relation with the
mood (see Figure 2) as well as a similar figure showing the relation between the rating of
the activities and mood.
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Figure 2. Number of activities and mood rating per day.
Motivational remarks
Furthermore, also motivational remarks are sent; this is triggered by the PAA when it
receives information from the AMA that the patient has rated either his/her mood or
activities. Maximum of one message per day:
• Communicate the highest mood of the past three days if this is higher than ‘6’, also
communicate the activities during that particular day: “Your highest mood during the
last three days was on X: a Y! That day you performed the following activities: [list of
activities and rating].
• Communicate an encouraging message in case the rating for mood just inputted was
‘6’: “You rated your mood at X now, how nice!”. In case it was ‘7’: “You rated your
mood at X now, that’s really nice!”. Or in case of an ‘8’ or higher: “You rated your
mood X, that’s excellent!”.
• Communicate the percentage of tasks that have been performed, given that during the
last 3 days at least 2 activities have been performed. In case more that 70% of the
activities have been performed: “The last three days your adherence to the planning
was very good, you performed X activities, which is Y% of the scheduled activities”.
In case less than 50% has been performed: “You did not adhere that well to the
planning during the last 3 days, you performed X% of the activities, which totals to Y
activities. Try to adhere to your agenda somewhat better”. In all other cases: “During
the last 3 days you performed X% of your planned activities”.
• If the average mood of day 4 of the week is at most 0.5 of the goal mood (in case
applicable in the stage the participant is in): “Your average mood this week is X,
you’ve almost achieved your goal. Keep this up till the end of the week! Thereafter
you can reward yourself with Y”. Note that the last part of the remark is only
communicated in case specific rewards have been specified.
In case none of the above hold or are sent on the current day a tip is sent (from a list of
expert tips).
3.3.4

PAA: Patient Assessment Agent

The task of the PAA is to assess the status of the patient and to guide which feedback is
given at what moment to the patient via the FBA.
Maintenance of Agent Information. Maintain information about the history of the
patient, in terms of prior mood ratings, activities performed, and ratings for the activities.
Maintain information about the phase of the therapy.
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Maintenance of World Information. Keep track of the time.
Agent Specific Task. Based upon the information present: derive conclusions about the
performed activities and ratings in the past week. When considering the reported mood of
the patient and the performed activities, the following abstracted remarks can be generated
and sent to the FBA:
• Mood: “Your average mood during this week was A, on day C your mood was lowest,
namely B”.
• Activities: “You performed E fun activities this week, on average this is D fun
activities per day”.
• Mood in combination with activities: “Your low mood on day C corresponds with few
pleasant activities, namely F. This shows that doing less fun activities can decrease
your mood level”.
After the two week period more elaborate conclusion are generated. For the sake of
brevity, these rules are not shown.
Agent Interaction Management. Send messages to be communicated to the patient to the
FBA.

4
4.1

Pilot study
Participants and Method

A total of nine participants joined the pilot study for the system, all students at the VU
University Amsterdam, age ranging between 18 and 24 (average 21.2). They followed the
intervention during three weeks after a start-up meeting. During that meeting, they
received a Sony Ericsson M600i mobile phone, a link to the website and a brief
explanation of the intervention. All participants were instructed to follow all assignments
and to test the system. In addition, they were asked to describe any technical errors in
detail. After every week the participants provided feedback about the intervention. These
interviews were semi-structured, The questions were structured in five groups: look and
feel, technical, textual, reminders and weekly feedback. In the end, the participants handed
over their phones and received €100 participation fee and an online questionnaire was
filled in.
4.2
4.2.1

Results
Weekly Feedback Sessions

Look and feel. Most comments on the look and feel of both the website and the
application on the phone were made after the first week. Negative comments were about
broken and illogically placed links, the layout of the menu and the font size of some of the
forms. Four of the nine participants complained about the simple agenda feature: they
would have liked to see more functionality such as a week overview, setting an end time
for activities and a warning message when two activities are planned at the same time.
Remarks about the mobile phone application were about functionalities people missed,
such as changing the comments about a mood rating after saving the rating and adding or
changing agenda activities. Some participants had difficulties interacting with the mobile
phone itself.
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Technical. The participants did not find many technical problems with both
applications. Some complaints: the option ‘I did not do this activity’ was missing, and it
was possible to give a mood rating of days in the future. Two participants received an error
message on their phone after saving a mood or activity rating; this had to do with the
motivational remark that was shown afterwards.
Textual. Apart from some spelling and grammar mistakes, the texts on the website
were found very clear. However, more explanation about the mobile phone application and
about when reminders could be expected was required according to most participants. In
addition, no information about the transition between steps was provided and some
participants were surprised when they automatically started with the next step.
Reminders. The reminders for rating mood and activities were judged as useful but the
frequency (see Table 1) could be improved. Some participants found that the first reminder
came too soon; others found that it came not soon enough. Reminders before a planned
activity also showed a pattern, although none of the participants noticed it. They all said
these reminders seemed random, but were useful despite the randomness.
Weekly feedback. Eight out of nine participants said that they enjoyed reading the
weekly feedback and that the content matched their own experience during that week. A
few of the automatically generated sentences needed more explanation, and the
percentages should be rounded.
4.2.2

Evaluation Questionnaire

The results of the final evaluation questionnaire about how much the course was enjoyed
are shown in Table 2. To the question ‘how useful was the course for you’ only one
participant answered no, six answered a little and two answered a lot. A surprising result
since none of the participants was diagnosed with depression. Apart from the complaints
about the frequency, the reminders that the participants received on their phone were
judged as very useful. In general, the participants found using the mobile phone for mood
rating a nice functionality, mostly because a mobile phone made it easier to rate mood
several times a day compared with using a computer. The participants were also asked to
score the overall intervention on a scale of 1 to 10: the mean score was 7.1.
Table 2. Results of the evaluation, the scale is from 1 (totally disagree) to 5 (totally agree).
Question
the information was new
I enjoyed viewing the website
I enjoyed working with the phone
the course was interesting

5

Mean answer
2.7
3.8
3.8
4.3

Discussion

Based on the results of the pilot study, some changes have been made in a new version of
the BAS system. The few technical issues are solved and some texts were revised. Based
upon the critic of the participants on the weekly feedback and the unexpected evolving to
the next step, three new general messages have been added. Furthermore, the agenda
functionality on the website is extended. The rating system on the mobile phone is changed
slightly, so that people can edit the comment field after saving the rating. The final
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adjustment is made in the reminder system: besides the mood rating setting (see Table 1),
there is also a reminder frequency setting with the options low, medium and high. A
combination of the two settings determines when a reminder is sent. When the reminder
frequency is set to high, the participant receives a reminder after missing two rating
moments, when set to medium, a reminder is sent after three missed rating moments and
when set to low after four missed rating moments.
The pilot study indicates that advanced support via a website and mobile phone during
activity scheduling intervention is technically feasible and perceived as useful. In the near
future, a second pilot study will be conducted with between five and ten participants who
suffer from a depression. The participants will be questioned in the same manner as
described in this paper. After processing the results, an efficacy study will be performed
with around 100 participants with a depression to determine whether their depression is
lessened by the BAS intervention system.
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Chapter 9
Towards Fully Automated Behavioral Activation
Therapy for Depression
A Pilot Study of a Novel Intervention offered via Mobile Phone
Fiemke Both, Edith van ‘t Hof and Pim Cuijpers*

Abstract
Background - To research the possibility of the fully automated psychotherapy, a novel
Behavioral Activation based treatment was developed. The aim of the present study was
to study the feasibility and acceptability, of the novel intervention. In addition, drop-out
rates and effect size were investigated.
Method - A randomized controlled pilot study was conducted with 24 participants. The
intervention group followed a five-week novel treatment via mobile phone and a website.
At baseline, 6 weeks and 3 months questionnaires were administered about depressive
symptoms, contentment about the intervention and others.
Results - Both groups showed significant improvement in depressive symptoms,
however, the intervention group did not improve significantly better than the control
group. Although there were comments about the mobile phone and the software, most
participants felt they benefitted from the treatment and gained insight into the
development of their mood level and activity schedule. There were no drop-outs during
treatment and a 16.7% drop-out w.r.t the follow-up questionnaire.
Conclusions - A lack of statistical power was probably the cause of the absence of an
effect. Further improvements include a reminder system to increase adherence and more
functionality on a more modern mobile phone.

*

The order of the authors is based on their contribution to the chapter.
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1

Introduction

Major depression is currently the fourth disorder worldwide in terms of disease burden,
and is expected to be the disorder with the highest disease burden in high-income countries
by the year 2030 (cf. [1]). It has been shown extensively that self-help interventions for
depression can have a positive effect on symptoms [2-5]. Although self-administered
treatments are mainly conducted by patients themselves, the role of supporting
professionals remains important for successful application of the therapy [6]. There are
several studies of self-administered and internet-based treatments showing that in the
absence of support by a therapist, the drop-out rate is high and the effects of the treatment
are much smaller [7-8] or absent [9]. In general it is assumed, that professional support is
needed to motivate the patient to continue with the treatment and to help him/her through
the different procedures of the treatment.
The current randomized controlled pilot study was designed to investigate the
possibility of an innovative intervention that is fully automated and does not make use of
professional support. This intervention, called BAS, provides automated, personalized
feedback on the progress of the user. It is based on behavioral activation therapy (also
called activity scheduling). During Behavioral Activation (BA), patients learn techniques
to monitor their mood and daily activities and learn the relation between these two. Then,
the patients learn to make a schedule in which they increase the number of pleasant
activities and in so doing have more positive social interaction with their environment. In
this method, specific attention is given to social skills and interactions with other people.
The treatment, developed in the seventies, is based on Bandura’s Social Learning Theory
and adapted for understanding depression by Lewinsohn [10]. A meta-analysis [11] shows
a large effect size of behavioral activation therapy that is not significantly different from
cognitive behavior therapy.
Behavioral activation therapy is well suited to be adapted for a fully automated
treatment. It is a relatively simple treatment. The BAS intervention is a five-week program
offered via a website and a mobile phone application. In recent years, some other mobile
phone applications have been developed to support self-administered treatments. In [22], a
mobile phone is used to obtain data about the user using sensors such as an accelerometer
and GPS. Mobiletype [23, 24] uses mobile phones to collect data about the user. The
software starts itself four times a day and asks about mood, stress, eating patterns etc. In
contrast to the BAS intervention, these applications use the mobile phone only to monitor
the patient and offer human support via e-mail or telephone. The contributions of BAS are
the use of software on a mobile phone in addition to a website and the automated feedback
on the mobile phone and the website, which replace human support. It is likely that the use
of internet and mobile phones makes it possible to reach people who will otherwise not
seek help in regular healthcare. By removing professional human support during the
treatment via e-mail or telephone, the threshold may be lowered even further.
The current pilot study was designed to evaluate the feasibility and acceptability of the
BAS intervention, more specifically the use of the mobile phone and the automated
feedback. In addition, indications of drop-out rates and effectiveness were investigated.
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2

Methods

The study protocol was approved by the medical ethical committee of the VU University
Medical Center. The participants were recruited via announcements in local media and
could sign up for the study by filling out a form on our website. All participants received a
full explanation of the study protocol via the website and e-mail and provided a signed
written consent. In this pilot study we considered people with mild to moderate depressive
symptoms, scoring between 16 and 28 on the Center for Epidemiological Studies
Depression scale, CES-D. Other inclusion criteria were: not currently involved in a form of
therapy for their depressive symptoms and the willingness to work on their problems
independently. Figure 1 shows a flow diagram of the participants’ course through the pilot
study.
The study included twenty four participants (aged 21 to 66), randomly assigned to the
intervention group (mean age 35.5 ± 13.9 years, 5 men and 6 women) or the waiting-list
control group (mean age 44.3 ± 12.6 years, 9 men and 4 women). Six participants in the
control group (of which 1 mild and 5 major, and of which 2 with comorbid anxiety) and
five participants in the intervention group (all major, of which 1 with comorbid anxiety)
met the DSM-IV criteria for depression, measured with the depression of the CIDI
structured interview [12, 13].

Figure 1. Consort flow diagram.
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Before starting with the BAS intervention, the participants received a Sony Ericsson
M600i mobile phone with a data connection and the BAS software and login data for the
website and BAS software. After the treatment, the participants returned the mobile phone
and received a reward of €50. The participants in de control group were on a waiting list
and received the treatment after the follow-up measurements, three months after baseline.
2.1

Intervention

During the five-week program, the participants carried out the following five steps using
the website and mobile phone. Transition between the steps was automatic, based on
elapsed time (at least five days for step 1, at least seven days for the other steps) and
finished assignments. Participants were allowed to use the system for a maximum of one
additional week if the fifth step was not finished within five weeks.
• Step 1: How do I feel each day? - the participant rated his/her mood during the first
week and made a reward list.
• Step 2: Pleasant activities - the participant rated the mood level and the pleasant
activities, without planning more. This step started after at least five days, when the
reward list was completed.
• Step 3: More pleasant activities - the participant defined their goals with respect to
the mood level and number of pleasant activities and made a weekly schedule in
which more pleasant activities were planned. This step started in the second week.
• Step 4: Adapt and continue! - the participant adapted his/her schedule based on the
weekly feedback during the third and fourth week of the program.
• Step 5: Keep your positive outlook with a strategy for the future - besides
continuing with step 4, the participant made a strategy for the future to help prevent
relapse and reoccurrence.
Via both the mobile phone and the website, the participants could rate their mood levels
and pleasant activities and view their agenda. The information about the BAS intervention,
the five steps and the homework assignments were available on the website only. Pleasant
activities for the coming week could be scheduled on the website. Both the website and the
mobile phone communicated with a server; therefore, the agenda could be accessed via
both systems.
The BAS system provided automated feedback in two forms. First, after given a rating,
the phone or website showed a personalized motivational message (e.g. a compliment
about the rating in case it was above 6/10, a generic tip to stimulate being more active).
Second, at the end of each week the participant logged in on the website to view automated
feedback on the mood level and pleasant activities. This report showed graphs of the
ratings and explained in a bullet point list the average ratings, compliance to the schedule,
the number of pleasant activities that had been done and a message about the personal
goal.
2.2

Measures

Participants filled out online questionnaires at baseline, 6 weeks and 3 months. The
measure of neuroticism was administered at baseline only. At 6 weeks, the participants
were asked about their contentment with respect to the intervention using a self-designed
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questionnaire, the primary outcome of the pilot study. This 25 item questionnaire asked
about which steps of the intervention are read and executed, the opinion about the website
and the application on the mobile phone and the satisfaction with respect to the results of
the intervention. In particular, the participants were asked what they think of the content
and the automated feedback. The questionnaire consisted of 15 multiple choice and 10
open questions.
Depressive symptoms
The CES-D (Center for Epidemiological Studies Depression scale, [14]) was used as a
screening instrument and a secondary outcome. The CES-D is 20-item questionnaire with
a total score between 0 and 60. The higher the score, the more depressive feelings a person
has.
Assessing depression
The CIDI (Composite International Diagnostic Interview), a structured interview
developed by the WHO, makes it possible for trained non-experts to determine DSM-IV
diagnoses [12, 13]. In this pilot, the depression and anxiety sections of the CIDI were used
for the interviews.
Anxiety
One of the secondary outcome measures was anxiety, measured using the HADS (Hospital
Anxiety and Depression Scale, [15]). In this pilot, only the anxiety items of the HADS are
used (HADS-A). There are seven questions with scoring options between 0 and 21, closer
to 21 means more anxiety.
Dysfunctional attitudes
The DAS-A (Dysfunctional Attitudes Scale form A, [16]) is a questionnaire consisting of
40 items that cognitive distortions, particularly distortions related to depression. A
shortened version of 9 items [17] has been used to control the total length of the
questionnaire.
Mastery
Using the scale of mastery by Pearlin [18] we measured the amount of control over life.
The mastery scale consists of seven items to be scored on a five-point-scale. The outcome
is between seven and 35, a high score indicating more control over life.
Activities
The PES questionnaire (Pleasant Events Schedule, [19]) describes 48 activities. The
respondent indicated for each activity 1) how often s/he performed this activity in the last
four weeks and 2) how pleasant this activity was. With the PES we investigated the
quantity and quality of pleasant activities prior to and after the BAS intervention.
Neuroticism
The NEO-FFI (Neuroticism, Extraversion, Openness to New Experience-Five Factor
Inventory, [20]) is a list of 60 items that measures five personality traits. We only use the
12 questions referring to neuroticism, because research show that this is a trait that people
with depression score high on [21]. This questionnaire is added to observe a possible
mediation effect of neuroticism on depression.
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2.3

Statistical Analysis

The potential differences between the intervention and control groups were examined
using unpaired t-tests and χ2. We used analysis of covariance (ANCOVA) for all outcome
measures. Missing data from the follow-up questionnaire is imputed using regression
imputation.

3

Results

The average age of the 24 participants was 40 (SD 13.6), there were 14 men and 10
women. Table 1 shows the demographical and clinical variables at baseline. The two
groups in the study did not differ significantly in age, gender, level of education and
marital status. There were significant differences with respect to children and anxiety
disorder: there were more people in the control group with children not living at home, and
more people with an anxiety disorder in the intervention group.. At baseline, the groups
did not differ significantly in CES-D, HADS, DAS-A and mastery (see Table 2).
Table 1. Participants’ demographic data.
Variable

BAS (n=11)

Control (n=13)

Age (M (SD))
range
Gender
Male
Female
Marital status
Married / living together
Children*
Children living at home
Children living elsewhere*
Education
High
Intermediate
Basic
Motivationa (M (SD))
Motivated to work on problems
Trusting BAS to have effect
DSM IV diagnoses
Depression
of which mild
comorbid anxiety disorder
Anxiety disorder*

35.5 (13.9)
21 – 63

44.3 (12.6)
21 – 66

5 (45.5%)
6 (54.5%)

9 (69.2%)
4 (30.8%)

6 (54.5%)
4 (36.4%)
3 (27.3%)
1 (9.1%)

7 (53.8%)
11 (84.6%)
7 (53.8%)
4 (30.8%)

9
1
1

8
5
0

4.8 (0.4)
3.7 (0.5)

4.6 (0.5)
3.5 (0.7)

5
0
1
2

6
1
2
0

* Significant difference between the two groups according to t-test.
a
Scoring from 1 (totally disagree) to 5 (totally agree).
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All eleven participants in the intervention group finished the five-week-program, all 24
participants filled out the questionnaires at baseline and after 6 weeks. The three months
questionnaire was completed by 20 participants (10 in the intervention group, 10 in the
control group). The effect size for improvement within the treatment group (baseline vs.
after treatment) was 1.14, and for the between-group measures the effect sizes were 0.49
(after treatment) and 0.85 (follow-up).
The outcomes of the BAS intervention on depressive symptoms, anxiety, cognition and
mastery are shown in Table 2. There was no significant difference in improvement for
depressive symptoms, anxiety, cognition or mastery between the intervention and control
groups (see interaction effects in table 2). The intervention group improved significantly
on depressive symptoms (from baseline to both after and follow-up measurements) and
anxiety (from baseline to 6 weeks). The control group improved significantly after 6 weeks
on CES-D (p=.02), HADS (p=.002) and Pearlin mastery scale (p=.021). None of these
effects are visible after 3 months.
Table 2. Mean scores (with SD between brackets) on outcome measures of depression,
anxiety, cognition and mastery.
Sign. of change BAS
BAS
Control
CES-D
t=0
22.0 (3.4) 23.3 (4.0)
t=6w 16.9 (5.7) 19.5 (5.7)
t=3m 17.4 (6.1) 21.5 (7.6)
HADS
t=0
9.7 (3.0) 10.4 (3.8)
t=6w 6.4 (4.0) 7.9 (4.5)
t=3m 8.7 (4.1) 10.6 (6.8)
DAS-A
t=0
24.2 (3.4) 23.9 (3.0)
t=6w 25.1 (5.7) 25.6 (4.0)
t=3m 25.2 (4.8) 24.4 (3.8)
Pearlin scale of mastery
19.8 (3.6) 21.9 (5.2)
t=0
t=6w 18.1 (6.6) 19.6 (5.5)
t=3m 19.7 (5.6) 20.6 (4.4)

Interaction effects

t=0 - t=6w

t=0 - t=3m

t=0 – t=6w t=0 – t=3m

0.009*

0.017*

0.537

0.286

0.006*

0.464

0.425

0.459

0.495

0.627

0.607

0.874

0.293

0.960

0.737

0.501

* Significant change according to t-test.

The adherence to treatment was determined by observing the number of mood ratings,
planned activities and rated activities. Participants were encouraged to rate their mood
every morning, afternoon and evening, at a time of their own choosing. Table 3 shows the
averages, standard deviations and lowest and highest occurrences of these numbers. Six
participants planned and rated activities throughout the treatment, two did not schedule any
activities in the BAS agenda, and another three planned few activities and rated none or a
few. Nine participants rated their mood continuously during the course, two gave only a
few ratings in the first two weeks.
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Table 3. Mean numbers of ratings and activities

Mean (SD)
Min
Max

mood ratings scheduled activities rated activities
94.5 (38.4)
30.6 (32.2)
24.2 (33.8)
19
0
0
133
116
116

The PES was administered to observe possible positive effects of the BA-based
intervention on the level of activity of the participants before and after treatment. No
differences can be detected with respect to the rated pleasantness of the activities. There
was no significant change in frequency of activities from 0 and 6 weeks between the two
groups. However, a trend is observed when comparing the number of pleasant activities
done before treatment and after three months (p=0.063, F=3.831).
3.1

Acceptability of the BAS intervention

Using the self-designed questionnaire, the participants were asked about their experiences
and contentment with the website and mobile phone application six weeks after they
started with BAS. Table 4 shows the average score on nine statements on a scale from 1
(strongly disagree) to 5 (strongly agree). The information on the website was new for two
participants. Eight out of eleven enjoyed the website and found the course interesting. The
opinions about the mobile phone were divided: five enjoyed the application and another
five did not, one was neutral. Most negative comments related to the mobile phone were
about the inconvenience of having to carry two phones and about the lack of possibilities
in the application (the agenda for example could only be viewed, not edited). The positive
comments praised the possibility to rate mood and activities at any time and place.
Table 4. Mean scores on the contentment questionnaire. Scale: strongly disagree (1),
disagree (2), neither agree not disagree (3), agree (4), strongly agree (5).
#
1
2
3
4
5
6
7
8
9

Question
The information in the BAS course was new to me
I enjoyed reading the website
I enjoyed working with the mobile phone
The course was interesting
I enjoyed working on my problems independently
I found the steps and the assignments useful
The course gave me new insights into my problems
The course taught me to deal with my problems
I am able to better cope with my problems because of the course

Mean (SD)
2.6 (0.8)
3.8 (0.9)
2.9 (1.4)
3.6 (0.9)
4.3 (0.5)
3.3 (0.8)
3.7 (0.9)
3.5 (1.0)
3.0 (1.2)

On average, 104 hours were spent on the intervention in total, ranging from 10 to 630. All
participants read the documentation accompanying the five steps. Six of the eleven
participants did not complete one or more of the steps. Two participants reported it was
due to personal circumstances, one person had problems with the mobile phone (which
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was replaced), two said it was due to the limited options on the mobile phone application
and one gave no reason.
To the question whether one benefited from the BAS course, one participant answered
no, seven indicated a little benefit and three reported a lot of benefit. Nine out of eleven
said that they gained insight into the development of their mood level over time and five
participants learned that being more active makes you feel better. The person having had
no benefit reported that s/he already followed the main ideas behind BA, namely planning
pleasant activities and setting realistic goals.
The average overall rating was 6.1 out of 10, with answers between 1.6 and 8.1. Rating
ones mood level and being able to look back at it was reported as the most beneficial
feature seven times. Scheduling more pleasant activities was mentioned three times as the
most beneficial feature and the theoretical explanation twice. The opinions about the least
beneficial feature were more divided, three indicated the pleasant activities, three indicated
step 5 (making a plan for the future), two participants pointed out the weekly feedback and
the mobile phone was mentioned once.

4

Discussion and conclusion

In a five-week pilot study, we investigated the feasibility of the novel intervention BAS in
adults with depression. The three research questions were 1) how is the intervention
viewed by its users?, 2) what are the drop-out rates? and 3) do patients benefit from the
treatment?.
Most participants were reasonably positive about the novel intervention. Most negative
comments were about having to carry two mobile phones and the limitations of the
provided mobile phone. We chose to lend mobile phones to the participants for two
reasons: to ensure that the application worked technically and to be able to provide a
mobile phone contract with internet connection only. The mobile phones were bought
some time ago and since the market changes very quickly, were already out of date at the
time of the pilot. However, most participants enjoyed the novelty of a mobile phone
application, despite of some of the mentioned annoyances. The overall mean score of the
participants was a 6.1/10, with having a more elaborate application as the most suggested
improvement.
There were no drop-outs during the treatment. One of the reasons was probably the fact
that the reward was handed out personally when the mobile phone was returned and was
dependent on the completion of the 6-week-questionnaire. However, since the mobile
phone was worth more than the reward, this was better than expected for a treatment
without any professional guidance.
The intervention group improved significantly in depressive and anxiety symptoms
after the intervention compared to baseline. Unfortunately, no significant difference in
improvement of depression symptoms, anxiety, cognition or mastery was found compared
to the control group, probably because of low statistical power. This is supported by the
medium to large effect sizes for improvement within the BAS treatment group and
between the treatment and control groups. The self-reported improvement and benefits of
the treatment are promising. Four participants indicated that they are less affected by their
problems after following the BAS course and seven indicated that they are better at dealing
with problems. Nine of the eleven participants in the intervention group reported to have
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learned lessons about the importance of pleasant activities and gained insight into the
development of their mood levels.
We chose to recruit people via regional newspapers, internet and radio. This might
have lead to a selection-bias, making the results possibly not generalizable to all depressed
people. However, an internet and mobile phone-based intervention is likely to be
interesting for people who will seek other forms of health care before seeing a general
practitioner of psychologist.
The length of the intervention differed slightly between participants, because of the
automated transfer between steps, depending on finishing assignments and starting date of
the current step. This system is chosen so that participants all had the opportunity to finish
all five steps.
The majority of participants were active in rating their mood levels throughout the
course. However, the adherence could be improved with respect to the scheduling and
rating of activities. In future work, a reminder system will be added in order to increase
adherence. These reminders will be sent when the user has not rated their mood or
activities for some time, and when there is new information available such as a new step or
weekly feedback. By having more communication between BAS and the user, adherence is
likely to improve.
Other improvements for a new version of BAS include the use of a more modern
mobile phone. This can be achieved by arranging the mobile phones closer to the starting
date of the RCT. The modern mobile phone allows for improvement of another comment
of participants, namely the lack of options on the phone. The next version of BAS will
offer all functionalities of the treatment on the mobile phone, including a full functioning
agenda, all forms of feedback and a reminder system. We expect that these improvements,
together with increased statistical power, will lead to significant effects.
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Chapter 10
Utilization of a Virtual Patient Model to Enable
Tailored Therapy for Depressed Patients
Fiemke Both and Mark Hoogendoorn
Abstract. Major depression is a prominent mental disorder that has significant impact
upon the patient suffering from the depression as well as on the society as a whole.
Currently, therapies are offered via the Internet in the form of self-help modules, and
they have shown to be as effective as face-to-face counseling. In order to take automated
therapies a step further, models which describe the development of the internal states
associated with depression can be of great help to give dedicated advice and feedback to
the patient e.g. by means of making predictions using the model. In this paper, an
existing computational model for states related to depression (e.g. mood) is taken as a
basis in combination with models that express the influence of various therapies upon
these states. These models are utilized to give dedicated feedback to the patient, tailor the
parameters towards the observed patient behavior, and give an appropriate advice
regarding the therapy to be followed.

This chapter appeared as:
Both, F., Hoogendoorn, M. Utilization of a Virtual Patient Model to Enable Tailored Therapy for
Depressed Patients. In: Proceedings of the 18th International Conference on Neural Information
Processing, ICONIP'11. LNCS 7064, Springer Verlag, 2011, pp. 700-710.
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1

Introduction

Major depression is currently the fourth disorder worldwide in terms of disease burden,
and is expected to be the disorder with the highest disease burden in high-income countries
by the year 2030 according to a prediction of the World Health Organization (WHO).
Within mental health care, a new generation of therapies for treatment of depression has
emerged, in which patients can use Internet-based self-help therapies. This takes away the
long waiting times for psychological treatments and also removes the barrier of going to a
doctor to seek counseling. A wide variety of therapies are available in the form of self-help
modules, including activity scheduling (also called behavioral activation, see e.g. [14]),
cognitive behavior therapy (see e.g. [3]), and problem solving therapy (see e.g. [10]). A
growing number of randomized trials have been performed that show that such forms of
treatment are as effective as face-to-face treatment (see e.g. [15]; [1]). However, these
treatments currently do not provide very personalized or tailored support to the patient,
which could potentially lead to an even better treatment of the depression.
In order to provide such personal advice and support, the supporting system (for
instance in the form of a personal support agent) should be able to build up a picture of the
current and potential future development of the patient, and the influence of the therapy
upon this development. Based upon this picture, the system can determine how the patient
is progressing and is expected to progress further, provide feedback on this, and also select
the most appropriate therapy for the patient. In previous work [5], a computational model
for the cognitive states associated with depression has been developed based upon
literature available in clinical psychology, including elements such as mood, thoughts, and
appraisal and their interrelationship. This model can be used to predict the development of
these states of the patient over time. In extensions of the model (see [6];[7]), the influence
of various therapies upon these states of the patient have been included, which enables
predictions on the effectiveness of the therapy for the patient.
In this paper, an approach is presented which utilizes such models to provide dedicates
feedback to the patient and give advice on the appropriate therapy to follow. This process
is composed of three subparts: (1) deriving the therapy with the highest probability of
success and providing this as advice to the patient, (2) once a therapy has been selected,
the predicted trends can be compared with the observed trends of the patient to provide
feedback, but also to trigger a process which evaluates whether there is potentially a more
effective therapy than the current one, and (3) tuning the parameters of the predictive
models towards the observations with respect to the patient in case large deviations are
found to improve the accuracy of future predictions.
This paper is organized as follows. Section 2 briefly describes the underlying models.
In Section 3 the algorithms that describe how such models can be utilized are described,
whereas Section 4 presents simulations results for a dedicated scenario. Finally, Section 5
is a discussion.

2

Therapeutic Models

In [6] and [7], therapies are described in terms of a computational mood model [5]. In
Figure 1, the mood model is shown in gray. This model uses situations in the world (world
events) and personal characteristics such as coping skills, vulnerability and prospected
mood level to describe the state of a person. In the figure, the black arrows and grey circles
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describe the therapeutic influence of the Cognitive Behavior Therapy (CBT) module with
three effects on the mood model: intervention, reflection and a therapy-dependent effect,
appraisal in case of CBT. The first two hold for all interventions.
• Intervention effect: the positive effect on the thoughts of a person when this person is
following a form of therapy.
• Reflection: the learning effect of a therapy by increasing coping skills. The concepts
involved in reflection differ among the therapies.
• Therapy-dependent effect: each intervention has its own view on how to treat
depression. CBT focuses on changing the appraisal of a situation, the other two
modeled interventions focus on introducing more pleasant (activity scheduling) or
physical (exercise therapy) activities into a person’s daily life. These effects are
described in more detail below.
The idea behind CBT is that there is a relation between how a situation is appraised
(appraisal) and the mood level. During the therapy, one learns that emotions are triggered
by thoughts about a situation (appraisal) rather than by the situation itself.
intervention
CBT
world obj. emo-value
events
of situation

appraisal
effect

reflect on neg.
thoughts
mood
appraisal level

world
influences

thoughts
level

sensitivity

reflection
coping
openness for
intervention

LT prospected
mood level

vulnerability

ST prospected
mood level

openness
for CBT

Figure 1. Computational model for Cognitive Behavior Therapy (CBT). The model for
dynamics of mood and depression is shown in gray. The additions for the CBT model are
shown in black.
These negative thoughts can be identified and changed into thoughts that are more
positive. This is modeled by an appraisal effect from the CBT module influencing the
element reflect on negative thoughts, which in turn influences appraisal. Openness for
CBT determines to what extent these concepts are influenced. A person that is very open to
a specific therapy will put more effort into the therapy and will learn quicker.
The other therapies modeled in previous work are Activity Scheduling and Exercise
Therapy. During Activity scheduling (AS), the patient learns the relationship between the
selection of a relatively positive activity and the level of mood (i.e., when you do fun
things, you will start to feel better, based on the reinforcement theory in [14]). In order to
learn this relationship, the therapy imposes the selection of positive situations. Exercise
Therapy (ET) is based on the idea that physical exercise may improve mood ([4], [8]). A
number of concepts have been added to the model, such as physical state and physical
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norm. The physical state influences the mood level positively and learning the relation
between these concepts increases the coping skills. For more details on the mood model
and the models of the different therapies, see ([5], [6], [7])

3

Support System Utilizing Therapeutic Models

In order to utilize the models described in Section 2, this Section introduces a three stepped
approach. The first step comprises of the utilization of the models to advise the patient
which therapy to follow. Once a therapy has been selected, comparisons can be made
between the predicted developments of the patient in terms of the mood level and the
actual development of the patient based upon measurements. This can either be used as a
basis for feedback (e.g. “you’re developing much faster than expected, congratulations!”)
or to trigger a new process to see whether a switch in therapy could result in a more speedy
recovery. In case the predictions of the model show to be inaccurate, the third step is to
perform parameter adaptation to improve the predicative power of the models. Each of
these elements is treated in more detail below.
3.1

Selecting a Suitable Therapy

When a patient wants to start with a treatment, the first step to undertake is to determine
what type of therapy the patient should follow. In the approach presented in this paper, the
models which describe the development of internal states and the influence of therapy
upon this development are utilized to advice the most appropriate therapy. Simulations are
performed to see how the mood of the patient will develop, given a certain therapy which
has been selected. In these models, a number of parameters are present that depend on the
characteristics of the patient (as described in Section 2). Specifically, the following
parameters are assumed to be set in accordance with such patient dependent
characteristics:
1. Initial level of mood
2. Coping skills level
3. Vulnerability level
4. Openness for the type of therapy
Hereby, the first element (initial level of mood) can be measured directly (“what is your
mood on a scale from 1-10?”), whereas the second and third parameter (i.e. coping and
vulnerability) follow from a set of dedicated questions that are part of an initial
questionnaire the patient has to fill in. The parameter openness for therapy depends on the
prior experience of the patient (has the therapy been followed before, and if so, was it
successful), and the general characteristics (e.g. does the patient like to run to determine
whether the patient is open towards exercise therapy). Once precise values are derived for
each of these elements, predictive simulations for each of the different therapies can be
run. The criterion for advising the best therapy is simply the therapy in which the mood
level will be 6 or higher during three consecutive days (i.e. sufficiently high again) within
the shortest time span. If none of the therapies meets this criterion, the therapy with the
highest mood level at the end of the therapy is advised.
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3.2

Comparing Predictions and Actual Observations

Once the patient has decided to follow a certain therapeutic module, the support agent can
monitor the effectiveness of the therapy by comparing the predictions of the models with
the actual observations around the patient. Such a comparison is not a trivial task. A
precise comparison between the predicted and observed values is often difficult to do, as
one more wants to see whether the trends are similar, not whether the precise numbers are
the same. Therefore, first trends are expressed within the development of the states of the
patient which are applicable to both the predictions using the model and the actual
observations of the patient. Thereafter, these trends are compared and conclusions are
drawn, possibly resulting in actions being undertaken.
Identification of trends. Making a comparison between the data which has been collected
from the patient (e.g. due to the mood ratings the patient has performed) and the
predictions of the model is difficult. The model tends to make predictions that are
relatively smooth and give a more general indication of the trends of the patient, whereas
the observations around the patient are fluctuating a lot more, for instance during the start
of the day the mood is generally rated a lot lower compared to the middle of the day. As a
consequence, a comparison based upon the general trends of the predictions of the model
and the general trends in the observed data of the patient is much more useful. The
following trends are hereby distinguished:
• Increasing during a period x: The general trend is that a particular aspect of the
therapy or state of the patient is increasing during a certain time period x.
• Decreasing during a period x: The general trend is that a particular aspect of the
therapy or state of the patient is decreasing during a certain time period x.
• Stable (fluctuations within certain boundaries) during a period x: The general trend
for a particular aspect of the therapy or the state of the patient is stable during a period
x.
• Average over a period x is above a threshold th: The average value for a particular
aspect of the therapy or the state of the patient is above a certain threshold value th
during a certain time period x.
• Average over a period x is below a threshold th: The average value for a particular
aspect of the therapy or the state of the patient is below a certain threshold value th
during a certain time period x.
All of these trends are expressed in more detail below.
Variable v increasing during a period x. In order to express increasing trend with respect
to some measurements around the patient is not a trivial matter. Certain outliers might
occur in the data that need to be filtered out, and when looking at individual measurements
such outliers can be quite difficult to detect. For instance, sometimes a clear increasing
trend can be seen, but rare outliers prohibit a strict property with respect to an increasing
measurement from being satisfied. Of course, many different techniques can be applied to
detect the increasing trends, e.g. the fitting of a linear curve through the data making use of
the method of least squares (e.g. [13]). In this case, another approach has been used which
averages the measurements over the days and detects whether these averages are
monotonically increasing. Due to the fact that the predictions as given by the models
provide quite a lot of data per day, this approach is computationally more efficient, and is
also closer to the current approaches used in clinical psychology. The algorithm to derive
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whether this criterion is indeed fulfilled is expressed on the next page. Note that hereby a
start and end time are assumed. The duration between these time points should be equal to
x (the duration expressed in the property).
In the algorithm, a loop is present in which the average is taken for a window from the
current time point till the current time point plus a duration d (the window size). In case
this average is strictly higher than the average in the previous window, the property can
still be satisfied, and the loop continues by setting the current time to a new value. In case
the loop is completely passed the property succeeds. If a case occurs whereby the average
is not higher than the previous average, the property fails and the cycle ends.
Algorithm 1. Increasing trend from start time tstart to end time tend
tcurrent = tstart
previous_average = 0;
while (tcurrent < tend) {
total = 0;
for (int i=0; i < d; i++){
total = total + v(tcurrent + i);
}
current_average = total / d;
if (current_average ≤ previous_average) {
return false;
}else{
previous_average = current_average;
tcurrent = tcurrent + d;
}
}
return true;

Variable v decreasing during a period x. For the decreasing trend, a similar approach
can be taken as described for the increasing trend.
Variable v stable (fluctuations within certain boundaries) during a period x.
Furthermore, a stable trend is also expressing, which indicates that the variable v fluctuates
within certain boundaries.
Algorithm 2. Stable trend from start time tstart to end time tend
tcurrent = tstart
average = 0;
total = 0;
timesteps = 0;
for (int t=tstart; t < tend; t++){
timesteps++;
total = total + v(t)
}
average = total / timesteps;
for (int t=tstart; t < tend; t++){
if (v(t) > (1+b) * average || v(t) < (1-b) * average){
return false;
}
}
return true;

Hereby, once a value exists which deviates more than b from the average value during the
entire period, the algorithm returns false.
172

Average of variable v over a period x is above/below a threshold th. For the sake of
brevity, the algorithm underlying this definition is not shown, but for a calculation of the
average value algorithm 2 can be followed, and a simple check can be performed to see
whether this average is above or below the threshold value th.
Comparison of trends. Once the trends for both the actual patient states and the predicted
patient states are known, a comparison can be made to see how these trends relate to each
other. In this case, a comparison is based upon the general level within the patient (the
patient is doing well when the average level is above six) as well as the trend in the
development of the measurement (i.e. stable, increasing or decreasing). In Table 1 a
categorization is given of the comparison between the predicted and observed trend
regarding the development of the patient.
Table 1. Comparison between trends
Predicted trend good
bad
Observed trend
increasing stable decreasing increasing stable decreasing
good
increasing
o
+
++
++
++
++
stable
o
+
+
+
++
decreasing
-o
o
o
o
bad
increasing
o
o
o
o
+
++
stable
-o
+
decreasing
----o

In the table, a ‘--' expresses a significant worse development of the patient’s state
compared with the predictions. A ‘-‘ indicates a somewhat worse development, and a ‘o’
represents a development comparable with the prediction. ‘++’ is a far more positive
development, whereas ‘+’ is a somewhat more positive development. In all cases, except
when the patient is performing significantly worse, feedback is given to the patient how
he/she is doing compared with the predictions. All of these messages are phrased
positively and meant to stimulate the patient as much as possible. Examples of such
messages include: “you’re doing much better than other people in your situation, keep up
the good work!” for the case of ‘++’ and “you’re progression is a little bit less than
expected, try as best as you can to get the most out of the therapy and enable a rapid
recovery! ”. If the performance is significantly worse than expected, a process is started to
seek for an alternative therapy which might be more suitable for the patient. The first step
in this process is to tune the parameters of the models used to predict the patient
development towards the observed data of the patient.
3.3

Tuning the Model towards Observed Patient Behavior

Once it has been shown that the trend in the patient state is much worse than expected,
apparently the predictions of the models were not sufficiently accurate. Hence, the
parameters of the models should be adapted such that the model describes the behavior of
the patient more precise. Thereafter, the models can again be utilized to select the most
appropriate therapy (cf. Section 3.1) with these newly gained insights about the parameters
of the patient. In the parameter adaptation process, two parameters are adapted, namely
coping and vulnerability. For the openness of therapy the old value is assumed (as it has
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developed as a result of the model), and for the initial level of mood the actual input of the
patient is used. Algorithm 3 expresses the algorithm for the parameter adaptation process.
Algorithm 3. Parameter adaptation
current_best_value_coping = low;
current_best_value_vulnerability = low;
current_best_mse = 1; // maximum value
for all settings for coping
for all setting for vulnerability
current_mse = mse(current_value_coping, current_value_vulnerability,
current_therapy);
if (mse(current_mse < current_best_mse) {
current_best_mse = current_mse;
current_best_value_coping = current_value_coping;
current_best_value_vulnerability = current_value_vulnerability;
end
end
end

The mean squared error is used as a measure of the fitness of the parameters. Furthermore,
a limited set of parameter values is assumed to avoid a too high computational load. Once
the ideal parameters have been selected, the different alternative therapies can again be
compared, following the approach described in Section 3.1. Hereby it is assumed that the
previous values of all the states are taken as an initial value when starting the run the
predictions.

4

Simulation Results

In this Section, the overall approach is evaluated by means of simulation runs with a
typical patient. The figures below show the different steps of one simulation of a person
with low coping skills, high vulnerability, a low initial mood level and medium openness
to therapy. The first step of the support system is to select a suitable therapy. Figure 2
shows the predicted mood level given the parameters above for the therapies AS, CBT and
ET. The advice given to the person is to follow exercise therapy, because a sufficiently
high mood level is reached within the shortest time span (52 days for ET, 59 days for AS
and 53 days for CBT). In the figure, the solid black line indicates the threshold for the
patient state in order to be considered sufficiently high.
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Figure 2. Predicted mood levels for the three therapies.
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Following step 2, the situation is evaluated after week 7 of the exercise therapy. In Figure
3a, the actual patient state, based on the reported mood level, is shown as a solid blue line.
The predicted state of the patient is shown as a red striped line. The trends are depicted as
a circle for the virtual and an asterisk for the actual trend, where a value of 1 means
increasing, 0.5 means stable and 0 means decreasing. The trend of the prediction (red
circle) is good and increasing whereas the actual trend is bad and decreasing (blue
asterisk). According to Table 1, this situation is undesirable and the parameter adaptation
process is started as step 3 of the support system.
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Figure 3a, b. Virtual vs. actual patient state in week 7 of ET before (left) and after (right)
parameter adaptation.
Running algorithm 3 results in a new set of parameters describing the current state of the
patient more precisely. The predictions based on the new parameters are shown in Figure
3b. The best fitting coping skills level is very low, in combination with a very high level of
vulnerability. The mean squared errors for the coping levels very low, low, medium and
high in combination with opposite vulnerability levels are respectively: 0.02, 0.13, 0.19
and 0.30. Combining corresponding levels for coping and vulnerability lead to even greater
mean squared errors.
Since the patient is not doing very well (the patient state trend is bad and decreasing),
the support system can now start with step 1 again: selecting a suitable therapy. All
therapies are simulated again to see if the patient is better of switching to a different
therapy. It is assumed that switching to a different therapy is experienced as positive, due
to the personal advice that is given. Therefore, the simulations of the other therapies than
the current start with a mood level one point higher than the last reported mood level.
Figure 4 depicts the mood levels of the three therapies given the current state of the patient
and the newly determined parameters. The support system advises to switch to CBT,
because it is expected that CBT leads to the highest mood level at the end of the therapy.
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Figure 4. Predicted mood levels for the three therapies.
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Discussion

In this paper an approach has been presented to provide feedback and give personalized
advice to people suffering from a depression. In order to come to such an approach,
cognitive models which represent the states associated with depression are utilized, in
combination with extensions expressing the influence of dedicated therapies upon the
mental states of a human. The presented approach consists of three main elements: (1) the
utilization of the models to make predictions of effectiveness of therapy and give advice on
the therapy with the fasted expected recovery, (2) the comparison of the predictions using
the models with the actual observed behavior to provide feedback to the patient and
potentially trigger a process to advise a therapeutic change, and (3) the tailoring of the
parameters of the models towards the behavior of the patient in case this is necessary to
guarantee the accuracy of the predictions. The overall approach has been evaluated by
means of simulations runs, and shows that the approach indeed works as expected. Next
steps include the validation of the models themselves with empirical data, after which the
presented approach will be deployed as part of a system to be tested with actual patients.
Within the literature, several computational models incorporating emotions have been
presented. For instance, [2] presents an example model which involves emotions and the
influence thereof upon the behavior of an agent. Other examples of models include [9] in
which agents are programmed that involve emotions in their deliberation process, and
many more exist. In this paper, the utilization of these models is taken one step further,
namely to give advice based upon predictions using these models. With respect to the
identification of trends in the development of the patient (which is a necessity to make a
comparison possible) as a first step a method has been selected which is close to the
current approach followed by therapists, but more advanced computational methods could
be utilized. Furthermore, for the parameter adaptation an exhaustive search approach based
upon a limited set of allowed parameter values has been selected to guarantee the
robustness of the model as well as to avoid overfitting. Of course, the disadvantage is that
large discrepancies can still be present. Therefore, for future work, more advanced
parameter adaptation techniques will be used, for instance using more mathematical-based
approaches (see e.g. [12]) or Artificial Intelligence learning techniques such as Genetic
Algorithms (see e.g. [11]).
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Chapter 11
Methods for Model-Based Reasoning within
Agent-Based Ambient Intelligence Applications
Tibor Bosse, Fiemke Both, Charlotte Gerritsen, Mark Hoogendoorn and Jan Treur
Abstract. Within agent-based Ambient Intelligence applications agents react on humans
on the basis of their information obtained by sensoring and their knowledge about human
functioning. Appropriate types of reactions depend on the extent to which an agent
understands the human and is able to interpret the available information (which is often
incomplete, and hence multi-interpretable) in order to create a more complete internal
image of the environment, including humans. Such an understanding requires that the
agent has knowledge to a certain depth about the human’s physiological and mental
processes in the form of an explicitly represented model of the causal and dynamic
relations describing these processes. In addition, given such a model representation, the
agent needs reasoning methods to derive conclusions from the model and interpret the
(partial) information available by sensoring. This paper presents the development of a
toolbox that can be used by a modeller to design Ambient Intelligence applications. This
toolbox contains a number of model-based reasoning methods and approaches to control
such reasoning methods. Formal specifications in an executable temporal format are
offered, which allows for simulation of reasoning processes and automated verification
of the resulting reasoning traces in a dedicated software environment. A number of such
simulation experiments and their formal analysis are described. The main contribution of
this paper is that the reasoning methods in the toolbox have the possibility to reason
using both quantitative and qualitative aspects in combination with a temporal
dimension, and the possibility to perform focused reasoning based upon certain heuristic
information.
Keywords: agent-based Ambient Intelligence applications, model-based reasoning,
default logic, simulation, formal analysis.
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1

Introduction

The relatively new field of Ambient Intelligence aims to develop and research intelligent
environments with the goal to support people with their everyday life activities and tasks
by means of electronic devices that are aware of humans and their environment; cf. [[1],
[2], 47]. For example, our car may monitor us and warn us when we are not fit enough to
drive (this example is studied in case study 1A in Section 5.1.1). Similarly, the workspace
of a technical worker may monitor the person’s stress level and provide support in case it
is too high (see case study 1B in Section 5.1.2). As another example, an elderly person
may wear a device that monitors his or her well-being and generates an action when a
dangerous situation is noticed (see case study 2A in Section 5.2.1).
Such applications can be based on possibilities to acquire sensor information about
humans and their functioning, but more substantial applications depend on the availability
of adequate knowledge for analysis of information about human functioning. If knowledge
about human functioning is explicitly represented in the form of computational models in
agents within an Ambient Intelligence application, these agents can show more
understanding, and (re)act accordingly by undertaking actions in a knowledgeable manner
that improve the human’s wellbeing and performance. In recent years, human-directed
scientific areas such as cognitive science, psychology, neuroscience and biomedical
sciences have made substantial progress in providing an increased insight in the various
physical and mental aspects involved in human functioning. Although much work still
remains to be done, dynamic models have been developed and formalised for a variety of
such aspects and the way in which humans (try to) manage or regulate them. From a
biomedical angle, examples of such aspects are (management of) heart functioning,
diabetes, eating regulation disorders, and HIV-infection; e.g., [[10], [29]]. From a
psychological and social angle, examples are emotion regulation, attention regulation,
addiction management, trust management, stress management, and criminal behaviour
management; e.g., [[12]2, [18], [30]]. Such models can be the basis for dedicated modelbased reasoning methods that allow an agent in an Ambient Intelligence application to
derive relevant conclusions from these models and available sensor information.
To give a concrete example, an intelligent Ambient Agent can use a domain model of
diabetes to monitor and predict the blood levels of glucose and insuline in a patient by
reasoning about this model. In such a case, the domain model itself could contain
knowledge about the relevant physical processes (e.g., the speed of glucose metabolism),
and the ambient agent could use model-based reasoning techniques on top of this domain
model, in order to estimate the patient’s current and future state over time. This
information can then be used by the agent to provide support. Similarly, explicit reasoning
about a domain model of visual attention would make it possible to predict attention levels
of a technical operator during his/her duties (e.g., monitoring surveillance videos). When
the attention level for an important aspect of the job threatens to become low, an ambient
agent can decide to intervene.
This paper presents the development of a toolbox containing a variety of reasoning
methods to support a designer of Ambient Intelligence applications. This toolbox has the
following features:
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• The reasoning methods are given at a conceptual formal specification level in an
executable temporal logical format
• Both reasoning methods and approaches to (meta-level) control of the reasoning
methods are specified in a unified manner
• Both numerical and logical aspects can be modelled in a hybrid manner
• It provides a unified variety of available and possible reasoning methods
• It also includes abduction and default reasoning methods to address incomplete
information
Reasoning methods from the literature that can be included are, for example, assumptionbased reasoning methods such as presented in [22,34, 35]. Given any candidate set of
assumptions, as in [22, 34, 35] such reasoning methods can be applied to derive
consequences including predicted observations that can be evaluated against actual
observation information that is available or can be made available. However, in addition,
the reasoning methods offered here can be used to generate such candidate sets of
assumptions from a (possibly incomplete) initially given set of observations, so that a twopass combination of reasoning processes occurs: first a reasoning process from
observations to possible causes to determine a candidate set of assumptions, and next from
these possible causes to (predicted) observations, in order to evaluate the candidate set.
Moreover, as a further addition, both types of reasoning processes can be controlled by
explicitly specified control methods.
In some further detail, in the current paper two classes of reasoning methods are
distinguished that can be used to design agents that have knowledge about human
behaviours and states over time in the form of explicitly represented models of the causal
and dynamical relations involved:
(1) Basic reasoning approaches to reason about human behaviours
Hereby, existing model-based reasoning methods are taken as a basis to enable a
matching of certain observed sensor information about a human with explicit models
about the human process under analysis, and reason through these models (using both
forward and backward reasoning techniques) in order to derive beliefs about other
states in the process. The types of reasoning methods addressed cover a variety of
phenomena such as causal and numerical simulation, qualitative reasoning and
simulation, abductive reasoning [4, 38, 22, 33, 42], and explanation generation. The
main contribution of this paper is that these reasoning methods are extended with
several aspects, namely the possibility to reason using both quantitative and qualitative
aspects in combination with a temporal dimension, and to perform focused reasoning
based upon certain heuristic information. This extensive reasoning framework
provides a solid basis for conceptual and detailed design of model-based agents in an
Ambient Intelligence application that need such capabilities.
(2) Reasoning based on incomplete information
One additional element that needs to be addressed is the potential problem with these
methods that information obtained via sensors about the human and the environment is
often incomplete. Therefore, applications that require a high level of context
awareness (see also [48, 49, 50]) depend on the availability of methods to analyse such
incomplete information. Even when incomplete sensor information is refined on the
basis of such models to create a more complete internal image of the environment’s
and human’s state, still this may result in partial information that can be interpreted in
different manners. Reactions of agents then depend on the extent to which they are
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able to handle the available multi-interpretable information. To do this, the agent
needs a reasoning method to generate one or more of the possible interpretations,
which cannot easily be done with the more simple reasoning techniques mentioned
under (1). Techniques from the area of nonmonotonic logic can provide adequate
analysis tools for reasoning processes concerning partial information. Within
nonmonotonic logic approaches it is possible to formalise reasoning processes that
deal with multiple possible outcomes, which can be used to model different
possibilities of interpretation; see [[29]] for a similar perspective on the application of
nonmonotonic logic tools. Thus, the second type of reasoning techniques introduced is
based on generic model-based default reasoning. Hereby, standard default reasoning
techniques are taken as a basis, and these are extended in this paper to enable the
exploitation of the available causal model and the use of software tools to determine
the different default extensions that form the possible interpretations, given the sensor
information and the causal model. Moreover, by formally specifying the default rules
in an executable temporal format (another contribution of this paper), and using
formally specified heuristic knowledge for the control of the reasoning, explicit default
reasoning processes can be generated.
In order to evaluate whether the reasoning techniques can indeed work for the domain of
human-aware Ambient Intelligence applications, they have been applied to a variety of
cases, ranging from support for car drivers, support in demanding circumstances, elderly
care, and street crime.
This paper is organized as follows. Section 2 describes the formal modelling approach
that is used throughout this paper. Next, in Section 3 and 4 the reasoning methods
themselves are presented. Section 3 addresses (both uncontrolled and controlled variants
of) the basic methods for belief generation, and Section 4 explains how default logic can
be used for belief generation with incomplete information. Section 5 illustrates how these
reasoning methods can be used, by performing simulation experiments in four example
case studies: two for the basic reasoning methods, and two for the reasoning methods with
incomplete information. Section 6 verifies a number of basic properties for model-based
reasoning methods within agents against the simulation traces from Section 5. Related
work is described in Section 7 and Section 8 concludes the paper with a discussion.

2

Modelling Approach

This section introduces the formal modelling approach that is used throughout this paper to
express the reasoning methods. First, Section 2.1 explains the methodology of our
approach. Section 2.2 briefly describes the Temporal Trace Language (TTL) for
specification of dynamic properties (and its executable sublanguage LEADSTO), and
Based on this language, Section 2.3 briefly explains how reasoning methods are formalised
in this paper.
2.1

Methodology

In this section, a methodology to develop intelligent human-aware systems is presented.
Here, human-aware is defined as being able to analyse and estimate what is going on in the
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human’s mind (a form of mindreading) and in his or her body (a form of bodyreading).
Input for these processes are observed information about the human’s state over time, and
dynamic models for the human’s physical and mental processes. The methodology has
been developed especially for agents that need to reason about the state of a human and
that need to be human-aware to do the task the agent is designed for. It may be suitable for
other types of agents that interact with humans, but that was not the aim for this research.
Agents that communicate with humans without the need for awareness of the human may
be better off using a less complex methodology. In particular, the type of awareness meant
here refers to building images of (mental and physical) states of humans by reasoning
based on acquired sensor data. This is an aspect that distinguishes Ambient Intelligence
applications from other computer-based support systems.
The case studies in Section 5 include models that relate to drug intake, stress levels,
blood pressure an pulse and the level of testosterone. A dynamic model of mental
processes (sometimes called a Theory of Mind; e.g., [8]) may cover, for example, emotion,
attention, intention, and belief.
The dynamic models of the domain can be integrated into an Ambient Intelligent
application to create a human-aware application. By incorporating these domain models
into an agent model, the intelligent agent gets an understanding of the processes in the
agents’ surrounding environment, which is a solid basis for knowledgeable intelligent
behavior. Three different ways to integrate domain models within agent models can be
distinguished. A most simple way is to use a domain model that specifically models human
behavior directly as an agent model to simulate human behavior. This is shown in the right
of Figure 1. An example of this situation is to develop a domain model about emotion
generation, and to incorporate this model within a virtual agent (e.g., in a serious game
application), thereby enabling the agent to show emotions. For ambient agent models,
domain models can be integrated within their agent models in two different ways, in order
to obtain one or more (sub)models; see Figure 1. Here the solid lined arrows indicate
information exchange between processes (data flow) and the dashed lined arrows the
integration process of the domain models within the agent models. An analysis model
performs analysis of the human’s states and processes by reasoning based on observations
(possibly using specific sensors) and the domain model. Returning to the example of the
emotion model, an analysis model for this domain would be able to reason about a
human’s state of emotion, e.g., based on observations about this person’s facial expression.
Finally, a support model generates support for the human by reasoning based on the
domain model. A support model can use information from the analysis and human agent
models to reason about support possibilities. For the emotion case, a support model could
for instance reason about support measures to bring a human user’s emotion in a desired
state.
In this article, the focus is on reasoning techniques which can be used primarily in
analysis models. In the next subsections, a formal language is introduced to represent such
reasoning techniques. The techniques themselves are introduced in Section 3 (basic
methods) and Section 4 (methods to deal with incomplete information).
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Figure 1. Overview of the multi-agent system architecture.
2.2

The Temporal Trace Language TTL

In order to execute and verify human-like ambience models, the expressive language TTL
is used [[13]]. This predicate logical language supports formal specification and analysis of
dynamic properties, covering both qualitative and quantitative aspects. By using the
language TTL to develop the reasoning methods, the qualitative and quantitative aspects of
TTL can be considered in the models and the reasoning about the models. This is one of
the contributions of this paper. TTL is built on atoms referring to states, time points and
traces. A state of a process for (state) ontology Ont is an assignment of truth values to the
set of ground atoms in the ontology. The set of all possible states for ontology Ont is
denoted by STATES(Ont). To describe sequences of states, a fixed time frame T is assumed
which is linearly ordered*. A trace γ over state ontology Ont and time frame T is a mapping
γ : T → STATES(Ont), i.e., a sequence of states γt (t ∈ T) in STATES(Ont). The set of dynamic
properties DYNPROP(Ont) is the set of temporal statements that can be formulated with
respect to traces based on the state ontology Ont in the following manner. Given a trace γ
over state ontology Ont, the state in γ at time point t is denoted by state(γ, t). These states can
be related to state properties via the formally defined satisfaction relation |=, comparable to
the Holds-predicate in the Situation Calculus: state(γ, t) |= p denotes that state property p holds
in trace γ at time t. Based on these statements, dynamic properties can be formulated in a
sorted first-order predicate logic, using quantifiers over time and traces and the usual firstorder logical connectives such as ¬, ∧, ∨, ⇒, ∀, ∃. A special software environment has been
developed for TTL, featuring both a Property Editor for building and editing TTL
properties and a Checking Tool that enables formal verification of such properties against
a set of (simulated or empirical) traces. TTL has been used to describe and verify a number
of basic properties that may hold for the reasoning methods, see Section 6.
TTL has some similarities with the situation calculus [46] and the event calculus [36],
which are two well-known formalisms for representing and reasoning about temporal
domains. However, a number of important syntactic and semantic distinctions exist
*

Note that the fact that this time frame is linearly ordered does not imply that the modeller needs
to specify the temporal dependencies between any two events in the system. Thus, also systems
of which the events produce a partial order can be modelled.
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between TTL and both calculi. In particular, the central notion of the situation calculus - a
situation - has different semantics than the notion of a state in TTL. That is, by a situation
is understood a history or a finite sequence of actions, whereas a state in TTL is associated
with the assignment of truth values to all state properties (a “snapshot” of the world).
Moreover, in contrast to the situation calculus, where transitions between situations are
described by actions, in TTL actions are in fact properties of states.
Moreover, although a time line has been recently introduced to the situation calculus [46],
still only a single path (a temporal line) in the tree of situations can be explicitly encoded
in the formulae. In contrast, TTL provides more expressivity by allowing explicit
references to different temporally ordered sequences of states (traces) in dynamic
properties (e.g., the trust monotonicity property).
In contrast to the event calculus, TTL does not employ the mechanism of events that
initiate and terminate fluents. Events in TTL are considered to be functions of the external
world that can change states of components, according to specified properties of a system.
Furthermore, similarly to the situation calculus, also in the event calculus only one time
line is considered.
Executable Format. To specify simulation models and to execute these models, the
language LEADSTO [[15]], an executable sublanguage of TTL, is used. The basic
building blocks of this language are causal relations of the format α →
→e, f, g, h β, which
means:
ifstate property α holds for a certain time interval with duration g,
then
after some delay (between e and f) state property β will hold
for a certain time interval of length h.

where α and β are state properties of the form ‘conjunction of literals’ (where a literal is an
atom or the negation of an atom), and e, f, g, h non-negative real numbers.
Because of the executable nature of LEADSTO and the possibility to describe direct
temporal relations, this language has been used in Section 5 for the case studies.
2.3

Temporal Specification of Reasoning Methods

In this paper a dynamic perspective on reasoning is taken. In practical reasoning situations
usually different lines of reasoning can be generated, each leading to a distinct set of
conclusions. In logic semantics is usually expressed in terms of models that represent
descriptions of conclusions about the world and in terms of entailment relations based on a
specific class of this type of models. In the (sound) classical case each line (trace) of
reasoning leads to a set of conclusions that are true in all of these models: each reasoning
trace fits to each model. However, for non-classical reasoning methods the picture is
different. For example, in default reasoning or abductive reasoning methods a variety of
mutually contradictory conclusion sets may be possible. It depends on the chosen line of
reasoning which one of these sets fits.
The general idea underlying the approach followed here is that a particular reasoning
trace can be formalised by a sequence of information states M0, M1, ...... . Here any Mt is a
description of the (partial) information that has been derived up to time point t. From a
dynamic perspective, an inference step, performed in time duration D is viewed as a
transition Mt → Mt+D of a current information state Mt to a next information state Mt+D.
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Such a transition is usually described by application of a deduction rule or proof rule,
which in the dynamic perspective on reasoning gets a temporal aspect. A particular
reasoning line is formalised by a sequence (Mt) t∈T of subsequent information states
labelled by elements of a flow of time T, which may be discrete, based on natural numbers,
or continuous, based on real numbers.
An information state can be formalised by a set of statements, or as a three-valued
(false, true, undefined) truth assignment to ground atoms, i.e., a partial model. In the latter
case, which is followed here, a sequence of such information states or reasoning trace can
be interpreted as a partial temporal model. A transition relating a next information state to
a current one can be formalised by temporal formulae the partial temporal model has to
satisfy. For example, a modus ponens deduction rule can be specified in temporal format
as:
derived(I) ∧ derived(implies(I, J)) →
→ derived(J)
So, inference rules are translated into temporal rules thus obtaining a temporal theory
describing the reasoning behaviour. Each possible reasoning trace can be described by a
linear time model of this theory (in temporal partial logic).
In this paper, this dynamic perspective on reasoning is applied in combination with
facts that are labelled with temporal information, and models based on causal or temporal
relationships that relate such facts. To express the information involved in an agent’s
internal reasoning processes, the ontology shown in Table 1 is used which consists of the
most prominent constructs for an agent within the area of Ambient Intelligence..
Table 1. Generic Ontology used within the Agent Model.
Predicate
belief(I:INFO_EL)
world_fact(I:INFO_EL)
has_effect(A:ACTION, I:INFO_EL)
Function to INFO_EL
leads_to_after(I:INFO_EL, J:INFO_EL, D:REAL)
at(I:INFO_EL, T:TIME)

Description

information I is believed
I is a world fact
action A has effect I
Description

state property I leads to state property J after
duration D
state property I holds at time T

As an example belief(leads_to_after(I:INFO_EL, J:INFO_EL, D:REAL)) is an expression based on
this ontology which represents that the agent has the knowledge that state property I leads
to state property J with a certain time delay specified by D. An example of a kind of
dynamic modus ponens rule can be specified as
belief(at(I, T)) ∧ belief(leads_to_after(I, J, D)) →
→ belief(at(J, T+D))

This temporal rule states that if it is believed (by the agent) that I holds at T and that I leads
to J after duration D, then it will be believed that J holds at T + D. This representation
format will be used to formalise this and other types of model-based reasoning methods, as
will be shown more extensively in Sections 3 and 4.
2.4

About Verification and Validation using TTL

In addition to a dedicated editor, the TTL software environment includes a TTL checker.
This is a verification tool that takes TTL formulae and a set of traces, and automatically
checks wether the formulae hold in these traces. As time plays an important role in TTL188

formulae, special attention is given to continuous and discrete time range variables.
Because of the finite variability property of TTL traces (i.e., only a finite number of state
changes occur between any two time points), it is possible to partition the time range into a
minimum set of intervals within which all atoms occurring in the property are constant in
all traces. Quantification over continuous or discrete time variables is replaced by
quantification over this finite set of time intervals. In order to increase the efficiency of
verification, the TTL formula that needs to be checked is compiled into a Prolog clause.
Compilation is obtained by mapping conjunctions, disjunctions and negations of TTL
formulae to their Prolog equivalents, and by transforming universal quantification into
existential quantification. Thereafter, if this Prolog clause succeeds, the corresponding
TTL formula holds with respect to all traces under consideration. The complexity of the
algorithm has an upper bound in the order of the product of the sizes of the ranges of all
quantified variables. However, if a variable occurs in a holds atom, the contribution of that
variable is no longer its range size, but the number of times that the holds atom pattern
occurs (with different instantiations) in trace(s) under consideration. The contribution of an
isolated time variable is the number of time intervals into which the traces under
consideration are divided. Specific optimisations make it possible to check realistic
dynamic properties with reasonable performance. Verification time is polynomial in the
number of isolated time range variables occurring in the formula under verification. For
more details, see [14] and [51].
In a real-world context an important part of a validation process is tuning of the
model’s parameters to a situation at hand, for example, a person’s characteristics.
Automated parameter tuning methods are available in the literature (e.g., [52]) and have
been succesfully applied in AmI applications; see, for example, [10, 31, 32].

3

Basic Methods for Model-Based Reasoning

Below, in Section 3.1 a number of basic model-based reasoning methods for generation of
beliefs are presented. Next, Section 3.2 presents a model and specification format to
control the reasoning.
3.1

Model-Based Reasoning Methods for Belief Generation

Two types of reasoning methods to generate beliefs can be distinguished, that in
applications can be used in combination:
• Forward reasoning methods for belief generation
These are reasoning methods that follow the direction of time and causality, deriving
from beliefs about properties (causes) at certain time points, new beliefs about
properties (effects) at later time points.
• Backward reasoning methods for belief generation
These are reasoning methods that follow the opposite direction of time and causality,
deriving from beliefs about properties (effects) at certain time points, new beliefs
about properties (potential causes) at earlier time points.
In comparison to assumption-based reasoning methods such as presented in [22, 34, 35],
for any given candidate set of assumptions, as in [22, 34, 35] forward reasoning methods
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can be applied to derive consequences arriving at predicted observations to be evaluated
against actual observation information. In contrast, in addition, the backward reasoning
methods offered here can be used to generate such candidate sets of assumptions from an
initially given set of observations. The overall reasoning process has two passes: first a
backward reasoning pass from observations to possible causes to determine a candidate set
of assumptions, and next a forward reasoning pass from these possible causes to
(predicted) observations, in order to evaluate the candidate set. Both types of reasoning
processes can be controlled by explicitly specified control methods, as discussed in Section
3.2.
In Section 3.1.1 the forward reasoning methods for belief generation are discussed, and
in Section 3.1.2 the backward reasoning methods.
3.1.1

Forward reasoning methods for belief generation

Forward reasoning methods are often used to make predictions on future states, or on
making an estimation of the current state based on information acquired in the past. The
first reasoning method is one that occurs in the literature in many variants, in different
contexts and under different names, varying from, for example, computational (numerical)
simulation based on difference or differential equations, qualitative simulation, causal
reasoning, execution of executable temporal logic formulae, and forward chaining in rulebased reasoning, to generation of traces by transition systems and finite automata. The
basic specification of this reasoning method can be expressed as follows.
Belief Generation based on Positive Forward Simulation
If it is believed that I holds at T and that I leads to J after duration D, then it is believed that J holds
after D.
∀I,J:INFO_EL ∀D:REAL ∀T:TIME
belief(at(I, T)) ∧ belief(leads_to_after(I, J, D)) →
→ belief(at(J, T+D))

If it is believed that I1 holds at T and that I2 holds at T, then it is believed that I1 and I2 holds at T.
belief(at(I1,T)) ∧ belief(at(I2, T)) →
→ belief(at(and(I1, I2), T))

Note that, if the initial beliefs are assumed correct, belief correctness holds for leads to
beliefs, and positive forward correctness of leads to relationships holds, then all beliefs
generated in this way are correct. A second way of belief generation by forward simulation
addresses the propagation of negations. This is expressed as follows.
Belief Generation based on Single Source Negative Forward Simulation
If it is believed that I does not hold at T and that I leads to J after duration D, then it is believed that J
does not hold after D.
∀I,J:INFO_EL ∀D:REAL ∀T:TIME
belief(at(not(I), T)) ∧ belief(leads_to_after(I, J, D)) →
→ belief(at(not(J), T+D))

If it is believed that I1 (resp I2) does not hold at T, then it is believed that I1 and I2 does not hold at
T.
belief((at(not(I1),T))) →
→ belief(at(not(and(I1, I2)), T))
belief(at(not(I2),T)) →
→ belief(at(not(and(I1, I2)), T))

Note that this only provides correct beliefs when the initial beliefs are assumed correct, the
property of ‘belief correctness’ (see Section 6.1) holds for leads to beliefs, and ‘single
source negative forward correctness’ (see Section 6.2) holds for the leads to relationships.
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Belief Generation based on Multiple Source Negative Forward Simulation
If for any J and time T, for every I that is believed to lead to J after some duration D, it is believed
that I does not hold before duration D, then it is believed that J does not hold.
∀I,J:INFO_EL ∀D:REAL ∀T:TIME
∀I, D [ belief(leads_to_after(I, J, D)) → belief(at(not(I), t-D) ] →
→ belief(at(not(J), T))

If it is believed that I1 (resp I2) does not hold at T, then it is believed that I1 and I2 does not hold at
T.
belief(at(not(I1),T)) →
→ belief(at(not(and(I1, I2)), T))
belief(at(not(I2),T)) →
→ belief(at(not(and(I1, I2)), T))

This provides correct beliefs when the initial beliefs are assumed correct, ‘belief
correctness’ holds for leads to beliefs, and ‘multiple source negative forward correctness’
(see Section 6.2) holds for the leads to relationships.
3.1.2

Backward reasoning methods for belief generation

The basic specification of a backward reasoning method is specified as follows.
Belief Generation based on Modus Tollens Inverse Simulation
If it is believed that J does not hold at T and that I leads to J after duration D, then it is believed that I
does not hold before duration D.
∀I,J:INFO_EL ∀D:REAL ∀T:TIME
→ belief(at(not(I), T-D))
belief(at(not(J), T)) ∧ belief(leads_to_after(I, J, D)) →

If it is believed that not I1 and I2 holds at T and that I2 (resp. I1) holds at T, then it is believed that I1
(resp. I2) does not hold at T.
belief(at(not(and(I1, I2), T)) ∧ belief(at(I2, T)) →
→ belief(at(not(I1), T))
→ belief(at(not(I2), T))
belief(at(not(and(I1, I2), T)) ∧ belief(at(I1, T)) →

Belief Generation based on Simple Abduction
If it is believed that J holds at T and that I leads to J after duration D, then it is believed that I holds
before duration D.
∀I,J:INFO_EL ∀D:REAL ∀T:TIME
belief(at(J, T)) ∧ belief(leads_to_after(I, J, D)) →
→ belief(at(I, T-D))

If it is believed that I1 and I2 holds at T, then it is believed that I1 holds at T and that I2 holds at T.
belief(at(and(I1, I2), T)) →
→ belief(at(I1,T)) ∧ belief(at(I2, T))

As another option, an abductive causal reasoning method can be internally represented in a
simplified form as follows.
Belief Generation based on Multiple Effect Abduction
If for any I and time T, for every J for which it is believed that I leads to J after some duration D, it is
believed that J holds after duration D, then it is believed that I holds at T.
∀I:INFO_EL ∀T:TIME
∀J [belief(leads_to_after(I, J, D)) → belief(at(J, T+D)) ] →
→ belief(at(I, T))

If it is believed that I1 and I2 holds at T, then it is believed that I1 holds at T and that I2 holds at T.
belief(at(and(I1, I2), T)) →
→ belief(at(I1,T)) ∧ belief(at(I2, T))

Belief Generation based on Context-Supported Abduction
If it is believed that J holds at T and that I2 holds at T and that I1 and I2 leads to J after duration D,
then it is believed that I1 holds before duration D.
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∀I,J:INFO_EL ∀D:REAL ∀T:TIME
belief(at(J, T)) ∧ belief(at(I2, T-D)) ∧ belief(leads_to_after(and(I1, I2), J, D)) →
→ belief(at(I1, T-D))

If it is believed that I1 and I2 holds at T, then it is believed that I1 holds at T and that I2 holds at T.
belief(at(and(I1, I2), T)) →
→ belief(at(I1,T)) ∧ belief(at(I2, T))

3.2

Controlling Belief Generation

An uncontrolled belief generation approach may easily lead to a combinatorial explosion
of generated beliefs, for example, based on all conjunctions that can be formed. Therefore,
a controlled approach where selection is done in some stage of the process can be more
effective, this is therefore proposed in this paper. Often more specific knowledge is
available based on which belief generation can leave out of consideration some (or most)
of the possible beliefs that can be generated. To incorporate such selections, the following
three approaches are possible: selection afterwards overall, selection afterwards step by
step, selection before. Each of these options is discussed in more detail. Furthermore, it is
discussed what selection criteria can be used to make such a selection. Below specification
of selection criteria is generic in the sense that it leaves them abstract. They can be
specified by the developer, but it is also possible that the developer specifies a large set of
possible criteria from which a user can choose a small subset, and possibly adapt this set
during the process.
3.2.1

Belief Generation Selection

Selection Afterwards Overall
In this approach first (candidate) beliefs are generated in an uncontrolled manner, and after
that a selection process is performed based on some selection criterion. Two examples, one
for a forward belief generation form and one for a backward belief generation form are as
follows.
Controlled Belief Generation based on Positive Forward Simulation by Selection Afterwards
Overall
If it is believed that I holds at T and that I leads to J after duration D, then it is believed that J holds
after D.
∀I,J:INFO_EL ∀D:REAL ∀T:TIME
→ belief(at(J, T+D))
belief(at(I, T)) ∧ belief(leads_to_after(I, J, D)) →

If it is believed that I1 holds at T and that I2 holds at T, then it is believed that I1 and I2 holds at T.
belief(at(I1,T)) ∧ belief(at(I2, T)) →
→ belief(at(and(I1, I2), T))

If I is a belief and selection criterion s is fulfilled, then I is a selected belief.
belief(at(I, T)) ∧ s →
→ selected_belief(at(I, T))

Controlled Belief Generation based on Multiple Effect Abduction by Selection Afterwards
Overall
If for any I and time T, for every J for which it is believed that I leads to J after some duration D, it is
believed that J holds after duration D, then it is believed that I holds at T.
∀I:INFO_EL ∀T:TIME
∀J [belief(leads_to_after(I, J, D)) → belief(at(J, T+D)) ] →
→ belief(at(I, T))
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If it is believed that I1 and I2 holds at T, then it is believed that I1 holds at T and that I2 holds at T.
belief(at(and(I1, I2), T)) →
→ belief(at(I1,T)) ∧ belief(at(I2, T))

If I is a belief and selection criterion s is fulfilled, then I is a selected belief.
belief(at(I, T)) ∧ s →
→ selected_belief(at(I, T))

This approach to control can only be applied when the number of beliefs that is generated
in an uncontrolled manner is small. Otherwise more local approaches are better candidates
to consider.
Selection Afterwards Step by Step
The step by step variant of selection afterwards performs the selection immediately after a
belief has been generated. By such a local selection it is achieved that beliefs that are not
selected can not be used in further belief generation processes, thus limiting these
processes. The approach uses the temporal selection rule given above together with a
slightly adapted form of specification to generate beliefs. Again two examples, one for a
forward belief generation form and one for a backward belief generation form are as
follows.
Controlled Belief Generation based on Positive Forward Simulation by Selection Afterwards
Step by Step
If it is believed that I holds at T and that I leads to J after duration D, then it is believed that J holds
after D.
∀I,J:INFO_EL ∀D:REAL ∀T:TIME
selected_belief(at(I, T)) ∧ belief(leads_to_after(I, J, D)) →
→ belief(at(J, T+D))

If it is believed that I1 holds at T and that I2 holds at T, then it is believed that I1 and I2 holds at T.
selected_belief(at(I1,T)) ∧ selected_belief(at(I2, T)) →
→ belief(at(and(I1, I2), T))

If I is a belief and selection criterion s is fulfilled, then I is a selected belief.
belief(at(I, T)) ∧ s →
→ selected_belief(at(I, T))

Controlled Belief Generation based on Multiple Effect Abduction by Selection Afterwards Step
by Step
If for any I and time T, for every J for which it is believed that I leads to J after some duration D, it is
believed that J holds after duration D, then it is believed that I holds at T.
∀I:INFO_EL ∀T:TIME
∀J [belief(leads_to_after(I, J, D)) → selected_belief(at(J, T+D)) ] →
→ belief(at(I, T))

If it is believed that I1 and I2 holds at T, then it is believed that I1 holds at T and that I2 holds at T.
selected_belief(at(and(I1, I2), T)) →
→ belief(at(I1,T)) ∧ belief(at(I2, T))

If I is a belief and selection criterion s is fulfilled, then I is a selected belief.
belief(at(I, T)) ∧ s →
→ selected_belief(at(I, T))

This selection approach may be much more efficient than the approach based on selection
afterwards overall, because the selection is made after every step. In most cases, this will
lead to a smaller number of beliefs,

193

Selection Before
The approach of selection afterwards step by step can be slightly modified by not selecting
the belief just after its generation, but just before. This allows for a still more economic
process of focus generation. Again two examples, one for a forward belief generation form
and one for a backward belief generation form are as follows.
Controlled Belief Generation based on Positive Forward Simulation by Selection Before
If the belief that I holds at T was selected and it is believed that I leads to J after duration D, and
selection criterion s1 holds, then the belief that J holds after D is selected.
∀I,J:INFO_EL ∀D:REAL ∀T:TIME
→ selected_belief(at(J, T+D))
selected_belief(at(I, T)) ∧ belief(leads_to_after(I, J, D)) ∧ s1 →

If the beliefs that I1 holds at T and that I2 holds at T were selected, and selection criterion s2 holds,
then the conjunction of I1 and I2 at T is a selected belief.
selected_belief(at(I1,T)) ∧ selected_belief(at(I2, T)) ∧ s2 →
→ selected_belief(at(and(I1, I2), T))

Controlled Belief Generation based on Multiple Effect Abduction by Selection Before
If for any I and time T, for every J for which it is believed that I leads to J after some duration D, the
belief that J holds after duration D was selected, and selection criterion s1 holds, then it the belief
that I holds at T is a selected belief.
∀I:INFO_EL ∀T:TIME
∀J [belief(leads_to_after(I, J, D)) → selected_belief(at(J, T+D)) ] ∧ s1 →
→ selected_belief(at(I, T))

If the beliefs that I1 and I2 holds at T were selected, and selection criterion s2 holds then the belief
that I1 holds at T is a selected belief.
selected_belief(at(and(I1, I2), T)) ∧ s2 →
→ selected_belief(at(I1,T))

If the beliefs that I1 and I2 holds at T were selected, and selection criterion s2 holds then the belief
that I2 holds at T is a selected belief
selected_belief(at(and(I1, I2), T)) ∧ s3 →
→ selected_belief(at(I2, T))

3.2.2

Selection Criteria in Reasoning Methods for Belief Generation

Selection criteria needed for controlled belief generation can be specified in different
manners. A simple manner is by assuming that the agent has knowledge which beliefs are
relevant, expressed by a predicate in_focus. For example, the agent may need to answer a
question about wether a specific belief or group of beliefs are true. It is beyond the scope
of this paper whether such foci may be static or dynamic and how they can be determined
by an agent. For cases that such general focus information is not available, the selection
criteria can be specified in different ways.
If the assumption is made that the agent has knowledge about relevant beliefs, then any
selection criterion s can be expressed as in_focus(I), where I is the property for which a belief
is considered. The general idea is that if a belief can be generated, it is selected (only)
when it is in focus. For example, for the two methods for selection afterwards, the
temporal rule will be expressed as:
belief(at(I, T)) ∧ in_focus(I) →
→ selected_belief(at(I, T))
For the method based on selection before, based on focus information the temporal rules
will be expressed for the forward example by:
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∀I,J:INFO_EL ∀D:REAL ∀T:TIME
selected_belief(at(I, T)) ∧ belief(leads_to_after(I, J, D)) ∧ in_focus(J) →
→ selected_belief(at(J, T+D))
selected_belief(at(I1,T)) ∧ selected_belief(at(I2, T)) ∧ in_focus(and(I1, I2))
→
→ selected_belief(at(and(I1, I2), T))

For the backward example of the method based on selection before, the temporal rules will
be expressed by:
∀I:INFO_EL ∀T:TIME
∀J [belief(leads_to_after(I, J, D)) → selected_belief(at(J, T+D)) ] ∧ in_focus(I)
→
→ selected_belief(at(I, T))
selected_belief(at(and(I1, I2), T)) ∧ in_focus(I1) →
→ selected_belief(at(I1,T))
→ selected_belief(at(I2, T))
selected_belief(at(and(I1, I2), T)) ∧ in_focus(I2) →

4

Model-Based Reasoning with Incomplete Information

In order to perform reasoning with incomplete information, Section 4.1 presents some
formalisms for multiple interpretation of information. Section 4.2 addresses representation
in default logic, Section 4.3 addresses model-based refinement of partial information, and
Section 4.4 addresses control of the default reasoning.
4.1

Multiple Interpretation

Reasoning to obtain an interpretation of partial information can be formalised at an
abstract generic level as follows. A particular interpretation for a given set of formulae
considered as input information for the reasoning, is formalised as another set of formulae,
that in one way or the other is derivable from the input information (output of the
reasoning towards an interpretation). In general there are multiple possible outcomes. The
collection of all possible interpretations derivable from a given set of formulae as input
information (i.e., the output of the reasoning towards an interpretation) is formalised as a
collection of different sets of formulae. A formalisation describing the relation between
such input and output information is described at an abstract level by a multi-interpretation
operator.
The input information is described by propositional formulae in a language L1. An
interpretation is a set of propositional formulae, based on a language L2.
a) A multi-interpretation operator MI with input language L1 and output language L2 is a
function MI : P(L1) → P(P(L2)) that assigns to each set of input facts in L1 a set of sets
of formulae in L2.
b) A multi-interpretation operator MI is non-inclusive if for all X ⊆ L1 and S, T ∈ MI(X),
if S ⊆ T then S = T.
c) If L1 ⊆ L2, then a multi-interpretation operator MI is conservative if for all X ⊆ L1, T ∈
MI(X) it holds X ⊆ T.
The condition of non-inclusiveness guarantees a relative maximality of the possible
interpretations. Note that when MI(X) has exactly one element, this means that the set X ⊆
L1 has a unique interpretation under MI. The notion of multi-interpretation operator is a
generalisation of the notion of a nonmonotonic belief set operator, as introduced in [[24]].
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The generalisation was introduced and applied to approximate classification in [[27]]. A
reasoner may explore a number of possible interpretations, but often, at some point in time
a reasoner will focus on one (or possibly a small subset) of the interpretations. This
selection process is formalised as follows (see [[27]]).
a) A selection operator s is a function s : P(P(L)) → P(P(L)) that assigns to each
nonempty set of interpretations a nonempty subset: for all A with φ ≠ A ⊆ P(L) it holds
φ ≠ s(A) ⊆ A. A selection operator s is single-valued if for all non-empty A the set s(A)
contains exactly one element.
b) A selective interpretation operator for the multi-interpretation operator MI is a
function C : P(L1) → P(L2) that assigns one interpretation to each set of initial facts: for
all X ⊆ L1 it holds C(X) ∈ MI(X).
4.2

Representation in Default Logic

The representation problem for a nonmonotonic logic is the question whether a given set
of possible outcomes of a reasoning process can be represented by a theory in this logic.
More specifically, representation theory indicates what are criteria for a set of possible
outcomes, for example, given by a collection of deductively closed sets of formulae, so
that this collection can occur as the set of outcomes for a theory in this nonmonotonic
logic. In [39] the representation problem is solved for default logic, for the finite case.
Given this context, in the current section Default Logic is chosen to represent
interpretation processes. For the empirical material analysed, default theories have been
specified such that their extensions are the possible interpretations.
A default theory is a pair 〈D, W〉. Here W is a finite set of logical formulae (called the
background theory) that formalise the facts that are known for sure, and D is a set of
default rules. A default rule has the form: α: β / γ. Here α is the precondition, it has to be
satisfied before considering to believe the conclusion γ, where the β, called the
justification, has to be consistent with the derived information and W. As a result γ might
be believed and more default rules can be applied. However, the end result (when no more
default rules can be applied) still has to be consistent with the justifications of all applied
default rules. Normal default theories are based on defaults of the form α: β / β. In the
approach supernormal default rules will be used: normal default rules where α is trivial:
true. Such supernormal rules are denoted by β / β or : β / β; they are also called prerequisitefree normal defaults. For more details on Default Logic, such as the notion of extension,
see, e.g., [40, 45].
4.3

Default logic for model-based refinement of partial information

The causal theory CT of the agent consists of a number of statements a → b for each
causal relation from a to b, with a and b atoms. Sometimes included in this set are some
facts to indicate that some atoms exclude each other (for example, ¬(has_value(temperature,
high) ∧ has_value(temperature, low) assuming that temperature can only be high or low), or
that at least one of a set of atoms is true, (for example: has_value(pulse, high) ∨
has_value(pulse, normal) ∨ has_value(pulse, low)). A set of literals S is coherent with CT if S ∪
CT is consistent. The set S is called a maximal coherent set for CT if it is coherent, and for
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all sets T coherent with CT with S ⊆ T it holds S = T. Let X be a set of formulae. The
multi-interpretation operator MICT(X) is defined by
MICT(X) = { Cn(X ∪ CT ∪ S) | S maximal coherent with CT }
This operator defines for the partial information the agent may have at some point in time
(indicated by set of literals X) the set of all complete refinements of X which are coherent
with the causal model. This operator has been defined above in an abstract manner, and
only indicates the possible outcomes of a reasoning process, not the steps of the reasoning
process itself. A next step is to obtain a representation of this operator in a well-known
formalism such as default logic. Based on this default logic representation, reasoning
processes can be defined that can be performed to obtain one or more of the
interpretations.
The following Default Theory ΔCT(X) = 〈W, D〉 can be used to represent the multiinterpretation operator MICT (notice that this is a supernormal default theory); see also
[[24] onder], Theorem 5.1:
W = CT ∪ X
D = { (true: a / a) | a literal for an atom occurring in CT }
Here a literal is an atom or a negation of an atom. That this default theory represents MICT
means that for any set X indicating partial information the set of interpretations defined by
MICT(X) can be obtained as the set of all extensions of the default theory ΔCT(X). This
representation allows to determine the interpretations by using known methods and tools to
determine the extensions of a default theory. One of these methods is worked out in a tool
called Smodels, based on answer set programming; cf. [[25]]. Another method to
determine the extensions of a default theory is by controlled or prioritised default
reasoning. This method will be explained in the next subsection.
4.4

Controlled Default Reasoning

As discussed earlier, to formalise one reasoning trace in a multiple interpretation situation,
a certain selection has to be made, based on control knowledge that serves as a parameter
for the interpretation to be achieved. Variants of Default Logic in which this can be
expressed are Constructive Default Logic [54] and Prioritized Default Logic [[19], [20]]. A
Prioritized Default Theory is a triple 〈D,W, <〉, where 〈D,W〉 is a Default Theory and < is a
strict partial order on D. Constructive Default Logic, see [54], is a Default Logic in which
selection functions are used to control the reasoning process. Selection functions take the
set of consequents of possibly applicable defaults and select one or a subset of them. A
selection function can represent one of the different ways to reason from the same set of
defaults, and thus serves as a parameter for different reasoning traces (achieving different
interpretations). This knowledge determines a selection operator (see Section 4.1).
The generic simulation model for default reasoning described below is an executable
temporal logical formalisation of Constructive Default Logic, based on the temporal
perspective on default and nonmonotonic reasoning as developed in [[26]]. The input of
the model is (1) a set of normal default rules, (2) initial information, and (3) knowledge
about the selection of conclusions of possibly applicable rules. The output is a trace which
describes the dynamics of the reasoning process over time. Globally, the model can be
described by a generate-select mechanism: first all possible (default) assumptions (i.e.,
candidate conclusions) are generated, then one conclusion is selected, based on selection
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knowledge. Such selection knowledge could, e.g., also reflect the probability of particular
occurrences. After selection, the reasoning process is repeated. In the LEADSTO
language, the generic default reasoning model can be described by the following local
dynamic properties (LPs):
LP1 Candidate Generation using Supernormal Rules
If the agent has a supernormal default rule that allows it to assume x, and it does not have any
information about the truth of x yet, then x will be considered a possible assumption.
∀x:info_element
→ possible_belief(x)
default_rule(x, x) ∧ not belief(x) ∧ not belief(not(x)) →

If the agent has a supernormal default rule that allows it to assume not(x), and it does not have any
information about the truth of x yet, then x will be considered a possible assumption.
∀x:info_element
→ possible_belief(not(x))
default_rule(not(x), not(x)) ∧ not belief(x) ∧ not belief(not(x)) →

LP2 Candidate Comparison
If a possible belief x has a certain priority p1, and a possible belief y has a priority p2, and p1 > p2,
then y is an exceeded possible belief.
∀x, y:info_element, p1, p2:real
possible_belief(x) ∧ possible_belief(y) ∧ has_priority(x, p1) ∧ has_priority(y, p2) ∧ p1 > p2
→
→ exceeded_belief(y)

If a possible belief not(x) has a certain priority p1, and a possible belief y has a priority p2, and p1 >
p2, then y is an exceeded possible belief.
∀x, y:info_element, p1, p2:real
possible_belief(not(x)) ∧ possible_belief(y) ∧ has_priority(not(x), p1) ∧ has_priority(y, p2) ∧ p1 > p2
→
→ exceeded_belief(y)

If a possible belief x has a certain priority p1, and a possible belief not(y) has a priority p2, and p1 >
p2, then not(y) is an exceeded possible belief.
∀x, y:info_element, p1, p2:real
possible_belief(x) ∧ possible_belief(y) ∧ has_priority(x, p1) ∧ has_priority(not(y), p2) ∧ p1 > p2
→
→ exceeded_belief(not(y))

If a possible belief not(x) has a certain priority p1, and a possible belief not(y) has a priority p2, and
p1 > p2, then not(y) is an exceeded possible belief.
∀x, y:info_element, p1, p2:real
possible_belief(not(x)) ∧ possible_belief(not(y)) ∧ has_priority(not(x), p1) ∧ has_priority(not(y), p2)
∧ p1 > p2
→
→ exceeded_belief(not(y))

LP3 Candidate Selection
If x is a possible belief, and it is not exceeded by any other belief, then it will be derived
∀x:info_element
→ belief(x)
possible_belief(x) ∧ ¬exceeded_belief(x) →

If not(x) is a possible belief, and it is not exceeded by any other belief, then it will be derived
∀x:info_element
possible_belief(not(x)) ∧ ¬exceeded_belief(not(x)) →
→ belief(not(x))
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LP4 Persistence
If x is derived, then this will remain derived.
∀x:info_element
belief(x) →
→ belief(x)

If not(x) is derived, then this will remain derived.
∀x:info_element
→ belief(not(x))
belief(not(x)) →

By these temporal rules the following global reasoning pattern is modelled:
while there is a default d that is applicable to T
generate the consequence possible belief of d
while there is a possible belief
find the best belief b based on the priorities
add the best belief b to T
add all negations of values inconsistent with belief b to T

A default rule is applicable if the negation of the justification and the justification itself do
not exist within the information state derived. After all possible beliefs are generated the
best belief is selected based on priority. The belief with the highest priority is derived, and
reasoning rules from the background knowledge can be applied. Next all negations of
values inconsistent with the new belief are derived. This also has the effect that no
inconsistent beliefs will be derived because those default rules to generate them do not
apply anymore. All extensions of the default theory can be found by varying different
settings of priority numbers.

5

Case studies

This section illustrates by means of small simulation experiments in Ambient Intelligence
contexts how the developed toolbox with reasoning methods introduced in the previous
sections can be used in a concrete situation. Section 5.1 addresses two case studies
illustrating the basic reasoning methods (introduced in Section 3), and Section 5.2
addresses two case studies illustrating the reasoning methods with incomplete information
(introduced in Section 4).
5.1

Basic Reasoning Methods

This section illustrates for a number of the reasoning methods (and their control) presented
in Section 3 how they can be used within agents in an Ambient Intelligence application
that perform model-based reasoning. This is done by means of two example case studies,
each involving an Ambient Intelligence system that uses a causal dynamic model to
represent the behaviour of a human, and uses the reasoning methods to determine the state
of the human in a particular situation. Modelling human functioning provides more
information than pure input-output relations (see e.g. the area of cognitive modelling [5].
Section 5.1.1 focuses on a system that monitors the state of car drivers in order to avoid
unsafe driving. Section 5.1.2 addresses an ergonomic system that monitors the stress level
of office employees. Both case studies have been formalised and, using the LEADSTO
simulation software [[15]], have been used to generate a number of simulation traces. For
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each model one example simulation trace is shown. More simulation traces can be found in
the Appendix on http://www.cs.vu.nl/~mhoogen/reasoning/appendix-rm-ami.pdf.
5.1.1

Case Study 1A - Car Driver

The example model used as an illustration in this section is inspired by a system designed
by Toyota which monitors drivers in order to avoid unsafe driving. The system can
basically measure drug level in the sweat of a driver (e.g., via a sensor at the steering
wheel, or at an ankle belt), and monitor steering operations and the gaze of the driver. Note
that the system is still in the experimental phase. The model used in this paper describes
how a high drug intake leads to a high drug level in the blood and this leads to
physiological and behavioural consequences: (1) physiological: a high drug level (or a
substance relating to the drug) in the sweat, (2) behavioural: abnormal steering operation
and an unfocused gaze. The dynamical model is represented within the agent by the
following beliefs (where D is an arbitrary time delay):
belief(leads_to_after(drug_intake_high, drug_in_blood_high, D)
belief(leads_to_after(drug_in_blood_high, drug_in_sweat_high, D)
belief(leads_to_after(drug_in_blood_high, abnormal_steering_operation, D)
belief(leads_to_after(drug_in_blood_high, unfocused_gaze, D)

Figure 2 shows this dynamical model in a graphical form.
abnormal_steering_operation
drug_in_blood_high
drug_intake_high

unfocused gaze
drug_in_sweat_high

Figure 2. Graphical representation of the dynamical model
By applying the different reasoning methods specified in Section 3, the state of the driver
and the expected consequences can be derived. In the simulations below the controlled
belief generation method has been used based on selection before beliefs are generated;
every temporal rule requires that certain selection criteria are met and that the belief to be
derived is in focus. In the following simulations, for the sake of simplicity all information
is desired, therefore all derivable beliefs are in focus. The selection criteria involve
knowledge about the number of effects and sources that are required to draw conclusions.
The knowledge used in this model is the following.
sufficient_evidence_for(and(abnormal_steering_operation, unfocused_gaze), drug_in_blood_high)
sufficient_evidence_for(drug_in_sweat_high, drug_in_blood_high)
sufficient_evidence_for(drug_in_blood_high, drug_intake_high)
in_focus(drug_intake_high); in_focus(drug_in_blood_high); in_focus(drug_in_sweat_high);
in_focus(abnormal_steering_operation); in_focus(unfocused_gaze)

Here, the predicate sufficient_evidence_for(P, Q) represents the belief that expression P is
sufficient evidence for the system to derive Q. An example simulation trace is shown in
Figure 3. In the figure, the left side shows the atoms that occur during the simulation,
whereas the right side represents a time line where a grey box indicates an atom is true at
that time point, and a light box indicates false. In this trace, it is known (by observation)
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tthat the driver is steering abnorm
mally and that thee driver’s gaze iss unfocused. Sincce these
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two
beliefs are suufficient evidencce for a high drug
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method
Belief Generation
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F
S
Simulation.
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t same time (ttime point 4), th
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determines
the beelief that the drugg intake of the driiver must have beeen high.

Figure 3. Simulation Trrace: abnormal steeering and unfocuused gaze detecteed
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o office
e
employees
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Shoulder;
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account,
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beat,
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_to_act, D))
belief(leads_to_after(observes(activity), preparedness_
belief(leads_to_after(observes(activity), stress(high), D))
belief(leads_to_after(preparedness_
_to_act, stress(high), D))
ct, D))
belief(leads_to_after(stress(high), prreparedness_to_ac
belief(leads_to_after(preparedness_
_to_act, action, D))
belief(leads_to_after(stress(high), biological_aspect, D)))
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Figure 4 shows this dynamical model in a graphical form.
preparedness_to_act
action

biological_aspect(high)
activity

observes(activity)

stress(high)

Figure 4. Graphical representation of the dynamical model
Similar to Section 5.1.1, by applying the different reasoning methods specified earlier, the
expected consequences for the state of the human and can be derived. A number of
simulation traces have been generated, each with different settings for the selection
criteria:, for example
sufficient_evidence_for(biological_aspect(high), stress(high)) or in_focus(activity).
sufficient_evidence_for(biological_aspect(high), stress(high)),
sufficient_evidence_for(observes(activity), activity),
sufficient_evidence_for(preparedness_to_act, stress(high)),
sufficient_evidence_for (preparedness_to_act, observes(activity)),
sufficient_evidence_for(stress(high), preparedness_to_act),
sufficient_evidence_for(stress(high), observes(activity)),
sufficient_evidence_for(action, preparedness_to_act),
in_focus(action); in_focus(biological_aspect(high); in_focus(stress(high));
in_focus(observes(activity)); in_focus(activity)

In other words, by selecting different combinations of these criteria, different reasoning
steps will be performed. The user is able to select these different combinations and to
attribute values to the properties. Notice that the model considered here contains a cycle
(see Figure 4). Therefore it is possible to derive an infinite number of beliefs for different
time points. For example, if at(preparedness_to_act, 8) is believed, then by simple Positive
Forward Simulation also at(stress(high), 9) would be derived, after which
at(preparedness_to_act, 10) would be derived, and so on. However, it is not conceptually
realistic, nor desirable that an agent attempts to derive beliefs about time points very far in
the future. Therefore, by means of the in_focus predicate, an indication of a focus time
interval has been specified, for example by statements like in_focus(at(preparedness_to_act,
8)). Note that the values used are for modelling purposes only. For real applications real
and more detailed numbers are used.
An example simulation trace is shown in Figure 5. This trace uses as foci all possible
information between time point 0 and 10. These foci have been derived using the
following rule: in_focus(I) ∧ 0 ≤ T ≤ 10 →
→ in_focus(at(I, T)). The only initially available
knowledge that is present in this trace is at(action, 5). In the first step, at(preparedness_to_act,
4) is derived using Simple Abduction. Next, using the same method, at(observes_activity, 3)
and at(stress(high), 3) are derived and with Positive Forward Simulation at(stress(high), 5).
As shown in the figure, this process continues by performing both Positive Forward
Simulation and Simple Abduction several times, eventually leading to all possible
derivable information between time point 0 and 10.
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Figure 5. Simulation Trace: Employee performs a series of stress-inducing activities
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5.2

Methods for Reasoning with Incomplete Information

This section illustrates for a number of the reasoning methods (and their control) from the
developed toolbox presented in Section 4 how they can be used within agents that perform
model-based reasoning in an Ambient Intelligence application in case there is incomplete
information. Section 5.2.1 focuses on a case study about an intelligent wristband for
elderly. Section 5.2.2 addresses a case of a pervasive system that measures criminal
activities on the street.
5.2.1

Case Study 2A - Wristband for Elderly

As a case study, the reasoning concerning conditions that occur amongst elderly people is
used. Figure 6 shows a simplified causal model for such conditions. On the left hand side
five conditions are shown: awake, asleep, syncope (fainted), myocardial infarction (heart
attack) and cardiac arrest. The output of the model consists of symptoms that can be
measured with a wristband, which are pulse, blood pressure and body temperature. Such a
causal model can help in finding out the current condition of an elderly person based on
sensory information from the wristband.
healthy awake

pulse normal
pulse low
pulse very low

healthy asleep

syncope

pulse irregular
pulse none
blood pressure normal

myocardial infarction

blood pressure low
blood pressure very low

cardiac arrest

temperature normal
temperature low

Figure 6. Causal model for the condition of an elderly person
In order to represent this knowledge, the following default theory has been specified. First,
the causal background theory (W = CT) is defined, based on the causal graph shown in
Figure 6. Furthermore, inconsistent values are defined for the various facets (i.e. pulse,
temperature, blood pressure, and condition):
inconsistent_values(pulse, normal, low)
inconsistent_values(condition, healthy_awake, healthy_asleep)
etc.

If an attribute has a certain value and this value is inconsistent with another value, then this
other value is not the case.
has_value(y, x1) ∧ inconsistent_values(y, x1, x2) → ¬ has_value(y, x2)
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Besides the background theory, also the default theory ΔCT has been generated from this
causal theory CT. The default rules for the atoms are simply as follows:
has_value(condition, healthy_awake) / has_value(condition, healthy_awake)
has_value(condition, healthy_asleep) / has_value(condition, healthy_asleep)
has_value(condition, syncope) / has_value(condition, syncope)
has_value(condition, myocardial_infarction) / has_value(condition, myocardial_infarction)
has_value(condition, cardiac_arrest) / has_value(condition, cardiac_arrest)
has_value(pulse, normal) / has_value(pulse, normal)
has_value(pulse, low) / has_value(pulse, low)
has_value(pulse, very_low) / has_value(pulse, very_low)
has_value(pulse, irregular) / has_value(pulse, irregular)
has_value(pulse, none) / has_value(pulse, none)
has_value(blood_pressure, normal) / has_value(blood_pressure, normal)
has_value(blood_pressure, low) / has_value(blood_pressure, low)
has_value(blood_pressure, very_low) / has_value(blood_pressure, very_low)
has_value(temperature, normal) / has_value(temperature, normal)
has_value(temperature, low) / has_value(temperature, low)

Besides these default rules, similar defaults for the negations of these atoms are included.
Using a system called Smodels [43], the extensions for the default theory specified can be
calculated. Using the theory above, 30 extensions result. Hereby, in 19 out of 30 cases
neither of the 5 conditions holds (i.e. awake, asleep, syncope, myocardial infarction and
cardiac arrest). However, by adding strict rules which express that at least one of the
conditions holds, only 11 extensions are found. The extensions that follow after adding
these strict rules are shown in Table 2.
Table 2. All extensions of the default theory
#
1

Condition

Values

healthy_awake

2

healthy_asleep

3

syncope

4

myocardial_infarction

5

myocardial_infarction

6

myocardial_infarction

7

myocardial_infarction

8

myocardial_infarction

has_value(pulse, normal)
has_value(blood_pressure, normal)
has_value(temperature, normal)
has_value(pulse, low)
has_value(blood_pressure, low)
has_value(temperature, low)
has_value(pulse, very_low)
has_value(blood_pressure, very_low)
has_value(temperature, low)
has_value(pulse, irregular)
has_value(blood_pressure, normal)
has_value(temperature, normal)
has_value(pulse, irregular)
has_value(blood_pressure, low)
has_value(temperature, normal)
has_value(pulse, irregular)
has_value(blood_pressure, very_low)
has_value(temperature, normal)
has_value(pulse, irregular)
has_value(blood_pressure, normal)
has_value(temperature, low)
has_value(pulse, irregular)
has_value(blood_pressure, low)
has_value(temperature, low)
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#
9

Condition

Values

myocardial_infarction

10

cardiac_arrest

11

cardiac_arrest

has_value(pulse, irregular)
has_value(blood_pressure, very_low)
has_value(temperature, low)
has_value(pulse, none)
has_value(blood_pressure, very_low)
has_value(temperature, normal)
has_value(pulse, none)
has_value(blood_pressure, very_low)
has_value(temperature, low)

Partial information X may be given that includes the information that the person has a
normal temperature. Such a set X can be added to the background theory W. Table 3
shows the extensions resulting when the following facts are added to W:
X = { has_value(temperature, normal), has_value(pulse, irregular) }

Table 3. All extensions given the changed background theory
#
1

Condition

Values

myocardial_infarction

2

myocardial_infarction

3

myocardial_infarction

has_value(pulse, irregular)
has_value(blood_pressure, normal)
has_value(temperature, normal)
has_value(pulse, irregular)
has_value(blood_pressure, low)
has_value(temperature, normal)
has_value(pulse, irregular)
has_value(blood_pressure, very_low)
has_value(temperature, normal)

Finally, Table 4 shows the extensions when the following set X is added to W:
X = {has_value(temperature, normal), has_value(pulse, normal), has_value(blood_pressure, normal)}

Table 4. All extensions of the default theory
#
1

Condition

Values

healthy_awake

has_value(pulse, normal)
has_value(blood_pressure, normal)
has_value(temperature, normal)

Using Smodels basically means that the model is inputted into the software tool, and the
tool delivers as an output the extensions. However, it does not provide any detail what
reasoning was followed to come to such an extension. Therefore, the reasoning process
towards such an interpretation is not very insightful and explainable. To solve this
problem, also a simulation of the process has been performed, using the method described
in Section 4.4. The result of the simulation is shown in Figure 7.
In Table 2, showing all 11 extensions in the last column, the information elements are
shown that are given a high priority in order to obtain the extension. Note that only the
positive literals (atoms) are shown. The example simulation trace in Figure 7 shows how
extension 9 is found with high priorities for information elements myocardial_infarction,
has_value(blood_pressure, very_ low) and has_value(temperature, low). The condition myocardial
is introduced as a possible belief by a default rule shown in the first line of the figure.
Because this condition has the highest priority, the belief belief(has_value(condition,
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is derived. At
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c
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b
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p
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r
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introduces thhe possible belieef that the blood
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l
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p
belief, beelief(has_value(blood_pressure, very__low)), is
d
derived.
Next, thhe other values foor blood pressuree can be ruled ouut (time point 8). At time
p
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b
priority iss no longer exceeeded - is
d
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(belief(hass_value(temperaturre, low)) and the in
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a ruled
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w)).
m
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on))

Figure 7. Simulation traace of extension 99.

5
5.2.2

Case Stu
udy 2B - Street Crime
C

IIn this case studyy, a system is ussed that can help the police solvee a crime using Ambient
A
I
Intelligence
facilities. A Dutch coompany (Sound Intelligence)
I
deveeloped microphoones that
c distinguish aggressive
can
a
soundss. Consider the situation
s
in whichh these microphoones are
d
distributed
at crrucial points in the city, similarr to surveillancee cameras. Furthhermore,
s
suppose
in this scenario that foor some persons ankle bracelets are used as a form
f
of
p
punishment,
whiich can measuree the level of etthanol in the perrson’s perspiration, and
i
indicate
their possition.
In this exampple scenario, som
meone is beaten up
p nearby a microophone. The micrrophone
p
picks
up the souund of the fight and
a records this.. After an investtigation, the police have
t
three
suspects. The first suspect is known to have a high level of ttestosterone, whicch often
l
leads
to aggressivve behaviour. Thhe second suspectt is someone whoo is sensitive for alcohol
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(causing aggression) and wears an ankle bracelet that measures the level of ethanol in his
system. He has been seen in a nearby cafe. The third suspect is diagnosed with Intermittent
Explosive Disorder (IED), which is a disorder that can lead to a terrible outburst of rage
after an unpleasant or stressful meeting. Witnesses saw suspect 2 in the company of
someone else.
Figure 8 shows a causal model that is used for this situation that can help the police
officers to figure out what information is missing and help them to plan their strategy. For
example, did suspect 2 have a conflict with the person he was with? Did suspect 3 drink
alcohol? Is it needed to administer testosterone tests with the subjects? Aggressive sounds
are caused by persons that are aggressive, according to the model. Three possible causes
for this aggressiveness are considered, as can be seen in Figure 8: someone can have a high
level of testosterone, someone can just have been in a situation of conflict or someone can
have a high level of alcohol.
testosterone high
aggressiveness high

conflict situation

sound aggressive
ankle ethanol level high

drinks alcohol
alcohol level high

Figure 8. Causal model for the crime case
Similar to the Elderly Wristband, the default theory ΔCT for the crime case has been
generated from the causal model:
has_value(situation, conflict) / has_value(situation, conflict)
has_value(situation, drinks_alcohol) / has_value(situation, drinks_alcohol)
has_value(testosterone, high) / has_value(testosterone, high)
has_value(sounds, aggressive) / has_value(sounds, aggressive)
has_value(ankle_ethanol_level, high) / has_value(ankle_ethanol_level, high)
has_value(aggressiveness, high) / has_value(aggressiveness, high)
has_value(alcohol_level, high) / has_value(alcohol_level, high)
not(has_value(situation, conflict) / not(has_value(situation, conflict))
not(has_value(situation, drinks_alcohol) / not(has_value(situation, drinks_alcohol))
not(has_value(testosterone, high) / not(has_value(testosterone, high))
not(has_value(sounds, aggressive) / not(has_value(sounds, aggressive))
not(has_value(ankle_ethanol_level, high) / not(has_value(ankle_ethanol_level, high))
not(has_value(aggressiveness, high) / not(has_value(aggressiveness, high))
not(has_value(alcohol_level, high) / not(has_value(alcohol_level, high))

Furthermore, aggressive sound has been observed, therefore the following fact is added to
W:
X = {has_value(sound, aggressive)}

The resulting number of extensions is 18. Hereby however, the reasoning has not been
performed using a closed world assumption, whereby values can only occur in case they
result from a known causal relation or in case they are input variables (i.e. the situation). In
order to perform reasoning with such a closed world assumption, the following rules have
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been added. First, a rule expressing that in case there is only one source from which a
value can be derived, then this source should have the appropriate value (in this case, this
holds for all variables except for aggressiveness).
has_value(X1, Y1) ∧ leads_to(has_value(X2, Y2), has_value(X1, Y1)) ∧ X1 ≠ aggressiveness
→ has_value(X2, Y2)

For the aggressiveness a different set of rules is used, since only one out of three
conditions needs to hold. An example of one instance of such a rule is the following:
has_value(aggressivness,high)∧not(has_value(testosterone,high) ∧ not(has_value(situation,conflict)
→ has_value(alcohol_level, high)

Given that these rules are added, 7 extensions result using Smodels as shown in Table 5.
Note that sound is not shown since that is fixed in advance already. The last column shows
to which suspect this extension is applicable. Hereby the suspect with high testosterone is
marked with 1, the oversensitive alcohol suspect with 2, and the IED suspect with 3.
Table 5. Extensions given that aggressive sound has been observed
#

Situation

Testosterone

Aggressiveness Alcohol level Ankle Ethanol level Suspect

1

¬conflict

high

high

¬high

¬high

1

high

high

¬high

¬high

1

¬high

high

¬high

¬high

3

high

high

high

high

1

¬high

high

high

high

2, 3

¬high

high

high

high

2

high

high

high

high

1

¬drinks_alcohol
2

conflict
¬drinks_alcohol

3

conflict
¬drinks_alcohol

4

conflict
drinks_alcohol

5

conflict
drinks_alcohol

6

¬conflict
drinks_alcohol

7

¬conflict
drinks_alcohol

The simulation trace in Figure 9 shows how extension 7 is found using the method
introduced in Section 4.4, with high priorities for information elements has_value(situation,
drinks_alcohol) and has_value(sound, aggressive).
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Figure 9. Simulation trace of the derivation of extension 7.
The condition belief(has_value(sound, aggressive)) has the highest priority, because this
information is given in the case. Because it has the highest priority, this condition is the
first to be derived (at time point 4). The condition with the second highest priority is
derived at time point 7 (belief(has_value(situation, drinks_alcohol). This belief leads to the
following
beliefs:
belief(has_value(alcohol_level,
high))
at
time
point
8,
belief(has_value(aggressiveness, high)) and belief(has_value(ankle_ethanol_level, high) at time
point 9. At time point 12 the belief belief(not(has_value(testosterone, high))) becomes true and
at time point 15 the belief belief(not(has_value(situation, conflict))) becomes true.

6

Formal Analysis of Dynamic Properties

This section provides a number of basic properties that may hold for model-based
reasoning methods within agents in an Ambient Intelligence application. These properties
can be checked against the traces generated in the case studies to verify that the methods
indeed function appropriately. Section 6.1 addresses properties of world facts and beliefs;
Section 6.2 addresses properties of LEADSTO relations. Section 6.3 addresses analysis of
dynamic properties in terms of interlevel relationships and presents the result of the
verification of properties against the traces of the case studies as presented in Section 5.
6.1

Properties of world facts and beliefs

The following basic assumptions concerning two-valued world facts may hold:
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Consistency of world facts
In any state, it never happens that a world fact and its negation both hold.
not [ state(γ, t) |= world_fact(I) & state(γ, t) |= world_fact(not(I)) ]

Completeness of world facts
In any state, for any world fact it holds or its negation holds.
state(γ, t) |= world_fact(I) | state(γ, t) |= world_fact(not(I))

Consistency and completeness of world facts
In any state, for any world fact it holds if and only if its negation does not hold
state(γ, t) |= world_fact(I) ⇔ not state(γ, t) |= world_fact(not(I))

Belief consistency
In any state, it never happens that a fact and its negation are both believed.
not [ state(γ, t) |= belief(I) & state(γ, t) |= belief(not(I)) ]

Belief correctness
In any state, when a fact is believed it holds as a world fact.
state(γ, t) |= belief(at(I, t')) ⇒ state(γ, t') |= world_fact(I)

Belief persistence
In any state, if a fact is believed, it will be believed at any later time point, unless its negation is
believed at that time point.
∀t, t'≥t [ state(γ, t) |= belief(I) & not state(γ, t') |= belief(not(I)) ⇒ state(γ, t') |= belief(I) ]
∀t, t'≥t [ state(γ, t) |= belief(not(I)) & not state(γ, t') |= belief(I) ⇒ state(γ, t') |= belief(not(I)) ]

Belief completeness
For any state, any fact is believed or its negation is believed.
state(γ, t) |= belief(I) | state(γ, t) |= belief(not(I))

Belief coverage
In any state, any true world fact is believed.
state(γ, t) |= world_fact(I) ⇒ state(γ, t) |= belief(I)

In the general form, where a universal quantifier is assumed over I, belief completeness
and belief coverage will usually not hold. However, it may hold for a specific class of
information I. For example, sometimes it is assumed that the agent has complete beliefs
about leads to relationships.
6.2

Properties of leads to relationships

The leads_to_after relationship expresses the conceptual core of a wide class of dynamic
modelling concepts that occur in the literature in different contexts and under different
names; see also [[16]]. Examples of such dynamical modelling concepts are,
computational numerical modelling by difference or differential equations, qualitative
dynamic modelling, causal relationships, temporal logic specifications, rule-based
representations, Petri net representations, transition systems and finite automata. Often,
either explicitly or implicitly the general assumption is made that when facts are true in the
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world, the facts to which they lead are also true in the world. This property is expressed as
follows, also formulated by contraposition into a logically equivalent one:
Positive forward correctness
If a world fact I holds in a state and it leads to another world fact J after duration D, then in the state
after duration D this J will hold
state(γ, t) |= world_fact(I) & state(γ, t) |= world_fact(leads_to_after(I, J, D)) ⇒
state(γ, t+D) |= world_fact(J)

Negative backward correctness
If a world fact J does not hold in a state and another world fact I leads to J after duration D, then in
the state before duration D this I will not hold
state(γ, t) |= world_fact(not(J)) & state(γ, t) |= world_fact(leads_to_after(I, J, D)) ⇒
state(γ, t-D) |= world_fact(not(I))

Sometimes, also the more specific assumption is made that a world fact can be true only
when a world fact preceding it via a leads to relation is true. This assumption can be seen
as a temporal variant of a Closed World Assumption.
Negative forward correctness (single source)
If a world fact I doers not hold in a state and it leads to another world fact J after duration D, then in
the state after duration D this J will not hold
state(γ, t) |= world_fact(not(I)) & state(γ, t) |= world_fact(leads_to_after(I, J, D)) ⇒
state(γ, t+D) |= world_fact(not(J))

Positive backward correctness (single source)
If a world fact J holds in a state and another world fact I leads to J after duration D, then in the state
before duration D this I will hold
state(γ, t) |= world_fact(J) & state(γ, t) |= world_fact(leads_to_after(I, J, D)) ⇒
state(γ, t-D) |= world_fact(I)

The latter property can be formulated by contraposition into a logically equivalent property
of the former one. These properties play a role in abductive reasoning methods, and
automated explanation generation (in particular for why-explanations: answers on
questions such as ‘Why does J hold?’). The latter two properties may not be fulfilled in
cases that two (or multiple) non-equivalent world facts I1 and I2 exist that each lead to a
world fact J. If I1 holds, and it leads to the truth of J, then it may well be the case that I2
never was true. A more complete property to cover such cases is the following.
Negative forward correctness (multiple sources)
If for a world fact J, for every world fact I which leads to J after a duration D it does not hold in the
state before duration D, then in the state after duration D this J will not hold
∀I, D [ state(γ, t-D) |= world_fact(leads_to_after(I, J, D)) ⇒ state(γ, t-D) |= world_fact(not(I)) ]
⇒ state(γ, t) |= world_fact(not(J))

Positive backward correctness (multiple sources)
If a world fact J holds in a state, then there exists a world fact I which leads to J after a duration D
which holds in the state before duration D.
state(γ, t) |= world_fact(J)
⇒ ∃I, D [ state(γ, t-D) |= world_fact(leads_to_after(I, J, D)) & state(γ, t-D) |= world_fact(I) ]
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To obtain a logical foundation for a temporal variant of the Closed World Assumption in
such situations in the context of executable temporal logic, in [[26]] the notion of temporal
completion was introduced, as a temporal variant of Clark’s completion in logic
programming.
6.3

Interlevel Relationships

This section shows how it can be verified that the reasoning methods introduced in Section
3 and 4 (and simulation traces generated on the basis of these methods) satisfy certain
basic properties as introduced above. This is done by establishing logical (inter-level)
relationships between a global property (GP) of reasoning methods on the one hand, and
the basic reasoning steps (or local properties, LP’s) on the other hand, in such a way that
the combination of reasoning steps (logically) entails the global property. In order to
establish such inter-level relationships, also certain intermediate properties (IP’s) are
constructed, which can be used as intermediate steps in the proof. Here, the focus is on one
particular property from Section 6.1, namely the Belief Correctness property. This global
property for belief generation is expressed below in GP1 and states that all beliefs should
be correct. This should hold for all reasoning intervals within the trace (i.e. starting at an
observation interval, and the reasoning period thereafter without new observation input).
Note that all variables γ that are not explicitly declared are assumed to be universally
quantified. Moreover, E is assumed to be the duration of a reasoning step.
GP1 (Belief Correctness)
For all time points t1 and t2 later than t1 whereby at t1 an observations is receivedare observed, and
between t1 and t2 no new observations are received, GP1(t1, t2) holds.
GP1 ≡
∀t1, t2 ≥ t1
[state(γ, t1) |= observation_interval & ¬state(γ, t2) |= observation_interval &
∀t’ < t2 & t’ > t1 [state(γ, t2) |= ¬observation_interval] ]
⇒ GP1(t1, t2)

The specification of the global property for an interval is expressed below.
GP1(t1, t2) (Belief Correctness from t1 to t2)
Everything that is believed to hold at T at time point t’ between t1 and t2, indeed holds at that time
point T.
GP1(t1, t2) ≡
∀I, T, t’ ≥ t1 & t’ ≤ t2 state(γ, t’) |= belief(at(I, T)) ⇒ state(γ, T) |= world_fact(I)

In order to prove that property GP1 indeed holds, a proof by means of induction is used.
The basis step of this proof is specified in property LP1, whereby the beliefs during the
observation interval need to be correct.
LP1(t) (Belief Correctness Induction Basis)
If time point t is part of the observation interval, then everything that at time point t is believed to
hold at time point T, indeed holds at time point T.
LP1(t) ≡
state(γ, t) |= observation_interval ⇒
[ ∀I,T state(γ, t) |= belief(at(I, T)) ⇒ state(γ, T) |= world_fact(I) ]
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Furthermore, the induction step includes that if the global property holds from a time point
t to the same time point, then the property should also hold between t and t + E.
IP1 (Belief Correctness Induction Step)
For all time points t, if GP1(t, t) holds, then also GP1(t, t+E) holds.
IP1 ≡
∀t GP1(t, t) ⇒ GP1(t, t+E)

In order to prove that this induction step indeed holds, the following three properties are
specified: IP2, LP2, and LP3. First of all, the grounding of the belief generation (IP2)
which states that for all beliefs that have not been generated since the last observation
interval, they should either have been derived by means of forward reasoning, or by means
of abduction.
IP2 (Belief Generation Grounding)
For all time points t+E, if information element J is believed to hold at time point T and J was not
believed during the last observation interval, then either this was derived by applying a forward
leadsto rule, or by means of abduction.
IP2 ≡
∀t,t0,J,T
[ state(γ, t) |= belief(at(J, T)) & last_observation_interval(t, t0) & ¬state(γ, t0) |= belief(at(J, T))
⇒ ∃I,t2, D
[ state(γ, t2) |= belief(at(I, T-D)) & state(γ, t2) |= belief(leads_to_after(I, J, D)) |
state(γ, t2) |= belief(at(I, T+D)) & state(γ, t2) |= belief(leads_to_after(J, I, D)) ]

Property LP2 expresses the correctness of the model believed, that should correspond with
the model present in the world.
LP2 (Model Representation Correctness)
For all time points t, if it is believed that I leads to J after duration D, then I indeed leads to J after
duration D.
LP2 ≡
∀t,I,J,D
state(γ, t) |= belief(leads_to_after(I, J, D)) ⇒ state(γ, t) |= world_fact(leads_to_after(I, J, D))

The correctness of the derivations within the world is expressed in LP3.
LP3 (Positive Forward Correctness)
For all time points t, if information element I holds and I leads to J after duration D, then at time
point t+D information element J holds.
LP3 ≡
∀t,I,J,T,D
state(γ, t) |= world_fact(I) & state(γ, t) |= world_fact(leads_to_after(I, J, D))
⇒ state(γ, t+D) |= world_fact(J)

The final properties specified (LP4 and LP5) are used to ground property IP2. LP4
expresses that if a certain belief concerning an information element holds, and from this
belief another belief concerning an information element can be derived, then this is the
case at some time point t2.
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LP4 (Belief Generation based on Positive Forward Simulation)
For all time points t, if information element I is believed to hold at time point T and it is believed that
I leads to J after duration D, then there exists a time point t2 information element J is believed to
hold at time point T+D.
LP4 ≡
∀t1,t2,I,J,T,D
state(γ, t1) |= belief(at(I, T)) & state(γ, t1) |= belief(leads_to_after(I, J, D))
⇒ state(γ, t2) |= belief(at(J, T+D))

Property LP5 specifies how beliefs can be generated based on abduction.
LP5 (Belief Generation based on Abduction)
For all time points t, if information element J is believed to hold at time point T and it is believed that
I leads to J after duration D, then there exists a time point t2 information element I is believed to hold
at time point T-D.
LP4 ≡
∀t1,t2,I,J,T,D
state(γ, t1) |= belief(at(J, T)) & state(γ, t1) |= belief(leads_to_after(I, J, D))
⇒ state(γ, t2) |= belief(at(I, T-D))

Figure 10 depicts the relations between the various properties by means of an AND tree.
Here, if a certain property is connected to properties at a lower level, this indicates that the
properties at the lower level together logically imply the higher level property. Note: LP4G
and LP5G are the grounding* variant of LP4 and LP5 respectively, which is why they are
depicted in grey.
GP1

LP1

IP1

IP2

LP4G

LP2

LP3

LP5G

Figure 10. Proof of GP1 depicted by means of an AND tree

Figure 10 shows that global property GP1 can be related (by logical relations, as often used
in mathematical proof) to a set of local properties (LPs) of the reasoning methods put
forward in Section 3 and 4. Note that it is not claimed here that GP1 holds for all reasoning
methods, but that it holds for those methods that satisfy the lower level properties (LP1,
LP4G, LP5G, LP2, and LP3). Such inter-level relations can be useful for diagnosis of
dysfunctioning of a reasoning process. For example, suppose for a given reasoning trace
(obtained either by simulation, such as in Section 5, or by other means, e.g. based on
empirical material of an existing Ambient Intelligence system) that the dynamic property
*

The grounding variant of an executable property states that there is no other property with the
same consequent. For example, the grounding variant of A ⇒ B states that there is no other
property with B in its consequent, thus B ⇒ A can be derived.
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GP1 does not hold, i.e., not all beliefs are correct. Given the AND-tree structure in Figure
10, at least one of the children nodes of GP1 will not hold, which means that either LP1 or
IP1 will not hold. Suppose by further checking it is found that IP1 does not hold. Then the
diagnostic process can be continued by focusing on this property. It follows that either IP2,
LP2, or LP3 does not hold. This process can be continued until the cause of the error is
localised.
The process mentioned above is based on the assumption that it is possible to
(automatically) check any property against a trace. To this end, the TTL Checker Tool
[[15]] can be used (and has indeed been used). For the traces presented in Section 5 all
properties shown in Figure 10 were checked, and turned out to hold.

7

Related Work

Various approaches in the literature present generic (agent-based) frameworks for Ambient
Intelligence applications. For example, [37] presents a framework that utilizes mobile
agents for ambient intelligence in a distributed ubiquitous environment. In this work,
however, the focus is not on methods to reason about the dynamics of human-related
processes, but on the architecture and the mathematical formulation (using π-Calculus) that
can be used for evaluation and verification. Similarly, in [[21], 57], a multi agent-based
framework for a typical ambient intelligence “space” is proposed. It provides a hierarchical
system model for an ambient intelligence space, a model of the middleware and of the
physical structure of the application. The main difference between these approaches is that
the current paper makes use of formal methods for reasoning about the dynamics of
human-related processes. In that sense, it has some similarities with the work presented in
[41]. There, a framework is presented to enable home healthcare. The framework enables
the observation of patients’ clinical data via wearable devices, and of movements via
sensor networks. Based on these types of information, habits and actions are derived by
means of logic programming techniques.
Moreover, the presented paper obviously took some inspiration from early approaches
for model-based reasoning (which originally were not developed specifically for Ambient
Intelligence applications), such as the general abductive reasoning framework [22] In this
framework, integrity constraints can be specified (see e.g. [[3], [23]]). Such constraints
can also be specified using the approach specified in this paper, namely by incorporating
these by means of the focus mechanism specified in Section 3. Note that the notion of a
focus is not only meant to avoid integrity constraints not being satisfied, but is also meant
as a way to direct the reasoning process in an appropriate and efficient way.
The important issue of how the models of the humans can be created has been
investigated in the literature as well. Ballim and Wilks [7] present approaches to generate
beliefs based upon stereotypes and perturbation. In this paper however, the model of the
human is assumed to be known, but could for instance be based upon approaches such as
introduced by Ballim and Wilks. In [56] Wilks and Hartley introduce a combination of
various systems they have developed in order to generate beliefs and explanations for
particular sets of data, which is also done in this paper. The explicit incorporation of time
within the reasoning process is however not part of their approach. Additionally, the
approach is more focused on finding the actual models to explain particular phenomena
whereas the approach presented in this paper assumes a complete set of causal knowledge
in the world already and reasons about these causal chains.
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Furthermore, in [[6]] temporal reasoning is combined with an Active Database (ADB)
for the detection of complex events in Smart Homes. The focus of that research is the
combination of ADB and temporal reasoning. There is no selection mechanism in that
paper as in the current work: the focus mechanism. Another example of temporal
reasoning in Ambient Intelligence [53] developed a multi-agent system based on a
knowledge-goal-plan (KGP) agent for transparent communication between users and an
Ambient Intelligence device. They have based their reasoning model on well-known
reasoning techniques such as Abductive Logic Programming and Logic Programming with
Priorities. In the current work however, the focus is at developing the underlying reasoning
methods that are useful in Ambient Intelligence applications.
Another formalism for handling causal or temporal reasoning within Ambient
Intelligence is proposed in [[28]]. The application of nonmonotonic logic as put forward in
this paper adds the possibility to specify human like reasoning in a natural way, possibly
even resulting in multiple stable sets that can be the outcome of such a reasoning process.
Finally, Bayesian network-based solutions (introduced by [44]) offer the possibility to
deal with uncertainty and temporality [55] when reasoning about (causal) models.
However, our approaches deal with temporality in a human-like manner, in contrast with
the methods described in [55]. In addition, Bayesian network solutions in general do not
offer a selection mechanism like our focus mechanism. This offers a computational
advantage because some (or most) of possible beliefs are not considered.

8

Discussion

The main assumption behind the current paper is that agents in an Ambient Intelligence
application will be able to provide more efficient, personalised support when they have
knowledge about human behaviours and states over time. In order to endow them with
such knowledge, it is useful when they possess explicitly represented causal and dynamical
models about the human’s processes, and use them in their model-based reasoning
processes (e.g., [4, 38, 42]). Next, once an agent has such a model, a number of logical
reasoning methods can be based on such a model, and formally specified as part of the
agent design, as shown in this paper.
The main contribution of this paper is the development of a unified toolbox containing
a variety of reasoning methods to support a designer of Ambient Intelligence applications.
The reasoning methods are given at a conceptual formal specification level in a hybrid
executable temporal logical format. In addition, to the reasoning methods themselves, also
approaches to (meta-level) control of the reasoning methods are specified in a unified
manner. It provides a variety of available and possible reasoning methods, including
abduction and default reasoning methods to address incomplete information.
Two main classes of reasoning approaches were presented on a more detailed level: (1)
basic model-based reasoning methods based upon existing methods, but extended with
explicit temporal reasoning as well as the ability to reason about both quantitative and
qualitative aspects, and perform controlled focused reasoning; (2) default reasoning
approaches which is able to cope with incomplete information and advanced selection
strategies whereby again standard approaches have been used, extended with temporal
reasoning and advanced selection methods. Again, both qualitative and quantitative aspects
can be expressed in the language and reasoning approach used. Model-based default
refinement can be useful to obtain (on top of sensor information) a high level of context
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awareness; see also [48, 49, 50]. In several simulation experiments, example reasoning
patterns were shown based on these techniques, thus showing reusability of the agent
design. These simulation traces have been formally analysed and verified by checking a
number of global dynamic properties.
Based on the different reasoning methods presented in this paper, the question may
arise when to select which method. In fact, in some cases the answer to this question may
be easier than one would expect. The two basic model-based reasoning methods described
in Section 3, namely forward and backward reasoning, can be selected automatically based
on the information that is available. For example, if information about the node at the
right-hand side of a model is observed, only backward reasoning rules can be applied and
if information about a node in the middle is available, rules from both methods can be
applied. The choice for controlled default reasoning (Section 4) can be made when there is
partial information available and more possible conclusions are desired.
Although the proposed reasoning methods have been applied successfully in four case
studies, the examples addressed were modelled at an abstract, conceptual level. In future
work and work in progress, more complex and realistic case studies will be performed. For
example, in [[13]] a more elaborate agent model for assessment of driving behaviour has
been developed. In addition, case study 1B is also being studied more thoroughly in [10],
in which a complex model for a person’s “functional state” is presented, which estimates a
person’s state of experienced pressure and exhaustion based on various elements, including
environmental task demands and personality characteristics. Finally, recently, an EU
project called ICT4depression started in which a component-based system is developed
that supports people with a depression during therapy. In this system, different domain,
analysis and support models are being developed that use the methods proposed in the
current paper to monitor and support patients. These models will be much more complex
and will contain much more temporally dependent relations. Another challenge in the
ICT4depression project is dealing with the complexity of live-fed databases containing
information about medication intake and self-reports about the patients well-being. By
abstracting this information before the Ambient Agents start analyzing it, the complexity
of the reasoning process will be reduced. In all of these case studies, the possibilities to
incorporate the proposed reasoning methods in real artefacts in the environment are being
explored. A specific question that will be addressed in the future is to what extent the
reasoning methods are able to deal with dynamic learning of new knowledge.
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Chapter 12
An Intelligent Agent Model with Awareness of
Workflow Progress
Fiemke Both, Mark Hoogendoorn, Andy van der Mee, Jan Treur and Michael de Vos
Abstract. To support human functioning, ambient intelligent agents require knowledge
about the tasks executed by the human. This knowledge includes design-time information
like: (i) the goal of a task and (ii) the alternative ways for a human to achieve that goal,
as well as run-time information such as the choices made by a human during task
execution. In order to provide effective support, the agent must know exactly what steps
the human is following. However, if not all steps along the path can be observed, it is
possible that the agent cannot uniquely derive which path the human is following.
Furthermore, in order to provide timely support, the agent must observe, reason,
conclude and support within a limited period of time. To deal with these problems, this
paper presents a generic focused reasoning mechanism to enable a guided selection of the
path which is most likely followed by the human. This mechanism is based upon
knowledge about the human and the workflow to perform the task. In order to come to
such an approach, a reasoning mechanism is adopted in combination with the
introduction of a new workflow representation, which is utilized to focus the reasoning
process is an appropriate manner. The approach is evaluated by means of an extensive
case study.
Keywords: ambient agent, workflow model, task progress, awareness, model-based
reasoning
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1

Introduction

Nowadays, a number of research fields focus on technology that can support humans in
their everyday activities. These research fields include e.g. Ambient Intelligence [2, 3],
Ubiquitous Computing [16], and Human Aware Computing [11]. The support provided to
the human could for instance take the form of a personal assistant agent that monitors the
activities of the human and supports the execution thereof when necessary.
In order for the support during such activities to be possible, the agent should not only
have information about the task being performed and what kind of support can be given,
but should also be aware of what the human is doing at particular time points. This
awareness enables the ambient agent system to provide dedicated support based on the task
at hand and the state of the human, regardless of whether the support is aimed at optimal
task performance or at optimally supporting the human. For example, the ambient agent
system can decide not to disturb the human during a very intensive task, or provide task
dependent support in case a task is taking much longer than it should. A registration
system that on the fly records at which points in time a certain (sub)task is started and at
which time it is finished is not always available. Direct communication about this with the
human often would disturb the human’s process. One of the challenges for ambient
intelligent agents is to obtain such information about a human’s progress by an analysis
based on the observation information that is available and a workflow model.
Often workflow models are nondeterministic, and the human’s choice for a certain
branch may depend on circumstances and on his or her preferences, which may be
unknown. Therefore, it may not be clear at forehand which of the branches of such a
workflow model are actually followed, and at least some observation information is
needed.
In this paper an ambient agent model is presented that is able to perform model-based
analysis using available workflow models and available observation information, to obtain
more detailed information on the human’s progress in task execution. The (possibly
partial) observation information may come from sensors detecting location, posture,
movements of the user, or when a computer system is used. The model incorporates
formally specified model-based reasoning methods as presented in [4]. As part of these
reasoning methods, a generic focussing approach is applied that uses background
knowledge to focus and control this reasoning process. This allows the ambient agent to
limit the amount of processing and information within itself and at the same time provides
heuristics to use additional knowledge for determining the most likely path. An important
aspect of the approach developed is that model-based reasoning methods, as known within
Artificial Intelligence and usually applied to causal models, are now applied to workflow
models. This allows the addition of more information that can be utilized to guide the
reasoning process. To this end, a representation format for workflow models was chosen
that unifies with usual formats for model-based reasoning.
This paper is organized as follows. In Section 2 the workflow representation is
discussed. Thereafter, Section 3 introduces the formal modelling language that has been
used, whereas Section 4 the reasoning approach is presented. Section 5 introduces the
focusing mechanisms. In Section 6 simulation results are shown, which are verified in
Section 7. Section 8 describes related work and finally, Section 9 is a discussion.
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2

Workflow Representation

In order to represent the workflow, first of all, a graphical representation is used to
represent the dependencies between the various states in the workflow. Thereafter, an
ontology is introduced that specifies additional information about the states within the
workflow.
2.1

Graphical Representation

In the graphical representation of the workflow, states are represented by means of nodes
(i.e. circles), and the transitions between states by means of arrows. The nodes within the
workflow can be either grey, representing activities, or white, representing the result of an
activity. The arrows are labeled with the time it takes to move from the state of the source
of the arrow to the next state. When the source state is an activity, the label represents the
time it takes to execute the activity. Figure 1 shows an example graphical representation of
building a shed.

Figure 1. Example workflow: building a shed
2.2

Specification of Additional Information

As already stated in the introduction, in order to guide the reasoning process more
effectively, more information about the states in the workflow is required. Therefore, an
ontology is presented here that specifies these additional elements. First of all, the
predicates for the representation of the workflow itself are specified as shown in Table 1.
Note that a state can occur at a specific time point; this represents the starting time of an
activity if the state is an activity. The duration of the activity is represented in the predicate
leads_to_after.
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Table 1. Sorts and predicated for workflow
Sort / Predicate
STATE
TIME
DURATION
leads_to_after: STATE x STATE x
DURATION
at: STATE x TIME
is_activity: STATE

Explanation
An identifier of a state
A time point
A duration
The first state specified leads to the second state in
the workflow with a delay of DURATION
The state occurs at time point TIME
A state describing an activity (i.e. a grey node)

Table 2. Extended workflow representation
Sort / Predicate
RESOURCE
COMPETENCE_TYPE
COMPETENCE_TYPE_LEVEL
COMPETENCE_LEVEL
RESOURCE_CONDITION
requires_competence_type:
RESOURCE x
COMPETENCE_TYPE
resulting_competence_level_for:
RESOURCE x
COMPETENCE_TYPE_LEVEL x
RESOURCE_CONDITION x STATE
x COMPETENCE_LEVEL
requires_competence_level:
STATE x COMPETENCE_LEVEL

Explanation
A resource identifier
The type of competence
The level of a certain competence type, which can a
real number on the interval [0,1]
An overall competence level for a state (i.e.
combining resources with human competences),
represented by a real number on the interval [0,1]
The condition of the resource, indicates by a real
number on the interval [0,1]
A resource requires a certain competence type in
order to control it.
Given that the resource can be controlled, a certain
competence level for the required competence type in
combination with the condition of the resource results
in a certain competence level for a state.
A state requires a certain competence level.

Besides this basic information, additional information can be specified related to the
workflow, as shown in Table 2. The basic intuition behind the predicates introduced in the
table is the following. First of all, in order for a human to use a certain resource, he needs
to be able to control it (i.e. have the right competence type). For instance in the case of
building a shed, in order to hammer a nail into a plank, you need to have the competence to
use a hammer. In case this competence is indeed present, the resulting effectiveness of the
combination of the resource and the human for a certain state in the workflow depends on
two factors: (1) the level the human has of the required competence (e.g. an experienced
house builders versus an incidental house builder), and the condition of the resource (is the
hammer any good). The resulting competence level can then be matched with the required
competence level of the state. Of course, a human can also have a competence for a
particular state without using a specific resource.
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3

Formal Languages Used

In order to execute and verify human-like ambience models, the expressive Temporal
Trace Language (TTL) is used [7]. This predicate logical language supports formal
specification and analysis of dynamic properties, covering both qualitative and quantitative
aspects. TTL is built on atoms referring to states, time points and traces. A state of a
process for (state) ontology Ont is an assignment of truth values to the set of ground atoms
in the ontology. The set of all possible states for ontology Ont is denoted by STATES(Ont).
To describe sequences of states, a fixed time frame T is assumed which is linearly ordered.
A trace γ over state ontology Ont and time frame T is a mapping γ : T → STATES(Ont), i.e., a
sequence of states γt (t ∈ T) in STATES(Ont). The set of dynamic properties DYNPROP(Ont)
is the set of temporal statements that can be formulated with respect to traces based on the
state ontology Ont in the following manner. Given a trace γ over state ontology Ont, the
state in γ at time point t is denoted by state(γ, t). These states can be related to state
properties via the formally defined satisfaction relation |=, comparable to the Holdspredicate in the Situation Calculus: state(γ, t) |= p denotes that state property p holds in trace
γ at time t. Based on these statements, dynamic properties can be formulated in a sorted
first-order predicate logic, using quantifiers over time and traces and the usual first-order
logical connectives such as ¬, ∧, ∨, ⇒, ∀, ∃. A special software environment has been
developed for TTL, featuring both a Property Editor for building and editing TTL
properties and a Checking Tool that enables formal verification of such properties against
a set of (simulated or empirical) traces. Especially the possibility to use variables and
quantifiers, also over numbers, makes TTL more useful in practical applications, compared
to, for example, propositional and modal temporal languages.
3.1

Executable Format

To specify simulation models and to execute these models, the language LEADSTO [8],
an executable sublanguage of TTL, is used. The basic building blocks of this language are
causal relations of the format α →
→e, f, g, h β, which means:
if state property α holds for a certain time interval with duration g, then after some delay (between
e and f) state property β will hold for a certain time interval of length h.

where α and β are state properties of the form ‘conjunction of literals’ (where a literal is an
atom or the negation of an atom), and e, f, g, h non-negative real numbers. Also for the
language LEADSTO, the possibility to use variables, (e.g., over numbers), makes it more
useful for practical application, compared to, for example, propositional or qualitative
causal modelling languages. For more information about the dualistic quantitative and
qualitative approach of the TTL and LEADSTO languages, see [7, 8].

4

Model-Based Reasoning

A first step in deriving what task an agent is currently doing is by specifying the workflow
of the agent. The workflow is represented in the ambient agent as a collection of rules that
express which state follows which state in the form of beliefs representing the
informational state of the agent. The term belief has been used here to make explicit that
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this knowledge can have a degree of uncertainty. Both the beliefs about the states (since
there is usually no complete information, these states do not hold with complete certainty)
and the knowledge about the relations (since these are assumptions of the relations the
agent considers correct in the domain). The set of rules are of the form
belief(leads_to_after(state1, state2, duration)).

When the ambient agent believes that the human has performed a specific subtask at some
time point, it has a belief of the form belief(at(state, time)). A set of generic reasoning
methods has been developed to derive more beliefs based on the leads_to_after rules and
one or more beliefs about active states; cf. [4]. Below is a summary of these methods.
4.1

Forward Reasoning Methods

Reasoning methods that reason forward in time are often used to make predictions on
future states, or on making an estimation of the current state based on information acquired
in the past. The first reasoning method is one that occurs in the literature in many variants
in different contexts and under different names. This varies from, for example,
computational (numerical) simulation based on difference or differential equations,
qualitative simulation, causal reasoning, execution of executable temporal logic formulae,
and forward chaining in rule-based reasoning, to generation of traces by transition systems
and finite automata. The basic specification of this reasoning method can be expressed as
follows (note that for the sake of clarity the subscript below the LEADSTO arrow has been
omitted since the same values for e,f,g, and h are used namely 0,0,1,1). The term INFO_EL
should in this case be seen as the information type consisting of the states in the workflow.
Belief Generation based on Positive Forward Simulation
If it is believed that I holds at T and that I leads to J after duration D, then it is believed that J holds
after D.
∀I,J:INFO_EL ∀D:REAL ∀T:TIME
belief(at(I, T)) ∧ belief(leads_to_after(I, J, D))

→
→ belief(at(J, T+D))

If it is believed that I1 holds at T and that I2 holds at T, then it is believed that I1 and I2 holds at T.
belief(at(I1,T)) ∧ belief(at(I2, T)) →
→ belief(at(and(I1, I2), T))

Note that, if the initial beliefs are assumed correct, belief correctness holds for leads to
beliefs, and positive forward correctness of leads to relationships holds, then all beliefs
generated in this way are correct. A second way of belief generation by forward simulation
addresses the propagation of negations. This is expressed as follows for single source
causal relations.
Belief Generation based on Single Source Negative Forward Simulation
If it is believed that I does not hold at T and that I leads to J after duration D, then it is believed that J
does not hold after D.
∀I,J:INFO_EL ∀D:REAL ∀T:TIME
belief(at(not(I), T)) ∧ belief(leads_to_after(I, J, D)) →
→ belief(at(not(J), T+D)))

If it is believed that I1 (resp. I2) does not hold at T, then it is believed that I1 and I2 does not hold at
T.
belief((at(not(I1),T))) →
→ belief(at(not(and(I1, I2)), T))
→ belief(at(not(and(I1, I2)), T))
belief(at(not(I2),T)) →
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Note that this only provides correct beliefs when the initial beliefs are assumed correct,
belief correctness holds for leads to beliefs, and single source negative forward correctness
holds for the leads to relationships.
When there are multiple sources leading to information element J and all of the sources
are believed to be not true, it can be assumed that J is also not true.
Belief Generation based on Multiple Source Negative Forward Simulation
If for any J and time T, for every I that is believed to lead to J after some duration D, it is believed
that I does not hold before duration D, then it is believed that J does not hold.
∀I,J:INFO_EL ∀D:REAL ∀T:TIME
∀I, D [ belief(leads_to_after(I, J, D)) → belief(at(not(I), t-D) ] →
→ belief(at(not(J), T))

If it is believed that I1 (resp. I2) does not hold at T, then it is believed that I1 and I2 does not hold at
T.
belief(at(not(I1),T)) →
→ belief(at(not(and(I1, I2)), T))
→ belief(at(not(and(I1, I2)), T))
belief(at(not(I2),T)) →

This provides correct beliefs when the initial beliefs are assumed correct, belief correctness
holds for leads to beliefs, and multiple source negative forward correctness holds for the
leads to relationships.
4.2

Backward reasoning methods

The basic specification of a backward reasoning method is based on the basic Modus
Tollens argument and is specified as follows.
Belief Generation based on Modus Tollens Inverse Simulation
If it is believed that J does not hold at T and that I leads to J after duration D, then it is believed that I
does not hold before duration D.
∀I,J:INFO_EL ∀D:REAL ∀T:TIME
→ belief(at(not(I), T-D))
belief(at(not(J), T)) ∧ belief(leads_to_after(I, J, D)) →

If it is believed that not I1 and I2 holds at T and that I2 (resp. I1) holds at T, then it is believed that I1
(resp. I2) does not hold at T.
belief(at(not(and(I1, I2), T)) ∧ belief(at(I2, T)) →
→ belief(at(not(I1), T))
→ belief(at(not(I2), T))
belief(at(not(and(I1, I2), T)) ∧ belief(at(I1, T)) →

As another option, an abductive causal reasoning method can be internally represented in a
simplified form as follows.
Belief Generation based on Simple Abduction
If it is believed that J holds at T and that I leads to J after duration D, then it is believed that I holds
before duration D.
∀I,J:INFO_EL ∀D:REAL ∀T:TIME
belief(at(J, T)) ∧ belief(leads_to_after(I, J, D)) →
→ belief(at(I, T-D))

If it is believed that I1 and I2 holds at T, then it is believed that I1 holds at T and that I2 holds at T.
belief(at(and(I1, I2), T)) →
→ belief(at(I1,T)) ∧ belief(at(I2, T))
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Note that this method does not necessarily lead to the truth, since I does not need to be the
state that led to J. However, I is derived when J is believed to be true, because the goal of
the reasoning process is to consider all possible options.
The same principle can be applied for multiple effects:
Belief Generation based on Multiple Effect Abduction
If for any I and time T, for every J for which it is believed that I leads to J after some duration D, it is
believed that J holds after duration D, then it is believed that I holds at T.
∀I:INFO_EL ∀T:TIME
∀J [belief(leads_to_after(I, J, D)) → belief(at(J, T+D)) ] →
→ belief(at(I, T))

If it is believed that I1 and I2 holds at T, then it is believed that I1 holds at T and that I2 holds at T.
belief(at(and(I1, I2), T)) →
→ belief(at(I1,T)) ∧ belief(at(I2, T))

The last reasoning method is context-supported abduction, which uses a conjunction of
two states leading to a third state to derive one of the conjunction states.
Belief Generation based on Context-Supported Abduction
If it is believed that J holds at T and that I2 holds at T and that I1 and I2 leads to J after duration D,
then it is believed that I1 holds before duration D.
∀I,J:INFO_EL ∀D:REAL ∀T:TIME
belief(at(J, T)) ∧ belief(at(I2, T-D)) ∧ belief(leads_to_after(and(I1, I2), J, D))
→
→ belief(at(I1, T-D))

If it is believed that I1 and I2 holds at T, then it is believed that I1 holds at T and that I2 holds at T.
belief(at(and(I1, I2), T)) →
→ belief(at(I1,T)) ∧ belief(at(I2, T))

5

Focused Reasoning

When the ambient agent uses these methods to derive more beliefs, the number of beliefs
can quickly get out of control. For example, in a workflow with one starting node and
several different paths that can be followed after that first node, the ambient agent could
derive beliefs about all nodes in the workflow, because there is no reason to select one path
and not the other. Therefore, this section introduces a selection mechanism that can control
which beliefs are derived and which beliefs are not. For the belief generation reasoning
methods this means that an antecedent is added stating which selection criteria must be
met. This idea is shown for the reasoning method positive forward simulation.
If the belief that I holds at T was selected and it is believed that I leads to J after duration D, and
selection criterion s1 holds, then the belief that J holds after D is selected.
∀I,J:INFO_EL ∀D:REAL ∀T:TIME
selected_belief(at(I, T)) ∧ belief(leads_to_after(I, J, D)) ∧ s1 →
→ selected_belief(at(J, T+D))

Selection criteria needed for controlled belief generation can be specified for example by
assuming that the ambient agent has knowledge about which beliefs are relevant,
expressed by a predicate in_focus. If this assumption is made, then the selection criterion s1
in the example above can be expressed as in_focus(I), where I is the property for which a
belief is considered. The general idea is that if a belief can be generated, it is selected
(only) when it is in focus.
In the following sections a generic focusing mechanism is proposed that uses path
information, observations and softer criteria such as competence level and use of resources
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to calculate the likelihood of paths in the workflow. This mechanism is developed as a
generic method that can be applied to reasoning about workflows in various domains.
Resources for example, used for the execution of a task are in our case study tools for
building a shed. In other domains these resources and required competences can be the use
of computer software and the skills required for that, or consulting a manual.
First, the path generation method is explained. Then, the focusing mechanism proposed
is briefly outlined. Thereafter more details are given how to calculate the specific
parameters within the focusing mechanism.
5.1

Path Generation

The first step is to determine all possible paths in the workflow. States can occur in more
than one path, because each path starts with the first state and ends with the last state of the
workflow. Notice that in the focusing part of the reasoning, the reasoning about these paths
is relatively lightweight because the time points within the paths are not considered yet.
The paths are generated using the following set of rules. The first rule finds the first state
of a workflow, the second rule than keeps adding a state to the path that the last state of the
temporary path leads to. The last rule finalizes the path when the last state of a workflow
has been added.
P3: Generate initial path
If A is a state, and there does not exist a state B from which A can be derived, then A is set as an
initial path (starting point).
∀A:STATE ∀D:DURATION
state(A) ∧ ¬∃B:STATE leads_to_after(B, A, D) →
→ temporary_path(A)

P4: Build up paths
If P is a temporary path, and the last element is A, and A is known to lead to B which is not part of P
yet, then path P with B added is a new temporary path.
∀P:PATH A, B:STATE, D:DURATION
temporary_path(P) ∧ last_element_of(P, A) ∧ leads_to_after(A, B, D) ∧ B ∉ P →
→ temporary_path(P +
B)

P5: Select complete paths
If P is a temporary path, and there does not exist any state B that can be derived from A (the last
element in path P), then this is a complete path.
∀P:PATH A:STATE D:DURATION
temporary_path(P) ∧ last_element_of(P, A) ∧ ¬∃ B:STATE leads_to(A, B) →
→ path(P)

The construction described above assumes or type structures specified in using the
leads_to_after rules, and structures could however easily be incorporated.
5.2

Focusing Heuristic Function Outline

Given a certain workflow, all possible paths in the workflow and certain states that have
been observed:
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Focusing heuristic function
1.
2.

Select the paths that contain observed states, called consistent paths.
From the set of paths that have now been selected another selection is made based upon softer
criteria:
a. The combination of resources used and the competences of the operator
b. The past paths the operator has taken
Each of these criteria specifies the likelihood of the various paths with a total of 1 for all
paths. Combine them by taking the weighed sum of the softer criteria for each path, and take
the one with the highest value, all the states within this highest path are then in focus.

The result of the heuristic function is a ranking of the various paths that are possible (given
the available knowledge). Thereafter, the most likely path (i.e. the one with the highest
rank) is selected. Upon this path the full reasoning is performed (following Section 4).
Below, each of the individual elements of the heuristic function will be discussed in more
detail.
5.3

Remove Inconsistent Paths

The first step in the heuristic function is to remove the paths that are inconsistent with the
observations from the set of generated paths. Paths are marked as inconsistent in case they
do not contain a state which has been observed.
P6: Mark path with lacking observation
In case a state has been observed to have occurred, and this state is not part of a path, then this part is
marked as being inconsistent.
∀A:STATE, ∀T:TIME
path(P) ∧ observation_result(at(A, T), pos) ∧ A ∉ P
→
→ inconsistent_path(A)

5.4

Calculate Soft Criteria

Of the remaining (consistent) paths, the soft criteria are calculated. In order to enable this
calculation, certain information about the human should be known within the personal
assistant. In Table 3, the predicates are shown of the knowledge the personal assistant has
about the human. Hereby, two are distinguished, namely the combination of resources and
competences, and the experience paths of the human (note that for the latter, no separate
predicate is introduced). This information can be learned by the personal agent based upon
experiences, but also based upon background knowledge about the human (e.g. prior
education).
Table 3. Knowledge about the human
Predicate
human_has_competence_type_for:
COMPETENCE_TYPE x
COMPETENCE_TYPE_LEVEL
has_basic_competence_level_for:
TASK x COMPETENCE_LEVEL
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Explanation
A human is known to have a certain level of
competence for a particular competence type.
A human has a basic competence level for a
certain task, without using resources.

5.4.1

Resources combined with competences

The combination of resources that have been observed being used, and the competences of
the human can deliver a lot of information. Basically, using the combination it can be
calculated at what competence level the combination is, and what the mismatch of this
level with the required level is.
P7: Calculate competences with resources
If it has been observed that a resource has been used, and the human has the appropriate competence
type for the resource, then the resulting combination results in a particular competence level for a
state.
∀T:STATE ∀R:RESOURCE, C:COMPETENCE_TYPE, CTL:COMPETENCE_TYPE_LEVEL,
RC:RESOURCE_CONDITION, CL:COMPETENCE_LEVEL
observation_result(resource_used(R), pos) ∧ requires_competence_type(R, C) ∧
human_has_competence_level_for_type(C, CTL) ∧ resource_condition(R, RC) ∧
→ competence_for(T, CL)
resulting_competence_level_for(R, CTL, RC, T, CL) →

Furthermore, the human might also be able to perform a certain task without a certain
resource. In that case, the basic competence level for the state is assumed to be the
competence level of the human for the state.
P8: Basic competence level without resources
If a human has a certain basic competence level for a state, then this is also the competence of the
human for the state.
∀T:STATE, CL: COMPETENCE_LEVEL
has_basic_competence_level_for(T, CL) →
→ competence_for(T, CL)

Thereafter, the value for the competence level for a state can be determined by combining
the levels for all resources used for that state. Now the deviation from the required level
can be calculated as follows.
sumprob_ patha =

∑ | requires _ competence _ level (t )

i

− highest _ competence_level (t )|

∀taskt

sumprob_ patha

competence_ prob_ pa = 1 −

∑ sumprob_ path

x

path x

5.4.2

Experience paths

Determine for all paths how often the human has taken at least one of the paths, then for
each path determine the number for that specific path (sum of experiences with all nodes)
and divide it by the total number of experiences with the workflow:
exp erience_ prob_ pa =

# exp eriences_ patha
# total _exp eriences

These two likelihoods can be combined by using a weighed sum. This way, more criteria
can be added easily and the weights thereof can vary per domain.
likelihood_pa = w1 ⋅ competence_prob_pa +
w2 ⋅ experience_prob_pa where w1 + w2 = 1
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Thereafter, the path with the highest likelihood can simply be selected. All the states
within this path are then in focus (which is the selection criterion s1 as introduced in the
beginning of Section 5):
P9: Generate foci for states
If a path is in focus, then all elements of that path are also infocus.
∀T:STATE ∀P:PATH
→ in_focus(T)
path_in_focus(P) ∧ T ∈ P →

6

Case Study

In order to show the functioning of the approach, a number of scenarios have been
simulated using the model described above and the workflow model of building a shed
(see Figure 1).
In the first scenario, a person starts building a shed at a certain time point. During
building the shed, the person does not use any resources that can be observed by the
Ambient Agent. The person has the most experience with building a shed out of stone and
buying the materials from the store. In scenario 2, the experience of the builder is the
same, but s/he uses a hammer and folding rule, which can be observed by the Ambient
Agent.
The simulation runs have been performed using the dedicated LEADSTO environment
[8]. Figures 2 and 3 show the traces of two simulation runs. The left side of the figure
indicates the atoms that occur over time, whereas the right sides indicates a timeline where
a dark box indicates that the atom is true, and a grey box indicates false. Note that the time
on the x-axis is the simulation time, which is not related to the time points in the atoms.
The time points in the predicates such as belief(at(A1, 7)) describe the time at which the
person is believed to have started a specific task. The timeline at the bottom of the figure is
the simulation time and shows the order in which atoms are derived by the Ambient Agent.
Also note that in the traces the predicate belief represents the selected beliefs of the agent.
In the first scenario, the ambient agent of the person building a shed has observed that
this person was going to build a shed at time point 6 (observation_result(at(O1, 6))). Using
this observation and knowledge about the competences, resources, and experiences of the
human, the ambient agent can start reasoning about the most likely path in the workflow.
During the focus generation phase, the agent selects all four paths based on one belief
about state O1 (see selected_path(p(…)) for all four paths). Then, because no use of
resources has been observed, the basic competences of the activities are used to determine
the distance from the required competence levels following the formula of P8 in Section
5.4. In Figure 2, the required, combined, and differed competence levels are only shown
for activities A1 and A4. Using the formula from Section 5.4, the ambient agent can
calculate the competence difference of all paths (p_competence(PATH, P)) Note that the
numbers shown are the values before they have been subtracted from 1 as specified in the
formula in Section 5.4. This means that the lower the number, the better this path matches
with the required competence. The same can be done for experience using the formula for
experience in Section 5.4 (p_experience(PATH, P)). Here, a higher number represents more
experience and thus more likely to be chosen again by the human. The combined
likelihoods for all paths are calculated and the path with the highest score is selected
(likelihood_path(PATH, L) and path_in_focus(PATH)). The agent focuses on all states of this
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path and finishes the focus generation phase. During the belief generation phase, the agent
reasons with the belief about O1 and the foci. The agent has determined the most likely
path, namely the third path consisting of buying bricks and building a brick shed.

Figure 2. Simulation trace of scenario 1.

235

Figure 3. Simulation trace of scenario 2.
In the second scenario, see Figure 3, the ambient agent has more information about the
resources the human has used during building the shed. The agent has observed the use of
a hammer and a folding rule. This results in different competence values for the tasks that
can be performed using a hammer and folding rule (activities A8 and A10). The agent
focuses on a different path from scenario 1, and determines that the human has been
following the second path: building a wooden shed with materials available in storage.

7

Dynamic Properties and their Verification

For the model a number of overall properties have been identified and formally specified
using the Property Editor of TTL (an explanation of TTL is given in Section 3). These
properties have been automatically verified against the simulation traces of the two
scenarios using the Checking Tool of TTL:
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P1: Observed facts will become selected beliefs
If at time point t a new observation result exists, and the current set of beliefs does not comply to this
observed information, then eventually the set of derived beliefs will change such that it complies to
the observation result.
∀γ:TRACE, t:TIME, I:STATE, T:TIME
[ [ state(γ, t) |= observation_result(at(I, T), pos) &
¬state(γ, t-1) |= observation_result(at(I, T), pos) & ¬state(γ, t) |= belief(at(I, T)) ]
∃t2:TIME ≥ t state(γ, t2) |= belief(at(I, T)) ]

Note that this property assumes that observation results are always trusted. In case this
assumption does not hold a special type of belief such as observed_belief can be introduced
instead of the actual observation result.
The property has been shown to be satisfied for the traces of the two scenarios.
P2: Derived beliefs are within one path in the workflow model
When a set of beliefs is derived, then this set contains at most one execution path of the workflow.
∀γ:TRACE, t:TIME, I1, I2:STATE, T1, T2:TIME
[ state(γ, t) |= belief(at(I1, T1)) & state(γ, t) |= belief(at(I2, T2)) & I1 ≠ I2 & T2 > T1]
⇒ ∃P:PATH [ state(γ, t) |= element_of(I1, P) & state(γ, t) |= element_of(I2, P) ]

This property is satisfied for both traces as well.
P3: Most plausible beliefs are generated first
If one path is more likely to be followed than another path according to the background information,
and there are no observed beliefs that distinguish either path, then this path will be explored first by
deriving beliefs along that path.
∀γ:TRACE, t:TIME, P:PATH, V:VALUE
[[ state(γ, t) |= likelihood_path(P, V) & state(γ, t) |= path_in_focus(P) ]
⇒ [ ∀I:STATE, t0:TIME
[ state(γ, t0) |= observation_result(I, pos) ⇒ state(γ, t) |= element_of(I, P) ] ] &
∀P2:PATH ≠ P, V2:VALUE
[ state(γ, t) |= likelihood_path(P2, V2) & V2 > V
⇒ ∃I2:STATE, t’:TIME< t
[ state(γ, t’) |= observation_result(I2, pos) & state(γ, t) |= ¬element_of(I2, P2)]

This property was shown to be satisfied for all traces.
P4: Only beliefs consistent with observations are derived
If beliefs are derived, then these beliefs need to be consistent with the observations.
∀γ:TRACE, t:TIME, I:STATE, T:TIME
[ state(γ, t) |= belief(at(I, T)) ⇒
¬∃t’:TIME [ t’ < t & state(γ, t) |= observation_result(at(I, T), neg)] ] ]

This property is satisfied for the two traces, indicating that the beliefs derived are always
accurate compared to the observations.
P5: Immediate correct derivation
If a set of beliefs is derived at time t, then there does not exist a time t’ > t where the derived belief is
not consistent with the observations.
∀γ:TRACE, t:TIME, I:INFO_EL, T:TIME
[ state(γ, t) |= belief(at(I, T)) ⇒ ¬∃t2:TIME > t observation_result(at(I, T), neg) ]

This property is also shown to be satisfied.
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8

Related Work

For the representation of workflows, a variety of approaches has been developed. For
instance, in [5], [9] and [10] examples of such representations are shown. In [1] a
comparison between several of these approaches is discussed. The approach presented in
this paper has been tailored towards providing information for the reasoning process, and
therefore has a different focus for which it has been developed, leading to different design
choices. In [15] an approach to recognize plan execution states is also presented. The
current activities of the human are derived by means of probabilistic methods. In this paper
however, a more logical approach is taken. Due to the dualistic quantitative and qualitative
approach, it is also possible to combine the logics with probabilities. [13] introduces an
approach to focus reasoning processes using case-based reasoning methods. The paper
does however not use domain knowledge (e.g. resources) such as done in this paper.
In other work, such as [12] and [15], also temporal relationships between activities are
exploited to recognize plan execution states, based on relational Markov networks and
causal networks, respectively. These papers address the theme from a probabilistic angle,
whereas the current paper addresses it from a logical reasoning perspective. For future
work it will be interesting to explore how such probabilistic approaches can be integrated
within a logical reasoning approach.
In [17] approach is presented in which simulations are used to predict near-future
behaviour. However, only observations of historic behaviour are used while in the current
work also data about the human is analysed for the reasoning process.

9

Discussion and Conclusion

This paper addressed one of the challenges for ambient intelligent agents (e.g., [2; 3; 14]),
to support a human in demanding tasks, namely to be aware of which (sub)tasks the human
is doing, and how much progress is made, without direct communication about this.
A formally specified executable ambient agent model was introduced that is able to
perform model-based analysis using available workflow models, available observation
information and experiences of the person executing the workflow. Thus, it obtains
awareness of the human’s progress in task execution. Hereby, a generic focused reasoning
method has been used (based upon the formally specified model-based reasoning methods
from [4]), whereby the most likely path is evaluated first, avoiding having to pass all
possible paths, hence, improving the scalability. How much benefit the proposed
mechanism brings depends severely on the workflow at hand, as well as how good the
knowledge is that drives the focusing. Therefore, it is hard to give theoretical results.
Simulation experiments for a case study concerning the question what the human is doing
at the current time point have been shown. These simulation runs have been used to verify
particular requirements related to the process. In Section 7, a number of such (required)
formally specified dynamic properties of the overall process and their verification were
discussed. For specification of these properties, the expressive predicate logic temporal
language TTL was used [7]. As this language allows the use of variables (also over
numbers) and quantifiers, it is more useful for practical applications than, for example,
propositional and modal temporal languages. The simulation results have shown that the
ambient agent indeed satisfied the expressed requirements.
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Of course, more interesting questions concerning the workflows can be posed, for
instance: what has the human been doing until now? The ambient agent might want to find
out which path the human has taken to reach his/her goal in order to store this information
as experience for example, or to store this as information for future reference (when the
same workflow needs to be executed advice can be given about the previous solution). Yet
another question that can be addressed is: what should the human be doing in the future? If
the ambient agent needs to determine the shortest path between two states, it can use a
breadth-first search mechanism. The ambient agent determines the next location that can
be reached in all paths after a fixed amount of time (1 minute for example). The path that
reaches the last node first is the shortest one.
In the current approach it is assumed that the observations are deterministic. Another
option would be to obtain observations with a certain probability. The approach presented
in this paper can handle such probabilistic observations by simply assuming the one with
the highest probability. More advanced methods are future work. Furthermore, for future
work the aim is to evaluate how effective the reasoning method with the focusing
mechanism is in a practical setting.
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Chapter 13
An Ambient Agent System Assisting Humans in
Complex Tasks by Analysis of a Human’s State and
Performance
Tibor Bosse, Fiemke Both, Rob Duell, Mark Hoogendoorn, Michel Klein, Rianne van
Lambalgen, Andy van der Mee, Rogier Oorburg, Alexei Sharpanskykh, Jan Treur and
Michael de Vos
Abstract. Human task performance varies depending on the task, environment, and
states of the human over time. To ensure high effectiveness and efficiency in the
execution of complex tasks, adaptive automated assistance of the human may be
required. In this paper, a generic design for a multi-agent system architecture is presented
and a personal assistant agent is described that makes use of the proposed architecture.
The agent constantly monitors the task execution and well-being of the human via nonintrusive sensors, and intervenes when a problem is detected. A human is given a
complex task, while the future performance is predicted using observations and a
dynamical model for the human’s work pressure and exhaustion. If the predicted
exhaustion becomes too high, the ambient agent can assist the human in a number of
ways. Experiments with humans show that the support system increases performance
with around 13%, and that it enhances the feeling of control of the situation.
Keywords. Ambient Intelligence, Personal Assistant Agent, Human Functional State
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1

Introduction

Human performance can degrade over time when demanding tasks are being performed
[1]. However, high effectiveness and efficiency levels are of particular importance for
critical tasks. In such cases, automated assistance to support humans in task execution is
required. A challenging example of a critical task in the military domain is naval combat
management. Combat management tasks are complex, time-constrained, take place in a
dynamic environment, and require skill and expertise. The combination of these
characteristics can easily lead to demanding situations in which the human operator is
likely to endure mental and physical aggravation due to a high cognitive workload,
resulting in degradation of task performance. A possible negative effect of high cognitive
workload is that it leads to a reduction in attention and situation awareness [17]. Situation
awareness refers to the picture that people have of the environment (e.g., [18]). In case of
low situation awareness this picture is wrong, which will often lead to wrong decision
making (e.g., [19]). In general, effectiveness and efficiency of task execution depend on
the capabilities, experience, and state of the person performing the task. Different persons
as well as one person at different time points may require different degrees and types of
assistance. To achieve this, an intelligent personal assistant is needed that monitors the
performance of the user, takes his or her personal characteristics into account and analyses
the person’s state at any given point in time.
A variety of intelligent personal assistants have been proposed to support humans
during the execution of tasks (see e.g. [2], [3]). Such personal assistants usually include
models that represent the state of the human and his or her tasks at particular time points,
which can be utilized to determine when intervention is needed. An example of such a
model addresses the cognitive load of the human (see e.g. [4]). Models differ in the
considered aspects of human behavior and of the execution of tasks. Thus, depending on
the model type, a specific personal assistant may react only to particular events and states
of the environment, in which a human performs his or her tasks. Hence, to provide a more
proper form of assistance, the availability of a larger set of models from which an
appropriate instance can be chosen depending on circumstances may be essential. This
would also better address the variation in measurable states of the world and the human,
the dynamics of a human’s states over time and the intervention possibilities, which all
may vary per domain. The existing models proposed for personal assistants focus on a
specific task and are therefore not generic.
In the literature, it is known that automated systems can also impose a negative effect
on cognitive workload or situation awareness [20]. Therefore, systems have been designed
that are adaptive, e.g. in only providing aiding when it is necessary [4]. For this, a human’s
cognitive state should be assessed online; since this is difficult, adaptive systems like this
are often based on psychophysiological measurements, like brain activity and eye
movements (e.g. [4]; [21]). The personal assistant described in this paper could make use
of such measurements, but in addition is able to use models of cognitive states and
dynamics, and the current workflow to be able to assess the online state of the person in
need of assistance.
This paper presents a generic design for a multi-agent system architecture including
personal assistant agents. The personal assistant used in this paper allows for selfconfiguration by loading domain specific models and thus alters its own functionality.
These domain specific models also address the dynamics of states over time. The personal
assistant agent can use these models to monitor and analyze the current state of the human.
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When a problem is detected, possible hypotheses are tested through specific sensors that
measure the human’s psychophysiological state (e.g. heart rate) and the state of the
environment (e.g. noise). The best intervention method is selected (if needed) in the
specific domain and task. In addition, an evaluation of the system by a user study is
reported. The presented ambient agent system functions as a personal assistant for a human
that is given a complex task in the context of a (simplified) simulation-based training
environment related to the military domain. Given predictions on the person’s state based
on observations and a model for work pressure described in [5], the person can be
supported (i.e. by reallocating part of the task).
The remainder of the paper is organized as follows. The multi-agent system
architecture is described in Section 2. In Section 3, the maintenance agents and different
functions of the personal assistant agent are discussed. A prototype implementation is
described in Section 4. Section 5 outlines the user study that is done for evaluation of the
system as well as the results of the evaluation. A conclusion is presented in Section 6, and
a discussion and description of future work is presented in Section 7.

2

The Agent-Based System Architecture

The overall process has been modeled at the conceptual level first. The developed
conceptual component-based architecture presented in Figure 1 comprises a number of
essential components:
• Process: ensures request/provision of data from/to different components (on behalf
of other components). On request of the Reflection component, it
selects/activates/executes an analysis method(s).
• Reflection: exercises control/monitoring over the functioning of the whole system. In
particular, by performing meta-analysis/meta-reasoning using some data (e.g.,
human, task and system characteristics, inputs from the environment), this
component selects/activates one or several analysis methods at some time points.
• Library of specifications: contains specifications of analysis methods, workflow,
cognitive and dialogue models. Meta-information about the components of the
library includes relations between requirements for components and descriptions of
components.
• Storage of execution information: this is used for storage and retrieval of information
about the human, the world, the execution of workflows, dialogues and systems. This
component contains also meta-information on the required components from the
library of specifications.
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Figure 1. Overall conceptual component-based architecture
Given the essential components that have been identified above, the system has been
designed according to a multi-agent system architecture consisting of the following types
of agents:
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• Self-maintaining personal assistant agent (SMPA): supports a human operator
during the execution of a task;
• Model maintenance agent (MMA): contains a library of models used for the
configuration of SMPA’s.
• State maintenance agent (SMA): maintains characteristics, states and histories of
other agents, of the world and of the executions of tasks.
• Mental operator agent (MOA): represents the mental part of the human operator.
• Task execution support agent (TESA): used by the human operator as an (active) tool
during the execution of a task.

Figure 2. An overview of the multi-agent system architecture (with agents and the
communication between them)
These agents are depicted graphically in Figure 2. The agents are represented as
squares, where a small box on the left of the square represents the input of the agent,
and the small square on the left the output. Another component of the multi-agent
system architecture is the physical world that comprises all material (or physical)
objects including the body of the human operator. The personal assistants have two
modes of functioning:
• the self-maintenance mode, in which they are able to reason about the model
specifications required to perform their tasks and to achieve their goals, to request
these models and to load them (altering their functionality);
• the monitoring and guidance mode, in which they perform monitoring and guidance
of the human to whom they are related.
In the self-maintenance mode communication takes place between personal assistant
agents and model maintenance agents. In the monitoring and guidance mode personal
assistant agents communicate with state maintenance agents, the mental operator agent,
and task execution support agents. Furthermore, they interact with the physical world by
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performing observations (e.g., of the operator’s state). The mental part of a human operator
represented by a mental operator agent is connected to the operator’s physical body, which
can act in the physical world. To specify interaction between agents, and between agents
and the physical world, the interaction ontology described in Table 1 is used. In this paper
the term ontology should be interpreted as a vocabulary to describe relevant terms for the
agent, both for internal usage within the agent as well as in interaction with other entities.
Table 1. Interaction ontology
Ontology element

Description

to_be_observed(I:INFO_ELEMENT)

I is to be observed in the world (active observation)

observation_result(I:INFO_ELEMENT, S: SIGN)

I with sign S is observed in the world

communicated_by(I:INFO_ELEMENT, S:SIGN, A:AGENT)

I with sign S is communicated by A

to_be_communicated_to(I:INFO_ELEMENT, S:SIGN, A:AGENT) I with sign S is communicated to A
to_be_performed(A:ACTION)

Action A is to be performed

Models for the different agents were designed based on the component-based Generic
Agent Model (GAM) presented in [6]. This GAM comprises of a number of components
expressed on a high level (i.e. in the form of a high-level description of their main purpose,
making the model relatively robust for new detailed methods that could be used to specify
the behavior of such components in more detail) that an agent can consist of. It depends on
the requirements for the agent which of these components are selected. Within the Generic
Agent Model the component World Interaction Management takes care of interaction with
the world, the component Agent Interaction Management takes care of communication
with other agents. Moreover, the component Maintenance of World Information maintains
information about the world, and the component Maintenance of Agent Information
maintains information about other agents. In the component Agent Specific Task, domainspecific tasks can be modeled. The component Own Process Control initiates and
coordinates the internal agent processes. Adopting GAM, the agent models have been
obtained as a refinement, by incorporating components relating to the tasks in this
application in the following manner.
In the self-maintaining personal assistant agent that is described in this paper, all
components introduced above are used. In the component Maintenance of Agent
Information the dynamic models of human functioning are maintained, as well as the states
of the human, and the history thereof. Similarly, the component Maintenance of World
Information stores a dynamic world model, a world state model, and a world history
model, respectively. The component Own Process Control takes care of the agent’s selfmaintaining functionality; this is addressed in Section 3.2. The component Agent Specific
Task has a number of subcomponents, devoted to the agent’s monitoring and guidance
task; these are addressed in Section 3.3. Finally, as in the Generic Agent Model, the
components World Interaction Management and Agent Interaction Management prepare
(based on internally generated information) and receive (and internally forward)
interaction with the world and other agents. The other agents within the system are
specified in a similar fashion; see the complete specification in [7] for more details.
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3

The Agents and their Functions

The following section provides a description of the model and state maintenance agents.
Sections 3.2 and 3.3 elaborate on the different functions of the personal assistant agents.
3.1

Maintenance Agents

Two types of maintenance agents are included in the multi-agent system architecture:
model maintenance agents (MMA) and state maintenance agents (SMA).
The model maintenance agent contains a library of models that can be used by selfmaintaining personal assistant agents to perform their tasks. Models of four types are
maintained in the library: monitoring and guidance task models, cognitive models,
workflow models, and dialogue models. Models are provided by the model maintenance
agent to self-maintaining personal assistant agents upon request. To facilitate the model
acquisition process, each maintained model is annotated by particular parameters. The
ontology used for the annotation is assumed to be known to the agent-requester. In the
general case, such an ontology may be also provided by the model maintenance agent to an
self-maintaining personal assistant agent upon request. In Table 2 and 3 some of the
parameters and their possible values used to annotate the different types of models are
listed. The models maintained in model maintenance agents may be specified using
different knowledge representation languages. However, it is important to ensure that a
model provided to a self-maintaining personal assistant agent can also be interpreted by
this agent. The state maintenance agent maintains information about the characteristics,
states and histories of the agent types mental operator agent and task execution support
agent, of the physical world, of the workflows and of dialogues related to them.
Information about states and histories (i.e., sequences of states) is stored in a time-indexed
format using the predicate at(prop, time), where a state property is specified by the first
argument and the time point at which this property holds is specified by the second
argument.
Table 2. Monitoring/guidance model parameters
Parameter
Name
Type of analysis
Reasoning techniques
Required time
Required memory
Processing power
Language type
Characteristics

Some possible values
string value
diagnosis, configuration, classification, causal network analysis
forward/backward chaining, tableau-like methods, constraint reasoning
integer value
integer value
integer value
causal logic-based relations
qualitative or quantitative or combination of both; stochastic; statistical;
discrete or continuous
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Table 3. Cognitive and workflow model parameters
Cognitive models
Parameter

Workflow models
Some possible values

Parameter

Some possible values

Name

string value

Name

string value

Cognitive processes

reasoning, consciousness,
perception

Task type

string value

States

stress, motivation level, fatigue
level

Task executor
capabilities

excellent analytic skills, quick
typing, domain-related knowledge

Agent type

robot, human, animal

Task executor
traits

openness, extraversion, neuroticism

Related physical parts frontal lobe, parietal lobe,
temporal lobe

Minimum/maximu integer value / integer value
m duration

Characteristics

Consumable
resources

qualitative/quantitative;
stochastic; statistical

building materials

Such information is gathered and provided to the state maintenance agent by selfmaintaining personal assistant agents, which may also use this information in their
analysis. Information for which a self-maintaining personal assistant agent has no
immediate need after being stored in the state maintenance agent can be removed from the
assistant agent’s Maintenance of Agent Information and Maintenance of World
Information components. When stored information is required by a self-maintaining
personal assistant agent, it can be requested from the state maintenance agent. An
information request includes the identification of the element (i.e., mental operator agent,
task execution support agent, physical world, a workflow, a dialogue), the aspect (i.e.,
characteristic, state, history) and the time interval for which information should be
provided.
3.2

Self-Maintenance by SMPA

For each human operator that needs to be supported during the task execution a selfmaintaining personal assistant agent is created. Initially, the personal assistant agent
contains generic components only. The configuration of the personal assistant agent is
performed based on an organizational role that needs to be supported by the agent, on the
characteristics of a human operator who is assigned to this role, and on the goals defined
for the personal assistant agent.
The human operator is assigned a role of being responsible for a package of tasks,
which is provided to the personal assistant agent. For the whole task package, as well as
for each task separately a set of goals and norms related to the execution of the task(s) may
be defined. To determine the characteristics of the operator responsible for the execution of
these tasks, the personal assistant agent sends a request to the state maintenance agent. If
the operator is known to the state maintenance agent, his/her known professional,
cognitive, psychological and physical characteristics are provided to the personal assistant
agent. Otherwise, the state maintenance agent returns to the personal assistant agent the
default profile (i.e., a standard set of characteristics).
For the personal assistant agent a set of prioritized general goals is defined, which it
strives to achieve. Some of these goals are related to the quality of the task execution,
others concern the operator’s well-being (see Table 4). Goals of two types are
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distinguished: (1) achievement goals (e.g., goals 1-3 in Table 4) that express that some
state is required to be achieved at (or until) some time point, specified by has_goal(agent,
achieve(state, time)); (2) maintenance goals (e.g., goals 4-7 in Table 4) that express that some
state is required to be maintained during a time interval specified by has_goal(agent,
maintain(state, begin_time, end_time)). Often the state over which a goal is expressed is defined as
an expression over some performance indicator(s) (e.g., number of products, execution
time, level of attention). A role description may contain role-specific goals that are added
to general goals.
Table 4. General goals defined for the self-maintaining personal assistant agent
#
1
2
3
4
5
6
7

Goal
It is required to achieve the timely task execution
It is required to achieve a high degree of effectiveness and efficiency of the task
execution
It is required to achieve a high degree of safety of the task execution
It is required to maintain the compliance to a workflow for an assigned task
It is required to maintain an acceptable level of experienced pressure during the task
execution
It is required to maintain the operator’s health condition appropriate for the task
execution
It is required to maintain a satisfactory health condition of the operator

Although refinement may be defined for some general goals of the personal assistant
agent, most of them remain rather abstract. Using the information about the human
operator and the assigned tasks, some goals of the personal assistant agent may be refined
and instantiated into more specific, operational goals. This is done by the Own Process
Control component of the personal assistant agent. For example, one of the subgoals of
goal 7 expresses ‘It is required to maintain the operator’s heart rate within the acceptable
range’. Based on the available information about the physical characteristics of the
operator (e.g., the acceptable heart rate range is 80-100 beats per minute), this goal may be
instantiated as ‘It is required to maintain the operator’s heart rate 80-100 beats per
minute’. Also the task-related generic goals can be refined into more specific goals related
to the particular tasks from the provided package (e.g., ‘It is required to achieve the timely
execution of the task repair sensor TX324’). New goals resulting from refinement and
instantiation are provided by the Own Process Control component to the Agent Specific
Task component of the personal assistant agent, which is responsible for checking if the
generated goals are satisfied.
The configuration of the self-maintaining personal assistant agent begins with the
identification of the suitable monitoring and guidance task model(s) that need(s) to be
requested from the model maintenance agent. To this end, the model parameters are
identified by the Own Process Control component based on the goals of the personal
assistant agent. For example, to establish if the operator complies with a workflow model,
diagnosis of the operator’s state may need to be performed. Thus, the parameter type of
analysis with value diagnosis is included in the query to the model maintenance agent. A
query is specified using the function model_query(query_id, param, list_of_values), where the
first argument indicates a query identifier, the second argument indicates a parameter and
249

the third argument indicates a list of parameter values. The elements of a list are specified
using the function is_in_list(element, list).
The choice of cognitive models is guided by the goals that concern internal states of the
operator. From the goals in Table 4 and their refinements and instantiations, a number of
internal states can be identified, among which experienced pressure and heart rate. To extract
the suitable cognitive model, the query to the model maintenance agent should be defined
as:
model_query(“q1”, states, l1) & is_in_list(“experienced pressure”, l1) & is_in_list(“heart rate”, l1) &
model_query(“q1”, type, l2) & is_in_list(“cognitive”, l2)

For each task from the task package the appropriate workflow and dialogue models are
extracted from the model maintenance agent. In general, more than one workflow and
dialogue model may be maintained in the model maintenance agent for a task. For
example, different models of the task execution may exist for operators with different
capabilities and traits (e.g., novices and experts). In this case the query to the model
maintenance agent should be based both on the task descriptions, as well as on the
characteristics of the operator, e.g.:
model_query(“q2”, task, l1) & is_in_list(“maintenance of a sensor”, l1) & model_query(“q2”, type, l2) &
is_in_list(“workflow”, l2) & model_query(“q2”, task executor capabilities, l3) &
is_in_list(“little experience with the task”, l3)

By matching the queries received from the personal assistant agent with the annotations of
the maintained models, the model maintenance agent identifies the most suitable model(s),
which is (are) sent to the requestor. The provided models are stored in the Maintenance of
Agent Information component of the personal assistant agent.

3.3

Monitoring and Guidance by SMPA

Within the Agent-Specific Task of SMPA, the process of monitoring and guidance takes
place. At the highest abstraction level the component consists of 5 subcomponents:
Coordination, Monitoring, Analysis, Plan Determination, and Plan Execution Preparation.
The interaction between these components is depicted in Figure 3. In the following
sections, an explanation is given for each component.
The initial inputs for the process are the goals provided from SMPA’s Own Process
Control component, which are refined within the Coordination component into more
specific criteria that should hold for the operator’s functioning (e.g., 80% of certain objects
on a radar screen should be identified correctly). Note that goal refinement may also occur
after the initialization phase based on the results of particular observations. For example,
based on the acceptance observation of a task by the operator, the criteria for particular
task execution states may be generated from task-related goals. The criteria are fed to the
Monitoring component, which is discussed in more detail below.
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Figure 3. Monitoring and guidance model
3.3.1

Monitoring

Within the Monitoring component, it is determined what kinds of observation foci are
needed to be able to verify whether the criteria hold. In the object identification example,
this could be “identification event” (i.e. the event that the operator identified an object),
and “correctness of identification”. The input and output ontology that is used within the
Monitoring component is presented in Table 5.
Table 5. Input/output ontology of Monitoring.
Input

Predicate

Explanation

to_be_observed:
INFO_ELEMENT

The component is requested by analysis to observe a certain information element.

An observation result is received from the external world indicating the information
observation_result:
INFO_ELEMENT x SIGN element observed, and the value thereof (i.e. pos or neg)

Output

to_be_observed:
INFO_ELEMENT

An active observation to be performed in the external world. Note that a translation
occurs between the information requested by analysis, and the observations performed
in the world.

An observation result passed on to analysis. Again, a translation takes place in the
observation_result:
INFO_ELEMENT x SIGN monitoring component.

The identified observation foci are translated into a number of concrete sensors being
activated. As a form of refinement it is determined how specific information of a desired
type can be obtained. For this a hierarchy of information types and types of sensors is used,
as is information about the availability of sensors. For example, if the observation focus
“identification event” is established, the monitoring component could refine this into two
more specific observation foci “start identification” and “stop identification”. For the first
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observation an eye tracker could be turned on, while the second could be observed by
looking at the events generated by a specific software component. Finally, Monitoring
combines the detailed observations and reports the higher-level observation to Analysis.
3.3.2

Analysis

The Analysis component is responsible for detecting problems in the desired functioning of
the human. If the Analysis component infers (based on a conflict between the criteria and
the observations) that there is a problem, it aims to find cause of the problem. The input
and output ontology is shown in Table 6.
Table 6. Input/output ontology of Analysis
Predicate

Explanation

Input

observation_result:
INFO_ELEMENT x SIGN

An observation result is received from monitoring, indicating the information
element observed, and the value thereof (i.e. pos or neg)

Output

to_be_observed:
INFO_ELEMENT

Analysis outputs a request to observe a certain information element.

assessment:
ASSESSMENT_VALUE

The component has assessed the current situation, and detected a problem.
Therefore, the assessment is outputted, and passed on to plan determination.

Based on an appropriate dynamic model, hypotheses about the causes are generated using
forward and backward reasoning methods (cf. [8]). First, temporal backward reasoning
rules are used to derive possible hypotheses regarding the cause of the problem:
if
then

problem(at(S:STATE, I1:integers), pos)
derivable_backward_state(at(S:STATE, I1:integers));

if
and
and
then

leads_to_after(M:MODEL, S1:STATE, S2:STATE, I2:integers,pos)
derivable_backward_state(at(S2:STATE, I1:integers))
I3:integers = I1:integers - I2:integers
derivable_backward_state(at(S1:STATE, I3:integers));

if
then

intermediate_state(S:STATE) and derivable_backward_state(at(S:STATE, I:integers))
possible_hypothesis(at(S:STATE, I:integers))

Hereby, the first rule indicates that in case a problem is detected (a state S holding at a
particular time point I1), then this is a derivable backward state. The second rule states that
if a causal rule specifies that from state S1 state S2 can be derived after duration I2
(represented via the leads_to_after predicate), and the state S2 is has been marked as a
derivable backward state (at I1), then S1 is also a derivable backward state, which holds at
I1 – I2. Finally, if something is a derivable backward state, and it is an internal state
(which are the ones used as causes of problems), then this state is a possible hypothesis.
Using such abductive reasoning of course does not guarantee that such hypotheses are
correct (e.g. it might also be possible to derive J from another state). Therefore, the
analysis component assumes one hypothesis (based upon certain heuristic knowledge, see
e.g. [8]) and starts to reason forwards to derive the consequences of the hypothesis (i.e. the
expected observations):
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if
then

possible_hypothesis(at(S:STATE, I:integers))
derivable_forward_state_from(at(S:STATE, I:integers), at(S:STATE, I:integers));

if
and
and
then

leads_to_after(M:MODEL, S1:STATE, S2:STATE, I1:integers, pos)
derivable_forward_state_from(at(S1:STATE, I2:integers),at(S3:STATE, I3:integers))
I4:integers = I2:integers + I1:integers
derivable_forward_state_from(at(S2:STATE, I4:integers), at(S3:STATE, I3:integers));

if
and
then

observable_state(S1:STATE)
derivable_forward_state_from(at(S1:STATE, I1:integers), at(S2:STATE, I2:integers))
predicted_for(at(S1:STATE, I1:integers), at(S2:STATE, I2:integers));

The predictions are verified by doing requesting these observations from the Monitoring
component. For example, if a hypothesis based on a cognitive model is that the undesired
function is caused by an experienced pressure that is too high, then the observation focus
will be set on the heart rate. The monitoring component selects the sensors to measure this.
After these observation results come in, the selected hypothesis can be rejected in case the
observations do not match the predicted observations. An example rule thereof is specified
below:
if
and
and
then

observation_result(at(S1:STATE, I1:integers), neg)
selected_hypothesis(at(S2:STATE, I2:integers))
predicted_for(at(S1:STATE, I1:integers), at(S2:STATE, I2:integers))
to_be_rejected(S2:STATE);

Eventually, this leads to the identification of one or more specific causes of the problems,
which are communicated to Plan Determination.
3.3.3

Plan Determination

Within Plan Determination, based on the identified causes of undesired functioning, plans
are determined to remedy these. This makes use of causal relations between aspects in a
dynamic model that can be affected and the (internal) states identified as causes of the
undesired functioning. Hereby, backward reasoning methods (as explained for the Analysis
component) are used. These use the specific cause of the problem as input, and derive what
actions would remedy this cause. To decide which actions are best, the Plan Determination
component also uses knowledge about the compatibility of solutions, their specified
effectiveness and specified side effects. See [8] for more a detailed overview of possible
selection strategies. In the example, this component could conclude that the “noise level”
should be reduced to lower the experienced pressure. The analysis component monitors the
effectiveness of this measure. If it does not solve the problem, or causes undesired side
effects, this will be considered as a new problem, which will be handled via the same
process.
Subsequently, this information will be forwarded to the plan determination component.
The plan determination component derives actions to be performed such that the work
pressure experienced by the human does not exceed the fixed maximal experienced
pressure. An example of achieving this is by reducing the task level with a given
percentage. If the percentage is calculated, two possible approaches can be followed,
namely task based reallocation, and task support. In the former case, the reduction in task
load is accomplished by reallocation of tasks. The tasks can be allocated to other humans,
but the deadline of tasks could be altered as well (e.g. postponing tasks). The second
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option, giving task support reduces the task level by giving the human support, e.g.
presenting an electronic calculator when having to perform many calculations. Hereby,
each support action reduces a certain amount of task level and appropriate support can be
given.
The input and output ontology of the component is shown in Table 7. In the remainder
of this section, two methods are presented to determine how much the task level should be
reduced.
Table 7. Input/output ontology of Plan Determination
Predicate

Explanation

Input

assessment: ASSESSMENT_VALUE

The assessment of the situation comes in from analysis.

Output

to_be_performed: ACTION

The plan determination component has derived that a
certain action should be performed, e.g. reallocation of a
percentage of the tasks.

In the first method called what-if simulation, plan determination uses the input from
analysis concerning the predicted trend of the experienced pressure. Suppose the
prediction is that the experienced pressure will become too high, namely x1 in y time units
(which is above the boundary b that has been set). The component performs a what-if
simulation using the work pressure model whereby the task level has been reduced by z%
to investigate how effective such a change is. This results in a prediction that the
experienced pressure will become x2 after y time units. Now, the plan determination
component can calculate how much the task level should be reduced in order to stay
precisely within the boundaries that have been set:
task_level_reduction_percentage = (x1 – b) / ((x1 – x2) / z)

Here, x1-b is assumed to be sufficiently small, so that a linear approximation of the
experienced pressure function can be used.
Figure 4 shows an example of a prediction. We assume that the current time point is
30, and the boundary for maximum experienced pressure (b) is set to 0.186. Given the
current trend in the task level, the experienced pressure is prospected to surpass the
maximum level in 3 time units, whereby the predicted experienced pressure is x1 = 0.1863
to be precise. The plan determination component performs another what-if simulation
whereby the task level is reduced with z = 10% in the future. This prediction is shown in
Figure 4 as well. In this prediction, the experienced pressure with a task level reduction of
10% will be x2 = 0.183 after 3 time units.
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Figure 4. What-if simulation for plan determination
Plan determination has enough information to calculate how much the task level should be
reduced at time point t, given this prediction:
(0.1863 – 0.186) / ((0.1863 – 0.183) / 10) = 0.91%.
Another approach is to use a fixed strategy to reduce the task level. Hereby, a strategy is
utilized which increases the reduction in task level with each consecutive time point at
which an experienced pressure exceeding the maximum experienced pressure boundary b
is predicted. The fixed strategy proposed in this paper is to decrease the task level with a
percentage equal to the number of time units at which the prediction is that the boundary b
will be crossed. As a result, an increasing decrease in task level will be performed until the
prediction no longer forecasts exceeding b. So, at time point 1 the task pressure will be
decreased with 1%, at time point 2 with 2% (in addition to the previous 1%), etcetera until
the prediction is satisfactory.
3.3.4

Plan Execution Preparation

Finally, within Plan Execution Preparation the plan is refined by relating it more
specifically to certain actions that have to be executed at certain time points. For example,
reducing the noise level could be achieved by reducing the power of an engine, or closing
a door.

4

A Prototype Implementation

In this section, a prototype implementation is given that shows how reasoning is done
within the Ambient Agent system. The prototype is implemented in DESTOOL (the
prototyping environment for the DESIRE modeling framework [9]) and the specific
scenario is specified by domain experts of the Royal Dutch Navy. Note that, although the
approach itself and the prototyping environment have already existed for a substantial
period, it is still a state-of-the-art method due to the highly generic setup of the approach
and the accompanying prototyping environment. The scenario concerns the mechanic
Dave, who works on a ship of the Navy:
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Dave just started his shift when he got an alarm that he had to do a regular check in the
machine room; he accepted the alarm and walked towards the room. There he heard a
strange sound and went to sit down to find the solution. However, he could not identify
the problem and a solution immediately. At the same time, Dave received a critical
alarm on his PDA: the close-in weapon system (CIWS) of the ship was broken. He
immediately accepted the alarm, however continued to work on the engine problem,
resulting in the more critical task to fix the close-in weapon system not being performed
according the schedule.

To apply the approach presented in this paper for this scenario, a number of models have
been specified and added to the library of models that is represented within the Model
Maintenance Agent. Firstly, the workflow models for the two tasks from the operator’s
task package have been described. For the sake of brevity, these models are not shown, but
specified in [10]. Furthermore, a cognitive model concerning the experienced pressure is
specified, which is shown in Figure 5.

Figure 5. Cognitive model for operator
In the model, relations between the states have been identified using the leads_to_after
predicate, specified by means of four parameters: the model name, a condition state, a
consequence state, and a delay between the two. For instance, the relation
leads_to_after(cogn1, and(normal_exp_pressure, normal_vitality), high_perf_quality, 1)

indicates that a normal experienced pressure combined with normal vitality leads to a high
performance quality of the task in one step.
The presented scenario has been simulated within the prototype of the proposed
architecture. Below, a brief overview of the steps the system takes is presented. When the
system is started, the operator’s task package that comprises two task types (maintain_engine
and solve_ciws_problem) is provided to Own Process Control of SMPA. The operator is
characterized by the default profile with standard characteristics (e.g., the heart rate range
is 60-100 beats per minute). Furthermore, a set of generic goals provided to Own Process
Control is defined to achieve timely task execution for each task, and to maintain a good
health for the human it supports. The goal related to the operator’s health is further refined
stating that the experienced pressure and the vitality should remain normal:
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own_characteristic(has_goal(SMPA, achieve(ontime_task_execution, -1))
own_characteristic(has_goal(SMPA, maintain(good_health_condition, 0, -1)))
own_characteristic(has_goal(SMPA, maintain(normal_exp_pressure, 0, -1)))
own_characteristic(has_goal(SMPA , maintain(normal_vitality, 0, -1)))

Here, ‘-1’ indicates infinite time. Based on the goals related to the operator’s health
condition, the query for a cognitive model with the value normal_exp_pressure of the
parameter states is generated and communicated by Own Process Control to MMA. As a
result of this query, the model annotated by the corresponding parameters is indeed
retrieved from MMA, and stored within the component MAI within SMPA:
maintenance of agent information (SMPA)
input:

belief(leads_to_after(cogn1, and(normal_exp_pressure, normal_vitality),
high_perf_quality, 1), pos) etc.
output: see input

The workflow models for the assigned tasks are extracted from the MMA in a similar
manner.
Eventually, the Coordination component as part of the Agent Specific Task of the
SMPA also receives the models and the goals. Based on this input Coordination generates
specific criteria. In particular, based on the goals to maintain normal_exp_pressure and
normal_vitality, the criteria to maintain the medium heart rate and the high performance
quality are generated using the cognitive model. The Coordination component provides the
generated criteria to the Monitoring component, which sets the observation foci
corresponding to these criteria.
After this has all been done, a new assignment of a task is received from the World
component, namely that a task of type maintain_engine has been assigned to the operator:
physical world
input:
output: observation_result(at(assigned_task_at(maintain_engine, 3), 3), pos))

Based on this information Coordination generates new criteria using the workflow model
corresponding to the task. Most of these criteria establish the time points at which the
execution states from the workflow should hold (e.g., achieve(walk_to_engine, 4)).
These criteria are again sent to the Monitoring component within Agent Specific Task
of the SMPA agent. Therefore, the component sets the observation foci to the states within
the workflow. If no goal violation is detected, no actions are undertaken by the agent. After
a while however, a new task is assigned, namely the task to fix the close-in weapon system
(of type solve_ciws_problem), which is outputted by the world:
observation_result(at(assigned_task_at(solve_ciws_problem, 23), 23), pos))

Again, the appropriate criteria are derived based on the corresponding workflow model.
The Monitoring component continuously observes whether the criteria are being violated,
and at time point 66 (when the operator should walk to the close-in weapon system) it
observes that this is not the case. Therefore, a criterion violation is derived by the
Monitoring component.
monitoring (AST - SMPA)
input:
observation_result(at(walk_to_ciws, 66), neg) etc.
output: criterion_violation(walk_to_ciws) etc.
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This criterion violation is received by the component Analysis, which is triggered to start
analysing why the operator did not perform the task in a timely fashion. This analysis is
performed using the cognitive model. The first hypothesis which is generated is that the
cause is that the experienced pressure is normal, but the vitality abnormal. The Analysis
component derives that a low heart rate must be observed to confirm this hypothesis (an
observation that is not available yet):
analysis (AST - SMPA)
input:
observation_result(at(walk_to_ciws, 66), neg); criterion_violation(walk_to_ciws)
output: selected_hypothesis(at(and(normal_exp_pressure, abnormal_vitality), 65);
to_be_observed(low_heart_rate))

Since the heart rate is not observed to be low, but high, the Analysis component selects
another hypothesis that is confirmed by the observation results that are now present (after
the heart rate has been received). The resulting hypothesis is abnormal experienced
pressure, and normal vitality. This hypothesis is passed on to the Plan Determination
component within Agent Specific Task of the SMPA agent. Agent Specific Task derives that
the task level should be adjusted:
plan determination (AST - SMPA)
input:
selected_hypothesis(at(and(abnormal_exp_pressure, normal_vitality), 65)
output: to_be_adjusted(abnormal_task_level)

To achieve this adjustment, the operator is informed that he is allowed to spend less time
on the maintenance task, and that the operator should mainly focus on the close-in weapon
system task. This eventually results in a normal task level of the operator, which allows for
optimal operator task performance.

5

Ambient Agent System Evaluation

The previous section showed how an Ambient Agent system is able to reason about an
operator’s state using different goals and criteria that have to be achieved for optimal
operator functioning. In this section, it is shown how the Ambient Agent determines the
support to be given to a human performing a task. In addition, the effectiveness of that
support is evaluated. For this purpose, an experiment was conducted where a person with a
lot of experience in a specific simulation-based training environment was asked to perform
a task in that environment. The environment and the procedure of the study are described
in Sections 5.1 and 5.2. Section 5.3 explains how the agent uses the user information for
monitoring and analysis of human performance. The results of the experiment are
described in Section 5.4.
5.1

Simulation-based Training Environment

In the environment, the main task consisted of identifying incoming contacts and, based on
the outcome of the identification, deciding to eliminate the contact (by shooting) or
allowing it to land (by not shooting). The object at the bottom of the screen represents the
participant’s (stationary) weapon. In addition, contacts (allies and enemies in the shape of
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a dot each accompanied by a simple mathematical equation) will appear at a random
location on the top of the screen and fall down to random location at the bottom of the
screen. The rate at which the contacts appear can vary in demanding versus less
demanding circumstances.
The identification of a contact is performed by checking the correctness of its equation,
incorrect equations correspond to enemies and correct ones to allies. Points are gained by
shooting down the enemies and by allowing the allies to land. The participant can shoot a
missile by executing a mouse click at a specific location; the missile will then move from
the weapon to that location and explode exactly at the location of the mouse click. When a
contact is within a radius of 50 pixels of the exploding missile, it is destroyed. The number
of points a participant receives for destroying an enemy is proportional to the proximity of
the explosion. When a participant shoots an ally or when an enemy reaches the bottom of
the screen 10000 points are lost. When an ally reaches the bottom of the screen the
participant receives 1000 points.
5.2

Procedure

The user study consisted of two sessions; the first was used to measure the participant’s
profile and the second session was used for examining the effect of the support system
using the model. For the first session, the participant started with the first part by filling out
a personality questionnaire, which contained questions from the standardized personality
tests NEO-PI-R and NEO-FFI [11]. Answers to these questions served as input for the
participant’s personality profile. After the questionnaire, the participant performed the
three small tests in order to determine his basic cognitive abilities and expertise profile
(further explained in Section 5.3.1).
The goal of the second session was to test the effectiveness of support using the
personalized model. For this, the participant performed two conditions of the task
explained in Section 5.1. In condition 1 support was given according to the personalized
model. In condition 2 no support was given. In both conditions the situational demands
were high as every 2.25 to 4.5 seconds one contact entered the screen and the complexity
of the equations was relatively high (e.g. 271/17=23). The participant started with
condition 1 (“support”) and after some rest he continued with condition 2 (“no support”).
In both conditions the task duration was 10 minutes.
5.3

Agent-Based Reasoning

In this section, it is explained how the agent reasons on the participant’s state, and specific
choices that are made within the agent regarding the generation of support are given.
To allow for optimal reasoning, a first step is to specify relevant models into the library
of models to be used by the Model Maintenance Agent. In this case, the relevant model
that will be used in order to retrieve information on the cognitive state of the participant is
an existing cognitive model of work pressure ([5]). The work pressure model is based on
two different theories: 1) the cognitive energetic framework [12], which states that effort
regulation is based on human resources and determines human performance in dynamic
conditions; 2) the idea, that when performing sports, a person’s generated power can
continue on a critical power level without becoming more exhausted [13]. According to
the model, a person’s experienced pressure is influenced by a combination of exhaustion,
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the amount of generated effort, but also the critical point. The critical point is the amount
of effort someone can generate without becoming more exhausted. In addition, the
pressure is determined by external factors (task demands and environment state) and
personal factors (cognitive abilities and personality profile) taken from the literature ([14],
[15]). More details of the work pressure model can be found in [5].

Figure 6. A graphical representation for the work pressure model [5]
Secondly, the goals that are of importance in the experiment are sent to the Own Process
Control Component of the SMPA. In this case, the important goal is to keep the
participant’s experienced pressure between boundaries and to maintain a required task
performance. The Agent Specific Task of the SMPA uses the goals as input and its
Coordination component defines criteria to be met in order to achieve the goals. Also, the
Coordination component uses the components Monitoring, Analysis and Plan
Determination in order to respectively monitor the participant’s behavior, analyze the
participant’s state and prepare a plan in case of goal violation. In the next subsections, it is
explained in more detail how reasoning is applied within these three components for this
specific experiment.
5.3.1

Monitoring

For the present user study, the monitoring component makes two types of measurements in
the external world, initial one-time measurements and measurements during the
simulation-based training program. The one-time measurements determine the initial
settings of the work pressure model for the expertise and personality profiles and basic
cognitive abilities. The first initial monitoring task is measuring four personality
characteristics via questions from the NEO-PI-R and the NEO-FFI personality
questionnaires [11]: extraversion, neuroticism, vulnerability and ambition. The second part
of the initial measurements consists of three small tests. In the first test simple Reaction
Time is measured (choice). In the second test (calc) humans have to solve mathematical
equations. In the third test a human has to move the mouse to a target presented on the
screen (mouse). In the second and the third test the human’s speed and accuracy are
measured. Data from all tests is transferred to the analysis component.
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During the training program, the analysis component will request observations to be
able to determine (using the work pressure model) whether the work pressure level of the
human remains below the boundary. The observations required for this are the actions of
the human in order to calculate performance quality and the situation on the screen in order
to calculate situational task demand. These observations are requested by the analysis
component continuously and will be sent back to analysis continuously.
5.3.2

Analysis

The model that the analysis component uses in the present user study is a dynamic model
about work pressure to detect problems in human functioning (Figure 6, adapted from [5]).
The key concept in this model is the experienced pressure. The analysis component
maintains a maximal desired value for this concept, called the experienced pressure norm.
Using the work pressure model, the estimated experienced pressure for a time point in the
near future (set to 3 minutes in the experiment) is continuously calculated. This calculation
requires input about the functioning of the human. The analysis component therefore
continuously requests information from the monitoring agent about the task execution
state, which is measured via the scores that are received in simulation-based training
environment. If the predicted experienced pressure will be higher than the norm, the
analysis component will conclude that the experienced pressure norm will be exceeded and
the following assessment will be derived:
assessment(predicted_threshold_exceeded_by(exp_pressure, x))

Subsequently, this information will be forwarded to the plan determination component,
which will plan the measures to be taken.
5.3.3

Plan Determination

In the condition with assistance from the ambient agent, task-based reallocation was used
(described in section 3.3.3). In this scenario, this indicates that when support is needed, a
number of cases are reallocated (e.g., disappear from the screen). Support is given based
on the (predicted) level of experienced pressure: if this exceeds 0.8 within 180 seconds the
fixed-strategy (see Section 3.3.3) is used.
5.4

Analysis of Experimental Results

This section analyses the results obtained during the experiment. First, the key results are
presented in a graphical manner. Thereafter a more formal verification of the experimental
results is performed.
5.4.1

Comparison With and Without Assistance

In this subsection a thorough comparison is made between the two conditions of the
experiment (i.e. with and without assistance). A clear metric on the performance is the
performance quality during the experiment. The results hereof are shown in Figure 7. On
the x-axis of the figure time is shown in seconds, whereas the y-axis represents the
performance quality (for the two dark lines, the scale is shown on the left side of the figure
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starting at 0.6), and the reallocation percentage (for the gray line, the scale is shown on the
right side). Of course, the reallocation percentage belongs to the case with assistance, as no
reallocation takes place in the other condition. It can be seen that the performance quality
is generally higher for the case with assistance. Furthermore, as the performance quality
decreases, the task allocation percentage increases, resulting in the performance quality
going up again. Hence, the assistance is very effective. In addition the final score of the
user in the assistance condition was much higher than in the no-assistance condition
(600000 vs 50000 points).
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Figure 7. Performance quality with and without assistance
Besides the performance quality, the internal concepts in the model also give an indication
how well the assistance functions. Figure 8 shows the internal state experienced pressure
for the case with and without assistance. It can clearly be seen that the experienced
pressure is a lot lower for the case with assistance. The task reallocation stops the increase
of the experienced pressure (and sometimes even makes it decrease).
1

100

0.5

0

50

0

100

200

300
Time

400

500

Task Reallocation%

Experienced Pressure

Reallocation
Without support
With support

0
600

Figure 8. Experienced pressure with / without assistance
Finally, in Figure 9 the internal state exhaustion is shown. Hereby, the exhaustion for the
condition without assistance is far higher than the condition with assistance. Only between
time point 300 and 400 there is some exhaustion in the case with assistance. In the other
condition, exhaustion builds up, and never disappears.
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Figure 9. Exhaustion with and without assistance

5.4.2

Formal Analysis

Besides the comparison presented above, the results have also been analyzed in a formal
way, by verification of dynamic properties. Following [16], dynamic systems can be
studied by specifying dynamic statements that are (or are not) expected to hold in terms of
temporal logical expressions, and automatically verifying these statements against logs of
the system. A typical example of a property that may be checked for the agent proposed in
this paper is whether the performance of users is higher in the scenarios with assistance
than in the scenarios without assistance. However, also more functional properties of the
ambient agent may be verified, such as ‘every time that the system assesses that there is a
risk for a critical situation, it will provide some form of assistance’.
For the ambient agent presented in this paper, a number of such dynamic properties
have been formalized in the language TTL [16]. TTL is built on atoms referring to states
of the world, time points and traces, i.e. trajectories of states over time. In addition,
dynamic properties are temporal statements that can be formulated with respect to traces
based on the state ontology Ont in the following manner: Given a trace γ over state
ontology Ont, the state in γ at time point t is denoted by state(γ, t). These states can be
related to state properties via the formally defined satisfaction relation denoted by the infix
predicate |=, comparable to the Holds-predicate in the Situation Calculus: state(γ, t) |= p
denotes that state property p holds in trace γ at time t. Based on these statements, dynamic
properties can be formulated in a formal manner in a sorted first-order predicate logic,
using quantifiers over time and traces and the usual first-order logical connectives such as
¬, ∧, ∨, ⇒, ∀, ∃. Below, a number of dynamic properties are introduced, both in semiformal and in informal notation.
P1 - Assistance Correctness
For all time points t,
if the system assesses that the experienced pressure norm will be exceeded
then within one time step the system will perform case reallocation.
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P1(γ:TRACE) ≡ ∀t:TIME ∀x:REAL
state(γ, t) |= assessment(threshold_exceeded_by(exp_pressure, x))
⇒ ∃t2 [ t ≤ t2 ≤ t+1 & state(γ, t2) |= to_be_performed(case_reallocation)]

This property has been checked against two traces γ. The property was satisfied for trace1,
a log of the experiment under the “assistance” condition, whereas it failed for trace2 (a log
of the experiment under the “no assistance” condition. This proves that the assistance
system indeed performed an action in each case that it deemed this necessary.
As a next step, the effect of the assistance actions on the user’s performance quality,
experienced pressure, and exhaustion was verified. To this end, the average values of these
concepts were compared for the different traces. The average value of performance quality
is specified in property P2:
P2 - Average Performance i
For trace γ, the average performance quality that a person has is i.

Note that the formal form of this property has been omitted for the sake of brevity. In
addition to P2, variants of the property have been specified in order to calculate the
average values of experienced pressure and of exhaustion. The results of checking these
properties to trace1 and trace2 are shown in Table 8. Note that the averages are calculated
over traces with a length of 10 minutes, where each second a new value was logged (600
measurements). As shown in Table 8, the agent’s assistance increased the average
performance quality with an increase of 13%. Moreover, the assistance decreased the
(estimated) experienced pressure with 13.5% and decreased the (estimated) exhaustion
almost completely (94.8%).
Table 8. Averages of performance quality, exhaustion, experienced pressure

6

Trace 1 (assistance condition)

Trace 2 (no-assistance cond.)

Performance quality

1.188

1.051

Experienced pressure

0.556

0.643

Exhaustion

0.026

0.498

Conclusion

In every organization a set of critical tasks exists that greatly influence the satisfaction of
important organizational goals. Thus, it is required to strive for effective and efficient
execution of such tasks. To this end, automated personalized assistance for the task
performers may be used. In this paper, a multi-agent system architecture for personal
assistance during task execution has been proposed. This architecture includes selfmaintaining personal assistant agents with a generic design. Such agents possess selfconfiguration abilities, which enable them to load domain-specific models dynamically,
thereby specializing these agents for the execution of particular tasks in particular
domains. Using these models and information about the assigned goals and tasks, the
personal assistant agent performs monitoring and analysis of the behavior of the supported
human in his/her environment. In case a known problem is detected, the agent tries to
identify and execute an appropriate repair action.
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By applying the proposed multi-agent system architecture in a user study, the
effectiveness of the system during execution of a demanding task has been illustrated. The
assistance provided by a personal assistant agent in this system is sensitive not only to the
task and environmental conditions at hand, but also to personal aspects such as the
characteristics and states of the human at the given point in time. It constantly monitors the
task execution and well-being of the human via non-intrusive sensors, and intervenes when
an unsatisfactory situation is expected. Analysis takes place on the basis of continuously
made predictions using observations and a dynamical model for the human’s work
pressure and exhaustion. Experiments have shown that the human’s performance increases
up to around 13% in a scenario with assistance. In addition, the subject in the experiments
reported that he had the feeling that he was able to handle the situation, in contrast to a
scenario where no assistance was provided.

7

Discussion

In the literature, there are not many examples of integrated architectures for agent systems
aimed at human support. An exception to this is [25], in which a multi-agent architecture is
presented for ambient intelligence applications. Compared to the architecture presented in
this paper, in [25] there is more focus on the technologies and less on the analysis of
human performance. A number of approaches for prediction of human behavior in ambient
intelligence environments have been developed. Most of these approaches perform time
series analysis based on sensory data collected. In particular, data mining prediction
techniques (e.g., case-based reasoning [22]), soft computing prediction techniques (e.g.,
fuzzy rule based learning [23]) and statistical modeling prediction techniques (e.g., based
on Markov chains [24]) are often used. Usually cognitive models underlying human
behavior are not considered in these approaches. However, combining information about
observations of human behavior with dynamic specifications of internal processes as
proposed in this paper provides a stronger basis for prediction. To ensure correct prediction
and appropriate assistance, cognitive specifications should be precise and valid. The work
pressure model used in this paper has a strong support from psychology [14]; [15].
Compared to the existing literature on personal assistants, such as presented in [2]; [3],
the presented architecture has as important advantage that it is highly generic. Besides
being generic, the proposed self-maintaining personal assistant agent has an advantage of
being relatively lightweight, as it only maintains and processes those models that are
actually needed for the performance of the tasks. It can therefore run on for instance a
PDA, smart phone or tablet PC.
Some characteristics and behavioral modes of the human may vary during the task
execution. To ensure high reliability of predictions and adequacy of the support provided
by the assistant, real-time fine-tuning of the parameters of the work pressure model can be
performed based on the observed human behavior and characteristics. To this end, realtime parameter estimation techniques can be applied, based on the global probabilistic
optimization, gradient-based algorithms or filters [26]. In the future a dedicated component
can be added to the proposed agent architecture, which realizes one of these techniques. In
addition, in future research the proposed architecture will be applied for supporting
different types of tasks performed by different types of humans. Furthermore, the
performance parameters of the technical realization of the system will be evaluated. In
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particular, the frequency of interaction and the amount of information transmitted between
the maintenance agents and the personal assistant agents will be evaluated.
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1

Introduction

In this thesis, it was addressed how ambient agent models can be equipped with knowledge
about human functioning to be able to support humans in two different domains: mood and
depression, and task execution. In Parts II and IV discussing the mood and depression area,
a number of domain models describing the dynamics of mood regulation and the effects of
depression treatments have been designed, verified and validated. The domain models
were combined in an ambient agent system that is able to support treatment of persons
with a depression. In addition, a fully automated depression treatment was designed and
tested in a psychological experiment. In Parts III and V discussing the task execution
research domain, a computational model describing the functional state of an operator was
designed and validated using empirical data. Additional experiments were described that
have been performed to gather more knowledge about task execution and performance.
The functional state model was utilized in a human-aware ambient intelligent system
providing support to operators performing complex tasks. In the next section, the
contribution of this thesis is discussed by describing the obtained answers for the research
questions stated in the introduction. Section 3 describes other work related to the research
in this thesis and Section 4 elaborates on possible future work.

2

Contribution

This thesis is composed of four parts (excluding the introduction and discussion) and 13
chapters. The first two parts describe knowledge and domain model development for mood
and depression and task execution respectively. In these chapters, the first research
question is addressed:
Q1: How can theories from psychology and physiology about relevant aspects
of mood and depression and task execution be represented using computational
models?
During development of the mood and depression domain models, a literature review of
theories from psychology and physiology was performed first. This led to a number of
leading theories that were analyzed further to identify important properties of these
informally represented theories. For example, in [4] Beck explains that a depression is
caused by negative views towards oneself, the world and the future and not by the world
itself. Translation of this idea into a computational model results in different concepts for
the situation and a person’s view on the situation. Based on this literature review, different
theories were represented into one dynamic model of mood regulation. This was possible,
because the theories partly overlapped. For instance, the difference between the actual
world and a person’s view on the world in [4] is similar to the stress, appraisal and coping
theory [5] in which stress only occurs when a situation (the world) is appraised as
exceeding one’s resources (negative view on the world). The models describing different
treatments for depression were designed in a similar fashion, by examining relevant
literature on these treatments and identifying properties related to the concepts from the
mood regulation model. The treatment models are extensions of the mood regulation
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model describing how the treatment concepts influence concepts of the mood model in
order to improve depression symptoms.
In part III, knowledge and domain models in the task execution research area were
presented. In this part, a dedicated experiment was described to obtain more knowledge
about personal characteristics and task performance. Then, again literature study and
identification of important properties was discussed. This information, together with the
knowledge gained by the experiment was used to design the operator functional state
model. For example, people with low cognitive abilities suffer more from a high task
demand than people with high cognitive abilities [3]. This was incorporated in the
functional state model as the concept cognitive abilities which influences experienced
pressure and the amount of effort the person puts into executing the task. Another
important influence on the functional state is task performance. While designing the
functional state model, it became clear that there are many definitions of task performance.
To be able to use the functional state model in an ambient agent system providing support,
more information was required about different measurements of performance. Therefore, a
second dedicated experiment was designed and performed to investigate task performance
from a personal and task perspective.
The domain models in both research areas have been formalized as dynamical systems
in the form of difference and differential equations. This methodology allowed for a
dynamic quantitative representation of the selected properties from the studied literature.
The formal representations were then used to run simulation experiments to observe
whether the behavior of the models was as desired. Further evaluation techniques were
applied, which are explained below as the third research question is answered.
The second research question addresses the development of ambient agent models:
Q2: How can computational models for these two research areas be utilized in
ambient agent models in order to support humans?
The Parts IV and V of this thesis focus on designing ambient agent models that are able to
support humans during depression treatment and during execution of complex tasks
respectively. To be able to provide personalized support, the computational domain models
were utilized in ambient agent models. For the mood and depression area, first a support
system was developed based on decision rules rather than the mood regulation model. This
was chosen, because of ethical reasons: the mood regulation model was not yet validated.
For validation of the model, empirical data needed to be collected first about the behavior
and mood of persons with a depression. The support system is in the form of a fully
automated depression treatment offered via mobile phone and a dedicated website.
Although this system provides rule-based support, it can easily be adapted to base the
support on reasoning about domain models. In the final chapter of Part IV, a system was
presented incorporating a virtual patient to predict the state of the person following the
treatment. The prediction, the virtual patient state, is compared with the actual patient state
reported by the person using the system. When the actual patient state is worse than
predicted, the system provides support.
Part V describes the design and evaluation of ambient agent models in the task
execution domain. The role of the computational domain models is the same in this part as
in Part IV addressing mood and depression: enabling the ambient agent model to reason
about the state of the person and to give personalized support. For the ambient agent model
to be able to reason about a domain model, a number of generic reasoning methods were
developed. These reasoning methods were applied in the ambient agent models of
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Chapters V.12 and V.13. In the first ambient agent system, the focus was on the subtasks a
person performs to execute an overall task by using a workflow representation. The
ambient agent model reasons about the workflow to understand what the person is doing at
a specific moment and to provide appropriate support accordingly. In Chapter V.13, an
ambient agent system is described that utilizes the functional state model to predict future
performance of the person executing a complex task. Support is provided by means of
reallocating subtasks to relieve the task demand.
After designing and developing domain models and ambient agent models, the final
research question addresses the evaluation of the models:
Q3: How can we evaluate the validity of the domain models and of the ambient
agent models?
All four parts of this thesis give an answer to this third research question. In Parts II and
III, it is discussed how the domain models have been evaluated by two different
verification methods. The first is a mathematical analysis of the computational model. The
mood regulation model was analyzed by finding equilibria providing insight into the
behavior of the model. The second verification method, applied on both the domain and
ambient agent models, is logical verification of relevant global dynamical properties. This
is done by generating simulation traces and identifying relevant properties that these traces
should comply to. The TTL software environment [30] allows for formalizing global
properties and automatic verification of these properties against the simulation traces. This
verification process showed that the mood regulation and treatment models and the
functional state model adhere to the theories they were based on.
In addition, validation by comparing model behavior with empirical data was
performed for both the mood regulation model and the functional state model. By means of
parameter estimation techniques, parameters representing personal characteristics were
found that resulted in good matches between model behavior and empirical data of the
behavior of humans.
Besides logical verification, the ambient agent models were evaluated by means of
psychological experiments. The mood and depression support system was tested on
feasibility and effectiveness by a randomized controlled pilot study with participants with a
depression. The treatment was reported by the participants as being beneficial and
informative. Effect sizes were medium to large and significant improvements in depressive
symptoms were found, even though, the improvements were not significantly better
compared to a control group. This pilot study also provided the empirical data used for
validation of the mood regulation model. In the final chapter of Part V, the ambient agent
model supporting humans in complex tasks is evaluated by means of a user study. The
participants were asked to perform a complex task and were supported by reallocation of
subtasks when the predicted performance was below a threshold. The results of this user
study show an increase in performance and the participants reported an enhanced feeling
of control when assistance was provided.
There are some limitations to the psychological experiments. The main limitation for
the study described in Chapters II.3 and IV.9 is the low statistical power, the most likely
reason for the insignificant difference between treatment and control groups. In addition, it
is possible that the results are not generalizable to the general public because of the
recruitment methods: for the studies in Parts IV and V, university students and personnel
were used and for the depression treatment study, the participants were recruited via local
media.
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Table 1 shows an overview of the domains, modeling approaches and environments,
and verification and validation methods used in the chapters of this thesis. The first row
describes the domains and subjects of the chapters: MD - model development; DKE –
domain knowledge enhancement; PE - psychological experimentation; RMD - reasoning
methods development; MV - model validation. The second row shows the whether a
domain model (DM) or an Ambient Agent Model (AAM) was developed and/or validated.
In the third row, the environment used in the chapters is indicated: ML - MATLAB; TTL
- Temporal Trace Language; LT - LEADSTO. Evaluation methodology is shown in the
fourth row: MA - mathematical analysis; LV - logical verification; EV - empirical
validation.
Table 3. Overview of the aspects addressed in the chapters.
II.1
Domain/subject

II.2

II.3

MD MD

PE

Modeling approach DM DM
Modeling
environment

ML ML
TTL TTL

Evaluation method

MA MA
LV LV

3

II.4 III.5 III.6 III.7 IV.8 IV.9 IV.10 V.11 V.12
MD
RM
MV DKE
DKE MD PE MD
MD
MV
D
AA
AA
DM
DM
AAM
M
M
ML
TTL TTL
ML TTL
LT
ML
TTL
LT LT
MA
LV
EV
LV EV EV EV
LV LV
EV
EV

V.13
MD
AA
M
TTL
LT
LV
EV

Related work

This Section presents work related to the research discussed in this thesis. After describing
the context at a high level, more detailed related work in both research domains of mood
and depression and task execution is discussed.
The main focus of this thesis is to investigate how to design ambient agent models that
are aware of humans by utilizing domain models describing behavior and well-being of
persons. In the field of Ambient Intelligence, often sensors are used to obtain information
about the functioning of persons. When an ambient intelligence application also contains
knowledge about what the sensor information can mean, it is able to not only interact with
the human, but also to be aware of the person and the situation [5]. The knowledge about
humans and their functioning comes from the human-directed scientific areas such as
psychology, cognitive science and neuroscience. By translating this information into
formal computational models, an ambient agent model can utilize the information to
become aware of humans and show more human-like behavior.
In recent years, including human awareness in ambient intelligence applications has
become a topic of interest. For example, in [6] a first step is made towards a multidisciplinary architecture allowing for the development of human-aware, agent-oriented
applications. In [7], research has been done into the design of ambient agent models that
provide intelligent support for persons with a depression by, for example, analyzing social
support interaction. An agent aware of the location and amount of attention of a human
performing a visual task is developed in [8]. These examples show that ambient agents
containing knowledge of the person it interacts with contributes to the level of dedicated
support that can be provided.
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3.1

Mood and depression

For the mood and depression research area, a novel approach to self-help treatments for
depression is presented in this thesis: a fully automated treatment via mobile phone
without personal guidance. Many depression treatments have been developed in recent
years that are offered via internet and telephone (e.g. [9], [10]). Most of the online
treatments are based on Cognitive Behavior Therapy (CBT) and make use of personal
support [11]. MoodGym [10] is an example of such an internet-based CBT in which
patients are supported via weekly telephone tracking. In general it is assumed, that
professional support is needed to motivate the patient to continue with the treatment and to
help him/her through the different procedures of the treatment ([12], [13]), although some
research suggests otherwise [14]. What sets the ambient intelligent system described in this
thesis apart from other internet-based treatments is human-awareness. The treatment
discussed in this thesis utilizes a mood regulation model to reason about and predict the
mood of the patient.
Another novel aspect shown in this thesis is the way in which a mobile phone is used.
Little mobile phone applications have been developed to support self-administered
depression treatments. In [15], a mobile phone is used to obtain data about the user using
sensors such as an accelerometer and GPS. Mobiletype ([16], [17]) uses mobile phones to
collect data about the user by self-starting four times a day and asking about mood, stress,
eating patterns, etc. These applications use the mobile phone to monitor the patient and
offer human support via e-mail or telephone. The application described in this thesis
provides support via the mobile phone software and offers assignments to be made on the
mobile phone. A future version will offer the full treatment, including all assignments, on
the mobile phone.
In order for the ambient intelligent system to be aware of the person and his/her wellbeing, a model of mood regulation has been developed. There is little work done on
computational modeling of emotions and mood regulation, even though it is considered as
important work for the development of believable agents ([18], [19]). Most focus on a
specific theory and on shorter term emotions rather than on mood at a higher level, on
which Part II of this thesis is focused (see e.g. [20], [21], [22]). These models are
interesting because of their contribution to the development of virtual agents showing
human-like behavior. However, for the purpose of designing an ambient intelligent system
proving depression treatment, a computational model describing mood regulation at a
higher level is required.
3.2

Task execution

For the task execution research area, a functional state model was developed combining
different important aspects of cognitive workload. A number of other approaches in the
literature address various aspects of stress, exhaustion, or situation awareness separately
([23], [24]). For example, the model in [24] predicts the cognitive task load of a person by
looking at three different dimensions of task load. These models have been developed to
be able to support persons executing complex tasks in demanding environments, such as
the ambient intelligent system described in Chapter V.13. Another support system is
presented in [25], in which the functional state of aviation operators is assessed by means
of psychophysiological measurements. Even though the performance increased with
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personalized aiding, the method with which the data was collected, ECG electrodes, is
intrusive and not usable in all situations.
In Chapter V.12, supporting task execution is researched from a workflow perspective.
Other work in this area uses a probabilistic approach towards recognizing plan execution
states ([26], [27]), or simulations based on previously observed behavior are used to
predict future behavior [28]. In this thesis, a hybrid temporal logical reasoning perspective
to modelling workflows was chosen.

4

Future work

In this thesis, steps have been made to develop ambient agent systems supporting humans
in complex and delicate situations. Of course, much more research needs to be done to
improve the presented support systems and to develop other systems that do what the title
of this thesis claims: helping people by understanding them.
First of all, evaluation of domain and agent models is very important, especially when
dealing with the sensitive applications studied in this thesis. Each domain model, each part
of an ambient agent system containing knowledge of humans should therefore be
thoroughly verified and validated before it can be applied in real life. In this thesis, both
the mood regulation model and the functional state model have been validated by
comparing simulation traces with empirical data. However, designing domain and ambient
agent models is a dynamic process: when further research results in an improvement of a
model, validation should always be the next step.
A psychologist treating a person with depression provides support in many different
ways. Sometimes an understanding nod is enough, other times a good wake-up call is
required. A human undertakes these actions partly based on what he or she learned and
partly based on intuition. This is a difficult phenomenon to capture in an ambient
intelligence system. More research is necessary to understand more about what types of
interaction and support are effective in what types of situations. The same holds for
supporting operators performing complex tasks: a support system can interrupt the person
and show a manual or give the answer, or tasks can be delegated to other persons or
computer systems. Understanding which way of support works best in what situation
requires more research.
Another topic that needs more investigation is the relation between physiological and
psychological aspects and the state of mind of a person. For example, in Chapter III.5 it is
found that persons with a high ambition perform worse during low task demand situations
than persons with low ambition. However, this is contradictory to other research finding no
relation between the two [29]. To be able to provide support that is optimally adaptable
and fully understanding of humans, more knowledge is required about the functioning of
humans. This holds for both task execution and mood and depression domains. Currently,
progress is being made in the mood and depression domain: an EU-funded project called
ICT4Depression works on the development of a depression treatment consisting of a
number of modules that the patient can choose from. Part of this project is investigating
which physiological measurements can provide information about the well-being of the
patient and about adherence to the treatment.
In Chapter V.12, a novel workflow presentation is discussed that can be used to support
persons during task execution. The ambient agent model providing the support is currently
focused on understanding what the person is doing at a specific time point. The system can
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be extended to answer other interesting questions such as: what has the person been doing
until now and what should the person be doing in the future? Answers to these questions
can be used to learn from the actions of the person and to change the workflow, for
example. Automatically generating workflows from task descriptions would make the
transition towards actually using an ambient agent system much more efficient.
A final important direction for future work is the integration of technology into the
environment: ambient intelligence is all about centering persons, not the technology itself.
Therefore, it is important that the user-interfaces are very intuitive and that software
applications work on all sorts of media. Especially for ambient intelligence systems
described in this thesis, providing support to persons in delicate situations. Because the
development of new technologies such as smartphones, tablet computers and increasingly
small sensors is going very fast, it is as difficult as it is important to keep up with these
developments in the area of human-computer interaction.
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