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1

INTRODUCTION

Environmental computational models are considered essential tools
in supporting environmental decision making, and, moreover, these
models allow a better understanding of our complex environment.
The knowledge that is captured in these models is often hidden in
the corresponding source code. This thesis is about finding ways
of making the knowledge encoded in evironmental computational
models explicit, so that it can be understood and used by other
people than the model developers.
The main challenges we are facing in our research are, that there
are no implemented methods available on this topic, and that evaluation of the end result is impossible. As a consequence, our research has an exploratory character. Our approach is based on the
analysis of a limited number of case studies. We experiment with
several tools and methods from computer science to find promising directions and gain knowledge about the practice of environmental modeling. We focus on evironmental computational models implemented as spreadsheets and propose a method to automatically reconstruct the underlying domain model.
1.1
1.1.1

context
Environmental Computational Models

Current environmental issues, like climate change and biodiversity
loss, are universal in their scale and long-term in their impact, their
mechanisms are complex and not well understood, and empirical
data are scarce or inadequate (Jakeman, Letcher, and Norton, 2006;
Schmolke et al., 2010b; Sluijs, 2002). In addition there is an urgent
need to find strategies to cope with these issues, and political pressure on the research community is high (Sluijs, 2002).
Environmental computational models are simplified and controllable representations of natural systems, and include knowledge and data on the key mechanisms and factors that explain
the behaviour of these systems in a certain context. These models
typically consist of sets of mathematical equations and rules that
1
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are implemented in software, e.g., spreadsheets, python or MatLab. Although it is hardly possible to validate the results (Oreskes,
Shrader-frechette, and Belitz, 1994), these models are essential tools
in supporting environmental decision making by exploring the
consequences of alternative policies or management scenarios (Jakeman, Letcher, and Norton, 2006; Schmolke et al., 2010b). Environmental computational models are used to support important political decisions and national investments like the construction of
dikes and the design of the future energy system. However, the
main value of these models is that these allow a better understanding of our complex environment (Oreskes, Shrader-frechette, and
Belitz, 1994).
1.1.2

Transparency in Environmental Modeling

Environmental computational models have an increasing influence
on societal decision making on complex issues with potentially
large impact. It is therefore important that the quality and suitability of these models can be properly assessed. This requires that
model results and insights can be traced to the underlying choices
and assumptions, and that the scientific theories in these models can be evaluated and discussed among peers. In other words,
transparancy of both the model and the modeling process are crucial aspects in model evaluation.
Environmental computational models are mainly developed and
used by scientists from the domain of environmental science and
related domains, e.g., biology and geography. These scientists possess domain knowledge, which means that they have in mind which
are the important objects and processes in their domain, how these
can be defined, and how these are related in terms of structure and
causality. During the development of their computational models, these scientists inevitably make choices which of these entities and processes should be included to describe their study area,
and how this should be implemented in software. In this way
their domain knowledge gets implicitly included in the computational model, as it is reflected in, for example, the used modeling
paradigm, the model structure, and the mathematical equations
(Villa, Athanasiadis, and Rizzoli, 2009).
It is hardly possible to obtain a complete overview of the domain
knowledge included in environmental computational models. The
developers may give a limited textual explanation about their ideas
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and choices in their research publications, but they rather focus
on the calculation of their research results (De Vos et al., 2011).
Moreover, these scientists create their computational models for
their own use, to analyze new problems and improve their domain understanding (Segal and Morris, 2008), and may therefore
be less interested in how their models are understood by peers
who want to reuse or review these. A complete overview of the
included domain knowledge is, however, essential to understand
the meaning and context of the results and insights generated with
these models. As a consequence, it is hard to make efficient and
effective use of environmental computational models by other people than the original developers (Villa, Athanasiadis, and Rizzoli,
2009). We submit that current practice of environmental modeling lacks transparency, which raises the concern that these these
models are being used in applications without respecting and discussing their underlying choices and assumptions (De Vos et al.,
2011).
Many authors in the field of environmental science advocate
standardization of the modeling process, summarized as ‘Good
Modeling Practice’, to enhance the quality and suitability of environmental computational models (Jakeman, Letcher, and Norton, 2006; Refsgaard, 2004; Rykiel, 1996). Similarly, several studies
in computer science, especially in the field of software engineering, suggest how scientific software development could benefit
from, for example, clear documentation, coding courses for scientists and publication of source code (Hannay et al., 2009; Merali, 2010; Segal and Morris, 2008). The suggested procedures and
guidelines will likely yield more reliable software. However, to
guarantee more reliable science, the knowledge included in that
software should also be taken into account.
1.1.3

Natural science spreadsheets

The focus of this thesis is on computational models that are implemented as spreadsheets. Spreadsheets are widely used among
scientists from domains other than computer science to store and
analyze data collected during research (Chen and Cafarella, 2013;
Maguire et al., 2013; Wolstencroft et al., 2011). This is especially
true for scientists from the domain of natural science, e.g., biology,
medical science and environmental science. Data in natural science
spreadsheets often represent laboratory or field measurements, and
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typically consist of numerical data, quantities and units of measure (Van Assem et al., 2010), and information on the associated
objects and events. Spreadsheets from the domain of natural science are the scope of our research, and in this thesis we refer to
the scientists working in this domain as domain scientists.
Spreadsheets are easy to use, and enable rapid analysis of data,
and visualization of the results. The format of spreadsheets allows
domain scientists a great deal of freedom in how they enter their
data and organize these in tables. However, as researchers do not
anticipate the reuse of their spreadsheet data (Van Assem et al.,
2010) they tend to be sloppy in the specification of the semantics
of their data, and the free format allows them to do so (Han et
al., 2008; Rijgersberg, Wigham, and Top, 2011). In this way the domain knowledge of the developers remains implicit in the content
and structure of the spreadsheet tables. We argue that annotating
these tables with domain knowledge could significantly facilitate
the interpretation, evaluation and reuse of scientific spreadsheet
data. The overall objective of our research is therefore to explore
new ways to make the domain knowledge included in scientific
spreadsheets explicit.
1.2

making knowledge explicit

The field of knowledge acquisition studies how formalized domain
knowledge can be acquired in order to use it in computer systems.
An important lesson from this field is that knowledge may be directly collected from domain experts in interviews, but needs to
be interpreted and modeled to become processable by computer
programs (Wielinga, 2013). The field of knowledge engineering is
concerned with this modeling of knowledge. A widely acknowledged principle in this field is the knowledge level (Newell, 1982),
which states that knowledge should be modeled at a conceptual
level, independent of its implementation in software. The knowledge level principle is applied by CommonKADS (Schreiber et al.,
1999) and comparable approaches for structured knowledge engineering (Clancey, 1985; Steels, 1990).
1.2.1

The knowledge model in CommonKADS

The knowledge model, as defined by CommonKADS, contains a
formalized description of the knowledge and reasoning require-
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Figure 1.1: Modeling the knowledge included in natural science spreadsheets according to the CommonKADS methodology

ments of a computer system. Three types of knowledge are distinguished in the knowledge model: domain knowledge, inference
knowledge and task knowledge (Figure 1.1). Domain knowledge
comprises static information on the domain, and is described as a
combination of the domain schema, the classes and relations, and
the knowledge base, i.e., the instances of these classes. Inference
knowledge describes how the static descriptions of domain knowledge can be used in reasoning processes. Inference knowledge
comprises basic inferences, i.e., the reasoning steps, and knowledge roles, i.e., the possible roles of input data in the reasoning
process. Task knowledge describes the goals of a computer system,
and how these goals can be achieved through a decomposition into
subtasks and inferences.
In this thesis we aim to formally describe the domain knowledge
included in natural science spreadsheets. The knowledge model
as defined by CommonKADS provides a suitable framework to
characterize the knowledge included in these spreadsheets (Figure

5
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1.1). The classes and relationships from the domain schema, as well
as the knowledge roles, are implicitly included in the structure of
the spreadsheet tables. The instances in the knowledge base are
represented by the domain terms and numerical values, that are
explicitly mentioned in the spreadsheet cells, and the inferences
are represented by the formulas. In this thesis we focus on the
collection and modeling of domain knowledge, independent of the
task for which this knowledge is used. We therefore refer to the
knowledge model of natural science spreadsheets as the domain
model.
1.2.2

Ontologies and the Semantic Web

The modeling of knowledge serves the purpose of sharing and
reusing it. This has become even more relevant with the emergence
of the Semantic Web (Berners-Lee, Hendler, and Lassila, 2001). The
Semantic Web is a web of linked data, which is accessible to both
humans and machines, as opposed to the World Wide Web of
linked documents, which is only accessible to humans. In order
to enable automatic linking and sharing of data in the Semantic
Web, correct interpretation of these data is essential, which, in turn,
requires knowledge about the context and meaning of these data.
Knowledge in the Semantic Web is represented in reusable knowledge structures called ontologies. Ontologies are shared conceptualizations of a particular domain represented at the knowledge
level, i.e., these structures formally describe the concepts and corresponding relationships that exist in that domain (Gruber, 1993).
Data can be described as instances of concepts and relations from
these ontologies. Adding this ontological information to a data set
is called annotation, and it enables automatic interpretation, sharing and linking these data in the Semantic Web.
1.2.3

Making knowledge explicit in scientific spreadsheets

Many studies in the fields of software engineering and knowledge
engineering focus on improving the interpretation of spreadsheet
data to facilitate reuse and integration. In order to derive a correct
interpretation, these studies use two main types of strategies to
infer the semantics from spreadsheet data and dissolve ambiguities. One strategy is to encourage domain scientists to annotate or
specify their data during spreadsheet development (Maguire et al.,
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2013; Rayner et al., 2006; Rijgersberg, Wigham, and Top, 2011; Wolstencroft et al., 2011). For this purpose, W3C has developed both a
data model 1 , and a vocabulary for tabular data and corresponding
metadata 2 .
Another strategy is to adopt the reverse engineering perspective,
and develop approaches to analyze and interpret the content of existing spreadsheets. In some of the corresponding studies (Garciasilva et al., 2008; Hermans, Pinzger, and Deursen, 2010; Rocha
Bernardo, Mota, and Santanchè, 2013) the approach comprises the
creation of a library of commonly used patterns for data presentation, the automatic recognition of these patterns and the translation of these patterns into class diagrams or ontologies. Other
studies focus on visualizing the data flow within spreadsheets to
support user understanding (Davis, 1996; Hermans, Pinzger, and
Deursen, 2011; Kankuzi and Ayalew, 2008). The W3C standards on
provenance information 3 , can be used to assess the quality, reliability and trustworthiness of spreadsheet data. As the focus of this
thesis is on the content and interpretation of spreadsheet data, we
consider our work as complementary to these W3C standards.
In this thesis we also adopt a reverse engineering perspective,
i.e., we start from the spreadsheet implementation and try to reconstruct the domain model. The main reason for this approach is that
there is a large amount of existing natural science spreadsheets of
which the developers are unknown or not longer involved in the
corresponding research projects. Besides, even if these people are
available, we expect that it would be difficult to obtain the domain
model through knowledge acquisition interviews, as they do not
share the viewpoint of the knowledge engineers. The developers
are rather focused on the inference knowledge that is included in
their computational models, and they consider the static knowledge as obvious or trivial.
We are not aware of similar studies that reconstruct the complete domain model of natural science spreadsheets, including the
domain knowledge, the inference knowledge and the knowledge
roles. Furthermore, most research on spreadsheet annotation and
interpretation comprises spreadsheets that mainly consist of string
data. Natural science spreadsheets mainly consist of numerical
1 W3C

tabular

data

model,

https://www.w3.org/TR/tabular-metadata/

#bib-tabular-data-model

2 W3C

tabular

data

model,

https://www.w3.org/TR/tabular-metadata/

#annotating-tables
3 W3C provenance, https://www.w3.org/TR/prov-overview/
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data and contain only a limited amount of textual information,
which complicates interpretation and annotation. Nonetheless, the
related work on spreadsheet data in the fields of software engineering and knowledge engineering provides multiple approaches to
improve the interpretation of data in natural science spreadsheets,
and offers a useful basis to build upon. In our research we combine
aspects of all of the abovementioned approaches.
1.3

research questions

The objective of our research is to explore new ways to make the
domain model behind natural science spreadsheets explicit. The
general research question we wish to answer in our study is the
following:
To what extent can the domain model behind a natural science spreadsheet
be made explicit?
We refine this question into two more specific subquestions.
RQ1. How can the domain model behind a natural science spreadsheet be
adequately described?
We define an adequate description of the domain model as a description that agrees with the views of the original developers of
the spreadsheet, and can be understood and applied by both these
developers and their peers. Furthermore, the description should allow the representation of domain concepts, their hierarchical and
property relations, and the computational relations that exist between these concepts
RQ2.What are guidelines for the process of reconstructing the domain
model behind a natural science spreadsheet?
Since we do not know of any existing implemented approach of
reconstructing the domain model behind a scientific spreadsheet,
we have to define our own. As a consequence, this second research
question considers how we could actually perform the reconstruction process. The answer to the first research question informs us
on the content and structure of the domain model, and, as such,
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gives us an indication which steps could be distinguished in the
process. The field of computer science provides multiple tools and
approaches to extract, and annotate the knowledge that is captured in scientific data. We investigate which of these tools and
approaches are most effective for which step in the reconstruction
process and under which conditions, and which data requirements
should be met. We also consider how our results could be evaluated, and to what extent steps in the process could be automated.
1.4

approach

The reconstruction of the domain model behind natural science
spreadsheets, and environmental computational models in general, poses several challenges. First, there are no existing implemented approaches, so we have to design our own reconstruction
process. Furthermore, we are reconstructing a model that does not
exist yet, as it is not documented, nor accessible or even present in
the minds of domain scientists (Clancey, 1983). The domain model
is rather a construct of knowledge engineers. This will make the
evaluation of the reconstructed domain model, in fact, impossible.
Given these challenges, we consider it not feasible to set up a study
based on quantitative experiments. Instead we choose an approach
based on the analysis of a limited number of case studies, and as
a consequence, our research has an exploratory character.
Data sets
Our case studies consist of natural science spreadsheets (chapter
4-7), and computational models (chapter 2,3,4), from existing research projects in the domain of natural science. We collect our
data from colleagues at research institutes, i.e., Wageningen University and Research, and PBL Netherlands Environmental Assessment Agency. Furthermore, we use the Google Scholar web search
engine to find spreadsheets that are published online as supplementary data alongside journal papers. All spreadsheets used in
our research fall within the scope of our research, i.e., these consist
of numerical data, quantities and units of measure, and information on the associated objects and events.
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Methods
Our research on the reconstruction of the domain model starts in
chapter 4 with small scale studies. The aim is to get familiar with
the type of data, and gain knowledge on the practice of scientific
modeling. We use different techniques, but the main part of the
analyses comprises manual analyses. In particular we analyze the
structure and content of spreadsheet tables, and determine to what
extent these patterns provide insight in the domain model. These
insights are then recorded in heuristics.
In chapter 5-7 we redo the analyses from chapter 4 in a more
systematic way. In these chapters the heuristics on the structure
and content of spreadsheet table are combined with, or implemented in, automatic analyses. In chapter 5 we focus on the static
knowledge included in spreadsheets, and in chapter 6 we focus
on the computational knowledge. In chapter 7 we combine the
approaches used in chapter 5 and 6 to perform automatic reconstruction of the complete domain model. All algorithms for the
automatic analyses are developed using SWI prolog (Wielemaker
et al., 2012) and are publicly available 4 .
Vocabularies
We annotate the data in natural science spreadsheets with concepts
from two external vocabularies: a domain vocabulary, and the OM
Ontology for units of Measure and related concepts (Rijgersberg,
Wigham, and Top, 2011). We annotate the spreadsheet data at two
levels of abstraction. We use the OM Ontology to annotate the data
with inference knowledge, i.e., knowledge roles. We distinguish
four roles: 1) Measure, 2) Unit of measure, 3) Quantity, and 4) Phenomenon. Additionally, the spreadsheet terms representing Units
of measure, Quantities, and Phenomena are annotated with domain knowledge, i.e., classes and instances. The Units and Quantities are annotated with concepts from OM, and the Phenomena
are annotated with concepts from the domain vocabulary.

4 GitHub

repository,

work/annotation

https://github.com/MartineDeVos/Spreadsheets/tree/

1.5 project context

Evaluation
Evaluation of the reconstructed domain model is, in fact, impossible, as there is no ground truth , i.e., the domain model behind
a natural science spreadsheet does not consist yet. Instead we use
different approaches to evaluate our research results. In chapter 4
we interview domain scientists on the usefulness and correctness
of the reconstructed domain model. In chapter 5 and 6 we evaluate
the success of two separate steps of the reconstruction process, by
comparing our automatically generated results with a manually
constructed ground truth. And in chapter 7 we theoretically analyze the plausibility for all consecutive steps in the process in order
to determine the overall plausibility of our reconstruction method.
1.5

project context

The research reported in this thesis has been carried out within
the context of the Data2Semantics project, which is part of the the
Dutch national program COMMIT. The goal of this project is to
improve the availability and accessibility of scientific knowledge.
In our research we collaborated with scientists from Wageningen
University and Research, and PBL Netherlands Environmental Assessment Agency. These scientists have supplied part of our case
study data, contributed to the evaluation of our research results
and coauthored several of our publications. The OM Ontology for
units of Measure and related concepts, which we have used to annotate spreadsheet content, has been developed by scientists from
Wageningen University and Research.
1.6

thesis outline and guide to the reader

The chapters included in this thesis have a different character. The
first two chapters are descriptive, and discuss the topic of this thesis from a general perspective. In chapter 2 we elaborate on the
relevance of making knowledge included in environmental computational models explicit. We illustrate this in a modeling study
in the field of environmental governance. In chapter 3 we elaborate
on the problem description. In an analysis of four existing evironmental computational models we show that the current practice of
environmental modeling lacks transparency.
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The actual reconstruction of the domain model is described in
the next three chapters, and as a consequence these chapters have
a more applied, or technical character. In chapter 4 we describe
three pilot studies on existing environmental computational models. These pilot studies comprise small scale studies in which we
experiment with several tools and methods from computer science,
to gain knowledge on the type of data and the practice of scientific
modeling. In chapter 5 and 6 we redo the analyses from chapter 4
in a more systematic way. In chapter 5 we propose an approach to
automatically annotate the content of natural science spreadsheets,
and in chapter 6 we present a method to automatically reconstruct
the calculation workflow. In chapter 7 the approaches from chapters 5 and 6 are combined, and the actual reconstruction of the
domain model as a whole is discussed. We perform a survey of existing natural science spreadsheets to assess the plausibility of this
reconstruction in practice. In chapter 8 we present the overall conclusion of our work, reflect on our research and discuss promising
directions for future work.
1.7

publications

Publications on which the chapters in this thesis are based:
• Part of this chapter has been published as: M.G. De Vos
(2014). “Interpreting environmental computational spreadsheets.”
In: Proceedings of the Doctoral Consortium at the 13th International Semantic Web Conference (ISWC 2014). Ed. by Paul Groth
and Natasha Noy. Riva del Garda, Italy
• Chapter 2 has been published as: M.G. de Vos et al. (2013).
“Formalizing knowledge on international environmental regimes:
A first step towards integrating political science in integrated
assessments of global environmental change.” In: Environmental Modelling & Software 44, pp. 101–112
• Chapter 3 has been published as: M.G. De Vos et al. (2011).
“Are environmental models transparent and reproducible enough
?” In: Proceedings of 19th International Congress on Modelling
and Simulation. Ed. by J. Wongsosaputro, L.L. Pauwels, and
F. Chan, pp. 2954–2961
• Chapter 4 is based on:

1.7 publications

– M.G. De Vos et al. (2010). “The use of ontologies in
peer reviews of Integrated Assessment Models.” In: Proceedings of the iEMSs Fifth Biennial Meeting International
Congress on Environmental Modelling and Software. Ed. by
David A. Swayne et al., pp. 1207–1214
– M.G. De Vos et al. (2012). “Reconstructing Semantics of
Scientific Models : a Case Study.” In: Proceedings of the
OEDW workshop on Ontology engineering in a data driven
world, EKAW 2012. Galway, Ireland
– M.G. De Vos et al. (2013). “Knowledge Representation in
Scientific Models and their Publications : a Case Study.”
In: Proceedings of the 7th International Conference on Knowledge Capture. Banff, Canada, pp. 1–2
• Chapter 5 has been published as: M.G. De Vos et al. (2017a).
“Combining Information on Structure and Content to Automatically Annotate Natural Science Spreadsheets.” In: International Journal of Human-Computer Studies 103, pp. 63–76
• Chapter 6 has been published as: M.G. De Vos et al. (2015).
“A methodology for constructing the calculation model of
scientific spreadsheets.” In: Proceedings of the 8th International
Conference on Knowledge Capture.
• Chapter 7 has been submitted
Chapter 2 was joined work with the co authors. I contributed
to the construction of the conceptual framework, developed and
evaluated the fuzzy model, and I am the main author.
In all other papers I was the main contributor, i.e., I created
the idea, collected the data, conducted the analyses and drafted
the article. For the analyses in chapter 5 and 6 I used the plsheet
library built by Jan Wielemaker.
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C O N T E X T A N D M O T I VAT I O N : F O R M A L I Z I N G
K N O W L E D G E O N I N T E R N AT I O N A L
E N V I R O N M E N TA L R E G I M E S

The overall objective of this thesis is to make the knowledge included in environmental computational models explicit, in order
to enable correct interpretation and reuse. In this chapter, we illustrate the relevance of this objective in a modeling study in the field
of environmental governance.
In order to address global environmental problems, policy makers have developed systems of rights and obligations and related
decision-making procedures, also known as international environmental regimes. In this chapter we present an innovative approach
to formalize knowledge on the effectiveness of these regimes. We
extract general findings from literature on international regimes
and translate these into a set of knowledge rules. We formalize
these into a conceptual framework for the systematic analysis of
conditions that influence regime effectiveness, which we implement in a computer model using fuzzy logic methodology. As we
make the knowledge on environmental regimes accessible and explicit, scientists from both the political science and the environmental modeling domain are able to understand it, discuss it and
contribute to it.
This chapter is based on a paper coauthored by Peter Janssen,
Marcl Kok, Sofia Frantzi, Eleni Dellas, Philipp Pattberg, Arthur
Petersen, and Frank Bierman “Formalizing knowledge on international environmental regimes: A first step towards integrating
political science in integrated assessments of global environmental
change”(Vos et al., 2013), which has been published in the Environmental Modelling & Software journal.
2.1

introduction

Global environmental problems have features that distinguish them
from traditional scientific problems. They concern ‘global public
goods’, are global in their scale and long-term in their impact
and they are characterized by high uncertainty, complexity and
15
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multiple interests, requiring transdisciplinary approaches to deal
with them (Funtowicz and Ravetz, 1993; Jakeman, Letcher, and
Norton, 2006; Schmolke et al., 2010b; Sluijs, 2002). In order to
address global environmental problems most effectively and efficiently, policy makers have developed series of systems of rights
and obligations and related decision-making procedures in international environmental policy, also known as international environmental regimes (Carter, 2007). These regimes are a type of institution, where an institution is understood as a “cluster of rights,
rules, and decision-making procedures that gives rise to a social
practice, assigns roles to participants in the practice, and guides interactions among occupants of these roles” (Young, 2008). International environmental regimes are a distinct type of institution dealing with issue-specific environmental concerns at the international
level (Hasenclever, Mayer, and Rittberger, 1997). International environmental regimes are considered key factors in dealing with
global environmental problems (Biermann, 2007; Kates et al., 2001),
but their development and implementation may be costly and difficult. It is therefore important to understand if and how regimes
are effective in tackling these problems. This requires knowledge
on the potential impact of environmental regimes as well as on
their political feasibility.
The creation and performance of regimes to solve international
environmental problems is studied by the field of international
relations and more specifically by environmental regime theory.
Scholars in this field have applied different qualitative and quantitative approaches to defining and measuring regime effectiveness
(Haas, Keohane, and Levy, 1993; Miles et al., 2002; Young, 1999).
When measuring the performance of international regimes, scholars by and large focus on the behavioral change of key actors
(i.e. states)and not on environmental improvements (Easton, 1965;
Underdal, 2001). Even though some scholars recognize the need
to look at environmental improvement, measurement of the specific impacts of a regime is difficult because disentangling these
impacts from influences that are independent from the regime is
complicated and often practically almost infeasible. An additional
complication is that a regime can only influence behavior, achieve
its goals, and address an environmental problem once it has been
formed and implemented (Underdal, 2001), and thus assessing the
effectiveness of proposed regimes is inevitably speculative. When
trying to draw reliable and policy-relevant lessons on a wide va-
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riety of existing and proposed regimes the current approaches to
defining and measuring regime effectiveness suffer from problems
of comparability and generalizability (Biermann, 2007). A further
challenge is that these types of analyses are often not combined
with environmental outcomes. One way to improve this is through
a better cooperation between the fields of environmental regime
theory and integrated assessment of global environmental change.
Integrated assessment is a methodology to analyze global environmental problems by combining knowledge from the social,
environmental and economic domains relying strongly on quantification and computer simulation, but also by incorporating participatory methods to include stakeholders in integrated assessments (Siebenhüner, 2002). Integrated assessment models have become essential tools in supporting environmental decision making
by exploring the consequences of alternative policies or scenarios (Jakeman, Letcher, and Norton, 2006; Schmolke et al., 2010b;
Sluijs, 2002). Scientists in the field of integrated assessment acknowledge that it is important to include knowledge on environmental regimes in their analyses (Reid et al., 2010; Rotmans and
De Vries, 1997; Turner et al., 2003), but they have not yet been successful in doing so (Ostrom, 2009) due to inherent difficulties to
model human and social dimensions. Models of social institutions
ultimately rest on assumptions about human behavior, which is
‘substantially nontrivial’ (Braumoeller and Sartori, 2004) and might
be more complex than a model suggests or is able to capture. Another core problem is the difficulty in conceptualizing key social
concepts like power and legitimacy that are essential in explaining
regime effectiveness, but are difficult to operationalize in a form
that can be used for quantitative modeling approaches. Therefore,
knowledge on environmental regimes is often disregarded in integrated assessments of sustainable development (Biermann, 2007).
In this chapter the multi-disciplinary challenge of bringing together the worlds of integrated assessment and regime theory is
taken up. We here offer an innovative approach to formalize knowledge on the effectiveness of environmental regimes. The aim of
this chapter is to make this knowledge explicit so that scientists
from both domains can understand it, discuss it and perform systematic analysis of the effectiveness of environmental regimes. We
constructed a conceptual framework for the systematic analysis of
conditions that influence regime effectiveness based on regime theory. We implemented the framework in a computer model using
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fuzzy logic methodology (Zadeh, 1965), a simple and straightforward way of linguistic reasoning. We expect added value of this
framework and the computer model as a tool to perform assessments of international environmental regimes and of options to
improve their effectiveness.
This chapter is structured as follows. Section 2.2.2 describes the
construction of the conceptual framework, the selection of a suitable modeling method and its translation into a fuzzy logic model.
Section 2.3 evaluates the model in an analysis of four existing environmental regimes and Section 2.4 discusses main findings on
the usefulness and prospects of our conceptual framework and
model. Throughout the chapter we will reflect on methodological
challenges we encountered in our research.
2.2

methodology

The following section explains our method of formalizing knowledge on environmental regimes (Figure 2.1). We formulated a definition of regime effectiveness, gathered knowledge on regime effectiveness in a literature review and formalized this knowledge
in rules and a conceptual framework. In a review of possible modeling approaches we selected fuzzy logic as the most appropriate
technique. The last part of this section describes the translation of
the conceptual framework into a fuzzy model.
2.2.1

Assessing regime effectiveness: building on international regime
literature

In the development of international environmental regimes, regime
formation and regime implementation can be considered as two
important distinct phases. While the former includes the negotiations among states, the latter includes the process of putting the
regime’s stipulations into practice. Although successful regime formation and implementation may not be sufficient to guarantee
effective ways to deal with the environmental problems at hand,
we consider them as necessary preconditions for the functioning
of international environmental regimes. In this chapter we therefore use the terms ‘likelihood of regime formation’ and the ‘likelihood of regime implementation’ as proxies for their effectiveness.
Within the research field of international regimes, the literature
provides numerous hypotheses regarding the factors that influence
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Figure 2.1: Description of the various steps in the process of developing
a conceptual framework and a fuzzy model to analyze regime
effectiveness.
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regime formation and implementation, (for instance: (Breitmeier,
Young, and Zurn, 2006; Miles et al., 2002; Mitchell, 2008; Underdal, 2001; Young, 2008). In a review of this literature (Dellas et al.,
2011) we identified robust general findings and translated them by
expert judgement into a set of 64 clear rules on the likelihood of
regime formation and implementation (see Appendix A.1 for an
overview), with a view towards formalizing this knowledge in a
conceptual framework as a basis for further analysis of regimes
and formal modeling.
2.2.2

Constructing a conceptual framework

From the rules we identified the determinants of likelihood of
regime formation and implementation (Table 2.1 and 2.2). The next
step was to relate the determinants, i.e., ‘input variables’, and the
two phases in regime development together in a conceptual framework, using the likelihood of regime formation and of regime implementation as respective ‘output variables’ (Figure 2.2).
We have distinguished the input variables in ‘context’ and ‘design’ variables (Table 2.1 and 2.2). There are three categories of
‘context’ variables: ‘problem structure’, which refers to attributes
of the environmental problem (Hovi, Sprinz, and Underdal, 2003;
Miles et al., 2002; Young, 1999), ‘(state) actors’, which refers to the
(state)actors who take part in negotiations on the regime and its
implementation (Hasenclever, Mayer, and Rittberger, 1997), and
‘regime environment’ which concerns the background against which
regime formation or implementation takes place including the influence of other institutions and norms (Oberthür and Gehring,
2006). The ‘design’ variables refer to the choices that policy makers can make during regime formation or implementation, and
they in fact can mitigate or enhance the impact that the ‘context’
variables have on regime effectiveness. As the ‘context’ variables
vary between different environmental problems, the appropriate
institutional structure or regime ‘design’ will also differ (Young,
2008). For example the context variable ‘asymmetry of states’ interests’ describes the difference between states with respect to the
responsibility for causing an environmental problem, the capacity
to address it, and the vulnerability to its impacts (Underdal, 2001).
High asymmetry may negatively affect the likelihood of regime
formation or implementation (rules C3 and C4, see Appendix A.1).
Designing policy measures such that ‘differentiated responsibili-

Support of powerful statesn
Support of important states in issue

Systemic/cumulative problemb

Uncertaintyb

Positive issue linkagesbm

Cumulative cleavagesb
Powerful laggardsb

b

Numerical variable: expressed on a scale from 0(low) to 10(high); translated into linguistic categories using the mf from Fig middle panel
Binary variable: expressed as 0(no) or 10(yes), translated into linguistic categories using the mf from Fig upper panel
m Mitigating variable: (design) variable; appears in combined rules; mitigates the negative impact of other input (context) variables

n

Incentivesbm

Powerful pushersb

Informal agreementbm

Urgencyb

Framework treatybm

Transaction costsbm

Side paymentsbm

Homogeneous statesb

Collaboration/coordination problemb Number of economic sectorsn

Asymmetry of interest of important states in issue arean Scientific advisory bodiesb Differentiated rulesbm

Public concernn
arean

Negotiation process
Negotiation costsn

Asymmetry of interest of powerful statesn

Regulation costsn

Regime environment

Actors

Problem structure
Preceding agreementb

Design variables

Context variables

Table 2.1: Input variables of regime formation listed per category
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Table 2.2: Input variables of regime implementation listed per category

Regime environment

Number of economic sectorsn

Precise rulesn

Compliance mechanismbm

Side paymentsbm

Regime design

Actors

institutional frameworkb Knowledge mechanismb

Design variables

Problem structure
Participation governmentb

Compliance mechanismbm

Differentiated rulesbm

Context variables
Regulation costsn

Positive interactionsb

Negative interplayb

Outvoting of important statesb

Participation important states in issue arean

Collaboration/coordination problemb Participation powerful statesn
Systemic/cumulative problemb

Asymmetry of interest of powerful statesn

Legally binding rulesb

Strong secretariatb

Asymmetry of interest of important states in issue arean

Reporting mechanismb

Consensus votingb

Broad issue coverageb

Public awareness mechanismb

n Numerical variable: expressed on a scale from 0(low) to 10(high); translated into linguistic categories using the mf from Fig middle panel
Binary variable: expressed as 0(no) or 10(yes), translated into linguistic categories using the mf from Fig upper panel
Mitigating variable: (design) variable; appears in combined rules; mitigates the negative impact of other input (context) variables
b
m
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Figure 2.2: Conceptual framework for the analysis of the likelihood of
regime formation and implementation
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ties’ are allowed for the different (state)actors, can help to mitigate
the negative impacts of the asymmetry in their interests, thus enhancing likelihood of regime formation or implementation (Young,
2008). Some ‘design’ variables refer to choices that policy makers
can make, especially in the implementation phase, which do not
have a mitigating effect on context variables but can act independently. For example having ‘precise rules’ or a ‘strong secretariat’
will always have a positive effect on the likelihood of regime implementation, independent of the given context. The above conceptual framework serves as a simple representation of determinants
of regime performance and the categorization of the identified context variables into ‘problem structure’, ‘regime environment’ and
‘(state) actors’ provides some structure and overview. Although the
rules that underlie the framework find their basis in regime theory,
the applied categories are not commonly recognized as separate
entities for which, e.g., associated aggregate indicators can be envisioned which express their importance for regime performance.
Besides, also the aspect of time is not explicitly addressed in this
framework, since we could not find clear and robust information
in the literature on the temporal dynamics involved, although it is
obvious that regime formation and implementation are processes
in time. A similar remark holds for interactions between the input
variables (determinants): as we did not find clear information in literature on the influence of interactions, we so far treated all input
variables as independent entities. The literature review leading to
the collection of knowledge rules did not provide equal amounts
of information for the different categories of input variables on
their influence on the likelihood of regime formation and implementation. As a consequence the four categories of input variables
do not have an equal number of variables in the model and not
an equal number of rules in the fuzzy rule base. Categories with
many variables therefore contribute relatively more often to the
overall score of likelihood of regime formation and implementation than categories with few variables. Since the literature does
not provide clear information on the relative importance of one
category of input variables over the other, we decided not to put
additional weighting to these categories in the model. Additionally,
not all relevant literature on cooperation between actors (such as
economic or psychological theory) were reviewed, so that the concepts included here are derived from a limited and clearly defined
field of research on international institutions, thus guaranteeing a
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minimum coherence in terms of underlying ontological and epistemological assumptions. We, however, acknowledge that our theoretical bias towards neo-liberal institutionalism (regime theory)
excludes other plausible accounts of the likelihood and effectiveness of international cooperation. Lastly, the rules included are by
no means meant to be conclusive, but rather a preliminary list that
could be added to or refined.
2.2.3

Review of modeling approaches

Sprinz and Wolinsky-Nahmias (2004), and Young et al. (2006) indicate a broad range of methods and approaches that can be helpful
in studying international regimes, institutions and governance issues. In our specific search for modeling methods enabling to code
the current body of knowledge on regime effectiveness that we retrieved from environmental regime theory, we have considered a
number of well-known formalized modeling methods, including
system dynamic modeling, game theoretic modeling, agent-based
modeling, qualitative reasoning models and qualitative simulation
models. In judging which method to choose, we primarily focused
on the question whether it could offer good possibility to deal directly with the extracted regime theoretic knowledge, taking also
implicitly into account its potential to 1) allow systematic analysis and comparison of environmental regimes, 2) deal with often
ambiguous social science concepts, 3) deal with quantitative and
qualitative knowledge from different sources as well as with missing knowledge and uncertainty and 4) allow for incorporation of
the behavior and interactions of actors and institutions.
System dynamic modeling describes and simulates the feedback
processes in complex dynamic systems (Sterman, 2000). Stylized
system dynamical models have been used to study institutional
aspects in man-environment interactions (Anderies, 2000; Good
and Reuveny, 2006) while at a larger scale the system dynamic
model International Futures (Hughes, 2001) covers aspects of sociopolitical structures and processes. Depending on complexity and
required detail system dynamic models often require a large amount
of quantitative data for development and testing, especially if one
wants to include information on the heterogeneity of actors and on
the diversity of their relationships and behaviors in modeling social systems. Aside from these restrictions, we judged the system
dynamics approach as inappropriate for our current modeling pur-
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pose since the very rationale for applying this approach was missing in our case: the knowledge rules on regime effectiveness that
we extracted from environmental regime theory did not explicitly
cover any dynamic feature in regime formation and implementation.
modeling methods like game theory and agent-based modeling
focus especially on the behavior of actors and their mutual relationships. These methods have been used to study how institutions
constrain the choices available to actors or influence the interaction
with their environment (Gotts, Polhill, and Law, 2003; Janssen and
Ostrom, 2006) and how bargaining and cooperation can lead to
coalition formation in international environmental treaties (Finus,
2008; Kilgour and Wolinsky-Nahmias, 2004). Although these methods have at places been criticized for the sometimes rather restrictive and unrealistic description of the behavior of actors (Green
and Shapiro, 1996), the difficulties to understand the logic of their
results (Axelrod, 1997; Earnest and Rosenau, 2006) and their limited ability to describe hierarchical systems based on authority
(Bousquet et al., 2001; Earnest and Rosenau, 2006), these objections
can to a certain extent be resolved. The main reason for us not to
use game theory or agent-based modeling in this stage was that
the body of rules that we extracted from environmental regime
theory was reflecting the behavior of actors and their interests and
drive to cooperate only in a very general way. It presently didn’t
yet provide sufficient detailed information to enable a sensible use
of game theory or agent-based modeling.
Qualitative reasoning and qualitative simulation (Forbus, 2004;
Kuipers, 1994) provide means and tools for formally representing and reasoning with incomplete, uncertain knowledge that is
difficult to quantify. Qualitative simulation uses ‘common-sense’
system-dynamical insight and expertise in combination with consistent reasoning, as a suitable tool for this purpose. It has, e.g.,
been applied in research on the ‘syndromes of global change’,
where the complex processes of social and environmental changes
are described as syndromes encompassing various better or lesser
understood variables (Biermann, Petschel-Held, and Rohloff, 1999;
Petschel-Held et al., 1999). Main reason for not considering qualitative simulation as our present choice for modeling was similar as
for system dynamic modeling: the knowledge rules that we took
as a basis for studying regime effectiveness did not explicitly cover
dynamical aspects.

2.2 methodology

A different branch of qualitative reasoning methods, which focuses less on the dynamical characteristics of the system and is
therefore more suitable for our purpose is formed by methods
linked to Bayesian belief networks (BBNs) and fuzzy logic (FL).
These methods also focus on a more global characterization of the
system, in terms of relationships between parts/components/subsystems, combining quantitative as well as qualitative knowledge
on these characteristics and using some form of inference rules,
being probabilistic (as in BBNs) or logico-linguistic (as in FL). E.g.,
Qualitative Bayesian Belief Networks have been used to study the
role and effects of institutional settings in complex water management issues (Saravanan, 2008), and enable also linkage with system
dynamic modeling (Vankouwen, Schot, and Wassen, 2008).
Given that our conceptual framework is based on rather qualitative rules expressing to what extent certain determinants influence
the likelihood of regime formation and implementation, the use of
such a qualitative probabilistic modeling set up might seem rather
appropriate to put our conceptual framework into a model. This
would however require that experts on environmental regimes
have a certain familiarity in expressing their knowledge on environmental regimes adequately albeit qualitatively in terms of
chances/probabilities reflecting certain levels of likelihood, which
was considered as a somewhat restrictive condition. Though our
conceptual framework in speaking of likelihood of regime formation and implementation certainly contains some probabilistic elements, its focus is actually more on the logical and rather qualitative rule-base. Therefore we consider the fuzzy logic approach as
an adequate candidate to formalize this framework into a model,
especially since the set of rules serves as direct input basis to this
form of modeling. In the next sections it is elaborated how we have
operationalized this.
2.2.4

Our approach: fuzzy logic

Fuzzy logic reasoning (Zadeh, 1965), in fact meets all the abovementioned criteria. A basic property of fuzzy logic is that it uses
non-numeric linguistic variables to express vague or imprecise
knowledge which cannot be stated in exact numerical form, e.g.,
‘public concern is high’, and enables further processing of this information on the basis of fuzzy rules which link these vague/fuzzy
propositions, thus performing computation with words rather than
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with numbers. It therefore provides a systematic and transparent
way of dealing with the propositions obtained from environmental regime theory on regime effectiveness and its determinants, for
which a straightforward quantification was impossible. Furthermore, fuzzy logic provides formalization methods to combine and
integrate quantitative and qualitative knowledge from different domains and sources and yield concrete answers which could eventually be related to quantitative approaches in integrated assessment
analyses. Fuzzy logic methods have been used to combine social
and ecological knowledge in sustainability assessments (AcostaMichlik et al., 2008; Phillis and Andriantiatsaholiniaina, 2001).
In the following sections we explain the various steps that we
took in developing a model to assess regime effectiveness in a
‘fuzzy logic’ manner (Figure 2.1). For the implementation of our
model we have used the freely available fuzzy logic toolbox of
Babuska 1993, which runs under Matlab.
2.2.5

Constructing a fuzzy model

The next step was to translate the conceptual framework into a
formal model that would enable a systematic analysis and evaluation of the factors determining regime effectiveness, and facilitate
future integration of this knowledge in integrated assessment analyses.
Quantification and fuzzification of variables
If variables in the conceptual framework can be quantified in one
form or another, the first step in our modeling approach is to translate this quantitative information into linguistic categories (like,
e.g., ‘public concern is high’, or ‘public concern is medium’) which
form the core elements in the fuzzy logic approach. This process
is called fuzzification. Not only for explicitly available quantitative
variables this is done, but also for variables on which no quantitative information (e.g., in terms of ‘measurable’ indicators) is available: the latter variables are first given numerical values based on
expert-judgement, e.g., on a scale running from 0 to 10 as a means
to express their magnitude, before establishing the fuzzification.
In the end, also the explicitly available quantitative variables are
transformed to that same scale to provide for ease of use and reference a common basis for the subsequent translation into linguistic
categories.

2.2 methodology

Figure 2.3: Membership functions for the binary input variables (upper
panel), numerical input variables (middle panel) and output
variables (lower panel) used in the fuzzy model.
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For this translation into linguistic categories we have employed
three categories to characterize real-valued input variables, viz.
‘low’, ‘medium’ and ‘high’. Each of these categories is represented
by a membership function (Figure 2.3), which assigns to each value
of the input variable a membership grade between 0 and 1 which
expresses to what extent this specific value belongs to the specific
linguistic category (i.e. to what extent the value can be considered as ‘low’, ‘medium’ or ‘high’). For example, if the variable
‘asymmetry’ has (transformed) numerical value 6, it will be categorized as mainly ‘medium’ (membership grade 0.8) and a little
bit as ‘high’ (membership grade 0.2), while not as ‘low’ (membership grade 0). For output variables we employ 5 linguistic categories, viz. ‘very low’, ‘low’, ‘medium’, ‘high’ and ‘very high’, to
obtain more differentiation in our statements on the likelihood of
regime formation or implementation. This completes the fuzzification processes for numeric values. For variables that initially have
binary values instead of numerical ones, the fuzzification process
is straightforward: they are assigned to two linguistic categories
‘yes’ and ‘no’ (or equivalently, present/absent, true/false), and
subsequently are given membership grades 1 or 0 for the complementary (non-overlapping) membership functions characterizing
category ‘high’ or ‘low’ (Figure 2.3, upper panel). In fact binary
variables are treated as crisp (and not as fuzzy).
Fuzzy rule base construction
The heart of the fuzzy logic method is the fuzzy rule base (available as Supplementary information 1 ), a set of reasoning rules that
reflects the knowledge on the system of interest, which in our case
is based on the robust findings from international environmental
regime literature as represented by the conceptual framework and
its associated knowledge rules. Below we present a number of typical examples which illustrate how we have created the fuzzy rule
base for our model from the knowledge rules associated to the
conceptual framework. The fuzzy rules are described in terms of
IF-THEN statements, and relate input variables with the output
variable.
1. Some knowledge rules in the framework describe the effect
of a single variable on the output variable ‘regime forma1 The online version of this article (doi:10.1016/j.envsoft.2012.08.004) contains supplementary material, which is available to authorized users
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tion’ or ‘regime implementation’, for example rule C3 (Appendix A.1) “Great asymmetry of powerful states’ interests
decreases likelihood of regime formation”. Translation of this
rule into a fuzzy rule could, e.g., yield IF asymmetry is high
THEN likelihood of regime formation is very low.
2. Some rules in the framework describe the combined effect
of a two input variables, for instance rule B2 (Appendix A.1)
“If a problem is marked with great asymmetry of powerful
states’ interests, differentiation of rules increases likelihood
of regime formation”. These combined rules are in fact further specifications of single rules to illustrate the mitigating
effect of design variables (‘differentiation of rules’) on the
negative impact of context variables (‘asymmetry of powerful states’). In ‘translating’ this rule B2 to the fuzzy rule base
the effect of single context variables on the output variable
was valued as ‘low’ and not as ‘very low’ to account for the
mitigating effect of design variables. Rules from the framework that contained the same input variable were combined
in the fuzzy rule base to prevent unnecessary rule conflict.
Translation of rules B2 and C3 would therefore yield the following set of fuzzy rules
a) IF asymmetry is high AND differentiation is true THEN
likelihood of regime formation is low
b) IF asymmetry is high AND differentiation is false THEN
likelihood of regime formation is very low
Design variables in the regime formation phase almost all act
as mitigating variables (Table 2.1) which give them less importance than context variables, since they only contribute
when context variables have a negative impact but not when
context conditions are neutral or favorable. In the regime implementation phase, on the other hand, many design variables act independently upon regime performance variables
(Table 2.2), rendering them a bigger contribution to likelihood of regime implementation.
3. Since literature on regime theory did not provide information on regime effectiveness in all possible situations, the
rules in the conceptual framework do not cover all possible linguistic values of the input variables. E.g., in situations
where asymmetry is low or medium, there are no rules available, and thus it is not clear whether these specific conditions
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affect the likelihood of regime formation or not. A possible
approach would be to only include rules in the rule base
for situations on which we have information, but this would
lead to many situations were no inferences can be made. As
a consequence the model results would then be based on
only few variables which are assigned disproportionate importance. One can argue that this is a rightful consequence
of our limited knowledge on the effects of some determining factors. However, since we wanted all variables to be included in every model analysis, we have chosen for an alternative approach, where we have artificially extended the
fuzzy rule base by adding rules, e.g., assuming a neutral likelihood of regime formation in situations on which no information was available:
a) IF asymmetry is medium THEN likelihood of regime
formation is medium
b) IF asymmetry is low THEN likelihood of regime formation is medium
About one third of the rule-base currently consists of rules assuming a neutral likelihood. A sensitivity study (available as Supplementary information) shows that results of the limited rulebase and the artificially extended rule-base are comparable. However, we consider the rule-base as an ongoing body of work and
hope regime theorists feel encouraged to perform additional study
and improve the rulebase by replacing artificially added rules by
genuine knowledge rules.
Fuzzy inference
With the fuzzy rule base thus constructed we could, for a given set
of input variables, evaluate the likelihood of regime formation and
implementation. This activity is called fuzzy inference and we applied the commonly used Mamdani’s minmax inference algorithm
(Jang et al., 1997) which works with a simple ‘min-max’ operation structure: Each fuzzy IF-THEN-rule is activated by first determining the degree of fulfillment of the rule’s antecedent, which is
equal to the membership-grade of the condition in the IF-part. The
inferred implication of the rule’s antecedent is established subsequently by redefining the membership-function of the rule’s conclusion, i.e., the THEN-part. This redefinition is performed by applying the min-operator, which clips the membership values of the
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rule’s conclusion by the value of the antecedent’s degree of fulfillment. Next, in an aggregation process, all activated IF-THEN rules
are combined by applying the max-operator on all the clipped
membership functions of the activated rule’s conclusions. This results in an encompassing membership function which assigns a
weighting to each output value (i.e. likelihood of regime formation or implementation); see (Jang et al., 1997) for further details
on this inference process.
Defuzzification:calculation of regime effectiveness
The fuzzy inference of the previous step has resulted in an overall
fuzzy conclusion on the likelihood of regime formation or implementation, represented in terms of an encompassing membership
function obtained in the aggregation process. The final step in our
fuzzy logic framework involves the back-translation of this fuzzy
information into a crisp value for the likelihood of regime formation or implementation. For this defuzzification we use the ‘centre
of gravity’ method, which determines the specific output value
(centroid) which divides the area under the membership function
into two equally sized subareas, see (Jang et al., 1997). This final
output value gives an numerical indication of the likelihood that
a regime will be formed or implemented in a given situation. A
low likelihood does not necessarily mean that regime formation
or implementation does not take place, but rather indicates that
formation or implementation is very difficult in the given circumstances. In addition to this single overall output value, we have
also calculated ‘partial results’ by considering the specific contribution of the subset of rules which are linked to each of the three
categories of context variables (State Actors, Regime Environment,
Problem Structure). In this way we gain some additional insight
in the contribution of each separate category to the final output.
An illustration of this is given in next section where we discuss
the application of our model. The interpretation of the final quantitative output of the model may be difficult, as there is neither
a universally accepted definition nor metric of the likelihood of
regime formation and implementation that could be applied in the
model. However, the quantitative model results enable systematic
and meaningful comparisons between regimes.
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2.3

evaluation of the model

We evaluated the model by analysing three existing regimes, i.e,
the Vienna Convention for the Protection of the Ozone Layer (plus
the Montreal Protocol), the UN Framework Convention on Climate
Change (plus the Kyoto Protocol), the Convention on Biological
Diversity and one regime that was never established in the form
of a signed treaty, the International Forest Regime. The focus of
our model analysis was on the circumstances under which the
regimes have been developed and whether the formation and implementation process could be considered easy or difficult for the
participating states. As the formation and implementation of these
regimes have been studied by different scholars over the past years
(e.g., (Barret, 1999; Dimitrov, 2003)), the model results could also
be compared with observations in reality. These observations, the
input data used in the model analysis and the knowledge captured
in the fuzzy rule base do, however, not originate from fully independent sources of information. This analysis should therefore not
be seen as a validation of the model results, but rather as an exercise to assess whether the model is able to reflect and reason with
knowledge from environmental regime theory.
Figure 2.4 provides an overview of the different steps in the
process of applying the model and is explained in more detail in
Section 2.5.3, 2.5.4 and the next two sections.
2.3.1

Collection of model input

Input data for the analysis of the four regimes were obtained by
means of expert-elicitation. Per regime scientists with experience
in the field of international environmental policy scored the values of all input variables and as a kind of self-assessment the
corresponding levels of confidence that they had in these scores.
Variables were directly scored on a scale from 0 (extremely low)
to 10 (extremely high) for numerical variables, or 0 (no)/10 (yes)
for binary variables (Table 2.1 and 2.2 a and b). All experts’ scores
are available as Supplementary information. Seven experts scored
the variable values for the Climate and Forest regime; for the
Ozone and Biodiversity regime respectively six and two experts
completed the scoring form. As the forest regime was never established in the form of a signed treaty, only variables on regime
formation were included in its analysis.
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Figure 2.4: Description of the different steps in the process of applying
the model to analyze four existing regimes.
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Figure 2.5: Scores of four regimes on likelihood of regime formation
(based on weighted average of expert responses). Left panel:
overall and partial scores on three categories of context variables. Right panel: contribution of design variables (overall
scores are compared to a situation without policy measures).

2.3 evaluation of the model

Per regime scores of all experts were converted to a single set
of input values for the model by calculating the weighted averages of the expert scores, where the weighting factors were based
on the corresponding confidence levels specified by the experts.
The values of the input variables showed much diversity in expert opinions. As averaging expert values may hide this diversity
and give an incomplete picture of the input information, we also
performed model calculations with the separate sets of expert responses (Supplementary information). Although we were not able
to test the statistical significance of our results, these showed no
systematic under or overscoring by the experts. We therefore considered expert scores both on the level of overall likelihood and in
the different categories comparable.
Finally we included also an artificial, i.e., not based on expert
values, situation called ‘no policy’ to assess the effect of policy
measures taken in the formation and implementation phase of the
regimes. Input values for the ‘no policy’ situation were derived
by for all design variables choosing values that would have most
negative impact on likelihood of regime formation or implementation, while for all context variables their regular values (i.e. the
weighted averages) were used.
2.3.2

Model calculation

We calculated model results following the different steps that are
explained in Figure 2.4 and in Sections 2.5.3 And 2.5.4. During this
process we made some additional decisions regarding the methodology. If none of the experts scored a certain input variable, the
corresponding rules in the fuzzy rule base were excluded from
the model analysis. In the analysis of regime formation the rules
on ‘powerful pushers’, ‘powerful laggards’ and ‘positive issue linkages’ were excluded for the biodiversity regime, and rules on ‘differentiated rules’ and ‘informal agreement’ were excluded for the
forest regime.
For pragmatic reasons we have decided to choose the same form
of membership functions for all input variables (Fig. 3) to offer
the experts a common ground for scoring all variables. A more
differentiated choice, which would allow for different choices in
shapes and positioning of the memberships for the various input
variables, would add a rather complicated and demanding task in
the scoring sessions for the experts. After performing some initial
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Figure 2.6: Scores of four regimes on likelihood of regime implementation (based on weighted average of expert responses). Left
panel: overall and partial scores on three categories of context
variables. Right panel: contribution of design variables (overall scores are compared to a situation without policy measures).

sensitivity analyses (available as Supplementary information) to
study the effects of other feasible membership function choices,
we finally decided to stick to our pragmatic choice of uniformity.
2.3.3

Model results

Representation of model results
The final overall output values of our model, i.e., likelihood of
regime formation and implementation (Figures 2.5 and 2.6; left
panel) give an indication of the circumstances under which the
four regimes were formed and implemented. A value of 0 means
that circumstances are highly unfavorable and consequently the
formation or implementation process will be extremely difficult
for the participating states, whereas a value of 10 indicates highly
favorable circumstances and a very easy formation or implementation process. In addition to these single overall output values we
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Table 2.3: Summary of the degree of fulfillment tables for regime formation in the four analyzed regimes
Context variables

Likelihood of regime formation
Biodiversity

Forest

Ozone

Climate

±

−

±

−

−

−

+

+

Problem Structure
Regulation costs
Public concern
Systemic/cumulative problem
Uncertainty
Collaboration/coordination problem
State actors
Asym. powerful states
Asym. important states issue area
Support of powerful states
Number of economic sectors
Homogeneous states
Urgency
Cumulative cleavages
Powerful pushers

±

±

±

±

±

±

±

±

±

±

±

±

±

±

+

±

±

±

−−

±

±

±

+

+

+

±

±

++

±

±

±
±

+

+

+

−

±

±

++

++

−

±

±
±

Powerful laggards
Regime environment

±

Preceding agreement

++

++

++

Scientific advisory bodies

++

++

++

+
−

++

have also calculated ‘partial results’ (also represented in Figures
2.5 and 2.6; left panel) by considering only the contribution of the
subset of rules which are linked to each of the three categories
of context variables separately (State Actors, Regime Environment,
Problem Structure), which give some additional insight in the contribution of each separate category to the final output. More detailed information on the determinants of effectiveness of the four
regimes can be obtained from the fuzzy rule base by looking at
the Degree Of Fulfilment (DOF) tables, which are summarized in
Tables 2.3 and 2.4. Full DOF tables are available as Supplementary
information 2 .
The contribution of design variables to the process of regime
formation and implementation is shown by comparing the scores
2 The online version of this article (doi:10.1016/j.envsoft.2012.08.004) contains supplementary material, which is available to authorized users
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Table 2.4: Summary of the degree of fulfillment tables for regime implementation in the three analyzed regimes
Context variables

Likelihood of regime implementation
Biodiversity

Ozone

Climate

±

±

−

±

+

+

Problem Structure
Regulation costs
Collaboration/coordination problem
Systemic/cumulative problem
State actors

−

Participation government

+

Participation powerful states

±

Number of economic sectors
Outvoting of important states
Asym. powerful states
Asym. important states issue area
Regime environment
Institutional framework
Negative interplay
Positive interactions

±

±
+

−

++
±
±

+

+

−

±

−

±

±

±

±

±
−

++

±

±

++

±

±

−

++

2.3 evaluation of the model

of the overall output values of the regimes to a situation without
policy measures, i.e., where all design variables have the most unfavorable value (Figures 2.5 and 2.6; right panel).
Description of model results
Overall scores show that formation was easiest for the ozone regime
and most difficult for the forest regime (Figure 2.5; left panel). Implementation of the Climate regime went less smoothly than implementation of the ozone and biodiversity regime (Figure 2.6; left
panel). However, the overall scores of the regimes in the formation
and implementation phase do not differ much. The partial scores
in the three categories of context variables provide some insight
in the type of factors contributing to the effectiveness of the four
regimes. These partial scores are different for the formation and
implementation phase, as the categories in both phases contain
different variables (Table 2.1 and 2.2).
The problem characteristics of deforestation were least favorable for regime formation, while characteristics of ozone pollution
were most favorable for both regime formation and implementation (Figures 2.5 and 2.6; left panel). Deforestation and biodiversity
loss are cumulative problems, i.e., they are local in nature, but are
globally replicated, which decrease the likelihood of regime formation and implementation (Table 2a and b). Ozone pollution and climate change, on the other hand, are systemic problems with both
global causes and effects, which encourages regime formation and
implementation. Furthermore, regulation costs of the ozone and
biodiversity regime were lower than those of the climate and forest regime (Tables 2.3 and 2.4).
State actors involved in the ozone regime were more harmonious (Figures 2.5 and 2.6; left panel), represented by homogeneity
and limited asymmetry (Tables 2.3 and 2.4), compared to those involved in the other regimes, which increased likelihood of regime
formation and implementation. In contrast with the other regimes,
the forest regime had only laggards and no pushers, i.e., that there
were no state actors trying to achieve cooperation and regime formation and hence that regime was never turned into a signed
treaty. Conditions concerning state actors were less favorable for
the climate regime due to the higher number of economic actors involved in regime formation and implementation. The regime environment in the formation phase was least favorable for the climate
regime (Figure 2.5; left panel) as therewas no preceding agreement
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or policy dealing with this issue (Table 2.3 and 2.4). Institutional
interactions had both positive and negative effect on the implementation of the climate and biodiversity regime, but merely positive
influence on the implementation of the ozone regime.
The influence of design variables, i.e., policy measures, in the
regime formation phase contributed little to the overall scores on
likelihood of regime formation (Figure 2.5; right panel). Measures
taken in negotiation process of the ozone and climate regime, like
side payments and the formation of an initial framework treaty,
had most effect. Policy measures taken in the implementation phase
had a bigger impact on the overall score. Likelihood of implementation of all three regimes was increased by measures like legally
binding rules, a strong secretariat and mechanisms for increasing
public awareness.
2.3.4 Reflection on model results
Finally we compared the established model results with observations in reality on the formation and implementation process of
the four regimes. Model results indicate that several components
of the problem structure of deforestation are currently unfavorable for regime formation, which reflects the current situation of
international negotiations on forest issues. Indeed, deforestation is
often considered a prime example of failed regime formation (Dimitrov, 2003). At the same time, our analysis also suggests ways to
mitigate the barriers to regime formation: for example, high interest asymmetry between state actors on the problem of deforestation can at least partially be mitigated by rule differentiation. With
respect to the climate and ozone regimes, there is a wide consensus that while the ozone regime has resulted in a close-to-complete
phase-out of ozone depleting substances (and the corresponding
recovery of the stratospheric ozone layer), climate change is still
unabated despite the existence of the Kyoto Protocol. Using the
scores from the expert judgement, our model identified that several context variables are more favorable in the case of ozone. This
observation is in line with authoritative scholarly analysis, which
identifies ozone as the more successful example of regime formation and implementation (Barret, 1999). Model results for the four
different regimes did not differ much and covered a limited range
in the output space, which is a logical consequence of our decision to extend the fuzzy rule base with rules which conclude on
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neutral likelihood in situations where we lack information (Section
2.5.2). Nevertheless, the model enabled a meaningful comparison
between the four regimes and the factors influencing their effectiveness. The set of artificially added rules represent the knowledge that is missing in the literature on environmental regime
theory in order to perform a systematic analysis of regime effectiveness. Additional research on these topics is needed to improve
the fuzzy rule base and consequently the discriminative power of
the model. The results of the model analysis imply that the category ‘state actors’ has a greater impact on regime effectiveness
than ‘regime environment’, since more variables and rules are involved in this ‘state actors’ category (Table 2.1 and 2.2). This difference in impact may be a true representation of reality, but may
also be caused by a bias in literature for example because factors
concerning state actors are easier to study than factors concerning
regime environment. Additional study is needed to assess whether
the set of rules for input variables should be adapted or a weighting system of the categories should be implemented in the model.
Design variables contributed little to the overall scores on likelihood of regime formation, but had more impact in the implementation phase. As such the model reflects our decision to consider
them as mitigating factors in the formation process and as independently acting variables in the implementation process (Section
2.5.2). The model thus implies that policy measures taken in the implementation phase have bigger influence on regime effectiveness
than measures taken in the formation phase. This fits with our understanding of reality. A serious limitation of our approach is the
subjectivity in the scoring of input variables and in the definition
of membership functions, which were based on expert knowledge
instead of direct empirical evidence/data. Some authors have populated their fuzzy models with quantifiable indicators that were selected for their data availability (Acosta-Michlik et al., 2008; Phillis
and Andriantiatsaholiniaina, 2001). As a consequence they left out
data-limited variables that may have been important in explaining their understanding of the modelled system (Carr and Kettle,
2009). Most of the variables in our conceptual framework are datalimited, but nonetheless important to include in the fuzzy model
as they capture the expert knowledge on the effectiveness of environmental regimes. However, the rather indicative and pragmatic
approach that we have currently taken in this study could in the fu-
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ture be improved by invoking better methods for expertelicitation
(Cornelissen et al., 2003).
2.4

general discussion and conclusions

Model results of the four analysed regimes were in line with observations from reality. This indicates that the model is able to reflect
and reason with knowledge from environmental regime theory
and that robust general knowledge rules on the effectiveness of
environmental regimes can be used to analyze individual regimes.
The model can be used as an aid in analysing the effectiveness of
existing or future regimes, highlighting which determinants contribute to success or failure, and it enables systematic and meaningful comparisons between regimes and policy measures. Besides,
the model can be used for experimenting with the factors that affect regime effectiveness, which may offer useful insights in environmental regime theory and encourage discussions between natural and political scientists.
Formalizing knowledge on environmental regimes in a conceptual framework and a model enhanced its transparency and deductive power as it forced us to be explicit about our choices and
assumptions regarding determining factors and their potential effects on regime effectiveness (Krugman, 1997; Powell, 2002). As
such, the conceptual framework and model are expected to offer researchers in integrated assessment useful insights in environmental regime theory. However, since formalizing entails the
danger of discarding important aspects of an over-complex reality
(Biermann, 2007), results of analyses performed with the conceptual framework and model should whenever possible be compared
with empirical analysis, and be interpreted withdue regard to the
limitations and simplifying choices and assumptions involved in
the study.
Developing and using the framework and model also revealed
the lacunae in knowledge in environmental regime theory. In order to make a systematic analysis of the effectiveness of environmental regimes there is more information needed on the situations
that are currently covered by artificially added rules in the fuzzy
rule base, the relative importance of different categories of input
variables, the temporal dynamics of the input variables and their
mutual relationships and influences. The set of fuzzy rules represents the knowledge base in our model and its form makes it
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easy to understand, discuss and add to the knowledge that is captured in the model. We consider this rule set as an ongoing body
of work. The lacunae in knowledge identified in this chapter may
inform regime researchers to further structure and increase their
knowledge on the functioning of environmental institutions (Biermann et al., 2010) and encourage them to contribute to the fuzzy
rule base.
By making knowledge on environmental regimes explicit and
understandable we have taken an important step towards a better integration of social science in integrated assessment. We think
that, in integrated assessments, it is necessary to consider both the
potential impacts of environmental regimes and their chance of
successful formation and implementation. This is in line with studies in sustainability science stating that in order to find effective
ways of dealing with global environmental problems integrated assessments should be strengthened in their policy relevance (Reid
et al., 2010) and should pay as much attention to social science
as to natural science (Kates et al., 2001; Ostrom, 2009). Recent integrated approaches (Delden et al., 2011; Nabel et al., 2011; Schaldach et al., 2011) which combine information from various sources
(data, models, experience) and domains (economic, environmental, social) and connect explicitly to policy context, interest groups
and end-users, provide useful and promising means to assess the
implications of proposed policy options in a broader context. Typically they assume that considered policy options will be(come)
active, and they do not explicitly address the question what the
feasibility of realizing these policy options is. In our approach by
focusing on conditions and factors that determine a successful formation and implementation of environmental regimes we expect
to contribute to this often neglected important issue.
We believe, however, that that at this stage it is not yet possible
and may be even undesirable, to actually include knowledge on
environmental regimes directly into the computer models used in
integrated assessments. Attempts to do so (Anderies, 2000; Smajgl
et al., 2009) focus on the impact of institutions on human behavior and the resulting impact on the environment, but do not consider explicitly their formation and implementation. Our model
and framework, on the other hand, especially focus on the political
feasibility of environmental regimes but their scope and variables
differ presently too much from those used in integrated assessment models to bridge the gap in a direct way and enable suc-
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cessful and meaningful integration. The current contribution of
our model lies primarily in enhancing the interpretation of results
from integrated assessment models by examining the political context more explicitly. Furthermore, results from analyses with our
model can be used to improve scenario storylines for use in integrated assessment modeling, which could account for the development and existence of promising future environmental regimes
and provide the factors that need to be in place for their effectiveness. Currently most scenarios used in assessments lack policy
relevance as they are devised by scientists and do not consider specific policy options (Perrings et al., 2011). Summarizing, we believe
that the integration of the knowledge on environmental regimes in
integrated assessments is still in its early days and requires further
attention in the future.

3

P R O B L E M A N A LY S I S : T R A N S PA R E N C Y I N
E N V I R O N M E N TA L M O D E L S

In the introduction we stated that the lack of tranparency in environmental computational model is the research problem in this
thesis In this chapter we elaborate on this problem by investigating which information is missing in these models and what may
be the causes for the lack of model transparency.
We analyze the publications, documentation and software associated with four existing environmental computational models,
and assess to what extent this material provides insight in the content, structure and calculation workflow of the corresponding models.
This chapter is based on a paper coauthored with Sander Janssen,
Lenny van Bussel, Wanne Kromdijk, Jasper van Vliet en Jan Top
“Are environmental models transparent and reproducible enough?”
(De Vos et al., 2011), which has been presented at the 19th International Congress on Modeling and Simulation (MODSIM2011).
3.1

introduction

Environmental computer models are considered essential tools in
supporting environmental decision making. They facilitate exploring the consequences of alternative policies or management scenarios (Jakeman, Letcher, and Norton, 2006; Schmolke et al., 2010a;
Sluijs, 2002) which may form the basis for policy decisions that can
have significant societal impact. But the main value of environmental models is that they allow a better understanding of our complex
environment (e.g. (Jakeman, Letcher, and Norton, 2006; Oreskes,
Shrader-frechette, and Belitz, 1994; Rykiel, 1996; Schmolke et al.,
2010a)). Environmental models are simplified representations of reality (Rosenblueth and Wiener, 2011), they are in fact applications
of shared theories on how real-world systems are functioning. Just
like the underlying scientific theories they need to be evaluated
and discussed among peers (Refsgaard, 2004). In that way we gain
knowledge on our environment. We submit that unfortunately cur47
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rent practice of environmental modeling does not support such
debate.
In the process of developing environmental models, modelers
inevitably make choices and assumptions. They have to decide
which processes and concepts to include and which to simplify or
neglect (Jakeman, Letcher, and Norton, 2006; Sluijs, 2002). To allow
proper assessment of the quality and suitability of these models
peers should be able to trace model results and insights through
the model structure to the underlying choices and assumptions.
Reproducibility of model findings as well as transparency of both
the model and the modeling process are crucial aspects in model
evaluation (Jakeman, Letcher, and Norton, 2006; Risbey and Patwardhan, 1996).
Environmental models are normally evaluated when their output and the analysis of their output are published in peer reviewed
journals. The models are subjected to the scrutiny of experts in the
same field by inspecting their behavior (Alexandrov et al., 2011).
Ideally these experts assess corresponding models by tracing model
findings back through the model structure to the underlying choices
and assumptions. This ideal of model evaluation through the peerreview process is hardly ever realized in reality, as demonstrated
by Schmolke, et al 2010. One reason is that journal articles reporting modeling efforts focus on scientific originality rather than on
model documentation (Alexandrov et al., 2011; Schmolke et al.,
2010a). In addition, reviewers must base their judgments solely on
the material that the authors have chosen to present and on how
they present it. There is considerable variation in how this is done
(Alexandrov et al., 2011). A large part of the choices and assumptions remains hidden in the model source code or in the minds of
the modelers and has not been made explicit in model documentation (Sluijs, 2002; Villa, Athanasiadis, and Rizzoli, 2009). This has
lead Funtowicz and Ravetz in 1993 to propose an extended peer
review, in which not only the associated article but also additional
materials such as models, data and scenarios are reviewed. However, reviewers do not have sufficient time or resources to conduct
detailed evaluation of these models (Alexandrov et al., 2011).
Next to extended peer review, many authors advocate standardization of the modeling process to enhance transparency and reproducibility of environmental models, summarized to as Good
Modeling Practice. They provide guidelines and frameworks for
model development and evaluation (Gaber, N., Pascual, P., Stiber,
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N., Sunderland, E., Cope, B., Nold, 2008; Jakeman, Letcher, and
Norton, 2006; Refsgaard, 2004; Rykiel, 1996), model documentation (Schmolke et al., 2010a), model application (Risbey et al., 2005)
and peer review of modeling projects in scientific journals (Alexandrov et al., 2011). Environmental models have an increasing influence on societal decision making on complex issues with potentially large impact (e.g. climate change, food security, biodiversity conservation, pollution). Therefore, transparency and reproducibility of environmental models are crucial quality criteria to
enable the independent re-use of models. The importance of transparency and reproducibility is highlighted by the Climate Gate
controversy, which seriously undermined the credibility of climate
science, which is partly based on projections with computer models (Hickman, 2009).
This chapter investigates the transparency and reproducibility of
environmental models by evaluating a limited set of models that
were re-used by researchers for their own research. It is hypothesized that the reproducibility and transparency of environmental models is limited in actual terms, even though good modeling
practice and extended peer review are promoted. To test the validity of this hypothesis we have reviewed publications, documentation and software of four environmental models. We analyzed
to what extent this material provided insight in the model structure and the modeling process and to what extent model findings
could be traced back to the underlying choices and assumptions.
3.2

material and methods

We reviewed publications, documentation and software, and consulted the model developers of four environmental computer models: a photosynthesis model, a model to assess mitigation costs of
climate change, a land use model and a crop growth model. All
four models have been developed and run by scientists and their
content and application have been described in dozens of articles
in peer reviewed journals. Model results and insights are used by
scientists and for two models these are specifically directed at policy makers to support decision making. One model is small, consisting of only a few equations, while the other three models are
large with many equations, linked modules and different data sets,
resulting in thousands of lines of source code.

49

50

problem analysis: transparency in environmental models

In our review we adopted the perspective of a researcher who
wants to familiarize her- or himself with the model, with the objective to apply it or to further develop it. In that process of model
learning, we assessed the models on the four criteria, which can
also be found in several guidelines on good modeling practice
(Alexandrov et al., 2011; Gaber, N., Pascual, P., Stiber, N., Sunderland, E., Cope, B., Nold, 2008; Jakeman, Letcher, and Norton, 2006;
Refsgaard, 2004; Risbey et al., 2005; Rykiel, 1996; Schmolke et al.,
2010a), i.e., the availability and usefulness of a description of 1) the
conceptual model, 2) the calculation process, 3) the input data and
results and 4) the source code.
3.3

results

Overall, each of the researchers spent a few months to investigate the model. The general feeling was that after this period they
still did not understand all of it. In each of the aspects of documentation, conceptual model, calculation process, data and source
code, limitations, errors and ambiguities were encountered. However, the researchers did not believe that the four models are poor
models or that they are not suited for their job.
3.3.1

Documentation

All researchers studied peer-reviewed publications, like articles
and book chapters, to become familiar with the models. These
publications describe the model design, in terms of primary concepts, processes and equations included in the model, as well as
model results and insights. However, for the three larger models
information on the model design is scattered over several publications as these do not have space for an extensive model description.
They rather focus on specific parts or applications of the model
or the publications describe the general functioning of the model,
without being specific or concrete. Two models are described in
reports that provide more comprehensive and detailed information on the model design and are available (usually from model
developers) but not peer-reviewed. Furthermore, the references to
model documentation used in journal articles may be confusing
as some papers refer to the applied model indirectly. They refer
to other papers which eventually refer to grey literature reports
or book chapters (see Figure 1). Working back through the litera-
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ture is not a guarantee that information on the model design can
be found easily, as the figure shows. The model version used in a
journal article may also be different from the version described in
referred documents.
3.3.2

Conceptual model

In one case, peer-reviewed publications contained clear and detailed descriptions of included concepts and processes. Studying
these documents was sufficient to develop a good understanding
of the modeled system. In the other cases written model documentation, i.e., peer-reviewed publications and gray literature reports,
described the main concepts and processes, but were not sufficient
to get a clear and complete picture of the modeled system. For
these three models, a comprehensive list of assumptions, concepts
and processes that describes the model as a simplified representation was lacking. In these cases the researchers also studied the
source code and requested personally information from the model
developers. Information from both sources was complementary to
the written model documentation and considered very useful.
3.3.3

Calculation process

For none of the four models results from scientific publications
could easily be reproduced or traced through the model structure
to the underlying choices and assumptions. Two researchers discovered that some results presented in scientific publications did
not correspond with parameter values or equations in the model
source code. Additional parameters were found in the source code,
but not described in the scientific publications, in one case. In another case, the equations as documented in the scientific publication could not reproduce the behavior of the model as documented
in figures, until an error was corrected in the equations. Another
researcher found that the process of setting scenario parameters
for model runs was arbitrary and could not be based on scientific theories as the scenario parameters could not be measured or
derived from scientific literature. At the same time these scenario
parameters had a large influence on model results. Furthermore,
in three cases the written model documentation only presented a
selection of the equations and mathematical descriptions included
in the models. Studying, altering and running the source code by
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trial and error proved most useful in understanding the whole process of calculation of model results.
3.3.4

Data

The identity and source of most of the model input data of the four
case study models are described in written model documentation.
For the three larger models the input data are stored in dozens of
files, which had been typically manually organized and adapted.
The researchers had difficulties getting an overview of the process
of data management. Input files for one model do not have any
structure or naming to each of the data fields, which may cause
confusion and mistakes in the calculation process.
3.3.5

Source code

One model consists of a set of equations and parameters described
in peer reviewed publications, which the researcher translated into
computer code. The other three models consist of thousands of
lines of source code which were available to the researchers. Only
one model was available as open source, while the other models
were only available upon request and in one case, only partly. The
three researchers spent a few months getting familiar with the
source code of their models by studying, altering and running it,
but they still did not understand all of it. Two researchers discovered that the code of their models contains functions and modules
that have no clear documented function in the calculation process,
while still being included in model runs.
3.3.6

Reproducibility and transparency

All four models and their applications have been described in
dozens of articles in peer reviewed journals. This indicates that
these models and their results and insights are trusted and used.
They can be understood as well established models grounded in a
scientific theory. However, in our study we found that for at least
three of the models reviewers lack information to evaluate their
quality and to assess their ability to support environmental decision making and give insight in the modeled system. Neither can
they ensure the reproducibility and transparency of the model results and insights, for a number of reasons. First, information on
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Figure 3.1: Chain of references for one of the case study models. Journal
articles refer to the applied model indirectly by referring to
other papers which eventually refer to grey literature reports
or book chapters.
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model design is scattered over several sources, which are only to a
limited extent freely and easily available to reviewers. Second, written model documentation does not provide a sufficient description
of the modeled system. Third, written model documentation does
not provide a sufficient description of the calculation of model
results. Finally, results presented in scientific publications do not
necessarily correspond with parameter values or equations in the
model source code.
3.4

discussion

Our findings give the impression of environmental models lacking essential quality characteristics in terms of transparency and
reproducibility. Although numerous guidelines and rules exist to
enhance the transparency of environmental models (Alexandrov et
al., 2011; Gaber, N., Pascual, P., Stiber, N., Sunderland, E., Cope, B.,
Nold, 2008; Jakeman, Letcher, and Norton, 2006; Refsgaard, 2004;
Risbey et al., 2005; Rykiel, 1996; Schmolke et al., 2010a), the modeling process and documentation of three of the case study models
was not perceived as such. In our cases the environmental models
effectively became black-boxes, which could only partly be uncovered with a significant investment in time and effort. Note that our
objective was not to evaluate these models, nor to question their
usefulness and suitability for assessment purposes, as this is typically done by experts in the peer-review process. However, in our
cases we found that these experts probably lacked information to
perform this evaluation properly. The concern raised through our
research is that environmental models are being used in applications without explicitly respecting or at least discussing the underlying choices and assumptions, which is essential an area where
assumptions may vary largely. We believe that the models investigated are representative of environmental models in general. They
are well established, published and cited in a large number of articles and regularly used in policy-oriented applications and assessment of complex societal problems. Although a more comprehensive study should provide additional insight in the overall situation, we think that already preliminary suggestions can be given
on what underlying causes are and which remedies can be thought
of. In particular we identify three main structural causes for lack of
model transparency, which we will elaborate on in the next paragraphs:
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• The size and complexity of environmental models.
• Lack of incentives for environmental modelers to display
transparency in their work.
• The use of computers.
Only a general change of attitude, including model developers,
stakeholders and the scientific community as a whole, may improve this situation.
3.4.1

Model size and complexity

Following guidelines of good modeling practice, the developers of
our case study models had made descriptions available of the concepts, processes and calculations steps included in their models.
However, these descriptions only contained arbitrary selections of
parts of the models. Making only part of a model explicit is a pragmatic choice because environmental models are typically big and
complex. Describing all elements in the models requires a lot of
time and does not fit within the constraints set by scientific publications or project budgets. The question is whether complexity
is a required attribute to begin with. The complexity and size of
environmental models is increasing with the advancement of computational systems, the development of integrated modeling approaches (Seppelt et al., 2009) and the modification of successful
models to fit new purposes (Merali, 2010). However, the essence
of modeling is abstraction and simplification by making appropriate assumptions. It is necessary to determine an adequate level of
model complexity not only improve model performance (Jakeman,
Letcher, and Norton, 2006; Seppelt et al., 2009), but also to enhance
transparency.
3.4.2

Lack of incentives

Environmental modelers do not always display transparency in
the modeling process for several reasons. Firstly, they preferably
do not disclose model imperfections as these could be considered
as failures (Barnes, 2010). We note however that any model is imperfect. Secondly, modelers are hesitant to give away the intellectual property that is embodied in data sets or source code (Barnes,
2010; Kleiner, 2011). Finally, documenting models carefully is a
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labor-intensive (Barnes, 2010; Kleiner, 2011) and not very interesting job, in particular considering the ongoing development of
some models. Schmolke and co-authors (2010) observe that in general there is a lack of incentives for modelers to follow good practice.
Regarding transparency and reproducibility, the incentive may
come from peers, stakeholders and journals who request openness.
Model developers would spend more time and effort writing clear
and comprehensive model documentation when there is a demand
for it, for example in cases with an extensive and well defined user
group. It is not a habit of environmental scientists to publish their
data or source code, nor are there many scientific journals that
require them to do so (Barnes, 2010; Kleiner, 2011; Merali, 2010).
However, when they are requested or even obliged to share their
data and code it will make model results and insights replicable, it
will make model developers more accountable and it will enhance
cooperation between scientists (Barnes, 2010; Kleiner, 2011; Merali,
2010).
3.4.3

Use of computers

Of course the use of models and networks has had enormous impact on environmental modeling. It has accelerated development
and use of models dramatically, because vast amounts of data and
computations can be processed in limited time. But environmental
modelers often lack the time and skills that are needed to perform rigorous testing and clear annotation of their models (Kelly,
2007; Merali, 2010). Instead, they prefer to focus on ‘model validation’, i.e., verifying whether the model results match their expectations or real world observations. Here we observe a striking
difference between scientific and commercial programming (Merali, 2010). Training scientists by professional software developers
may be useful, but does not solve the entire problem, as this will
lead to focus on system architecture and computation, and cause
negligence with respect to descriptive side of modeling (Merali,
2010; Villa, Athanasiadis, and Rizzoli, 2009). The leading principle of scientific software should be ’representing applied scientific
knowledge’, which requires specific software development skills
and tools. For many environmental models though the original
source code (of the proper model version) is the only accurate description of the model. This programming code cannot be read by
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most model users, if it is available to them at all. But more important is that the source code does not represent the assumptions
made by the modeler, i.e., which phenomena are (not) taken into
account (Villa, Athanasiadis, and Rizzoli, 2009). We postulate that
each model requires conceptual description that is accessible and
comprehensible to all stakeholders, and that is consistent with the
model source code.
3.4.4

Change of attitude

We find that the present lack of model transparency and reproducibility can only change with a general change of attitude with
respect to handling complexity, introducing incentives and conceptual modeling. This change of attitude concerns all parties involved in the development and use of environmental models, e.g.,
modelers, peers, journals and stakeholders. A model is not a crystal ball that provides certified and unambiguous predictions, but
a tool to discuss premises (assumptions) and their consequences.
Of course a model should be based on scientifically established
theories, but it should be clear how these theories are made operational. When approving publication of environmental models, peer
reviewers should take their responsibility for the underlying assumptions and choices. The same is true for decision makers when
they use environmental models in exploring the consequences of
alternative policies or management scenarios. A necessary condition is that peers and decision makers are able to examine these
premises and assumptions, but when they lack information it is
their responsibility to request openness from model developers or
journals.
To achieve this general change in attitude, we see a few promising developments. Firstly, an increasing awareness exists of the
importance of methods to provide credits to modelers and data
providers. This can be done through formal authorship, scientific
ranking, licenses and other incentives. There is a growing awareness of the importance of open source code and data (Barnes, 2010;
Boulton et al., 2011; Kleiner, 2011). Scientific disciplines like astronomy and genomics as well as software engineering in the public
and commercial domain can provide useful lessons here. Secondly,
the web can be used to support the openness on models. It can relate models to journal papers through the possibility to deliver
additional materials with the article, a feature that more and more
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journals offer. For journals, it might be time to make this delivery of additional material for models and data into an obligation.
Semantic publishing of journal articles, which allows readers to
access and interact with the data and conceptual knowledge of
the corresponding model can then be the next step (Attwood et
al., 2009; Shotton et al., 2009). Current developments in the Web
of Data are perfectly suitable for publishing conceptual models
based on shared vocabularies and for representing complex model
systems in a clear and explicit way.
3.5

conclusion

Our findings suggest that environmental models lack essential
quality characteristics in terms of transparency and reproducibility. This raises the concern that they are being used in applications without respecting and discussing their underlying choices
and assumptions. We identify three structural causes for this lack
of transparency and reproducibility: (1) the size and complexity
of environmental models, (2) a lack of incentives for environmental modelers to be to transparent in the modeling process and (3)
the use of computers and the focus on computation and simulation instead of the descriptive side of modeling. We submit that
openness in the modeling process can only be achieved with a
general change of attitude. On the one hand model developers
must become explicit and open about their choices and assumptions. On the other hand peers, stakeholders and journals must
request openness and challenge these choices and assumptions. In
an operational sense, computers and networks can be turned to
their advantage by having them disseminate high-quality model
descriptions using shared vocabularies.

4

PILOT STUDIES

In this thesis we aim at developing a methodology for the automatic reconstruction of the domain model behind an environmental computational spreadsheet. The field of computer science
provides multiple tools and methods to extract, annotate and represent the knowledge that is captured in scientific data. In this
chapter we experiment with several of these tools and methods in
three pilot studies on existing environmental computational models. These pilot studies help us to find promising approaches, and
gain more knowledge about the practice of environmental modeling. In the following chapters, especially in Chapter 5, we use
this knowledge to redo the analyses from this chapter in a more
systematic, and automated way.
This chapter is based on several papers. A paper coauthored
by Willem van Hage, Jan Ros, and Guus Schreiber “Reconstructing Semantics of Scientific Models: a Case Study" (De Vos et al.,
2012), presented at the OEDW workshop on Ontology engineering in a data driven world (co-located with EKAW2012). A paper coauthored with Willem van Hage, Jan Wielemaker, and Guus
Schreiber “Knowledge Representation in Scientific Models and their
Publications: a Case Study” (De Vos et al., 2013), published as short
paper in the Proceedings of the 7th International Conference on
Knowledge Capture (KCAP2013). And a paper coauthored with
Nicole Koenderink, Bas van Ruijven, and Jan Top ”The use of ontologies in peer reviews of Integrated Assessment Models” (De Vos
et al., 2010), presented at the Fifth Biennial Meeting International
Congress on Environmental Modelling and Software (iEMSs2010).
4.1

introduction

Environmental computational models are essential tools in studying our complex environment. These models are simplified and
controllable representations of natural systems, and include detailed knowledge and data on the key mechanisms and factors
that explain the behaviour of these systems in a certain context.
Environmental computational models are developed by domain
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scientists and typically implemented as spreadsheets, Fortran programs or in MatLab.
The models and the performed simulations are typically described in scientific papers or reports. These publications provide
peers and stakeholders with an explanation of the underlying concepts and an interpretation of the simulation results. The publications should not be seen as documentation, as these do not consider the conceptual knowledge that is actually captured in the
models. A large part of the knowledge and assumptions is hidden
in the source code of these models, and has not been made explicit
in a way that it can be understood and used without the modeler’s
mediation (Villa, Athanasiadis, and Rizzoli, 2009). In practice, the
publications therefore serve as single sources of information on
environmental computational models and the performed simulations. We believe, however, that the models and associated publications have different goals and focus, and are both needed to
get a complete picture of the underlying research. Without such
a complete picture, correct interpretation and reuse of the models
and the corresponding simulation results is difficult. Furthermore,
the knowledge embedded in environmental computational models
should be tested according to the standard procedures for confirmation or falsification of scientific theories, which implies that it
should be subjected to critical peer reviews (Refsgaard, 2004). We
believe that these models can not be evaluated based on their scientific publications alone.
It is important that the knowledge captured in environmental
computational models is represented in an explicit and meaningful way (Villa, Athanasiadis, and Rizzoli, 2009). It would also be
be desirable if the publications are linked to key elements of the
relevant computational model. Consequently, we formulated the
following research questions
1. To what extent and by what means we can make the conceptual knowledge encoded in environmental computational
models explicit?
2. To what extent and by what means we can make links between environmental computational models and the associated publications explicit?
In this chapter we describe three pilot studies with existing environmental computational models. We conduct in-depth, qualitative analysis of the model code, i.e., source code or spreadsheet
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data, and explore how the captured knowledge can be represented
such that it can be understood an applied by the original developers and their peers. As a result we expect to find promising
approaches, and gain more knowledge about the practice of environmental modeling.
4.2

pilot 1: the use of ontologies in peer reviews

In the first pilot study we propose to use ontologies to represent
the knowledge encoded in environmental computational models.
We assume that ontologies are able to serve as an intermediate between the model source code and textual description in the documentation and may therefore facilitate the peer review process. We
assess the usefulness of such an ontological layer in a case study
on an existing system-dynamics model. We perform a peer review
experiment as a proof of principle, but also to receive qualitative
feedback on our approach.
4.2.1

Related work

Integrated assessment models are often used for forecasting and
management purposes, but their main value is heuristic, i.e. they
allow a better understanding of complex phenomena (Oreskes,
Shrader-frechette, and Belitz, 1994; Risbey and Patwardhan, 1996;
Rykiel, 1996). To allow proper interpretation of such a model, understanding the scientific knowledge captured by it is crucial.
The need for validation of integrated assessment models is widely
recognized. Integrated assessment models incorporate knowledge
from a broad range of mono-disciplinary theories. In developing
these models, modelers make choices on which parts of these theories to include in their models, which conditions to assume and
how to translate all of these in model source code (Jakeman, Letcher,
and Norton, 2006; Villa, Athanasiadis, and Rizzoli, 2009). It is therefore important to test the conceptual knowledge and assumptions
that are embodied in these models in addition to behavioral validation (Jakeman, Letcher, and Norton, 2006; Nguyen and Kok, 2007;
Parker et al., 2002).
The literature on model validation is abundant and a confusing
variety exists of used terminologies and methodologies (Nguyen,
Kok, and Titus, 2007). But as current model evaluation procedures
focus on quantitative tests for operational validation (Nguyen and
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Kok, 2007), the conceptual knowledge and assumptions in integrated assessment models are hardly tested (Oreskes, Shrader-frechette,
and Belitz, 1994; Refsgaard, 2004; Rykiel, 1996). As such, current
model evaluation procedures do not contribute to the understanding of the structure and mechanisms of the modeled systems nor
do they make integrated assessment models more reliable.
4.2.2 Method
Data set
The Residential Energy Model India (Ruijven, 2008) is a systemdynamics model that determines the energy use by Indian households. The model specifically addresses the socio economic factors
influencing energy uses. It includes knowledge on consumer behavior, public health and sustainable development. In this study
we focus on one specific module in REMI on energy use for cooking and water heating. The REMI model has been developed using the integrated software environment M (Bruin, Vink, and Wijk,
1996). The model source code resembles the syntax of mathematics
common in writing, describing the causal relations between model
variables through difference and differential equations. Besides the
source code, the model documentation consisted of a thesis chapter, describing the underlying theory of the REMI model and a
flow chart (Figure 4.1) giving a visual representation of the causal
relations between the model variables.
Ontology construction
We studied the model documentation to gain insight in the aim,
structure and main processes in the module. To construct the ontology for this model we extracted the scientific concepts and relations hidden in the source code. We used the model source code
to list and define all variables present in the module and grouped
them according to subject. In consultation with the modeler we
then defined the main concepts in the module and represented
all module variables as properties of these concepts (Figure 4.2).
We did not use the variable names as used in the code for these
properties but chose clear names to represent their function. From
the thesis chapter we assumed several relationships between the
concepts in the module, but these were difficult to identify in the
source code. In consultation with the modeler we defined these
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Figure 4.1: Simplified representation of the flow chart of the CookWater
module of the REMI model. Variable names in the flow chart
are similar to those used in the source code.

relationships in our ontology, representing them as relations between the concepts. Finally we constructed a glossary that provided definitions of the terms used in the ontology diagram and
linked those terms to variables in the REMI module.
Application of the ontology in peer reviews
The aim of the constructed ontology was to give a clear and transparent representation of the knowledge captured in the REMI module, an intermediate between the source code and textual descriptions. We performed a peer review experiment as a proof of principle for ontological model transparency, but also to receive qualitative feedback on our approach. We organized two peer review
sessions with comparable peer groups consisting of four scientific researchers employed at the PBL Netherlands Environmen-
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tal Assessment Agency representing different disciplines, viz., economics, sustainable development, energy and public health. In
both groups the modeling experience of peers, hereafter referred
to as experts, ranged from researchers with no modeling experience to researchers who were familiar with the programming environment that had been used for the development of REMI. In
session 1 experts were given only standard model documentation,
which existed out of the thesis chapter describing the model, the
flow chart (Figure 4.1) and the source code. In session 2 experts
were given the same standard documentation, plus the ontology
diagram (Figure 4.2) and the accompanying glossary.
After a short introduction on the aim and context of the module, we asked the experts to determine if the module consisted of
the right elements to achieve its goal, or that elements should be
added or deleted. During the sessions, which lasted 90 minutes,
the experts were allowed to discuss these issues. They were not
allowed to ask questions to the modeler or to the workshop supervisor. We observed the behavior of the experts during the sessions
and registered group discussions on a voice recorder. At the end
of each session we evaluated our experiences with the experts and
the modeler.
4.2.3

Results

The following observations were made in the two groups. In group
1, the experts had access to the thesis, the flow chart and the source
code. We noted that the thesis was the most frequently used source
of information. Experts in group 1 questioned certain statements
in the thesis documentation and stated that some information was
lacking or could not be found. They assumed, for example, that
“family size” and “distinction between urban and rural population
groups” were important factors influencing residential energy use,
but in the thesis they could not find whether these factors were
included in the model. The experts indicated that it was difficult
to get an overview of all used factors in the model, and that it was
therefore difficult to answer the evaluation question.
In the second group, all forms of documentation were frequently
used: thesis, ontology diagram, glossary and source code. The experts also tended to start with the thesis as a source of explanation. In this group, the thesis documentation also appeared to lack
certain information, but in about 50% of the cases the missing in-
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Figure 4.2: Simplified representation of the ontology diagram of the
CookWater module of the REMI model.

formation was then retrieved from the ontology diagram and the
glossary. Factors like “indoor air pollution” or “family size” were
deemed to be important and could indeed be found in the ontology diagram. However, even with the ontology and the glossary
given, the experts found it difficult to have a good overview of all
factors used in the model, given the time available. In both workshops experts showed a preference for the thesis as a source for
model documentation. However, the thesis explains the theory behind the model, but not the knowledge as actually encoded in the
model. Group 2 additionally used the ontology diagram and accompanying glossary, which are more true representations of the
information included in the model. These documents helped the
experts in group 2 to obtain information missing from the thesis
chapter and to gain more insight in the structure of the model than
group 1.
In both workshops we reflected on the experiment in a subsequent discussion with the modeler and the experts. All experts
thought that 90 minutes was too short to get a good overview of
the model. In group 1, experts found that they missed information
as they did not have enough time to read the thesis documentation
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thoroughly. Experts in group 2 stated that they had too much information to choose from. The modeler observed that, in his opinion,
the experts from both groups did not have a full overview of the
main processes and assumptions in the module at the end of the
sessions.
With regard to the provided model documentation, experts from
group 1 indicated that they could not link terms in the thesis documentation to variables in the flow chart and source code as they all
had different names. They also suggested that it would have been
useful to have a schematic overview of the module that is less detailed and complicated than the flow chart. Experts from group
2 found the ontology diagram and glossary useful, although they
indicated that the definitions of the ontology terms in the glossary
could have been stated more clearly.
4.2.4

Discussion

In our experiment the experts in both groups showed a preference
for the thesis documentation as they assumed that the text in this
document corresponded exactly to the information in the model.
They also assumed that it was scientifically correct as it had been
peer reviewed. Their confidence in the one-on-one correspondence
of model and thesis was however too optimistic, since a thesis is
not a living document and changes in the model do not lead to
changes in the thesis.
The group discussion showed that the experts did not fully answer the evaluation question as they did not discuss the module at
a suitable level of abstraction. As an explanation the experts mentioned lack of time, information overload and lack of recognizable
connections between the different types of model documentation.
As we aim for effective and efficient model evaluation procedures,
it is not desirable to extend the duration of peer reviews. We believe that a more deliberate use of the different types of model
documentation could enhance the experts’ understanding of the
module. Moreover, links between the different types of documentation should be made more explicit. Ideally, model documentation
gives a transparent representation of the knowledge captured in a
model. Ontologies are useful in this process as they are representations of the knowledge captured in models, thereby bridging the
gap between source code read by computers and language read
by humans. The ontology diagram as used in this experiment is
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a first step towards understanding a model in conceptual terms.
We believe, however, that the use of ontologies to enhance model
transparency is still in its early days.
The first step is to introduce ontologies as an additional conceptual layer of information for integrated assessment models. These
systems-dynamics models are typically constructed around numerical variables that are related through mathematical relations
representing causal dependency relations. However, a conceptual
description explaining these concepts and relations is usually missing, even if careful model documentation is provided. An ontology
provides a view that is orthogonal to the system dynamics view
in the sense that it employs a linguistic rather than mathematical
view. Our hypothesis is that this complementary (meta level) perspective can contribute significantly to the much wanted model
transparency in integrated assessment modeling.
Constructing an ontology for REMI was a time consuming activity for the knowledge modeler, as deducing concepts, properties
and relationships from the list of module variables was not at all
a trivial task. It turned out that the existing model documentation did not provide sufficient information to get a good overview
of the structure and process the module. In fact one could argue
that good conceptual modeling practice (Refsgaard, 2004) requires
proper data modeling already in the development phase. However, in practice this approach is not always followed due to time
constraints and lack of modeling support (Jakeman, Letcher, and
Norton, 2006). Ontologies can help to fill this gap because they are
formal representations that are amenable to computer processing.
For example, model inconsistencies can be detected automatically.
At present, no tools exists that assist systems-dynamics modelers
in particular in building ontologies.
Another potential benefit of ontologies is that they are expressed
in standardized languages. This allows world-wide exchange and
reuse of (parts of) conceptual models through the web. In fact, ontologies have their highest impact on the world-wide web, turning
it into a Semantic Web, or rather, the Web of Data. In the area
of Integrated Assessment the quality and transparency of models
would highly benefit from freely exchanged model data, concepts
and mechanisms.
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4.3

pilot 2:reconstructing semantics of a scientific
spreadsheet

In the second pilot study we analyze an environmental computational model that is implemented as spreadsheet. Spreadsheets are
one of the main tools used by scientists to store and analyze research data. A drawback of current spreadsheets is that their free
format leads to sloppy or limited specification of the semantics of
the data and calculations (Han et al., 2008; Rijgersberg, Wigham,
and Top, 2011). In this study we explore to which extent the conceptual model of a research project can be recognized in its spreadsheet implementation, and to which extent the reconstructed conceptual model agrees with the image inside the researcher’s head.
4.3.1

Related Work

Methods and tools to semi-automatically derive semantic descriptions from data have been developed for several scientific media,
like RDF123 (Han et al., 2008) and XLWrap (Langegger and Wolfram, 2009) for spreadsheets, D2RQ (Bizer et al., 2004) for databases
and OntoLearn (Navigli et al., 2004) and KAON1 for text documents. Annotation of the scientific content of the data and methods
has been done at various levels. Document-level content annotations are being made both manually and automatically. Examples
are automatically connecting biomedical documents to terms from
the Gene Ontology (Smith and Cleary, 2003) and semi-automatic
annotation of geo-spatial data sets with metadata provided by international guidelines from INSPIRE (Macário, Sousa, and Medeiros,
2009). A higher level of abstraction that is being investigated is the
annotation of scientific discourse and argumentation (Buckingham
Shum et al., 2010). The integration of semantic descriptions with
the actual documents, amongst which spreadsheets, is facilitated
by the Open Document Format 1.2,2 which is based on XML.

1 KAON, http://kaon.semanticweb.org/
2 ODF, http://opendocumentformat.org/
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Method

Data set
Our case study is a scientific model for energy policy analysis 3 , developed by the PBL Netherlands Environmental Assessment Agency
and the Energy Research Centre of the Netherlands (ECN). The
model is used to explore design options for the Dutch energy system in 2050 and calculate consequences in terms of greenhouse
gas emissions and production costs.
Model calculations as well as input and supporting data are represented in several interconnected Excel worksheets. In this study
we analyze one spreadsheet from the calculation workbook, referred to as “the calculation sheet”, and one from a data-workbook,“the
datasheet”, both on the subject ‘traffic’.
Data analysis
We adopt an open-minded view towards the content of the spreadsheets and consider the values, terms and formulas as well as their
relative and absolute location in the sheet. We analyze the various
patterns in the spreadsheet and determine to what extent these
patterns provide insight in the semantics of the content. From the
point of view of knowledge reuse we decide to make an instantiation/specialization of an existing ontology, the OM Ontology for
units of Measure and related concepts (Rijgersberg, Wigham, and
Top, 2011) During the process we observe the consecutive steps
needed to recognize the semantics and record them in heuristics.
The semantics are visualized by a coloring of the OM concepts in
the spreadsheet and relating them in diagrams. In an interview
with the developers of the spreadsheets we compare their ideas
with the content and configuration of our semantic model.
Vocabulary
We choose the OM ontology4 (Rijgersberg, Wigham, and Top, 2011)
to formally describe the semantics of the analyzed spreadsheets. A
pragmatic reason to select this ontology is that it is developed by
close colleagues who are around to provide support in its application. OM as is an existing ontology designed for science and
3 Edesign, http://www.pbl.nl/e-design/
4 OM ontology, http://www.wurvoc.org/vocabularies
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engineering practice. It contains the types of concepts that are relevant for the studied domain as it describes quantities, measures
and units of measure as well as the natural phenomena they are
related to. As such OM allows both statements about the structure of the physical world and corresponding quantitative observations, which is essential to construct a conceptual model of domain
knowledge.
4.3.3

Ontology reconstruction

Semantic Characterization
We start the analysis of the spreadsheets with characterizing the
terms in the spreadsheet as instances of OM concepts (Figure 4.3).
We assume that each term has a unique definition an semantic
characterization in the context of the model (Appendix A.2 rule 1).
Four main concepts from the OM ontology are recognized in the
spreadsheets: Phenomenon, Quantity, Unit of Measure and Measure.
We add the concept Quality (Appendix rule 6), which describes
a qualitative property of a Phenomenon. Part of the terms in the
spreadsheets can easily be characterized as Phenomenon and Quantity. For example, in Figure 4.3, MicroEV, a technology used by
cars, is a real world process and can therefore be characterized as
Phenomenon. InvestmentCost is a property of MicroEV which can
be observed and quantified and can therefore be characterized as
Quantity. Because of their appearance the numbers and symbols
or codes in the spreadsheets can be characterized as Measures and
Units of Measure respectively (Appendix rule 2,3).
With semantics of part of the terms in the spreadsheet already
known, the semantics of the remainder of the terms can be deduced applying multiple heuristics at the same time. Main assumption here is that Measures are always related to Units of Measure and
Quantities, Quantities, again, are always related to Phenomena (Appendix A.2 rule 8,9,10). Also the design of the tables in the spreadsheets provides information about the semantics of the terms (Appendix A.2 rule 11 to 14).
Indication of Hierarchical and Property Relationships
Next step is to define mutual relationships between the recognized
concepts in the spreadsheets (Figure 4.3). The hierarchical relation-
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Traffic

has

isA

has

InvestmentCost

CargoTraffic
CargoTrafficOnGas

Phenomenon

has

Quantity

isA

UrbanTraffic
MicroEV

2000

€

Unit of Measure

Measure

Figure 4.3: Example, in outline, of the color markup of the main used
concepts and their relations in one of the spreadsheet tables
UrbanTraffic
MicroEV
InvestmentCost
Lifetime MicroCar
InvestmentCostPerDistance

€

150000

2000

km
=M12/$H$39

€/km

0,00013

Figure 4.4: Example of a formula connecting different concepts in the
spreadsheet

ships are mainly expressed in the design of the spreadsheet tables
(Appendix A.2 rule 19 to 21).
As mentioned in the previous section from OM ontology we
already have a basic assumption on the property relationships between the concepts in the spreadsheets. These relationships are
also expressed in the design of the spreadsheet tables (Appendix
A.2 rule 15 to 18).
Analysis of Formulas
Final step is to analyze the formulas in the spreadsheet. These are
not directly visible, but are ‘hidden behind’ the numbers in the
spreadsheet cells. To understand the conceptual meaning of the
formulas in the spreadsheet, we look at the Quantities that are related to the Measures in the formula, and to the Phenomena that are
related to those Quantities. Analyzing the formulas reveals additional information on relationships between concepts an also helps
deducing implicit information.
An example is presented in Figure 4.4. The Unit of Measure and
Quantity of the statement ‘MicroCar 150000’ are missing. From
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EnergyCarrier

Traffic

Electricity
Urban Traffic

CargoTraffic

Gas

…
Technology

MicroCar

Truck

For
UrbanTraffic

For
CargoTraffic

MicroEV

…

On
Electricity

On
Gas

…

CargoTrafficOnGas

Figure 4.5: Overview of the main classes, subclasses and relations of the
Phenomena used in the analyzed spreadsheets.

the other concepts in the formula we can deduce that the missing Unit of Measure is ‘km’. From the related Unit of Measure ‘km’
and the related Phenomenon ‘MicroCar’ we can deduce that the
missing Quantity is ‘distance driven’(Appendix A.2 rule 4). The
textual comments in the spreadsheet indicate that it concerns the
distance driven during the lifetime of a car. Summarized in natural language, the formula shows that the investment costs per
distance for MicroCars using MicroEV Technology are equal to
the total investments costs divided by the total distance driven by
a MicroCar during its lifetime. From the formula we also deduce
that Microcars are a type of Urban Traffic, and that the car Technologies present in the spreadsheet can be categorized by the type
of Traffic that is using them (Figure 4.5).
Next step is to define mutual relationships between the recognized concepts in the spreadsheets (Figure 4.3). The hierarchical
relationships are mainly expressed in the design of the spreadsheet
tables (Appendix A.2 rule 19 to 21).
As mentioned in the previous section from OM ontology we
already have a basic assumption on the property relationships between the concepts in the spreadsheets. These relationships are
also expressed in the design of the spreadsheet tables (Appendix
A.2 rule 15 to 18).

…
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Table 4.1: Number of classes per type represented and used in the analyzed Excel sheets. Implicit classes are deduced using heuristics in appendices
Data sheet

Calculation sheet

Explicit

Implicit

Explicit

Implicit

Phenomenon

24

9

14

6

Quantity

6

21

19

11

1

2

1

Quality

4.3.4

Characteristics of the analyzed spreadsheets

Additionally, we performed a rough quantitative analysis on our
findings and examined the workflow in the spreadsheets.
Concepts
The Phenomena recognized in the spreadsheets can be categorized
into three main classes ‘Traffic’, ‘EnergyCarrier’ and ‘Technology’
(Figure 4.5). All Phenomenon classes that are used in the calculation
sheet are also used in the data sheet (Table 4.3), but in the data sheet
more subclasses are distinguished (Table 4.1). Main explanation is
that the data sheet includes all possible traffic technologies, while
the calculation sheet focuses on passenger traffic only. Both sheets
use about the same number of Quantity classes (Table 4.1) but only
7 of these are used in both sheets (Table 4.3). The majority of the
Quantity classes in both sheets are properties of the Phenomenon
‘Technology’.
Workflow
We distinguish between different formula types by looking at the
Quantities they use as in and output. The calculation sheet uses more
types of formulas than the data sheet(Table 4.2); the formula types
in both sheets are different as the sheets play different roles in
the workflow of the entire model. The majority of the formulas in
both sheets calculate new properties of Phenomenon ‘Technology’,
for which they may use other properties of Phenomenon ‘Technology’ as well as properties of other concepts. The formulas that are
represented and used in the calculation sheet are all connected with
each other, while in the data sheet only 2 formulas are connected.
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Table 4.2: Number of formulas used in the analyzed Excel sheets
Data sheet

Calculation sheet

Total

4

10

Output related to Technology

4

7

Input related only to Technology

2

3

Input related to Technology and other concepts

2

3

Table 4.3: Similarities in used entities between the analyzed Excel sheets
# used in both sheets

Phenomena

Quantities

Qualities

Formulas

20

7

1

0

By analyzing the connections between the formulas we could
determine the final output Quantities of the sheets, i.e., production
costs, emission of greenhouse gases and required energy input,
and how they were derived. In essence we could deduce the workflow in the spreadsheets.
4.3.5

Interview with Model Developers

We interviewed the developers of the spreadsheets to compare
their view on the conceptual model with the content and configuration of our semantic model.
Workflow
The researchers mentioned the calculation of greenhouse gas emissions and production costs as the main aims of their model. The
calculation procedure in the model is based on assessing supply
and demand of EnergyCarriers. In the model structure they did
not make a distinction between these two aspects as they assume
that Technologies and Sectors could contribute to both supply and
demand of EnergyCarriers. However, they did use a clear distinction between supply and demand in the model workflow
We could derive the aims of the analyzed sheets from the final
output Quantities of the formulas and these matched with the aims
the model developers mentioned for the entire model. We did not
notice the emphasis on the supply and demand equilibrium in
the workflow, nor a distinction between supply and demand elements in the model. This may be caused by our limited scope as
we focused on one energy demanding sector, ‘Traffic’, and did not
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consider the workflow in the model as a whole, which consisted
of many more spreadsheets.
Concepts
According to the developers the main concepts in the model are
the EnergyCarriers and the Technologies that use these EnergyCarriers as in or output. The developers designed a template for
the spreadsheets in the model. It is easy to recognize semantics of
the terms in the spreadsheet as they all have known, fixed locations. The model is perceived by the developers mainly from the
point of view of the calculation workflow.
In our analysis we also distinguished EnergyCarriers and Technologies as important concepts and recognized their association.
We included Traffic, one of the energy-demanding sectors, as third
main concept. This did not match the view of the developers,
which, again, may be caused by the limited scope of this study.
During the reconstruction process we noticed the influence of the
location of the terms in the spreadsheet on their semantics and already recorded this in our heuristics. We modeled primarily from
the perspective of the concepts and their relations, as opposed to
the calculation workflow. Due to this difference in point of view,
it was difficult to verify the reconstructed conceptual model. However, we did not recognize any inconsistencies between our interpretation of the conceptual model and that of the developers.
4.3.6

Discussion

Ontology reconstruction
The design of the spreadsheet contained implicit but valuable information on the underlying conceptual model. The heuristics we
formulated appeared successful in extracting this information from
the two analyzed spreadsheets. We think that the analysis of the
formulas offers several opportunities for semi-automated support
of spreadsheet annotation. Formulas are easily recognizable and
they provide conceptual knowledge as they are connected to concepts in the conceptual model. Furthermore, analysis of formulas,
as part of the calculation workflow, matches the approach of most
model developers. Analysis of the formulas in tabular data is, however, only possible when they are stored in Excel or ODF format;
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the CSV format which is often used in research on spreadsheet
semantics cannot store formulas.
Our methodology might be applicable to spreadsheets from other
domains, if they contain empirical data with corresponding units
of measure and especially if they are also used for data analysis,
i.e., when they contain formulas. Testing our methodoloy outside
the scope of this study could be a subject for further research.
Meta ontology
OM proved to be a suitable ontology to formally describe the semantics of the analyzed spreadsheets. We suggested a few additions to OM, especially on the level of concept properties, to facilitate semantic characterization of terms (Appendix A.2 rule 6
to 10). A drawback of OM is that it is not yet grounded in foundational ontologies (Rijgersberg, Van Assem, and Top, 2012). A
suitable alternative would have been the QUDT ontology 5 , which
is comparable to OM but has more extensive foundation. QUDT
does not include phenomena which we think are essential to formally describe conceptual scientific knowledge. The developers of
OM note possibilities for integration of their ontology with QUDT
(Rijgersberg, Van Assem, and Top, 2012) so we would have needed
to specialize QUDT in order to be able to use it.
Research questions
We were able to reconstruct a conceptual model, i.e., the used
concepts and their relations, from the analyzed spreadsheets. We
could not find inconsistencies between our reconstructed conceptual model and the story of the developers of the spreadsheets.
From the interview it was clear that the developers were primarily focused on the calculation workflow, and showed limited
interest in the conceptual model. Although we set out to reconstruct the conceptual model in the developer’s head, we found
that we were constructing a model that did not exist yet. This is in
line with observations made by Clancey (Clancey, 1983). The differences in focus may be explained by different viewpoints on the
purpose of these types of scientific models. The model developers
may see these models mainly as instruments to perform scientific
analyses, while we consider them to be tools to communicate scientific knowledge.
5 QUDT, http://www.qudt.org
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4.4

pilot 3: knowledge representation in scientific
models and their publications

In the third pilot study we analyze the spreadsheets and a report of
the same case study model as used in the second pilot study (Section4.3). We explore which elements in the report and spreadsheets
can be linked directly, and what is needed to actually implement
these links.
4.4.1

Related work

In the last decade much research has been done on connecting scientific data and analyses to facilitate the exchange and reuse of
digital knowledge. Publishing models and data sets as linked data
(Bizer, Heath, and Berners-lee, 2009) enables connections with related data sets and concepts. The Data Cube vocabulary 6 , for example, provides a means for publishing statistical data as linked
data with associated metadata in order to support interpretation
and reusability. In several scientific disciplines workflow systems
(e.g., Missier et al., 2010, Ludäscher et al., 2006, Bechhofer et al.,
2011) are used to support data-intensive research by connecting the
various data manipulation, analysis and reportation steps. Such
reconstruction of workflows facilitate the documentation and reproducibility of whole experiments, but they require all the data
and methods to be executed a-priori in the system. Post-hoc reconstruction of the provenance of existing documents and data
is much more complicated and only beginning to be addressed
(Magliacane, 2012). In this era of eScience it becomes increasingly
important to describe and annotate data and models, not only to
allow reproducible research, but also to allow understanding and
therefore enhance the exchange of knowledge (Hey, Tansley, and
Tolle, 2009).
4.4.2

Method

Data set
Our case study model is the same as the model used in the second
pilot study (Section4.3). The computational model consists of a set
of spreadsheets which are all included in the analysis. The asso6 Data Cube, http://www.w3.org/TR/vocab-data-cube/
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ciated publication is a research report (PBL Planbureau voor de
Leefomgeving and Energieonderzoek Centrum Nederland, 2011)
used to inform the Dutch government about consequences of different strategies in energy policy. The text we select for our investigation is a chapter from the report describing the computational
model and the experimental results.
Analysis of concepts
To analyze which terms are included in the report chapter, we
compare the terms in the chapter text with terms in a corpus. Our
corpus consists of three reports, viz., the complete PBL research
report and two research reports of two other govermental agencies
in different fields, i.e. the Netherlands Institute for Social Research
and the CPB Netherlands Bureau for Economic Policy Analysis.
We compute the term frequency-inverse document frequency (tfidf), to evaluate the importance of a term to the report chapter
relative to its importance to the corpus.
We obtain the terms used in the computer model by automatically retrieving the labels, i.e., the cells of type string, from all the
spreadsheets in the model, which we then tokenize and count.
Subsequently, we determine the nature and fraction of spreadsheet terms that are included in the chapter text and the nature
and fraction of spreadsheet terms that are left out. We also determine the nature of the report chapter terms that do not occur in the
spreadsheets. As we do not have a Dutch dictionary available containing terms specific to the domain of energy science, we can not
lemmatize the terms from the spreadsheet and chapter before the
analysis. The results are manually corrected afterwards, to make
sure that not only exact matches of terms are considered but also
inflicted forms.
Analysis of calculation procedures
The chapter of the research report describes results of model analyses and the way these are produced. These descriptions are straightforward, which enables us to, to a certain extent, reconstruct the
corresponding formulas from the storyline in the text. We retrieve
the formulas from the report sections, analyze how they are related
through their in and output and reconstruct chains of formulas.
We also analyze how they are related to concepts (domain specific
terms) in the text.
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We retrieve calculation procedures from the spreadsheet by automatically tracing the dependencies between individual cells through
the included formulas. Analyzing the dependencies between all
the cells in the spreadsheet would produce huge networks with
thousands of nodes and edges. From the point of view of feasibility, and as proof op principle, we select one of the cells on the
sheet that is presenting the overall results of the model. Subsequently, we use network analysis to determine which nodes in the
graph are the most important. We use a product of normalized
pagerank and normalized betweennes, which represent respectively
the nodes with the most central positions and the nodes which act
as gatekeepers. The resulting ”most important" nodes we connect
in a reconstructed, simplified calculation workflow.
Subsequently, we determine which variables and relations from
the chapter text are found in the spreadsheets, and which are left
out. We also determine which variables and relations from the reconstructed spreadsheet workflow are included in the chapter text,
and which are not present.
4.4.3

Results

Term analysis
The total number of terms retrieved from the spreadsheet was 852.
About 39 % of these terms could be found in the chapter text. From
the top 30 most frequent terms in the spreadsheets 23 terms were
present in the chapter text (Table 4.4).
Many frequent terms in the spreadsheets represent units of measure, e.g., pj, twh and mton (Table 4.4), or refer to model or parameter settings, e.g., unlimited (Table 4.5). Except for the units of measure represented in Table 4.4, no units were found in the chapter
text, irrespective of their spelling or the use of their full names.
Some of the model settings refer to the research design, e.g., pessimistic and optimistic) which refer to the used scenario , and several of these terms are also present in the chapter text. The model
and parameter settings that refer to calculation processes were not
found in the chapter text.
The chapter text consists mainly of domain specific terms and
terms representing high level quantifications or qualifications, e.g.,
energy demand and clean (Table 4.6). Domain specific terms were
frequently present in the spreadsheets (Table 4.4), but the high
level terms were scarce.
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Table 4.4: Top ten terms found in both spreadsheets and chapter text; top
ten according to spreadsheet rank
term

chapter

spreadsheet

spreadsheet

tf-idf

count

rank

pj (peta joule)

9.8

3667

1

pessimistic

5.6

1057

3

optimistic

7.5

1056

4

twh (tera watt hour)

10.8

828

5

heat

10.3

758

6

mton (mega ton)

27.3

717

7

biomass

40.3

667

8

km (kilometer)

3.5

495

10

co2

38.5

366

13

natural gas

6.1

365

14

The terms found in both spreadsheets and chapter text are semantically equal, i.e., they refer to the same concepts. Some terms
in the chapter or spreadsheet may seem ambiguous, but their use
and meaning in the context of the spreadsheets and report chapter
is very clear. For example, the term unlimited (Table 4.5) is a parameter setting in the spreadsheets, which refers to the contribution
of individual technologies to the total energy demand, while the
term limited (Table 4.6) is a qualitative measure in the chapter text,
which refers to the availability of stocks of energy carriers. And
the term clean always refers to energy production with no or little
greenhouse gas emissions.
We found that less than half of the terms in the spreadsheets
matched terms in the publication at a lexical level, but there was
much more overlap at the conceptual level. (Table 4.7). The chapter
text was not confined by the use of abstract or aggregate concepts,
but used less than half of the subclasses that were present in the
spreadsheets.
Calculation analysis
In the chapter text 54 different variables were found. About 57%
could be traced to cells in the spreadsheets. Most of these were
found on the same three spreadsheets, that summarize model settings and results. The variables that could not be found in the
spreadsheets were mainly aggregate variables, for example, total
energy demand and costs of technologies. Though, the different com-
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Table 4.5: Top ten terms only found in spreadsheets
spreadsheet

spreadsheet

term

count

rank

middle

1071

2

billion

496

9

m (meter)

383

12

unlimited

363

15

geothermal energy

353

17

lt (low temperature heater)

216

28

ht (forced-air heater)

216

27

sht (wood-burning heater)

208

33

wet

208

32

steal

199

37

Table 4.6: Top ten terms only found in chapter text
term

chapter tf-idf

energy demand

34.0

capture

31.4

decrease

29.7

clean

25.1

reference scenario

24.3

alternatives

22.9

feasibility

22.7

elektrification

20.9

building blocks

20.9

limited

19.0

Table 4.7: Number of terms per concept in spreadsheet and chaptertext
Superclass

Nr. of Subclasses
in spreadsheet

in chapter

overlap

Technology

78

31

27

Sector

37

26

19

Supply (stock)

24

13

11

Biomass

17

2

2
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Figure 4.6: Network analysis of all spreadsheet cells connected to an end
result of the computational model. The size of the circles indicates the importance of the corresponding cell as ”central"
and ”gatekeeper" node.

ponents of these aggregate variables, for example, energy demand
per subsystem and cost per technology, were all present in the spreadsheets. About one third of the relations between the chapter variables could be found as direct relations between cells in the spreadsheets. These consisted mainly of relations between total emissions
in the netherlands and emissions of the different economic sectors.
Figure 4.6 shows the 1796 spreadsheet cells that are, through
formulas, connected to cell ”E19 - Results", which represents one
of the end result in the model total of greenhouse gas emissions in
the built environment. Only 19 cells were characerized as important
”central" and ”gatekeeper" variables in this network. These 19 variables could be connected, directly and indirectly, in a simplified
reconstruction of the calculation workflow of the end result (figure 4.7). When we compared the reconstructed workflow with the
chapter text, we could find the end result variable, as well as a
number of the used technologies. The chapter mentioned also an aggregate variable heat demand built environment which is not as such
present in the workflow, but its components are. None of the other
variables and none of the relations in the reconstructed workflow
could be found in the chapter text.

4.5 discussion and conclusion

Figure 4.7: Reconstructed, simplified calculation workflow based on the
results of the network analysis in figure 1. Repeating variables
are excluded and the different technology choices are represented as one variable.

4.4.4

Discussion

Results of the terms analysis showed that the chapter and the
spreadsheets use the same concepts. But the chapter typically focuses on the super and aggregate classes, while in the spreadsheets
the low-level classes of the same concepts are more frequent. The
calculation procedure of model results as described in the report
chapter gives a correct, but incomplete and very general outline of
the workflow included in the spreadsheets. The chapter describes
many aggregate or abstract variables which were not found as
such in the spreadsheets, while the component variables from the
spreadsheets were not present in the chapter. As the report chapter and spreadsheets agree at the conceptual level, linking the two
items seems appropriate. The difference in abstraction level makes
it difficult, however, to create explicit links between elements in
the report and the spreadsheets.
4.5

discussion and conclusion

In all case studies we observe that the conceptual knowledge included in an environmental computational model can be viewed
from different perspectives, i.e., a computational and a descriptive
perspective. Ontologies adopt the descriptive perspective as these
provide a description of the concepts and relationships included in
a model. The first pilot study shows that ontologies help peers to
understand environmental computational models on a conceptual
level. The interview with the model developers in the second pilot
study indicates that they see their models mainly as instruments to
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perform simulation studies, and therefore focus primarily on the
computational aspects. In our opinion, the two perspectives are
complementary and equally important, and interconnected. The
challenge is to create a representation of the conceptual knowledge
that combines both perspectives.
In the first and second case study we observed that the code, i.e.,
the source code or the spreadsheet data, of environmental computational models contains implicit information. Manually extracting
knowledge from this code is time consuming and difficult. However, we see several opportunities that could facilitate this task, and
enable automation. Domain ontologies could be used to automatically annotate domain concepts in model code. And, a meta-level
ontology may be used to characterize the quantities in this code
both as part of the structural domain knowledge, i.e., as quantitative properties of phenomena, and as part of the calculation workflow, i.e., as variables. Subsequently, these quantities may serve
as a link between the descriptive and computational knowledge in
the domain model. Furthermore, heuristics on the layout and structure of spreadsheet tables may be used to inform the annotation
and interpretation process.
Results of the third case study show that the difference in abstraction level makes it difficult to create direct links between the
concepts in the publications and the code of environmental computational models. The challenge is to create a representation of the
conceptual knowledge, that can serve as an intermediate layer. Using only terms from the model code in this representation would
not be sufficient, as these contain mainly low-level classes of domain concepts. An external vocabulary is needed to retrieve the
higher levels of abstraction of these concepts that can be linked to
concepts in the publication.
In the second and third case study we used several methods
for spreadsheet analysis and interpretation, i.e., the interpretation
of table layout using heuristics, the semantic characterization of
spreadsheet terms with vocabulary concepts, and the analysis of
dependencies and dimensions in spreadsheet formulas. An important observation is that these different methods can inform each
other. As such, we think that combining these methods in an iterative process would be a suitable and promising approach to explicate the knowledge that is implicitly included in spreadsheets. We
also think that an iterative design could facilitate automating the
interpretation process.

C O M B I N I N G I N F O R M AT I O N O N S T R U C T U R E
A N D C O N T E N T T O A U T O M AT I C A L LY
A N N O TAT E N AT U R A L S C I E N C E S P R E A D S H E E T S

Environmental computational models are simplified and controllable representations of natural systems. Environmental computational models come in many different shapes and forms as these
may vary in topic, scale, structure, modeling paradigm, and software implementation. In the first part of this thesis we consider
the knowledge captured in environmental computational models
in general. The second part of this thesis focuses on the actual reconstruction of the domain model of environmental computational
models. We choose to focus on a specific type of environmental
computational models, i.e., those that are implemented as spreadsheets.
In this chapter we propose several approaches for the automatic
annotation of the content of natural science spreadsheets. Our annotation approaches combine heuristics on the structural properties of these spreadsheets with information from external vocabularies. We evaluate our approaches in a case study, with a set of
existing natural science spreadsheets, by comparing the annotation
results with a baseline based on purely lexical matching.
This chapter is based on a paper coauthored with Jan Wielemaker, Hajo Rijgersberg, Bob Wielinga, Guus Schreiber and Jan
Top “Combining Information on Structure and Content to Automatically Annotate Natural Science Spreadsheets” (De Vos et al.,
2017a), published in the International Journal of Human-Computer
Studies.
5.1

introduction

In this article we propose several approaches for automatic annotation of natural science spreadsheets using a combination of structural properties of the tables and external vocabularies.
Scientists from domains other than computer science typically
use spreadsheets to store and manipulate data collected during
research (Chen and Cafarella, 2013; Maguire et al., 2013). This is
85
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especially true for scientists from the domain of natural science,
e.g. biology, medical science and physics (McDonald et al., 2012;
Rayner et al., 2006; Rijgersberg, Wigham, and Top, 2011; Wolstencroft et al., 2011). While designing their spreadsheets they inevitably make choices with respect to the entities and processes
to be included, and the way in which these are organized in tables. The domain model of the scientists is implicitly reflected in
the content and structure of the spreadsheet tables. Domain scientists may give a textual explanation about their ideas and choices
in their publications, but the actual domain model remains hidden. As this domain model is essential to understand the meaning
and context of the spreadsheet data, it is currently hard to unambiguously interpret these data for people other than the original
developers. The overall objective of our research is to explore new
ways to make the underlying domain model of scientific spreadsheet data explicit.
An important cause of the limited semantic specification of scientific spreadsheet data is the free format of spreadsheets, which
gives researchers a great deal of freedom in how they enter and
manipulate their data. Moreover, domain scientists create their
spreadsheets for their own use to analyze new problems and improve domain understanding (Segal and Morris, 2008). They may
therefore be less interested in how the data is understood by peers
who want to reuse or review such data. Semantic markup tools
like RightField (Wolstencroft et al., 2011), OntoMaton (Maguire et
al., 2013), and spreadsheet based formats like MAGE-Tab (Rayner
et al., 2006) and ISA-Tab (Sansone et al., 2012) may be used to
develop templates for domain scientists to enter their data. These
templates encourage standardization of spreadsheet data and as
such facilitate interpretation and reuse. But setting up these templates requires time and technical knowledge, and the freedom for
domain scientists to enter their data is constrained. We argue that
automatic annotation of scientific spreadsheet data with concepts
from the underlying domain model could facilitate the interpretation, evaluation and reuse of scientific spreadsheets.
This chapter extends previous work (De Vos et al., 2012) by
proposing a set of approaches for automatic annotation of spreadsheet tables. Basic assumption in these approaches is that the underlying domain knowledge can be represented as the collection
of concepts in a set of spreadsheet tables, and how these are related to each other. We propose to extract these concepts and in-
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terrelations by iteratively combining information on the structural
properties, and information on the content of scientific spreadsheet
tables. The information on the structure is expressed as heuristics
and rules on table layout, and grammar rules on quantities and
units of measure. The content information consists of two external
vocabularies, i.e., one vocabulary related to the scientific domain
of the spreadsheets and one vocabulary on units of measure, quantities and related concepts.
The focus of this chapter is on spreadsheets that are used in natural science; scientists working in the domain of natural science are
hereafter referred to as domain scientists. Natural science spreadsheets often represent laboratory or field measurements, and typically consist of numerical data, quantities and units of measure
(Van Assem et al., 2010), and information on the associated objects
and events. As such, these spreadsheets typically possess structural properties that pose a challenge for automatic interpretation
and annotation. These properties are 1) the presence of blocks
within a table, 2) the presence of units of measure, 3) the presence
of quantities, 4) the presence of different type of blocks, in terms
of content position, and role in the table, and 5) the grouping of
similar domain concepts. For each of these properties we suggest
an annotation approach, that may help to overcome the challenges.
In a case study with a set of existing natural science spreadsheets,
we evaluate each approach by comparing the annotation results
with a baseline based on purely lexical matching.
In this chapter we make the following contributions: (i) we provide the algorithms, and heuristics that are used in our approaches
(Appendix A.3) for automatic semantic annotation of spreadsheet
tables , (ii) in our case study experiment (Section 5.4) we prove
that including information on structural properties of spreadsheet
tables results in higher precision and recall of annotation of individual terms (Sections 5.5.1, 5.5.2, 5.5.3) and (iii) we show that the
semantic characterization of blocks (Section 5.3.5) is an essential
first step in the identification of relations between cells in a table
(Section 5.5.3).
5.2

related work

Many studies have focused on improving the accessibility of tabular data to facilitate search and integration. We observe two types
of approaches. One approach is to convert tabular data into for-
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mats that are more suitable for automatic processing. There are
several systems that convert tabular data into OWL ontologies,
like, Anzo suite 1 and Mapping Master (Connor, Halaschek-wiener,
and Musen, 2010) or other semantic web formats, e.g., RDF123 (Han
et al., 2008), XLWrap (Langegger and Wolfram, 2009) and TabLinker
(Meroño-Peñuela et al., 2013). Other studies have developed systems to convert tabular data into XML (Shu et al., 2015), or relational data (Cafarella et al., 2008; Chen and Cafarella, 2013). MAGETab (Rayner et al., 2006), ISA-Tab (Sansone et al., 2012), and BIOM
(McDonald et al., 2012; Rayner et al., 2006) are tabular formats that
use an underlying data model with relevant metadata from scientific experiments. These formats can be used to either directly enter data, or as a template for mapping other spreadsheet files onto
one structure. The ISA-Tab format can also be converted to RDF
which enables annotation with concepts from external ontologies
(González-Beltrán et al., 2014).
Another approach is to annotate tabular data with concepts from
vocabularies. For this purpose, W3C has developed both a data
model 2 , and a vocabulary for tabular data and corresponding
metadata 3 . Some tools (Limaye, Sarawagi, and Chakrabarti, 2010;
Mulwad, Finin, and Joshi, 2012) use existing generic ontologies,
like Yago, DBPedia , while other tools (Maguire et al., 2013; Wolstencroft et al., 2011), use existing domain ontologies for semantic markup. Some approaches develop their own ontology, either
manually (Shu et al., 2015) or by extracting concepts and relations
from the web (Venetis, Halevy, and Madhavan, 2011), to annotate
tabular data.
All the abovementioned studies acknowledge that a correct interpretation of tabular data is essential for conversion or annotation. In order to derive a correct interpretation, the studies use
different strategies to infer the semantics from tabular data and
resolve ambiguities. Some of these strategies rely on manual mapping specifications constructed by users (Shu et al., 2015) or human
analysts with sufficient knowledge of applying semantic web techniques (Connor, Halaschek-wiener, and Musen, 2010; Han et al.,
2008; Langegger and Wolfram, 2009; Meroño-Peñuela et al., 2013;
Wolstencroft et al., 2011). Others compare their tabular data with
1 Anzo suite, http://www.cambridgesemantics.com/)
2 W3C tabular data model, https://www.w3.org/TR/tabular-metadata/
#bib-tabular-data-model

3 W3C

tabular

data

#annotating-tables

model,

https://www.w3.org/TR/tabular-metadata/
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large collections of example data, e.g., large vocabularies like Yago
or DBPedia, or generic databases extracted from the Web, and rely
on probabilistic reasoning methods to find the best suitable annotation or interpretation for table cells and columns (Cafarella et
al., 2008; Limaye, Sarawagi, and Chakrabarti, 2010; Mulwad, Finin,
and Joshi, 2012; Venetis, Halevy, and Madhavan, 2011). And, many
studies use knowledge on the structural properties of a table to
derive a correct interpretation of its content. Several studies created a library on commonly used layout patterns in tabular data
(Garcia-silva et al., 2008; Hermans, Pinzger, and Deursen, 2010;
Rocha Bernardo, Mota, and Santanchè, 2013). Abraham and Erwig
(2006) developed a framework to automatically classify roles of
cells in a table based on the spatial layout of a spreadsheet. Van
Assem and colleagues 2010 introduced disambiguation strategies
for units of measure and quantities based on the way these are notated in table cells. And Chen and Cafarella (2013) use heuristics
and rules on spreadsheet layout and implicit metadata structure
to automatically extract relational data from spreadsheets.
The related work described in this section provides multiple
approaches that can be used to translate natural science spreadsheets into more appropriate representations. The automatic interpretation and annotation of the content, however, remains an
issue, as many of the abovementioned approaches are not suitable
for natural science spreadsheets. The use of probabilistic reasoning methods to annotate tabular data requires a large collection
of example data. The content of natural science spreadsheets is
too domain specific to be annotated with entities from commonly
used vocabularies or generic databases extracted from the Web.
Furthermore, probabilistic reasoning methods are mainly used to
annotate textual values in tables. As natural science tables for a
large part consist of numerical values, the success of probabilistic reasoning methods to annotate these tables is probably limited.
On the other hand, the tables in natural science spreadsheets may
be more structured, and demonstrate less variety in their layout
than arbitrary tables in documents or on the web. Although natural science spreadsheet tables are designed for human consumption, and contain implicit information, we argue that the structural
properties of these tables could be very useful to inform automatic
interpretation and annotation. As such the approaches described
by (Abraham and Erwig, 2006; Chen and Cafarella, 2013; Garciasilva et al., 2008; Hermans, Pinzger, and Deursen, 2010; Hipfl, 2004;
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Mittermeir and Clermont, 2002; Rocha Bernardo, Mota, and Santanchè, 2013; Van Assem et al., 2010) offer a useful basis to build
upon.
5.3

method

As mentioned in the introduction section, tables in natural science spreadsheets possess structural properties that may pose challenges to automatic interpretation and annotation, and at the same
time, provide additional information on the content. In this section we describe five such structural properties of these tables (Table 5.1). For each of these five properties we propose an approach,
that may improve the results of automatic annotation and interpretation. We consider lexical matching with concepts from a domain
vocabulary as a baseline method for automatic annotation of natural science spreadsheet tables. Our annotation approaches for the
five properties are additions to this baseline method The general
idea is described in the next subsection, the individual properties
and corresponding approaches are described in more detail in the
following subsections.
5.3.1

Basic principles

In the development of their spreadsheet tables, domain scientists
obviously include domain knowledge in the content of the table
cells. Besides that, they apply implicit rules that shape the design
of their tables, e.g. they group semantically related terms in blocks.
In each of our annotation approaches (Table 5.1) we combine these
two types of information.
For content identification we use concepts from selected vocabularies. Natural science spreadsheets often represent laboratory or
field measurements, and therefore typically consist of numerical
data, quantities and units of measure (Van Assem et al., 2010), and
information on the associated objects and events. The vocabularies
used for annotating content therefore consist of at least one vocabulary that covers the domain of the considered spreadsheets, and
a dedicated vocabulary on quantities and units (see Section 5.4.2).
Both vocabularies contain labeled concepts that are part of a graph
structure.
For structural information we use classification rules and heuristics on the properties of natural science spreadsheet tables. The
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Figure 5.1: Dependencies between the annotation approaches presented
in this study (NB do not read this diagram as a workflow)

structural properties of natural science spreadsheets, and corresponding rules and heuristics, are derived from literature (Abraham and Erwig, 2006; Chen and Cafarella, 2013; Van Assem et al.,
2010), and manual analysis of spreadsheet tables from the domain
of natural science and engineering (De Vos et al., 2012; Fisher and
Rothermel, 2005). The rules and heuristics, and the way these are
implemented in algorithms, are described in the appendix of this
chapter (Appendix A.3). All algorithms are developed using SWI
prolog 4 and are publicly available 5 .
Although our annotation approaches are presented separately,
these are not independent from each other. The approaches do not
only build upon each other, but are also combined in an iterative
way (Figure 5.1). For example, the annotation of unit and quantity
blocks builds upon the recognition of individual unit and quantity
terms, while the annotation of individual unit and quantity terms
can be more precise by annotating only the terms that are present
in unit and quantity blocks.

4 SWI-prolog, http://www.swi-prolog.org/
5 GitHub repository, https://github.com/MartineDeVos/Spreadsheets/tree/
work/annotation
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1

Units of measure are common, and represented as symbols or short
strings

Observational data and associated context are located in rectangular
blocks within the table

property

Annotate unit cells by applying unit grammar + exact string matching
(Table A.2, algorithm 5)

Identify table body and context blocks by recognizing string and float
blocks (Table A.1, Algorithm 4)

annotation approach

Table 5.1: Characteristic properties of quantitative natural science spreadsheet tables and approaches for automatic annotation. Rules,
heuristics, and algorithms, are described in the appendix (Appendix A.3).

2

Annotate quantity cells by applying quantity grammar (Table A.3, algorithm 6)+ lexical matching or deduction from unit of measure

4a The blocks in a table differ in terms of content, position and role

Identify Unit, Quantity and Phenomenon blocks by applying unitquantity grammar and heuristics on table design (Table A.4,Algorithm
7,8)

Quantities are common, but only implicitly mentioned through the
associated unit

These blocks contain semantically related individual terms

3

b

Annotate terms by applying vocabulary selection: OM for unit and
quantity terms, and domain vocabulary for phenomenon and quantity
terms (Table A.5, Algorithm 9)

Select per domain term the annotations that are related to the corresponding block term (Table A.6, Algorithm 10)

Annotate phenomenon blocks with a common denominator, i.e. block
term (Table A.6, Algorithm 10)

The context of domain terms is essential for correct interpretation

5a Terms referring to similar domain concepts are grouped
b

5.3 method

5.3.2

Property 1: blocks within a table

The first property of natural science spreadsheet tables, or spreadsheet tables in general, is that data are organized in rectangular
blocks. More specifically, string data and float values are grouped
in separate blocks, which are placed together to make up a table.
The float block contains the values of observations or measurements in a table, and the surrounding string blocks describe the
context of these measurements (Abraham and Erwig, 2006; Chen
and Cafarella, 2013).
We have developed an approach to recognize string and float
blocks in a spreadsheet (Table A.1, algorithm 4). We annotate the
float blocks as table bodies, and the surrounding string blocks as
context blocks.
This first property of natural science spreadsheet tables has a
special status, as we consider it a starting point in our approach,
and a prerequisite for the next steps. We assume that the annotation of body and context blocks is straightforward and we do not
evaluate this step separately in the case study experiment.
5.3.3

Property 2: units of measure

Terms representing units of measure in natural science spreadsheet
tables often have a typical structure. They consist of very short
strings containing one or more symbols, optional brackets and
slashes, and optional some free text. For example, the term “J/kg”
represents the unit “joule per kilogram”, and “m” represents the
unit “metre”. Straightforward lexical matching methods (e.g., Algorithm 3) are not suitable for recognition and annotation of very
short strings, as the number of matches is often large, but the corresponding isub distances (Stoilos, Stamou, and Kollias, 2005), i.e.,
measure of the quality of these matches, are low. For example, the
term “ha””, may be matched to the unit “hectare”, but also to
“hectoampere”, and many more concepts, all with the same isub
distance of 0.1.
We have developed a set of grammar rules to recognize terms
that represent units of measure (Table A.2, Algorithm 5). These
grammar rules recognize the typical structure of unit terms. And
as an additional check, at least one symbol in the term should
exactly match with a unit symbol from a dedicated vocabulary.
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In this study we use the OM Ontology for units of Measure and
related concepts (Rijgersberg, Wigham, and Top, 2011).
5.3.4

Property 3: quantities

Quantities in natural science spreadsheets are often represented
as a string, that contains an associated unit of measure, that is
either enclosed in brackets within the term or present in a neighboring cell. The domain scientists developing these spreadsheets
often omit the quantity concept from the quantity term and only
present the related domain concept. For example, a quantity term
representing the mass of applied nitrate may be written as “nitrate
(kg)” and a quantity term representing the mass fraction of clay is
written as “clay [%]”.
Our grammar rules on quantities (Table A.3, Algorithm 6) recognize the typical structure of quantity terms. We use lexical matching to find a match with a quantity concept in the OM vocabulary.
If no match is found, we analyze the associated unit of measure.
The OM vocabulary contains information on which units are commonly used by certain quantities. We use this information to deduce a suitable quantity concept for a quantity term.
5.3.5

Property 4: block typology

In the development of their spreadsheet tables, domain scientists
apply implicit rules that shape both the content and the design
of their tables. They typically group cells that are semantically related (Mittermeir and Clermont, 2002) and use structure and layout features to distinguish between these groups (Chen and Cafarella, 2013; Hipfl, 2004). We assume that these groups of cells, i.e.
blocks, are not only different in terms of their content and position,
but also in terms of their role in the table. More specifically, we assume that four different types of blocks can be distinguished in
scientific spreadsheet tables: 1) blocks containing measurements,
2) units of measure, 3) quantities, and 4) objects and events (De
Vos et al., 2012).
We have developed an approach to semantically categorize the
blocks in a natural science spreadsheet (Table A.4, Algorithm 7,8),
which is an extension of the initial block structure developed in
Section 5.3.2. The table body and context blocks are further categorized using four main concepts from the OM vocabulary: 1)
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Measure, 2) Unit of measure, 3) Quantity and 4) Phenomenon.
The table bodies are all annotated as Measure blocks (Figure 5.2).
Subsequently, the unit blocks within the context blocks are recognized, annotated and separated. We define unit blocks as rows or
columns within the context blocks that contain >30% unit cells.
In order to avoid non-relevant matches with very specific, and
rare, units from the OM vocabulary, the unit cells should represent commonly used units of measure, i.e., units that belong to the
“om:commonApplicationArea”. The next step is to recognize and
annotate quantity blocks. These blocks are either aligned with the
table body and unit block, or contain >30% unit cells. The remaining context blocks are annotated as phenomenon blocks
When a block is annotated with one of the abovementioned OM
concepts, this annotation also applies to all the individual terms
in that block. Furthermore, the semantic category of a block determines which vocabulary and concept class are selected for the
annotation of the individual terms (Table A.5, Algorithm 9). For
some of the individual unit and quantity terms in a natural science spreadsheet our grammar rules may not apply. When these
terms are located in a unit or quantity block, these terms will still
be recognized and annotated as unit and quantity terms.
5.3.6

Property 5: grouping of similar domain concepts

Additional to the grouping of semantically related terms in blocks,
we observe another way of grouping terms. The last property we
distinguish in natural science spreadsheet tables is that terms describing similar domain concepts are typically grouped (Chen and
Cafarella, 2013). Furthermore, these terms often contain incomplete or ambiguous references to particular domain concepts. It
is up to the reader to deduce the exact definitions of these domain
concepts, for example, by considering the context of the table and
the spreadsheet (Cafarella et al., 2008), or by using background domain knowledge. We assume that the grouping of terms describing
similar domain concepts occurs especially in phenomenon blocks,
as these blocks typically describe the domain concepts associated
with the numbers and quantities in the table.
In our annotation approach (Table A.6, Algorithm 10), we build
upon the semantic characterization of blocks described in the previous section (Section 5.3.5). We assume that it is possible to describe a group of terms in a phenomenon block with a common de-
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Figure 5.2: Schematic overview of the annotation approaches presented
in this study

5.4 case study

Figure 5.3: Selection of block terms for phenomenon blocks

nominator, i.e., one single, often higher level, domain concept. Our
annotation approach collects all domain concepts that are hierarchically, i.e., “skos:broader”, or property-wise, i.e.,“skos:related”,
related to the annotations of individual terms in a phenomenon
block. The domain concept that is related to most terms in the
block is selected as common descriptor of that block, the so called
block term (Figure 5.3). Such a block term may provide the context that is needed to select the right annotations for terms in a
phenomenon block. It may also be used to provide information on
terms in phenomenon blocks that did not get an annotation on an
individual level.
5.4

case study

We test our approaches for automatic annotation by applying it
to a set of existing spreadsheets (Tables 5.2,5.3). We compare the
results of our approaches with the results of a baseline method
that consists of purely lexical matching (see Section 5.4.4). We determine the quality of the automatic annotations in terms of precision and recall relative to a manually constructed ground truth
annotation.
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5.4.1

Data set

We select case study spreadsheets that fall within the scope of our
research, i.e., natural science spreadsheets that consist of numerical data, quantities and units of measure, and information on the
associated objects and events. To this end, we perform a literature search using the Google Scholar web search engine. We select
journal papers, that use spreadsheets to perform research analyses,
and that have made these spreadsheets publicly available online as
supplementary data. As several authors of this chapter are working in the domain of agriculture and environmental science, we
select journal papers, and a vocabulary (Section 5.4.2), from these
particular domains. The availability of spreadsheets is checked by
including the keywords “supplementary information” or “supplementary data”, and “spreadsheet” or “.xls”. The subject of the papers is defined by either the keyword “agriculture” or “environment”.
We inspect the spreadsheets of 15 journal papers and select 5
of these for our case study. The rejected spreadsheets either do
not fall into the scope of our research, or are discarded because
our algorithms are not yet able to handle their complicated design, e.g., as these spreadsheets contain nested tables, macros and
pivot tables. Our final case study data set consists of 12 spreadsheets from 5 different journal papers containing a total of 61 tables. These spreadsheets contain data and analyses on farm profitability (Delbridge et al., 2013), life cycle assessment in agriculture
(Bellon-Maurel et al., 2014), greenhouse gas emissions by dairy
cropping systems (Malcolm et al., 2015), environmental services
in agro-ecosystems (Ibarra et al., 2013), and life cycle models of
biofuel production (Plevin, 2009). To enable a fair comparison between our approaches, and the baseline method, we remove all
titles and comments that are surrounding the tables in the spreadsheets. The spreadsheets, as used in our case study, are publicly
available 6

6 GitHub

repository,

work/annotation

https://github.com/MartineDeVos/Spreadsheets/tree/
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Table 5.2: Hypotheses to evaluate the suggested annotation approaches
property hypothesis
2

The unit grammar improves precision and recall of annotation of unit terms

3

The quantity grammar improves precision and recall of annotation of quantity terms

4

The majority of blocks can be correctly retrieved and annotated using the block annotation method
The block annotation improves precision and recall of annotation of individual table terms

5

The majority of the block terms identified by the block term
method is relevant
Selection of domain annotations using block terms results in
higher precision

Table 5.3: Evaluation methods for the suggested annotation approaches
property test

compare with

metric

2

Annotate unit terms using unit
grammar + exact string matching

baseline

precision, recall

3

Annotate quantity terms using
quantity grammar + lexical matching or quantity deduction

baseline

precision, recall

4a

Semantically categorize blocks

b

Annotate individual terms in semantically categorized blocks using
vocabulary selection

5a

Select block terms for phenomenon
blocks

b

Annotate individual terms in phenomenon blocks, select annotations
using block terms

precision, recall
baseline

precision, recall

precision, recall
baseline

precision, recall
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5.4.2

Vocabularies

All annotation methods, i.e., our approach, the baseline method
and the ground truth, use the Valerie ontology 7 to annotate spreadsheet content with domain knowledge concepts. The Valerie ontology is developed to annotate and organize knowledge in research
documents from the domains of agronomy and forestry. All annotation methods use the OM Ontology 8 (Rijgersberg, Wigham, and
Top, 2011) to annotate spreadsheet content with units of measure
concepts, quantity concepts and related concepts.
5.4.3 Ground truth annotation
For all tables a ground truth is constructed by manually annotating both the individual terms and the blocks in the tables with the
concepts from the two selected vocabularies. This process requires
both knowledge of the corresponding vocabularies, and knowledge of the tables and their context. Therefore we perform the
manual annotation in cooperation with domain experts, who are
familiar with the selected publications and spreadsheet files. We
first create a draft annotation, i.e., per block or term in a table we
manually select the possible matching concepts from one or both
vocabularies. For individual terms we first try to find a concept
that describes the term as a whole. If such a concept is not available, we annotate parts of the term separately with matching concepts. We discuss our draft selection with the domain experts, and
subsequently, choose for each block and term the most suitable
concept(s) for annotation.
results of the ground truth annotation A majority
of 81% of the string terms in the sheets can be manually annotated
with concepts from the two selected vocabularies. Terms that can
not be manually annotated were, for example, terms referring to
computations, like “Total”, “Value” and “calculated”, and terms
referring to specific models or scenarios that are used in the corresponding research project.
Half of the annotated terms are annotated with concepts from
both the OM Vocabulary and the Valerie vocabulary (Table 5.4).
The majority of these terms is referring to quantities. Domain sci7 Valerie ontology, http://www.foodvoc.org/page/Valerie
8 OM ontology, http://www.wurvoc.org/vocabularies/om-1.8/
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Table 5.4: Ground truth annotation of string terms: number of annotations
# unit annotations

101

# quantity annotations

326

# domain annotations

665

# total annotations

1092

Table 5.5: Ground truth annotation of blocks
# unit blocks

34

# quantity blocks

60

# phenomenon blocks

56

# body blocks

85

# total blocks

235

entists usually do not write just the quantity, but also include domain knowledge in these terms, e.g., “Volume of adjacent channels” or “Energy to press crop (MJ/yr)”. Frequently, they do not
even mention the quantity at all (see Section 5.3.4). Besides, domain knowledge may also be included in unit terms, e.g., “kg CO2
eq” or “lb/bu soybean”.
About 36% of the phenomenon blocks can be manually annotated with a block term (Table 5.5). For the remaining 64% of the
phenomenon blocks no block term can be selected, as the corresponding string terms can not be matched to a domain concept
(see above), or because the string terms cover such a wide variety
that it is not possible to find a common denominator. Several phenomenon blocks, especially those located in the same spreadsheet,
are annotated with the same block term. This can be explained by
the spreadsheet developers using table templates, i.e., tables with
a fixed layout and fixed combinations of string terms in the table
headers.
5.4.4

Baseline annotation

We compare the results of our approaches with the results of a
baseline method. In this baseline method all string terms in the
case study spreadsheets are automatically annotated with concepts
from the OM and Valerie vocabularies using a lexical matching
method (Algorithm 3). The lexical matching method compares
spreadsheet terms to labels or symbols from the two selected vo-
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cabularies, and expresses the similarity between the two as isub
distance (Stoilos, Stamou, and Kollias, 2005). The maximum isub
distance is 1, meaning two strings are exactly the same. When the
isub distance between a spreadsheet term and a label or symbol
in a vocabulary is ≥ 0.85, the corresponding concept is selected by
the baseline method for annotation.
5.5

results

In this section we describe the results of our case study experiment according to the evaluation methods described in Table 5.3.
It should be noticed that the annotation results are not yet part
of the spreadsheet files, but rather have the form of raw prolog
output (Figure 5.4). However, we also collected these results in csv
files, which are publicly available 9 .
5.5.1

Annotation of unit terms: approach 2

The unit grammar has a higher recall than the baseline method (Table 5.6). More than 80% of the manual annotations of unit terms is
missed by the baseline method, and about 25% by the unit grammar method. The unit grammar also has a higher precision than
the baseline method, but still generates about 28% incorrect annotations.
The lexical matching method applied in the baseline does not
perform well on the unit terms in the case study spreadsheets
(Section 5.3.3), which causes the recall to be low. The majority of
these unit terms consist of either short strings, e.g., “MJ” and “kg”,
which are not recognized by the lexical matching method, or series
of short strings, e.g., “MJ/ha” and “kg CO2 eq”, which are annotated as separate terms.
Part of the unit terms that are missed by the unit grammar
method contains sloppy notations of unit symbols. Domain scientists may make, intentionally or not, typing errors, e.g., by writing
“BTU” instead of “Btu” for “om:’BritishThermalUnit’ or “gr” instead of “g” for “om:gram”. They also may not realize that some of
the unit symbols they use in their spreadsheets require additional
specification in order to be interpreted correctly, e.g., the symbol
“gal” may refer to “om:dry-Gallon-US”, “om:gallon-Imperial” or
9 GitHub

repository,

work/annotation

https://github.com/MartineDeVos/Spreadsheets/tree/
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Figure 5.4: Screenshot example of some case study results in the form of
raw prolog output
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Table 5.6: Automatic annotation of unit terms: comparing lexical matching (baseline) with a method using unit grammar rules
annotation

precision

recall

baseline annotation

0.35

0.16

unit grammar annotation

0.72

0.75

“om:gallon-US”. And sometimes these sloppy notations are commonly used notations among domain scientists, e.g.,
the unit “om:second-Time” is often represented with the symbol
“sec” instead of the official symbol “s”. As the sloppy notations
do not exactly match the labels or symbols of units concepts in
the OM vocabulary, the corresponding terms are not considered
as unit terms, or not all included symbols are correctly annotated.
The difference in precision between the two methods can be explained by the fact that the lexical matching method applied in the
baseline is quite tolerant. It does not distinguish between upper
and lower case, and also considers partial matches to a symbol or
label from the OM vocabulary. The unit grammar method is more
strict, as it only considers a term as a unit term, when it complies to
the grammar rules, and when the included symbol exactly matches
with a symbol or label from the OM vocabulary. Terms like “Corn
Grain” ,“Percent reported” and “MJ/m3” are incorrectly annotated by the baseline method with, respectively, “om:grain” ,i.e., a
unit of mass, “om:percent”, and “om:megajoulePerSquareMetre”.
The unit grammar method, on the other hand, does not consider
the first two terms as unit terms, as “Grain” is written with a capital “G”, and the string “Percent reported” is longer than ten characters. The term “MJ/m3” is annotated with both “om:megajoule”
and “om:cubicMetre”.
The false positives generated by the unit grammar method are
mainly caused by the presence of abbreviations. Domain scientists
often use abbreviations of domain terms, e.g., “N” for nitrogen,
or code names for experiments or dates, e.g. “rye_cg” for a crop
rotation method with rye and corn grain. The grammar rules recognize these abbreviations as unit symbols, e.g., ‘N” is recognized
as symbol for “om:newton”, and the “cg” in “rye_cg” as symbol
for “om:centigram”.

5.5 results

Table 5.7: Automatic annotation of quantity terms: comparing lexical
matching (baseline) with a method using quantity grammar
rules
annotation

5.5.2

precision

recall

baseline annotation

0.38

0.05

quantity grammar annotation

0.39

0.23

Annotation of quantity terms: approach 3

The baseline method shows a very low recall (Table 5.7). The recall
of the quantity grammar method is higher, but still low on an absolute level. The two annotation methods show a similar precision;
and both generate about 60% incorrect annotations.
The sets of individual spreadsheet terms that are annotated with
a quantity concept differ between the two annotation methods.
The baseline annotates a term as a quantity term when the lexical matching method yields a match with a quantity concept. The
majority of the quantity concepts, though, is not explicitly mentioned in the corresponding terms, which explains the very low
recall. The quantity grammar method, on the other hand, recognizes a term as a quantity term when its structure complies to the
quantity grammar, which is the case for half of the the quantity
terms in the test spreadsheets. However, only half of these recognized quantity terms can be correctly annotated with a a quantity
concept.
The high percentage of incorrect annotations generated by the
baseline method is mainly caused by the lexical matching yielding
multiple matches, which are not all correct. For example, the quantity term “Volume” is correctly annotated with “om:’Volume”, but
also wrongly annotated with “om:’MolarVolume”
and “om:’VolumeFraction”.
More than half of the incorrect annotations generated by the
quantity grammar method can be explained by the fact that the
units of measure associated with some quantity terms do not comply with the unit grammar. Most of these units have a domain
concept included in the symbol, e.g., “Diesel fuel (kg CO2e/ha)”.
These units can not be correctly annotated by our method, and as a
consequence, the correct quantity concept can not be deduced. For
example, the term “Diesel fuel (kg CO2e/ha)” is manually annotated with the quantity concept “om:AreaDensity”. The quantity
grammar method does not recognize the unit symbol “kg/ha”,
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Table 5.8: Semantic categorization of blocks
semantic category

precision

recall

unit blocks

0.88

0.65

quantity blocks

0.92

0.56

phenomenon blocks

0.54

0.80

measure blocks

0.98

0.98

but only the separate symbols “kg” and “ha” and therefore annotates the term with the corresponding quantities “om:Mass” and
“om:Area”.
5.5.3

Block typology

Semantic categorization of blocks: approach 4a
The vast majority of the unit, quantity and measure blocks, and
about half of the phenomenon blocks is correctly annotated by
the automatic block annotation method (Table 5.8). The automatic
annotation method is able to retrieve the vast majority of the manually annotated phenomenon and measure blocks. However, only
56-65% of the unit, and quantity blocks can be retrieved.
The majority of the unit blocks that are not automatically annotated consists mainly of unit terms that are not recognized as
common units of measure, i.e., these units do not belong to the
“om:commonApplicationArea”. This includes , for example, unit
terms like “kg/ha” representing the unit “om:kilogramPerHectare
and “MJ” representing “om:megajoule”.
The majority of the quantity blocks that are not automatically annotated consists mainly of quantity terms that are not recognized
as such. These terms can neither be lexically matched to a quantity concept, nor can these be associated with a unit of measure. In
some of these cases the quantity is only represented in the title of
the table, while the supposed quantity cells contain associated domain concepts In some of these cases there is a unit block present,
but this unit block is not recognized by the algorithm (see previous
section).
Context blocks that cannot be annotated as unit or quantity
block are annotated as phenomenon blocks. The low precision for
phenomenon blocks is therefore directly influenced by the low recall of unit and quantity blocks.

5.5 results

Table 5.9: Automatic annotation of individual terms with vocabulary concepts. Comparing lexical matching of all terms at once (baseline), to lexical matching of terms using vocabulary selection
(blocks)
vocabulary concept

precision

recall

Baseline

0.35

0.16

Blocks

0.44

0.12

Baseline

0.38

0.05

Blocks

0.42

0.02

Baseline

0.34

0.17

Blocks

0.37

0.15

unit concept

quantity concept

domain concept

Annotation of individual terms in semantically categorized blocks: approach 4b
For all concepts the precision of annotation is slightly higher for
the method using semantically categorized blocks than for the
baseline method, but the recall is slightly lower (Table 5.9).
In the baseline method all string terms can be annotated with
domain concepts and concepts from the OM Vocabulary. In contrast, in the method using semantically categorized blocks only
terms in Quantity and Phenomenon blocks are annotated with domain concepts, and only terms in Quantity and Unit blocks are
annotated with concepts from the OM Vocabulary. The baseline
method thus creates additional annotations on top of the set created by the method using blocks, which results in a higher recall.
The baseline method creates more annotations than the block
method, including more incorrect annotations, some of which are
annotations with concepts from the wrong vocabulary. Examples
of these incorrect annotations are the annotation of the domain
term “Corn Grain” with the unit concept “om:grain”, and the annotation of the quantity term “Energy” with the domain concepts
“energy production” and “energy source”. The higher precision of
the block annotation can partly be explained by its use of vocabulary selection, which reduces this type of incorrect annotations.
The vocabulary selection works best for phenomenon and unit
blocks, where the amount of annotations with concepts from the
wrong vocabulary is reduced with about 10%.
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Table 5.10: Comparison of block terms used for the same phenomenon
blocks in the manual and automatic annotation
manual block term

automatic block term

crop

FAO700
row crop
management strategy

5.5.4

wheat

cereal crop

farm management

management strategy

agro-ecosystem

beneficial effect

Grouping of similar domain concepts: approach 5a

For only 27% of the automatically categorized phenomenon blocks,
the block terms can be compared to the manually selected block
terms. For none of these blocks the manual and automatic annotation use the same block terms (Table 5.10).
For a majority of 73% of the automatically categorized phenomenon
blocks the block terms can not be compared to the manually selected block terms. About half of these blocks are in fact quantity
or unit blocks that are falsely recognized as phenomenon blocks.
Therefore the terms in these blocks either contain a limited amount
of domain knowledge, or the blocks contain such a wide variety of
terms that it is not possible to select a common block term. The
other half consists of correctly recognized phenomenon blocks.
However, as these blocks contain multiple terms that can not be
matched to a domain concept, the selection of a common block
term is not possible
Some of the automatic block term are semantically related to
the manual ‘counter part’, e.g., “row crop” is a narrower term of
“crop” and “cereal crop” is a broader term of “wheat”. As such,
these block terms might be considered relevant. However, as the
set of relevant block terms is very small, it can not be used to select
relevant domain annotations for individual terms in phenomenon
blocks.
5.6
5.6.1

discussion
Discussion of the annotation approach per property

5.6 discussion

annotation of unit terms: approach 2 The case study
results show that the unit grammar rules improve the precision
and recall of the annotation of unit terms. The grammar rules allow very short strings to be matched to relevant unit concepts in
the OM vocabulary, and the strict matching method applied by
the grammar rules avoids many false positives. A disadvantage of
this strict matching method is that unit terms may be missed, as
domain scientists are sometimes sloppy in their notations of unit
symbols. These sloppy notations may be caused by typing errors,
ignorance, or these may be commonly used notations among domain scientists. A limited set of these commonly used ‘unofficial
symbols’ are already included in the OM vocabulary.
Another disadvantage of the current grammar rules is that domain specific abbreviations in the spreadsheet tables are mistaken
for unit symbols. These abbreviations often yield unit annotations
that are not relevant to the domain of the spreadsheets. Allowing
only unit annotations from an OM application area that is relevant
to the spreadsheet set (see Section 5.6.1), like ‘agriculture’ or environmental science’, would probably yield in a higher precision of
unit annotations.
annotation of quantity terms: approach 3 Results of
the case study show that the quantity grammar rules improve the
recall of the annotation of quantity terms, but not the precision.
The grammar rules assume a specific structure of quantity terms,
which helps to recognize quantity terms, and results in a higher
recall than the baseline method. However, as half of the quantity
terms in the spreadsheets do not meet this structure, the recall in
absolute terms is still low. The quantity grammar and the baseline method each annotate a different set of individual terms as
quantity terms, and can be considered complementary. Both precision and recall of the annotation of individual quantity terms
may be improved if both methods are merged. This implies that
a term is considered a quantity term, if it can either directly be
matched to an OM quantity concept, or if the term structure meets
a prescribed quantity structure. In fact, this procedure is already
applied in the recognition of quantity terms in order to annotate
quantity blocks (Algorithm 8).
The quantity grammar rules use the associated unit of measure
to deduce a suitable quantity concept for a quantity term. If the
structure of the associated unit of measure does not comply to the
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grammar rules, the unit annotation and, consequently, the quantity deduction are incorrect. The use of terms with ‘custom made’
units, e.g., “Diesel fuel (kg CO2e/ha)”, may be common among
domain scientists. The unit grammar may be adapted for this, e.g.,
by filtering out domain concepts prior to matching the term to
symbols and labels from the OM vocabulary.
block typology: approaches 4a and 4b The majority of
the blocks in the case study spreadsheets can be correctly retrieved
and annotated using the block annotation method. However, the
precision for phenomenon blocks is lower than for the other types
of blocks. The same holds for the recall for unit and quantity
blocks.
The algorithm for the annotation of unit blocks only considers
units of measure from the “om:commonApplicationArea”. This restriction avoids matches with ‘exotic’ units of measure that are
only used by specific application areas in the OM vocabulary, e.g.,
“om:radiometryAndRadiobiology”
and “om:astronomyAndAstrophysics”, that do not match the application area of the spreadsheets test set. However, some units
of measure that are relevant to the application area of the tested
spreadsheets are also avoided, e.g., “om:kilogramPerHectare and
“om:megajoule”. This can be explained by the fact that the class
“application area” in the OM vocabulary is not yet sufficiently populated. One third of the units of measure in the OM vocabulary
does not belong to any application area, and the vocabulary only
contains a selection of 17 application areas from the field of pure
and applied physics (Rijgersberg, Wigham, and Top, 2011). Selecting units that belong to an application area that is more relevant
to the spreadsheet set, like ‘agriculture’ or ‘environmental science’,
would probably yield in a higher recall of unit block annotations,
and consequently, in a higher recall of quantity block annotations
and a higher precision of phenomenon block annotations.
The results of the case study show that the block annotation,
and corresponding vocabulary selection, slightly improves the precision of the annotation of individual terms, but slightly reduces
the recall.
grouping of similar domain concepts: approach 5a The
case study results show that the majority of the automatically selected block terms for phenomenon blocks is not relevant, and can
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not be used to select domain annotations for the individual terms
within these blocks.
Our assumption that individual terms from the same phenomenon
block can be related to a common denominator concept seems not
apply to this case study, as only one third of the phenomenon
blocks can be manually annotated with a block term. However, related studies were indeed able to find common denominators for
groups of string terms in their spreadsheet tables. Some of these
used structural properties of a table to determine a class hierarchy,
and populated it with the original string terms as found in the
table (Abraham and Erwig, 2006; Chen and Cafarella, 2013; Hermans, Pinzger, and Deursen, 2010) . These studies showed that
many phenomenon blocks already have a common denominator
that is present within the table, i.e., located above or left from the
phenomenon block. Our approach does not consider these terms,
as these are not included in the identified context blocks. It may
be useful to include the original string terms in our approach and
consider these as block term candidates. We submit, however, that
the use of vocabulary concepts is more appropriate, as the original
string terms may be ambiguous, or hard to interpret.
Other studies inferred annotations for the header labels by considering the string values in the corresponding row or column (Limaye, Sarawagi, and Chakrabarti, 2010; Venetis, Halevy, and Madhavan, 2011), i.e., an approach that is similar to our method of
finding block terms for phenomenon blocks. These studies used
probabilistic reasoning, instead of the majority method, to find
suitable annotations for the header labels. The use of probabilistic reasoning is related to the use of large, common vocabularies,
since these will yield header labels that are too generic to be relevant, when the majority method is used. This issue does probably
not apply to the use of more specific domain vocabularies, like the
one used in our study.
5.6.2

General discussion

The annotation approaches presented in this study do not only
build upon each other, but are also combined in an iterative way.
The case study results show that these dependencies yield advantages, as the approaches inform each other, but this construction
is also fragile, as mistakes made in one approach, negatively influence the annotation results of the depending approach(es). The
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correct annotation of unit terms forms a critical first step, and improving this step would probably result in better results for all of
the following steps.
The availability of suitable vocabularies is essential in most of
our approaches. The Valerie vocabulary covers the domain of our
spreadsheets, and its graph structure allows automatic selection of
related, higher-level domain concepts as common denominator for
the terms in phenomenon blocks. The graph structure in the OM
vocabulary allows us to check whether a term is correctly recognized as a unit or a quantity term. We used four main concepts
from the OM vocabulary to semantically categorize the blocks.
And, in our method we use several other types of information
provided by the OM vocabulary, i.e., 1) which units are commonly
used by certain quantities, 2) which units and quantities are commonly used by certain application areas, and 3) which unofficial
notations for units and quantities are commonly used by domain
scientists. There are alternative vocabularies available to annotate
unit or a quantity terms, e.g., QUDT (Hodgson et al., 2014). However, these vocabularies do not include the phenomenon concept,
which we argue is essential to formally distinguish domain knowledge, nor do they offer the additional types of information that are
mentioned above.
The vocabularies that are used in the study are selected manually. As our annotation approaches are fully automated, automatic
vocabulary selection would be a logical step in the annotation process. The OM vocabulary can be used as a standard, generic vocabulary to annotate quantities and units of measure in all sorts of
natural science spreadsheets. The automatic selection of a domain
vocabulary could be done by collecting a larger set of suitable (see
previous paragraph) vocabularies within the natural science domain. For a given spreadsheet, a pilot annotation based on lexical
matching could indicate which vocabulary from this set is most
suitable to annotate the domain terms in the spreadsheet. Another
option would be to to develop a more interactive tool, that allows
domain scientists to supply or choose a relevant vocabulary. Newly
proposed vocabularies could then be used to enrich our ‘vocabulary database’.
We tested our automatic annotation approaches on natural science spreadsheets that 1) consist of numerical data, quantities and
units of measure, and information on the associated objects and
events, and 2) have a simple design. Although this type of spread-
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sheets is typical for the domain, we are aware that a considerable
part of the natural science spreadsheets may not have such a simple, homogeneous structure. It is quite common for domain scientists to create tables that contain no or very limited information on
the quantities, units or the associated objects and events, or to create tables with a complicated design. Our annotation approaches
may also be applied to more complicated or heterogeneous tables,
but we expect that the recall and precision for the annotation of
these types of tables will be lower, compared to the results of
present case study. On the other hand, the spreadsheets used in
our case study are officially published as supplementary research
data. We believe that this type of spreadsheets is a small set compared to the number of natural science spreadsheets used in the
informal area. The reuse of spreadsheet data would be valuable in
this area in particular, which would make it an interesting area for
application of our method.
5.7

conclusions and future work

The ultimate goal of this chapter is to make the underlying domain
model of natural science spreadsheet data explicit. Ideally, the presentation of this domain model is independent of the spreadsheet
syntax, i.e. a collection of concepts and the way these are related
to each other, so that it can actually be consumed computationally.
Our annotation approach for individual terms provides information on the concepts that are present in the tables. The annotation of blocks with the four OM concepts Measure, Unit, Quantity, and Phenomenon is an essential first step in the identification
of relations between cells in a table. As such, the annotation approaches presented in this study provide the basic information
that is needed to construct the domain model of natural science
spreadsheets.
As mentioned above, we expect that our annotation approach
may also be applied to tables that do not meet the requirements
of complete information, or simple design. In future work we plan
to investigate to what extent and in what ways existing natural
science tables deviate from our ’ideal situation’. We also plan to
investigate how these deviations may be addressed by heuristics,
and to what extent automatic annotation of these tables is still
possible.
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Furthermore, we see several promising directions to extend and
improve our approach. The annotation results presented in this
study could be visualized within the spreadsheet tables, together
with additional explanation from the vocabularies, e.g., the concept definition, alternative labels and related concepts. This would
help users to understand and correctly interpret natural science
spreadsheet data. Furthermore, we would like to explore ways to
actually reconstruct the domain model. Our present approach for
the annotation of individual terms may yield multiple concepts per
term. A logical next step would be to develop a method to select
the best, single concepts to be included in the domain model. And
also, to identify and annotate the relations that exist between concepts. We may further analyze the relations that exist between concepts that are present in the semantically categorized blocks, e.g.,
relations between different phenomenon concepts, and between
phenomenon and quantity concepts. In such an analysis, the formulas in spreadsheet tables could form and additional and useful
source of information (De Vos et al., 2015).

6

A METHODOLOGY FOR CONSTRUCTING THE
C A L C U L AT I O N M O D E L O F S C I E N T I F I C
SPREADSHEETS

In chapter 5 we annotated concepts and hierarchical relationships
in spreadsheet tables, and therefore focused on the descriptive aspects of the domain model. In this chapter we focus on the complementary part of the domain model, i.e., the computational aspects.
This chapter proposes a methodology for semi-automatically deriving the calculation workflow underlying a set of spreadsheets.
The starting point of our methodology is the cell dependency graph,
which represents all spreadsheet cells connected with each other
through formulas. In the calculation workflow we only include the
quantities that both represent domain knowledge and are essential
for understanding the calculation of the research results. Therefore
we aggregate the cell dependency graph based on formula syntax
and heuristics. We explain and illustrate our methodology by actually applying it on three sets of spreadsheets from existing research
projects in the domains of environmental and life science.
This chapter is based on a paper coauthored with Jan Wielemaker, Bob Wielinga, Guus Schreiber and Jan Top “A methodology
for constructing the calculation model of scientific spreadsheets”
(De Vos et al., 2015), presented at the 8th International Conference
on Knowledge Capture (KCAP2015).
6.1

introduction

In this article we propose a methodology for semi automatically
deriving the calculation workflow from scientific spreadsheet models by aggregating these based on formula syntax and heuristics.
Spreadsheets are one of the main tools used by scientists to store
and analyze research data (Rijgersberg, Wigham, and Top, 2011;
Wolstencroft et al., 2011). These scientists typically describe their
computational spreadsheet model and corresponding simulations
in a paper or a report. This written publication does not serve
as documentation, but rather provides readers with a concise explanation of the underlying concepts and an interpretation of the
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simulation results. Although more and more scientific computational models and associated data become publicly accessible, the
models themselves are often too big or too complicated for people
to understand easily. In practice, the publication serves as single
source of information on the underlying research project. However, it would be desirable if readers of these publications are able
to fully understand, i.e., both on a procedural and conceptual level,
how the research results are calculated, and trace them back to the
underlying spreadsheets. The main problem is that the calculation
workflow in the spreadsheets is not made explicit. The goal of this
study is to solve this problem by exploring to what extent the calculation workflow underlying a set of spreadsheets can be made
explicit.
We distinguish different levels of modeling which all play a different role in our study. First there is the theoretical model that is
described in the written publication, and which explains the concepts and relations in the system of interest. The theoretical model
is an abstract model that can be described in the text, or presented
in a diagram or in an equation, like the differential equation in our
δh
first case study on glaciers: τY = τD = ρgH δx
.
The theoretical model is then translated into procedural statements and calculations, i.e., the calculation model. This model still
contains domain concepts and relations, but is formulated in such
a way that it enables actual calculation of model results. The calculation model may or may not be described in the written publication. In our glaciers case study the calculation model is represented by a numerically discretized equation, which is the solution
to the differential equation. A fragment is shown in the following
τ̄Y
equation: c = hi ( Bi+1 − Hi ) − 2∆x
ρg
Finally, the equations from the calculation model are implemented
in spreadsheet syntax and organized in tables, i.e. the computational model. In our glaciers case study this looks like the following formula:
R11 = ( G10 ∗ (C11 − H10)) − ((2 ∗ ( B11 − B10) ∗
((( E10 + E11)/2)/F10))/($C$2 ∗ $C$3))
In this chapter we propose a methodology to semi automatically
derive the calculation model from the computational model. This
constructed calculation model provides us with insight on how
research results are calculated. Ideally, we would construct the theoretical model, which provide us with more understanding of the
domain knowledge included in the calculation workflow, but we
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expect that this model can not directly be constructed from the
computational model.
We consider the computational model as a set of quantities related to each other by spreadsheet formulas. In order to construct
the calculation model, we need to determine which of the quantities in the computational model are relevant and how these can
be recognized. The starting point of our methodology is the cell
dependency graph. In this graph the spreadsheet formulas are abstracted to the in- and output cells, i.e., the nodes, and the dependencies between the cells, i.e., the edges. The cell dependency
graph provides a good understanding of the data flow and the
structure of the spreadsheets Chen and Chan, 2000; Roy and Hermans, 2014.
The basic assumption in our methodology is that spreadsheets
contain many redundant cells in the form of instances and duplicates of the same quantities. We automatically aggregate or remove
these redundant cells based on the syntax of the formulas. Subsequently, we use a set of heuristics to distinguish important and
auxiliary quantities, and to achieve further aggregation of the cell
dependency graph. The resulting set of nodes from the fully aggregated graph are labeled and serve as input for the calculation
workflow.
In our methodology, we use three different types of knowledge,
i.e., 1) knowledge on spreadsheets, i.e., design and syntax, 2) knowledge on computational procedures, and 3) knowledge on the research domain of the spreadsheet models. The first two types are
used in the aggregation algorithm, and the heuristics incorporate
all three types of knowledge.
We explain an overview and the basic principles of our methodology in Section 6.3. In Section 6.4 and 6.5 we illustrate our methodology by actually applying it in three case studies, which are all
existing research projects in the domains of environmental and life
science. For each case study, we compare our results with a manually constructed calculation model created from the equations and
descriptions in the corresponding research papers.
6.2

related work

Numerous researchers in different subfields of Computer Science
and Information Science have developed approaches to support
spreadsheet developers during the development and use of their
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spreadsheets (Jannach et al., 2014). There are many commercial
tools available for end-users, like, for example, Spreadsheet Detective, Excel Auditor, and SLATE. However, these tools are primarily
designed for detecting and fixing errors, and are less suitable to
support users in understanding the entire calculation workflow
within a workbook.
Although most scientific approaches also focus on errors in spreadsheet applications, these may, at the same time, help users to better
structure and understand their data. Many of these approaches use
visualization techniques to support user understanding, and several specifically visualize the data flow or dependencies within the
spreadsheets. Dependencies between different parts of the spreadsheets are, for example, visualized in animations (Igarashi et al.,
1998), in three-dimensional space (Hodnigg and Mittermeir, 2008),
or in larger blocks of formulas (Sajaniemi, 2000). Other approaches
visualize the dependencies of the entire workbook in a graph like
structure (Davis, 1996) and apply visual abstraction techniques
to make the graph manageable (Hermans, Pinzger, and Deursen,
2011; Kankuzi and Ayalew, 2008). But as these techniques only offer visual representations on different abstraction levels, the graph
itself remains unchanged and still too complex to be understood.
Clermont and colleagues (Clermont, 2004) developed a toolkit
for creating abstract representations of spreadsheet programs, to
facilitate understanding and checking of complex spreadsheets.
They examine the cell dependency graph of the entire workbook,
and semi-automatically aggregate these in semantic classes, i.e.,
groups of spreadsheet cells with similar formula structure, and
data modules, i.e., groups of spreadsheet cells that are input to a
distinguished result cell.
Unfortunately, as already observed by (Roy and Hermans, 2014),
many of the approaches mentioned above have not been implemented (Davis, 1996; Hodnigg and Mittermeir, 2008) or are currently not available for use by third parties (Clermont, 2004; Igarashi
et al., 1998). Although we were not able to try and analyze the
corresponding tools ourselves, the approaches provide useful insights on analysis and visualization of formulas and dependencies in spreadsheets. The aggregation and selection of information
within the cell dependency graph remains an issue and is the focus
of present study.

6.3 methodology

6.3
6.3.1

methodology
Basic principles

In the calculation workflow we want to include quantities that both
represent domain knowledge and are essential for understanding
the calculation of the research results. We assume that, in a set
of spreadsheets, multiple cells refer to the same quantity, as they
refer to different instances or copies of that quantity. The number of spreadsheet cells, and consequently the number of nodes
and edges in the cell dependency graph, is therefore greater than
the number of quantities present in the spreadsheets. We develop
an algorithm that recognizes and aggregates these instances and
copies based on analyzing the formula syntax.
We also assume that only part of the quantities in the computational model has a direct contribution to the computation of research results, and is therefore essential in the calculation workflow. The other part consists of auxiliary quantities that support
the developers in designing and testing the computational model,
and may therefore be left out of the calculation workflow. We use
knowledge on spreadsheet design and computational procedures
to develop a set of heuristics. We apply the heuristics on the aggregated graph to select the quantities that have a direct contribution,
and use these as input for the calculation workflow.
Summarizing, our approach roughly consist of three steps. The
starting point of our methodology is the construction of the cell dependency graph (1). Then we aggregate the cell dependency graph
based on formula syntax (2), and finally we aggregate the cell dependency graph by applying heuristics (3). We explain and illustrate our methodology by applying it on three case studies. The
first two steps are developed independent from these case studies.
The heuristics, on the other hand, are developed based on analysis
of these case studies.
The different steps will be described in more detail in the next
sections. All algorithms are developed using SWI-prolog (Wielemaker et al., 2012) and are publicly available1 .

1 Library plsheet, https://github.com/Data2Semantics
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6.3.2

Construction and aggregation of the cell dependency graph

We automatically generate the cell dependency graph by parsing
all formulas in a set of spreadsheets, and analyze the dependencies
between the corresponding cells (Algorithm 1).
Algorithm 1 Create cell dependency graph
for all cells do
for all cells containing a formula do
add here aggr step 1 (simplify lookup) and aggr step 2 (formula groups)
for all cells after “=” sign do
cell = inputcell
end for
create pair: [outputcell - [inputcell1, inputcell2, ...]]
end for
collect pairs in CellInputsList: [outputcell1 - [inputs], outputcell2 - [inputs],
... ]
end for
for all inputs in CellInputsList do
if input NOT outputcell then
input = source cell
create pair:[source cell - [ ] ]
end if
NewCellInputsList = CellInputsList + source pairs
transpose NewCellInputsList into [cell1 - [dependents], cell2 - [dependents],
... ]
end for

We aggregate the cell dependency graph by adding three different aggregation steps to the original algorithm (Algorithm 1.
First, we simplify formulas with a built-in “LOOKUP” function
. These functions can be considered dynamic copy functions, as
these functions refer to the value in another spreadsheet cell, but
represent the corresponding cell address as a formula. However, as
the formula syntax is such that it refers to a whole cell range, these
“LOOKUP” functions yield a lot of redundant nodes and edges in
the cell dependency graph. If the data that the “LOOKUP” functions are referring to are present, the functions can be evaluated
and replaced by single references to the target cells.
Second, we aggregate copy-equivalent regions (Clermont, 2004),
i.e., blocks of cells that contain formulas with the same syntax (Algorithm 2). We generalize formulas in order to compare their structure and relative cell positions. Formulas may be aggregated over
multiple columns, rows, sheets or rectangular areas. Instead of the
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original formulas, the list of aggregated formulas is now used to
determine the dependencies in the spreadsheets.
And last, we recognize all spreadsheet cells that copy the value
of another cell, i.e., the original. In the dependency graph, we replace the corresponding cells with the original cells.
Algorithm 2 Create formula groups
for all cells do
for all cells containing a formula do
generalize formula: replace cell coordinates by variables X and Y or constraints thereof
end for
end for
for all generalized formulas do
group formulas with the same key, syntax and relative cell positions
if formulas can be grouped then
represent group as
Node = ForAll(What, In, f(Sheet,X,Y,Formula))
What = one of [row,column,sheet,area], In = range
else
single formula
end if
end for
GroupedFormulaList = single formulas + formula groups

6.3.3

Development and application of heuristics

We develop a set of heuristics to distinguish relevant from auxiliary variables in the spreadsheets. Few studies report, in general terms, on design characteristics of spreadsheets. These studies state that spreadsheets usually are a mixture of input data and
computations, and contain “checks and balances" to provide visual feedback to the user or developer (Abraham and Erwig, 2006;
Hodnigg and Mittermeir, 2008) We combine this knowledge with
an in-depth analysis of our three case studies and formulate a set
of concrete heuristics.
In this study we apply the heuristics manually, as this this is the
most fast and easy option, given the small data set. We formulate
the heuristics in such a way that, if they prove succesful, these
could eventually be integrated in our algorithms.
After manual application of the heuristics, the nodes in the resulting graph are manually labeled to enable comparison with the
ground truth calculation workflow. We follow the method of Hermans and colleagues (Hermans, Pinzger, and Deursen, 2011) by
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labeling the nodes with the textual values that are found in the
corresponding table headers. If the nodes represent an aggregation over a range of cells in either a column or row, this range is
included in the label either by providing all corresponding header
values or by providing the coordinates of the range.
6.4

case study: set up

The application of our methodology is illustrated by applying it
in three existing scientific research projects that use spreadsheets
to perform analyses. We select our case studies by performing a
literature search. We select journal papers 1) from the domains of
environmental or life science, that 2) have made the spreadsheets
publicly available as supplementary data, and 3) contain both textual descriptions and equations that explain the variables and computations in these spreadsheets.
For each case study we manually construct the ground truth
calculation workflow from the corresponding journal paper. Subsequently, we semi-automatically generate the set of quantities to
be included in the calculation workflow, following the steps in our
methodology. We compare the variables from this ground truth
with the set of quantities constructed by our methodology, in order
to determine whether our methodology is performing according to
our expectations.
6.4.1

Raw Data

All case study models contain spreadsheets that are not connected
to the other spreadsheets, or do not contribute to the computation
of the model results. We remove these spreadsheets from our analyses.
The first case study is based on a spreadsheet model for reconstructing the surface profile of former mountain glaciers and
ice caps (Benn and Hulton, 2010). We use one sheet, i.e., the advanced version of the model for reconstructing the surface profile
of glaciers. The second case study is a spreadsheet model to calculate free serum concentrations of hormones in humans (Mazer,
2009). In our case study we use the sheets that contain input data,
calculations of binding constants, and calculations of free hormone
concentrations. The last case study is a spreadsheet model to score
dangerous chemical pollutants related to the exposure scenarios of
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Table 6.1: Characteristics of the three case studies
glaciers

hormones

pollutants

# sheets

1

5

7

# cells

525

2220

2703

# formulas

312

1676

1666

formula types

arithmic, copy

arithmic, copy, AVERAGE, IF, COUNT,
STDEV

arithmic,
copy,
AVERAGE,
MAX,
COUNT,
LARGE,
HLOOKUP, VAR

human risk and to evaluate the uncertainty of the scoring procedure (Ruggeri, 2009). We use seven sheets, i.e., the sheets containing scoring matrices for pollutants, and the sheets collecting the
corresponding scoring results.
The glaciers case study contains less content cells and formulas
than the other two case studies. Furthermore, the formula cells
in the glaciers case only contain arithmic operators, while those
in the other case studies also contain copy actions and built-in
spreadsheet functions (Table 6.1).
6.4.2

Construction of the ground truth
calculation workflow

The written publications of our case studies each contain a “model”
section. In this section the researchers explain how they translate
their theoretical model into the quantities, and expressions that are
included in the calculation model. We use this calculation model
as the ground truth calculation workflow in our study. However,
we are aware that this is not a ground truth in the strict sense of
the term, as it is our interpretation of the calculation model that is
present in the written publication.
We determine which quantities, i.e., variables, and connections
are present in the equations in the “model section”, and include
these as nodes and edges respectively, in a graph. In this process
we use two additional rules. As a first rule, we only include quantities that are directly related to the domain knowledge described
in the written publication. The second rule concerns the manifestation, i.e., the abstraction level, of quantities. In their papers the
researchers may choose different abstraction levels, of quantities
in their calculation model. They may choose to abstract over instances, for example, over individual hormones or pollutants. Or
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they may explicitly include different abstraction levels of the same
quantity in their equations. In the pollutants case, for example, the
researchers distinguish a quantity that is related to an individual
pollutant from that same quantity that is related to all pollutants.
In the construction of our ground truth we follow the abstraction
level that is chosen by the researchers.
The written publications may also contain information on how
the variables, and equations are implemented in the spreadsheets,
i.e., the computational model. We do not use this information in
the construction of the ground truth calculation workflow. Yet, this
information may be useful in analyzing and explaining the results
when comparing the ground truth with the automated calculation
workflow.
6.4.3

Results of the ground truth calculation workflow

The results of the ground truth calculation workflows are shown
in Table 6.2 and Figures 6.1 and 6.2. The ground truth of the pollutants case is not shown, as it is too big to display.
The spreadsheet model in the glaciers case study is built on an
initial equation describing the driving stress, i.e., the stress that
causes a glacier to deform, as a function of the weight and surface
gradient of the ice. The model in the hormones case study is based
on a set of equilibrium equations describing the concentrations of
free hormones and unoccupied protein binding sites. In both case
studies the researchers have numerically discretized this equation
to derive an approximate solution to the equation, and describe
this process in the “model” section of their paper. We use the discretized equations as the ground truth calculation workflows of
both case studies.
In the hormones case study, the equations in the model section
apply to five individual hormones. We follow the approach of the
researchers, by considering these hormones as instances, and interpret the equations as applicable to a single hormone “X” . In the
pollutants case study, the written publication contains a separate
section on uncertainty evaluation. We do not include this section
in the ground truth calculation workflow, as we think the equations in this section describe the procedural aspects of the computations, rather than the domain knowledge included in these
computations.

6.4 case study: set up

Figure 6.1: Manually constructed ground truth calculation workflow of
the glacier case study

Figure 6.2: Manually constructed ground truth calculation workflow of
the hormones case study. X corresponds to one of the hormones [T,DHT,E2,E1,C]. ALB, SHBG and CBG are binding proteins. K-protein-X corresponds to the association constant for
a particular protein-hormone binding

Table 6.2: Size of the ground truth calculation workflows of the three case
studies
# nodes

# edges

glaciers

12

13

hormones

18

37

pollutants

90

109
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Table 6.3: Influence of automatic aggregation steps on the size of the cell
dependency graph
glaciers
# nodes

hormones

pollutants

# edges

# nodes

# edges

# nodes

# edges

504

1119

1760

4828

2104

2669

remove copies

503

1117

1652

4720

1778

2343

remove lookups

n.a.

n.a.

n.a.

n.a.

2054

2574

aggregate formulas

20

19

227

288

1045

701

all agr steps applied

19

18

211

272

1032

701

original
separate aggr steps

6.4.4

Comparison with the ground truth calculation workflow

We manually analyze the agreement between the nodes of the
semi-automatic calculation model and the variables of the ground
truth calculation workflow. We consider the nodes and variables to
agree, when the node labels match with the variable names match,
and, if applicable, the cell range of the node matches the discretion
step of the variable.
We determine the recall by dividing the number of matches by
the number of variables present in the ground truth calculation
workflow. We determine the precision by dividing the number of
matches by the number of variables present in the semi-automatic
calculation model.
6.5

case study: results

6.5.1 Automatic aggregation
All aggregation steps reduce the number of nodes and edges in the
cell dependency graphs (Table 21), but the grouping of formulas
is by far the most effective aggregation step. The total reduction
differs per case study and is largest for the glacier case.
For all case studies the number of nodes and edges in the aggregated graph is bigger than the number in the ground truth calculation workflow. The difference in size is most obvious for the
hormones and pollutants case studies.

6.5 case study: results

6.5.2

Development and application of heuristics

For all case studies we analyze the potential causes for the difference in size between the aggregated graph and the ground truth
calculation workflow and use these as a basis for heuristics to
achieve further reduction of the cell dependency graph (Table 6.4).
We categorize our observations in three main themes, i.e., “disturbed symmetry”, “auxiliary calculations” and “unit conversions”.
The first theme corresponds to the layout of spreadsheet tables.
Spreadsheet tables are usually designed such that the content is
logically grouped and arranged in symmetric patterns. These patterns are recognized by our algorithm and used in the aggregation
process. However, certain elements in spreadsheet tables may disturb the original symmetric patterns. For example, several spreadsheets in the pollutants case contain macro buttons and merged
cells, which influence the coordinates of spreadsheet cells as perceived by the algorithm. Another example is that of missing data
values in the hormones case. The copy equivalent region is interrupted by these empty spreadsheet cells, which results in an incomplete aggregation.
The second theme covers auxiliary calculations that are present
in spreadsheets, i.e., calculations that are not directly related to the
domain knowledge, but rather to the calculation procedure itself.
These calculations provide the researchers with additional information on the calculation procedure. Usually these calculations are
located in separate spreadsheets, or sections, and are not part of
the main flow of computations. In the hormones case, for example,
the researchers introduced additional calculations to evaluate their
iterative approach. And in the pollutants case, the researchers use
additional calculations to evaluate the uncertainty of the parameter values and the scoring procedure. A special case, is derivation
of values for constants or parameters from empirical data. These
calculations may be considered to be related to domain knowledge.
However, these calculations usually occur in separate spreadsheets,
and only the resulting values are used in the main flow of computations. Therefore, we consider these as auxiliary calculations.
The third theme deals with unit conversions. In many spreadsheets it is necessary to convert the unit of measure of variables
before these can be used in further calculations. These conversions
result in additional variables in the spreadsheet table, which, in
fact, still represent the same quantity, and are of no added value
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Table 6.4: Heuristics
theme

heuristic

restore symmetry

remove macro’s and merged cells
fill in empty data cells
restore symmetry of quantity lists
across instances

remove auxiliary calculations

remove (uncertainty) evaluations of
internal values
remove (uncertainty) evaluations of
internal calculation procedures
remove derivation of constant or parameter values from empirical data

remove unit conversions

Table 6.5: Influence of application of heuristics on the size of the aggregated cell dependency graph
glaciers
# nodes
auto. aggregated

hormones

pollutants

# edges

# nodes

# edges

# nodes

# edges

19

18

211

272

1032

701

n.a.

n.a.

118

199

275

196

125

87

separate heuristics
remove auxil. calc.
remove conversions

n.a.

n.a.

177

231

all heuristics applied

n.a.

n.a.

84

159

to the calculation workflow. For example, the spreadsheets in the
hormones case contain variables that represent the concentrations
of hormones both in grams, mol and percentages.
We manually apply the heuristics on the case study spreadsheets, and run the aggregation algorithm (Table 6.5). In both the
hormones and the pollutants case study, removing the auxiliary
calculations has most influence on the size of the cell dependency
graph. None of the heuristics is applicable to the glacier case.
6.5.3

Comparison with the ground truth workflow

We compare the labeled nodes with the variables from the ground
truth calculation workflow. The spreadsheet models in both the
glacier and the hormones case are implementations of numerically
discretized differential equations. In both cases the researchers ex-
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Table 6.6: Comparison of nodes and variables in the automated and
ground truth calculation workflow
glaciers

hormones

pollutants

8

8

58

Recall

0.67

0.44

0.63

Precision

0.42

0.10

0.46

# matches

plain in their paper that the variables in the spreadsheet model
are progressively evolving based on the values in the preceding
rows, or columns. Therefore we make the assumption that the cell
ranges included in the labels of the nodes of the semi-automated
graph, can be compared to the discretion steps “i" and “i+1” that
are included in the variable names of the ground truth workflow.
In the glaciers and pollutants case, more than 60% of the variables from the ground truth can be found in the semi-automated
graph. In these case studies more than 40% of the nodes from
the semi-automated graph can be matched with ground truth variables. In the hormones case presision and recall are lower (Table
6.6).
The results can partly be explained by the way we designed
the algorithm for aggregation of the cell dependency graph. In the
hormones case the researchers use the unsubscripted hormone “X”
in equations as a representative of the five particular hormones instances. Variables from the ground truth containing X should therefore match with nodes from the semi-automated graph containing
the aggregation of the five instances. However, in the automated
graph there are only nodes related to the individual hormones,
and none related to the aggregation. In the spreadsheet table, the
five hormones indeed have identical formulas, but the positioning
in the spreadsheet table is such that these formulas are not aggregated by our algorithm.
Deficiencies in the aggregation algorithm also cause redundant
nodes in both the hormones and the pollutants case. Several nodes
in the automated graph span cell ranges that fall within the range
of other nodes. These nodes refer to the same quantity, but are
counted as separate nodes. Also, the detection of copy statements
in the algorithm is incomplete. Furthermore, some nodes show an
aggregation of cells that is semantically unlogical, as these nodes
refer to multiple quantities at the same time. These nodes are artifacts, but are counted anyway.
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Another explanation for our results may be the existence of discrepancies between the ground truth and the spreadsheet implementation. In both the hormones and the glaciers case, the discretization steps of several ground truth variables are indeed reflected in the cell ranges in the labels of the nodes of the automated
graph. But for a number of variables, especially in the glaciers case,
the cell ranges and discretization steps do not match (Table 6.7).
The discretion step of some variables from the ground truth, like
“Dx[i:i+1]:dist. terminus” and “tY[i:i+1]:yield stress” represents an
interval, and it is not clear how this should be matched with a
cell range in the spreadsheet. The semi-automated graph of the
glaciers case contains additional nodes that are used as starting
point, for example,‘ice surface [8]” and “bed elev. [8]”, or as intermediate step, for example, “b” and “c”,in the calculation process.
The different stages in the calculation are however not included
in the ground truth. The semi-automated graph in the hormones
case contains protein bound concentrations for three proteins, but
in the ground truth only the “Albumine-bound” concentration is
mentioned.
In the pollutants case the researchers normalize the values of
quantities for individual pollutant by the dividing the mean value
for the individual by the maximum value for all pollutants. However, the maximum value is not included as a separate quantity in
the spreadsheets, but hidden in a normalization formula. In our
aggregation procedure, all quantities are aggregated over all pollutants because of the identical formula syntax. As a consequence,
the maximum values present in the spreadsheets can not be distinguished from the values for individual pollutants in the semiautomated graph.
6.6

discussion

The automatic aggregation procedure is able to reduce size of cell
dependency graph in the case studies with 50 to 95%. Our assumption that the existence of multiple instances and copies per quantity causes redundancy in the cell dependency graph appears to
be correct. The grouping of formulas based on identical syntax is
the most effective aggregation step within the procedure, which
indicates that most redundancy is caused by repetion of formulas
for multiple studied objects, like hormones or pollutants.

6.6 discussion

Table 6.7: Comparison of variable and node names in the semiautomated and ground truth calculation workflows of the
glacier case study
ground truth workflow

semi automatic graph

p:ice density

ice density

g:grav. acceleration

g

Bi:bed elev.

bed elev. [8:69]
bed elev. [8]

Bi+1:bed elev.

bed elev. [9:70]

f:shape factor

F

hi:ice surface

ice surface [8:69]
ice surface [8]
ice surface [8:70]

hi+1:ice surface

ice surface [9:70]

Hi:glacier thickness

H [8:69]
H [8:70]

Dx[i:i+1]:dist. terminus

dist. terminus [8:69]
dist. terminus [9:70]

tY[i:i+1]:yield stress

shear stress [8:69]
shear stress [9:70]
b
c
step length
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We have identified three themes in the developed set of heuristics, which are each based on a different type of knowledge. The
“symmetry” theme is based on knowledge on the layout of spreadsheets. The “auxiliary calculations” theme is based on discomposition of computational procedures in spreadsheets. The heuristic on
“unit conversions” is based on domain knowledge. The application
of these heuristics results in an additional reduction of the aggregated cell dependency graph by 40 to 85%. None of the heuristics
is applicable to glacier case. A possible explanation is that the computational model of the glacier case is small or simple enough for
the developers to do without additional design, or decomposition.
The precision and recall from our case studies show that the application of our aggregation algorithm combined with the heuristics seem to approximate the ground truth An important explanation for not having a perfect match is the way we designed
our aggregation algorithm. The comparison with the ground truth
shows that deficiencies in the algorithm leave redundancy in the
semi-automated graph. Some of these deficiencies are difficult to
solve, as they involve choices at the conceptual level with unexpected or undesired consequences. For example, we have chosen
not to remove nodes with overlapping cell ranges from the aggregated graph. This may result in redundant nodes, referring to the
same quantity. However, sometimes these type of nodes are not redundant, for example, in the glaciers and hormones cases, where
these represent quantities with different discretization steps. Furthermore, the design of spreadsheet tables may be too complex for
our aggregation to recognize and aggregate repeating patterns.
At the same time, the redundancy in the semi-automated graph
indicates feasible opportunities for improving on the aggregation
procedure, and consequently on the precision of our methodology.
And most important, it also indicates that many redundant nodes
in the constructed graph are rather a product of imperfect aggregation, than auxiliary quantities that are missed by the heuristics. We
therefore believe that our assumption that part of the quantities in
the computational model are auxiliary quantities is correct.
We base the selection of our case studies on a sufficient description of the calculation model, including mathematical equations.
However, in all case studies the researchers include descriptions
and equations of different levels of modeling in the same “model
section”. Furthermore, some variables and relations from the calculation model are only textually described and not explicitly in-

6.7 conclusion and future work

cluded in equations. The construction of the ground truth calculation workflow from the written publication, therefore, appeared
not at all trivial, and involved many choices and interpretations.
6.7

conclusion and future work

The goal of this study is to explore to what extent the calculation
workflow underlying a set of spreadsheets can be made explicit.
The results of this study show that the cell dependency graph of
the computational model mainly consists of redundant nodes, especially of multiple instances per quantity, and auxiliary quantities.
The presented methodology is able to reduce this redundancy by
95% or more, which brings the size within limits of human visual
comprehension. Besides, the heuristics developed in this study appear suitable to distinguish relevant and auxiliary quantities in the
graph. However, despite the substantial reduction of the cell dependency graph, the constructed calculation model approximates
the ground truth calculation workflow, both in terms of content
and size, but is not a perfect match.
In future work, we are planning to test and improve our automatic aggregation procedure by applying it on more case studies.
Another interesting direction for future work, would be the use of
domain knowledge in the form of ontologies, as we expect that
this could facilitate our methodology in several ways. An ontology
on unit of measures and quantities, like OM (Rijgersberg, Wigham,
and Top, 2011), could facilitate automatic recognition of unit conversions. Ontologies could also support automatic recognition of
domain concepts in spreadsheets. This could provide an additional
step in the aggregation procedure, and could also facilitate automatic separation of relevant and auxiliary quantities.
Finally, in future work we may experiment with a different set
up of our methodology and a different set of heuristics. A promising direction is the approach of Clermont and colleagues to aggregate the cell dependency graph based on the data flow (Clermont,
2004). Furthermore, in this study we have chosen a bottom-up approach of step by step reducing the original cell dependency graph.
Instead, the aggregation could be set up in a more drastic way, by
applying a top-down approach. This includes, for example, applying heuristics from the very beginning to classify and select different parts of spreadsheets to be included in the aggregation.

133

7

RECONSTRUCTING THE MODEL BEHIND A
SCIENTIFIC SPREADSHEET

Combining the approaches of chapter 5 and 6 would enable us
to automatically reconstruct the domain model behind a spreadsheet. We acknowledge that this reconstruction is only feasible for
spreadsheet tables that meet certain requirements regarding their
structure and content. In this chapter we investigate to what extent the automatic reconstruction of th domain model is plausible
in practice.
We present an analysis on the nature and frequency of design
patterns in a set of existing natural science tables, and discuss how
these deviate from the ideal situation. We show how the deviations
in the analyzed tables may be addressed by using heuristics, and
discuss the implications for the various steps of the reconstruction
of the domain model.
This chapter is based on a paper coauthored with Jan Wielemaker, Bob Wielinga, Guus Schreiber and Jan Top “Reconstructing
the Model behind a Scientific Spreadsheet” (De Vos et al., 2017b),
is submitted for publication.
7.1

introduction

In this chapter we investigate the plausibility of reconstructing the
domain model of existing natural science spreadsheets.
Scientists in the domain of natural science, hereafter referred to
as domain scientists, frequently use spreadsheets to analyze and
manipulate their research data (Maguire et al., 2013; Rayner et al.,
2006; Wolstencroft et al., 2011). The format of spreadsheets gives
them a high degree of freedom in how they enter their data. Domain scientists can make their own choices with respect to the entities and processes to be included, and the way in which these are
organized in tables. In this way their domain model is implicitly
reflected in the content and structure of the spreadsheet tables. As
researchers do not anticipate the reuse of their spreadsheet data
(Van Assem et al., 2010) they tend to be sloppy in the specification
of the semantics of their data, and the free format allows them to
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do so (Rijgersberg, Wigham, and Top, 2011). However, as the domain model is essential to understand the meaning and context of
spreadsheet data, it is currently hard to unambiguously interpret
these data for people other than the original developers.
In earlier papers we developed approaches to reconstruct parts
of the domain model behind natural science spreadsheets (De Vos
et al., 2012, 2015, 2017a). In principle, combining these approaches
would enable us to perform automatic reconstruction of the complete domain model. However, this reconstruction is only feasible for spreadsheet tables that follow an ideal design pattern, and
contain explicit and complete information on the corresponding
research. In practice, domain scientists apply a wide variety of
spreadsheet design patterns, and the information on the corresponding research is often only to a limited extent included in
the table, consider for example the tables in Figures 7.4, and 7.6.
The goal of this chapter is to investigate to what extent automatic
reconstruction of the domain model is possible for existing natural
science spreadsheets.
In this chapter we will address the following research questions:
1. Which information in spreadsheet tables is required to enable automatic reconstruction of the domain model in an
ideal situation?
2. In what ways do existing natural science tables deviate from
the ideal situation?
3. To what extent could the domain model be automatically reconstructed given these deviations?
In Section 7.3.2 we explain the requirements for the structure and
content of natural science tables that enable automatic reconstruction of the domain model, and show this reconstruction for a stylized example spreadsheet (Sections 7.3.3 and 7.3.4). In Section 7.4
we present an analysis on the nature and frequency of design patterns in existing natural science tables, and discuss how these deviate from the ideal situation. These deviations may be addressed
by including additional heuristics (Section 7.5) in the process that
is developed for the ideal situation. Finally, we discuss how these
heuristics could be applied to the set of analyzed tables (Section
7.6), and to what extent it would be possible to automatically reconstruct the domain model for these tables (Section 7.7).

7.2 related work

Figure 7.1: Tables in the stylized example spreadsheet

7.2

related work

Many studies focus on improving the interpretation of spreadsheet
data to facilitate reuse and integration. In order to derive a correct
interpretation, the studies use different strategies to infer the semantics from spreadsheet data and dissolve ambiguities. We observe two main types of strategies.
One strategy is to encourage domain scientists to standardize
their data to facilitate interpretation and reuse. Semantic markup
tools like RightField (Wolstencroft et al., 2011) and OntoMaton
(Maguire et al., 2013), may be used to develop templates for domain scientists to enter and annotate their data simultaneously.
MAGE-Tab (Rayner et al., 2006), ISA-Tab (Sansone et al., 2012),
and BIOM (McDonald et al., 2012) are tabular formats that use
an underlying data model with relevant metadata from scientific
experiments. These formats can be used to either directly enter
data, or as a template for mapping other spreadsheet files onto
one structure.
Another strategy is to adopt the reverse engineering perspective, and develop approaches to analyze and interpret the content
of existing spreadsheets. Some of the corresponding studies use
knowledge on the structural properties of spreadsheets to interpret the textual content, and present it in a compact and easy to
understand way. In three of these studies (Garcia-silva et al., 2008;
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Hermans, Pinzger, and Deursen, 2010; Rocha Bernardo, Mota, and
Santanchè, 2013) the developed approach comprises the creation
of a library of commonly used patterns for data presentation, the
automatic recognition of these patterns and the translation of these
patterns into class diagrams or ontologies. While (Garcia-silva et
al., 2008), and (Hermans, Pinzger, and Deursen, 2010) use the content information as it is presented in the tables, (Rocha Bernardo,
Mota, and Santanchè, 2013) uses knowledge from external ontologies to automatically recognize and annotate the spreadsheet design patterns from the library.
Other studies focus on visualizing the data flow within spreadsheets to support user understanding. These studies visualize the
dependencies between spreadsheets cells in the entire workbook
in a graph like structure (Davis, 1996) and apply visual abstraction
techniques to make the graph manageable (Hermans, Pinzger, and
Deursen, 2011; Kankuzi and Ayalew, 2008). However, as these techniques only provide visual representations of the dependencies on
different abstraction levels, the graph itself remains unchanged,
and still too complex to be understood. In contrast, Clermont and
colleagues (Clermont, 2004) examine the cell dependency graph
of the entire workbook, and semi-automatically aggregate this according to the formula syntax, and the direction of the data flow.
Their approach enables the creation of abstract representations of
complex spreadsheet programs.
The related work described in this section provides multiple approaches to improve the interpretation of data in natural science
spreadsheets, and offers a useful basis to build upon. In our research we combine aspects of all of the abovementioned approaches.
7.3

reconstruction of the domain model in the ideal
situation

7.3.1 Two layers within the domain model
Natural science spreadsheets often represent laboratory or field
observations. The tables in these spreadsheets therefore typically
consist of numerical data, quantities and units of measure (Van
Assem et al., 2010), and information on the associated phenomena,
i.e., objects, events and substances.
Within the domain model behind a natural science spreadsheet,
we distinguish two layers, i.e., a descriptive (Figure 7.2) and a com-
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Figure 7.2: Reconstruction of the descriptive layer of the domain model
behind the stylized example spreadsheet
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putational layer (Figure 7.3). The descriptive layer of the domain
model describes the classes in the domain model, the properties of
these classes, and the relationships between these classes. In our
research we consider the phenomena in a spreadsheet table as the
classes in the domain model, and the quantities as the properties of
these classes. The descriptive layer thus contains the quantities and
phenomena that are present in the spreadsheets, and how these are
connected through hierarchical and property relationships.
The computational layer of the domain model describes the calculation of research results. It contains the quantities that are present
in the spreadsheets, and how these are connected through computational relationships.
7.3.2

Requirements for spreadsheet tables

In previous research we have developed methods to automatically
reconstruct parts of the descriptive (De Vos et al., 2012, 2017a) and
computational layer (De Vos et al., 2015) of the domain model.
From this research we collect requirements for the structure and
content of the corresponding tables, that enable this automatic reconstruction (Table 7.1). Subsequently, we create an example spreadsheet that meets all of these requirements (Figure 7.1). In the following subsections we will explain the requirements, and demonstrate the automatic reconstruction of both layers of the domain
model, based on the stylized example.
7.3.3

Reconstruction of the descriptive layer

The reconstruction of the descriptive layer roughly consists of 5
steps (Figure 7.2).
I. Recognition of the basic structure of the table
This basic structure of a table is a prerequisite to locate the elements of the descriptive layer (Table 7.1). It consists of string and
float cells that are grouped in homogeneous blocks. The float cells
contain the values of observations or measurements in a table, and
the surrounding string blocks describe the context of these measurements (Abraham and Erwig, 2006; Chen and Cafarella, 2013),
i.e., the quantities, units of measure, and phenomena. Furthermore,
the requirement on the basic structure includes that the string and

Copy equivalent regions

Clear phenomenon notations

X

X

Complete quantity notations

X

Quantities

X
X

X

Classes

Correct unit notations

Grouping related phenomena

Basic structure

Instances

Phenomenon

X

X

Properties Phenomena

X

X

Computational relationships

X

X

X

X

Annotation

Table 7.1: Required information on structure and content of natural science tables to enable automatic reconstruction of the domain
model
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float blocks in a table should be aligned in such a way, that every
float cell is cross-wise aligned with at least two string cells that describe its context, i.e., exactly one cell describing the quantity, and
at least one cell describing the phenomenon.
II. Recognition of Quantities, Units of Measure and Phenomena
Cells containing quantities, or units are recognized from their content. Terms representing units of measure should follow the international notation standards (Rijgersberg, Wigham, and Top, 2011).
This implies that these terms consist of very short strings containing one or more symbols, and optional brackets and slashes (Van
Assem et al., 2010), e.g., “ha” representing the unit “hectare” and
“kg” representing the unit “kilogram” (Figure 7.1). The symbol(s)
in the term should lexically match with a unit symbol from a dedicated vocabulary. In this study we use the OM Ontology for units
of Measure and related concepts (Rijgersberg, Wigham, and Top,
2011).
Cells that contain information on quantities should both contain
a description of a quantity concept, that can be lexically matched
with a concept from a dedicated vocabulary, and an associated unit
of measure, that is located either in the same or in a neighboring
cell. In the stylized example, the quantity concept “Area” is associated with the unit term “ha” and the quantity concept “Mass” is
associated with the unit term “kg”.
Phenomenon cells, i.e. cells containing phenomenon instances,
should contain terms that can not be confused with quantities
or units, i.e., these terms should not consist of very short strings,
symbols, or abbreviations. In the stylized example, the cells in the
string blocks “Corn-Cabbage-Carrot” , and “Coated urea- Ammonium nitrate -Guano” do not contain very short strings, symbols,
or abbreviations, and might therefore be phenomenon cells. As the
content of phenomenon cells is not very distinctive, these cells are
also recognized from the location in the table, which is an implication of the requirement on the basic structure . In the stylized
example, the cells in the left string blocks describe the quantities
of the float cells, e.g., “Area” and “Mass ”, and the string cells
located across should therefore describe the phenomena
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III. Recognition of the relationships
The property relationship in the domain model are indicated by
the cross-wise alignment of quantity and phenomenon cells, e.g.,
this alignment indicates that “Area (ha)” is a property of “Corn”,
“Cabbage” and “Carrot”.
Cells representing semantically related phenomenon instances
are typically grouped in the same string block (7.1). This grouping
determines which instances belong to the same class, i.e., it determines the hierarchical relationships. In the stylized example, the
grouped phenomenon instances “Corn”, “Cabbage” and “Carrot”
, and “Coated urea”, “Ammonium nitrate” and “Guano”, belong
to the same classes.
IV. Annotation of the Quantities and Phenomena
The automatic annotation of entities with vocabulary concepts is
based on lexical matching, which requires the content of the table
cells to be clear, complete and correct, i.e., it should not contain
abbreviations, typo’s or proper nouns. Furthermore, correct annotation sets requirements for the selection of vocabularies. These vocabularies should contain labeled concepts, and should comprise
at least one vocabulary that covers the domain of the considered
spreadsheets, and a dedicated vocabulary on quantities and units.
We assume that it is possible to annotate a group of semantically related phenomenon instances, i.e., a phenomenon class,
with a common denominator concept from the domain vocabulary.
The phenomenon instances should all be related -hierarchically, or
property-wise- to this common denominator concept. This annotation of phenomenon classes requires that the domain vocabulary
is structured as a graph. In the stylized example, the grouped instances “Corn”, “Cabbage” and “Carrot” are all a type of “Crop”,
and the grouped instances “Coated urea”,“Ammonium nitrate”
and “Guano”, are all a type of “fertilizer”.
V Create descriptive layer
In the descriptive layer the grouped phenomenon instances are represented as classes, the quantities as the properties of these classes,
and the annotations as labels that guide the interpretation of the
terms.
The information on phenomena and quantities can be combined
with information on computational relationships (Figure 7.3) to
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Figure 7.3: Reconstruction of the computational layer of the domain
model behind the stylized example spreadsheet

7.3 reconstruction of the domain model

yield another type of relationships in the descriptive layer. We assume that if the quantities from one class have a computational
relationship with the quantities from another class, there is also a
relationship between the two classes. For example, the quantities
of the class “Corn-Cabbage-Carrot” have a computational relationship with the quantities of the class “Coated urea-Ammonium nitrate -Guano”. This would indicate that both classes are related as
well, e.g., “Corn-Cabbage-Carrot” uses “Coated urea-Ammonium
nitrate -Guano”.
7.3.4 Reconstruction of the computational layer
The reconstruction of the computational layer roughly consists of
5 steps (Figure 7.3).
I Create original cell dependency graph
We create the original cell dependency graph by parsing all formulas in the spreadsheet, and analyzing the dependencies between
the corresponding cells, similar to (Clermont, 2004; Davis, 1996;
Hermans, Pinzger, and Deursen, 2011; Kankuzi and Ayalew, 2008).
The cell dependency graph of the stylized example yields 12 nodes
and 9 edges (Figure 7.3).
In natural science spreadsheets, multiple cells refer to the same
quantity, as these refer to different instances or copies of that quantity. The number of spreadsheet cells, and consequently the number of nodes and edges in the cell dependency graph, is therefore
greater than the number of quantities present in the computational
layer.
II Recognize copy equivalent regions
The cross-wise alignment of quantity and phenomenon blocks indicates that, in natural science tables, quantities are instantiated
for the corresponding phenomena (see Section 7.3.3) . The formulas related to these quantity instances are typically located in copyequivalent regions (Clermont, 2004), i.e., blocks of cells that contain formulas with the same syntax (Table 7.1.
III Aggregate cell dependency graph
The quantity instances in a table can be automatically recognized
and aggregated by analyzing the formula syntax in these copy-
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equivalent regions. This results in an aggregated cell dependency
graph.
IV Label aggregated cell dependency graph
The nodes in the aggregated graph are labeled with terms describing the corresponding quantities and phenomena. This step
is done manually in (De Vos et al., 2015), but with an ideal table
structure, and complete information on the quantities in the table
(Table 7.1), it should be possible to perform this step automatically,
following the approach of Hermans and colleagues 2010. In the
unlabeled aggregated graph, a node is presented as a cell range
(Figure 7.3). The first step in automatic labeling should be to determine in which float block such a cell range is located. The terms to
label the node can then be found in the string blocks aligned with
this float block. The notation of the terms in these string blocks
should indicate which terms represent quantities, and which represent phenomena.
V Create computational layer
The labeled graph can be combined with information on classes,
i.e., phenomena, and properties, i.e., quantities, to yield the computational layer.
7.4

analysis of table design

The abovementioned reconstruction process is developed for spreadsheet tables that follow an ideal design pattern, and contain explicit and complete information on the corresponding research. In
practice, there are many ways in which domain scientists can design their spreadsheet tables. We conduct an analysis of a set of
existing natural science spreadsheet tables, in order to gain knowledge on common practice of table design, and to find out in what
the structure and content of these tables may deviate from the ideal
situation.

7.4 analysis of table design
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Table 7.2: Sources of tables inspected to create the library of table design
patterns
Published online as
supplementary data

From colleagues in
research institutes

12

8

# spreadsheets

40

44

# tables

128

233

# research projects

7.4.1

Method

Data set
We analyse a total of 361 tables in 84 spreadsheets, that are used
in 20 existing research projects in the domain of natural science
(Table 7.2). All spreadsheets fall within the scope of our research,
i.e., natural science spreadsheets that consist of numerical data,
quantities and units of measure, and information on the associated
objects and events. About two third of the analyzed tables contains
formulas.
About half of the inspected tables is used in our earlier work
on interpretation and annotation of spreadsheets (De Vos et al.,
2012, 2017a), or formulas (De Vos et al., 2015). We collect additional spreadsheets from colleagues at Wageningen University and
Research, working on projects in agriculture 1 and plastic recycling
(Thoden van Velzen et al., 2013). And, we use the Google Scholar
web search engine to find spreadsheets that are published online as
supplementary data alongside journal papers. These spreadsheets
contain data and analyses on european crop production (Hermans
et al., 2010), soil pollution (Kullik and Belknap, 2016), sustainable
energy development (Riley, 2014), policy planning of urban agroecosystems (Ibarra et al., 2013), and human toxicology (Rudzok et
al., 2010).
Data analysis
Our analysis consist of a manual inspection of all spreadsheet tables, in which we only consider the content of the tables, and ignore the title or comments. We color code the cells in each block
1 VALERIE
:
VALorising
in
agriculturE
and

European
forestry,

Research

for

Innovation

http://www.wur.nl/nl/project/

VALERIE-VALorising-European-Research-for-Innovation-in-agriculturE-and-forestry.
htm
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based on the content (e.g., see the legend in Figure 7.4 ), and distinguish the following content types:
• Float - numbers describing the research observations , optionally with an underlying formula
• Phenomenon - term describing an object, event, location or
material
• Quantity - term containing a quantity concept and/or an associated unit of measure
• Unit - very short strings with one or more symbols, and optional brackets and slashes
• Modeling/calculation - terms related to computation/manipulation of data
• Text-unclassified - terms that can not be classified the abovementioned categories
• Number - numbers that do not describe research observations, i.e., these have a different notation and location than
the abovementioned floats
• Empty - cells without content
If a cell contains a formula, we analyze whether it is part of a
copy-equivalent region, and whether it is an aggregation or a copy
formula. Subsequently, we determine for each table to what extent
it meets the requirements for structure and content as described in
Table 7.1, and Section 7.3.
In their analysis of table design patterns Hermans and colleagues
2010 use a straightforward distinction between four basic cell types,
i.e., label, data, formula and empty. We are aware that our classification of cell types involves our interpretation of the content, and
provides a more subjective view.
7.4.2 Results
In our analysis of existing natural science spreadsheets we observe
that most of the corresponding tables do not meet one or several
of the requirements listed in Table 7.1. In the following subsections
we describe these deviations one by one.

7.4 analysis of table design

Deviant basic structure
The basic structure of a table is a prerequisite to locate the elements
of the descriptive layer (Section 7.3). The ideal basic structure of a
natural science table comprises homogeneous blocks of string and
float cells, in which the float cells are crosswise aligned with two
types of string cells, i.e., quantity cells and phenomenon cells.
In more than half of the analyzed tables (Table 7.3) the string
and float cells are not located in homogeneous blocks. In most of
these tables, the float blocks are interrupted, either by empty cells
(Figure 7.6), or less frequent, by qualitative,i.e., string values.
In the majority of the analyzed tables the string and float blocks
are aligned with each other, i.e., these blocks have similar dimensions. If these tables consist of homogeneous blocks, or blocks with
only limited interruptions, it is clear which float cells are associated with which string cells.
In part of the analyzed tables there is no cross-wise alignment
of string blocks, which indicates that one of the required string
blocks, i.e., either a block of phenomenon cells or quantity cells, is
missing from the table.
Grouping of related Phenomena
The grouping of semantically related phenomenon instances is
required to determine the classes of phenomena in the domain
model.
Testing of this characteristic is difficult, as we observe that these
semantic relations are often invented by the spreadsheet developer.
The developer groups instances according to common properties,
which may be clear to users or peer scientists, but not easily recognized in a domain vocabulary. For example, a developer may
group the instances “electricity”, “gasoline” and “uranium”. These
substances are chemically different, and used in different contexts,
but may all be considered members of the invented class “Energy
carrier”. We therefore consider the grouping of related phenomena as a given fact, and do not evaluate this characteristic in our
analysis.
Annotation of these related phenomenon instances as a group,
i.e., a phenomenon class, with a common denominator concept
from a vocabulary is difficult for the same reasons. However, we
observe that some of these grouped phenomenon instances already
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Table 7.3: Deviations from the ideal basic structure as found in the analyzed tables.
Pattern

Fraction of tables (%)

Interrupted string or float blocks

54

String and float blocks not aligned

20

String blocks in only one direction

23

have a common denominator cell that is present within the table,
i.e., located above or left from the group.
Deviant unit notations
Ideally, the notation of units of measure in a table follows international standards (Section 7.3). A correct notation enables recognition and interpretation of these units, and subsequently of the
associated quantities.
More than half of the analyzed tables contains unit cells (Table
7.4), but in almost one third the notation of the unit terms and symbols is not according to the international standards. In the majority
of the cases the unit terms are customized by the scientists. The
resulting unit terms are not incorrect per se, but rather unconventional, and automatic recognition of these terms is hindered. Scientists often combine phenomena with unit symbols, e.g., “MJ/1000
kg milk/yr” and “g CO2e/MJ” (Figures 7.4, 7.6). Or they combine
several singular units into a large compound unit, like “mg m-1
h-1” or “[mg/(kg*day)]-1”. In a few analyzed tables, the notation
of the unit terms is sloppy or wrong, e.g., the unit “gram” is represented by “gr” instead of the official symbol “g” .
Part of the analyzed tables does not contain units of measure.
The unit of measure may be mentioned in the title of the table, but
in most of these tables the unit is just omitted .
Incomplete quantity notations
In the ideal natural science table, the quantity cells contain complete information (Section 7.3), i.e., these cells contain a quantity
concept, and an associated unit of measure, which is located in
the same or in a neighboring cell. This information is required for
correct recognition and annotation of the quantities in a table, and
subsequently, recognition of the corresponding phenomena.

7.4 analysis of table design

Figure 7.4: Examples of spreadsheet tables in which the quantity is
present in the title (A),the units of measure are associated
with phenomena cells (A,B), phenomenon cells contain abbreviations or numbers (A,B), the units of measure are customized (B), and a quantity is instantiated for aggregation
(B). The color markup is applied in our analysis, and not part
of the original table.
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Table 7.4: Presence of unit, quantity and phenomenon cells in the analyzed tables
Pattern

Fraction of tables (%)
Unit cells

Quantity cells

Phenomenon cells

Present, complete information

29

15

46

Present, incomplete information

29

47

29

Not present in table, but in title

5

11

11

Not present at all

37

27

14

Figure 7.5: Different representations of quantities in the analyzed tables.

The majority of the analyzed tables contains quantity cells (Table
7.4). In practice, scientists use many ways to represent the quantities in their tables (Figure 7.5). In almost half of the analyzed tables,
the quantity cells do not contain complete information, and automatic recognition of the quantities is not straightforward. Some
tables contain cells with a phenomenon description, and an associated unit of measure located in the neighboring cell (Figure
7.5, Figure 7.4). Although no quantity concept is mentioned, these
cells implicitly represent quantities. In Table 7.4 we do not consider
these cells as quantity cells.
In part of the analyzed tables no quantities are mentioned within
the table. For some of these tables, e.g., Figure 7.4), the quantity
may be derived from the title of the table. But in most of these
tables the quantity is just omitted and cannot be deduced at all.

7.4 analysis of table design

Unclear phenomenon notations
The notation of phenomenon instances in a table should ideally
consist of full words, i.e., not of symbols or abbreviations. This notation is a prerequisite for the correct recognition and annotation
of these phenomenon instances.
In the majority of the analyzed tables phenomenon cells are
present (Table 7.4), However, part of these tables contains cells
that, judging from the position in the table, probably represent
phenomena, but do not contain full words. Instead, these cells contain numbers or codes representing, e.g., dates, scientific experiments, identification numbers (Figures 7.4,7.6), or abbreviations
which are either domain specific, e.g., chemical elements or geographical codes, or related to scientific experiments.
In one quarter of the analyzed tables no phenomena are mentioned within the table. For some of these tables, the phenomenon
may be derived from the title of the table, or even from the title of
the spreadsheet or workbook. But in most tables the phenomenon
is just omitted and cannot be deduced at all.
Insufficient copy equivalent regions
The quantities in natural science tables are instantiated for the
corresponding phenomena. Ideally, the formulas related to these
quantity instances are located in copy-equivalent regions (Table
7.1). These copy-equivalent regions enable aggregation of the cell
dependency graph, which is a prerequisite for constructing the
computational layer.
About 73% of the analyzed tables contains formulas. In more
than half of these tables, the quantity instances are located in
copy-equivalent regions (Table 7.5). A small part of these copyequivalent regions is interrupted by empty cells. The formulas
in these cells are removed by the developers, as there are apparently no data on the corresponding quantity instance. Automatic
recognition of these interrupted copy-equivalent regions, and subsequently, the aggregation of quantity instances, is difficult.
Besides instantiation of quantities for different phenomena, we
found other types of quantity instantiations in the analyzed tables.
In almost a third of the analyzed tables with formulas, the present
formulas do not perform mathematical operations, but are rather
copy statements. As these cells represent nothing more than copies
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Table 7.5: Different types of instantiations of quantities in the analyzed
tables which contain formulas (NB fractions do not sum up to
100%, as tables may contain multiple types of instantiations)
Instantation

Fraction of tables with formulas (%)

in copy equivalent regions

53

different levels of aggregation

29

direct copies

32

different units of measure

1

of quantities elsewhere in the spreadsheets, the corresponding aggregation in the cell dependency graph is straightforward.
About 29% of the analyzed tables with formulas, contains cells
that perform mathematical operations on other quantity instances
in the table, e.g., these cells calculate the sum or the average, or
determine the maximum value (Table 7.5). As the dimension of
the quantity does not change by these mathematical operations,
the resulting value is considered yet another instantiation of the
same quantity. We call this type of instantiation ‘aggregation’, as
the mathematical operation aggregates over phenomena in the table, resulting in the instantiation of a quantity for a phenomenon
superclass, that is often not explicitly mentioned in the table. An
example is shown in Figure 7.4, where the table cell “Total” performs a summation of the emissions by “Corn production”, “Biorefinery” and “Co-products” to obtain a total emission of anhydrous
ethanol production.
Furthermore, a few tables contain quantities that are instantiated
for various units of measure (Figure 7.6).
7.5

heuristics to obtain missing information

In our analysis of existing natural science tables we observe that
most tables do not contain the required information to enable the
automatic reconstruction of the domain model as shown in Section
7.3. The automatic reconstruction process should therefore be complemented by heuristics to overcome the challenges of incomplete
information (Table 7.6). In the following subsections we discuss
these heuristics in more detail.

7.5 heuristics

Figure 7.6: Example of spreadsheet tables with interrupted float and
string blocks (A), customized units of measure (A), quantities
that are instantiated for aggregation (A) and different units
of measure (B), and phenomenon cells contain with codes (B).
The color markup is applied in our analysis, and not part of
the original table.
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7.5.1

Recognizing and annotating blocks

As stated in the Introduction section, the domain model of scientists is implicitly reflected in the content and structure of their
spreadsheet tables. We assume that we can use characteristics on
both structure and content of these tables, to obtain missing information on the domain model.
Domain scientists typically group cells that are semantically related (Mittermeir and Clermont, 2002) and use structure and layout features to distinguish between these groups (Chen and Cafarella, 2013; Hipfl, 2004). These groups of cells, i.e., blocks, are
not only different in terms of their content and position, but also
in terms of their role in the table. We assume that this grouping
not only applies to phenomenon cells (Table 7.1), but also to cells
representing quantities and units of measure. Recognition and annotation of the blocks in a table, enables recognition of the type of
cells within these blocks.
We have developed heuristics that support us in recognizing and
annotating cells and blocks in a table (De Vos et al., 2012, 2017a).
These heuristics combine information on the notation of terms in
cells, and the composition and positioning of blocks of cells in a
table, e.g.:
• If a cell contains a unit of measure within the cell, it is a quantity
cell
• A block is considered a “Quantity” or a “Unit” block when at least
30% of the cells is recognized as a quantity or unit cell
• A block is considered a “Quantity” block when it is vertically or
horizontally aligned with the “Unit” block and the float block
The quantities in natural science tables are instantiated for the
corresponding phenomena. However, as observed in Section 7.4.2,
not all of these quantity instances are part of copy-equivalent regions. Automatic recognition and aggregation of these instances
based on formula syntax is therefore difficult. Instead, the quantities may be recognized and aggregated based on the table structure. The direction of a phenomenon block in a table indicates the
direction in which the quantities are instantiated. This heuristic
also works the other way around (see Section 7.5.4).

7.5 heuristics

7.5.2

Collecting missing information using vocabularies

The phenomenon cells in natural science tables may not contain
terms, but codes, numbers or abbreviations 7.4.2. Recognition of
these cells as phenomenon cells by their content is hindered, but
may be improved by using the following heuristic:
• Phenomenon cells can contain short alphanumeric strings, which
may be annotated with concepts from a(n additional) domain vocabulary
The content in these cells may represent codes, numbers or abbreviations, that are commonly used by scientists to refer to domain
specific entities, e.g., chemical elements or geographical codes. Vocabularies with additional information on instance level could be
used to annotate the content of these cells, and recognize these as
phenomenon cells What is more, these vocabularies may also facilitate recognition of these phenomenon cells, by distinguishing the
codes and abbreviations from quantities and units of measure.
Many quantity cells in the analyzed tables do not contain a concept description, but do have an associated unit of measure (Section 7.4.2). The missing quantity concept may be obtained by using
the following heuristic:
• Annotation concepts for quantity terms can be deduced from the
included unit term
Some units are commonly associated with certain quantities (Van
Assem et al., 2010), and this type of information is included in the
OM vocabulary. For example, the missing quantity concept in a
cell containing the term “Nitrogen (kg)” is probably “Mass”, as
the unit of measure “kg” is commonly associated with this quantity. It would, however, be difficult to retrieve the correct quantity
concept for all of these cells. First, this procedure requires a correct
notation and interpretation of the associated units of measure. Second, it requires that the OM vocabulary -or any other dedicated
vocabulary on quantities and units- provides information on the
quantity concepts that are commonly associated with these particular units of measure.
Besides, domain scientists often customize the units of measure
in their spreadsheets by combining unit symbols with phenomenon
terms. Recognizing these phenomena using a domain vocabulary,
and subsequently removing these from the unit terms, would prob-
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ably result in better recognition and interpretation of the units of
measure in a table.
7.5.3

Deducing missing information from the table context

Empty cells in float blocks interrupt the basic structure (Section
7.4.2) and the copy-equivalent regions (Section 7.4.2) in part of the
analyzed tables. These cells are left empty on purpose, as there
is no data on the corresponding quantity instance. Often, these
empty cells are surrounded by non-empty neighbouring cells, which
could be used to deduce the missing information
• The content type of an empty cell is the same as that of the neighbouring cells
This heuristic may be used to fill in the gaps in the basic structure
and copy-equivalent regions, resulting in better recognition of the
cell types, and quantity instances in a table.
Annotation of a phenomenon class is often difficult, as the semantic relation between the grouped phenomenon instances can
not be recognized in a domain vocabulary. As suggested by (Abraham and Erwig, 2006; Chen and Cafarella, 2013; Hermans, Pinzger,
and Deursen, 2010), the following heuristic may be used:
• A group of phenomenon instances may have a common denominator cell that is present above or left from the phenomenon block
The term in this common denominator cell may be annotated and
provide the concept of the phenomenon class.
In a small part of the analyzed tables there are no phenomenon
or quantity cells present within the table. In some of these tables,
the missing entity is present in the title of the table. It would be
possible to retrieve these missing phenomena and quantities by extending analysis and annotation of the table content, with lexical
analysis and annotation of the table titles. However, once a phenomenon or quantity is retrieved, its relationship to the other entities in the tables is still unclear. The added value of this heuristic
for reconstruction of the domain model is therefore limited.
7.5.4

Formula analysis

The analysis of the formulas in copy-equivalent regions may facilitate the recognition of a block of phenomenon cells. In copy-
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Table 7.6: Applicability of different approaches to overcome challenges
in the analyzed tables
Block annotation

Vocabularies

Deviant basic structure

Table
context

Formula
analysis

X

Deviant unit notations

X

X

X

Incomplete quantity notations

X

X

X

X

Unclear phenomenon notations

X

X

X

X

Insufficient c.e. regions

X

X

X

equivalent regions the quantities are instantiated for different phenomena in the table, i.e., the formulas associated with these quantity instances have the same syntax for each phenomenon. This
results in the following heuristic:
• The direction of copy-equivalent regions indicates the direction of a
phenomenon block in the table
Furthermore, if part of the information on the units of measure
in a table is missing or incorrect, dimension analysis (Chambers
and Erwig, 2009; Rijgersberg, Wigham, and Top, 2011) of the quantities in a formula may facilitate complementing information on
these units. Dimension analysis assumes that
• The dimensions on the left hand side of a formula are the same as
the dimensions on the right hand side
Besides, heuristics on the syntax of different types of aggregation formulas, may facilitate the recognition of quantity instances.
7.6

repairability and implications of deviations

In this section we discuss the applicability of the heuristics from
Section 7.5 to overcome the various deviations in the set of tables
analyzed in this study (Table 7.6), as well as the implications for
the various steps of the reconstruction of the domain model.
7.6.1

Deviant basic structure

The main cause for a deviant basic structure in the analyzed tables
(Section 7.4.2) is the presence of empty cells in the float blocks,
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which may be addressed by deducing the missing content from
the surounding cells (Section 7.5.3). As in the majority of the analyzed tables string and float blocks are sufficiently aligned, we
expect that it should be possible to recognize the quantities and
phenomena, and the corresponding property relationships, as well
as to label the quantity instances in the cell dependency graph.
The absence of cross-wise alignment of the string blocks, indicates that either the phenomenon or the quantity cells are missing from the table. This deviation of the basic structure can not
be addressed, and approaches that are using the basic structure,
i.e., block annotation (Section 7.5.1) and formula analysis (Section
7.5.4), can not be applied. We expect that in these tables the recognition of quantities and phenomena is very difficult, as this is
solely depending on the completeness of the information in the
table cells. The labeling of quantity instances in the cell dependency graph is partly possible, as part of the label is missing, and
the recognition of property relationships is not at all possible.
7.6.2

Grouped phenomena

As stated in Section 7.4.2 we assume that in all analyzed tables
related phenomena are grouped in the same blocks, so the recognition of phenomenon classes should be straightforward. The annotation of these classes, however, will be very difficult. Part of the
class annotations may be derived by deducing information from
common denominator cells that are present above or left from the
phenomenon instances (Section 7.5.3).
7.6.3

Deviant unit notations

The majority of the deviating notations comprises customized notations (Section 7.4.2). Removing phenomenon concepts from the
unit terms (Section 7.5.2) is expected to improve the recognition
and annotation of units of measure in these tables. Incomplete information on units of measure can also be addressed by recognizing unit blocks (Section 7.5.1), and dimension analysis of the
quantities in the formulas (Section 7.5.4). We therefore expect that
in the vast majority of the tables that contain units of measure,
these unit cells can be successfully recognized.
In the tables without units of measure, the recognition and annotation of the quantities is also hindered.

7.6 repairability and implications of deviations

7.6.4

Incomplete quantity notations

The recognition of quantity cells with incomplete information (Section 7.4.2) may be improved by recognizing quantity blocks (Section 7.5.1), and analysis of copy-equivalent regions (Section 7.5.4).
Block heuristics may also facilitate recognition of a quantity block
in the tables where quantity cells are implicitly represented. Using
these additional heuristics, we expect that in the majority of the
analyzed tables the quantity cells can be successfully recognized.
The annotation of quantity cells with incomplete information is
straightforward if these cells contain a concept description. If these
cells only contain an unit of measure, the quantity concept may be
deduced (Section 7.5.2), but this approach has several limitations.
We therefore expect that part of the quantity cells with incomplete
information can successfully be annotated.
Retrieving the quantity from the table title is possible, but has no
additional value for reconstruction of the domain model (Section
7.5.3).
7.6.5

Unclear phenomenon notations

The recognition of phenomenon cells with numbers, codes or abbreviations (Section 7.4.2) may be improved by using additional
information from vocabularies (Section 7.5.2), and block heuristics
(Section 7.5.1). We expect that the use of vocabularies is partially
successful in the annotation of these phenomenon cells, as only a
small part of the numbers, codes or abbreviations is expected to
be present, and confusion with quantity or unit symbols is easy.
We therefore expect that in the majority of the analyzed tables the
phenomenon cells can be successfully recognized, and that a part
of these phenomenon cells can successfully be annotated.
7.6.6

Insufficient c.e. regions

Aggregation of the quantity instances in the cell dependency graph
is expected to be straightforward in the tables in which the formulas are either located in copy equivalent regions, or the formulas
consist of copy statements (Section 7.4.2). Quantity instances that
are not part of copy equivalent regions may be recognized and
aggregated based on the table structure (Section 7.5.1). Quantities
that are instantiated for different levels of aggregation may be rec-
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ognized by using heuristics on the syntax of aggregation formulas
(Section 7.5.4). We therefore expect that in the majority of the analyzed tables the quantity instances in the cell dependency graph
can successfully be aggregated.
7.7

conclusion and discussion

The analysis in the previous section provides us information to
assess the plausibility of reconstructing the domain model for the
set of tables analyzed in this study.
not possible We expect that reconstruction of the domain
model is not possible for tables that have great, and irreparable deviations in the basic structure. In these tables entire context blocks
are missing, or it is not clear which string and float cells are related
to each other. Recognition and annotation of all required entities
and relationships is not possible. Besides, complementing missing information in these tables is also very difficult as part of the
heuristics require a good basic structure.
difficult Reconstruction of the domain model is expected to
be difficult for tables that have a good basic structure, but are missing entities. In these tables either the units of measure are missing,
or the quantities are implicitly represented. In the tables with missing units, the recognition and annotation of entities and relationships, as well as in these tables is hindered, but possible. In the
tables with implicit quantities, recognition of entities and relationships is very well possible when block heuristics are used. The
annotation of quantities, however, is very difficult in these tables.
possible We expect that reconstruction of the domain model
is possible in the case of incomplete information. This concerns tables that have a good basic structure, and that contain unit, quantity, and phenomenon cells. With the help of heuristics, successful recognition of entities and relationships in these tables is very
likely , and successful annotation is possible.
straightforward Finally, reconstruction of the domain model
is expected to be straightforward in tables that meet the requirements as listed in Table 7.1.

7.7 conclusion and discussion

In this study we succesfully use several heuristics to improve the
recognition of entities in spreadsheet tables, but the use of heuristics in the annotation of these entities is limited. Since our annotation method is mainly based on lexical matching, its success is
mostly depending on the completeness of information in the corresponding cells, and the content of the vocabularies. We expect that
the use of heuristics provides opportunities for improving improve
the success of annotation.
Part of the tables analyzed in this study contains formulas. We
observe that the presence of formulas may provide an advantage
in the reconstruction of the domain model, as formula analysis
may help to deduce missing information on the descriptive layer.
At the same time, information on the content and structure of the
table may help to construct the computational layer.
During our analysis we observed that spreadsheet developers
often create their own classes, e.g., by grouping phenomenon instances, or by aggregating quantity instances. These classes may be
clear to users and peer scientists, but are not easily recognized in
a domain vocabulary. Annotation of the corresponding instances
with concepts from an existing domain vocabulary is therefore difficult. In fact, we believe that these classes could be used to enrich
that domain vocabulary. Information on these classes may be obtained from common denominator cells that are present above or
left from the phenomenon instances, but we expect that in many
cases input from the spreadsheet developers is necessary.
In this study we show that it is possible to reconstruct the domain model of existing natural science spreadsheets even if the
tables do not contain complete information on the corresponding
research project. In terms of practical applications, the observations and heuristics from this study could be used as guidelines or
in support tools for domain scientists to design new spreadsheet
tables that are easier to interpret by both humans and machines.
However, the number of existing research spreadsheets, especially
in the informal area, is large, and we do not believe that the common practice of spreadsheet development by domain scientists is
easily changed. Therefore we expect that the reconstruction of the
domain model of existing natural science spreadsheets will remain
an issue. Our proposed method provides part of the solution to
handle this issue.
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8.1

research questions revisited

This thesis is about finding ways of making the knowledge included in environmental computational models explicit. In the first
chapters we have discussed the context and motivation of this research. In chapter 2 we have illustrated that it is indeed important
to make this knowledge explicit, as this enables scientists to understand, discuss and contribute to it. In chapter 3 we have shown that
the current practice of environmental modeling lacks transparency,
and as such does not support proper model evaluation, nor does
it help us to gain knowledge on our complex environment.
The focus of this thesis is on computational models that are implemented as spreadsheets. As we aim to develop methods and
tools that can be used to make the corresponding domain model
explicit, our main research question is formulated as
To what extent can the underlying domain model of a natural science
spreadsheet be made explicit?
We have split this question up in two sub questions. In the following sections we revisit the sub questions, and subsequently answer
the main question of this thesis. We conclude with a reflection on
our research and a discussion of promising directions for future
work.
8.1.1

How can the domain model behind a natural science spreadsheet
be adequately described?

In the introduction we have defined an adequate description as a
description that agrees with the views of the original developers of
the spreadsheet, and can be understood and applied by both the
original developers and their peers.
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Domain schema
Manual analysis of spreadsheet tables (4.3.3, 5.3) showed that the
structure of a table contains implicit but valuable information on
the domain model. We observed that natural science tables typically consist of rectangular blocks of semantically related cells,
that are not only different in terms of their content and position,
but also in terms of their role in the table. More specifically, we
distinguished four different types of blocks, and defined each of
these with high-level concepts from the OM Ontology for units of
Measure and related concepts (Figure 5.2)
1. Measure: float block containing values of measurements
2. Unit of measure: string block containing units of measure
related to these measurements
3. Quantity: string block containing the measured quantitative
properties
4. Phenomenon: string block containing the objects, events or
substances of which the quantitative properties are measured
We used the information from the table structure to reconstruct the
domain schema behind a natural science spreadsheet 7.3. The Phenomenon blocks in a table are considered as classes in the domain
schema, and the Quantity instances as properties of these classes.
The grouping of Phenomenon cells determines which instances
belong to the same class, and as such determines the hierarchical
relationships. The cross-wise alignment of the Phenomenon blocks
and Quantity instances reveals the property relationship between
the two entities.
Domain and inference knowledge
As mentioned in 1.2.1, the knowledge included in natural science
spreadsheets, and in environmental computational models in general, can be characterized partly as domain knowledge and partly
as inference knowledge . The domain knowledge is the descriptive, static information, which comprises the classes, instances and
properties in the domain, while the inference knowledge is the
dynamic information, which comprises how these classes are connected through computational relationships, i.e., causal relations.

8.1 research questions revisited

In two pilot studies (4.2, 4.3) we made the domain knowledge
of, respectively, a spreadsheet and a system dynamics model, explicit in an ontology. The first pilot study showed that the ontology
helped peers to understand the original computational model on
a conceptual level. The ontology in the second pilot study did not
disagree with the view of the original developers of the spreadsheet. We show that the information on the instances, classes and
formulas in natural science spreadsheets is complementary and interconnected (4.3.3, 7.3). We therefore conclude that an adequate
description of the domain model combines both domain knowledge and inference knowledge.
The role of quantities
The inference knowledge in a spreadsheet is represented by the
set of its quantities which are related to each other by spreadsheet
formulas (6.3.1). The same quantities are recognized in 5.3 as part
of the static domain knowledge. We represent the quantities as
properties of the phenomenon concepts (7.3), and, as such, we use
the quantities as the connecting factors between the domain and
the inference knowledge in the domain model.
Use of ontologies
In this thesis we demonstrate that ontologies are suitable as a
means to make the domain knowledge in natural science spreadsheets explicit. We used ontologies to annotate this domain knowledge at two levels of abstraction (4.3.3, 5.3, 7.3.3). We annotated
individual spreadsheet terms with concepts from a domain vocabulary, and blocks of cells with a dedicated vocabulary on quantities
and units of measure, i.e., OM. This annotation approach enabled
us to represent both the domain knowledge themselves and their
inference roles, i.e., the roles these concepts play in the table, in a
way that is independent of the spreadsheet syntax. Furthermore, in
the heuristics developed in 5.3 and 7.5.2 we use ontologies to complement missing information in spreadsheet tables, and as such,
facilitate the recognition and interpretation of entities in spreadsheets.
We observed that written publications are the main information
source on environmental computational models and spreadsheets
(3.3, 4.2.3). These publications typically provide aggregate and incomplete information on the included domain knowledge, while
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the corresponding software contains detailed, low-level information. However, as the publications and software agree at the conceptual level, linking the two items seems appropriate (4.4.3). We
conclude that ontologies are needed to retrieve the intermediate
levels of abstraction needed to create explicit links between concepts in the publications and software.
8.1.2

What are guidelines for the process of reconstructing the domain
model behind a natural science spreadsheet?

The second research question addresses how we can perform the
reconstruction of the domain model. We have investigated which
tools and approaches are most effective for which step in the reconstruction process and under which conditions, and which data
requirements should be met. We have also considered how our results could be evaluated, and to what extent steps in the process
could be automated.
Overview of the process
We have developed approaches to reconstruct the descriptive layer
(5.3) and the computational layer (6.3) of the domain model of
natural science spreadsheets. In 7.3 we combined these approaches
in a process to reconstruct the complete domain model. In Table 8.1
we summarize the sequential steps in this reconstruction process,
and to what extent we can support this step automatically.
Approaches
We use different techniques and approaches in our reconstruction
process. Our research comprises the manual analysis of the content
and structure of spreadsheet tables (4.3.3, 5.3, 6.3.3), and subsequently the formulation of heuristics. In chapter 5 these heuristics
have been implemented in algorithms and combined with lexical
matching in order to recognize and annotate entities in spreadsheet tables. In chapter 6 the heuristics have been combined with
automatic analysis of the syntax of spreadsheet formulas in order
to construct and aggregate the cell dependency graph.
We have observed that the different steps in the reconstruction
process complement and build upon each other and are best combined in an iterative process.
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Table 8.1: Steps in the reconstruction process of the domain model of
a natural science spreadsheet. The level of automatic support,
as achieved in this thesis, is expressed as − (manual), ± (semiautomatic) + (automatic). The evaluation shows to what extent
the corresponding step is successful in technical terms, and is
expressed as − (not successful or preliminary), ± (room for
improvement) + (successful, no further development needed).
The references to the corresponding sections in this thesis are
provided in the second and fourth column.
Step
1

Automatic support

Evaluation

Descriptive Layer

a

Recognition of the basic table structure

+ 5.3.2

+ 5.5.3

b

Recognition of Quantities, Units, Phenomena

+ 5.3

+ 5.5.3

c

Recognition of relationships

+ 5.3

d

Annotation of Quantities, Phenomena

+ 5.3

− 5.5.3, 5.5.4

2

Computational layer

a

Creation of the original cell dependency graph

+ 6.3.2

+ 6.5.1

b

Recognition of copy-equivalent regions

+ 6.3.2

c

Aggregation of the cell dependency graph

d

Labeling of the cell dependency graph

± 6.3.2, 6.3.3

± 6.5.1

e

Retrieving information on Quantities and Phenomena from descriptive layer

− 6.3.3
− 7.3.4

± 5.5.1, 5.5.2,
5.5.3

± 6.5.1, 6.5.2
− 6.5.3
− n.a.
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Requirements for data and vocabularies
We have concluded that written publications do not provide adequate information on the domain knowledge included in natural
science spreadsheets, or in environmental models in general. The
information provided by written publications is too abstract, incomplete, and sometimes incorrect (3.3, 4.4.4,6.5.3). The domain
model should therefore be reconstructed directly from the spreadsheets or model source code.
The reconstruction process as presented in this thesis works best
for natural science spreadsheets that meet the following requirements:
1. Basic structure employing homogeneous, and aligned, string
and float blocks
2. Semantically related phenomenon instances grouped in blocks
3. Correct and complete notation of units of measure
4. Quantity notations that contain both concept and associated
unit of measure
5. Phenomenon notations that do not contain symbols or abbreviations
6. Quantity instances that are located in copy equivalent regions
In our survey on existing spreadsheets (7.4) we observed that the
majority of the spreadsheets does not meet these requirements. We
have developed heuristics (7.5) that complement the automatic reconstruction process to overcome these challenges of incomplete
information.
The availability of suitable vocabularies is essential in our approach for recognition and annotation of entities in spreadsheets.
In our research we use both a domain vocabulary and a vocabulary on quantities and units. These vocabularies should contain
labeled concepts that are part of a graph structure. The domain
vocabulary should contain concepts on both the instance level and
a more aggregate level, to allow annotation of the Phenomenon instances and classes in the spreadsheet, and to enable the creation
of explicit links between elemnts in the spreadsheets and the written publications. The vocabulary on quantities and units should
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contain additional information on 1) which units are commonly
used by certain quantities, 2) which units and quantities are commonly used by certain application areas, and 3) which unofficial
notations for units and quantities are commonly used by domain
scientists.
8.1.3

General conclusion

After revisiting the two subquestions, we can answer the main research question. In this thesis we have shown that it is possible to
reconstruct the domain model of existing natural science spreadsheets, even if the tables do not contain complete information on
the corresponding research project. The success of reconstruction
depends on the availability of suitable vocabularies, but mainly
on the content and structure of the tables in the spreadsheets. We
expect that automatic reconstruction of the domain model is hard
or impossible for spreadsheet tables in which the quantities, the
phenomena, or the units of measure, are not at all, or only implicitly, represented, since this information gap can not be addressed
by our heuristics. We expect that for tables in which the quantities,
the phenomena, and the units of measure are present, but in which
the corresponding spreadsheet cells do not contain complete information, our heuristics can be successfully applied, and automatic
reconstruction of the domain model is possible.
8.2

discussion and further research

Usefulness
In this thesis we have developed methods to reconstruct the domain model behind natural science spreadsheets, and indicated
which requirements should be met in terms of data and vocabularies. We have evaluated the success of the reconstruction process,
by considering both the separate steps and the process as a whole.
Our ultimate goal, however, is to achieve more transparency in the
environmental modeling process. This requires that also the usefulness of the reconstructed domain model itself is evaluated. In
this thesis we did not get to this point. Our results should therefore
be considered as a first step towards this ultimate goal.
We expect that the usefulness of the reconstructed domain model
depends on both the quality of the model and its suitability for

171

172

conclusion and discussion

the intended task. The task knowledge, as defined in the CommonKADS approach (Schreiber et al., 1999), considers the goals
of a computer system, and how the domain and inference knowledge included in this system could contribute to these goals. We
did not consider the task knowledge in the reconstruction of the
domain model of scientific spreadsheets. However, we could use
this knowledge in a future evaluation procedure, to determine the
requirements for the domain model with respect to a particular
task.
In practical terms, we believe that the usefulness of the reconstructed domain model is best evaluated within an application.
Possible applications that could serve as a test case for the domain
model could be, for instance:
• An application that facilitates search, reuse and integration of
spreadsheet data, by analyzing the information in annotations. An example of such an application is the excel add-in
“Rosanne” (Wigham et al., 2015), which allows domain scientists to manually annotate their spreadsheets. The annotation process could be (partly) automated by reconstructing
the domain model behind these spreadsheets. Subsequently,
the quality of these automatically created annotations could
be evaluated in user expirements, by letting them search for
spreadsheet data on a particular topic, or propose which
spreadsheet tables with similar topics could be integrated.
• An application that facilitates interpretation and understanding,
by using the domain model to connect the spreadsheet data
with the corresponding written publications. Such an application could comprise a visual representation of the domain
model, and/or a set of enhancements in the publication, like
hyperlinks to the data and external ontologies, semantic text
mark-up, and an information hierarchy of important terms
(e.g., Shotton et al., 2009). The quality and added value of
the domain model could be evaluated in user experiments,
by letting them trace research results back to the underlying
spreadsheets, or asking them questions about the concepts
and processes that are included in the spreadsheet.
Application range
We developed our reconstruction method for a specific type of
spreadsheets, i.e., natural science spreadsheets that consist of nu-
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merical data, quantities and units of measure, and information on
the associated objects and events. We expect that the number of
existing natural science spreadsheets is large, especially in the informal area, where most people do not publish or document their
spreadsheets. The correct interpretation and reuse of spreadsheet
data would be valuable in this area in particular, which would
make it an interesting area for application of our method.
In our case studies we have used spreadsheets from existing
research projects, and we believe that these are representative of
spreadsheets in the natural science domain, both in terms of content and structure, and in terms of complexity. As expected, our
method works best for spreadsheets that follow an ideal design
pattern, and contain explicit and complete information on the corresponding research. However, we have demonstrated that our
method can also be applied to existing tables that do not meet
these requirements regarding the content and structure. The reconstruction of the domain model for these tables will be less easy
and successful, but, in our opinion, even more useful.
Common practice of spreadsheet development
In our research we have observed that domain scientists are rather
focused on the calculation workflow, and show limited interest in
the static, descriptive knowledge included in their model. We do
not think that this viewpoint is easily changed. We also expect that
domain scientists will keep using spreadsheets, as these structures
provide an easy and accessible way to store and manipulate reseach data according to their preferences. Therefore we expect that
the reconstruction of the domain model of natural science spreadsheets will remain an issue.
We see a few promising developments that can encourage domain scientists in being more explicit in the knowledge they include in their spreadsheets. Firstly, there is a growing awareness
of the importance of open source code and data, and the need
for methods to provide credits to the people who provide these
data. Domain scientists will spend more time and effort designing
clear and comprehensive spreadsheets when there is a demand for
it. Scientific disciplines like astronomy and genomics, as well as
software engineering in the public and commercial domain, can
provide useful lessons here.
Secondly, automatic processing of spreadsheets could support
tasks that are mostly carried out manually, e.g., finding suitable
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spreadsheets in a particular domain, integration of spreadsheets
on the same topic, and checking for inconsistencies. Software tools
that perform these tasks could provide incentives for domain scientists to make the knowledge in their spreadsheets explicit.
We think it is important to support domain scientists in designing clear and comprehensive spreadsheets, and, at the same time,
allow them freedom in how they organize their data. Although we
did not intend to develop guidelines on the design of natural science spreadsheets, these have naturally resulted from our research:
1. Cells that fall within a measurement or context block should
not be left empty
2. Cells with measurement/observation values should be accompanied by cells with quantities
3. Cells with quantities should be accompanied by cells with
units of measure
4. Cells with quantities should be cross-wise aligned with cells
containing phenomena
5. Terms referring to quantities should contain the quantity concept, preferably the one used by the international scientific
standards
6. Terms referring to units of measure should contain the unit
symbol or name, preferably the one used by the international
scientific standards
7. Terms referring to phenomena should not only consist of
numbers, symbols, abbreviations or proper names
8. Terms referring to semantically related phenomena should
be grouped
We think these guidelines inform domain scientists how to make
the knowledge in their spreadsheets more explicit, without imposing too many constraints on the way they design their tables. These
guidelines may also be implemented in spreadsheet software in order to provide automatic support during the development process.
Extending knowledge on the Semantic Web
We have annotated spreadsheet data with concepts from reusable
knowledge structures that are present in the Semantic Web, i.e., ontologies. At the same time, we have observed that natural science
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spreadsheets can be considered as sources of knowledge themselves. During spreadsheet development domain scientists express
their domain knowledge in tables by making specific design choices.
They may create classes and relationships that are clear to users
and peer scientists, but are not recognized or present in an ontology. These classes and relationships, in fact, represent new domain
knowledge and can be used to enrich ontologies.
In this thesis we have demonstrated that modeling the knowledge encoded in environmental computational models provides
a suitable way to make this knowledge explicit. The annotation of
model code and data with concepts from ontologies adds meaning
and context, so that these code and data can be used and understood by other people than the model developers. Moreover, the
annotations turn isolated model code and data into linked data,
which can be shared and reused in the Semantic Web. The explicit
knowledge and the annotated model code and data contribute to
the shared knowledge on our complex environment, and that is
exactly what environmental modeling should be about.
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a.1

appendix chapter 2

a.1.1 Supplementary Information
Supplementary data related to this article can be found at http:
//dx.doi.org/10.1016/j.envsoft.2012.08.004.
a.1.2

Knowledge rules

I. Regime formation
A Problem structure
A1 The higher the regulation costs, the less likely is regime formation.
A2 High public concern for the problem increases likelihood of
regime formation.
A3 Systemic problems increase the likelihood of regime formation.
A4 Cumulative problems decrease the likelihood of regime formation.
A5 Scientific uncertainty decreases the likelihood of regime formation.
A6 In case of a collaboration problem, regime formation is less
likely.
B Negotiation process
B1 The higher the negotiation costs, the less likely is regime formation.
B2 If a problem is marked with great asymmetry of powerful
states interests, differentiation of rules increases likelihood
of regime formation.
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B3 If a problem is marked with great asymmetry of interest between important states within the issue area, differentiation
of rules increases likelihood of regime formation.
B4 In case of a collaboration problem, the more side-payments
are made available, the more likely is regime formation.
B5 In case of high transaction costs and scientific uncertainty,
an initial framework treaty followed by more precise agreements increases likelihood of regime formation.
B6 If the environmental problem is considered urgent by a majority of actors, an initial informal agreement increases likelihood of regime formation.
B7 In case of cumulative cleavages, regime formation is more
likely if there are positive or negative incentives.
B8 In case of a collaboration problem, regime formation is more
likely if there are positive issue-linkages.
B9 In case of cumulative cleavages, regime formation is less
likely.
C Actors
C1 In case of a systemic environmental problem, non-support of
one or more important states within the issue area, decreases
likelihood of regime formation.
C2 In case of a cumulative environmental problem, the more of
the important states within the issue area support a regime,
the more likely is regime formation.
C3 Great asymmetry of powerful states interests decreases likelihood of regime formation.
C4 Great asymmetry of interest between important states within
the issue area decreases likelihood of regime formation.
C5 If almost all powerful states support regime formation, then
regime formation is more likely.
C6 If almost all important states within the issue area support
regime formation, then regime formation is more likely.
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C7 The fewer economic sectors are needed to regulate an environmentally harmful activity, the more likely is regime formation.
C8 If the states needed to regulate a harmful activity are homogeneous, then regime formation is more likely.
C9 If the environmental problem is considered urgent by the
majority of states, then regime formation is more likely.
C10 If the coalition of “pushers” is more powerful than the rest,
regime formation is more likely.
C11 If the coalition of “laggards” within a regime is more powerful than the rest, regime formation is less likely.
D Regime Environment
D1 The existence of a preceding international agreement dealing
with the same or a similar problem enhances the likelihood
of regime formation.
D2 Consensual scientific information by scientific advisory bodies increases the likelihood of regime formation.
D3 Participation by stakeholders in decision-making increases
the likelihood of regime formation.
II. Regime implementation
E Problem structure
E1 In case of a collaboration problem, regime implementation is
less likely.
E2 The higher the regulation costs, the less likely is regime implementation.
E3 Systemic problems increase the likelihood of regime implementation.
E4 Cumulative problems decrease the likelihood of regime implementation.
F Actors
F1 Participation of high-level government representation in COPs
increases likelihood of regime implementation.
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F2 If almost all powerful states participate in a regime, then
regime implementation is more likely.
F3 If almost all important states within the issue area participate
in a regime, then regime implementation is more likely.
F4 The fewer economic sectors are needed to regulate an environmentally harmful activity, the more likely is regime implementation.
F5 In case of a systemic environmental problem, non-participation
of one or more important states within the issue area, decreases regime implementation.
F6 In case of a cumulative environmental problem, the more of
the important states within the issue area participate in the
regime, the more likely is regime implementation.
F7 Outvoting of important states within the issue area decreases
regime implementation.
F8 Great asymmetry of interest between powerful states decreases
likelihood of regime implementation.
F9 Great asymmetry of interest between important states within
the issue area decreases likelihood of regime implementation.
G Regime design
G1 Regime mechanisms that increase scientific knowledge generation, synthesis and dissemination are likely to increase
regime implementation.
G2 If a problemis marked with great asymmetry of powerful
states interests, differentiation of rules increases likelihood
of regime implementation.
G3 If a problem is marked with great asymmetry of interest between important states within the issue area, differentiation
of rules increases likelihood of regime implementation.
G4 In case of a collaboration problem, regime implementation is
more likely if there is a strong compliance mechanism.
G5 Regime implementation is more likely if there are sidepayments.
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G6 In case of a coordination problem, regime implementation is
less likely without a strong information and communication
mechanism.
G7 The more precise the rules of a regime are, the more likely is
regime implementation.
G8 Legally binding rules increase the likelihood of regime implementation.
G9 Differentiated rules increase the likelihood of regime implementation.
G10 The existence of a strong autonomous secretariat increases
the likelihood of regime implementation.
G11 Mechanisms for regular reporting and implementation review increase the likelihood of regime implementation.
G12 Voting systems based on consensus or unanimity lead to
weaker decisions in regime implementation, which decreasesregime implementation.
G13 Regimes with broad issue coverage are more likely to be implemented.
G14 Regime mechanisms that increase public awareness are likely
to increase regime implementation.
G15 In case of a collaboration problem, regime implementation is
more likely if there are positive side-payments.
G16 Sanction mechanisms within a regime increase likelihood of
regime implementation.
G17 An autonomous standing decision-body increases the likelihood of regime implementation.
G18 An ad-hoc decision-body or a regular meeting of the Conference of the Parties decreases the likelihood of regime implementation.
H Regime environment
H1 The embedding of a regime in a larger institutional frameworkincreases the likelihood of regime implementation.
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H2 Negative interplay with other regimes decreases regime implementation.
H3 Positive interactions with other regimes increase regime implementation.
H4 Participation by stakeholders in decision-making increases
the likelihood of regime implementation.
a.2

appendix chapter 4: heuristics

1. Each term has a unique definition and semantic characterization in the context of the model.
2. Units of Measure is represented as symbol/code
3. Measure is represented as numerical value
4. The energy domain has commonly used combinations of
(Phenomenon-)Quantity-Unit of Measure; with one concept present,
the others can be deduced
These rules describe proposed additions to OM ontology:
6. Quality is a qualitative property of a Phenomenon which can
be observed
7. Quality has a necessary, functional property ‘phenomenon’
with range Phenomenon
8. Measure has a necessary, functional property ‘quantity’ with
range Quantity
9. Measure usually has a functional property ‘unit of measure’
with range Unit of Measure
10. Quantity has a necessary, functional property ‘phenomenon’
with range Phenomenon
These rules are on design of the spreadsheet (tables):
11. The body of an Excel table can only have Measures
12. Instances of Quantity, Quality and Phenomenon are only present
in header rows or columns.
13. If one of the terms in a list can be semantically characterized
as a certain concept, the other terms can be characterized as
the same concept

A.3 appendix chapter 5: heuristics and rules

14. If in a list in a header column or row only one term is present,
it is valid for the whole list.
15. A Quantity related to a Measure is the nearest represented in
the same row or column
16. Measures in table body are related to the terms in the headers
of the same column and row
17. The Phenomenon related to a Quantity is the nearest one represented in the same column or row (as the Measure that that
Quantity is related to)
18. If some Quantities in a header row or column are related to
a Phenomenon, the other Quantities in that row or column are
related to the same Phenomenon
19. Phenomena that are in the same (horizontal or vertical) list are
subclasses of one parent class
20. A Phenomenon that is not related to a Quantity, but is represented in the same row or column as another Phenomenon, is
a parent class of that Phenomenon.
21. A Quantity that is not related to a Measure or Phenomenon,
but is represented in the same row or column as another
Quantity, is a parent class of that Quantity
a.3

appendix chapter 5: heuristics and rules

This section provides a more detailed description of the heuristics
and classification rules used in our approaches, and how these are
implemented in our algorithms.
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Algorithm 3 Lexical matching
1. for A string term in a cell do
2.
Break term into tokens (i.e., words), ignore stopwords, num3.
4.
5.

6.
7.
8.
9.
10.
11.
12.

bers and punctuations.
for Each token do
for Each word in the vocabulary that (partly) matches the
token do
if that word is a concept represents a label or a symbol
and isub distance between token and vocabulary word
is ≥ 0.85 then
Corresponding domain vocabulary concept is used
for annotation
else
pass
end if
end for
end for
end for
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Table A.1: Classification rules and heuristics implemented in Algorithm
4 Annotation of table bodies and context blocks

Classification rules
1. Cells of the same data type, i.e., string and float, are clustered in rectangular blocks
2. Blocks with string or float cells may also contain empty
cells
3. The table body consists of one block of quantitative (float)
observations
4. The table body is surrounded by blocks describing the context of the observations
5. The context blocks consist of string terms
Heuristics
1. Tables are designed to be symmetric. Context blocks have
the same height or width as the table body.
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Algorithm 4 Annotation of table bodies and context blocks
1. for Each spreadsheet do
2.
Identify blocks (rectangles ≥ 2 cells) with string terms and
3.
4.
5.
6.
7.
8.
9.
10.
11.
12.
13.
14.
15.
16.
17.
18.
19.
20.
21.
22.
23.
24.
25.
26.
27.
28.
29.
30.

float terms
Sort float blocks by size
repeat
Build table body
for the largest float block do
repeat
build a larger block by merging with a neighbouring
float block
empty cells may be included, string cells not
until no neighbouring blocks are available
annotate resulting block as table body
Retract all original blocks that are included in table body
end for
until No float blocks are left
Sort string blocks by size
repeat
Build context blocks
repeat
build a larger block by merging with a neighbouring
string block
empty cells may be included, float cells not
until no neighbouring blocks are available
if resulting block is aligned with a table body then
force width (top-aligned) or height (left/right aligned)
to be the same as that table body
Annotate resulting block as context block
Retract all original blocks that are included in context
block
else
pass
end if
until No string blocks are left
end for

A.3 appendix chapter 5: heuristics and rules

Table A.2: Classification rules implemented in Algorithm 5: Annotation
of unit terms

1. Unit terms are short strings (<11 characters)
2. Unit terms mainly consist of one or more unit symbols
3. A unit symbol is a short string that exactly matches a symbol from a unit concept in the OM Vocabulary
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Algorithm 5 Recognition and annotation of unit terms
1. for string <11 chars do
2.
if string structure complies with

3.
4.
5.
6.
7.
8.
9.
10.
11.
12.
13.
14.
15.
16.
17.
18.
19.
20.
21.

“optional bracket open + unit symbol + optional separator +
optional free text + optional bracket close” then
for “unit symbol + optional separator + optional free text”
do
repeat
match unit symbol with labels, symbols or descriptions of unit concepts in OM Vocabulary
repeat
remove one character from end of the string
match unit symbol with labels, symbols or descriptions of unit concepts in OM Vocabulary
until end of string
remove characters from start of the string until separator
until end of string
end for
if match of unit symbol with OM Vocabulary is found
then
Annotate string as unit term, corresponding unit concept is used for term annotation (Algorithm 9)
else
string is not a unit term
end if
else
string is not a unit term
end if
end for

A.3 appendix chapter 5: heuristics and rules

Table A.3: Classification rules and heuristics implemented in Algorithm
6 Annotation of quantity terms

Classification rules
1. Quantity terms contain a unit term (Table A.2, Algorithm
5) enclosed in brackets
Heuristics
1. Annotation concepts for quantity terms can be deduced
from the included unit term

Algorithm 6 Recognition and annotation of quantity terms
1. if string structure complies with

2.
3.
4.
5.

6.
7.
8.
9.
10.
11.
12.

f reetext + bracketopen + unitterm (Algorithm 5) + bracketclose
then
string is a quantity term
if f reetext matches with label of a quantity concept in OM
Vocabulary then
corresponding quantity concept is annotation
else if unit concept annotation of unitterm is commonly
used by a quantity concept in OM Vocabulary and this quantity concept has a common domain of application then
corresponding quantity concept is used for annotation (Algorithm 9)
else
no annotation can be found for quantity term
end if
else
string is not a quantity term
end if
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Table A.4: Classification rules and heuristics implemented in Algorithms
7, and 8: Annotating blocks

Classification rules
1. The table body is annotated with “om:Measure”
2. The context blocks are annotated with “om:Quantity”, or
“om:Phenomenon”, or “om:Unit of Measure”
3. When a block is annotated with a particular om concept,
this annotation applies to all terms in that block
Heuristics
1. The context blocks in one table consist of at least one Phenomenom, and only one Quantity block.
2. If units of measure are present they occur either in a separate Unit block, or included in the Quantity block.
3. A unit block consists of either a single row or a column
4. A unit block contains >30% unit terms (Table A.2, Algorithm 5)
5. A unit block contains more unit terms than domain terms
6. The Quantity block is vertically or horizontally aligned
with the Unit block and Measure block
7. A Quantity block contains >30% quantity terms (Table A.3,
Algorithm 6)

A.3 appendix chapter 5: heuristics and rules

Algorithm 7 Annotation of unit blocks
1. for Each context block do
2.
if column/row in context block

3.
4.
5.
6.
7.
8.
9.
10.
11.
12.

and # cells with unit terms (Algorithm 5) ≥ 30%
and # cells with unit terms (Algorithm 5) ≥ # cells with
domain terms then
column or row is unit slice
else
pass
end if
find all unit slices
for largest unit slice do
Annotate slice as unit block
Subtract slice from original block
end for
end for

Algorithm 8 Annotation of quantity and phenomenon blocks
1. for Each context block do
2.
for Each term in context block do
3.
if term meets grammar (Algorithm 6) or term can be
4.
5.
6.
7.
8.
9.

10.
11.
12.
13.
14.

matched with OM quantity concept then
terms is a quantity term
else
term is not a quantity term
end if
end for
if # cells with quantity terms ≥ 30%
or context block is horizontally or vertially aligned with unit
block and table body then
Annotate context block as quantity block
else
Annotate context block as phenomenon block
end if
end for
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Table A.5: Classification rules and heuristics implemented in Algorithm
9: Annotating terms

Classification rules
1. Terms in Phenomenon blocks are annotated with concepts
from a domain ontology
2. Terms in Unit blocks are annotated with concepts from the
OM ontology
3. Terms in Quantity blocks are annotated with concepts from
both the OM and a domain ontology
Heuristics
1. Annotation concepts for terms in Quantity blocks can be
deduced from the associated unit term, which is either located within the quantity term, or in the neighbouring Unit
block

A.3 appendix chapter 5: heuristics and rules

Algorithm 9 Annotation of individual terms
1. for Each term in a unit block do
2.
for Each matching unit concept (Algorithm 5)from OM vo-

cabulary do
3.
Annotate term with unit concept
4.
end for
5. end for
6. for Each term in a quantity block do
7.
for Each matching quantity concept (Algorithm 6)from OM
8.
9.
10.
11.
12.
13.
14.
15.

vocabulary do
Annotate term with quantity concept
end for
end for
for Each term in a phenomenon block do
for Each matching domain concept (Algorithm 3)from domain vocabulary do
Annotate term with phenomenon concept
end for
end for
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Table A.6: Classification rules and heuristics implemented in Algorithm
10 Annotating block terms

Classification rules
1. A block term is either hierarchically or property-wise related to ≥ 30% of the terms in a phenomenon block
2. When a phenomenon block is annotated with a particular
block term, this annotation applies to all terms in that block
Heuristics
1. All terms in a Phenomenon block can be semantically related to one block term, i.e., one single domain concept
that serves as a common denominator
2. Terms in a phenomenon block should only be annotated
with concepts that are related to the corresponding block
term

A.3 appendix chapter 5: heuristics and rules

Algorithm 10 Annotation of block terms
1. for Each phenomenon block do
2.
for Each individual term in the phenomenon block do
3.
Find all skos : related or skos : broader domain concepts
4.
5.
6.
7.
8.
9.
10.
11.
12.
13.
14.
15.
16.
17.
18.
19.
20.
21.

that are associated with the annotations of that term
end for
for For each domain concept related to a term in the
phenomenon block do
Determine the total # terms in the phenomenon block to
which it is related
end for
Collect all domain concepts that are related to ≥ 30% of the
terms the phenomenon block
From this set, select the domain concept, that is related to
the highest # terms, as block term
Annotate block with block term
end for
for Each individual term in a phenomenon block do
Annotate term with block term
for Each domain annotation of that term do
if block term is skos : related or skos : broader to the annotation then
keep annotation
else
delete annotation
end if
end for
end for
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S U M M A RY

Background
Environmental computational models are abstract representations
of natural systems that are used for decision support and to understand our complex environment. The domain scientists who develop these models possess domain knowledge, which implies that
they have in mind which are the important objects and processes
in their domain and how these are related. During the model development process they make choices about which aspects to include in their model, how to translate these into variables and
computational relations, and how to implement these in software.
In this way the domain knowledge of the scientists gets hidden in
the models’ source code. This domain knowledge is, however, essential to understand the meaning and context of the results and
insights generated with these models. As a consequence, it is hard
to make efficient and effective use of environmental computational
models by other people than the original developers
The focus of this thesis is on computational models implemented
as spreadsheets. Spreadsheets are widely used in the domain of
natural science. The domain knowledge of the developers is implicitly presented in both the content and structure of the spreadsheet
tables. The goal of our research is to explore to what extent we can
make this domain knowledge behind natural science spreadsheets
explicit. We model this knowledge at the “knowledge level”, independent of the spreadsheet implementation and independent of
the task, and refer to it as the domain model.
Approach
We investigate how this domain model can be adequately described,
and how its reconstruction can be performed. Our research has an
exploratory character and is based on the analysis of a limited
number of case studies. Our case studies consist of spreadsheets,
and other types of computational models from existing research
projects in the domain of natural science.
We start our research by manually analyzing how the patterns
in the text, structure and formulas of spreadsheet tables provide
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insight in the semantics, and we record our insights in heuristics.
We combine these heuristics with knowledge from external vocabularies, i.e., domain vocabularies and a vocabulary on quantities
and units of measure, to automatically annotate the content of
spreadsheet tables. These annotations make explicit which classes,
instances and roles are implied by a spreadsheet table.
Furthermore, we map all computational dependencies between
spreadsheet cells in a cell dependency graph. Subsequently, we
combine the obtained heuristics with analysis of the formula syntax to semi-automatically aggregate all cells in the graph that represent instances and duplicates of the same quantities. The resulting
set of interconnected quantities represents the calculation workflow, and provides insight in the way the classes, and instances in
a table are computationally connected.
We evaluate the separate steps of the reconstruction of the domain model by comparing our automatically generated results
with a manually constructed ground truth. Finally, we perform
a survey on existing spreadsheets and theoretically analyze the
plausibility of the reconstruction of the domain model in practice.
Results
We show that an adequate description of the domain model combines static domain knowledge, which comprises the classes, instances and properties, with dynamic inference knowledge, which
comprises how the classes are connected through computational
relationships.
The structure of spreadsheet tables contains implicit, but valuable information on the domain schema. Spreadsheet tables consist of rectangular blocks of semantically related cells which are
characterized by their content and position, but also by their role in
the table. We distinguish four types of blocks and define these with
high-level concepts from the OM Ontology on quantities and units:
1) Measure, 2) Unit of Measure, 3) Quantity, and 4) Phenomenon.
The phenomenon blocks are considered as classes in the domain
schema, and the quantity instances as properties of these classes.
The grouping of phenomenon cells determines which instances
belong to the same class, and as such determines the hierarchical
relationships. The cross-wise alignment of the phenomenon blocks
and quantity instances reveals the property relationship between
the two types. The quantities in a table serve as the connecting

SUMMARY

factors between the domain and the inference knowledge in the
domain model
We present the sequential steps in the reconstruction process
of the domain model, and show to what extent we can support
these steps automatically. We observe that in practice the majority of the spreadsheets does not meet our requirements regarding
ideal structure and content. By complementing our automatic reconstruction process with heuristics and knowledge from external
vocabularies, we are able to reconstruct the domain model of existing natural science spreadsheets, even if the tables do not contain
complete information.
Our final result is a set of guidelines on the design of natural
science spreadsheets. These guidelines inform domain scientists
how to make the knowledge in their spreadsheets explicit, without
imposing too many constraints on the way they design their tables.
The guidelines may also be implemented in spreadsheet software
in order to provide automatic support during the development
process.
Conclusions
We have demonstrated that modeling the knowledge encoded in
environmental computational models provides a suitable way to
make this knowledge explicit. The annotation of model code and
data with concepts from external vocabularies adds meaning and
context, so that these code and data can be used and understood
by other people than the model developers. Moreover, these annotations turn isolated model code and data into linked data, which
can be shared and reused in the Semantic Web.
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Achtergrond
In de omgevingswetenschappen wordt veel gebruikgemaakt van
computermodellen om beleidsbeslissingen te ondersteunen en om
onze complexe omgeving beter te kunnen begrijpen. Deze modellen zijn als het ware abstracte weergaves van systemen in de
natuur. De wetenschappers die deze modellen ontwikkelen
beschikken over domeinkennis, dat wil zeggen dat zij goed voor
ogen hebben welke processen en factoren een rol spelen in hun onderzoeksdomein en hoe deze onderling zijn gerelateerd. Wanneer
zij hun modellen ontwikkelen maken deze wetenschappers keuzes
welke aspecten zij mee nemen, hoe zij deze vertalen in wiskundige
variabelen en vergelijkingen, en hoe zij deze vervolgens implementeren in software. Op die manier wordt hun domeinkennis als
het ware verstopt in de broncode van de computermodellen. Deze
domeinkennis is echter essentieel om de resultaten en inzichten
te begrijpen die voortkomen uit de model berekeningen. Dit is de
reden dat computermodellen vaak alleen gebruikt kunnen worden door de mensen die deze zelf hebben gemaakt. Dit proefschrift richt zich op computermodellen die geimplementeerd zijn
als spreadsheets. Spreadsheets worden veel gebruikt in de natuurwetenschappen. De domeinkennis van de makers is impliciet
weergegeven in de structuur en inhoud van de spreadsheet tabellen.
Het doel van dit onderzoek is uit te vinden in welke mate het
mogelijk is de domein kennis in natuurwetenschappelijke spreadsheets expliciet te maken. We modelleren de domein kennis op het
niveau van het knowledge level, onafhankelijk van de spreadsheet
implementatie en onafhankelijk van de taak, en zullen eraan refereren als het domein model.
Aanpak
In dit proefschrift hebben wij onderzocht hoe het domein model
het beste kan worden beschreven en gereconstrueerd. Ons onderzoek heeft een exploratief karakter en is gebaseerd op de analyse van een beperkt aantal case studies. Deze case studies bestaan
uit spreadsheets, en andere typen computermodellen, die gebruikt
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zijn in bestaande onderzoeksprojecten in de natuurwetenschappen.
Als eerste hebben we handmatig geanalyseerd hoe patronen in de
tekst, structuur en formules in spreadsheet tabellen inzicht kunnen
geven in de semantiek. Onze bevindingen hebben we vastgelegd
in heuristieken. Deze heuristieken heben we vervolgens gecombineerd met kennis uit externe, gedeelde vocabulaires, i.e., een vocabulaire over het betreffende wetenschapsdomein, en een vocabulaire over eenheden en grootheden, om de inhoud van de spreadsheet tabellen automatisch te annoteren. Deze annotaties maken
duidelijk welke entiteiten, instanties en rollen besloten liggen in
een spreadsheet tabel. Daarnaast hebben we alle reken relaties
weergegeven in een cell dependency graph, i.e., een netwerk dat
weergeeft welke spreadsheet cellen via wiskundige vergelijkingen
met elkaar zijn verbonden. Met behulp van automatische analyse
van deze vergelijkingen en de eerder geformuleerde heuristieken,
hebben we de informatie uit dit netwerk vervolgens kunnen aggregeren. Het resulterende, geaggregeerde netwerk bevat alleen
die grootheden die een rol spelen in de berekening van model
resultaten, en geeft inzicht in hoe de entiteiten en instanties uit
de tabel via rekennrelaties met elkaar zijn verbonden. We hebben
de verschillende stappen in het reconstructie proces afzonderlijk
geevalueerd door voor elke stap onze automatisch gegenereerde
resultaten te vergelijken met een handmatig gecreerd ‘antwoord
model’. Als laatste hebben we een breder, verkennend onderzoek
uitgevoerd naar de vorm en inhoud van bestaande natuurwetenschappelijke spreadsheets en ingeschat in hoeverre onze methode
bruikbaar is in de praktijk.
Resultaten
In dit proefschrift tonen wij aan dat een adequate bescrijving van
het domein model een combinatie bevat van statische informatie,
met daarin de entiteiten, instanties en eigenschappen, en dynamische informatie, met daarin hoe deze entiteiten verbonden zijn door
reken relaties. De structuur van spreadsheet tabellen bevat impliciete doch waardevolle informatie over het domein model. Spreadsheet tabellen bestaan uit rechthoekige blokken van cellen die semantisch gerelateerd zijn. Deze blokken worden gekarakteriseerd
door zowel hun inhoud en positie, als hun rol in de tabel. We
hebben vier typen blokken onderscheiden en deze beschreven met
overkoepelende concepten uit de OM ontologie voor eenheden en
grootheden: 1) Measure (observatie), 2) Unit of Measure (eenheid),
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3) Quantity (grootheid), and 4) Phenomenon (fenomeen; object,
gebeurtenis of substantie). De Phenomenon blokken in een tabel
komen overeen met de entiteiten uit het domein model, en de
Quantity blokken met de eigenschappen van deze entiteiten. De
groepering van Phenomenon cellen geeft aan welke instanties tot
eenzelfde klasse behoren, wat op die manier de hierarchie van de
entiteiten bepaalt. De kruislings geplaatste Phenomenon blokken
en Quantity instanties laten zien hoe deze blokken via eigenschaps
relaties met elkaar zijn verbonden. De grootheden in een tabel
fungeren als de verbindende factoren tussen enerzijds de statische domein informatie en anderzijds de dynamische informatie
over de berekeningen. We laten zien welke opeenvolgende stappen
nodig zijn om het domein model van een natuurwetenschappelijke
spreadsheet te reconstrueren, en voor elke stap geven we aan in hoeverre we deze automatisch kunnen ondersteunen. We hebben ondervonden dat, in de praktijk, het merendeel van de spreadsheets
niet voldoet aan onze eisen betreffende hun structuur en inhoud.
Door ons automatische proces aan te vullen met heuristieken en
kennis uit externe gedeelde vocabulaires zijn we toch in staat het
domein model van bestaande spreadsheets te reconstrueren, ook al
bevatten de tabellen geen complete informatie. Als laatste resultaat
hebben we richtlijnen opgesteld voor het ontwerpen van natuurwetenschappelijke spreadsheets. Deze richtlijnen informeren natuurwetenschappers hoe ze de kennis in hun spreadsheets expliciet
kunnen maken, zonder hen al te veel beperkingen op te leggen
in het ontwerp proces. De richtlijnen lenen zich ook voor implementatie in software om zo automatisch het ontwikkel proces te
kunnen ondersteunen.
Conclusies
In dit proefschrift hebben we aangetoond dat het modelleren van
kennis opgesloten in natuurwetenschappelijke computermodellen
een geschikte manier vormt om deze kennis expliciet te maken.
Het annoteren van de model code en data met concepten uit externe, gedeelde vocabulaires voegt context en betekenis toe. Op
deze manier kunnen de model code en data worden begrepen en
gebruikt door meer mensen dan alleen de oorspronkelijke makers.
Sterker nog, de annotaties veranderen opzichzelf staande model
code en data in linked data, die gedeeld en hergebruikt kunnen
worden in het Semantisch Web.
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