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The effect of a community in a
health promotion program1

5

„

“It is easy to acknowledge, but almost impossible
to realize for long, that we are mirrors whose
brightness, if we are bright, is wholly derived
from the sun that shines upon us.”
— C.S. Lewis
“The Four Loves”2

Abstract
In this paper we study the effect of being part of an online social network on the
change in physical activity level (PAL) during a health promotion program.
Our aim is to understand the difference between the effect of being part of an online
community and the self-selection effect.
We compare the effect on change in physical activity of people that are part of a
community during the health intervention with the effect on people that are not part
of such a community but will become a member later.
Our analysis confirms that people who partake in an online community have a higher
level of PAL. It also shows that being part of a network during the intervention has
no significant effect on the change in PAL. People who are willing to become part of
a community have a significantly higher change in physical activity than people who
do not become a member of such a community.
The fact that people in an online community are more active seems to be mainly
caused by self-selection. There is no positive effect visible of the network during
the intervention. The willingness to become a member is a good predictor for the
increase in physical activity.
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Extended work from the paper published as: A. Manzoor, J. S. Mollee, E. F. M. Araújo, A. T. V.
Halteren and M. C. A. Klein, Online Sharing of Physical Activity: Does It Accelerate the Impact
of a Health Promotion Program?, 2016 IEEE International Conferences on Big Data and Cloud
Computing (BDCloud), Social Computing and Networking (SocialCom), Sustainable Computing
and Communications (SustainCom) (BDCloud-SocialCom-SustainCom), Atlanta, GA, 2016, pp.
201-208.
2
THE FOUR LOVES by CS Lewis © copyright CS Lewis Pte Ltd 1960.

69

5.1 Introduction
5.1.1 Motivation
Engaging in sufficient physical activity has many positive effects on physical and
mental health [5, 7], while low levels of physical activity have been associated
with increased risk of cardiovascular diseases, cancer, diabetes, and mental illness
[14]. Despite this, a large proportion of the Western population does not meet the
guidelines of being moderately to vigorously active for at least 30 minutes on at least
five days a week [12]. Therefore, physical activity promotion is a priority in most
Western countries and many (online) intervention programs exist. It is important to
understand which elements of these physical activity programs are effective or could
potentially accelerate the impact of these health promotion programs.

5.1.2 Aim
Previous research has suggested that the physical activity of people is positively
influenced when they are connected in an online social network that allows them
to share their results [10]. Our first aim is to verify whether this is visible in a
large scale dataset of people participating in a health promotion program. To do
so, we compare the change in physical activity level (PAL) of participants that were
connected to others in an online community with participants that were involved
in the same promotion program but were not connected to others in an online
community. Secondly, we want to investigate whether the change is caused by the
actual sharing of the results, or by a self-selection bias, e.g. because people that
opt-in for an online community are more motivated or otherwise better prepared
for a positive change in physical activity. We examine this by looking at the physical
activity of people that are not connected during the health promotion program. We
compare the change in physical activity between people that will later become part
of a community and people that will never opt-in for such a community.
In short, the two hypotheses we investigate are: (a) people who are connected are
influenced by their peers in positive ways, and (b) people who are willing to become
part of an online community where they share information about their PAL will have
a bigger improvement on their PAL than people who do not want to become part of
such a community.
The remainder of this paper is organized in the following way. Next, we discuss some
related work about the influence of online social networks and (mobile) healthy
lifestyle interventions on behaviour. Section 5.2 presents the data, its characteristics
and our methods for processing it. In Section 5.3, we provide statistical analyses to
answer our research questions. We conclude with our main findings and directions
for future work in Section 5.4.
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5.1.3 Related work
Previous analyses [10] show that there is a positive relation between being part of the
online community of a physical activity intervention and the physical activity level
of participants. The online community therefore matters. It has also been shown
that the number of contacts in the online community does not have a significant
effect on the physical activity level, while network density even has a significant,
negative effect. On the other hand, adding online community features to an Internetmediated walking program did not increase average daily step counts, but did reduce
participant attrition [22].
Online social interaction plays an important role in forming or adapting some kind
of behaviour based on the peer’s behaviour. Studies have shown recently that online
social networks are equally responsible (as offline networks) in the diffusion of one’s
emotions to another [6]. It is often difficult to adopt new behaviour and adhere
to it, but it has been shown that close social circles (such as family, friends, and
co-workers) are helpful in sustaining a healthy lifestyle [15, 26]. In [25], the role of
online social interactions is discussed in the context of developing and maintaining
a healthy lifestyle, e.g. an ambient system can continuously monitor and help
people to alter their social ties in order to sustain healthy behaviour. Having an
infrastructure like a social network already available, social network interventions
could be designed to leverage the full potential of a social network [13], for example
in case of a health behaviour change program.
With the rise of mobile technology, there has also been a steep increase in the number
of healthy lifestyle interventions that are available through a smartphone. As of May
2016, the number of apps in the Health & Fitness category has grown to 67,552 for
the Google Play Store [2] and 68,248 for the iTunes App Store [21]. A systematic
review of apps that promote physical activity has shown that even though most apps
apply only a few behaviour change techniques [1, 17], a majority of these apps
(approximately 58%) provided a form of social support or social change [17]. This
was done, for example, through providing chat possibilities among users or through
enabling a link to an external virtual social network, where users could share their
goals or achievements [17].
It is widely believed that mobile technology can be a useful tool to promote physical
activity among a large part of the population. Firstly, average smart phone ownership
numbers are high: 68% in the United States, with higher numbers among young
adults (86% in ages 18-29 years and 83% in ages 30-49 years) [19], and 80% in the
Netherlands [8] in the third quarter of 2015. This means that interventions designed
for smartphones can theoretically reach a large number of people. Secondly, mobile
interventions are always accessible to the user, and also allow for continuous monitoring and (if applicable) feedback. In addition, similar to interventions delivered
over the Internet, mobile interventions can reduce stigma and lower the barrier for
people to address their (health) issues [9]. In combination with the relatively high
number of apps that enable social support or social change, these advantages of
mobile interventions imply that smartphone apps are a very suitable means to guide
social influence for behaviour change.
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5.2 Methods
This section describes the data set that is used for the analysis. In Section 5.2.1, we
describe the process of data collection and the resulting data. Section 5.2.2 describes
the way in which we processed the data to select suitable subsets, and some of the
structural characteristics of the selected social network components are presented in
Section 5.2.2.

5.2.1 Data collection
The data set used for the analysis contains the physical activity levels of people
who were part of an online physical activity promotion program. The original data
set contains data of around 50,000 people, from where some were selected as
intervention and control groups for the scenarios studied in this paper.
The promotion program has three different phases. The first phase is a one-week
assessment period that is used to evaluate the user’s activity level during their daily
routine. The assessment is followed by the second phase: a 12-week plan that aims
to gradually increase the user’s activity level towards a specified end goal. The goal
is determined based on the physical activity reported during the assessment week.
After the plan, the members of the program can opt to start a new 12-week plan
to further increase their activity level or simply continue with the activity goal set
during the last week of their program. This constitutes the third phase.
The activity promotion program provides an online community and joining this
social network is optional for the users. Each member of the community can connect
to other users (i.e., become online friends), exchange messages and see the relative
achievements of themselves and their connections (which are only visible after the
participants confirm their connection). Around 5,000 people in the data set opted to
join the online community at some point in time during their usage of the system.
The participants in the program wear an activity monitor device that measures their
physical activity level (PAL). When they register to the program via the website,
the participants fill in their gender, age, and nationality. In addition, the data set
contains information about the date that people start the program, the company they
work at (if the program is offered via a company), and their friendship connections
with other participants. In order to ensure anonymity of the participants, their age
was omitted from the data set before the analysis.

5.2.2 Data selection
This section presents the data selection process for the two scenarios studied in this
work. Each scenario compares two subgroups of individuals, namely intervention
and control groups. Scenario 1 compares individuals that are effectively connected
to at least one other participant in the community since day one of the person’s program (intervention) with individuals who are never connected to anyone (control).
Scenario 2 compares individuals who joined the community for sharing their PALs
in the social network provided by the program (intervention) with individuals that
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opted out of the community (control). In scenario 2 the participants are willing
to join the online network, and will eventually get connected to other participants
throughout the program.
The data is represented in two files: a GEXF (Graph Exchange XML Format) file
representing the network structure of the community; and a CSV file with the
PAL values of all participants, and their characteristics, such as gender, BMI (Body
Mass Index), corporation and country. In the GEXF file, every new connection
(edge) is included when a friendship request is accepted. Connections where the
friendship request was not accepted were removed from the graph to not influence
the results.
We first describe the data selection process for both scenario’s. Then, we provide a
structural analysis of the social networks that play a role in scenario 2.

Scenario 1: individuals connected in the online network

The first scenario compares individuals who had created at least one friendship
(connection) at day 1 of their plan. The “connected” individuals are treated as the
intervention group. A selection of individuals that opted out of the community in
the program with similar demographic characteristics are selected to compose the
control group.
We only selected participants from both groups that (a) have PAL data for all 84
days of the program, (b) did not drop out from the experiment. People from the
intervention group should have a degree bigger or equal to 1 when their first plan
starts. All the individuals from both groups started their plans within a week of
difference. The requirements for the selection of the individuals from the intervention
group resulted in 40 individuals.
The control group has the same number of individuals as the intervention group.
Initially, 77 participants were selected with PAL data for all 84 days in the plan and
an initial start date within a week of difference to the intervention group. Then we
paired 40 nodes from this selection with the 40 nodes from the intervention group.
For doing so, we selected nodes that match their peer with the following criteria: (a)
the initial mean PAL is in a range of [≠15%, 15%] compared to the connected peer;
(b) same gender; (c) same first plan dates; (d) work at the same corporation.
The characteristics of the control and intervention groups can be seen in Table 5.1.
The two groups present very similar characteristics, and therefore are very well
balanced. The BMI of the individuals in the control group is not present in the data
set. The same holds for the country where the person lives. The mean before plan PAL
is calculated in the week before the person starts its program, the assessment week.
It is the average of the daily PAL in the 7 days before the start of the program.
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Tab. 5.1: Meta-Properties of Intervention and Control Groups of Scenario 1

Number of Participants
Dropouts
Start (earliest)
Start (latest)
Gender ratio (M/F:%)
Average BMI
Mean before plan PAL

Connected
(intervention)
40
0
03/05/2010
10/05/2010
M: 42.5%, F: 57.5%
27.10
1.6767

Not connected
(control)
40
0
03/05/2010
10/05/2010
M: 45.0%, F: 55.0%
Not available
1.6265

Scenario 2: willingness to be part of a community data set
For the second scenario, we select people that will become part of a community
later, but do no have any connections during their first plan (the first 84 days
of the intervention program). For this experiment, we also balance the nodes in
the intervention and control group very carefully. In addition to the criteria used
before (initial PAL, gender, company, start date), we also have to balance the type of
community that people will partake in. Our aim is that the structural characteristics
of networks that people will be part of are comparable.
To do so, we take the complete network graph containing all the connections and
split it in connected components. A connected component (or just component) of
an undirected graph is a subgraph in which it is possible to find a path linking any
two nodes. The component can’t be connected to any other node in the super graph.
In order to extract the components, we use Python’s NetworkX library [11], which
is based on the community detection algorithm Tarjan’s algorithm with Nuutila’s
modifications [18, 24].
The total number of communities (network components) is 395. One of them is a
large community with 3,926 participants; the second largest community consists of
42 participants. Figure 5.1 shows an overview of the number of participants in each
of the components. The components are ordered by size, and the largest component
(of 3,962 participants) is left out.
Since there can be multiple consecutive plans (i.e., periods of twelve weeks in which
people are stimulated to increase their activity level), the PAL values used in the
analysis represent the first 12-week plan, in order to ensure fair comparisons.
For the analysis we only selected the network components with (1) a limited number
of participants with missing data and (2) a maximum difference of four months
between the plan start dates of the members of the component. We discarded the
largest component, as the earliest and latest start dates are three years apart. The
second largest component with 42 nodes is not included in the analysis because a
lot of data is missing for that component.
This selection process yielded 10 of such connected components, consisting of 109
individuals in total. We left out 25 individuals for whom PAL values were missing for

74

Chapter 5

The effect of a community in a health promotion program

Fig. 5.1: Number of nodes in each of the components

one or more weeks, for instance because they dropped out of the program. Eventually,
this resulted in 84 individuals in the intervention group for this scenario.
For the control group, we selected a set of individuals who never opted in for
the community, but who are otherwise similar to the participants in each of the
components in the intervention group. We balanced the data with respect to the
following characteristics: (a) the participants work in the same companies, (b) their
plan earliest and latest start and date are similar to the corresponding component,
and (c) their gender ratio is also similar to the matching component. As the number
of non-community individuals is much larger than the number of individuals within
a community, we randomly selected a set of around five times the size of the number
of people in the community component with corresponding characteristics, resulting
in a set of 501 people. For this data set, we also avoided including individuals with
missing data, i.e. individuals who dropped out of the program or who had missing
PAL data for one or more weeks. In total, this resulted in a set of 498 participants.
Based on the selection of the individuals in both groups, the PAL values are extracted
for the two subsets.
A summary of the data used in scenario 2 is given in Table 5.2 and Table 5.3.
In Table 5.2, each row shows several meta-data characteristics of the selected
components of the network. ‘Component’ is the ID of the network component, and
‘Number of Participants’ represents the total number of participants in the component.
It can be seen that the size of the selected components varies between 7 and 26
participants. ‘Dropouts’ shows the number of people that were omitted from the
component, because at least one week of PAL data was missing. The ‘Start (earliest)’
and ‘Start (latest)’ columns show the earliest or the latest date on which people in a
component started their first plan. As can be seen, in this scenario the differences
between the start dates are much larger than for scenario 1.
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The last column shows the number of individuals with similar characteristics identified in the non-community data set and the number of them that were randomly
selected for the control group. As mentioned earlier, the size of the control group is
about five times the intervention group size. For example, for component A (consisting of 26 participants), 130 participants were randomly selected from a set of 2,735
individuals with similar characteristics. However, for some components, we could
not find enough individuals with similar characteristics for the non-community data
subset. For example, only six individuals were found for the non-community data
subset corresponding to component G.
Table 5.3 illustrates different characteristics of people in the components, such as
their nationality. The ‘Country’ column shows that the participants in each of the
communities are from the same country, namely Germany, the Netherlands or the
United States of America. ‘Number of Corporations’ shows whether all people in a
certain component work in the same or different organizations. It is possible that
people in a community work in different organizations, like in components C, H
and J. In rest of the components, the participants all work in the same company.
The column ‘Gender Ratio’ provides information about the ratio of male and female
participants in each of the communities. ‘Average BMI’ represents the average BMI
for each of the components.
Tab. 5.2: Meta-Properties of Selected Components (Intervention Group) of Scenario 2

Component

Number of
Participants

Dropouts Start (earli- Start (latest)
est)

Number
of
Participants
Non-Community

A
B
C
D
E
F
G
H
I
J

26
15
13
9
9
8
8
7
7
7

0
4
4
1
3
0
6
6
1
0

130 / 2,735
70 / 838
65 / 178
45 / 74
45 / 2,839
40 / 608
6/6
30 / 35
35 / 358
35 / 335

25/01/2010
15/02/2010
18/05/2009
16/05/2009
25/01/2010
25/05/2009
19/04/2010
15/02/2010
22/02/2010
02/03/2009

22/03/2010
26/04/2010
17/05/2010
20/07/2009
12/04/2010
19/04/2010
21/06/2010
07/06/2010
22/03/2010
27/07/2009

Structural analysis of the components of scenario 2
As described above, we selected 10 components from the community for the analysis
in scenario 2, ranging from 7 to 26 participants each and with different configurations. The difference in the structural characteristics between the components can
be seen in Figure 5.2. Social network analyses were done on the components in
order to understand the structure of the connections.
The components are mostly sparse networks with a low average degree and low clustering coefficient, meaning that the neighbors of each node are not well connected
among themselves. Because of the nature of the online friendship connections, all
connections in the network are bidirectional.
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Fig. 5.2: The network components used for the community analysis in scenario 2.
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Tab. 5.3: Characteristics of Participants in Selected Components (Intervention Group) of
Scenario 2

Component

Country

A
B
C
D
E
F
G
H
I
J

DE
NL
US
US
DE
US
NL
NL
NL
DE

Number of
Companies
1
1
3
1
1
1
1
4
1
3

Gender Ratio
(M/F:%)
M:88.5, F:11.5
M:100.0, F:0.0
M:47, F:53
M:89, F:11
M:34, F:66
M:87, F:13
M:58, F:42
M:100.0, F:0.0
M:86, F:14
M:86, F:14

Average BMI
25.85
25.74
24.37
31.76
23.97
30.78
25.60
32.10
28.05
25.65

Details of two components will be given to further illustrate the data. Component I
has the highest average density and clustering coefficient, both more than 60%. It
also presents a small diameter, which means that the nodes are very well connected,
and are very close to each other. In this network, the degree of the nodes ranges
from 2 to 12. One of the nodes with the highest degree is connected to all the
other nodes in the network, having an important role for the social influences in this
component.
Component E is also a well-connected component with a small network diameter,
as in most social networks in real life. This component has an average density and
clustering coefficient of around 50%, which makes the network well connected,
but not very dense. Two nodes have only one connection, and the rest of the
network presents a very good clustering coefficient. Table 5.4 shows the detailed
characteristics of this component.
Tab. 5.4: Detailed Characteristics of Component E

Number of Nodes
Edges
Average Degree
Average Path Length
Network Diameter
Density
Average Clustering Coefficient
Country

9
32
3.556
1.583
3
0.444
0.622
Germany

The pictures shown in Figure 5.2 show the final clusters after the end of the first
plan for all of the nodes in the network. A more detailed study about the dynamics
of the connections is presented by Mello Araújo et al. [16] for this same data set.
Mello Araújo et al. [16] present a very detailed study about the evolution of the
giant component in the network, showing how the number of edges grow over time,
changing the centrality and other measurements that would help identifying leaders
(or potential influential nodes) in the network.
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5.3 Results
In this section we describe an analysis of the change in the physical activity levels of
individuals participating in a health promotion program, according to the scenario’s
described before. We first present a visual comparison of the trend lines, and in the
remaining subsections we provide a more detailed statistical analysis.

5.3.1 Visual comparison
Our first analysis is based on a visual comparison of the differences between the two
contrast groups for both scenarios 1 and 2.
For Scenario 1 (connected individuals), the average PAL values for both groups
over the program is shown in Figure 5.3. It can be seen that (a) connected people
are more active at the beginning, as their mean PAL is higher than the group of
non connected people, and (b) both groups have a similar trend line showing a
degradation of the PAL over time.

Fig. 5.3: Physical activity levels (PALs) of connected vs. not connected participants during
84 days of the intervention, including linear trendlines.

For scenario 2 the average PAL values for both groups during twelve weeks (84 days)
are shown in Figure 5.4. The figure illustrates that community people are more
active, since their average PAL is higher than the average PAL of the non-community
participants. It also shows that the linear trend line of both groups has a different
slope: the average of individuals that eventually become part of a community shows
an increase of PA, while the trend of the other group is slightly negative.

5.3.2 Multiple linear regression model
For a more thorough analysis, we use statistical methods. A multiple linear regression
model is performed to predict the average PAL at the end of the program (i.e., the
last three weeks) based on the group to which the person belongs and the average
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Fig. 5.4: Physical activity levels (PALs) of community vs. non-community participants
during 84 days of the intervention, including linear trendlines.

initial PAL (i.e. at the start of the program). For the average PAL at the start of the
program, we consider the second and third weeks. The first week is left out, because
this week is usually a bit atypical, presumably due to novelty effects of starting the
program.
For scenario 1, a dummy variable (Connected) is coded with the value ‘1’ if a person
is connected to at least one other person in the network at day 1 in the program and
‘0’ if the person is not connected at all.
The results are illustrated in Table 5.5. A significant regression model was found
(F(2,77) = 30.35, p < .001). The model accounts for 44% of the variance in the
PAL values of the participants at the end of the program, R2 = .4408. For this
scenario, the predictor variable Start-PAL is statistically significant (p < 0.01), but
the predictor Connected is not. Therefore, this variable is removed from the model,
as it does not explain differences between the two groups. Therefore, the final model
shows that the predicted PAL for the last three weeks is based only on the initial PAL,
equal to 0.286716 + 0.8081 * Start-PAL. In other words, the PAL by the end of the
program is around 80.81% the initial PAL. This model shows that being connected is
not a good indicator of changes in PAL after the health promotion program.
Tab. 5.5: Analysis using multiple linear regression for scenario 1

Estimate
(Intercept)
0.286716
Start-PAL
0.811268
Connected=1 -0.009441

Std. Error
0.180152
0.105206
0.051677

p-value
.116
< .001
.856

95% C.I.
[-0.07201158, 0.64544338]
[0.60177511, 1.02076048]
[-0.11234235, 0.09346131]

For the analysis of the average difference between groups in scenario 2, a dummy
variable (Community) is coded with the value ‘1’ if a person will eventually become
part of the online community and ‘0’ if the person will never opt in for the community.
The results are illustrated in Table 5.6. A significant regression model was found
(F(2,579) = 227, p < .001). The model accounts for 44% of the variance in the PAL
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values of the participants at the end of the program, R2 = .4395. Both predictor
variables, Start-PAL and Community, are statistically significant, p < .05. The model
shows that the predicted PAL for the last three weeks is equal to 0.23562 + 0.05061
* Community + 0.85041 * Start-PAL, where Community is 0 or 1. The model signifies
that being member of a community is associated with an increase of approximately
0.05 in physical activity level.
Tab. 5.6: Analysis using multiple linear regression for scenario 2

(Intercept)
Start-PAL
Community=1

Estimate
0.23562
0.85041
0.05061

Std. Error
0.06743
0.04091
0.02327

p-value
<.001
<.001
.0300

95% C.I.
[0.103183, 0.36806]
[0.77005, 0.93076]
[0.00490, 0.09631]

5.3.3 Linear mixed model
The regression model described in the previous section only compares the PAL at the
start with the PAL at the end of the program. A linear mixed model can be used to
take into account all days of data (except for the first week, as mentioned above).
Since the data is longitudinal by nature, we follow the approach as outlined in [3]
for the same scenarios presented in the previous section. A sample of the data for
scenario 2 is shown in Table 5.7. Each row represents one day’s PAL for an individual,
and there are 77 rows (eleven weeks) for each individual. The column “Community”
is set to 1 in case the participant decided to join the community program. For
scenario 1 this column refers to participants with at least one connection at day 1 of
the health promotion program, for scenario 2 it refers to people that will eventually
partake in the community.
Tab. 5.7: Physical activity level data in long format for community and non-community
individuals for scenario 2

Id
1
1
1
.
.
582
582
582

Time
8
9
10
.
.
82
83
84

PAL
1.57800
1.85780
1.78080
.
.
1.5803
1.7658
1.4576

Community
1
1
1
.
.
0
0
0

As explained in [3], we first conduct the test using a simple model based on the
generalized least square method and later add random effects to the intercepts in the
simple model to see if the two models differ significantly. For this purpose, R’s NLME
library is used [20]. Since we are primarily interested to see whether becoming a
member of the intervention group makes a difference over time, the model includes
an interaction term, i.e. a product of Connected (for scenario 1) or Community (for
scenario 2) and Time.
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Scenario 1
Table 5.8 shows the results for the simple model (no random effects) for scenario 1.
The reference group in this scenario is the group of individuals that are connected to
someone from day 1 of the program (Connected=1). The effect of being connected
on the PAL is the estimator for this model. It tests if there is a difference on the PAL
over time for the connected and not connected groups. As can be seen, this is not the
case here, as the variable for connectedness does not present a significant estimate.
Therefore, being connected is not a factor that can describe differences in the two
groups.
Tab. 5.8: Analysis of scenario 1 using generalized linear regression

(Intercept)
Connected=0
Time
Connected=0
: Time

Estimate
1.7623347
≠0.0450159
≠0.0006828
≠0.0002165

Std. Error
0.014116961
0.019964398
0.000276326
0.000390783

t-value
124.83810
≠2.25481
≠2.47116
≠0.55400

p-value
< .001
.0242
.0135
.5796

The analysis above does ignore the fact that the start PAL (i.e., the intercept) of each
of the individual is very different. To account for this, we can add a mixed effect for
this value. The results of this more advanced random intercept model are shown
in Table 5.9. The results show that there are only some small differences in the
standard error compared to the simple model. Similar to the model in Table 5.8,
being connected to someone from the start of the program is taken as the reference
group (Connected=1). The intercept therefore represents the predicted PAL scores
for the people connected, and the estimated coefficient for Connected=0 indicates the
difference between the predicted PAL for the people in the intervention group and
the people in the control group. In this scenario, there is not a significant difference
for the two groups when using the variable Connected to explain the changes in
the PAL. The coefficient of Time indicates that for every unit of time, there is an
decrease of ≠0.0006828 in the PAL for people in the connected group. The estimated
coefficient for the interaction term represents the difference in the slope for the two
groups. In other words, the interaction term tells us that the two groups (connected
vs. not connected) show a significantly different change in PAL over a period of
twelve weeks. Once more, for this scenario this is not the case, and the interaction
term is not significant.
Tab. 5.9: Analysis using linear mixed effects modeling for scenario 1

(Intercept)
Connected=0
Time
Connected=0
: Time

Estimate
1.7623347
≠0.0450159
≠0.0006828
≠0.0002165

Std. Error
0.03968284
0.05612001
0.00019633
0.00027765

df
6078
78
6078
6078

t-value
44.41050
≠0.80214
≠3.47802
≠0.77973

p-value
< .001
.4249
< .001
0.4356

The likelihood ratio test is often conducted to test the significance of predictor
variables, i.e. to compare the fit of one model (with a reduced set of predictors
variables) to the fit of another model (with a complete set of predictor variables).
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Here, we also use this test to see which model provides a better fit for the empirical
data. Model 1 is based on a generalized linear regression (Table 5.8) and model
2 is based on a linear mixed effects model (Table 5.9). The latter includes all the
variables of model 1, plus an additional mixed effect for the individuals’ intercepts.
The results are shown in Table 5.10. The null hypothesis (stating that the betweensubject variation in the intercept is equal to zero) is rejected, ‰2 (1) = 3691.415,
p < .001. This tells us that adding a random effect for the individuals to the model
is a significant improvement, therefore the mixed effect model provides better fit for
the empirical data.
Tab. 5.10: Comparison of standard linear regression model with random intercept model
for scenario 1

Model
standard (1)
advanced (2)

df
5
6

logLik
≠2131.4225
≠197.5809

Chi Sq.

p-value

3691.415

< .001

Scenario 2
The results of scenario 2 for the simple model (without random effects) are shown
in Table 5.11. Here, becoming part of the community is taken as the reference group
(Community=1), in contrast to the model presented in Table 5.6. The estimates
associated with the predictor variables indicate the effect of the program on the
PAL. So, the interaction term tests whether the effect of the program on the PAL
of the participants is different for people inside or outside the community group.
The results show that this is indeed the case: people perform differently in the two
groups. In this analysis, not being part of the community is again associated with a
lower PAL value (with a difference of approximately 0.06).
Tab. 5.11: Analysis of scenario 2 using generalized linear regression

(Intercept)
Community=0
Time
Community=0
: Time

Estimate
1.6933389
≠0.0586920
0.0005821
≠0.0006525

Std. Error
0.009814656
0.010610159
0.000192112
0.000207683

t-value
172.53167
≠5.53168
3.02993
≠3.14177

p-value
< .001
< .001
.0024
.0017

The results of the more advanced random intercept model are shown in Table 5.12.
As done in scenario 1, we account for the fact that the start PAL (i.e., the intercept) of
each of the individuals is different by adding a mixed effect for this value. The results
show that there are only some small differences in the standard error compared to
the simple model. Similar to the model in Table 5.11, being part of the community is
taken as the reference group (Community=1). The intercept therefore represents the
predicted PAL scores for the people in the community, and the estimated coefficient
for Community=0 indicates the difference between the predicted PAL for the people
in the community group and the people in the non-community group. The coefficient
of Time indicates that for every unit of time, there is an increase of 0.0005821 in the
PAL for people in the community group. The estimated coefficient for the interaction
term represents the difference in the slope for the two groups. In other words, the
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interaction term tells us that the two groups (community vs. non-community) show
a significantly different change in PAL over a period of twelve weeks.
Tab. 5.12: Analysis using linear mixed effects modeling for scenario 2

(Intercept)
Community=0
Time
Community=0
: Time

Estimate
1.6933389
≠0.0586920
0.0005821
≠0.0006525

Std. Error
0.02388
0.02581
0.00015
0.00016

df
44230
580
44230
44230

t-value
70.901
≠2.273
3.791
≠3.931

p-value
<.001
.0234
<.001
<.001

To see which model provides a better fit for the empirical data, we also applied the
likelihood ratio test. Model 1 is based on a generalized linear regression model
(Table 5.11) and model 2 is based on a linear mixed effects model (Table 5.12). The
latter includes all the variables of model 1, plus an additional mixed effect for the
individuals’ intercepts. The results are shown in Table 5.13. The null hypothesis
(stating that the between-subject variation in the intercept is equal to zero) is
rejected, ‰2 (1) = 17,882.63, p < .001. This tells us that adding a random effect for
the individuals to the model is a significant improvement, therefore the mixed effect
model provides a better fit for the empirical data, as in scenario 1.
Tab. 5.13: Comparison of standard linear regression model with random intercept model

Model
standard (1)
advanced (2)

df
5
6

logLik
≠15712.890
≠6771.574

Chi Sq.

p-value

17882.63

<.001

5.4 Discussion
5.4.1 Principal Results
In this research we explore two different scenarios to investigate whether an intervention aiming at increasing physical activity presents different results for people
who want to share their data with others through an online network. The first
scenario consists of people who decided to participate in the community for sharing
their behaviour and established connections from the beginning of the program. The
second scenario consists of people who joined the community showing willingness
to be part of a network, but weren’t necessarily connected from the start of the
program. Two statistical analyses were performed. In the first analysis, a significant
linear regression model was found for both scenarios. Based on the adjusted R2 ,
we conclude that around 44% of the variance in the PAL values is explained by
the multiple linear regression model in both cases. Nevertheless, in scenario 1 the
variable that accounts for being connected isn’t statistically significant. This means
that, for this first analysis, being connected to other people in a physical activity
promotion program is not a good predictor for the PAL in the end of the program,
while the willingness of becoming part of a community is. In the second analysis, a
linear mixed model was fitted on the whole data set (eleven weeks).
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For scenario 1 there is no significant interaction between being connected and
time. For the generalized linear regression being connected presents a significant
difference (p < 0.05). This is not the case for the linear mixed effects analyses. That
means that the PAL of people connected in the end of the program can’t be explained
by the fact that they are connected, but mainly by the time. For scenario 2 there is
a significant difference between the increase in PAL of the two groups, even when
a random factor for the (different value of the) start PAL is taken into account. It
can thus be inferred from the results that, on average, people that participate in
an online community at some time show a larger increase in activity level between
the start and end of the program compared to people that will not participate in a
community.

5.4.2 Interpretation
These results are a good starting point for understanding why participating in an
online community has a positive effect on the physical activity of people. We have
observed that in scenario 1 the people that are connected in the network follow the
same trend as the control group. In scenario 2, the PAL of the participants that will
become part of the community increases over time, while the PAL of the control
group slightly decreases. Therefore, the intervention group (community people)
seems to have a significant increase on their PAL when compared to the control
group due to their willingness to become member of a community.
That is not the case for scenario 1, in which people in the intervention group are
connected throughout the program. As shown in the results section, when people are
connected, they start at a higher PAL, but present the same down trend observed in
the intervention group. That is an indicator that being connected does not increase
the PAL over time. A different social phenomena not included in our model can be
the cause of it. For instance, it could be caused by the overall social contagion i.e.
the process of influencing others (sometimes unconsciously) via a network of social
relations [23]. The results can also be related to the density of the ego-network of
the individual. It has been shown that the density of the links can also deprecate the
performance of the individual for this same data set [10]. Further investigation is
required to explain the fact that connected people do not have the same increase
observed in the group of people willing to partake the program.
The visual representation in Figures 5.3 and 5.4 of the PAL during the period of
the intervention shows more than just the slopes of the control and intervention
groups. There is a regular pattern of peaks and dips in both groups. Since each
participant always starts his/her plan on a Monday, the data is aligned per weekday.
Our explanation is that the dips correspond to weekends, when people are less active
on average. We can also see that the PAL of the people that are part of the control
group does not increase at all for both scenarios, even though they participate in
a physical activity promotion program. There is no obvious explanation for this
observation, but it seems that the intervention is not effective in increasing the PAL
for the participants who do not join the community (during or after the analyzed
period of the program). It is possible, however, that the activity levels would have
decreased without the intervention. Therefore, a comparison with a control group
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of people who do not participate in the program at all should reveal whether the
intervention is effective in maintaining the PAL.

5.4.3 Conclusions
There is still a long way to go to define what the causes are of people’s behaviour
changes, especially concerning physical activities. This work collected data of people
in an online community participating in a program to increase the amount of exercise
they do every day. We were able to investigate the characteristics of the changes
from the perspective of the network effects contrasting with participants that were
not connected or even a part of a community environment throughout the program.
We tried to ensure a fair comparison between the participants of the different
groups by doing a very strict selection of the data, and being very specific about the
characteristics needed to be selected.
From the selection of the data, two scenarios were built. The first scenario intends
to verify if nodes who have connections in an online network provided together
with the program causes changes in people’s behaviour. We compare a group of 40
people selected with another 40 people who opted to not be in the community part
of the program. Both groups present similarities regarding gender, date of plan start
and average PAL on the assessment week before the plan starts. The participants in
the intervention group have a network degree of at least 1 at the beginning of the
program. These analyses showed that people in a network have a higher initial PAL
than the people who are not connected at all. Nevertheless, both groups present a
similar slope in the change of the PAL over the 12 weeks of program. No significant
difference was found that would show an effect for the participants in a network.
In the second scenario, the willingness to participate in an online community in a
physical activity promotion program was tested. The participants could choose to
participate in an online community by sending and receiving invitations to befriend
and share their achievements with others. In this case, we didn’t verify if the nodes
in the intervention group are indeed connected from day 1 of the program, but
just if they opted in to be part of the community. We selected clusters of people
that eventually would get connected to others. A criteria was used to select the
components and later on the control group, containing people who opted out of the
community but have similar characteristics with the nodes from the intervention
group. For this scenario there is a significant difference between the two groups,
indicating that opting in in the program is a good predictor for people who are going
to have more success in their health promotion program.
Earlier work by Groenewegen et al. [10] has shown that people who opted in in a
community for sharing their PALs in a health promotion program have a higher PAL
than the participants who didn’t opt in. These observations are also confirmed by
our analysis in both scenarios studied. Also, we were able to conclude that the PAL
of people that are willing to join a community shows an increase that is significantly
greater compared to the other users. Since we balanced the data sets for possibly
confounding factors like gender, time of the year and corporation, it is very likely
that the fact that people are willing to become member of the community is the
dominant factor that makes a difference for their increase in physical activity level.
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To verify if the changes were happening due to the social contagion effect, caused by
the exposure to others’ PALs over time, we also checked if people who are connected
from the start date of the plan present the same tendency, what was not shown in
our analysis. We can conclude that the willingness to participate in an online social
network for sharing activity data is associated with an increase in physical activity.
However, since we also observed that those people are already more physically active
at the start, part of the effect might be caused by the fact that people that are willing
to participate in such a community are different from others, e.g. more motivated.
This data set has been studied from many perspectives so far. The structure of the
network and the dynamics of the creation of the ties is evaluated by Mello Araújo
et al. [16]. We also used an existing computational model of social contagion [4]
combined with a linear increase on the community group to see whether this new
model can explain and predict the changes on PAL. Our combined model showed
better results when compared to two other approaches. More studies are needed. For
instance, it is important to study the effect of other factors on the physical activity
level, such as the community size and structure. That way, research can further
uncover phenomena that are at the basis of the beneficial effects of online social
networks in health promotion programs.
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