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CHAPTER 1
Introduction
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Why molecular behavior genetics?
Over five decades of twin studies have led to the conclusion that all forms of human
behavior are at least partly influenced by genetic variation1. The observation that all human
behavior is heritable has been described as the “first law of behavior genetics”2. Behavior
geneticists have a central interest in disentangling and quantifying the genetic versus
environmental origins of behavior, addressing questions rooted in the classic “nature versus
nurture” debate. In this context, human behavior is studied across broad psychological,
medical, and socioeconomic domains; ranging from personality and social behavior, to
behavior-linked diseases, (mental) health outcomes and anthropometric traits, and
socioeconomic life outcomes such as earnings and educational attainment.
Since the 1970s, the principal method available to behavior geneticists has been the twin
study. Twin studies leverage the fact that identical (monozygotic, MZ) twins share 100
percent of their genetic makeup, while non-identical (dizygotic, DZ) twins share only 50
percent of their variable genetic makeup. Because twins also share the majority of their
environment (both in utero and during childhood), the relative contribution of additive genetic
variance to any trait can be quantified by comparing monozygotic and dizygotic twin pairs.
Twin-derived estimates of additive genetic variance give insight into “narrow-sense
heritability”, and can roughly be estimated by multiplying the difference between the
between-MZ-correlation and between-DZ-correlation by a factor of two3. Twin study
methodology also allows for more complex modeling of behavior, such as gene-environment
interactions, genetic and environmental correlations between different traits, and causal
genetic and environmental pathway modeling with longitudinal data or data of discordant
twins.
While twin studies continue to provide powerful tools for understanding the genetic and
environmental bases of behavior, they have several shortcomings. First, the classical twin
study can only infer genetic information, never actually observing molecular genomic
information itself. Thus, no biological conclusions on the nature of involved genes can be
derived. Second, the number of large-scale twin studies with publicly available data is
limited, which stands in contrast to the many large-scale genotyped cohort studies that are
available for external researchers. Third, quantitative genetic information derived from twin
studies cannot be used to calculate and predict genetic propensities for individuals. Finally,
the central underlying “equal environment” assumption of the twin model is often
questioned4. For instance, DZ twins never share a placenta in utero, while two thirds of MZ
twin pairs do5,6. DZ twins are more likely to be separated into different classrooms than MZ
twins7,8, and there is evidence that MZ twins are treated more similarly than DZ twins9.
Before the availability of genotyping arrays (also known as “genotyping chips”) – which are
able to measure hundreds of thousands of genetic variants simultaneously, researchers
resorted to studying handfuls of genes hypothesized to be relevant for their trait of interest.
These studies were conducted in the context of linkage- or candidate-gene studies. While
linkage studies were not often successful at identifying novel genetic variants for complex,
non-Mendelian traits10–12, candidate gene studies seemingly were. However, they quickly
gained notoriety for their poor replication records – revealing high rates of false positive
findings13–15. An important lesson from these candidate gene and pathway studies is that the
underlying biology of human behavior is still poorly understood. The study of human
behavior can thus greatly benefit from data-driven, hypothesis-free approaches.
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The human genome and complex traits
Hypothesis-free approaches are complicated by the sheer length of the human genome,
which consists of over 3 billion bases, made up of the nucleotide bases adenine (A),
cytosine (C), guanine (G), and thymine (T). Since members of sexually-reproductive species
carry two copies of each chromosome – one inherited maternally, and one inherited
paternally, humans carry genetic information of 6 billion bases in each cell nucleus.
However, any two human beings typically share 99.6% of their genetic sequence16, with the
remaining ~0.4% consisting of ‘polymorphic’ variation, meaning genetic variation that differs
between human beings. The majority of between-person genetic variation can be traced
back to mutation events that took place earlier during human evolution, while any human
being also contains a limited number of de novo mutations (i.e., mutations that are not
present in the parents): on average 44 to 82, with one or two affecting a protein-coding
sequence17.
Hypothesis-free genetic discovery thus requires measuring over a million genetic variants,
and testing each of them for association with a trait. This has recently become possible with
the advent of the genome-wide association study (GWAS). This association test is
performed for each genetic variant with a separate regression model, where the trait of
interest may be binary (e.g., disease case vs. healthy control) or continuous (e.g., body
height in centimeters). In each regression, the dependent variable is the trait of interest,
while the independent variables are the number of effect alleles of the tested genetic variant
(where the possibilities are [0, 1, 2], since every individual inherits one paternal and one
maternal variant), plus a vector of technical and demographic control variables. For most
traits, the alleles are assumed to act additively. This assumption is consistent with the
observation that a model of additive inheritance provides the best fit for most complex
traits18,a.
In a GWAS, researchers typically study the most common form of genetic variation19,20: the
single nucleotide polymorphism (SNP, pronounced ‘snip’), a one base-pair substitution that
arose as a point mutation during evolution. An example is the Alzheimer’s diseaseassociated SNP rs429358 that is located in the APOE gene, which has a C-allele and a Tallele. The C-allele is associated with increased Alzheimer’s risk21.
In addition to SNPs there are other classes of genetic variants, which span more than one
base-pair. These genetic variants are generally referred to as “structural variants”, where a
genomic sequence may be inserted or deleted, inverted, or repeated. In especially complex
regions, these variant classes may get convoluted over the course of evolution, resulting in
for example repeated segments in an inverted region. The underlying structure of these
regions is ascertained with great difficulty, leaving a small percentage of the human genome
sequence a structural black box22. While most GWAS studies do not directly test for
association at structural variants, structural variants that occur frequently in a population are
often correlated (i.e., co-inherited) with measured SNPs22. Thus, if such a structural variant
is in fact the causal genetic variant for a trait, GWAS of SNPs that are correlated with these
variants may ‘tag’ their effect and become associated by proxy. Because top-associated

This model is sometimes violated for individual genetic variants. For instance, recent work has
shown superior fit of a model assuming non-additivity for a number of genetic variants associated with
body mass index (BMI) or diabetes (Wood et al., 2016, Diabetologia). These variants were originally
discovered in GWAS models that assumed additive effects. This finding illustrates that GWAS that
can be well-powered to discover genetic variants of large effect, while subsequent testing of nonadditive models may reveal a better fit for some of variants.
a
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SNPs may not be the causal variant, SNPs measured on genotype chips are often referred
to as ‘tag SNPs’ or ‘markers’.
Three major events enabled GWAS methodology. First, the completion of the 13 year long
Human Genome Project in 2001 provided the first full and publicly available map of the
human genome23. Second, the subsequent completion of the first phase of the International
HapMap Project24 in 2005 provided a first a haplotype map (HapMap) of the human
genome25, determining which genetic variants are shared by human beings – and, more
importantly for social scientists and epidemiologists, which genetic variants vary between
human beings. Finally, the availability and rapidly declining prices of commercial genotype
arrays, which can measure hundreds of thousands of genetic variants simultaneously and
quickly, enabled cohort studies to genotype large numbers of study participants. These
events have spurred an unprecedented development in genetic research, which has been
referred to as the “genomics gold rush”26 or “genome revolution”11.
Predictions for the clinical translation of GWAS findings were optimistic from the outset, with
forecasts for rapid development of new drugs and identification of individuals at high genetic
risk of disease – providing scope for diagnosis, early intervention, and treatment27. However,
the translation of GWAS findings into clinical practice has thus far been limited28,29. There
are several reasons for this pending lack of clinical utility. First, sequencing efforts by
HapMap have demonstrated that the human genome is organized into ‘haplotype blocks’,
where SNPs that are located closely to each other tend to be correlated with each other30.
That is, SNPs that are close to each other tend to be co-inherited. This phenomenon is
described with the term linkage disequilibrium (LD), which is caused by genetic
recombination of maternal and paternal chromosomes during meiosis. Because of LD,
genotyping arrays only need to measure a relatively small number of genetic variants – the
rest of SNPs can be imputed on the basis of information from ‘reference panels’ that have
sequenced the full genomes of a large number of individuals. This has made measurement
of the polymorphic human genome extremely efficient, but also complicates identification of
the causal variants and genes. Because of LD, significant GWAS findings tend to come in
blocks of associated SNPs, in “loci” (where a “locus” is a genetic region that contains several
correlated SNPs) that usually contain more than one gene.
Biological translation of GWAS findings is also hampered by the fact that the overwhelming
majority of GWAS variants lie in intronic or intergenic regions31. Hence, very few GWAS
variants have consequences for protein structure, and their biological functions otherwise
are often unknown or difficult to predict. Non-protein-coding variants are most likely to exert
their biological effects through modulation of gene expression, which is possible through a
myriad of biological mechanisms32. Complex human traits are thus more likely to be the
result of individual differences in gene expression, rather than individual differences in
protein structures. In some cases, the causal variant may lie in a certain gene, but modulate
the expression of another gene33,34. According to some estimations, GWAS variants that
affect gene expression do not regulate their nearest gene most of the time35,36. If this is true,
this has important implications for the discovery of drug targets – which could then not be
identified by GWAS alone. The general lesson from these findings is that experimental “wet
lab” follow-up studies are indispensable to elucidate the exact causal mechanisms that drive
GWAS associations (e.g., 34,37). These studies could especially focus on the top-associated
GWAS variants, which are likely represent the most important and direct biological
influences of a trait38, while variants with smaller effect sizes may be more likely to pick up
on genetically correlated traits or environmentally mediated effects, or might associate by
way of biological network links to top genes38.
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A final complicating factor is that most human complex traits are polygenic. This means that
hundreds to thousands of independent common genetic variants, each with a small effect,
are involved in complex traits39. The “problem”40 of small effect sizes is thought to be a
consequence of natural selection41. This process tends to filter out mutations with large
effects, since most such new mutations tend to be deleterious for viability, survival, and
reproduction41. Therefore, a variant with an extremely small effect size may paradoxically still
have high biological relevance, as larger effects may simply not be tolerated by evolution.
Hence, external interference with drugs or gene-editing may still produce large phenotypic
(and thus, therapeutic) effects. This phenomenon is aptly illustrated with the class of LDLcholesterol-lowering drugs that target PCSK9 function. These drugs have large effects on
circulating cholesterol, while GWAS have only shown small effect sizes for genetic variants
located in PCSK942. Since cholesterol is vital for fetal brain development43, PCSK9
polymorphisms with larger effects on cholesterol levels might not be prevalent due to their
probable detrimental effects on fetal viability.
Small effect sizes are also caused by the fact that behavioral traits are “biologically distal”,
meaning that they are complex, downstream outcomes of small aggregated biological
effects. For instance, intelligence is likely to be affected by many neural mechanisms that
synergistically give rise to intelligence. Another complicating factor is that GWAS
associations may be dependent on (or exert their action through) environmental
circumstances. For instance, the top GWAS variants for lung cancer are genetic
determinants of tobacco smoking44 – a trait heritable in itself45. Discovery of these variants
may thus depend on environmental factors that determine access to nicotine, such as
cigarette prices. In addition, fertility outcomes (number of children, age at first child) are
genetically correlated with educational attainment46, a finding telling of the current times, but
perhaps not applicable a century ago. GWAS variants may also be associated by way of
parental environment: parents with “smoking alleles” may influence their children
behaviorally by (inadvertently) promoting smoking47. Recent work from parent-child trios has
confirmed this notion, showing that parental alleles that are not transmitted to offspring also
influence children’s behaviors: a phenomenon coined “genetic nurture”48,49. These findings
exemplify the concept of “nature-via-nurture”50.
Because of small effect sizes, GWAS for most complex traits need samples from hundreds
of thousands of participants in order to produce well-powered, replicable findings39. The P
value threshold for declaring significance of an individual genetic variant is extremely
stringent, as it needs Bonferroni correction for the number of independent tests. This multiple
testing correction in GWAS is based on the number of independent common genetic variants
of the human genome. In European ancestry individuals, this is estimated to be 1 million51,
resulting in a genome-wide significance threshold of α = 5 × 10-8.
With growing GWAS sample sizes, the effect sizes of genetic variants can be estimated with
increasing precision. The effect sizes of genetic variants can then be aggregated into
“polygenic (risk) scores”, which sum the effects of millions of variants into a single index of
genetic predisposition. The explained variance of these scores increases with growing
sample sizes in a theoretically predicted fashion52–54. Consequently, the “hiding heritability”
gap becomes increasingly smaller, simultaneously increasing the ability to discern groups of
individuals at low versus high genetic risk or predisposition55.
With increasing predictive power, opponents of molecular behavior genetics fear for abuse of
genetic data and revival of eugenics ideologies (e.g.,56), with a recent book review title
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drawing a parallel to Nazi ideology b. While misinformed or malevolent individuals and
governments might always find scope for information abuse, concerns about genetic
determinism are thought to be invalid for several reasons. First, most human complex traits
are less than 50 percent heritable – indicating a more important role for the environment1.
This also means that genetic data, when used in isolation, cannot be used to meaningfully
predict most complex traits for individuals55. Second, even with 100 percent heritability of a
trait, the potential for environmental modification cannot be precluded. A classic thought
experiment describes that even with a hypothetical 100 percent heritability for
nearsightedness, blindness need not ensue, as eyesight can still be drastically improved
with eye glasses57. Finally, as argued earlier, genetic effects on behavior are not fixed, but
can depend on environmental circumstances. This is also true for the heritability estimates
found in twin studies, which only hold for the population and generation at hand. For
instance, in the contemporary Western environment of nutritional abundance, height is highly
heritable58, with many individuals being able to reach their genetic potential. In environments
of unstable nutritional supply, heritability estimates are much lower, as environmental
variation still plays a large role in height variability58,59. Because of the inseparable
connection between nature and nurture, molecular genetics can greatly benefit from ongoing
collaboration with social scientists – who have traditionally specialized in studying the
environment.

The use of genetics in economics
In recent years, economists have begun to apply genomic methods to socioeconomic traits
in a field dubbed “genoeconomics”40. Large-scale genoeconomic meta-analyses were
pioneered by the Gentrepreneur consortium60, which later merged into the Social Science
Genetic Association Consortium (SSGAC). Since GWAS of biologically distal traits need
data from at least tens of thousands of participants, these consortia pooled data from dozens
of European-ancestry cohorts into large scale meta-analyses. In 2013, the SSGAC
published the first successful GWAS for a social-scientific outcome in a combined sample of
N = 126,55961. Their GWAS of educational attainment (years of completed education and
college completion) discovered three independent genetic variants that reached genomewide significance.
Why are economists interested at all in studying genetics? First of all, it is important to note
that not all economists study finance, trade, and consumption. Economics can be defined as
“the science which studies human behavior as a relationship between ends and scarce
means which have alternative uses.”62. Given that most decisions are bound by some level
of scarcity – be it time, capital, or physical resources, it can be said that economists
essentially study human behavior and decision-making. The level of studied behavior differs
per economic discipline, and can be clustered into institutions such as households,
communities, schools, corporate entities, banks, and governments. Consequently, the
outcomes of human behavior become visible in higher-level systems such as stock markets
and the business cycle. Since all aspects of human decision-making are likely to be
influenced by a non-negligible genetic component, proponents of genoeconomics have
argued that genetic data should be incorporated into economic science40,50,63.

A book review of Catherine Bliss’ book “Social by Nature: The Promise and Perils of Sociogenomics”
published January 15, 2018 in Nature was titled “CRISPR’s willing executioners”, as modeled after
the book title “Hitler’s willing executioners: Ordinary Germans and the Holocaust” by Daniel
Goldhagen. The online publication’s title has since changed.
b
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The incorporation of genetic data into economic science can fit both neoclassicist and
behavioral economics traditions. In neoclassical economics, humans are rational agents that
aim at optimization of outcomes. A parameter that might vary between humans in this
optimization process is preferences. Preferences are modeled in utility functions, which
describe how individuals value outcomes. Preferences may relate to timing of a good or
service, where individuals vary in their preference to delay reward, or in their willingness to
take risky decisions for potentially higher gains. Importantly, preferences can (partially) be
biologically determined – a distaste for bitter foods is partially dependent on genetically
determined bitter taste perception64; a taste for tobacco is partially determined by structural
differences in the nicotinic acetylcholine receptor45,65; and a preference for risky choices may
be affected by differences in underlying neuroendocrine reward circuitry66. Economists tend
to distrust self-reported measures of preferences, and aim to elicit ‘revealed’ preferences on
the basis of incentivized experimental designs67,68. Genoeconomic research has the ability to
contribute to the study of revealed preferences through individual prediction of genetic
predisposition to certain preferences40,c.
The more recently emerged field of behavioral economics started to reject the neoclassicist
“rational choice theory”69. Integrating knowledge and methodology from psychology and
neuroscience, behavioral economists demonstrated that non-rational elements can be
involved in decision-making in predictable ways. This phenomenon is captured by the term
‘bounded rationality’, which describes the limits to human rationality. In this context, a recent
interest has emerged in understanding the interindividual differences that shape these limits,
as these may explain choice heterogeneity70. These differences may be fixed, or dependent
on circumstance, and can be influenced by social norms, cultural factors, and individual
characteristics such as personality, cognitive ability, social skills and motivation, and
proneness to stress, addiction, and mental illness. Evidently, individual differences in genetic
endowment may influence the parameters that shape bounded rationality. Several of these
parameters are addressed in this thesis.
The incorporation of genetic data may also benefit various economic disciplines. For
instance, health economists may use genetic data to obtain a more complete understanding
of the heterogeneity in health behaviors and outcomes, or study how genetic endowments
can amplify or dampen socioeconomic and health inequalities. Labor economists could
incorporate genetic data on health risks and educational attainment to study how individuals
make labor and retirement decisions. Proponents of happiness economics, a field that aims
to measure and maximize well-being rather than gross domestic product (GDP), may be
specifically interested in incorporating genetic data on well-being and mental health. For
political economists, the quantification of genetic endowments, and the channels via which
these endowments affect outcomes, may aid in the study of equality of opportunity.
Finally, policy analysts can benefit from genetic data in modeling heterogeneous responses
to policy, and thereby reduce residual variation in models that predict policy response. With
estimates of individual genetic risk reaching increased precision, genetic data may also
ultimately be used in preventative policy. Proponents of this avenue argue that informing
individuals of their genetics risks may help them make optimal life course decisions, while
governments may use genetic information to help target interventions to those most likely to
benefit71.

With genotyping arrays costing $40 USD/sample in 2018102, the measurement of genetic
predisposition can simply be more cost-effective in predicting (a tendency towards) certain
preferences than administration and processing of data from lab experiments or questionnaires.
c
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Contributions of this thesis
This thesis consists of genome-wide association analyses of four distinct traits: diet
composition, risk tolerance, subjective well-being, and educational attainment. These traits
show considerable variability between humans, and are at least moderately heritable
according to twin studies. They are also of fundamental interest to economists, both because
of their relationship to economic outcomes and decision-making, as well as for their potential
implications for governmental policy. These seemingly divergent traits all relate to aspects of
mental and physical health, and share in their biological etiology a probable central role for
the brain. Together, they give insight into the biological architecture of human behavior.
Through shared methodology, the goal of this thesis is to lay the groundwork for genetic
discovery for these traits, including the discovery of robustly associated genetic variants,
probable involved biological mechanisms, the pattern of genetic correlations of the focal trait
with other traits, and the predictive power of their polygenic scores. Genetic discovery
enables the study of more complex follow-up questions that may be conducted in the near
future, such as the use of genetic variants as instrumental variables, or the study of geneenvironment interactions. The research presented in this thesis provides a stepping stone for
such work. All studies described in this thesis were conducted under the auspices of the
SSGAC: a consortium whose core value is the sharing of GWAS summary statistics,
allowing other scientists to build on its findings.
A theme shared by several of the studies represented in this thesis is the study of complex
traits by proxy, which can be efficient in face of data scarcity. Data scarcity is often an issue
for social scientists that need access to large sample sizes, as the proper measurement of
social-scientific outcomes, psychological traits, and mental health states often requires
elaborate questionnaires, lab experiments, lengthy psychiatric interviews, or access to
medical records. Large-scale genotyped medical cohorts tend to forgo these measurements
and fixate on physical health instead. For example, the UK Biobank (UKB, N ≈ 500,000) only
added mental health assessment to its survey battery ten years after its inception72. While
some cohorts did already have mental health symptom data, GWAS consortia often ignored
these data. The Psychiatric Genomics Consortium (PGC), for instance, exclusively studied
clinical depression cases in its GWAS before 2018. Their first GWAS on N = 9,240
depression cases, published in 2013, was underpowered to detect genetic variants at
genome-wide significance. With expanding availability of genotyped samples, the PGC only
published its first significantly associated genetic variants for major depressive disorder in
2018 d. Their results replicated findings from depression symptom data described in this
thesis (chapter 4 in this thesis) and from 23andMe73, both published in 2016.
To overcome the lack of behavioral measures in large genotyped cohorts, the SSGAC
began studying cognitive ability by proxy through the study of educational attainment61,74.
Measures of educational attainment are widely available in medical cohorts, as they are
often used to control for socioeconomic status, and the SSGAC capitalized on this fact.
Chapter 5 in this thesis reports the “second phase” educational attainment GWAS;
expanding sample sizes from N = 126,55961 to N = 293,723, and reporting genetic
correlations with cognitive ability and Alzheimer’s disease. In chapter 4, a large scale
GWAS on subjective well-being, depressive symptoms, and neuroticism is reported. Wellbeing can be measured with a single question which is widely available in many medical
cohorts. The results from these GWAS are used to discover genetic variants for major
d
Their approach of studying clinical cases paid off early on, however, for psychiatric traits that are
highly heritable and associated with extreme patient burden – schizophrenia and bipolar disorder.
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depression. It was the first GWAS to detect genetic variants for depression at genome-wide
significance. In chapter 3, a large scale GWAS on risk preferences is reported, where the
majority of data are based on a single question. The only chapter in this thesis that does not
study a complex trait by proxy is the study in chapter 2 on diet composition. Here, we used
data from cohorts that implemented dietary self-report questionnaires, which contained
between 70 to 200 food items. Future work is needed to establish whether the intake of
certain macronutrients can also adequately be studied by proxy, for instance by asking
whether individuals prefer sugary or savory foods75.
In chapter 2, we perform GWAS meta-analyses of large-scale studies to discover the
genetic architecture of diet composition. We study diet composition by measuring relative
intake from the macronutrients fat, protein, carbohydrate, and sugar. The ideal macronutrient
composition of a diet is controversial (e.g.,76,77), as it is unclear whether macronutrients affect
health beyond caloric content78,79. Different camps continue to exist to this day, consisting of
those who believe that “a calorie is a calorie”, and that excessive energy intake predisposes
to health problems (e.g.,80); versus those who believe that macronutrients have specific
metabolic repercussions (e.g.,79,81). Finally, there are those who believe that “wholesome
foods” and macronutrient quality (e.g., saturated vs. unsaturated fat), and not macronutrients
per se, should be the focus of health policies (e.g.,82,83). Moreover, it is currently unclear to
which extent neural mechanisms determine macronutrient intake, or to which extent this is
orchestrated by peripheral physiological processes. The aims of this project are to study
biological determinants of macronutrient preferences, and to investigate if macronutrients
have genetic associations with health phenotypes beyond their energetic value. To properly
investigate this question, we develop and apply a novel method that corrects the
macronutrients for total energy intake.
We are the first to perform large-scale GWAS for sugar intake, while our GWAS for fat,
protein, and carbohydrates are more than twice the size of previous efforts84. We also
perform phenotypic meta-analyses of the association between diet composition and body
mass index (BMI) in four independent cohorts. To investigate the biological architecture of
diet composition, we performed comprehensive bioannotation of top GWAS variants, and
assess in which tissues the diet-composition SNPs are likely to be genetically expressed.
Finally, we assess genetic correlations between diet composition and a range of health
indicators and outcomes, lifestyle behaviors, and socioeconomic status.
In the study described in this chapter, I performed nearly every analysis, with the exception
of the replication analyses and external cohort analyses. I also authored all sections of the
supplementary information, again with exception of the replication analyses. For the sake of
completeness, all supplementary sections are included in this chapter.
In chapter 3, we perform GWAS meta-analyses of large-scale cohorts for self-reported
general risk tolerance. While general risk aversion is universal to both humans and
animals85, the willingness to take risks differs markedly among humans. Risk tolerance also
has a completely different connotation for economists versus psychologists and
epidemiologists, where the former study the preference for variability in monetary outcomes,
while the latter study a tendency to engage in behaviors with potentially harmful
outcomes66,67. Scientists have made efforts to harmonize the underlying biology of these
definitions by studying shared neurological circuitry of these traits66, and by assessing the
presence of an underlying general risk tolerance factor67; analogous to the “g factor” for
general intelligence86 and the “p factor” for general psychopathology87. In the GWAS
described in this chapter, our aim is to contribute to this literature by assessing the extent of
genetic overlap between several risk-taking phenotypes, and the ability to predict financial
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risk-taking phenotypes with the polygenic score for general risk-tolerance. Finally, we
examine the biological mechanisms underpinning general risk tolerance, which we find has
previously mainly been investigated in the context of candidate-gene studies or small-scale
correlational studies.
For the bulk of included participants, general risk tolerance was measured with a single
question. However, we also perform GWAS for related phenotypes, including four “real
world” risky behaviors: ever having been a smoker, number of alcoholic drinks weekly,
automobile speeding, and number of sexual partners and the first principal component of
these phenotypes, and for a self-reported “adventurousness” phenotype from 23andMe Inc.
We assess the genetic overlap between these different phenotypes, and assess genetic
correlations between general risk tolerance and additional risky behaviors. Finally, we
perform a comprehensive literature review of candidate genes and biological mechanisms
reported to play a role in risk-taking behaviors, and use our GWAS data to test these
candidates for association. We also perform comprehensive, hypothesis-free biological
annotation analyses, and compare the findings of these analyses with those from the
candidate pathway and genes studies.
This study was a large group effort, and I was the primary responsible biological annotation
analyst. I performed all analyses and lookups described in the bioannotation section of the
Supplementary Information of the paper (with the exception of the DEPICT88 analyses), and
also performed the final gene-set analyses, although I was not involved in the literature
review and ex ante selection of candidate gene sets. In addition to the main paper, the
included texts in this chapter are based on analyses that I performed, or supplementary
sections that I (co-)authored.
In chapter 4, we conduct a large scale GWAS for subjective well-being. The World Health
Organization (WHO) places well-being at the core of its definition of health, defining health
as “a state of complete physical, mental and social well-being and not merely the absence of
disease or infirmity.”89 The study of well-being has also garnered attention from economists
and psychologists, giving rise to the movements “happiness economics”90 and “positive
psychology”91, where the study of well-being is central – as opposed to monetary economic
indicators and mental illness, respectively. While subjective well-being and depressive
symptoms correlate phenotypically, it is unknown to which extent they share genetic causes.
In the GWAS described in this chapter, our objective is to identify genetic variants
associated with subjective well-being, depressive symptoms, and neuroticism; to assess
their genetic overlap, as well as their overlap with other traits related to mental and physical
health and cognition; and to identify potentially unique biological mechanisms involved in
each trait.
Subjective well-being was measured by some cohorts with a comprehensive questionnaire,
while other cohorts used a single survey question. Some cohorts have a measure of wellbeing that represents “positive affect”, while other cohorts have a measure that represents
“life satisfaction”. These are two dimensions of well-being that are thought to be distinct, yet
highly similar92. Hence, one might wonder whether it is justified to meta-analyze these
comparable yet imperfectly correlated dimensions of well-being. To this end, we create a
theoretical framework that quantifies the bias in GWAS estimates that arises from metaanalyzing imperfectly correlated traits, which can be described as a “quantity-quality”
tradeoff. With additional data availability for depressive symptoms and the personality trait
neuroticism, we also include “auxiliary” GWAS for these two phenotypes to assess to which
extent they are genetically related to subjective well-being. We assess the genetic
correlations between these three phenotypes (subjective well-being, depressive symptoms,
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and neuroticism), as well as genetic correlations between positive affect and life satisfaction.
We also calculate the genetic correlations self-reported depressive symptoms and diagnosis
of major depression. We performed bioannotation of top variants, and assessed in which
tissues the phenotypes’ SNPs are likely to be expressed.
In this study, I was the primary responsible biological annotation analyst. I performed the
bioannotation of top variants, and aided in interpreting results across all bioannotation
analyses. In addition to the main paper, the included text in this chapter are based on
analyses that I performed, or supplementary sections that I (co-)authored.
In chapter 5, we conduct a large scale GWAS meta-analysis for educational attainment
(EA), where EA is measured in years of completed education. Since cohorts from different
countries are included, years of education were harmonized to the International Standard
Classification of Education (ISCED 1997) framework. A previous GWAS on EA by the
SSGAC had discovered three independent loci, and found that a polygenic score for EA
could predict cognitive ability as well as EA itself, already implying shared underlying
biology61. The GWAS described in this chapter more than doubles the sample size of the
original GWAS61, and utilizes novel methods to estimate genetic correlations between EA
and a range of other phenotypes of interest, and to gain greater insight into involved
biological mechanisms.
While the study of EA in a genetic setting remains controversial to some, EA is of
fundamental interest to scientists from many disciplines. For instance, classical research
questions within economics concern the effect of EA on later earnings (e.g.,93), or the role of
education in the generation of inequality of opportunity (e.g.,94). EA is also of interest to
epidemiologists, since it is a known protective factor for physical and mental illness and early
mortality (e.g., 95–97). Biologists and psychologists may be interested in EA through its
connection to intelligence, which fundamentally distinguishes humans from other
organisms98,99. Finally, psychologists study the determinants and effects of EA itself, with
evidence for personality traits involved in determining EA100, with EA in turn possibly
affecting extraversion and emotional stability101. Hence, GWAS of EA might appeal to
researchers studying the biology and evolution of cognitive ability, as well as to researchers
interested in using EA-associated genetic variants in follow-up analyses.
In the present study, we perform large-scale GWAS meta-analyses for years of completed
education, combining information from over 60 cohorts of European ancestry. Analyses are
performed separately for males and females. The findings are used to discover genetic
associations between EA and other traits of interest. The top EA GWAS variants themselves
are tested for association with schizophrenia and brain volume, in order to discover credible
novel associations for these traits. To gain insight into biological mechanisms underpinning
EA, we perform comprehensive bioannotation analyses. For instance, we assess the
expression of prioritized genes across different developmental stages in brain tissue. We
also assess to which extent genes prioritized for EA show overlap with “syndromic genes” for
intellectual disability, autism, and schizophrenia. To obtain a list of promising candidate
genes for future experimental follow-up, we add up the number of times each gene surfaced
in one of the bioannotation lookups or analyses. In the study described in this chapter, I
supported the bioannotation analyses by performing bioannotation lookups of the top
associated SNPs. In addition to the main paper, the included text was written for this thesis
to support and further elaborate on my contributions.
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CHAPTER 2
Genomic analysis of diet
composition finds novel loci and
associations with health and
lifestyle1

Based on Meddens, De Vlaming, Bowers, Burik, et
al.
Under review
1
All supplementary tables and figures can be found in the online preprint version at
https://www.biorxiv.org/content/early/2018/08/02/383406
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Abstract
We conducted genome-wide association study (GWAS) meta-analyses of relative caloric
intake from fat, protein, carbohydrates and sugar in over 235,000 individuals. We identified
21 approximately independent lead SNPs. Relative protein intake exhibits the strongest
relationships with poor health, including positive genetic associations with obesity, type 2
diabetes, and heart disease (𝑟𝑟𝑔𝑔 ≈ 0.15 − 0.5). Relative carbohydrate and sugar intake have
negative genetic correlations with waist circumference, waist-hip ratio, and neighborhood
poverty (|𝑟𝑟𝑔𝑔 | ≈ 0.1 − 0.3). Overall, our results show that the relative intake of each
macronutrient has a distinct genetic architecture and pattern of genetic correlations
suggestive of health implications beyond caloric content.
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Introduction
Understanding the effects of nutrition on health is a priority given the ongoing worldwide
obesity epidemic1–5. The health impacts of many aspects of dietary intake have been
studied, but the effects of macronutrient composition (i.e., relative intake from fat, protein,
and carbohydrate) have been especially controversial. There is still no consensus on
whether macronutrients exert specific health effects beyond their caloric value6–8. Despite a
lack of robust empirical evidence from randomized trials on the long-term effects of
macronutrient restriction on body weight and health2,6,9,10, dietary recommendations have
shifted from low-fat to low-sugar and, more recently, lower animal-protein diets11–17.
Observational studies have found inconsistent phenotypic correlations between
macronutrient proportions, body mass index (BMI) and related health outcomes (e.g., 18–20),
and the mechanisms underlying these relationships are not well understood.
Insights from genetics may help to elucidate the connections between nutrition and health
outcomes. Twin studies suggest that diet composition is moderately heritable, with ℎ2
estimates ranging from 27% to 70% for the different macronutrients’ contributions to total
energy intake21–23. Previous GWAS on relative caloric intake from protein, fat, and
carbohydrates (up to N = 91,114) have identified three genome-wide significant SNPs in or
near RARB, FTO and FGF21, each of which captures only a miniscule part of trait heritability
(R2 < 0.06%)24–26. These results suggest that diet composition is a genetically complex
phenotype and that most associated genetic variants have not yet been identified.
Furthermore, no large-scale genome-wide association study (GWAS) has investigated
relative sugar intake.
Here we report GWAS results for diet composition, and we use the results to conduct
bioinformatics analyses and to calculate genetic correlations with a range of other
phenotypes. For the GWAS, we expand the samples used in earlier work from N = 91,11424–
26 to 268,922 for relative intake of PROTEIN, CARBOHYDRATE, and FAT. Furthermore, we report
GWAS results for SUGAR (N = 235,391), which is a subcomponent of CARBOHYDRATE and
captures relative intake of both naturally-occurring and added sugars.
All cohorts used self-report questionnaires containing ≥70 food items, with average
estimated intakes showing strong similarity across cohorts (Supplementary Table 1.2).
Using these self-reports, we calculated the relative contributions of FAT, PROTEIN,
CARBOHYDRATE and SUGAR to total caloric intake (we do not study total caloric intake
because it is mainly determined by body size and physical activity27 and because systematic
underreporting of total food intake is correlated with BMI28). Since macronutrient intake may
not scale linearly with total caloric intake, we developed and applied a method that adjusts
for the observed non-linear relationships (Supplementary Information 2.6, Extended Data
Figure 1). Consistent with the satiating properties of protein29, we find that at higher levels of
total caloric intake, relative protein intake declines, while relative fat intake increases, and
relative sugar and carbohydrate intake remain roughly constant (Supplementary Table 2.2).
Main results
We began by assessing the SNP-based heritability of our phenotypes. We calculated
GREML30 estimates using a random N = 30,000 subsample of conventionally unrelated UK
Biobank (UKB) individuals. The estimates range from 2.1% for PROTEIN to 7.9% for
CARBOHYDRATE (Extended Data Figure 2 and Supplementary Information 7).
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GWAS were performed in individuals of European ancestry. When possible, we excluded
individuals on calorie- or macronutrient-restricted diets (Supplementary Table 1.3). Our
discovery sample was the subset of the UKB with survey data on dietary intake (N =
175,253). The replication phase consisted of a meta-analysis of GWAS summary statistics
from 14 additional cohorts that followed our analysis plan (N = 60,138) and summary
statistics from DietGen25 (for FAT, PROTEIN and CARBOHYDRATE, N = 33,531). DietGen25
assumed a linear scaling of macronutrients with total energy intake. Since the genetic
correlations between DietGen and our replication cohorts are not significantly different from
1 (Supplementary Table 6.1), we added DietGen to our meta-analysis.
Association statistics underwent rigorous quality control (Supplementary Information 3.3).
The discovery stage identified 21 approximately independent genome-wide-significant lead
SNPs (see Supplementary Information 3.3.5 for a description of the clumping algorithm): 4
for FAT, 5 for PROTEIN, 5 for SUGAR, and 7 for CARBOHYDRATE (Supplementary Table 4.1).
These lead SNPs partially overlap across phenotypes and reside in 14 unique loci. In the
replication stage, all 21 lead SNPs had the anticipated signs and comparable effect sizes
(Extended Data Figure 3), and 15 reached statistical significance at P < 0.05
(Supplementary Table 4.1). This empirical replication record matches or exceeds
theoretical predictions that take into account the statistical winner’s curse, sampling
variation, and statistical power31 (Supplementary Information 4.1).
In order to maximize statistical power, all follow-up analyses that now follow are based on
results from the combined analyses of discovery and replication samples (N = 235,391 to
268,922). The quantile-quantile plots exhibit substantial inflation (λGC = 1.12 to 1.19,
Extended Data Figure 4). The estimated intercepts from LD Score regressions32 (LDSC)
suggest that the vast majority of this inflation is due to polygenic signal, and only a small
share is attributable to population stratification (max ~6% for FAT, n.s. different from 0%;
Supplementary Table 3.4). The number of approximately independent lead SNPs is 36
(pairwise r2 < 0.1), including 6 for FAT, 7 for PROTEIN, 10 for SUGAR, and 13 for
CARBOHYDRATE (Table 1, Figure 1). These 36 lead SNPs reside in 21 unique loci
(Supplementary Table 5.2). Among of the lead SNPs that characterize these loci, 13
reached genome-wide significance for only one macronutrient. Among four of these lead 13
SNPs, at least one additional macronutrient reached suggestive significance (P < 1 × 10-6).
The SNP effect sizes range from 0.015 to 0.098 phenotypic standard deviations per allele.
The phenotypic variance explained per SNP, expressed in terms of coefficient of
determination (R2), ranged from 0.011% to 0.054%, comparable to other genetically complex
traits such as BMI and educational attainment (Extended Data Figure 5).
MAGMA33 analyses of our GWAS summary statistics identified 81 unique genes (Extended
Data Figure 6 and Supplementary Table 5.4). While the majority of these genes were near
our lead SNPs, MAGMA also identified 33 genomic regions harboring 44 unique genes that
are physically distant (> 1 Mb) from our lead SNPs.
We constructed polygenic scores for the macronutrient intakes by applying LDpred34 to our
GWAS summary statistics. We assessed the scores’ out-of-sample predictive accuracy in
two holdout cohorts: The Health and Retirement Study (N = 2,344) and the Rotterdam Study
(N = 3,585). The scores predicted the macronutrient intakes with R2 ranging between 0.08%
(P = 0.088) and 0.71% (P = 9.11×10-7; Supplementary Table 8.1).
We estimated pairwise genetic correlations between the macronutrients with bivariate
LDSC35. All are statistically distinguishable from zero at P < 0.05 (except between FAT and
PROTEIN, rg =-0.019, n.s.), as well as from one and negative one (Table 2). These results
indicate that intake of each macronutrient has a different genetic architecture, consistent with
22

previous work from animal studies showing distinct biological mechanisms involved in
macronutrient-specific appetites36.
Discussion of lead SNPs from combined meta-analysis
Seven of the 21 lead SNPs have not been (directly or via LD partners, r2 ≥ 0.6 and distance
< 250 kb) associated with any other traits in the NHGRI-EBI GWAS Catalog37
(Supplementary Table 5.5). Each of these seven SNPs is located in or near genes that
have not been studied in depth to date.
Five lead SNPs are located in (or near) genes that have well characterized biological
functions in nutrient metabolism or homeostasis but have not previously been associated
with food intake. First, a missense variant in APOE (rs429358) was associated with FAT,
SUGAR, and CARBOHYDRATE, where the allele that decreases Alzheimer’s risk is associated
with greater FAT intake, and vice-versa for SUGAR and CARBOHYDRATE. APOE is not only
strongly associated with Alzheimer’s disease38 but is also involved in fatty acid metabolism.
We explored whether this association may be driven by sample selection. Specifically, older
people with dementia may be systematically missing from the UKB, and unaffected elderly
people may have different eating habits than younger people. We found that the association
was greatly reduced in the subsample of UKB participants aged below 60, but the 95%
confidence intervals of the effect sizes still overlapped with those of the older sample
(Supplementary Table 5.3).
Second, a well-known missense variant (rs1229984 in ADH1B) that limits alcohol
metabolism was positively associated with FAT intake. The association was weaker in a
sample of UKB alcohol abstainers (N = 39,679; Supplementary Table 5.3), suggesting that
it may be partially driven by substitution of fat for alcohol.
Third, a PROTEIN lead SNP (rs13146907) was found in KLB, an essential cofactor to
FGF2139,40 which influences sweet and alcohol taste preference via the liver-brain-endocrine
axis41–43. KLB was only associated with PROTEIN, while variants in (or near) FGF21 were
strongly associated with all four macronutrients. With MAGMA, we also identified MLXIPL
(only for FAT), a gene that acts as a transcription factor to FGF2144. This might imply that
different genes involved in the same pathway are important for directing intake of different
macronutrients.
Fourth, an intergenic variant (rs2472297) linked to higher caffeine consumption45,46 was
associated with lower CARBOHYDRATE intake. There are various possible explanations, such
as interrelated lifestyle choices pertaining to food and caffeinated drinks.
Fifth, an intronic variant in GCKR (rs780094), a carbohydrate-metabolism gene, is
associated with PROTEIN. The lead SNP is in almost perfect LD with a missense variant that
has been associated with lipid levels47.
Finally, we confirmed previous associations between FTO and FGF21 and dietary intake24–
We found that they were associated with all four macronutrients, but with different lead
SNPs.

26.

Bioinformatic analyses
Animal studies indicate that the brain and peripheral organs interact in directing
macronutrient intake36,48. A question that arises is whether the “periphery”, which digests and
metabolizes macronutrients, plays a larger role than the brain, for instance by determining
how the brain assigns reward values to macronutrients. (For example, this is partially the
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case with alcohol, where mutations that limit metabolic capacity render alcohol consumption
unpleasant49,50.) To examine to what extent genetic variation in the brain and the periphery
contributes to macronutrient intake in humans, we used stratified LDSC51,52 to identify in
which tissues diet-composition-associated SNPs are likely to be expressed (Supplementary
Information 9.1). We performed two stratified LDSC analyses, which partitioned SNP
heritability according to (i) 10 broadly-defined tissues, which were ascertained with LDSC
reference data from chromatin data51 and (ii) 53 tissues (including 14 brain regions), as
ascertained with LDSC reference data from sets of Specifically Expressed Genes in GTEx
(LDSC-SEG)52. To correct for multiple testing across tissues, we applied Bonferroni
significance thresholds for the number of tested tissues (𝛼𝛼 = 10 ∙ 𝑃𝑃 and 𝛼𝛼 = 53 ∙ 𝑃𝑃,
respectively).

We found that genetic variation related to the central nervous system plays a major role for
intake of all macronutrients (𝑃𝑃 < 0.002 for the regression coefficients; Figure 2), with the
proportions of explained heritability ranging from 44% (FAT and SUGAR) to 55% (PROTEIN).
Within the central nervous system, we found broad involvement of the brain, including
(frontal) cortex (FAT and SUGAR), the basal ganglia (FAT), limbic system (FAT and SUGAR),
cerebellum (PROTEIN), and hypothalamus and substantia nigra for FAT and PROTEIN (and
SUGAR suggestively, Figure 3). The confidence intervals for the coefficients overlap across
brain regions so we cannot draw conclusions about the specificity of brain regions for intake
of particular macronutrients.
For FAT, genetic variation related to adrenals and/or pancreas tissue is estimated to explain
37% of the heritability. Because the adrenals play a role in lipid metabolism, and the
pancreas is crucial for digestion, either tissue may plausibly affect fat intake. We caution,
however, that in the LDSC-SEG analyses of 53 tissues, all non-brain regions had P values
above 0.05, even before Bonferroni adjustment.

To gain insight into the putative functions of the top associated loci, we queried the 81 genes
identified by the MAGMA gene-based analyses in Gene Network53, which predicts
Reactome54 functions for genes (Supplementary Information 9.3). In addition to neural
functioning (e.g., axon guidance), we found that the MAGMA genes were predicted to be
involved in growth factor signaling and the immune system (Supplementary Table 9.6).
These results may imply a more pronounced role for peripheral gene functions than our
stratified LDSC results, which mainly implicated the brain.
Relationships with health, lifestyle and socioeconomic status
Using bivariate LDSC35,55, we estimated genetic correlations between our diet-composition
phenotypes and 19 preselected relevant medical and lifestyle phenotypes for which wellpowered GWAS results were available. We also included four additional phenotypes for
which GWAS results became available after our study was underway, as well as Alzheimer’s
disease, motivated by the association we found between APOE with macronutrient intake.
To control for multiple testing, we again calculated Bonferroni-adjusted P value thresholds
(𝛼𝛼 = 24 ∙ 𝑃𝑃).
PROTEIN showed the strongest genetic correlations with poor health outcomes, including
obesity (𝑟𝑟𝑔𝑔 = 0.35), type 2 diabetes (𝑟𝑟𝑔𝑔 = 0.45), fasting insulin (𝑟𝑟𝑔𝑔 = 0.41), HDL (“good”)
cholesterol (𝑟𝑟𝑔𝑔 = −0.25), and coronary artery disease (𝑟𝑟𝑔𝑔 = 0.16), as well as BMI (𝑟𝑟𝑔𝑔 = 0.40)
(Figure 4, Supplementary Table 10.1). FAT, SUGAR, and CARBOHYDRATE had negative, nonsignificant genetic correlations with BMI (𝑟𝑟𝑔𝑔 between −0.06 and −0.02). For comparison, we
estimated phenotypic associations between diet composition and BMI in four independent
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cohorts (combined N = 173,353) and meta-analyzed the results (Figure 5). PROTEIN
(standardized 𝛽𝛽̂ = 0.09) and FAT (standardized 𝛽𝛽̂ = 0.06) are positively associated with BMI,
while SUGAR and CARBOHYDRATE are negatively associated with BMI (standardized 𝛽𝛽̂ = -0.09
and -0.09, respectively, Supplementary Table 10.2). Thus, the genetic correlation between
PROTEIN and BMI stands out as large relative to the phenotypic correlation.
Despite their relatively weak genetic correlations with BMI, SUGAR and CARBOHYDRATE have
significant negative genetic correlations with waist circumference (𝑟𝑟𝑔𝑔 = −0.13 and −0.14)
and waist-hip ratio (𝑟𝑟𝑔𝑔 = −0.15 and −0.18). All the macronutrients have negative genetic
correlations with alcohol consumption (𝑟𝑟𝑔𝑔 between −0.61 and −0.11), as expected since
alcohol contributes to energy intake, and our phenotype measures are shares of energy
intake.
Next, we computed genetic correlations with indicators of socioeconomic status31,56,57, which
are known to be phenotypically associated with food access, dietary choices, and health58–62.
We found that FAT is negatively genetically correlated with educational attainment (𝑟𝑟𝑔𝑔 =
−0.13). SUGAR and CARBOHYDRATE are negatively genetically correlated with the Townsend
deprivation index (𝑟𝑟𝑔𝑔 = −0.23 and −0.30), which is constructed from the rates of
unemployment, non-ownership of cars and houses, and overcrowding of the neighborhood
in which individuals live63,57, with higher scores indicating more severe socioeconomic
deprivation. These genetic correlations are suggestive of environmental channels that affect
macronutrient intake.
Finally, we estimate the genetic correlations between diet composition and physical activity.
Because physical activity is known to have health benefits64, its genetic correlations with diet
composition may provide clues about mechanisms underlying relationships between diet
composition and health. In these genetic correlation analyses, we used unpublished physical
activity GWAS summary statistics from a sample of research participants from 23andMe (N
= 123,983). The physical activity phenotype is a composite measure based on self-reported
activities from leisure, occupation, and commuting. We found a negative genetic correlation
of physical activity with FAT (𝑟𝑟𝑔𝑔 = −0.20) and a positive genetic correlation with SUGAR (𝑟𝑟𝑔𝑔 =
0.22). The genetic correlations with PROTEIN and CARBOHYDRATE are positive but not
statistically distinguishable from zero (0.11 and 0.06, respectively).

Discussion
A possible role for PROTEIN in the etiology of metabolic dysfunction is implicated by the
genetic correlation between PROTEIN and obesity, waist-hip ratio, fasting insulin, type 2
diabetes, HDL cholesterol, and heart disease, as well as by the BMI-increasing FTO allele
associating with increased protein intake. This conclusion coincides with a growing (but often
overlooked65) body of evidence that links protein intake to obesity and insulin resistance66–74.
The positive genetic link between PROTEIN and BMI could reflect a causal effect of relative
protein intake. There is some evidence from randomized trials with infants, which found a
causal relationship between high-protein baby formula and infant body fat75. While the
underlying biological mechanisms are unclear, high consumption of protein or certain types
of amino acids (i.e., building blocks of protein) can induce insulin resistance76–78, rapamycin
signaling71, and growth factor signaling79, thereby increasing metabolic dysfunction and early
mortality risk.
We caution, however, that the strong and consistent links between PROTEIN and poor health
outcomes might also be consistent with alternative explanations. Causation could run in the
reverse direction: overweight individuals may have higher protein needs, or use high-protein
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diets as a weight-loss strategy. The associations might also be caused by other,
unmeasured variables such as unhealthy lifestyle factors or co-consumed ingredients.
However, we find that the phenotypic association between PROTEIN and BMI is robust to
controls for educational attainment and household income. Furthermore, the genetic
correlation between PROTEIN and physical activity is statistically indistinguishable from zero
but positive. These findings weigh against socioeconomic status or physical activity being
confounders of the positive genetic correlation between PROTEIN and BMI.
For SUGAR, the phenotypic and genetic correlations we found with BMI and other health
outcomes are consistent with observations from systematic reviews and meta-analyses of
phenotypic relationships. Together, this body of evidence suggests that dietary sugar,
beyond its caloric value, does not have negative health effects80–84, contrary to some popular
beliefs (e.g., 17). Another possibility is that exercise offsets negative metabolic effects of high
sugar intake85,86. Those with a higher predisposition to be physically active may tend to
consume more sugar, as sugar is a metabolically convenient source of energy during
exercise87 and may enhance endurance88. If so, the positive genetic correlation between
SUGAR and physical activity might partially explain the lack of genetic correlations between
SUGAR and poor health.
For FAT and CARBOHYDRATE, we also found no consistent pattern of genetic and phenotypic
associations with poor metabolic health. Taken together, our results complement the findings
of phenotypic analyses from a large, multinational study by the EPIC-PANACEA consortium
(N = 373,803), which found that only calories from protein are associated with prospective
weight gain18 – a finding that was consistent across 10 countries.
While the phenotypic associations between dietary intake and health and lifestyle factors
have been extensively explored in prior work, the large-scale genetic study of dietary intake
is new. Overall, our results show that the relative intake of each macronutrient has a distinct
genetic architecture, and the pattern of genetic correlations is suggestive of health
implications beyond caloric content. Moreover, our genetic correlation and bioinformatics
analyses suggest a number of novel hypotheses regarding the causes and consequences of
dietary intake that can be explored in future work.

Online Methods
Materials and methods are described in detail in the online Supplementary Information.
Upon publication, GWAS summary statistics for the four macronutrients can be downloaded
from the SSGAC website (https://thessgac.org/data).
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Figures and tables

Figure 1 Manhattan plots | The x-axis is SNP chromosomal position; the y-axis is the SNP P value on a −log10 scale; the horizontal dashed
line marks the threshold for genome-wide (P = 5 × 10−8) and suggestive (P = 1 × 10−5) significance; and each approximately independent
(pairwise r2 < 0.1) genome-wide significant association (“lead SNP”) is marked by a red cross.

Figure 2 LD Score partitioning of heritability – Tissues | Functional partitioning of the
heritability of diet composition phenotypes with stratified LD Score regression, where tissues
were ascertained by Finucane et al. on the basis of chromatin data. The panel shows the
partial regression coefficient (τC ) from the stratified regression, divided by the LD Score
heritability of the diet composition phenotype (h2 ). Each estimate of τC comes from a
separate stratified LD Score regression, where we also controlled for the 52 functional
annotation categories in the “baseline” model. Error bars represent 95% confidence
intervals. The phenotypes are ordered from left to right (FAT, PROTEIN, SUGAR, and
CARBOHYDRATE), from darker to lighter shades. Asterisks (*) denote significant deviation from
0.05
0.01
0.001
zero after Bonferroni correction for 10 tissues: * P <
, ** P <
, *** P <
.
10
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Figure 3 LD Score partitioning of heritability – Brain regions | Functional partitioning of
the heritability of diet composition phenotypes with stratified LD Score regression, where
tissues were ascertained by Finucane et al. on the basis of sets of specifically-expressed
genes in GTEx data (“LDSC-SEG”). The sets of specifically-expressed genes in these
analyses compared the focal tissue to other bodily tissues. The panel shows the partial
regression coefficient (τC ) from the stratified regression, divided by the LD Score heritability
of the diet composition phenotype (h2 ) to facilitate comparison between traits. Each estimate
of τC comes from a separate stratified LD Score regression, where we also controlled for the
52 functional annotation categories in the “baseline” model. Error bars represent 95%
confidence intervals. Asterisks (*) denote significant deviation from zero after Bonferroni
0.05
0.01
0.001
correction for 53 tissues; * P <
, ** P <
, *** P <
. Each group of colored bars
53
53
53
represents an anatomical region (ordered from left to right: red – cortex, orange – basal
ganglia, blue – limbic system, green – hypothalamus-pituitary, yellow – cerebellum, and
purple – spinal cord).

33

Figure 4 Genetic correlations | Genetic correlations were estimated with bivariate LD
Score (LDSC) regression. Error bars show 95% confidence intervals, while asterisks denote
Bonferroni-corrected P value thresholds (* PBonferroni < 0.05, ** < 0.01, *** < 0.001), corrected
for 24 traits. The colours represent the different functional domains.
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Figure 5 Phenotypic associations with Body Mass Index | Forest plots depicting the
phenotypic associations between diet composition and Body Mass Index (BMI) in four
independent cohorts, in terms of standardized betas (with errors bars indicating 95%
confidence intervals). These standardized regression coefficients were obtained from a
regression of BMI on the focal macronutrient and several covariates (sex, age, educational
attainment, and household income). FHS = Framingham Heart Study (N = 4,413), HRS =
Health and Retirement Study (N = 2,394), UKB = UK Biobank (N = 158,046), WHI =
Women’s Health Initiative (N = 8,628). The summary estimate was based on a fixed-effects,
inverse-variance weighted meta-analysis of all four cohorts.
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Table 1 Diet composition lead SNPs | GWAS summary statistics of the 36 diet
composition lead SNPs (i.e., the top hit in the locus for each phenotype). A total of 21 of
these lead SNPs are approximately independent. Supplementary Table 5.1 reports the
effect alleles and summary statistics across all four phenotypes for each individual lead
SNP. MAF = minor allele frequency (weighted average across cohorts). Beta = semistandardized (i.e., increase in phenotypic standard deviations per effect allele). All P values
are genomic-controlled (corrected for LDSC intercept). All genomic coordinates are in
GRCh37.

36

FAT
PROTEIN
SUGAR
CARBOHYDRATE

FAT

PROTEIN

SUGAR

CARBOHYDRATE

--0.019 (0.068)
-0.513 (0.040)***
-0.607 (0.032)***

---0.307 (0.057)***
-0.226 (0.048)***

---0.728 (0.020)***

-----

Table 2 Genetic correlations between macronutrients | Genetic correlation analysis
results obtained from bivariate LD Score regression (with block jackknife standard errors in
brackets). Only HapMap3 SNPs were used in this analysis. The results show the genetic
correlations among the four phenotypes calculated using the summary statistics from the
combined meta-analyses. *** Denotes P value < 0.001 for the null hypothesis of zero genetic
correlation. All estimates also differed from 1 and -1 with P < 0.001.
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Supplementary Note
List of abbreviations
24HDR
ARIC
BMI
CI
eQTL
FDR
FFQ
FHS
GCTA
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s.d.
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UKB
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=
=
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=
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=
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=
=

24-hour dietary recall
Atherosclerosis Risk in Communities Study
body mass index
confidence interval
expression quantitative trait locus
false discovery rate
food-frequency questionnaire
Framingham Heart Study
genome-wide complex trait analysis
genomic-relatedness-matrix restricted maximum likelihood
genome-wide association (study)
heritability
HUGO Gene Nomenclature committee
Haplotype Reference Consortium
Health and Retirement Study
Hardy-Weinberg equilibrium
insertion-deletion
kilobases
kilocalorie
kilojoule
minor allele frequency
megabases
ordinary least squares
physical-activity level
principal component
principal component analysis
quality control
(calorie/macronutrient)-restricted diet
standard deviation
standard error
single-nucleotide polymorphism
Social Science Genetic Association Consortium
UK Biobank
Women's Health Initiative
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1
1.1

Study overview
Cohorts

1.1.1

Overview

An overview of all cohorts included in the combined meta-analysis is listed in
Supplementary Table 1.1. A short overview of the dietary intake questionnaires, along with
phenotypic summary statistics (on cohort demographic variables and dietary intake
estimates) can be found in Supplementary Table 1.2. The cohort-specific exclusion criteria
(which may be phenotypic or genotypic) and genotyping and imputation filters can be found
in Supplementary Table 1.3.
In our replication analyses (Supplementary Information 3), we tested the credibility of the
lead SNPs found in the discovery cohort (the UK Biobank; UKB) in a meta-analysis of our 14
replication cohorts and (for PROTEIN, CARBOHYDRATE AND FAT) previously published summary
statistics from DietGen (our “replication phase”). For all other analyses (including polygenic
prediction and bioannotation), we used the results from all cohorts meta-analyzed: UKB,
the 14 replication cohorts, and DietGen, henceforth referred to as “combined metaanalyses”.
1.1.2

Discovery phase

Our discovery sample consisted of individuals of European (white British, Scottish, Irish, or
other European background) ancestry of the UKB, a large British general population cohort
of individuals aged 45 to 69 years that was established in 20061. Individuals who were
registered with the National Health Service and who lived in proximity to one of the 22
assessment centers were eligible for participation. In total, 9.2 million individuals received a
mailed invitation, of whom N = 503,325 (response rate 5.4%) agreed to participate. All
participants provided informed consent. When we were made aware of participants who
withdrew consent, these participants were excluded from any new analyses.
The dietary-intake questionnaire in UKB was administered once at a UKB assessment
center by use of a touchscreen. However, only 14.1% of participants completed this
questionnaire at the assessment center, as it was added to the questionnaire battery later
during the recruitment process. In addition, four additional invitations for an online version
were sent to N = 331,008 UKB participants with a known email address. The average
response rate for those was 30.1%. In total, this results in 40% of the UKB sample (N24HDR =
211,063 vs. Ntotal = 502,643) having completed at least one dietary-intake questionnaire. Of
these N = 211,063 individuals, N = 175,253 passed internal quality control (both at the
genotypic and phenotypic level, see Supplementary Table 1.2 for detailed parameters).
1.1.3

Replication phase

The 14 replication cohorts consisted of numerous independent cohorts from the
Netherlands, United Kingdom, and United States, and from the international study
consortium of EPIC-InterAct, which encompasses cohorts from France, Germany, Italy,
Spain and Sweden. All participants in these cohorts were adults who provided informed
consent. Recruitment of replication cohorts was based on a priori power calculations for
replication of the polygenic score, and individual SNPs in holdout cohorts. Our initial aim was
to continue recruitment until we achieved the minimum sample size needed to replicate each
phenotype’s primary lead SNP with a one-sided alpha of 5% with at least 80% power. With
the delayed second release of the UKB, however, we kept the recruitment of the replication
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phase open for longer, largely surpassing our original goal. In addition, we obtained access
to the summary statistics from the CHARGE2 and DietGen3 consortia, which previously
performed GWAS on percentage intake from protein, carbohydrate and fat. While this
phenotype definition differed slightly from ours (see Supplementary Information 0), we
found large enough genetic correlations between DietGen and our replication phase,
discovery phase, and combined replication and discovery phase to warrant meta-analysis
(Supplementary Information 5.2). In the end, we decided to not include CHARGE in our
replication phase, since the sample overlap between our replication cohorts and CHARGE
cohorts turned out much larger than expected.
Since the DietGen summary statistics only included HapMap2 SNPs, we imputed the
DietGen results to 1000 Genomes Phase 3 Version 2 EUR (information from 381 European
individuals) using impG4 software. In our quality control procedure for DietGen
(Supplementary Information 2.3), we applied more stringent SNP-filters compared to other
cohorts of N > 10,000.
We also obtained access to the ARIC cohort via dbGaP (https://dbgap.ncbi.nlm.nih.gov).
This cohort was not included in our meta-analysis since allele-frequency plots (comparing
allele frequencies in the ARIC data with those in our reference panel) revealed a pervasive
strand alignment issue that most likely arose from imputation, with probable large
downstream effects.Phenotype definition
1.2

Overview

In UKB and the 14 replication cohorts, we applied our novel, non-linear correction method for
total reported energy intake. The DietGen summary statistics were based on a correction (%
of total energy intake) that assumes linear scaling between the macronutrients and total
energy intake. The novel correction method is described in detail below.
1.3

Background

In total, we performed genome-wide association analyses for four dietary intake phenotypes,
which together comprise our measure of diet composition:
1.
2.
3.
4.

Relative protein intake (PROTEIN)
Relative fat intake (FAT)
Relative carbohydrate intake (CARBOHYDRATE)
Relative sugar intake (SUGAR)

The macronutrients PROTEIN, FAT, CARBOHYDRATE, and SUGAR 2 were corrected for total
energy intake (Supplementary Information 1.7). This is to correct for total energy intake—
which is hard to measure reliably5,6, and which is mainly a function of body size and physical
activity7–9. We are interested in studying the genetic architecture and genetic correlations of
the relative intake of the specific macronutrients. Thus, we study whether any genetic
variants are associated with protein, fat, carbohydrate, and sugar regardless of their
respective caloric content. For instance, fat is the most energy-dense of all macronutrients,
and may be associated with obesity only by way of its calorie count. However, if the
association between fat and obesity remains after correction for total energy intake, this
potentially implies that fat has health effects through other modes – for instance through
specific effects on endocrine signaling (e.g., insulin production and resistance).

2

A macronutrient is a molecule that human organisms can derive energy from.
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We do not perform GWAS for alcohol (i.e., ethanol) intake although it is another component
of total energy intake.
1.4

Sugar intake

In all our GWAS cohorts (both discovery and replication), the total sugar-intake variable used
in phenotype construction is a subset of the total carbohydrate intake variable. Our definition
of sugar intake constitutes intake from short-chain saccharides known as mono- and
disaccharides. The most important monosaccharides are glucose, fructose, and galactose,
and the most important disaccharides are sucrose (“table sugar”; a disaccharide chain of
glucose and fructose), and lactose (“milk sugar”; a disaccharide chain of glucose and
galactose). Sugars naturally occur in fruits and dairy, or may be added to food or drinks in
their refined form, mostly in the form of sucrose or fructose, and are sweet in taste. Nonsugar carbohydrates are longer chains of saccharides, known as oligo- and polysaccharides
(e.g. starch and glycogen), which are less sweet in taste. Cellulose is also a polysaccharide
but is an insoluble and non-digestible fiber, and is therefore not a contributor to energy from
carbohydrate.
The GWAS of carbohydrates includes intake from all saccharides, while the GWAS of sugar
includes intake from mono- and disaccharides only. This includes not only added and refined
sugar (found in for instance, sugar-sweetened beverages and candy), but also natural
sugars, found mainly in fruit and dairy products. The exception to this were the two EPICInterAct cohorts, which instead only analyzed refined sugars, defined as sugars consumed
as a single dietary intake of honey, syrup, jams, or others with added refined sugars10.
Participating cohorts of the InterAct conducted a dietary survey at baseline independently
with a cohort-specific dietary instruments, food frequency questionnaires or diet history10,11.
Validity of dietary instruments was assessed in each cohort against 24-hour recalls, food
diaries, or both12. Dietary variables were standardized in the project of harmonizing dietary
variables of the multi-country epidemiological study of European Prospective Investigation
into Cancer and Nutrition (EPIC). Food groups were harmonized across EPIC’s participating
cohorts and standardized by using EPIC-SOFT program which managed country-specific
descriptions such as meals, foods, ingredients, and cooking methods10. Consumption of
refined sugars, one of 39 food groups, was used in the current analysis. In Supplementary
Information 5.2.4, we report the genetic correlation between a meta-analysis of the two
EPIC-InterAct and a meta-analysis of the remaining cohorts for SUGAR.
1.5

Measuring dietary intake

1.5.1

Discovery cohort (UKB)

The estimates of total macronutrient intakes were derived by UKB and expressed in grams.
The energy values of the macronutrients were obtained using the conversion factor of 4
kCal/gram for protein, sugar and carbohydrate, and 9 kCal/gram for fat. We used kilocalories
for convenience, although units are irrelevant as long as they are consistent. These intakes
were calculated by UKB on the basis of responses from a computerized 24-hour dietary
recall (24HDR) questionnaire called “Oxford WebQ”, which was designed using repeated
testing to ensure comparability to interview-based measures13,14. The macronutrient and
energy intakes were derived by UKB from the information recorded in McCance and
Widdowson’s The Composition of Food and supplements, fifth edition15, taking into account
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sex-specific portion sizes and other factors. An example of the Oxford WebQ can be found
online 3.
In UKB, participants were successively presented with lists of food items designed to capture
the eating habits of the British population, and asked how many portions (if any) of each food
item they ate in the previous day. Individuals were not allowed to proceed to the next list of
food items if they had missing answers. The questionnaire contained over 200 food items.
Dietary intakes derived from 24HDR questionnaires exhibit more random variation than
those derived from, for instance, the widely used food-frequency questionnaire (FFQ), in
which participants are asked to report their intakes for a typical day in the last week or
month. This random variation can be averaged out as more 24HDR questionnaires are
completed. However, dietary intakes from FFQs may be more strongly biased by systematic
underreporting of total energy intake, and misreporting of foods that are considered
unhealthy16,17. Researchers sometimes attempt to quantify these measurement errors by
comparing intakes derived from 24HDR to those derived from FFQs18. With a procedure
described in Supplementary Information 1.6.2, we corrected for the day of the week the
diet questionnaire was completed on.
1.5.2

Replication cohorts

The majority of cohorts used country-specific FFQs to estimate habitual dietary intake
(Supplementary Table 1.2). The number of food items in these FFQs ranged from 70 to
170. The FFQ answers were linked to country-specific nutrient databases, which carry
information on the average total energy and nutrient content of each food item. As described
above, these questionnaires prompted individuals to estimate their typical daily dietary intake
over a specific time span (usually the last four weeks or year). Some cohorts had more than
one measurement available. If this was the case, intakes were averaged across
measurements.
1.6

Correction for dieting and weekend intake

1.6.1

Dieting

In this study, we are interested in identification of genetic variants associated with habitual
diet composition, and how these variants in turn relate to health and behavior. Importantly,
we are not interested in genetic variants associated with diet composition in individuals on
calorie- or macronutrient-restricted diets (RDs). For these individuals, reversed causal
effects (i.e., health affecting diet and diet composition) are likely and RDs are especially
popular amongst overweight individuals. We therefore exclude individuals on any RDs when
this information was available, and asked cohorts to do the same when this information was
available, as detailed in our pre-registered analysis plan. The exclusion-criteria column in
Supplementary Table 1.3 lists whether cohorts were able to exclude individuals on RDs.
1.6.2

Weekend intake

As noted earlier, a key difference between 24HDR- and FFQ-estimates of dietary intake is
that the former method intends to measure intake during the previous day, while FFQ
intends to measure habitual dietary intake (i.e., on a typical day). As such, 24HDR-data
require that differences between weekday- and weekend assessments are taken into
account. In UKB, data for both weekend and weekdays are available: the first 24HDR
assessment in UKB took place at the UKB assessment centers, which was open on Monday

3

URL: http://www.ceu.ox.ac.uk/research/web-based-questionnaires.
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through Saturday (and on rare occasions on Sundays). The additional four email invitations
were sent out on different days of the week in each cycle.
It is important to note that not all UKB participants completed the questionnaire for both a
weekday and a weekend-day, which renders a simple weighting of weekend days (i.e., 2/7
weight for weekend days and 5/7 weight for weekdays) ineffective. This inability to account
for weekend data is potentially problematic, as dietary intake differs on weekend days
compared to weekdays, with higher total energy and alcohol intake, and relatively higher
protein and fat intake19,20. Hence, we may underestimate intakes for individuals who only
have reports for week days. Here, we describe how we processed the 24HDR data in order
to account for within-sample differences between weekend and weekday estimates.
In creating our phenotypes, we made use of the UKB-estimated total intakes of energy, fat,
protein, carbohydrate, and sugar. Our approach was to apply an empirical “day-of-theweek”-weight to these estimates, as derived from linear regressions. Since UKB asked
participants to report on their dietary intake for the day before (“yesterday”), we ascertained
the day of the week that the report took place, and took the weekday before that day. We
regressed the total intakes (energy, fat, protein, carbohydrate, sugar, all measured in
kilocalories) on dummies for all weekend- and weekdays, excluding Wednesday (which thus
served as the “reference” category in each regression). We did this separately for each of
the five intake estimates, and for each of the five measurement rounds, giving rise to 5×5 =
25 regressions. The overall emerging pattern showed significant differences between
Wednesday vs. Friday, Saturday and Sunday, but not between Wednesday vs. Monday, and
Tuesday and Thursday. Thus, when taking Wednesday as our point of reference, we find
that Fridays are empirical “weekend days” in terms of dietary intake, while Monday, Tuesday
and Thursday are regular weekdays in the sense that they do not differ from Wednesday.
Individuals tended to consume more total energy on Friday, Saturday and Sunday. They
also tended to eat less carbohydrates and sugar, and more protein and fat on these
weekend days.
In each of these 25 regressions, we stored the six regression coefficients (one for all days
except our baseline day, Wednesday), and then computed the regression residuals. To
illustrate, in the first measurement (which took place at the UKB assessment centers), the
estimated coefficient of total energy intake on the day-of-the-week dummies was 359 (i.e.,
𝛽𝛽̂𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 = 359) for Saturday (compared to Wednesday, the reference category in the
regression). If an individual reported dietary intake for a Saturday in that measurement
round, 359 kilocalories would be subtracted from that person’s total estimated energy intake.
Of note, we applied these regression-based corrections to each day of the week (all
compared to Wednesday), and not just to the weekend days. After correcting the total
intakes in each measurement round, we continued with our phenotype construction as usual:
we computed the average corrected intakes across the five measurement rounds, and used
these for the log-log regressions described in Supplementary Information 1.7. From these
log-log regressions, we precluded individuals on calorie-/macronutrient-restricted diets, and
individuals with lower average total (corrected) energy intake than 500 kilocalories.
Supplementary Table 2.1 below shows the differences between the average total intake
estimates and the corrected average total intake estimates in genotyped individuals of
European ancestry from the first release of the UKB. While the differences are small, all are
statistically significant in paired t-tests. However, we did find that these weekday-corrected
phenotypes correlated almost perfectly with the non-corrected phenotypes (ranging between
r = 0.991 and r = 0.998), indicating that a correction for weekend is not strictly necessary, but
still useful to increase measurement precision, and, therefore, statistical power.
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1.7

Phenotype definition

Because we are interested in the identification of genetic variants associated with diet
composition, we sought to correct the macronutrient intakes for reported total energy intake.
A standard approach is to divide macronutrient intake by total energy intake, resulting in
intake fractions which are often referred to as “macronutrient densities”9. However, if relative
macronutrient intake does not scale linearly with total energy intake, the construction of
simple macronutrient proportions may not represent the optimal correction for total energy
intake. The macronutrient intakes would not be properly corrected for total energy intake,
leaving residual correlations between macronutrient- and total energy-intake, potentially
differing by macronutrient. This correlation could bias any downstream associations related
to diet composition differentially for the macronutrients. Since total energy intake is mainly a
function of body size and physical activity7–9, this can also bias associations with BMI and
related health outcomes. Using a ratio as an outcome variable may induce spurious
correlations between the ratio and the denominator; this is a well-known problem that was
noted by Pearson over a century ago21.
Keeping these concerns in mind, our phenotype definition of the energy-corrected
macronutrient intakes is given by
𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐 𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖 =

𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚𝑚 𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖
𝑇𝑇𝐸𝐸𝐸𝐸𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟 𝛽𝛽

which can be described as an “adjusted macronutrient density”. Here, where the
macronutrient- and total energy intake have to be measured in the same unit (e.g.,
kilocalories).
The simple macronutrient density (i.e., percentage intake) implicitly assumes 𝛽𝛽 to be
statistically indistinguishable from one. However, it is possible to estimate the value of 𝛽𝛽 with
a multiplicative regression model. We estimate 𝛽𝛽 separately for each macronutrient j, where
the reported macronutrient intake (in kcal) is regressed on reported energy intake (in kcal).
The estimation of 𝛽𝛽𝑗𝑗 is achieved by means of a log-log regression, which transforms the
multiplicative model into a simple linear regression model. More specifically, the
multiplicative model for individual i and macronutrient j is given by the generic form below:
𝑦𝑦𝑖𝑖 = 𝛼𝛼𝑥𝑥𝑖𝑖 𝛽𝛽𝑗𝑗 𝜀𝜀𝑖𝑖 ,

where 𝑦𝑦𝑖𝑖 is the outcome, which we wish to correct for the effects of regressor 𝑥𝑥𝑖𝑖 . We are
interested in the residual 𝜀𝜀𝑖𝑖 of this model. Rearranging the terms, we have the following
expression for the residual of interest (up to a scaling constant):
𝑦𝑦𝑖𝑖

𝑥𝑥𝑖𝑖 𝛽𝛽𝑗𝑗

= 𝛼𝛼𝜀𝜀𝑖𝑖 .

In our genome-wide association analyses, the phenotypes are constructed according to the
left-hand side of this equation, replacing 𝛽𝛽 by its regression estimate, resulting from a log-log
regression. That is, we estimate 𝛽𝛽 by re-writing the multiplicative regression as a log-log
regression, so it can be estimated using ordinary least squares (OLS):
log(𝑦𝑦𝑖𝑖 ) = log(𝛼𝛼) + 𝛽𝛽𝑗𝑗 log(𝑥𝑥𝑖𝑖 ) + log(𝜀𝜀𝑖𝑖 ).

The coefficient 𝛽𝛽𝑗𝑗 represents the percentage change in 𝑦𝑦𝑖𝑖 that follows a one percent change
in 𝑥𝑥𝑖𝑖 . If this is smaller or larger than one, the relationship between 𝑥𝑥𝑖𝑖 and 𝑦𝑦𝑖𝑖 is non-linear.
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The log-log regression model is often used in economics, where this function is known as an
‘elasticity’. In health science, the log-log model underlies the construction of BMI – a
measure of body weight corrected for height (two variables that do not scale linearly). In the
construction of BMI, body weight is corrected for squared body height (i.e., weight in
kilograms, divided by height in meters squared). We confirmed that a power of two
constitutes the coefficient of a log-log regression of body weight (measured in kilograms) on
body height (measured in meters) in the UKB (N = 444,648), with 𝛽𝛽̂ = 1.9995 (95%
confidence interval = [1.991, 2.008]).

All participating cohorts (with the exception of DietGen) estimated the coefficients from these
log-log regressions, and used the estimated coefficients to correct the total energy-intake
term in the denominator. We report the coefficients obtained from those regressions for
seven cohorts included in the meta-analysis (FHS, HRS, RSI/II/III, UKB, and WHI) in
Supplementary Table 2.2, and plot the scatterplots and lines of fit for European individuals
included in the first release of the UKB in Extended Data Figure 1. Across the seven
cohorts, we also report the point estimates (as obtained with fixed-effects inverse metaanalysis, where the cohort weights were equal to 1/SE2).

In six out of seven cohorts, the coefficient for fat intake was significantly larger than one. In
one cohort (RSII), the coefficient was significantly smaller than one. The meta-analysis point
estimate was 𝛽𝛽̂ = 1.158 (95% CI [1.155, 1.161]). In all cohorts, the coefficient for protein
intake was significantly smaller than one, with a meta-analysis point estimate 𝛽𝛽̂ = 0.817
(95% CI [0.814, 0.820]). The estimates for carbohydrate and sugar intake varied across
cohorts. The meta-analysis point estimate implied coefficients significantly smaller than one
for both carbohydrate and sugar intake, with 𝛽𝛽̂ = 0.955 (95% CI [0.952, 0.958]) and 𝛽𝛽̂ =
0.921 (95% CI [0.916, 0.926]), for sugar and carbohydrate intake, respectively.
Thus, we found that that reporting of relative macronutrient intake did not tend to be not
constant across different levels of total energy intake. The reported relative consumption of
protein, sugar, and carbohydrates tended to decrease at higher levels of reported total
energy intake. For fat intake, the reported relative consumption tended to increase at higher
levels of reported total energy intake.

2
2.1

GWAS, quality control and meta-analysis methods
Genotyping and imputation

Details of the cohort-specific sample sizes, genotyping and (pre-)imputation parameters, and
filters can be found in Supplementary Table 1.3.
In the discovery and replication cohorts analyzed in-house, we precluded SNPs with low
INFO-scores and low MAF from the GWAS in order to decrease computational effort.
Overall, the preclusion filters were roughly in accordance with the sample size dependent,
post-GWAS QC-filters previously implemented in this project and by Karlsson Linnér et al22.
For instance, in the UKB we did not perform GWAS on SNPs with MAF < 0.001 or INFO <
0.6 – which is in accordance with the preselected MAF ≥ 0.001 SNP-filter for cohorts of N ≥
10,000, and slightly more lenient that the INFO ≥ 0.7 SNP-filter ultimately applied after the
GWAS. We also residualized the GWAS phenotype on the covariates in a phenotypic
regression, and used this residualized phenotype in the GWAS, instead of adding covariates
to the GWAS regression. This further reduced the computational burden of GWAS.
At the participant-level, pre-GWAS exclusions varied by cohort, and were informed by: a low
individual genotyping rate; sex mismatch; cryptic relatedness (with the exception of UKB and
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FHS, where related individuals were retained in the analysis); non-European ancestry; and
(in some cohorts), aberrant or unexplained heterozygosity or chromosomal abnormalities or
withdrawn informed consent (see Supplementary Table 1.3 for details).
2.2

Association analyses

All analyses were performed at the cohort level according to a pre-specified and publicly
archived analysis plan (available at https://osf.io/mt9kt/). The analysis plan specified that
genetic discovery would be conducted in the UKB, and replication would be carried out in a
meta-analysis of all other cohorts.
Within-cohort association analyses were performed on the 22 autosomes, and exclusively in
individuals of European ancestry. For the majority of cohorts, OLS regression was applied to
unrelated individuals. Mixed linear models were applied to the discovery cohort and one of
the replication cohorts (UKB and FHS, respectively) for related individuals, as described in
Supplementary Information 2.2.1.
The OLS association model was

𝑌𝑌𝑖𝑖 = 𝛽𝛽0 + 𝛽𝛽1 𝑆𝑆𝑆𝑆𝑆𝑆𝑖𝑖 + 𝑷𝑷𝑷𝑷𝒊𝒊 𝜸𝜸 + 𝑿𝑿𝒊𝒊 𝜶𝜶 + 𝑪𝑪𝒊𝒊 𝜽𝜽 + 𝜖𝜖𝑖𝑖

where 𝑌𝑌𝑖𝑖 is the unstandardized outcome, SNP is the number of effect alleles [0, 1, 2] of the
SNP; PC is a vector of principal components of the variance-covariance matrix of the
genotypic data (estimated on the basis of a QC’ed selection of SNPs and individuals, and
after the removal of long-range LD regions23); and 𝑿𝑿𝒊𝒊 is a vector of demographic control
variables. These are sex, age, age2, sex × age, and sex2 × age2 and the number of dietaryintake observations (when applicable). 𝑪𝑪𝒊𝒊 𝜽𝜽 is a vector of cohort-specific technical control
variables. The exact set of covariates for each cohort can be found in Supplementary Table
3.1. In practice, we first residualized 𝑌𝑌𝑖𝑖 on all technical and demographic covariates, and
then used this residualized phenotype in the GWAS – this was done for all cohorts analyzed
by the SSGAC (UKB, and the replication cohorts FHS, HRS, RS, and WHI).
The final maximum SNP-based sample sizes for GWAS discovery in the UKB are N =
264,181 for FAT, PROTEIN and CARBOHYDRATE, and N = 230,648 for SUGAR. Replication was
performed in a meta-analysis of 14 cohorts and summary statistics from the DietGen
consortium. Follow-up analyses based on estimated SNP coefficients were performed with
coefficients from the full meta-analysis (i.e., UKB, 14 replications cohorts, and DietGen).
2.2.1

Linear mixed model association analysis

As noted earlier, we performed GWAS in FHS and UKB with the use of linear mixed models.
We did this to leverage information from the substantial numbers of (cryptically) related
individuals in these cohorts. Linear mixed model analysis also performs a more proper
correction for population stratification than can be achieved with the use of a limited number
of PCs24. However, we still residualized the phenotypes on 10 and 20 PCs, respectively,
prior to performing GWAS.
For both cohorts, the PCs were derived on the basis of a selection of high quality,
independent SNPs, and unrelated individuals (see the Supplementary Materials of Bycroft et
al.25 for details on the UKB calculation of PCs). For both UKB and FHS, we calculated the
median “effective sample size” across the SNPs that were retained after quality control. This
median effective sample size formed the meta-analysis weight in our N-weighted metaanalysis of SNP effects (described in more detail in Supplementary Information 2.4).
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UKB
In UKB, this analysis was implemented using BOLT-LMM software v2.224. In the genetic
variance component, we included 723,483 directly genotyped bi-allelic SNPs with MAF >
0.001, and SNP call rate > 0.9. In accordance with the protocol used in Karlsson Linnér et
al.22, we only included individuals of self-reported European ancestry (i.e., British, Irish, or
any other European background) whose PC score on the first PC of the genotype matrix was
less than 0, as this identified a cluster of individuals of European ancestry. This cutoff was
based on visual inspection of the histogram of the first PC, which clearly demarcated
individuals of European ancestry from the other ancestries. Both in this quality control
procedure, and in the GWAS, we made use of the PCs that were calculated by UKB25 on the
basis of the full UKB sample (which included individuals from all ancestries) with fastpca26
software. Other participant filters are further reported in Supplementary Table 1.3.
FHS
In FHS, we performed linear mixed model association with the use of GCTA27. Here, we
implemented MLMA-LOCO28, or “Mixed Linear Model Association – Leave One
Chromosome Out”. This procedure removes the chromosome on which the focal SNP is
located from the genetic relatedness matrix. The analysis excluded SNPs with MAF < 0.01,
and individuals with with genotyping call rate < 0.95.
2.3

Quality control

2.3.1

Reference panel

The reference panel we used throughout this project for SNP-based quality control and LD
calculations was based on the v1.1 release from the Haplotype Reference Consortium29
(HRC, downloaded from the European Genome-phenome Archive on August 1, 2017), with
genomic positions aligned to Genome Reference Human genome build 37 (GRCh37).
Details on how this reference panel was constructed can be found in Karlsson Linnér et al.30.
Briefly, an internal quality control procedure removed any non-autosomal SNPs, SNPs with
duplicate SNP positions, multi-allelic SNPs, or strand inconsistencies with the UK10K31
haplotype reference panel. Subsequently, one individual of a cryptic pair (genetic
relatedness > 0.025) was removed, as implemented with the use of PLINK 1.932,33. Finally,
the total sample size in this reference panel was N = 17,774, containing 38,889,224 bi-allelic
autosomal SNPs that passed internal QC.
2.3.2

Cohort-level quality control

Post-GWAS, pre-meta-analysis quality control (QC) at the cohort-specific summary statistics
level was performed with EasyQC software34. In accordance with QC-protocols from Winkler
et al.34 and the SSGAC30,35, genetic variants were removed if they met any of the following
criteria:
1. Missing values for: the effect or non-effect allele, MAF, N, beta, standard error, INFOscore, allele frequency, or the imputed/genotyped indicator;
2. Nonsensical values (i.e. 0 > P value or MAF > 1, imputation-quality score > 1;
negative or infinite betas or standard errors).
3. More than one coded allele (indicative of a structural variant), or reported structural
variants (i.e. indels);
4. Low minor allele frequency (MAF);
5. Low SNP call rate;
6. Low imputation-quality INFO-score;
7. High P value for the Hardy-Weinberg Equilibrium test (if available);
8. Absence (or mismatched) alleles with respect to our HRC reference panel;
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9. Explained variance for the SNP in the phenotype (R2) of higher than 5%, based on
the SNP’s MAF and phenotype’s standard deviation;
10. Standard error for the SNP that was 1.4 times higher than expected based on the
SNP’s MAF and phenotype’s standard deviation.
A number of these parameters varied by cohort as a function of cohort sample size; the
cohort-specific details can be found in Supplementary Table 3.2. Supplementary Table
3.3 lists, for each cohort, the number of SNPs that entered the quality control procedure, and
the number of SNPs dropped at each step.
For the DietGen consortium summary statistics, the latter two filters (9 and 10) could not be
applied as we did not have access to the phenotypes’ pooled standard deviations. In the
UKB, we also dropped all SNPs not imputed to the HRC panel, as these were not aligned
properly to their genomic coordinates in the initial second release of the UKB.
After filtering out low-quality SNPs, we visually inspected diagnostic plots generated by
EasyQC to flag potentially remaining QC-issues. These were generated separately for each
cohort.
Of interest were:
1. Q-Q plots, to inspect excessive inflation (“early liftoff”) of P values due to remnant
population stratification;
2. Allele frequency plots, which compare the observed allele frequency in the cohort to
the allele frequency in our HRC reference panel. Large or systematic discrepancies
could indicate for instance strand issues (e.g., ‘allele flips’) or inadequate filtering of
ethnic outliers. Note that we used this plot to detect systematic errors, but that we did
not actually remove any large MAF outliers with respect to the reference panel.
The other EasyQC plots (SE-N plots, P-Z plots) were also used to detect potential internal
analytical errors. Finally, we also generated a plot that compared the expected SNP effect’s
standard errors (for a random sample of 10,000 SNPs, based on the reported phenotype’s
standard deviation) to the reported SNP effect’s standard error. This plot was used to assure
that the reported phenotypic standard deviation was correct.
2.3.3

Post meta-analysis QC

After meta-analysis was performed, we removed SNPs that were available in less than 50%
of the phenotype-specific total maximum sample size.
2.3.4

LD Score regression intercept test for population stratification

An important concern in GWAS studies is the potential confounding bias in SNP effects
resulting from uncorrected population stratification. Population stratification denotes
differences in genetic ancestry among participants included in the study. When differences in
genetic ancestry (and thus, SNP allele frequencies) correlate with phenotypic differences,
GWAS estimates can be biased. A salient example is a hypothetical study on chopstick use
in a population that includes both East Asian and non-East Asian participants36. This study
will find spurious associations for SNPs that differ in allele frequency between the East Asian
and non-East Asian participants, which would then be wrongly identified as “chopsticks
genes”.
Although we only include individuals of European ancestry in the current study, subtle
differences between the different included European populations might still bias SNP effects,
resulting in an overall inflation of the genome-wide SNP test statistics. To counteract this
problem, all included cohorts added at least 5 principal components of the genetic
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relatedness matrix as covariates in their GWAS. However, this might not be completely
effective. To estimate the inflation of genome-wide SNP statistics caused by remaining
population stratification, we compare the intercepts obtained from LD Score regression37 to
the mean 𝜒𝜒 2 statistics. (At the meta-analysis stage, we also use these intercepts to deflate

𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼−1

the SNP test statistics, for details see Supplementary Information 2.4) The ratio
����
𝛸𝛸 2 −1
2
2
����
describes the share of the inflation in the mean 𝜒𝜒 -statistic (𝛸𝛸 ) that is due to population
stratification.

We found that the intercepts from the LD Score regressions (performed for the metaanalyzed results of all cohorts) were close to unity (all < 1.009, Supplementary Table 3.4),
indicating that the results of our GWAS were not likely influenced by issues related to
population stratification. When comparing these intercepts to the mean 𝜒𝜒 2 -statistics, we find
that the share of inflation in the mean 𝜒𝜒 2 that can be explained by population stratification is
5.63% (SE = 3.9%) for FAT, 2.6% (SE = 4.6%) for PROTEIN, 1.6% (SE = 3.4%) for SUGAR,
and 3.69% (SE = 3.0%) for CARBOHYDRATE. Note that all these estimates do not differ
significantly from 0.
These results indicate that the contribution of population stratification to the inflation of
GWAS test statistics is small, especially given the large 95% confidence intervals which
include zero. This indicates that a true polygenic signal is the main driver of the inflation of
chi-square statistics, and that population stratification is thus unlikely to be of major concern
in this study.
2.3.5

Locus definition

Since the human genome is characterized by widespread LD between SNPs, significantly
associated SNPs generally tend to cluster with other significantly associated SNPs within the
same genomic region. When one of these regions carries a SNP that reaches genome wide
significance, we call this region the associated locus. The SNP with the lowest P value in
that locus is then named a “lead SNP”. The lead SNP does not necessarily have to be the
causal variant in the locus; it may just be the most accurately genotyped or imputed variant
in that particular region. In fact, the causal variant may not be genotyped or imputed at all,
but tagged by measured SNPs that are in LD with it. Moreover, even simple sampling
variation may result in fluctuations in the top SNP’s location from study to study. (Of note, a
locus may not contain a causal biological variant at all, but be associated “spuriously” by way
of another trait that correlates phenotypically with the GWAS trait; because of selection bias;
or because of any other conceivable source of bias or endogeneity.)
In order to establish the number of independently associated loci for the traits in this study,
we used the “clumping” algorithm in PLINK33, which ascertains the set of SNPs that are in
LD with the lead SNP (as based on calculations in our HRC reference panel). PLINK first
takes the SNPs that reach genome-wide significance, and then “clumps” SNPs in their
genomic region into its locus. The genomic region is defined with an LD-threshold (in our
case, r2 = 0.1, which is the squared correlation of the top SNP with the SNPs in its vicinity),
statistical significance (in our case, P < 0.01, which is mainly implemented to decrease the
algorithm’s computational effort), and genomic distance. In our case, we set the genomic
distance parameter 100,000,000 kilobases (kb), effectively making the LD- and P valuethresholds the only binding parameters.

50

2.4

Meta-analysis

2.4.1

Meta-analysis scheme

Fixed effects meta-analysis of SNP effects (i.e., SNP Z-scores) was performed with
METAL38 software, using a sample size weighting scheme. Sample size weighting was
performed at the level of the SNP’s Z-statistics across cohorts, where the SNP’s overall Zscore for SNP i across cohorts J can be defined as
𝑍𝑍𝑖𝑖 =
Where the weight for cohort j is defined as

∑𝐽𝐽𝑗𝑗 𝑍𝑍𝑖𝑖𝑖𝑖 𝑤𝑤𝑗𝑗
𝐽𝐽

�∑𝑗𝑗 𝑤𝑤𝑗𝑗2

𝑤𝑤𝑗𝑗 = �𝑁𝑁𝑗𝑗

For the two cohorts that used a mixed linear association model (in which related individuals
were included), we calculated the effective sample size for SNP i with the rearranged
formula for the SNP standard error
𝑁𝑁𝑗𝑗 =

𝑆𝑆𝐷𝐷𝑌𝑌2
𝑆𝑆𝐸𝐸𝑖𝑖2 × 2 × 𝑀𝑀𝑀𝑀𝐹𝐹𝑖𝑖 × (1 − 𝑀𝑀𝑀𝑀𝐹𝐹𝑖𝑖 )

Where 𝑆𝑆𝐷𝐷𝑌𝑌2 is the variance in phenotype 𝑌𝑌. The median effective sample size across qualitycontrolled SNPs J for the cohort in question was used as that cohort’s meta-analysis weight.

Throughout this study, we represent the SNP effect size with the semi-standardized beta,
and the explained variance in the phenotype with the incremental R2 (incremental, since we
adjusted for several covariates in the GWAS). The semi-standardized beta is standardized
with respect to the phenotype, but not with respect to the genotype, thereby representing
one standard deviation increase in the phenotype per effect allele. These quantities are
based on the approximations (as derived in the supplementary note from Rietveld et al.39):
𝛽𝛽̂𝑖𝑖 = 𝑍𝑍𝑖𝑖 × 𝑆𝑆𝐸𝐸𝑖𝑖

Where the Z-score for SNP i is estimated in the meta-analysis, and the semi-standardized
standard error for SNP i is based on
𝑆𝑆𝐸𝐸𝑖𝑖 = ��2 × 𝑁𝑁𝑖𝑖 × 𝑀𝑀𝑀𝑀𝐹𝐹𝑖𝑖 × (1 − 𝑀𝑀𝑀𝑀𝑀𝑀)�

−1

The incremental R2 for SNP i is then based on the approximation
�𝚤𝚤 2
𝑅𝑅𝑖𝑖2 = 2 × 𝑀𝑀𝑀𝑀𝐹𝐹𝑖𝑖 × (1 − 𝑀𝑀𝑀𝑀𝐹𝐹𝑖𝑖 ) × 𝛽𝛽

To correct the inflation of SNP estimates for population stratification, we supplied METAL38
with the intercepts obtained from LD Score regression37. METAL then deflates the SNP’s Zstatistics with the square root of the supplied LDSC intercept, which gives rise to a genomiccontrolled Z-statistic for SNP i:
𝑍𝑍𝑖𝑖𝐺𝐺𝐺𝐺 =

𝑍𝑍𝑖𝑖

�𝐿𝐿𝐿𝐿𝐿𝐿𝐶𝐶𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖𝑖
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3

GWAS results from the discovery stage and replication

In this section, we discuss the GWAS findings from the discovery stage, and assess the
credibility of the results from our discovery GWAS by replicating the associations of its lead
SNPs in our replication GWAS of the same phenotypes. As we had planned ex ante at the
inception of this study (pre-registered in our analysis plan on Open Science Framework,
https://osf.io/mt9kt/), we used the UK Biobank as our discovery cohort and all the other
cohorts as replication samples that we then meta-analyzed together. We begin by describing
the methods for replication analyses, followed by the replication results and how they
compare to expected replication rates. In the final subsection, we demonstrate ex-post that
we do not lose much statistical power by splitting the total sample into the UKB as discovery
and the rest as replication, compared to the optimal split calculated from simulations.
3.1

Methods

3.1.1

General methods

Our replication analyses closely follow the procedure outlined in Supplementary Information
section 1.8 of Okbay et al.35. We used binomial tests to assess whether the independent
lead SNPs from our discovery GWAS replicate in an independent replication GWAS. Under
the null hypothesis that each of the lead SNPs are null in both the discovery and replication
sample, we would expect 50% of the SNPs to have concordant signs and 5% to be
statistically significant at the 5% level. Hence, it follows that the number of SNPs that have
concordant signs or that are above a certain significance threshold is distributed as Binomial
(M, π) where M is the total number of independent lead SNPs and π is the expected fraction
of sign-concordant or significant SNPs. We conducted one-sided binomial tests for both the
sign concordance of the lead SNPs and the number of lead SNPs from our discovery GWAS
that are statistically significant at the 5% level (both with and without Bonferroni correction) in
the replication GWAS. The Bonferroni-corrected P value threshold was determined
separately for each phenotype as 0.05 divided by the number of lead SNPs from the
discovery GWAS for that phenotype.
We used the UKB data as our discovery sample. While most of the independent lead SNPs
identified in the discovery GWAS were directly available in the replication GWAS, we
identified that one of the lead SNPs for CARBOHYDRATE was missing in the replication
sample. For this missing lead SNP, we replaced it with a suitable proxy that satisfied the
following conditions: i) the SNP is available in both the discovery GWAS and the replication
GWAS, ii) the SNP is within 500 kb of the original lead SNP in the discovery sample, and iii)
the SNP has the lowest P value in the discovery GWAS among those that satisfy i) and ii).
Specifically, we replaced lead SNP rs7502280 with rs2435204 (r2 = 0.487). (We note that
another SNP in this region reached genome-wide significance in the combined metaanalysis phase, indicating that this region does not appear to be a false positive finding.)
3.1.2

Calculation of expected replication records

In addition to conducting binomial tests, we calculated the expected rate of replication (given
the discovery GWAS results, the discovery sample size and the replication sample size)
using simulations, and assessed whether these expected rates matched the observed
replication rates. The results from these analyses might be more informative than the
binomial tests, since the null hypothesis in the binomial tests states zero association in the
replication sample (which is unlikely, given the high genetic correlation between the
discovery and replication phase, as shown in Supplementary Table 4.1). Moreover, since
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the number of associated lead SNPs in the discovery sample is relatively small, the binomial
tests are not very well-powered and might fail to reject by chance.
Following the procedure outlined in Okbay et al.35, we first conducted a Bayesian Winner’s
Curse correction and obtained estimates of the posterior distribution of the SNPs’ true effect
sizes, given their GWAS estimates. Given this estimate of the posterior distribution, we then
conducted simulations to compute the expected sign concordance and replication record. In
each of our 10,000 simulations, we drew a true effect size (𝛽𝛽𝑗𝑗 ) for each SNP j from the
estimated posterior distribution and added Gaussian noise to generate discovery and
replication GWAS estimates for each SNP as follows:
𝛽𝛽̂𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷,𝑗𝑗 = 𝛽𝛽𝑗𝑗 + 𝜖𝜖𝑗𝑗 𝜎𝜎�𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷,𝑗𝑗

𝛽𝛽̂𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅,𝑗𝑗 = 𝛽𝛽𝑗𝑗 + 𝛿𝛿𝑗𝑗 𝜎𝜎�𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅,𝑗𝑗 ,

where 𝜖𝜖𝑗𝑗 and δj are independently drawn from a standard normal distribution and the
standard deviations of the estimation error can be approximated as 𝜎𝜎�𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷,𝑗𝑗 ≈

1/√𝑁𝑁𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝑜𝑜𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣 and 𝜎𝜎�𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅,𝑗𝑗 ≈ 1/√𝑁𝑁𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 . Then, we recorded the number of SNPs
that are concordant in sign and also the number of SNPs that replicate in statistical
significance at the 5% level (both with and without Bonferroni correction). Finally, we
obtained the expected sign concordance and the expected replication record by averaging
these numbers across the 10,000 simulations.
3.2

Results

Supplementary Table 3.1 summarizes the results, and Extended Data Figure 3 compares
the effect sizes (and their 95% confidence intervals) of the lead SNPs that reached genomewide significance in the discovery phase to their effect sizes observed in the replication
phase.
In this discovery GWAS of our four phenotypes – FAT, PROTEIN, SUGAR, and CARBOHYDRATE
– we found 4, 5, 5 and 7 independent lead SNPs, respectively. The independent lead SNPs
were obtained by clumping the GWAS summary statistics using the Haplotype Reference
Consortium (HRC) reference panel with the thresholds defined in Supplementary
Information 2.3.5. After taking overlapping loci between phenotypes into account, we can
report 12 unique loci discovered in the UKB.
Overall, all four phenotypes – PROTEIN, SUGAR, and CARBOHYDRATE – pass the binomial test
for sign concordance and all four pass the binomial test for statistical significance at the 5%
level (even with Bonferroni correction). The observed number of SNPs that match in signs
and the observed number of SNPs that are statistically significant are close to (and within or
above the 95% confidence intervals of) what we would predict using the discovery GWAS
and discovery and replication sample sizes as described above.
FAT.

Among the four independent lead SNPs identified from the discovery GWAS, all have
matching signs, three of them are significant at the 5% level, and two of them are significant
at the Bonferroni-corrected 5% level. The P values associated with these results from
binomial tests are 0.063, <0.001 and <0.001, respectively. Though the result for sign
concordance test is not statistically significant, we can reject the null hypothesis for
replication of statistical significance at the 5% level and the Bonferroni-corrected 5% level.
Our calculation for expected replication indicates that 3.7 SNPs (95% CI 3.0 to 4.0) are
expected to have concordant signs, 2.0 SNPs (95% CI 0 to 4.0) are expected to be
significant at the 5% level and 1.3 SNPs (95% CI 0 to 3.0) are expected to be significant at
the Bonferroni-corrected 5% level. Comparing these to the observed numbers (i.e. 4, 3, and
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2, respectively) shows that the replication record of our lead SNPs is close to what we would
expect, given our discovery GWAS estimates and discovery and replication sample sizes.
PROTEIN.

All of the five lead SNPs have concordant signs, and four of them are significant at
both the 5% level and the Bonferroni-corrected 5% level. The P values associated with these
results from binomial tests are 0.031, <0.001, and <0.001, which suggest that we can reject
the null hypotheses for both sign and significance tests that all of our lead SNPs are null.
Our calculation for expected replication indicates that 4.4 SNPs (95% CI 3.0 to 5.0) are
expected to have matching signs, 1.9 SNPs (95% CI 0 to 4.0) are expected to be significant
at the 5% level and 1.0 SNP (95% CI 0 to 3.0) is expected to be significant at the Bonferronicorrected 5% level. The observed numbers (i.e. 5, 4, and 4, respectively) surpass these
expectations and show that the replication record was stronger than predicted.
SUGAR. All of the five lead SNPs have concordant signs and are significant at the 5% level
and the Bonferroni-corrected 5% level. The P values associated with these results from
binomial tests are 0.031, <0.001, and <0.001. Thus, we reject the null hypotheses for both
sign- and significance tests. Our calculation for expected replication indicates that we are
expected to see 4.3 SNPs (95% CI 3.0 to 5.0) that match in signs, 1.3 SNPs (95% CI 0 to
3.0) that are significant at the 5% level and 0.5 SNPs (95% CI 0 to 2.0) that are significant at
the Bonferroni-corrected 5% level. The observed numbers (i.e. 5, 5, and 5, respectively) are
all above these expected numbers.
CARBOHYDRATE.

Among the seven lead (or proxy-lead) SNPs, we found that all seven of
them have concordant signs, three of them are significant at both the 5% level and the
Bonferroni-corrected 5% level. The P values associated with these results from binomial
tests are 0.008, 0.004 and <0.001. Our calculation for expected replication indicates that 6.8
SNPs (95% CI 6.0 to 7.0) are expected to have concordant signs, 4.4 SNPs (95% CI 2.0 to
7.0) are expected to be significant at the 5% level and 2.6 SNPs (95% CI 0 to 5.0) are
expected to be significant at the Bonferroni-corrected 5% level. The observed numbers (i.e.
7, 3 and 3, respectively) show that the replication record of our lead SNPs is close to
expectation.
3.3

Ex post analysis of statistical power for replication

At the inception of this study, we decided to use the UKB as the discovery sample and all
additional recruited cohorts as the replication sample. Despite some potential loss in
statistical power, we believed that doing so would make our study more transparent and not
dependent on how we split the total sample for discovery and replication. In this subsection,
we provide an ex-post analysis on what would have been the optimal split and gauge our
loss in statistical power through simple simulations that are similar in nature to the
simulations used for calculating the expected replication record described above.
We first obtained estimates of the distribution of the SNPs’ true effect sizes, conditioning on
the fraction of total sample size used as replication sample and using some key summary
statistics from GWAS results of all cohorts meta-analyzed. We assume a spike-and-slab
distribution of the effect sizes:
𝛽𝛽𝑗𝑗,𝑠𝑠𝑠𝑠𝑠𝑠 ~ �

with probability 𝜋𝜋
0
𝑁𝑁(0, 𝜏𝜏 2 ) with probability 1 − 𝜋𝜋.

After estimating π from the GWAS summary statistics of total sample, we used the mean 𝜒𝜒 2
statistics of all SNPs from the total GWAS to infer the mean 𝜒𝜒 2 statistics of only the causal
SNPs from the following relationship:
���2
���2
(1 − 𝜋𝜋) = 𝜒𝜒
1 ∗ 𝜋𝜋 + 𝜒𝜒
𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐 ∗
𝑎𝑎𝑎𝑎𝑎𝑎 𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆 ,
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where we used the fact that the mean 𝜒𝜒 2 statistics of the null SNPs is 1. Then, conditioning
on the fraction of total sample size used for replication, we obtained an estimate of mean 𝜒𝜒 2
���2
statistics that we would have gotten from the discovery GWAS, 𝜒𝜒
𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷 , by scaling
2
���
− 1 by the fraction of total sample size used for discovery. Lastly, we approximated
𝜒𝜒
𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐𝑐

the variance of the causal SNPs (𝜏𝜏 2 ) by

����
2
𝜒𝜒
𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷 −1
𝑁𝑁𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷

. The rest of our simulations proceeded

in the same manner as those used for calculating the expected replication record. We varied
the fractions of total sample size used for replication from 5% to 40% with 5% increments
and repeated the simulation 10,000 times for each replication fraction. The optimal fraction
of replication sample was determined as the fraction that maximizes the expected number of
SNPs that are significant at the 5% level with Bonferroni correction. The Bonferronicorrected P value threshold was determined as 0.05 divided by the number of genome-wide
significant SNPs in simulated discovery GWAS at each iteration of the simulations.
Our simulation results indicate that the optimal replication sample fractions are 30%, 25%,
25% and 20% for FAT, PROTEIN, SUGAR and CARBOHYDRATE, respectively, whereas the
original split as we had planned (i.e. UKB for discovery and all other cohorts for replication)
corresponds to 33%, 33%, 33% and 26%, respectively. When we compare the expected
numbers of SNPs that are significant at the Bonferroni-corrected 5% level under the optimal
and original splits, they are 0.37 and 0.32 (for FAT), 0.37 and 0.33 (for PROTEIN), 0.18 and
0.18 (for SUGAR) and 1.50 and 1.46 (for CARBOHYDRATE). Though the expected numbers are
slightly lower under the original split, the differences are very small and all within the
magnitude of 0.01. The simulation results provide evidence that our loss in statistical power
due to an ex-ante split of cohorts into discovery and replication samples is minimal.

4
4.1

GWAS results from the combined meta-analyses
Summary of the GWAS findings

In the GWAS of the four dietary intake phenotypes, we detected 36 genome-wide significant
loci that were independently associated at the individual phenotype level. That is, we
detected six independent loci for FAT; seven independent loci for PROTEIN; 10 independent
loci for SUGAR; and 13 independent loci for CARBOHYDRATE (Main Table 1 and
Supplementary Table 4.1). However, several of these loci overlapped across phenotypes –
in some cases, even the lead SNP itself was shared across phenotypes (Supplementary
Table 4.2). After taking this overlap into account, we identify 21 loci that are independently
associated loci across phenotypes. These 21 loci include two independent loci harboring
independent top SNPs (r2 < 0.1) that are in close vicinity (distance ≈ 1 Mb).
The effect sizes ranged from 0.015 to 0.098 phenotypic standard deviations per effect allele,
and the explained phenotypic variance (SNP-R2, i.e., coefficient of determination) ranged
from 0.011% to 0.054%. The explained phenotype variances for the top 50 independent
SNPs (for the four different diet composition phenotypes, which had to be available in at
least half of the full meta-analysis sample) are displayed in Extended Data Figure 5, where
they are compared to independent SNPs from other traits (years of education, body mass
index, waist-hip ratio adjusted for BMI, and height). Here, we see that the explained
variances for the diet composition SNPs are generally lower than those for BMI and height,
slightly smaller than those for waist-hip ratio, and most comparable to those for years of
education.
We highlight some notable individual findings below (ordered according to chromosome and
genomic location), which include:
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(1) An intronic variant in GCKR (associated with PROTEIN), which codes for glucokinase
regulatory protein. Gucokinases are a family of enzymes that are vital for carbohydrate
metabolism by aiding the conversion of glucose into energy. It’s unclear why this glucose
metabolism was associated with protein intake only. The lead SNP for PROTEIN (located
intronically in GCKR) is in very high LD with a GCKR missense variant (r2 = 0.935), which is
strongly associated with blood glucose levels40,41 and triglycerides and cholesterol42–47.
(2) An intronic variant in KLB (located on chromosome 4, associated with PROTEIN), which
codes for klotho beta. It interacts with FGF21 (located on chromosome 19), the sweet and
alcohol taste preference gene48, which was already identified to be associated with diet
composition in previous GWAS2,3. We also the FGF21 locus in the current GWAS, as
described in further detail below. FGF21 function is dependent on the availability of KLB, as
KLB acts as an essential co-receptor to FGF2149,50. This fact was exploited by recent
research into the effects of FGF21 function, which performed brain-region specific deletions
of KLB to gain insight into the FGF21 tissues of action51. KLB has also been associated with
alcohol consumption in previous GWAS52. Interestingly, the lead SNP was only associated
with PROTEIN in the current study, with P values > 10-5 for the other three diet composition
phenotypes. In addition, MAGMA-analyses pointed to another gene that interacts with
FGF21. This gene, MLXIPL, codes for a protein that is known as Carbohydrate Response
Element Binding Protein (chREBP), and is associated with FAT. MLXIPL acts as a
transcription factor to FGF21. FGF21, KLB, and MLXIPL are located on different
chromosomes (19, 4, and 7, respectively), emphasizing that genes that interact with each
other do not need to be located on the same chromosome. Our results may imply that
different genes of the same pathway might regulate different macronutrient preferences.
(3) The polymorphic missense variant in ADH1B, which codes for the alcohol
dehydrogenase 1B enzyme (MAF = 0.029, associated with FAT), is an enzyme involved in
alcohol metabolism. The t-allele of this variant decreases the enzyme’s ability to metabolize
alcohol. The direction of effect is discordant; the allele that is associated with increased
dietary fat intake is associated with a decreased conversion rate of alcohol into
acetaldehyde, thereby increasing alcohol “sensitivity” and decreasing an individual’s capacity
for alcohol consumption and dependence. ADH1B also has the capacity to metabolize lipid
products such as hydroxysteroids (e.g., cholesterol) and lipid peroxidation products, which
might also explain its link to dietary FAT intake. Accordingly, ADH1B is not only highly
expressed in the liver, but also in adipose tissues (subcutaneous and visceral, and in the
breast) according to the GTEx53 v7 portal. However, we found that the association between
ADH1B and FAT virtually disappears in a sample of UKB individuals (N = 79,192,
Supplementary Table 4.3) who reportedly do not consume alcohol. That is, the SNP P
value reduces to P = 0.037, the semi-standardized beta decreases from 0.118 (95% CI
[0.097, 0.139]) in the full UKB to 0.044 (95% CI [0.003, 0.086]) in the sample of alcohol
abstainers. This implies that individuals who derive relatively more energy from alcohol
derive relatively less energy from fat, which may be a consequence of our phenotype
construction (see Supplementary Information 5 for detailed explanation).
(4) An intergenic variant located between CYP1A1 and CYP1A (MAF = 0.26, associated with
intake). These two genes, which are exclusively expressed in the liver
according to GTEx53 v7 portal, are involved in caffeine metabolism54,55. The largest GWAS of
coffee consumption to date also identified our CARBOHYDRATE lead SNP in this locus as its
top association55. The t-allele of this variant was associated with decreased caffeine
consumption. With respect to CARBOHYDRATE, the effect is discordant, implying that the allele
that is associated with increased dietary carbohydrate intake is associated with decreased
caffeine metabolism and thereby consumption. While this finding might imply a biological
CARBOHYDRATE
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role for CYP1A genes in carbohydrate metabolism, the results might also hint at shared
lifestyle choices pertaining to food and caffeinated drinks.
(5) Two independent loci (tagging top SNPs r2 < 0.1) located in the middle of a large
polymorphic inversion region on chromosome 8, for which the estimated breakpoints are
7,897,515 – 11,787,03222,30. The base-pair locations for the four top SNPs in this region are
9,173,209 (rs7012637); 9,173,358 (rs7012814); 9,183,358 (rs9987289) and 9,187,242
(rs1461729), and all are mapped to intronic regions of the same long non-coding RNA
(lincRNA) gene (AC022784.6), of which the biological function is unknown. However, a
database of lincRNA genes indicates that this particular gene is highly constrained
throughout evolution, with mutations in this site likely being deleterious56.
The four top SNPs in this locus (or SNPs in high LD with them, see Supplementary
Information 8.2.1) have previously been associated with several blood phenotypes,
including levels of cholesterol44,57 and levels of glucose in pregnant women40. The LD
estimates in such a complex inversion region may not be proper, thus making it hard to
conclude that this region actually carries two independently associated (and hence,
potentially independently causal) variants for dietary intake. Other variants in this inversion
region (which are not in LD with our lead SNPs) have previously been associated with
neuroticism30.
(6) Four variants in the intronic regions of FTO (associated with FAT, PROTEIN, SUGAR,
each phenotype has their own individual lead SNP, all of which are in high
LD with each other, r2 > 0.92, MAF > 0.399). FTO is strongly associated with body mass
index (BMI) and related anthropometric phenotypes58,59, as well as type 2 diabetes60, age at
menarche61, and breast cancer62. The causal BMI gene in the genomic region appears to be
IRX3, which is regulated by variants in FTO63,64. A previous dietary intake GWAS has
already identified GWAS hits in the FTO region2. With respect to BMI, the effects are
concordant for FAT and PROTEIN, and discordant for SUGAR and CARBOHYDRATE, implying
that the allele that increases BMI is associated with increased dietary fat and protein
consumption, and decreased dietary sugar and carbohydrate consumption. These directions
mirror the overall genetic correlations between BMI and dietary intake (Supplementary
Information 9).
CARBOHYDRATE;

(7) A genomic locus associated with CARBOHYDRATE that is located near a well-known large
inversion polymorphism on chromosome 1765, which notably includes the genes MAPT
(microtubule-associated protein tau) and CRHR1 (corticotropin releasing hormone receptor
1). MAPT is known to be involved in neurodegenerative disorders such as frontotemporal
dementia, Alzheimer’s disease and Parkinson’s disease –which are sometimes summarized
under the term “tauopathies”66–69.CRHR1 may affect corticosteroid response in asthma
patients70,71. The inversion polymorphism has also been associated with neuroticism30.
(8) A well-known polymorphic missense variant in APOE (MAF = 0.152, associated with FAT,
SUGAR, CARBOHYDRATE), which codes for apolipoprotein E, a protein that carries fatty acids
through the bloodstream, and is involved in fatty acid metabolism. APOE is highly expressed
in the liver and adrenals, but also in the brain (it is the brain’s principal cholesterol carrier72),
where it is associated with the neurodegenerative processes related to Alzheimer’s73,74 and
Lewy body disease75. The c-allele of the APOE missense mutation strongly predisposes to
cognitive decline and Alzheimer’s disease. We find that the effect is concordant with respect
to SUGAR and CARBOHYDRATE and discordant with respect to FAT, implying that the allele that
increases Alzheimer’s risk is associated with increased dietary sugar and carbohydrate
consumption, and decreased dietary fat consumption. However, the effect of this variant is
greatly reduced in a sample of UKB individuals aged younger than 60 (N = 79,192), with P
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values > 0.01, and effect sizes generally halving in size (see Supplementary Table 4.3).
This could imply that the APOE association is driven by a selection bias based on age (and
therefore, Alzheimer’s risk or status) of participants, since dietary intake also correlates
marginally with age at the phenotype level. However, the 95% CIs for the effect sizes still
largely overlapped, making it hard to conclude whether the APOE associations are biased or
indicative of biological relevance. The overall genetic correlations between dietary intake and
Alzheimer’s disease were small and non-significant, however (see Supplementary Table
9.1).
(9) Several variants located in a region spanned by Chr. 19: 49.21 – 49.27 Mb, which
harbors genes that have been associated with sweet and alcohol taste preference in
experimental mice and monkey studies51,76. Previous GWAS of dietary macronutrient intake
had already identified variants in this locus2,3. Here, we find two independent loci in the
FGF21 gene, with additional lead SNPs in MAMSTR and IZUMO1. The two lead SNPs in
FGF21 gene were independent according to our locus definition (r2 < 0.1, Supplementary
Table 4.2). They were the SNPs rs838133 (associated with FAT, PROTEIN, SUGAR and
CARBOHYDRATE) and rs62132802, associated with SUGAR at genome wide significance, and
with FAT, PROTEIN and CARBOHYRATE at suggestive significance (with P < 4.7 × 10-7). FAT,
SUGAR/CARBOHYDRATE, and PROTEIN harbored lead SNPs in different genes in this locus
(which were located in the genes MAMSTR, IZUMO1 and FGF21, respectively). However,
these three lead SNPs reached genome-wide significance for all phenotypes and were all in
relatively strong LD with each other (r2 = 0.803, 0.617, and 0.763), which might imply that the
different lead SNPs tag the same biological effect for all phenotypes, despite their differing
locations across genes. Thus, any conclusions that MAMSTR is the causal gene for FAT,
IZUMO1 is the causal gene for SUGAR/CARBOHYDRATE, and FGF21 is the causal gene for
PROTEIN are not necessarily justified.
Seven of the remaining independently associated loci have not been associated with any
other traits in previously published and catalogued GWAS studies (Supplementary
Information 4.4), and are located in or near genes that have not been studied in depth to
date (these include the protein-coding genes CTNNA2, SNORD66, MAD1L1, and
L3MBTL4). The other three loci have been associated with BMI, information processing
speed, and alcohol consumption (Supplementary Information 4.4). Across the 21
independently associated loci, seven top SNPs are in (or when intergenic, nearest to)
lincRNA genes that have no protein product, and no published study on their biological
function.
4.2

MAGMA gene-based analysis

We performed MAGMA gene-based analysis to assess the number of genes that reached
“genome-wide significance” based on our meta-analysis results, where the P value threshold
to declare genome-wide significance here is based on the number of genes tested (rather
than the number of independent SNPs tested). This greatly reduces the multiple testing
burden, and may reveal statistically associated genetic loci that do not yet harbor statistically
significant SNPs yet due to insufficient statistical power.
All the SNPs from our summary statistics that were located between the transcription start
and stop sites of a gene were annotated to that gene, as based on NCBI 37.3.13 gene
definitions. This gene annotation is a slight limitation of MAGMA, as biologically relevant
genes are also regulated by genetic variants that lie outside of the gene itself. MAGMA first
calculates a per-gene test statistic (based on SNP summary statistic data) as the mean of
the GWAS –log10 P values for all the SNPs between the transcription start and stop sites of a
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gene. MAGMA then calculates a P value for the resulting gene test statistic, using a
procedure that takes into account the non-independence of the SNPs within the gene due to
LD77. We used our main reference panel (described in Supplementary Information section
2.3.1) for LD estimations. MAGMA does not correct for LD between genes, which can result
in several genes in the same genomic locus reaching statistical significance because they
are in LD with each other. Bonferroni correction was applied to account for multiple testing,
counting each gene as an “independent” test. Since genes are often in LD with each other,
this is a conservative correction for multiple testing.
4.2.1

MAGMA results

The results are reported in Supplementary Table 4.4 and Extended Figure 6. After
Bonferroni correction, we discovered 28 significant genes for FAT, 18 significant genes for
PROTEIN, 27 significant genes for SUGAR, and 41 significant genes for CARBOHYDRATE. After
considering overlapping genes between the phenotypes, we can report 81 uniquely
associated “MAGMA genes.”
Curiously, all phenotypes have the exact same top two genes (located in the sweet taste
preference locus on Chr. 19: 49 Mb): RASIP1, followed by MAMSTR. None of the lead SNPs
for any of the diet composition phenotypes are located in RASIP1, but for all phenotypes,
RASIP1 is by the far the most significant MAGMA gene in this locus. It is impossible to tell if
this is indicative of true biological relevance, or merely a statistical artifact. Although MAGMA
corrects for gene length, the test for RASIP1 is based on the highest number of SNPs, while
FGF21 has the lowest number of SNPs – it may be that the effect of RASIP1 is simply
measured with more precision. The sweet taste preference FGF21 gene is the 6th associated
gene for FAT, the 3rd for PROTEIN, the 4th for SUGAR, and the 5th for CARBOHYDRATE. While
three additional genes (FUT1, FUT2 and IZUMO1) in that locus are significant for all
phenotypes, a seventh gene located there (NTN5) is only significant for FAT and SUGAR (and
by far not associated with PROTEIN and CARBOHYDRATE). Other significant genes in this locus
are BCAT2 (for PROTEIN) and FAM83E and SPHK2 (for FAT). These findings underline that
merely focusing on the location of the lead GWAS SNPs is inadequate, as it is impossible to
pinpoint the causal gene(s) in genomically complex loci that exhibit long stretches of LD and
are dense in protein-coding genes.
MAGMA also discovered genes in loci that do not (yet) have a GWAS hit for any of the four
phenotypes. This means that none of these genes are near (>1 Mb) any of the GWAS lead
SNPs. For FAT, MAGMA discovered eight new loci; for PROTEIN, MAGMA discovered four
new loci; for CARBOHYDRATE, MAGMA discovered 15 new loci; for SUGAR, MAGMA
discovered ten new loci. Taking overlap between phenotypes into account, MAGMA
discovered a total of 32 new loci. A notable novel identified gene is MLXIPL, which codes for
a protein that is known as Carbohydrate Response Element Binding Protein (chREBP).
MAGMA identified this gene for FAT only. MLXIPL acts as a transcription factor to FGF21.
FGF21, KLB, and MLXIPL are located on different chromosomes (19, 4, and 7, respectively),
emphasizing that genes that interact with each other do not need to be located on the same
chromosome. Our results may imply that different genes of the same pathway might regulate
different macronutrient preferences.
4.3

Overlap between loci

As already noted in our summary of GWAS results (Supplementary Information 4.1), we
found that several GWAS loci were significant for more than one macronutrient. This is
expected given the non-zero phenotypic and genetic correlations between macronutrients,
as described above in Supplementary Information 5. We therefore checked all diet
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composition lead SNPs for association in all four macronutrients. The results are
summarized in Supplementary Table 4.2 which displays (among other things) the lead
SNPs’ P values, effect sizes, and explained variances for all four macronutrients, as well as
previous GWAS Catalog associations for SNPs in this locus. We also report the LD
estimates (r2) for the independent lead SNPs that are located near each other (≈ 1 Mb).
Among the 21 independently associated loci, we find that nine are represented by lead
SNPs that exclusively associated with one macronutrient, with none of the lead SNPs
reaching suggestive significance for an additional macronutrient (P > 1 × 10-5). Six loci
contain at least one lead SNP that reaches genome wide significance for more than one (but
not all four) macronutrients, while two loci contain at least one lead SNP that reaches
genome wide significance for all four phenotypes (notably, the loci characterized by FTO and
FGF21, respectively). Four of the 21 loci’s lead SNPs only reach suggestive significance (P
value < 10-5) for at least one additional macronutrient.
Finally, we report the LD estimates for the two genomic loci that contained more than one
independent lead SNP according to our r2 < 0.1 threshold. That is, we find two independent
lead SNPs for CARBOHYDRATE in a locus spanned by Chr. 8: 9.17-18 Mb. These two
independent lead SNPs (rs7012637 and rs9987289) are in very weak LD with each other (r2
= 0.074). The other set of closely located independent lead SNPs are associated with
SUGAR, and are found in a region spanned by Chr. 19: 49.21-27 Mb. These two lead SNPs
(rs838144 and rs6213802) are also in very weak LD with each other (r2 = 0.078). However,
we note that these two loci (on chromosome 8 and 19) are located in two large inversion
polymorphisms that are potentially characterized by complex (and hard to measure) LD
patterns. Existence of the first polymorphism was confirmed previously30,78, whereas the
chromosome 19 inversion polymorphism is based on preliminary and unpublished findings
from the Estonian biobank (Esko and Gonzalez, unpublished work).This could imply that the
“independent loci” found in these inversions are not actually independent, and tagging the
same biologically causal effect.
4.4

Overlap with traits in the NHGRI-EBI GWAS catalog

We assessed if any of the lead SNPs and their LD partners (r2 > 0.6, see Supplementary
Information 8.2.1) has been associated with any other trait by querying them in the NHGRIEBI GWAS Catalog79 (https://www.ebi.ac.uk/gwas/, download date September 19, 2017).
This is a database that catalogues and harmonizes information from SNP associations in
published and peer-reviewed GWAS. Here, we only recorded SNP associations that reached
genome wide significance (P value < 5 × 10-8). While some of the findings were described in
the summary of the GWAS (Supplementary Information 4.1 and Supplementary Table
4.2), the full results are displayed in Supplementary Table 4.5. We shortly summarize them
below.
4.4.1

Results

For FAT, we find 255 overlaps in the GWAS catalog with 44 unique SNPs, representing five
individual loci (where a locus is defined by its lead SNP). Only one FAT locus did not surface
in the GWAS Catalog with its lead SNP or any of its LD partners. As noted earlier, we find
overlaps with alcohol consumption (and alcohol consumption related cancers, as driven by
the ADH1B association), obesity (and related anthropometric constructs and diseases, as
driven by the FTO association), fibrinogen levels, Alzheimer’s disease and related brain-,
blood-, and cognitive-phenotypes (as driven by the APOE association, which is also
associated with body fat and diabetes), autoimmune diseases (especially inflammatory
bowel disease), vitamin levels, and urinary and blood metabolite levels (as driven by the
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sweet taste preference associated FGF21 locus). As mentioned earlier, we also find overlap
with the two SNPs previously2,3 identified for dietary macronutrient intake.
For PROTEIN, we find 274 overlaps in the GWAS Catalog with 43 unique SNPs, representing
five individual loci. Two PROTEIN loci did not surface in the GWAS Catalog with its lead SNP
or any of its LD partners. As noted earlier, we find overlaps with circulating lipids, C-reactive
protein, lactate, uric acid, glucose, insulin, albumin, calcium, liver enzymes, and creatinine;
blood cell phenotypes; inflammatory bowel disease; resting heart rate; gout; height; kidney
disease; and waist circumference (driven by the GCKR associated locus and the
chromosome 8 inversion polymorphism locus), alcohol consumption (driven by the KLB
associated locus), obesity (and related anthropometric constructs and diseases, driven by
the FTO locus), and urinary metabolites, homocysteine levels, and skin disease (as driven
by the sweet taste preference associated FGF21 locus). As mentioned earlier, we also find
overlap with the two SNPs previously identified for dietary macronutrient intake.
For SUGAR, we find GWAS Catalog 233 overlaps with 39 unique SNPs, which are driven by
five individual loci. This means that five SUGAR loci did not appear in the GWAS Catalog. As
noted earlier, we find overlap at obesity (and related anthropometric constructs and
diseases, driven by the RARB locus and the FTO locus), Alzheimer’s disease and related
brain-, blood-, and cognitive-phenotypes (as driven by the APOE association, which is also
associated with body fat and diabetes). As mentioned earlier, we also find overlap with the
two SNPs previously identified for dietary macronutrient intake.
For CARBOHYDRATE, we find 302 overlaps with 70 unique SNPs, representing 10 individual
loci. Three CARBOHYDRATE loci did not appear in the GWAS Catalog. Aside from
associations with obesity (and related anthropometric constructs and diseases, driven by the
RARB locus and the FTO locus) and Alzheimer’s disease and related brain-, blood-, and
cognitive-phenotypes (as driven by the APOE association, which is also associated with
body fat and diabetes), we find overlap at fibrinogen-, liver enzyme-, glucose-, C-reactive
protein-, and lipid-levels (driven by the chromosome 8 inversion polymorphism locus),
caffeine and coffee consumption and metabolism, and with Parkinson’s disease, intracranial
volume, male pattern baldness, ovarian cancer, bone density, and blood cell phenotypes
(driven by the chromosome 17 inversion polymorphism locus). As mentioned earlier, we also
find overlap with the two SNPs previously identified for dietary macronutrient intake.
4.4.2

Discussion

This widespread overlap with diet composition and other (sometimes seemingly unrelated)
traits could be caused by different scenarios. One scenario is pleiotropy, which means that a
gene can be involved in different biological processes, causing the gene to be associated
with different traits. Pleiotropic effects can depend, for instance, on the tissue in which the
gene comes to expression. It could also be caused by linkage between genes with disparate
functions, where this linkage is merely causing a statistical (but not biologically causal)
association between a trait and different genes in a genomic locus. Two traits may also
overlap via mediation, with genetic variants affecting a trait (e.g., obesity susceptibility)
having phenotypic downstream effects on another trait (e.g., cardiovascular disease).
Finally, the overlap between two traits may be spurious, caused by a third, unmeasured trait
that is associated with two overlapping traits. Note that genetic overlap at a small number of
loci does not have to imply shared overall genetic architecture. This phenomenon was
exemplified by two different autoimmune disorders that share several genome wide
significantly associated loci but a non-significant overall genetic correlation80. In this sense,
the genetic correlations reported in Supplementary Table 9 may be more informative in
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assessing potential for shared etiology between traits. However, the trait associations for the
individual loci can still be helpful in understanding potential individual gene functions.

5

Genetic correlations between the phenotypes and phases

In this section, we examine the genetic and phenotypic correlations between the four
macronutrients, as based on the results from the full meta-analysis. We also report the
genetic correlations between the different phases: discovery, replication, and DietGen,
where the latter two represent the “combined replication” phase. Details on the methodology
for genetic correlations can be found in Supplementary Information 9.1.
5.1

Genetic correlations between macronutrients

The results are summarized in Main Table 2. The only positive genetic correlation is
between SUGAR and CARBOHYDRATE (𝑟𝑟̂𝑔𝑔 = 0.73, SE = 0.02), which is highly significant yet
distinguishable from unity. We find that all phenotype pairs have a negative genetic
correlation that is statistically significant at the 0.1% level, except for FAT and PROTEIN (𝑟𝑟̂𝑔𝑔 = 0.02, SE = 0.07) whose genetic correlation is negative but not statistically distinguishable
from 0.
In terms of the sizes of the correlations, the largest negative genetic correlation is between
FAT and CARBOHYDRATE (𝑟𝑟̂𝑔𝑔 = -0.61, SE = 0.03), and FAT and SUGAR (𝑟𝑟̂𝑔𝑔 = -0.51, SE = 0.04).
They are followed by PROTEIN and SUGAR (𝑟𝑟̂𝑔𝑔 = -0.31, SE = 0.06) and PROTEIN and
CARBOHYDRATE (𝑟𝑟̂𝑔𝑔 = -0.23, SE = 0.05).

One may presume that correlations between phenotypes should be negative since
consuming more of one macronutrient implies consuming less of another. However, this
does not necessarily hold in our case because 1) there are more than two phenotypes and
we do not include alcohol, which is a source of calories, and 2) the macronutrients are all
normalized slightly differently, so they do not necessarily sum to a conserved quantity even if
alcohol were included.
To see this, consider first the simple case of two quantities P1 and P2 such that P1 + P2 = 1.
Since we can write P2 = 1 - P1, then the correlation between P1 and P2 is C(P1,P2) = C(P1, 1 P1) = -C(P1,P1) = -1 and thus P1 and P2 are necessarily negatively correlated. However, if
we have n > 2 phenotypes and P1 + P2 + … + Pn = 1, then the correlation between P1 and Pn
is C(P1, Pn) = C(P1, 1 - P1 - P2 - … - Pn-1) = -1 - C(P1,P2) - … - C(P1,Pn-1), and this holds for all
combinations by permuting the indices. This implies that each macronutrient must be
negatively correlated with at least one other. Hence, if the correlations between the
macronutrients we study are all positive or zero then they must all be negatively correlated
with relative alcohol intake. We also see that if the macronutrients do not sum to a
conserved quantity then there need not be a constraint on the correlations between them.
Finally, we note that SUGAR is a subset of CARBOHYDRATE, which imposes a positive
correlation.
In Supplementary Information 9, we also report genetic correlations between the four
macronutrients and absolute alcohol consumption (number of drinks weekly, not corrected
for total energy intake). We find negative and significant genetic correlations between the
diet composition phenotypes and absolute alcohol intake. A slight exception to this is FAT,
which was also genetically negatively correlated with alcohol, but only at marginal
significance after Bonferroni correction.
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5.1.1

Comparison to phenotypic correlations

We compared the genetic correlations to the phenotypic correlations in four different cohorts
(UKB, HRS, FHS and WHI). The genetic correlations outlined above generally mirror their
phenotypic correlations. The results (with their 95% confidence intervals) are reported in
Supplementary Table 5.1.
Since sugars are a subset of carbohydrates, SUGAR and CARBOHYDRATE have a strong
positive phenotypic correlation that is statistically significantly different from both zero (but
also from one) in all cohorts (range: 𝑟𝑟̂𝑝𝑝 = 0.69 – 0.79). The phenotypic correlations for FAT
and PROTEIN, however, show heterogeneity, as they center around zero in UKB (𝑟𝑟̂𝑝𝑝 = -0.00)
and HRS (𝑟𝑟̂𝑝𝑝 = 0.07), but are negative in WHI (𝑟𝑟̂𝑝𝑝 = -0.18) and positive in FHS (𝑟𝑟̂𝑝𝑝 = 0.19), with
P < 0.001 for HRS, WHI and FHS. The pattern behind this is unclear. The dietary intake
measurements for FHS, WHI, and HRS were based on similar questionnaires (FFQs), so
this is unlikely to be the explanation, as we would then expect UKB to differ from those three
cohorts.
All other phenotypic correlations were negative and statistically significant in all cohorts. In
increasing order these ranged from CARBOHYDRATE-FAT (range: 𝑟𝑟̂𝑝𝑝 = -0.79 – -0.54), SUGARFAT (range: 𝑟𝑟̂𝑝𝑝 = -0.62 – -0.41), CARBOHYDRATE-PROTEIN (range: 𝑟𝑟̂𝑝𝑝 = -0.39 – -0.09), SUGARPROTEIN (range: 𝑟𝑟̂𝑝𝑝 = -0.30 – -0.08). When we compare these phenotypic correlations with
genetic correlations from the previous section, the only genetic correlation that does not fall
within its corresponding phenotype interval for these four cohorts is SUGAR-PROTEIN (𝑟𝑟̂𝑔𝑔 = 0.31).
5.2

Genetic correlations between the discovery and replication cohorts

We used bivariate LD Score regression (method described in Supplementary Information
9) to examine the comparability between the summary statistics from our discovery cohort,
the 14 replication cohorts, and DietGen (where the latter two makeup our combined
replication phase). The results are reported in Supplementary Table 5.2.
5.2.1

Discovery vs. 14 replication cohorts

We find the genetic correlation between our discovery and 14 replication cohorts is
statistically significantly greater than 0 for all phenotypes. Further, we fail to reject the
hypothesis that the genetic correlation is unity for FAT (𝑟𝑟̂𝑔𝑔 = 0.997), CARBOHYDRATE (𝑟𝑟̂𝑔𝑔 = 1.14 4)
and SUGAR (𝑟𝑟̂𝑔𝑔 = 0.997) which suggests the 14 replication cohorts are an ideal replication and
meta-analysis sample for these phenotypes. We find a genetic correlation of less than 1 (but
greater than 0) for PROTEIN (𝑟𝑟̂𝑔𝑔 = 0.686), which suggests that the predictive power of the
protein polygenic score may be significantly lower than expected.
5.2.2

Discovery and 14 replication cohorts vs. DietGen

We also examine the genetic correlations between DietGen and (1) the 14 replication
cohorts and (2) the discovery cohort and 14 replication cohorts meta-analyzed together. We
find strong positive genetic correlations for all phenotypes: FAT (𝑟𝑟̂𝑔𝑔 = 0.78), PROTEIN (𝑟𝑟̂𝑔𝑔 = 0.88)
and CARBOHYDRATE (𝑟𝑟̂𝑔𝑔 = 0.72). Further, we fail to reject the null hypothesis (at the 1%
significant level) that this genetic correlation is different from 1 for all phenotypes, although
CARBOHYDRATE is significantly different from 1 at the 5% level. When we compare the
Bivariate LDSC regression does not restrict the estimated genetic correlation to the natural interval [1,1]. Hence, genetic correlations that exceed 1 (but which are not statistically significant from 1) can
be viewed as a failure to reject a null hypothesis of imperfect genetic correlation.
4
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DietGen results to only our 14 replication cohorts meta-analyzed together (i.e., without the
discovery phase) we find strong genetic correlations that are statistically indistinguishable
from unity (P value > 0.25), with 𝑟𝑟̂𝑔𝑔 = 1.21 for FAT, 𝑟𝑟̂𝑔𝑔 = 0.75 for PROTEIN, and 𝑟𝑟̂𝑔𝑔 = 0.82 for
CARBOHYDRATE. We conclude that our results are broadly consistent with the most similar
previous study.
5.2.3

Discovery vs. full replication phase

Finally, we report the genetic correlations between the discovery and full replication phase
(where the “full replication phase” consists of the 14 cohorts and DietGen). Here, we find an
especially high correlation for CARBOHYDRATE (𝑟𝑟̂𝑔𝑔 = 0.98) which is statistically
indistinguishable from unity and smaller correlations for FAT (𝑟𝑟̂𝑔𝑔 = 0.78) and PROTEIN (𝑟𝑟̂𝑔𝑔 =
0.77), which are significantly different from 1 at the 5% level.
5.2.4

EPIC-InterAct vs. full meta-analysis

Finally, we report the genetic correlation between the two EPIC-InterAct cohorts metaanalyzed (combined N = 12,722) and all other remaining cohorts meta-analyzed (combined
N = 222,669) for SUGAR, since the two EPIC-InterAct cohorts analyzed added sugars instead
of total sugars (Supplementary Information 1.4). We find that the genetic correlation does
not differ significantly from 0 nor 1 ((𝑟𝑟̂𝑔𝑔 = 0.71, SE = 0.47), indicating that this genetic
correlation analysis is underpowered at the current EPIC-InterAct sample size. However, we
note that we find one additional GWAS hit for SUGAR after including the two EPIC-InterAct
cohorts, indicating an increase in power for genetic discovery with the addition of EPICInterAct.
5.2.5

Discussion

The results show that the 14 replications cohorts correlate very highly with the discovery
cohort for FAT, CARBOHYDRATE and SUGAR. For PROTEIN, the correlation is significantly
different from 1, suggesting decreased power to replicate individual SNPs in these cohorts.
When we add DietGen to the 14 cohorts (giving rise to our full replication phase), we see
that the genetic correlation increases for PROTEIN, slightly decreases for CARBOHYDRATE, and
decreases moderately for FAT. This indicates that with the addition of the DietGen cohort, we
especially gain power for genetic discovery and replication for PROTEIN and CARBOHYDRATE,
but less so for FAT.
Aside from differences in population characteristics, differences between the discovery and
14 replication cohorts may be driven by the fact that the discovery cohort used a different
diet questionnaire method than the replication cohorts (24HDR vs. FFQ, see
Supplementary Information 1.5), while differences between the discovery cohort (and the
14 replication cohorts) and DietGen may be driven by differing phenotype definitions (see
Supplementary Information 1.7). Even given these imperfect genetic correlations at the
5% level, we stress that meta-analyzing with highly genetically (yet imperfect) correlated
data still gives us an advantage in terms of statistical power for genetic discovery. This
power tradeoff between quality (in terms of harmonized phenotypes) and quantity (in terms
of sample size) has been described in detail in previous work30,81.

6

Estimation of SNP-based heritability

Previously, twin studies have shown moderate heritability of dietary intake phenotypes82–84
(h2 = 27-70%). In this section, we employ GREML (implemented by GCTA27) and LD Score
regression37 to obtain empirical estimates of SNP-based heritability of diet composition, as
represented by the four macronutrients. Previous SNP-based estimates of heritability for
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relative intake of fat, carbohydrates and protein (% of total energy) have varied between
3.2%-8%3,56.
6.1

Methods

6.1.1

The GCTA method

The GCTA27 method for estimating SNP-based heritability is based on restricted maximumlikelihood estimation and uses the genetic relationship matrix (GRM) to estimate the SNP
heritability. Under certain assumptions27, the method yields unbiased estimates of SNPbased heritability. However, it is necessary to limit the number of SNPs and individuals in the
analysis in order for it to be computationally tractable. To this end, we followed the
procedure described in Karlsson Linnér et al.22. That is, we restricted the GCTA analysis to a
random subset of 30,000 individuals in the UKB. To then obtain a set of unrelated
individuals, we thereafter dropped one individual in each pair of individuals with a cryptic
relatedness exceeding 0.025, resulting in N = 28,635. The results are summarized in
Supplementary Table 6.1. In total 633,335 directly genotyped SNPs with MAF > 0.01 were
included in the GCTA heritability estimation.
6.1.2

The LD Score regression method

Another method for obtaining SNP-based heritability estimates is LD Score regression37 –
although this method was not explicitly designed for heritability estimation. The method is
based on the assertion that a SNP’s GWAS 𝜒𝜒 2 -statistic is linearly related to its LD Score,
with SNPs with higher LD Scores having a higher likelihood of association in a GWAS. A
SNP’s LD Score simply is the sum of the squared correlation coefficients between a SNP
and all the other SNPs it is in LD with (as measured in a particular reference panel). The
slope of the LD Score regression (i.e., of the SNPs GWAS 𝜒𝜒 2 -statistics on their LD Scores)
can then be rescaled to obtain an estimate of SNP-based heritability. LD Score regression
can be seen as giving a lower bound of heritability from common SNPs85.
The LD Scores used in this analysis were computed by Finucane et al.86 with genotypes
from the European-ancestry samples in the 1000 Genomes Project (the “eur_w_ld_chr”
files). Subsequently, only HapMap3 SNPs with MAF > 0.01 were included in the LD Score
regression, as these ~1.2 million SNPs are well-known to be imputed properly across
individual cohorts. Of note, we did not apply GC to the summary statistics prior to estimating
the LD Score regressions.
6.2

Results

The results of the heritability estimations are reported in Supplementary Table 6.1and
displayed in Extended Data Figure 2. The GCTA-estimated heritabilities are h2GCTA = 0.021
(SE = 0.017) for PROTEIN, to h2GCTA = 0.079 (SE = 0.018) for CARBOHYDRATE. The LDSCestimated heritabilities ranged from h2LDSC = 0.028 (SE = 0.002) for PROTEIN, to h2LDSC =
0.047 (SE = 0.004) for SUGAR. These estimates are more comparable to behavioral traits
such as educational attainment35,39, subjective wellbeing30 and risk preferences22, than BMI
and obesity58,87. However, it is important to note that the heritability estimates for diet
composition may be affected by measurement error, caused by for instance the random
noise induced by the 24-hour dietary recall measurement in UKB, and imperfect test-retest
reliability of the dietary intake questionnaires more generally.
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7

Out-of-sample prediction

In this section, we assess the out-of-sample predictive power of polygenic scores (PGS) for
the four diet composition phenotypes. We used European-ancestry individuals, as based on
both self-reported and PC-based identification, in two of our cohorts as holdout samples:
The Health and Retirement Study (HRS, N = 2,344) and the Rotterdam Study I (RSI, N =
3,585). While HRS and RSI were included in the full meta-analyses, we performed two
additional meta-analyses which excluded HRS and RSI respectively, which is necessary to
prevent overfitting. Here, we first describe the methods used to generate the polygenic
scores and elaborate on how we measure prediction accuracy. Next, we report the predictive
power for each phenotype and prediction cohort.
7.1

Method

A polygenic score for an individual, denoted 𝑠𝑠�,
𝚤𝚤 can be constructed as a weighted sum of his
or her genotypes at J loci:
𝐽𝐽
𝑠𝑠�𝚤𝚤 = ∑𝑗𝑗=1 𝑤𝑤𝑗𝑗 𝑔𝑔𝑖𝑖𝑖𝑖 ,

where 𝑤𝑤𝑗𝑗 is the weight applied to SNP j and 𝑔𝑔𝑖𝑖𝑖𝑖 is the genotype of individual i at SNP j.
Methodologies for PGS construction are determined by (i) how the weights 𝑤𝑤𝑗𝑗 are
generated, and (ii) which J loci are included in the calculation.

In order to generate the weights 𝑤𝑤𝑗𝑗 , we used LDpred estimation, a Bayesian approach that
weights each SNP by its conditional effect, given those of other SNPs88. In general, LDpred
has been found to perform better than other “cruder” approaches (e.g. pruning and
thresholding)88. We performed LDpred estimation with a Gaussian prior for the distribution of
effect sizes set to 1 and also used cohort-specific genotype data as the reference sample for
LD estimation after excluding genetically related individuals and ancestry outliers.
We constructed the scores based on only those SNPs in the HapMap consortium phase 3
release89 that meet certain quality-control thresholds. For HRS, we only retained those
variants with a call rate greater than 98% and without any problematic features from a known
list 5. For RSI, we filtered out the SNPs with imputation quality (INFO) < 0.7, MAF< 0.05, and
HWE P value < 0.001. Applying these thresholds to genotypic data of our prediction cohorts
yielded 1,144,445 and 1,137,088 SNPs for HRS and RSI, respectively.
We calculated the LD-adjusted weights with the LDpred software in our HRC reference
panel Supplementary Information 2.3.1) and obtained the final scores with PLINK by
multiplying the genotype at each SNP by the corresponding LDpred-calculated weights and
then summing over all included SNPs.
7.2

Prediction model and prediction accuracy

Our prediction analyses consist of running two ordinary least squares (OLS) regressions for
each phenotype. First, we regress a phenotype on the following set of baseline covariates:
sex, year of birth, year-of-birth squared, interactions between sex and year of birth, and the
first 10 principal components (PCs) of the cohort-specific genotype matrix. Next, we run the
same regression but with the polygenic scores included as one of the independent variables.
Our measure of interest that captures the prediction accuracy is the incremental adjusted R2,
which is defined as the difference between the adjusted R2 of these two regressions. We
5
This list can be downloaded from
http://hrsonline.isr.umich.edu/sitedocs/genetics/candidategene/HRS1-2_dbGaPUserInfo_v3.pdf
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bootstrapped 95% confidence intervals for the incremental adjusted R2 with the bootstrap
percentile method and 1,000 iterations. Since the incremental adjusted R2 can be negative,
its confidence interval may also have a negative lower bound.
7.3

Results

Our prediction results are summarized in Supplementary Table 7.1 and Extended Figure
7. The table reports some summary statistics for the regression sample, the estimated
incremental R2, and P value of the estimated coefficient on the score for each phenotype
and prediction cohort. Overall our polygenic scores explain 0.08% to 0.71% of the variation
in dietary composition.
FAT.

The incremental R2 of the scores is 0.27% and 0.20% for HRS and RSI cohorts,
respectively. The estimated regression coefficients for the scores are statistically significant
at 1% level for both cohorts.

PROTEIN.

In the HRS, the incremental R2 of the scores is 0.08%. In the RSI, we estimated a
relatively greater predictive power, with incremental R2 of 0.31%. While the estimated
regression coefficient on the scores is not statistically significant at 5% level for HRS (P
value = 0.088), it is highly statistically significant for RSI (P value = 0.0005).

SUGAR.

In the HRS, the incremental R2 of the scores is 0.64%. In the RSI, we estimated an
incremental R2 of 0.62%. The estimated regression coefficients for both scores are highly
statistically significant (with P values < 0.0005).

CARBOHYDRATE.

In the HRS, the incremental R2 of the polygenic scores is 0.71%. In the RSI,
we estimated a relatively smaller predictive power, with incremental R2 of 0.38%. The
estimated regression coefficients for both scores are highly statistically significant (with P
values < 0.0005).

Overall, the difference in predictive power between phenotypes follows the difference in
SNP-based heritability between phenotypes. That is, PROTEIN had the lowest estimates of
SNP-based heritability, which was followed by FAT, CARBOHYDRATE and SUGAR. These
analyses show that PROTEIN needs a larger sample size for genetic discovery to reach the
same out-of-sample predictive power as the other macronutrients.

8

Biological annotation of GWAS findings

In order to gain insight into the biological architecture of diet composition, we employ several
different strategies. First, we annotated the “genome-wide” architecture of diet composition
by partitioning the genetic signal from our summary statistics into several different types of
functional categories. This was achieved with stratified LD Score regression, which assesses
from which functional categories the polygenic GWAS signal emerges. We assessed three
broad types of functional categories: 1) different genomic annotations from the “baseline
model”; 2) tissue types as ascertained with chromatin (histone-mark) data; 3) tissue types as
ascertained with specifically expressed genes in GTEx data.
To annotate the top GWAS findings (both in terms of SNPs and in terms of genes), we
performed MAGMA gene-based analysis, a hypothesis-free test that uses GWAS summary
statistics to assess which protein-coding genes reach genome-wide significance. To
understand the biological functions of the genes that were significant in any of the four diet
composition phenotypes, we then queried them in the Gene Network database, which
assigns genes predicted functions on the basis of publicly available co-expression
information.
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To annotate the lead GWAS SNPs, we queried whether they (or any of their LD partners)
are associated with gene expression in relevant GTEx tissues, or whether they are in LD
with any SNPs that have protein-altering consequences.
8.1

LD Score partitioning of heritability

8.1.1

General method

We examined the enrichment of functional genomic annotations of our GWAS results by
partitioning our phenotypes’ polygenic signals into different functional categories. These
annotations describe in which tissue or cell type diet composition SNPs are likely to be
expressed, or in which genomic classes the diet composition SNPs are likely to fall (e.g.,
exonic or intronic, promoter or enhancer regions, evolutionarily conserved regions, etc.). We
do so using stratified LD Score regression86, which is based on the following moment
condition
𝐸𝐸�χ2𝑗𝑗 �

𝐶𝐶

= 𝑁𝑁 � 𝜏𝜏𝑐𝑐 𝑙𝑙(𝑗𝑗, 𝑐𝑐) + 𝑁𝑁𝑁𝑁 + 1
𝑐𝑐=1

where 𝜒𝜒𝑗𝑗2 is the chi-square statistic for SNP 𝑗𝑗 from a GWAS, 𝑁𝑁 is the sample size of the
GWAS, 𝑐𝑐 indexes functional categories that are not necessarily disjoint, 𝑙𝑙(𝑗𝑗, 𝑐𝑐) is the stratified
LD Score of SNP 𝑗𝑗 with respect to functional category 𝑐𝑐, 𝜏𝜏𝑐𝑐 is the average contribution to
heritability of a SNP due to its membership in category 𝑐𝑐, and 𝑎𝑎 is a term that measures
confounding biases such as population stratification.

Finucane et al.86 proved that under a set of assumptions, the explained proportion of
heritability per functional category can be estimated with a regression analogous to the
equation above. Enrichment for a particular functional category is then defined as the
fraction of heritability due to that category, divided by the fraction of SNPs in the category.
However, the heritability due to SNPs in the category is simply the sum of their squared
effects. Since SNPs may belong to more than one functional category, enrichment for a
particular category may be driven by overlapping enrichment at another category. In this
analysis, we therefore rely more strongly on the statistical significance of the regression
coefficients (𝜏𝜏𝑐𝑐 ) from the stratified regression analysis, as these coefficients are corrected for
the “baseline model” described below. Note that the tissue categories (both those based on
chromatin data and GTEx gene expression data) are also only corrected for the baseline
model, meaning that significance of the regression coefficients can therefore still be driven
by signal coming from overlapping tissues.
We conducted separate analyses, using three difference sets of reference data. First, we
used the Finucane et al.86 “baseline model” that involves 24 main functional annotations of
interest, plus a number of ancillary annotations formed by extending windows around SNPs
qualifying for the main annotations with 500 kb. These windows were included to control for
spurious association caused by SNPs flanking the functional annotations. This resulted in a
total of 52 tissue annotations. The baseline model includes annotations such as different
histone modifications; promotor or enhancer regions; transcription start sites; repressed
regions; 3’ and 5’ UTR regions; DNAse hypersensitive sites; protein coding regions; intronic
regions; evolutionarily conserved regions (which captures genomic regions that are
observed in 29 different mammal species90), and more. Several of these annotations were
defined more than once by means of different reference data sources.
We then performed two separate analyses, which used tissue-level annotations that were
based, respectively, on i) histone-mark demarcations (henceforth referred to as “chromatin
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data”)86 and ii) gene expression data from the Genotype-Tissue-Expression (GTEx)
Project53,91. The chromatin annotations from Finucane et al.86 are based on ChIP-seq data,
which ascertains whether SNPs are located in or near histone marks that are associated
with increased gene expression. . Finucane et al.86 grouped several tissues and cell types
into 10 broad tissue types: Adrenal/Pancreas, Cardiovascular, Central Nervous System,
Connective/Bone, Gastrointestinal, Immune, Kidney, Liver, Skeletal Muscle, and Other.
The GTEx-based annotations provided by Finucane et al.91 span 53 tissues. Finucane et
al.91 named this new implementation of partitioned LD Score regression “LDSC-SEG”, short
for “LD Score regression applied to specifically-expressed genes.” To this end, they
identified sets of genes that are specifically expressed in the individual tissues. SNPs
located in one of these genes or within 100 kb of either endpoint were assigned the tissuelevel annotation. These tissue annotations based on GTEx are far more specific than the
annotations based on chromatin data since, for example, they split the brain into 15 different
tissue types, whereas the chromatin data only designates a broad “Central Nervous System”
term.
For both the chromatin and GTEx tissue analyses, we also included the baseline annotations
as control covariates. As a reference panel for calculating LD scores we used Europeanancestry samples in the 1000 Genomes Project, and conducted the analysis on HapMap3
SNPs. We address the autocorrelation and heteroscedasticity issues inherent in running
regressions using LD Scores by weighting the regression with LD Scores. We follow the
recommendation of Finucane et al. to exclude HapMap3 SNPs in the HLA region.
8.1.2

Results

LD Score partitioning of heritability according to functional genomic categories
The results are displayed in Supplementary Table 8.1). For all of our four phenotypes, the
baseline annotation “Conserved” is the only annotation that has a statistically significant 𝜏𝜏𝑐𝑐
after Bonferroni correction, with a corresponding 25.5-fold (SE = 4.4) enrichment factor for
FAT, 19.8-fold (SE = 4.4) enrichment factor for PROTEIN (SE = 4.4), 26.3-fold (SE = 3.7)
enrichment factor for SUGAR and 25.2-fold (SE = 3.4) enrichment factor for CARBOHYDRATE.
All these enrichment factors are still highly statistically significant after Bonferroni correction.
They correspond to explaining 66.5% (SE = 11.5%) of heritability for FAT, 51.6% (SE =
11.6%) for PROTEIN, 38.7% (SE = 9.7%) for SUGAR and 65.7% (SE = 8.8%) for
CARBOHYDRATE.
LD Score partitioning of heritability according to 10 chromatin-demarcated tissues
In all our phenotypes, the coefficient for “Central Nervous System” category was still highly
statistically significant level after Bonferroni correction, with enrichment factors of 2.97 (SE =
0.53) for FAT, 3.67 (SE = 0.51) for PROTEIN, 2.96 (SE = 0.46) for SUGAR, and 3.21 (SE =
0.39) for CARBOHYDRATE (Supplementary Table 8.2, 8.3). This corresponds to explaining
44.1% (SE = 7.9%) of the heritability for FAT, 54.6% (SE = 7.5%) for protein, 44.1% (SE =
6.8%) for SUGAR, 47.7% (5.8%) for CARBOHYDRATE. Only one other tissue-level partition was
enriched in any of our four phenotypes: for FAT, “Adrenal/Pancreas” had a significant
regression coefficient, with a 3.98 (SE = 0.71) enrichment factor, representing 37.3% (SE =
6.7%) of explained heritability for FAT.
LD Score partitioning of heritability according to 53 GTEx tissues
All functional categories that reached statistical significance in the LDSC-SEG analyses
were in the brain, with FAT having the most enriched regions at 10 brain regions, while
CARBOHYDRATE had the fewest at zero, with brain tissues only reaching marginal significance
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after Bonferroni correction. For FAT we found significance for the amygdala, anterior
cingulate cortex, caudate, cortex, frontal cortex, hippocampus, hypothalamus, nucleus
accumbens, putamen (basal ganglia), and substantia nigra. Interestingly, PROTEIN also
showed significance for the hypothalamus and substantia nigra but was significant in two
regions where FAT was not: cerebellum and cerebellar hemisphere. SUGAR showed
significance for the amygdala, anterior cingulate cortex, cortex and frontal cortex.
8.1.3

Discussion

First, we found that evolutionarily conserved regions (across 29 mammal species90) are the
only significant genomic annotation in the baseline model. While this could hint at
evolutionary selection for dietary behavior, we note that the “conserved” category was the
most significantly enriched annotation across a range of health and behavioral phenotypes in
Finucane et al.86, indicating that mutations in evolutionarily conserved regions affect a wide
variety of traits.
As for the tissue categories, we find most consistent evidence for involvement of the brain,
as seen in both the chromatin and GTEx analyses. While the chromatin data also indicated a
role for Adrenal/Pancreas for FAT, this was not replicated with the GTEx data. This could
mean that the Adrenal/Pancreas tissues are too broadly defined in the chromatin data (or
overlap too much with SNPs annotated to other regions), or that the GTEx data are
underpowered to capture specifically expressed genes in adrenal or pancreatic regions.
With regards to the brain tissues, we find that each diet composition phenotype seems to
have its own pattern of associated brain regions. The exception is CARBOHYDRATE, for which
we find no specific brain region enrichment after Bonferroni correction, although the
chromatin data do indicate a role for the central nervous system. This implies that specific
brain tissues may start reaching significance with larger GWAS sample sizes. For FAT,
PROTEIN and SUGAR, the confidence intervals of the effect sizes largely overlap, hampering
conclusions on the specificity of involved brain regions. The brain-region specific results are
also hard to interpret due to probable overlap in gene expression across brain regions. For
this reason, LDSC-SEG also offers reference files for the 14 brain regions, where sets of
specifically-expressed genes were ascertained by comparing brain regions to each other –
as opposed to comparing brain regions to the rest of the bodily tissues. However, we were
underpowered to perform these analyses. GTEx does not cover all parts of the brain (with
regions in the parietal, occipital and temporal lobes largely missing) and is based on small
donor sample sizes, stressing the need for replication of these findings in independent
samples. Finally, we stress that the LDSC-SEG analyses only found significant involvement
of brain regions, and no other bodily tissues – even before Bonferroni correction. Together,
these analyses highlight the importance of the brain in determining macronutrient intake.
8.2

Annotation of genome-wide significant genes and loci

To gain insight into the biological architecture of the genome-wide significant loci, we queried
the lead SNPs and their LD partners in several databases: 1) in Haploreg v492,93, which
displays dbSNP information for SNPs’ protein-coding status; 2) in the GTEx eQTL database
v6p53,94, which records whether SNPs are associated with expression of any measured gene
transcript in 53 different tissues. We also queried the lead SNPs and their LD partners in the
NHGRI GWAS Catalog, as described in Supplementary Information 4.4. Finally, we
applied MAGMA gene-based analysis, which tests the GWAS summary statistics for
significance of 18,224 protein-coding genes, greatly reducing the multiple-testing burden
compared to GWAS of individual SNPs. We then query the significant “MAGMA-genes” from
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that analysis in the Gene Network95 database, which predicts gene functions on the basis of
co-expression patterns, and summarize the most frequently occurring predicted functions.
8.2.1

Definition of LD partners

In accordance with previous SSGAC projects22,30,35, we created a list of “LD partners” for
each phenotype’s lead SNPs. It is important to consider these LD partners and not just the
lead SNPs themselves, as the lead SNPs are not necessarily the causal variant in the locus,
and because the lead SNPs may not be present in the GTEx database or studies included in
the GWAS Catalog (while some of their LD partners might be). Thus, the SNPs in high LD
with the lead SNP may tag or represent biologically relevant effects.
Here, we define LD partners as SNPs that are in high LD with the lead SNP. This contrasts
with the locus definition we used for the determination of independent lead SNPs in
Supplementary Information 2.3.5, which used a relatively low r2 threshold (r2 > 0.1). This
was necessary, as SNPs weakly correlated with the lead SNP may only be significant
because of this correlation (this is especially an issue in large sample sizes), and not
because they tag an independent biological effect. Thus, for the annotation of the biological
functions of lead loci we do not consider such weakly correlated SNPs, as they are unlikely
to capture biological effects that are relevant for diet composition. We therefore define the
lead SNPs’ LD partners as being in at least moderate LD with the lead SNP (r2 > 0.6) and
located less than 250 kb from the lead SNP (both upstream and downstream, representing a
500-kb window around lead SNP). We performed these LD calculations in our main
reference panel described in Supplementary Information 2.3.1.
8.2.2

dbSNP protein-altering status

We queried all diet composition lead SNPs and their LD partners in HaploReg v492,93
(downloaded June 7, 2016), a database that displays dbSNP protein-coding status of SNPs.
Protein-altering (“nonsynonymous”) SNPs are SNPs that change the amino acid (and
therefore, protein) composition of a gene product. HaploReg defines four different proteinaltering categories: “missense,” representing a mutation which results in a different amino
acid being coded; “nonsense,” representing a mutation which results in a stop-codon being
coded, marking an abrupt end in the gene product (these variants are also known as
“truncating” variants); “frameshift,” representing a mutation that changes the reading frame
of a gene, resulting in the codons being translated in a completely different way; and “splice
site donors” and “splice site acceptors,” representing mutations that change the way a gene
is spliced. The latter three variant classes are sometimes referred to as “loss of function”
variants96, as they can have severe consequences on gene functionality.
The results are displayed in Supplementary Table 8.4. We found 34 unique protein-altering
variants in LD with the lead SNPs (in two cases, the lead SNP itself was the protein-altering
variant). Among these, 32 variants were missense, and 2 variants were nonsense. Notable
variants were (as described earlier in Supplementary Information 4.1) the well-known
missense mutations in APOE, ADH1B, MAPT, and GCKR. In the sweet taste preference
locus on Chr 19: 49 Mb, we find that the lead SNPs for all four phenotypes are in LD with a
missense mutation in RASIP1 (a gene involved in vasculo- and angiogenesis according to
Gene Ontology), while PROTEIN, SUGAR and FAT are in LD with a missense variant in
IZUMO1 (an essential gene for sperm-egg fusion97), and FAT is in LD with a nonsense and a
missense variant in FUT2 (a gene involved in sugar metabolism that protects against viral
infection98–100, and is associated with gut microbiome composition101).
On Chr. 17: 43 Mb, the lead SNP for CARBOHYDRATE is in LD with missense variants in not
only MAPT (a gene associated with Alzheimer’s disease, seven distinct missense variants
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are in LD with the lead SNP here), but also with STH, KANSL1 (a gene involved in the
regulation of gene expression), SPPL2C (a gene almost exclusively expressed in the testis),
and a nonsense variant in CRHR1 (i.e., corticotropin releasing hormone receptor 1, an
essential regulator for cortisol homeostasis; among many other physiological effects. cortisol
is a hormone that is essential in the stress-induced “fight or flight” system, where it enhances
glucose availability in the bloodstream).
Finally, we find two missense mutations in LD with the lead SNP for CARBOHYDRATE – both
are in CCDC171, a gene involved in regulation of gene expression according to Gene
Ontology.
8.2.3

GTEx gene expression eQTLs

In this section, we report whether any of our lead SNPs (or their LD partners) are associated
with gene (transcript) expression in the GTEx (Genotype-Tissue expression) portal53. A SNP
that is associated with gene (transcript) expression is called an “expression quantitative trait
locus” (eQTL). We do this to gain insight into the potential functional consequences of these
SNPs. Considering gene expression is important, since the vast majority of GWAS lead
SNPs for human complex traits lie in non-coding regions102, and most SNPs important for
human health and behavior are thus likely to exert their effect via altered gene expression
rather than altered protein composition.
The publicly available data from the GTEx project are based on RNA-sequencing results
from 53 different human tissues and cell types from postmortem donors. By using RNAsequencing, GTEx could measure RNA levels of protein-coding genes, as well as RNA
levels that are only involved in regulation of gene expression (e.g., RNA transcripts encoded
by long noncoding RNA genes). In order to establish statistically significant eQTLs (i.e.,
expression quantitative trait loci, which are SNPs statistically associated with transcript
expression) in these tissues, GTEx performed an elaborate two-step false discovery rate
correction53. Here, we report only eQTLs (for the lead SNPs and their LD partners) that were
significant at P < 0.05 after this false discovery correction. We downloaded the GTEx v6
eQTL data on December 13, 2016.
Prior to performing GWAS, we selected a number of tissues we deemed of a priori relevance
for diet composition. These were: all adipose tissue, adrenal gland, all nervous (i.e., brain,
pituitary, and tibial) tissue, all colon and intestinal tissue, liver, skeletal muscle, pancreas,
stomach, thyroid, and whole blood. The donor sample sizes for these tissues ranged from N
= 361 (for skeletal muscle) to N = 72 (for anterior cingulate). Note that these sample sizes
are rather small, indicating relatively low statistical power for discovery of all relevant eQTLs.
After performing the stratified LD Score regression, however, we found especially strong ex
post evidence for brain- and possibly adrenal/pancreas tissue (see Supplementary
Information 8.1), so we focus our summary of eQTL findings on these tissues.
The results are displayed in Supplementary Table 8.5. We found a total of 62 unique eQTL
genes across the four phenotypes and across tissues. These included 37 eQTL genes that
could be mapped to genes with existing HGNC symbols, indicating that these are genes with
defined gene products. If we consider the same eQTL gene (i.e., gene-SNP pairing)
occurring in two different tissues as two separate eQTLs genes we find 381 eQTL genes, of
which 244 have defined HGNC symbols.
FAT. We found a total of 20 eQTLs for FAT, representing nine unique eQTL genes, with six of
those having HGNC symbols. Two of the eQTLs were in brain tissues, and one eQTL was in
adrenal tissue. The eQTLs were driven by three loci: the diabetes locus on Chr. 7: 1 Mb, the
cholesterol locus on Chr. 8: 9 Mb, and the sweet taste preference locus on Chr. 19: 49 Mb.
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PROTEIN.

We found a total of 48 eQTLs for PROTEIN, representing 19 unique eQTL genes,
with 12 of those having HGNC symbols. Three eQTLs were in adrenal tissue, 3 in pancreas
tissue, and five in brain/pituitary tissue. Three of the brain eQTLs were in cerebellar tissues
(all for gene transcripts with undefined HGNC symbols), while one was in hypothalamic
tissue – these tissues were the only significantly enriched brain tissues for PROTEIN in the
stratified LD Score regression analysis according to GTEx tissues. The eQTLs were driven
by three loci: the diabetes locus on Chr. 2: 27 Mb, the alcohol consumption locus on Chr. 4:
100 Mb, and the sweet taste preference locus on Chr. 19: 49 Mb.
SUGAR.

We found a total of 24 eQTLs for SUGAR, representing eight unique eQTL genes,
with six of those having HGNC symbols. Out of these 24 eQTLs, 22 were driven by SNPs in
the Chr. 19: 49 Mb locus. Interestingly, FGF21 (the putative causal gene in this sweet taste
preference locus48) itself was not an eQTL gene, while other genes in this area were
IZUMO1, RASIP1, NTN5, SEC1P, MAMSTR, and several other gene transcripts with
undefined HGNC symbols. This stresses that eQTL data cannot be used as conclusive
evidence for causality, but also leaves the possibility that other genes in this area (in addition
to FGF21) may also have causal effects. The other two eQTLs were the lead SNP in the
Chr. 8: 9 Mb locus; one was a pseudogene, while the other one was a novel, unstudied gene
with an undefined HGNC symbol.
CARBOHYDRATE.

We found a total of 352 eQTLs for CARBOHYDRATE, representing 49 unique
eQTL genes, with 30 of those having HGNC symbols. The eQTLs were mainly driven by the
lead SNP rs36123991 and its LD partners, which had eQTLs in every single queried tissue;
we found 306 eQTLs for these SNPs across tissues, accounting for 34 unique eQTL genes.
This makes it difficult to pinpoint a single putative causal gene in this locus, but it indicates
that the associated SNPs have widespread effects on gene expression.
8.2.4

Predicted functions of MAGMA genes in Gene Network

To gain insight into the functional architecture of the 81 significant MAGMA genes identified
across the four macronutrients (Supplementary Information 4.2), we queried them in Gene
Network (download date March 14, 2018). This database assigns genes with predicted
functions on the basis of co-expression patterns. Across domains, we then counted which
functions surfaced most frequently. Gene Network uses information from expert-curated
gene sets, and assess co-expression between all measured genes and these gene sets. If a
gene is co-expressed with the genes in the gene set, the gene is assigned the predicted
function that belongs to that gene set. (These co-expression data are also used as input in
the DEPICT103 software.) Note that we use this query of predicted gene functions as a way
to gain rough insight into the putative biological functions of the MAGMA genes; this is not a
formal test for statistical association. This is especially true since the predicted functions are
not independent, as MAGMA does not correct for LD between genes. The query therefore
included several different genes from the same locus, where it is possible that in every locus,
only one of these queried genes was the actual causal one.
Gene Network was updated in late 2017 with new gene expression and annotation data,
now only showcasing pathways from Reactome104 and the Human Phenotype Ontology105.
In short, Gene Network predicts gene functions on the basis of co-expression data, as
described in detail in Fehrmann et al.95 and Pers et al.103, and in previous SSGAC
projects22,30,35.
We recorded all Reactome pathways that were predicted to be relevant for the MAGMA
genes at statistical significance (FDR-corrected P value < 0.05). We only recorded pathways
that were predicted to be relevant in a positive direction (i.e., upregulated). All genes were
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available in Gene Network, with the exception of DCDC5, where more recent gene
definitions from NCBI showed that this gene was merged with DCDC1, which was queried
instead of DCDC5.
The results for the top ten most frequently occurring terms are displayed in Supplementary
Table 8.7. Here, we shortly summarize the results. The results show a mix of basic
pathways involved in signal transduction (needed for cell growth, division and
communication, and thus essential for viability), the immune system, lipid metabolism, and
neuronal development. The top most predicted Reactome pathway is a tie between three
pathways, which were predicted for 38 (out of 81) genes: “Downstream signal transduction”,
“Signaling by EGFR”, and “Signaling by PDGF”, where the latter pathway is actually the
mother pathway to “Downstream signal transduction.” PDGF is short for platelet-derived
growth factor, a basic growth factor needed for cell growth and division. EGFR is short for
epidermal-derived growth factor which plays a role in various types of cancer. Several
insulin-related pathways also occur: 31 genes have predicted functions for “IGF1R signaling
cascade”, “Insulin receptor signaling cascade”, “IRS-related events triggered by IGF1R”, and
“Signaling by type 1 insulin-like growth factor 1 receptor IGF1R.” With regards to neuronal
development, we find that several genes have predicted functions for “Axon guidance” (31
genes) and several of its sub-pathways (31 genes for “L1CAM interactions”, and 27 genes
for “Semaphorin interactions”). With regards to metabolism, we find that several genes have
predicted functions for pathways associated with lipid and energy metabolism (29 genes for
“Fatty acid triacylgycerol and ketone body metabolism”, 28 genes for “Integration of energy
metabolism”, 27 genes for “Glycerophospholipid biosynthesis”, and 27 genes for
“Phospholipid metabolism”).
In conclusion, we find no distinct biological pattern for these 81 MAGMA genes in the Gene
Network database of predicted gene functions. This stands in contrast to the LD Score
partitioned regression findings, which point strongly to a role for the brain. Here, it seems
that the top GWAS genes do not have a distinct neural function, which might have been
predicted on the basis of the GWAS Catalog findings in Supplementary Information 4.4,
where we seem to find more overlaps with metabolic traits at these loci than with
psychological or psychiatric traits.
8.3

Discussion of bioannotation results

In our bioannotation of the genome-wide biological architecture and individual SNPs and
genes, two major patterns emerged. First, we find widespread enrichment of the brain for
diet composition Furthermore, we found some evidence for enrichment in the
adrenal/pancreas (for FAT) in the tissue demarcations that were based on chromatin data,
although this was not replicated with the GTEx tissue demarcations. We currently do not
know if the adrenal/pancreas enrichment is a spurious finding, or is not replicated due to lack
of statistical power in the GTEx data.
For the GWAS SNPs and genes, we found some interesting candidate loci and genes, as
summarized in Supplementary Information 4.1 which might be valuable for future
functional and fine mapping analyses. When the loci had been previously associated with
another trait, this tended to be in GWAS of BMI, metabolic syndrome (e.g., dyslipidemia,
fasting glucose and insulin) and diabetes. Most loci harbored a number of genes that were in
LD with each other, making it difficult to point out candidate causal genes. Some loci were in
large inversion polymorphisms associated with neurodegenerative disorders. Although many
of the loci overlapped across the four phenotypes, some loci were (currently) only associated
with one phenotype. Although our Gene Network query of MAGMA genes was likely
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underpowered at this stage (with only 81 significant MAGMA genes to query), they did not
clearly point to “brain genes”, with many predicted functions for signal transduction
(especially for insulin) and lipid metabolism in addition to pathways related to neuronal
development. The GWAS for BMI actually showed somewhat of a similar pattern, as the
genome-wide biological architecture points to the brain58,86, while the top gene locus
(containing FTO and IRX3) seems to have a direct metabolic effect64.

9

Genetic correlations with health and behavior

In this section, we estimate the extent of genetic overlap between our main phenotypes and
a total of 24 relevant health and behavior measures. These spanned anthropometric,
glycemic, cardiometabolic, lipid, socioeconomic, lifestyle, and neuropsychiatric domains. We
pre-registered a selection of 19 traits of interest in our publicly available analysis plan on
Open Science Framework. The five traits that were added later, and thus not pre-registered
were: Alzheimer’s disease (informed by our APOE-association), physical activity level
(informed by 23andMe data availability), alcohol consumption (informed by our ADH1Bassociation), Townsend Deprivation Index (informed by UKB data availability), and Anorexia
Nervosa (informed by Psychiatric Genomic Consortium data availability).
Because we examine our four diet composition phenotypes and 23 other variables, we are at
risk of finding spurious associations due to multiple hypothesis testing. To correct for this, we
make a Bonferroni correction for 23 traits to the P value of each genetic correlation and only
discuss results that are statistically significant after this correction. Since many of the
phenotypes of interest are themselves genetically correlated, Bonferroni is overconservative. While this ensures we are unlikely to find spurious results, it also means we
may overlook some true correlations that do not meet Bonferroni significance.
The summary statistics for the majority of relevant health traits and behaviors were from LD
hub87, with the exception of physical activity level, Townsend Deprivation Index, alcohol
consumption, college completion35, and height106, which we analyzed in accordance with the
LD hub protocol to establish comparability (i.e., excluding the HLA region, and any SNPs
with χ2 > 80). Physical activity level, was measured in a sample of N = 123,983 participants
from 23andMe (unpublished data), and represented a self-reported composite measure of
physical activity from occupational physical activity, commuting physical activity, and
activities in leisure. This composite measure was adapted from the International Physical
Activity Questionnaire (IPAQ long form, parts 1 and 2s), where answers were mapped to
MET-minutes per week according to IPAQ guidelines. The sum of MET-minutes across
questions was subsequently log-transformed and standardized and subjected to GWAS.
Townsend Deprivation Index and alcohol consumption (number of drinks weekly) were
based on GWAS on the first release of the UKB, as described in Karlsson Linnér et al.22.
Townsend Deprivation Index is a measure of the average socioeconomic status of the
participant’s housing area, and was calculated on the basis of area unemployment rates,
non-car ownership, non-house ownership, and overcrowding107. Higher Townsend index
scores indicate higher deprivation. Scores were assigned by UKB on the basis of the postal
code of the participant’s household address. College completion35 and height106 were based
on the most recent and publicly available GWAS summary statistics from 2016 and 2014,
respectively, as LD hub only contained older summary statistics for these two traits.
9.1

Method

We estimate the genetic correlation, 𝑟𝑟𝑔𝑔 , between two sets of summary statistics with the
estimator
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𝑟𝑟̂𝑔𝑔 =

𝜎𝜎�𝑔𝑔

�ℎ�𝑔𝑔21 ℎ�𝑔𝑔22

where 𝜎𝜎�𝑔𝑔 is the estimated genetic covariance between traits 𝑔𝑔1 and 𝑔𝑔2 using bivariate LD
Score regression37,108, and ℎ�𝑔𝑔2𝑖𝑖 is the heritability of trait 𝑔𝑔𝑖𝑖 estimated using univariate LD
Score regression for each trait individually.

Under a set of assumptions, bivariate LD Score regression produces unbiased estimates of
genetic covariance, 𝜎𝜎𝑔𝑔 , using GWAS summary statistics for the two traits of interest, and an
LD Score reference panel. The LD Score reference panel captures the level of genetic
variation that is tagged by a single SNP. We used LD Scores based on the Europeanancestry individuals in the 1000 Genomes Project which were computed by Finucane et
al.108 We restrict our analysis to HapMap3 SNPs (with MAF > 0.01) which guarantees that all
analyses are performed using a set of SNPs that are imputed with reasonable accuracy
across all cohorts. We estimate standard errors using the LDSC software that uses a block
jackknife over the SNPs.
9.2

Results

The results are displayed in Supplementary Table 9.1 and Figure 2. We briefly summarize
them here.
9.2.1

Genetic correlations with health

and SUGAR. Since the pattern of genetic correlations for CARBOHYDRATE and
SUGAR are similar, we jointly summarize them here. In terms of health outcomes we find a
weak but significant negative relationship between carbohydrate and sugar consumption and
some measures of body fat composition: waist circumference (CARBOHYDRATE: 𝑟𝑟̂𝑔𝑔 = -0.142,
SE = 0.033, SUGAR: 𝑟𝑟̂𝑔𝑔 = -0.132, SE = 0.033) and waist-to-hip ratio (CARBOHYDRATE: 𝑟𝑟̂𝑔𝑔 = 0.175, SE = 0.037, SUGAR: 𝑟𝑟̂𝑔𝑔 = -0.147, SE = 0.037). We also find a weak but significant
negative genetic correlation between CARBOHYDRATE (though not SUGAR) and HDL (“good”)
cholesterol (𝑟𝑟̂𝑔𝑔 = -0.125, SE = 0.040).
CARBOHYDRATE

We find statistically highly significant and positive genetic correlations between
PROTEIN and several measures of obesity including childhood obesity (𝑟𝑟̂𝑔𝑔 = 0.304, SE =
0.062), BMI (𝑟𝑟̂𝑔𝑔 = 0.402, SE = 0.041), overweight (i.e., BMI > 25, 𝑟𝑟̂𝑔𝑔 = 0.383, SE = 0.045),
obesity class I (i.e., BMI > 29, 𝑟𝑟̂𝑔𝑔 = 0.352, SE = 0.040), waist circumference (𝑟𝑟̂𝑔𝑔 = 0.369, SE =
0.041) and waist-to-hip ratio (𝑟𝑟̂𝑔𝑔 = 0.279, SE = 0.039). These correlations with obesity are
accompanied by positive correlations with several related diseases: type 2 diabetes (𝑟𝑟̂𝑔𝑔 =
0.445, SE = 0.062), fasting insulin (𝑟𝑟̂𝑔𝑔 = 0.411, SE = 0.08) and coronary artery disease (𝑟𝑟̂𝑔𝑔 =
0.155, SE = 0.04). There is also a negative correlation with “good” HDL cholesterol (𝑟𝑟̂𝑔𝑔 = 0.250, SE = 0.05).
PROTEIN.

FAT. After Bonferroni correction, we do not find any significant genetic correlations between
FAT and health-related outcomes.
9.2.2

Correlations with socioeconomic, lifestyle, and neuropsychiatric outcomes

In this section we continue to explore genetic correlations but now turn to socioeconomic,
lifestyle and neuropsychiatric outcomes. Here, we find several genetic correlations that are
statistically significant after Bonferroni correction.
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and SUGAR. Both CARBOHYDRATE and SUGAR correlate negatively with the
Townsend deprivation index (CARBOHYDRATE: 𝑟𝑟̂𝑔𝑔 = -0.298, SE = 0.06, SUGAR: 𝑟𝑟̂𝑔𝑔 = -0.231, SE
= 0.064). This suggests that living in a lower socioeconomic region is associated with
consuming relatively less energy from carbohydrates and sugars and, as a corollary, more
from the remaining calorie sources protein, fat or alcohol. We also find that there is a positive
genetic correlation between SUGAR and physical activity (𝑟𝑟̂𝑔𝑔 = 0.217, SE = 0.054). The
implication here is that individuals who are more genetically prone to being physically active
tend to have higher proportions of sugar intake in their diet. (CARBOHYDRATE also exhibits a
weak positive genetic correlation with physical activity, although it is not statistically
significant.) Both CARBOHYDRATE and SUGAR also correlate negatively and significantly with
alcohol consumption, (𝑟𝑟̂𝑔𝑔 = -0.605, SE = 0.027 for CARBOHYDRATE and 𝑟𝑟̂𝑔𝑔 = -0.399, SE = 0.032
for SUGAR).
CARBOHYDRATE

PROTEIN.

The only measure that correlates genetically with PROTEIN is alcohol consumption
(𝑟𝑟̂𝑔𝑔 = -0.158, SE = 0.040).

FAT. FAT

is the only diet composition phenotype that correlates with educational attainment –
both college completion and years of education show a negative genetic correlation (𝑟𝑟̂𝑔𝑔 = 0.131, SE = 0.036 for college completion and 𝑟𝑟̂𝑔𝑔 = -0.105, SE = 0.033 for years of education),
implying that individuals with a lower genetic propensity for education consume relatively
more FAT. We also find that there is a significant negative genetic correlation between FAT
and physical activity (𝑟𝑟̂𝑔𝑔 = -0.196, SE = 0.057). This stands in contrast with the positive
genetic correlation found between SUGAR and physical activity.
The genetic correlation between FAT and alcohol consumption is borderline significant (P =
0.055) after Bonferroni correction (𝑟𝑟̂𝑔𝑔 = -0.112, SE = 0.037), which makes FAT the weakest
and least correlated trait with alcohol consumption. In spite of the APOE-associations for
FAT, SUGAR, and CARBOHYDRATE, there are no genetic correlations with Alzheimer’s disease.
CARBOHYDRATE and FAT show significant genetic correlations (positively, and negatively,
respectively) with Anorexia Nervosa that disappear after Bonferroni correction.
9.3

Discussion

We found the largest and most widespread positive genetic correlations with poor health for
PROTEIN. PROTEIN correlates genetically with all included obesity indicators (BMI, overweight,
obesity, waist circumference, waist-hip ratio) and childhood obesity, as well as related
diseases and disease states (type 2 diabetes, fasting glucose and insulin, insulin resistance,
coronary artery disease, and HDL cholesterol). As with any correlation, it is impossible to
infer a causal mechanism. Possible explanations might be that obesity-prone individuals
have a higher protein need; that overweight individuals use high protein diets as a weight
loss strategy; that protein intake causally predisposes to obesity and metabolic syndrome; or
confounding via any unmeasured third variable (which may be environmental or genetic).
The effect might also be mediated by a combination of the other diet composition
phenotypes, which could be correlated with each other by construction (and are genetically
correlated, see Supplementary Information 5). Considering protein intake in isolation,
however, we find that a causal role for protein (and especially meat) intake in the
development of metabolic syndrome has been postulated109–112. This stands in contrast with
the contention that protein intake should be increased due to its beneficial effects on hunger
and satiety113–115.
In terms of the socioeconomic and lifestyle indicators, we find that FAT genetically correlates
with lower educational attainment (with small, negative genetic correlations with college
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completion and years of education) but not with Townsend deprivation index, while
CARBOHYDRATE and SUGAR genetically correlate with indicators of higher socioeconomic
status (where both have a negative correlation with Townsend deprivation index) but not with
educational attainment. More research would be desirable to clarify the reasons for these
relationships.
The positive genetic correlation between SUGAR with physical activity, and the negative
genetic correlation between FAT and physical activity, could be explaining some of the other
patterns we observe. For instance, it is possible that the “favorable” genetic correlations
between SUGAR and body fat composition (and the lack of genetic correlations with obesity
and related diseases) are explained by the association between physical activity level and
SUGAR.
It is important to stress here, again, that PROTEIN, FAT, CARBOHYDRATE and SUGAR were
corrected for total energy intake, which might explain the lack of genetic correlation between
FAT (the most energy-dense macronutrient of all) and the obesity phenotypes.

10

Phenotypic associations between diet composition and BMI

We examined the phenotypic associations between relative macronutrient intake from
PROTEIN, FAT, CARBOHYDRATE and SUGAR with BMI in four large, independent cohorts (UKB,
HRS, FHS, and WHI, combined N = 173,165).
10.1 Method
We estimated the standardized regression coefficients obtained from a 1) a simple
regression of BMI on the focal macronutrient, and 2) a multiple regression of BMI on the
focal macronutrient, sex, age, educational attainment, household income (where household
income was available for all cohorts except FHS), and the number of measurements (for
FHS, UKB, and WHI). We restricted the simple regression in (1) to the set of individuals who
had information on all covariates included in (2) to ensure comparability, and only included
individuals that were also included in the GWAS. Making use of Fisher’s Z-transformation,
we performed fixed-effects, inverse-variance weighted meta-analysis of the standardized
regression coefficients. Fisher’s Z-transformation was also used to obtain 95% confidence
intervals. Figure 3 summarizes the estimates from the adjusted model in forest plots.
10.1.1 Framingham Heart Study
In FHS, we averaged the dietary intakes across several measurement waves (exam 20-22
for the original cohort, exam 5-8 for the offspring cohort, and exam 1-2 for the generation 3
cohort), and performed the log-log regressions –necessary for the diet composition
phenotype construction– with these average intakes. The measure of BMI used in this
analysis was the average BMI across the same measurement waves. For the adjusted
model, we used the following covariates: educational attainment (years of education), which
was taken from the Neuropsychological Battery; the total number of dietary intake
measurements; and sex and birth year.
10.1.2 Health and Retirement Study
One dietary intake measurement was available in HRS, which was part of the 2013 Health
Care and Nutrition Study (HCNS). We used the most recent available measures of BMI and
household income (wave 10, 2010). Educational attainment was measured in total years of
schooling.
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10.1.3 UK Biobank
In UKB, we averaged the total and macronutrient intakes across the five measurement
waves (one at the assessment center, and four additional online measurements), corrected
for the day of the week the intake was reported for (Supplementary Information 1.6.2). The
assessment center measurements took place in 2009 and 2010, and the online
measurements took place in 2011 and 2012. The BMI measure was obtained from the
assessment center visit. Educational attainment was measured as total years of schooling.
Household income was self-reported in four categories (coded as dummies in the
regression) at the assessment center visit.
10.1.4 Women’s Health Initiative
For WHI, we averaged the total macronutrient and energy intakes across year 0 through 10,
and used these average intakes in the phenotype construction. The BMI measure was the
average BMI across year 0 through 10. For educational attainment, we used dummies for
the “highest grade finished in school” variable. For household income, we used the most
recent value of family income available (from year 6, year 3, or baseline, where the variables
of year 3 and baseline were re-mapped to the year 6 categories). Additional covariates in the
adjusted model were birth year, the number of dietary intake measurements, the number of
BMI measurements, and dummies for the year from which family income was derived.
10.2 Results
The results are reported in Supplementary Table 9.2 and Figure 3. Here, we shortly
summarize the range in findings for the regression coefficients from the adjusted model. In
all cohorts, we find that all regression coefficients (for each macronutrient, both in the full
and adjusted models) are statistically significant at P< 0.001 and always positive for BMI-FAT
(range: 𝛽𝛽̂𝑎𝑎𝑎𝑎𝑎𝑎 = 0.051 (UKB) – 0.167 (FHS)) and BMI-PROTEIN (range: 𝛽𝛽� 𝑎𝑎𝑎𝑎𝑎𝑎 = 0.082 (UKB) –
0.161 (FHS)) and always negative for BMI-SUGAR (range: 𝛽𝛽̂𝑎𝑎𝑎𝑎𝑎𝑎 = -0.111 (FHS) – -0.054
(WHI)) and BMI-CARBOHYDRATE (range: 𝛽𝛽̂𝑎𝑎𝑎𝑎𝑎𝑎 = -0.144 (FHS) – -0.068 (WHI)).
These results show that higher relative consumption of sugar and carbohydrate diet is
consistently associated with lower BMI, while the opposite holds for relative protein and fat
intake. The only result that is somewhat different here compared to the genetic correlations
is that while FAT was genetically uncorrelated with measures of obesity, it has the strongest
positive phenotypically association with BMI in two out of four cohorts.

For PROTEIN, the estimated coefficient of the phenotypic association with BMI was larger in
the adjusted model across all cohorts, while the other macronutrients sometimes had smaller
coefficients in the adjusted model. Thus, the positive association between protein and BMI is
highly robust and cannot be explained by differences in socioeconomic status among the
study participants.
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CHAPTER 3
GWAS of risk tolerance and risky
behaviors in over one million
individuals identify hundreds of loci
and reveal shared genetic
influences1

Based on Karlsson Linnér*, Biroli*, Kong*,
Meddens*, Wedow*, et al.
Published in Nature Genetics 51, 247-257 (2019)
* These authors contributed equally.
1
All supplementary materials (including figures and tables) can be found in the online version of the
paper at https://www.nature.com/articles/s41588-018-0309-3
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Abstract
Humans vary substantially in their willingness to take risks. In a combined sample of over
one million individuals, we conducted genome-wide association studies (GWAS) of general
risk tolerance, adventurousness, and risky behaviors in the driving, drinking, smoking, and
sexual domains. Across all GWAS we identified hundreds of associated loci, including 99
loci associated with general risk tolerance. We report evidence of substantial shared genetic
influences across general risk tolerance and the risky behaviors: 46 of the 99 general risk
tolerance loci contain a lead SNP for at least one of our other GWAS, and general risk
tolerance is moderately genetically correlated (�𝑟𝑟̂𝑔𝑔 � ~ 0.25 to 0.50) with a range of risky
behaviors. Bioinformatics analyses imply that genes near general-risk-tolerance-associated
SNPs are highly expressed in brain tissues and point to a role for glutamatergic and
GABAergic neurotransmission. We found no evidence of enrichment for genes previously
hypothesized to relate to risk tolerance.
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Introduction
Choices in important domains of life, including health, fertility, finance, employment, and
social relationships, rarely have consequences that can be anticipated perfectly. The degree
of variability in possible outcomes is called risk. Risk tolerance—defined as the willingness to
take risks, typically to obtain some reward—varies substantially across humans and has
been actively studied in the behavioral and social sciences. An individual’s risk tolerance
may vary across domains, but survey-based measures of general risk tolerance (e.g.,
“Would you describe yourself as someone who takes risks?”) have been found to be good
all-around predictors of risky behaviors such as portfolio allocation, occupational choice,
smoking, drinking alcohol, and starting one’s own business1–3.
Twin studies have established that various measures of risk tolerance are moderately
heritable (ℎ2 ~30%, although estimates in the literature vary3–5). Discovery of specific genetic
variants associated with general risk tolerance could provide insights into underlying
biological pathways; advance our understanding of how genetic influences are amplified and
dampened by environmental factors; enable the construction of polygenic scores (indexes of
many genetic variants) that can be used as overall measures of genetic influences on
individuals; and help distinguish genetic variation associated with general versus domainspecific risk tolerance.
Although risk tolerance has been one of the most studied phenotypes in social science
genetics, most claims of positive findings have been based on small-sample candidate gene
studies (Supplementary Table 11.1), whose limitations are now appreciated6. To date, only
two loci associated with risk tolerance have been identified in genome-wide association
studies (GWAS)7,8.
Here, we report results from large-scale GWAS of self-reported general risk tolerance (our
primary phenotype) and six supplementary phenotypes: “adventurousness” (defined as the
self-reported tendency to be adventurous vs. cautious); four risky behaviors: “automobile
speeding propensity” (the tendency to drive faster than the speed limit), “drinks per week”
(the average number of alcoholic drinks consumed per week), “ever smoker” (whether one
has ever been a smoker), and “number of sexual partners” (the lifetime number of sexual
partners); and the first principal component (PC) of these four risky behaviors, which we
interpret as capturing the general tendency to take risks across domains. All seven
phenotypes are coded such that higher phenotype values are associated with higher risk
tolerance or risk taking. Table 1 lists, for each GWAS, the datasets we analyzed and the
GWAS sample sizes.

Results
Association analyses
All seven GWAS were performed in European-ancestry subjects; included controls for the
top 10 (or more) principal components of the genetic relatedness matrix and for sex and birth
year (Supplementary Table 2.2); and followed procedures described in a pre-specified
analysis plan (https://osf.io/cjx9m/) and in Supplementary Information section 2.
In the discovery phase of our GWAS of general risk tolerance (n = 939,908), we conducted a
GWAS using the UK Biobank (UKB, n = 431,126) and then performed a sample-sizeweighted meta-analysis of those results with GWAS results from a sample of research
participants from 23andMe (n = 508,782). The UKB measure of general risk tolerance is
based on the question: “Would you describe yourself as someone who takes risks? Yes /
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No.” The 23andMe measure is based on a question about overall comfort taking risks, with
five response options ranging from “very comfortable” to “very uncomfortable.” The genetic
correlation9 between the UKB and 23andMe cohorts (𝑟𝑟̂𝑔𝑔 = 0.77, SE = 0.02) is smaller than
one but high enough to justify our approach of pooling the two cohorts (see Section 2 in the
Supplementary Note of ref. 10 for a theoretical demonstration of the merits of pooling cohorts
despite moderate heterogeneity of phenotype measures).
The Q-Q plot (Extended Data Fig. 3.2a) from the discovery GWAS exhibits substantial
inflation (λGC = 1.41). According to the estimated intercept from a linkage disequilibrium (LD)
Score regression11, only a small share of this inflation (~5%) in test statistics is due to
confounding biases such as cryptic relatedness and population stratification. To account for
these biases, we inflated GWAS standard errors by the square root of the LD Score
regression intercept12.
We identified 124 approximately independent SNPs (pairwise r2 < 0.1) that attained genomewide significance (P < 5×10–8). These 124 “lead SNPs” are listed in Supplementary Table
3.1 and shown in Fig. 1a. All have coefficients of determination (R2’s) below 0.02%, and the
SNP with the largest per-allele effect is estimated to increase general risk tolerance by
~0.026 standard deviations in our discovery sample (Extended Data Fig. 3.3). To test if the
lead SNPs’ effect sizes are heterogeneous across the 23andMe and UKB cohorts, we
generated an omnibus test statistic by summing Cochran’s Q statistics across all lead SNPs;
consistent with our genetic correlation estimate of less than unity between the two cohorts,
we rejected the null hypothesis of homogeneity (P = 4.32×10–5), which further points to
heterogeneity across the two cohorts. To define genomic loci around the lead SNPs, we took
the physical regions containing all SNPs in LD (pairwise r2 > 0.6) with the lead SNPs and
merged loci within 250 kb of each other; the 124 lead SNPs are located in 99 such loci
(Supplementary Table 3.1). We supplemented those analyses with a conditional and joint
multiple-SNP (COJO) analysis13, which identified 91 genome-wide significant “conditional
associations” (Supplementary Table 3.1).
In the replication phase of our GWAS of general risk tolerance (combined n = 35,445), we
meta-analyzed summary statistics from ten smaller cohorts. Additional details on cohort-level
phenotype measures are provided in Supplementary Table 1.2. The cohorts’ survey
questions differ in terms of their exact wording and number of response categories, but all
questions ask subjects about their overall or general attitudes toward risk. The genetic
correlation9 between the discovery and replication GWAS is 0.83 (SE = 0.13). 123 of the 124
lead SNPs were available or well proxied by an available SNP in the replication GWAS
results. Out of these 123 SNPs, 94 have a concordant sign (P = 1.7×10–9) and 23 are
significant at the 5% level in one-tailed t tests (P = 4.5×10–8) (Extended Data Fig. 5.1). This
empirical replication record closely matches theoretical projections that take into account
sampling variation and the winner’s curse (Supplementary Information section 5).
In the UKB we tested and confirmed that a much higher fraction of males (34%) than
females (19%) described themselves as risk tolerant on the general risk tolerance measure
(t-test P < 1 × 10−100 ; Extended Data Fig. 1.1), consistent with much prior research14,15. We
used bivariate LD Score regression12 to calculate the genetic correlation between GWAS
performed separately in the sample of females and in the sample of males in the UKB. Our
estimate (𝑟𝑟̂𝑔𝑔 = 0.822, SE = 0.033) is high enough to justify our approach of pooling males
and females in our other analyses to maximize statistical power10. Nonetheless, our estimate
is significantly smaller than unity, suggesting that the autosomal genetic factors contributing
to general risk tolerance, while largely similar across sexes, are not identical.
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Our six supplementary GWAS—of adventurousness, the four risky behaviors, and their
principal component (n = 315,894 to 557,923; Supplementary Tables 1.1-1.2)—were
conducted using methods comparable to those in the primary GWAS, except that they had
no replication phases and most involved a single large cohort. Extended Data Fig. 3.2 (c to
h) shows Q-Q plots and Extended Data Fig. 3.1 (a to f) shows Manhattan plots.
Table 1 provides a summary overview of the seven GWAS. We identified a total of 864 “lead
associations”: the sum total of the 124 general-risk-tolerance lead SNPs together with the
740 lead SNPs from the six supplementary GWAS. (These 864 lead associations were
obtained by considering each of our seven phenotypes separately and using the standard
genome-wide significance P value threshold of 5×10–8. If we instead consider the seven
GWAS jointly and use a Bonferroni-corrected P value threshold of 7.1×10−9 (= 5×10−8/7), we
obtain 566 lead associations across the seven GWAS.) Since we did not have the data to
conduct replication analyses of the lead associations from the supplementary GWAS, we
calculated the “maxFDR”16, a theoretical upper bound on the false discovery rate (FDR), for
each GWAS. The maxFDR estimates were low across all GWAS (the highest estimate was
1.22×10−3, for automobile speeding propensity), thus providing reassurance about the
robustness of the lead associations.
Applying our locus definition, we identified a total of 703 “locus associations”: the sum total
of the 99 general-risk-tolerance loci together with the 604 loci from the supplementary
GWAS (Supplementary Information section 3.1). Pooling the loci corresponding to the
703 locus associations, and merging loci within 250 kb from each other, yields 445 distinct
loci. COJO analyses13 identified a sum total of 655 conditional associations across all seven
GWAS. (If we instead consider the seven GWAS jointly and use a Bonferroni-corrected P
value threshold of 7.1×10−9 (= 5×10−8/7), we obtain 464 locus associations and 505
conditional associations across the seven GWAS.) We verified that the results of the COJO
analyses are consistent with those from multiple regressions using individual-level genotypedosage data from the UKB (Supplementary Information section 3.6). Supplementary
Tables 3.1-3.3 report the lead SNPs, the genomic loci, and the results of the COJO
analyses. Table 1 also shows the SNP heritabilities17 of the seven phenotypes, calculated
from the GWAS results; the SNP heritabilities range from ~0.05 (for general risk tolerance)
to ~0.16 (for the first PC of the four risky behaviors).
We note that 212 of the 864 lead associations are located within long-range LD regions18 or
candidate inversions (i.e., genomic regions that are highly prone to inversion polymorphisms;
Supplementary Information section 2.9.2). Of these, only 109 are also conditional
associations, and 46 are in loci that contain no conditional associations, thus indicating that
many lead associations in the long-range LD regions or candidate inversions may tag causal
variants that are also tagged by other lead associations. We discuss some of these regions
in the next section.
Genetic overlap
There is substantial overlap across the results of our GWAS. For example, 46 of the 99
general-risk-tolerance loci contain a lead SNP of at least one of the other GWAS, and 72 of
the 124 general-risk-tolerance lead SNPs are in weak LD (pairwise r2 > 0.1) with a lead SNP
of at least one of the other GWAS (including 45 for adventurousness and 49 for at least one
of the four risky behaviors or their first PC). To empirically assess if this overlap could be
attributed to chance, we conducted resampling exercises under the null hypothesis that the
lead SNPs of our supplementary GWAS are distributed independently of the general-risktolerance loci and lead SNPs. We strongly rejected this null hypothesis (P < 0.0001;
Supplementary Information section 3.3.3).
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Several long-range LD regions, candidate inversions, and LD blocks19 stand out for being
associated both with general risk tolerance and with all or most of the supplementary
phenotypes. We tested whether the signs of the lead SNPs located in these regions tend to
be concordant across our primary and supplementary GWAS. We strongly rejected the null
hypothesis of no concordance (P < 3×10–30; Supplementary Information section 3.2.3),
suggesting that these regions represent shared genetic influences, rather than colocalization
of causal SNPs. Fig. 1b and Extended Data Fig. 3.4 show local Manhattan plots for some
of these long-range LD regions and candidate inversions. The long-range LD region18 on
chromosome 3 (~83.4 to 86.9 Mb) contains lead SNPs from all seven GWAS as well as the
most significant lead SNP from the general-risk-tolerance GWAS, rs993137 (P = 2.14×10–
40), which is located in the gene CADM2. Another long-range LD region, on chromosome 6
(~25.3 to 33.4 Mb), covers the HLA-complex and contains lead SNPs from all GWAS except
drinks per week. Three candidate inversions on chromosomes 7 (~124.6 to 132.7 Mb), 8
(~7.89 to 11.8 Mb), and 18 (~49.1 to 55.5 Mb) contain lead SNPs from six, five, and all
seven of our GWAS, respectively. Finally, four other LD blocks19 that do not overlap known
long-range LD or candidate inversion regions each contain lead SNPs from five of our
GWAS (including general risk tolerance). While many of the lead SNPs in these regions are
not conditional associations, the above results regarding the numbers of GWAS with lead
SNPs in these regions also hold if we only consider the conditional associations instead of
the lead SNPs in those regions. The two long-range LD regions and the three candidate
inversions have previously been found to be associated with numerous phenotypes,
including many cognitive and neuropsychiatric phenotypes20.
To investigate genetic overlap at the genome-wide level, we estimated genetic correlations
with self-reported general risk tolerance using bivariate LD Score regression9. (For this and
all subsequent analyses involving general risk tolerance, we used the summary statistics
from the combined meta-analysis of our discovery and replication GWAS.) The estimated
genetic correlations with our six supplementary phenotypes are all positive, larger than
~0.25, and highly significant (P < 2.3×10–30; Fig. 2), indicating that SNPs associated with
higher general risk tolerance also tend to be associated with riskier behavior. The largest
estimated genetic correlations are with adventurousness (𝑟𝑟̂𝑔𝑔 = 0.83, SE = 0.01), number of
sexual partners (0.52, SE = 0.02), automobile speeding propensity (0.45, SE = 0.02), and
the first PC of the four risky behaviors (0.50, SE = 0.02).
Our estimates of the genetic correlations between general risk tolerance and the
supplementary risky behaviors are substantially higher than the corresponding phenotypic
correlations (Supplementary Tables 1.3 and 7.1). Although measurement error partly
accounts for the low phenotypic correlations, the genetic correlations remain considerably
higher even after adjustment of the phenotypic correlations for measurement error. The
comparatively large genetic correlations support the view that a general factor of risk
tolerance partly accounts for cross-domain correlation in risky behavior21,22 and imply that
this factor is genetically influenced. The lower phenotypic correlations suggest that
environmental factors are more important contributors to domain-specific risky behavior23,24.
To increase the precision of our estimates of the SNPs’ effects on general risk tolerance, we
leveraged the high degree of genetic overlap across our phenotypes by conducting MultiTrait Analysis of GWAS (MTAG)16. We used as inputs the summary statistics of our GWAS
of general risk tolerance, of our first five supplementary GWAS (i.e., not including the first PC
of the four risky behaviors), and of a previously published GWAS on lifetime cannabis use25
(Supplementary Information section 9). MTAG increased the number of general-risktolerance lead SNPs from 124 to 312 (Extended Data Fig. 9.1, Supplementary Table 9.1).
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We also estimated genetic correlations between general risk tolerance and 28 additional
phenotypes (Fig. 2 and in Supplementary Table 7.1). These included phenotypes for which
we could obtain summary statistics from previous GWAS, as well as five phenotypes for
which we conducted new GWAS. The estimated genetic correlations for the personality traits
extraversion (𝑟𝑟̂𝑔𝑔 = 0.51, SE = 0.03), neuroticism (–0.42, SE = 0.04), and openness to
experience (0.33, SE = 0.03) are significantly distinguishable from zero after Bonferroni
correction and are substantially larger in magnitude than previously reported phenotypic
correlations26, pointing to shared genetic influences among general risk tolerance and these
traits. After Bonferroni correction, we also found significant positive genetic correlations with
the neuropsychiatric phenotypes ADHD, bipolar disorder, and schizophrenia. Viewed in light
of the genetic correlations we found with some supplementary phenotypes and additional
risky behaviors classified as externalizing (e.g., substance use, elevated sexual behavior,
and fast driving), these results suggest the hypothesis that the overlap with the
neuropsychiatric phenotypes is driven by their externalizing component27.
Polygenic prediction
We constructed polygenic scores of general risk tolerance to gauge their potential
usefulness in empirical research (Supplementary Information section 10). We used the
Add Health, HRS, NTR, STR, UKB-siblings, and Zurich cohorts as validation cohorts
(Supplementary Table 1.1 provides an overview of these cohorts; the UKB-siblings cohort
comprised individuals with at least one full sibling in the UKB). For each validation cohort, we
constructed the score using summary statistics from a meta-analysis of our discovery and
replication GWAS that excluded the cohort (for the UKB-siblings cohort, we reran our UKB
GWAS after excluding individuals from that cohort). Our measure of predictive power is the
incremental R2 (or pseudo-R2) from adding the score to a regression of the phenotype on
controls for sex, birth year, and the top ten principal components of the genetic relatedness
matrix.
Our preferred score was constructed with LDpred28. Our largest validation cohort (𝑛𝑛 ~
35,000) is the UKB-siblings cohort (which is independent of our UKB discovery cohort, which
omitted the siblings). In that validation cohort, the score’s predictive power is 1.6% for
general risk tolerance, 1.0% for the first PC of the four risky behaviors, 0.8% for number of
sexual partners, 0.6% for automobile speeding propensity, and ~0.15% for drinks per week
and ever smoker. Across our validation cohorts, in which other phenotypes are measured,
the score is also predictive of several personality phenotypes and a suite of real-world
measures of risky behaviors in the health, financial, career, and other domains (Extended
Data Figs. 10.1-10.2 and Supplementary Tables 10.1-10.3). The incremental R2 we
observe for general risk tolerance is consistent with our theoretical prediction, given the
GWAS sample sizes, the SNP heritability of general risk tolerance (Table 1), and the
imperfect genetic correlations across the GWAS and validation cohorts29,30 (Supplementary
Information section 10.4).
Biological annotation
To gain insights into the biological mechanisms through which genetic variation influences
general risk tolerance, we conducted a number of bioinformatics analyses using the results
of the combined meta-analysis of our discovery and replication GWAS of general risk
tolerance.
First, we systematically reviewed the literature that aimed to link risk tolerance to biological
pathways (Supplementary Information section 11). Our review covered studies based on
candidate genes (i.e., specific genetic variants used as proxies for biological pathways),
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pharmacological manipulations, biochemical assays, genetic manipulations in rodents, as
well as other research designs. Our review identified 132 articles that matched our search
criteria (Supplementary Table 11.1). This previous work has focused on five main biological
pathways: the steroid hormone cortisol, the monoamines dopamine and serotonin, and the
steroid sex hormones estrogen and testosterone. Using a MAGMA31 competitive gene-set
analysis, we found no evidence that SNPs within genes associated with these five pathways
tend to be more associated with general risk tolerance than SNPs in other genes
(Supplementary Table 11.3). Furthermore, none of the other bioinformatics analyses we
report below point to these pathways.
We also examined the 15 most commonly tested autosomal genes within the dopamine and
serotonin pathways, which were the focus of most of the 34 candidate-gene studies
identified by our literature review. We verified that the SNPs available in our GWAS results
tag most of the genetic variants typically used to test the 15 genes. Across one SNP-based
test and two gene-based tests, we found no evidence of non-negligible associations
between those genes and general risk tolerance (Fig. 1c and Supplementary Table 11.4).
(We note, however, that some brain regions identified in analyses we report below are areas
where dopamine and serotonin play important roles.)
Second, we performed a MAGMA31 gene analysis to test each of ~18,000 protein-coding
genes for association with general risk tolerance (Supplementary Information section
12.2). After Bonferroni correction, 285 genes were significant (Extended Data Fig. 12.1 and
Supplementary Table 12.3). To gain insight into the functions and expression patterns of
these 285 genes, we looked them up in the Gene Network32 co-expression database.
Third, to identify relevant biological pathways and identify tissues in which genes near
general-risk-tolerance-associated SNPs are expressed, we applied the software tool
DEPICT33 to the SNPs with P values less than 10–5 in our GWAS of general risk tolerance
(Supplementary Information section 12.4).
Both the Gene Network and the DEPICT analyses separately point to a role for glutamate
and GABA neurotransmitters, which are the main excitatory and inhibitory neurotransmitters
in the brain, respectively34 (Fig. 3a and Supplementary Tables 12.4 and 12.8). To our
knowledge, no published large-scale GWAS of cognition, personality, or neuropsychiatric
phenotypes has pointed to clear roles both for glutamate and GABA (although glutamatergic
neurotransmission has been implicated in recent GWAS of schizophrenia35 and major
depression36). Our results suggest that the balance between excitatory and inhibitory
neurotransmission may contribute to variation in general risk tolerance across individuals.
The Gene Network and the DEPICT tissue enrichment analyses also both separately point
to enrichment of the prefrontal cortex and the basal ganglia (Fig. 3b and Supplementary
Tables 12.4, 12.6, and 12.7). The cortical and subcortical regions highlighted by DEPICT
include some of the major components of the cortical-basal ganglia circuit, which is known
as the reward system in human and non-human primates and is critically involved in
learning, motivation, and decision-making, notably under risk and uncertainty37,38. We
caution, however, that our results do not point exclusively to the reward system.
Lastly, we used stratified LD Score regression39 to test for the enrichment of SNPs
associated with histone marks in 10 tissue or cell types (Supplementary Information
section 12.1). Central nervous system tissues are the most enriched, accounting for 44%
(SE = 3%) of the heritability while comprising only 15% of the SNPs (Extended Data Fig.
12.3a and Supplementary Table 12.2). Immune/hematopoietic tissues are also significantly
enriched. While a role for the immune system in modulating risk tolerance is plausible given
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prior evidence of its involvement in several neuropsychiatric disorders35,36, future work is
needed to confirm this result and to uncover specific pathways that might be involved.

Discussion
Our results provide insights into biological mechanisms that influence general risk tolerance.
Our bioinformatics analyses point to the role of gene expression in brain regions that have
been identified by neuroscientific studies on decision-making, notably the prefrontal cortex,
basal ganglia, and midbrain, thereby providing convergent evidence with that from
neuroscience37,38. Yet our analyses failed to find evidence for the main biological pathways
that had been previously hypothesized to influence risk tolerance. Instead, our analyses
implicate genes involved in glutamatergic and GABAergic neurotransmission, which were
heretofore not generally believed to play a noteworthy role in risk tolerance.
Although our focus has been on the genetics of general risk tolerance and risky behaviors,
environmental and demographic factors account for a substantial share of these phenotypes’
variation. We observe sizeable effects of sex and age on general risk tolerance in the UKB
data (Extended Data Fig. 1.1), and life experiences have been shown to affect both
measured risk tolerance and risky behaviors (e.g., refs. 40,41). The GWAS results we have
generated will allow researchers to construct and use polygenic scores of general risk
tolerance to measure how environmental, demographic, and genetic factors interact with one
another.
For the behavioral sciences, our results bear on an ongoing debate about the extent to
which risk tolerance is a “domain-general” as opposed to a “domain-specific” trait. Low
phenotypic correlations in risk tolerance across decision-making domains have been
interpreted as supporting the domain-specific view23,24. Across the risky behaviors we study,
we found that the genetic correlations were considerably higher than the phenotypic
correlations (even after the latter are corrected for measurement error) and that many lead
SNPs are shared across our phenotypes. These observations suggest that the low
phenotypic correlations across domains are due to environmental factors that dilute the
effects of a genetically-influenced domain-general factor of risk tolerance.

References
1.
2.
3.
4.
5.
6.
7.
8.

Dohmen, T. et al. Individual risk attitudes: Measurement, determinants, and
behavioral consequences. J. Eur. Econ. Assoc. 9, 522–550 (2011).
Falk, A., Dohmen, T., Falk, A. & Huffman, D. The nature and predictive power of
preferences: Global evidence. IZA Discuss. Pap. (2015). at
<http://sticerd.lse.ac.uk/seminarpapers/psyc10112015.pdf>
Beauchamp, J. P., Cesarini, D. & Johannesson, M. The psychometric and empirical
properties of measures of risk preferences. J. Risk Uncertain. 54, 203–237 (2017).
Cesarini, D., Dawes, C. T., Johannesson, M., Lichtenstein, P. & Wallace, B. Genetic
variation in preferences for giving and risk taking. Q. J. Econ. 124, 809–842 (2009).
Harden, K. P. et al. Beyond dual systems: A genetically-informed, latent factor model
of behavioral and self-report measures related to adolescent risk-taking. Dev. Cogn.
Neurosci. 25, 221–234 (2017).
Hewitt, J. K. Editorial policy on candidate gene association and candidate gene-byenvironment interaction studies of complex traits. Behav. Genet. 42, 1–2 (2012).
Day, F. R. et al. Physical and neurobehavioral determinants of reproductive onset and
success. Nat. Genet. 48, 617–623 (2016).
Strawbridge, R. J. et al. Genome-wide analysis of self-reported risk-taking behaviour
and cross-disorder genetic correlations in the UK Biobank cohort. Transl. Psychiatry

95

9.
10.
11.
12.
13.
14.
15.
16.
17.
18.
19.
20.
21.
22.
23.
24.
25.
26.
27.
28.
29.
30.

96

8, 1–11 (2018).
Bulik-Sullivan, B. K. et al. An atlas of genetic correlations across human diseases and
traits. Nat. Genet. 47, 1236–1241 (2015).
Okbay, A. et al. Genetic variants associated with subjective well-being, depressive
symptoms, and neuroticism identified through genome-wide analyses. Nat. Genet. 48,
624–633 (2016).
Bulik-Sullivan, B. K. et al. LD Score regression distinguishes confounding from
polygenicity in genome-wide association studies. Nat. Genet. 47, 291–295 (2015).
Bulik-Sullivan, B. K. et al. LD Score regression distinguishes confounding from
polygenicity in genome-wide association studies. Nat. Genet. 47, 291–295 (2015).
Yang, J. et al. Conditional and joint multiple-SNP analysis of GWAS summary
statistics identifies additional variants influencing complex traits. Nat. Genet. 44, 369–
375 (2012).
Byrnes, J. P., Miller, D. C. & Schafer, W. D. Gender differences in risk taking: a metaanalysis. Psychol. Bull. 125, 367–383 (1999).
Croson, R. & Gneezy, U. Gender Differences in Preferences. J. Econ. Lit. 47, 448–
474 (2009).
Turley, P. et al. Multi-trait analysis of genome-wide association summary statistics
using MTAG. Nat. Genet. 50, 229–237 (2018).
Shi, H., Kichaev, G. & Pasaniuc, B. Contrasting the genetic architecture of 30
complex traits from summary association data. bioRxiv 99, 1–28 (2016).
Price, A. L. et al. Long-range LD can confound genome scans in admixed
populations. Am. J. Hum. Genet. 83, 132–139 (2008).
Berisa, T. & Pickrell, J. K. Approximately independent linkage disequilibrium blocks in
human populations. Bioinformatics 32, 283–285 (2016).
Welter, D. et al. The NHGRI GWAS Catalog, a curated resource of SNP-trait
associations. Nucleic Acids Res. 42, D1001-1006 (2014).
Einav, B. L., Finkelstein, A., Pascu, I. & Cullen, M. R. How general are risk
preferences? Choices under uncertainty in different domains. Am. Econ. Rev. 102,
2606–2638 (2016).
Frey, R., Pedroni, A., Mata, R., Rieskamp, J. & Hertwig, R. Risk preference shares
the psychometric structure of major psychological traits. Sci. Adv. 3, e1701381
(2017).
Weber, E. U., Blais, A. E. & Betz, N. E. A domain-specific risk-attitude scale:
Measuring risk perceptions and risk behaviors. J. Behav. Decis. Mak. J. Behav. Dec.
Mak. 15, 263–290 (2002).
Hanoch, Y., Johnson, J. G. & Wilke, A. Domain specificity in experimental measures
and participant recruitment: an application to risk-taking behavior. Psychol. Sci. 17,
300–304 (2006).
Stringer, S. et al. Genome-wide association study of lifetime cannabis use based on a
large meta-analytic sample of 32 330 subjects from the International Cannabis
Consortium. Transl. Psychiatry 6, e769 (2016).
Becker, A., Deckers, T., Dohmen, T., Falk, A. & Kosse, F. The relationship between
economic preferences and psychological personality measures. Annu. Rev. Econom.
4, 453–478 (2012).
Krueger, R. F. et al. Etiologic connections among substance dependence, antisocial
behavior and personality: Modeling the externalizing spectrum. J. Abnorm. Psychol.
111, 411–424 (2002).
Vilhjálmsson, B. J. et al. Modeling linkage disequilibrium increases accuracy of
polygenic risk scores. Am. J. Hum. Genet. 97, 576–592 (2015).
Daetwyler, H. D., Villanueva, B. & Woolliams, J. A. Accuracy of predicting the genetic
risk of disease using a genome-wide approach. PLoS One 3, e3395 (2008).
de Vlaming, R. et al. Meta-GWAS Accuracy and Power (MetaGAP) calculator shows
that hiding heritability is partially due to imperfect genetic correlations across studies.
PLoS Genet. 13, e1006495 (2017).

31.
32.
33.
34.
35.
36.
37.
38.
39.
40.
41.
42.
43.
44.
45.
46.
47.
48.
49.
50.
51.
52.
53.
54.
55.
56.

de Leeuw, C. A., Mooij, J. M., Heskes, T. & Posthuma, D. MAGMA: Generalized
gene-set analysis of GWAS data. PLoS Comput. Biol. 11, 1–19 (2015).
Fehrmann, R. S. N. et al. Gene expression analysis identifies global gene dosage
sensitivity in cancer. Nat. Genet. 47, 115–125 (2015).
Pers, T. H. et al. Biological interpretation of genome-wide association studies using
predicted gene functions. Nat. Commun. 6, 5890 (2015).
Petroff, O. A. C. GABA and glutamate in the human brain. Neurosci. 8, 562–573
(2002).
Ripke, S. et al. Biological insights from 108 schizophrenia-associated genetic loci.
Nature 511, 421–427 (2014).
Wray, N. R. et al. Genome-wide association analyses identify 44 risk variants and
refine the genetic architecture of major depression. bioRxiv (2017).
doi:https://doi.org/10.1101/167577
Haber, S. N. & Knutson, B. The reward circuit: linking primate anatomy and human
imaging. Neuropsychopharmacology 35, 4–26 (2010).
Tobler, P. N. & Weber, E. U. in Neuroeconomics 149–172 (Elsevier, 2014).
doi:10.1016/B978-0-12-416008-8.00009-7
Finucane, H. K. et al. Partitioning heritability by functional annotation using genomewide association summary statistics. Nat. Genet. 47, 1228–1235 (2015).
Sahm, C. R. How much does risk tolerance change? Q. J. Financ. 2, 1250020 (2012).
Malmendier, U. & Nagel, S. Depression babies: Do macroeconomic experiences
affect risk taking? Q. J. Econ. 126, 373–416 (2011).
Frey, B. J. & Dueck, D. Clustering by passing messages between data points.
Science (80-. ). 315, (2007).
Furberg, H. et al. Genome-wide meta-analyses identify multiple loci associated with
smoking behavior. Nat. Genet. 42, 441–447 (2010).
Winkler, T. W. et al. Quality control and conduct of genome-wide association metaanalyses. Nat. Protoc. 9, 1192–212 (2014).
Ripke, S. et al. Biological insights from 108 schizophrenia-associated genetic loci.
Nature 511, 421–427 (2014).
Cochran, W. G. The Combination of Estimates from Different Experiments. Biometrics
10, 101–129 (1954).
Okbay, A. et al. Genome-wide association study identifies 74 loci associated with
educational attainment. Nature 533, 539–542 (2016).
Shi, H., Kichaev, G. & Pasaniuc, B. Contrasting the genetic architecture of 30
complex traits from summary association data. Am. J. Hum. Genet. 99, 139–153
(2016).
Yang, J., Lee, S. H., Goddard, M. E. & Visscher, P. M. GCTA: a tool for genome-wide
complex trait analysis. Am. J. Hum. Genet. 88, 76–82 (2011).
Finucane, H. K. et al. Partitioning heritability by functional category using GWAS
summary statistics. Nat. Genet. 47, 1228–1235 (2015).
Howie, B. N., Donnelly, P. & Marchini, J. L. A flexible and accurate genotype
imputation method for the next generation of genome-wide association studies. PLoS
Genet. 5, e1000529 (2009).
Loh, P.-R. et al. Efficient Bayesian mixed-model analysis increases association power
in large cohorts. Nat. Genet. 47, 284–290 (2015).
Dudbridge, F. Power and predictive accuracy of polygenic risk scores. PLoS Genet. 9,
e1003348 (2013).
Purcell, S. M. et al. Common polygenic variation contributes to risk of schizophrenia
and bipolar disorder. Nature 460, 748–752 (2009).
Buchanan, C. C., Torstenson, E. S., Bush, W. S. & Ritchie, M. D. A comparison of
cataloged variation between International HapMap Consortium and 1000 Genomes
Project data. J. Am. Med. Informatics Assoc. 19, 289–294 (2012).
Vilhjálmsson, B. J. et al. Modeling Linkage Disequilibrium Increases Accuracy of
Polygenic Risk Scores. Am. J. Hum. Genet. 97, 576–592 (2015).
97

57.
58.
59.
60.
61.
62.
63.
64.

65.
66.
67.
68.
69.
70.
71.
72.
73.
74.
75.
76.
77.
78.
79.
80.
81.
82.
98

Subramanian, A. et al. Gene set enrichment analysis: a knowledge-based approach
for interpreting genome-wide expression profiles. Proc. Natl. Acad. Sci. U. S. A. 102,
15545–50 (2005).
Hawrylycz, M. et al. Canonical genetic signatures of the adult human brain. Nat.
Neurosci. 18, 1832–1844 (2015).
Westfall, P. H. & Young, S. S. Resampling-Based Multiple Testing: Examples and
Methods for p-Value Adjustment. (Wiley, 1993).
Brown, M. A method for combining non-independent, one-sided tests of significance.
Biometrics 31, 987–992 (1975).
Lonsdale, J. et al. The Genotype-Tissue Expression (GTEx) project. Nat. Genet. 45,
580–5 (2013).
Zhu, Z. et al. Integration of summary data from GWAS and eQTL studies predicts
complex trait gene targets. Nat. Genet. 48, 481–7 (2016).
Demontis, D. et al. Discovery of the first genome-wide significant risk loci for ADHD.
bioRxiv (2017). doi:10.1101/145581
The Autism Spectrum Disorders Working Group of The Psychiatric Genomics
Consortium. Meta-analysis of GWAS of over 16,000 individuals with autism spectrum
disorder highlights a novel locus at 10q24.32 and a significant overlap with
schizophrenia. Mol. Autism 8, 21 (2017).
Pickrell, J. K. et al. Detection and interpretation of shared genetic influences on 40
human traits. Nat. Genet. 48, 709–718 (2015).
Altshuler, D. M., Gibbs, R. A. & Peltonen, L. Integrating common and rare genetic
variation in diverse human populations. Nature 467, 52–58 (2010).
Auton, A. et al. A global reference for human genetic variation. Nature 526, 68–74
(2015).
Barski, A. et al. High-Resolution Profiling of Histone Methylations in the Human
Genome. Cell 129, 823–837 (2007).
Consortium, R. E. et al. Integrative analysis of 111 reference human epigenomes.
Nature 518, 317–330 (2015).
Zhou, V. W., Goren, A. & Bernstein, B. E. Charting histone modifications and the
functional organization of mammalian genomes. Nat. Rev. Genet. 12, 7–18 (2011).
Wood, A. R. et al. Defining the role of common variation in the genomic and biological
architecture of adult human height. Nat. Genet. 46, 1173–1186 (2014).
Lindblad-Toh, K. et al. A high-resolution map of human evolutionary constraint using
29 mammals. Nature 478, 476–482 (2011).
Raychaudhuri, S. Mapping rare and common causal alleles for complex human
diseases. Cell 147, 57–69 (2011).
Trynka, G. et al. Chromatin marks identify critical cell types for fine mapping complex
trait variants. Nat. Genet. 45, 124–130 (2013).
Kandasamy, N. et al. Cortisol shifts financial risk preferences. Proc. Natl. Acad. Sci.
U. S. A. 111, 3608–13 (2014).
Cueva, C. et al. Cortisol and testosterone increase financial risk taking and may
destabilize markets. Sci. Rep. 5, 11206 (2015).
Mehta, P. H., Welker, K. M., Zilioli, S. & Carré, J. M. Testosterone and cortisol jointly
modulate risk-taking. Psychoneuroendocrinology 56, 88–99 (2015).
Sekar, A. et al. Schizophrenia risk from complex variation of complement component
4. Nature 530, 177–183 (2016).
Network and Pathway Analysis Subgroup of the Psychiatric Genomics Consortium.
Psychiatric genome-wide association study analyses implicate neuronal, immune and
histone pathways. Nat. Neurosci. 18, 199–209 (2015).
The Gene Ontology Consortium. Gene ontology: Tool for the identification of biology.
Nat. Genet. 25, 25–29 (2000).
Croft, D. et al. Reactome: A database of reactions, pathways and biological
processes. Nucleic Acids Res. 39, 691–697 (2011).
Fabregat, A. et al. The Reactome pathway Knowledgebase. Nucleic Acids Res. 44,

83.
84.
85.
86.
87.
88.
89.
90.
91.
92.
93.
94.
95.
96.
97.
98.
99.
100.
101.
102.
103.
104.
105.
106.
107.
108.

D481–D487 (2016).
Kanehisa, M., Goto, S., Sato, Y., Furumichi, M. & Tanabe, M. KEGG for integration
and interpretation of large-scale molecular data sets. Nucleic Acids Res. 40, 109–114
(2012).
Purves, D. et al. Neuroscience. (Sinauer Associates, Inc., 2008).
Lenroot, R. K. & Giedd, J. N. Brain development in children and adolescents: Insights
from anatomical magnetic resonance imaging. Neurosci. Biobehav. Rev. 30, 718–729
(2006).
Gamazon, E. R. et al. A gene-based association method for mapping traits using
reference transcriptome data. Nat. Genet. 47, 1091–1098 (2015).
Gusev, A. et al. Integrative approaches for large-scale transcriptome-wide association
studies. Nat. Genet. 48, 245–52 (2016).
Smemo, S. et al. Obesity-associated variants within FTO form long-range functional
connections with IRX3. Nature 507, 371–5 (2014).
Tadeu, A. M. B. et al. CENP-V is required for centromere organization, chromosome
alignment and cytokinesis. EMBO J. 27, 2510–2522 (2008).
Honda, Z., Suzuki, T. & Honda, H. Identification of CENP-V as a novel microtubuleassociating molecule that activates Src family kinases through SH3 domain
interaction. Genes to Cells 14, 1383–1394 (2009).
Vermeulen, S. J. et al. The αE-catenin gene (CTNNA1) acts as an invasionsuppressor gene in human colon cancer cells. Oncogene 18, 905–915 (1999).
Saksens, N. T. M. et al. Mutations in CTNNA1 cause butterfly-shaped pigment
dystrophy and perturbed retinal pigment epithelium integrity. Nat. Genet. 48, 144–151
(2015).
Öngür, D., Ferry, A. T. & Price, J. L. Architectonic subdivision of the human orbital
and medial prefrontal cortex. J. Comp. Neurol. 460, 425–449 (2003).
Wise, S. P. Forward Frontal Fields: Phylogeny and Fundamental Function. Trends
Neurosci. 31, 599–608 (2008).
Miller, E. K. & Cohen, J. D. An integrative theory of prefrontal cortex function. Annu.
Rev. Neurosci. 24, 167–202 (2001).
Petrides, M. Frontal lobes and behaviour. Curr. Opin. Neurobiol. 4, 207–211 (1994).
Paus, T. Primate anterior cingulate cortex: Where motor control, drive and cognition
interface. Nat. Rev. Neurosci. 2, 417–424 (2001).
Botvinick, M. M., Cohen, J. D. & Carter, C. S. Conflict monitoring and anterior
cingulate cortex: An update. Trends in Cognitive Sciences 8, 539–546 (2004).
Heilbronner, S. R. & Hayden, B. Y. Dorsal Anterior Cingulate Cortex: A Bottom-Up
View. Annu. Rev. Neurosci. 39, 149–170 (2016).
Parent, A. & Hazrati, L. N. Functional anatomy of the basal ganglia. Rev. Neurol. 25
Suppl 2, S121–S128 (1997).
Baxter, M. G. & Murray, E. A. The amygdala and reward. Nat. Rev. Neurosci. 3, 563–
573 (2002).
Ikemoto, S., Yang, C. & Tan, A. Basal ganglia circuit loops, dopamine and motivation:
A review and enquiry. Behavioural Brain Research 290, 17–31 (2015).
Nelson, A. B. & Kreitzer, A. C. Reassessing Models of Basal Ganglia Function and
Dysfunction. Annu. Rev. Neurosci. 37, 117–135 (2014).
Hikosaka, O., Kim, H. F., Yasuda, M. & Yamamoto, S. Basal Ganglia Circuits for
Reward Value–Guided Behavior. Annu. Rev. Neurosci. 37, 289–306 (2014).
de Wit, J., Hong, W., Luo, L. & Ghosh, A. Role of Leucine-Rich Repeat Proteins in the
Development and Function of Neural Circuits. Annu. Rev. Cell Dev. Biol. 27, 697–729
(2011).
de Wit, J. & Ghosh, A. Specification of synaptic connectivity by cell surface
interactions. Nat. Rev. Neurosci. 17, 4–4 (2015).
Lefebvre, J. L., Sanes, J. R. & Kay, J. N. Development of Dendritic Form and
Function. Annu. Rev. Cell Dev. Biol. 31, 741–777 (2015).
Sigel, E. & Steinmann, M. E. Structure, Function, and Modulation of GABA A
99

Receptors. J. Biol. Chem. 287, 40224–40231 (2012).
109. Tyagarajan, S. K. & Fritschy, J.-M. Gephyrin: a master regulator of neuronal function?
Nat. Rev. Neurosci. 15, 141–56 (2014).
110. Ariani, F. et al. FOXG1 is responsible for the congenital variant of Rett syndrome. Am.
J. Hum. Genet. 83, 89–93 (2008).
111. Stessman, H. A. F. et al. Targeted sequencing identifies 91 neurodevelopmentaldisorder risk genes with autism and developmental-disability biases. Nat. Genet. 49,
515–526 (2017).
112. Fowler, K. D. et al. Leveraging existing data sets to generate new insights into
Alzheimer’s disease biology in specific patient subsets. Sci. Rep. 5, 14324 (2015).
113. Salih, D. A. M. et al. FoxO6 regulates memory consolidation and synaptic function.
Genes Dev. 26, 2780–2801 (2012).
114. de Leeuw, C. A., Neale, B. M., Heskes, T. & Posthuma, D. The statistical properties of
gene-set analysis. Nat. Rev. Genet. 17, 353–364 (2016).
115. Ward, L. D. & Kellis, M. HaploReg: a resource for exploring chromatin states,
conservation, and regulatory motif alterations within sets of genetically linked variants.
Nucleic Acids Res. 40, D930-4 (2012).
116. Sherry, S. T. et al. dbSNP: the NCBI database of genetic variation. Nucleic Acids Res.
29, 308–11 (2001).
117. Hyman, S. L., Shores, A. & North, K. N. The nature and frequency of cognitive deficits
in children with neurofibromatosis type 1. Neurology 65, 1037–44 (2005).
118. Ardlie, K. G. et al. The Genotype-Tissue Expression (GTEx) pilot analysis: Multitissue
gene regulation in humans. Science (80-. ). 348, 648–660 (2015).
119. McKenzie, M., Henders, A. K., Caracella, A., Wray, N. R. & Powell, J. E. Overlap of
expression quantitative trait loci (eQTL) in human brain and blood. BMC Med.
Genomics 7, 31 (2014).
120. Sullivan, P. F., Fan, C. & Perou, C. M. Evaluating the comparability of gene
expression in blood and brain. Am. J. Med. Genet. B. Neuropsychiatr. Genet. 141B,
261–268 (2006).
121. Bauer, M., Goetz, T., Glenn, T. & Whybrow, P. C. The thyroid-brain interaction in
thyroid disorders and mood disorders. J. Neuroendocrinol. 20, 1101–1114 (2008).
122. Bégin, M. E., Langlois, M. F., Lorrain, D. & Cunnane, S. C. Thyroid function and
cognition during aging. Curr. Gerontol. Geriatr. Res. 2008, 1–11 (2008).
123. Casey, B. J., Jones, R. M. & Hare, T. A. The adolescent brain. Ann. N. Y. Acad. Sci.
1124, 111–26 (2008).
124. Bunge, S. A., Dudukovic, N. M., Thomason, M. E., Vaidya, C. J. & Gabrieli, J. D. E.
Immature frontal lobe contributions to cognitive control in children: evidence from
fMRI. Neuron 33, 301–11 (2002).
125. Zhou, X. et al. Behavioral response inhibition and maturation of goal representation in
prefrontal cortex after puberty. Proc. Natl. Acad. Sci. United States Am. 113, 3353–
3358 (2016).
126. Schultz, W. Getting formal with dopamine and reward. Neuron 36, 241–263 (2002).
127. Purcell, S. M. et al. A polygenic burden of rare disruptive mutations in schizophrenia.
Nature 506, 185–190 (2014).
128. Fromer, M. et al. De novo mutations in schizophrenia implicate synaptic networks.
Nature 506, 179–184 (2014).
129. Holmes, G. L. Role of glutamate and GABA in the pathophysiology of epilepsy. Ment.
Retard. Dev. Disabil. Res. Rev. 1, 208–219 (1995).
130. Anney, R. J. L. et al. Genetic determinants of common epilepsies: A meta-analysis of
genome-wide association studies. Lancet Neurol. 13, 893–903 (2014).
131. Andersson, R. et al. An atlas of active enhancers across human cell types and
tissues. Nature 507, 455–461 (2014).
132. Schaller, M. & Park, J. H. The Behavioral Immune System (and Why It Matters). Curr.
Dir. Psychol. Sci. 20, 99–103 (2011).
133. Schaller, M. The behavioural immune system and the psychology of human sociality.
100

Philos. Trans. R. Soc. Lond. B. Biol. Sci. 366, 3418–26 (2011).
134. Biederer, T. et al. SynCAM, a synaptic adhesion molecule that drives synapse
assembly. Science (80-. ). 297, 1525–31 (2002).
135. Robbins, E. M. et al. SynCAM 1 Adhesion Dynamically Regulates Synapse Number
and Impacts Plasticity and Learning. Neuron 68, 894–906 (2010).
136. Fujita, E. et al. Autism spectrum disorder is related to endoplasmic reticulum stress
induced by mutations in the synaptic cell adhesion molecule, CADM1. Cell Death Dis.
1, e47–e47 (2010).
137. Fujiwara, T. & Kawachi, I. Social Capital and Health. A Study of Adult Twins in the
U.S. Am. J. Prev. Med. 35, 139–144 (2008).
138. Huang, M. et al. Generation of a monoclonal antibody specific to a new candidate
tumor suppressor, cell adhesion molecule 2. Tumor Biol. 35, 7415–7422 (2014).

101

Figures and tables
a

b

c

Figure 1 | Manhattan plots. In all panels, the x-axis is chromosomal position; the y-axis is
the GWAS P value on a −log10 scale; the horizontal dashed line marks the threshold for
genome-wide significance (P = 5×10−8); and each approximately independent (pairwise r2 <
0.1) genome-wide significant association (“lead SNP”) is marked by a “×”. a, Manhattan plots
for the discovery GWAS of general risk tolerance. b, Local Manhattan plots of a long-range
LD region on chromosome 3 and a candidate inversion on chromosome 18 that contain lead
SNPs for all seven of our GWAS. The gray background marks the locations of long-range LD
or candidate inversion regions. Each lead SNP that is also a conditional association is marked
by a “⊗”. c, Local Manhattan plots of the areas around the 15 most commonly tested candidate
genes in the prior literature on the genetics of risk tolerance. Each local plot shows all SNPs
within 500 kb of the gene’s borders that are in weak LD (𝑟𝑟 2 > 0.1) with a SNP in the gene.
The 15 plots are concatenated and shown together in the panel, divided by the black vertical
lines. The 15 genes are not particularly strongly associated with general risk tolerance or the
risky behaviors, as can be seen by comparing the results within each row across panels b and
c (the three rows correspond to the GWAS of general risk tolerance, adventurousness, and
the first PC of the four risky behaviors).
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Figure 2 | Genetic correlations with general risk tolerance. The genetic correlations were
estimated using bivariate LD Score (LDSC) regression9. Error bars show 95% confidence
intervals. For the supplementary phenotypes and the additional risky behaviors, green bars
represent significant estimates with the expected signs, where higher risk tolerance is
associated with riskier behavior. For the other phenotypes, blue bars represent significant
estimates. Light green and light blue bars represent genetic correlations that are statistically
significant at the 5% level, and dark green and dark blue bars represent correlations that are
statistically significant after Bonferroni correction for 35 tests (the total number of phenotypes
tested). Grey bars represent correlations that are not statistically significant at the 5% level.
The two dotted vertical lines indicate genetic correlations of –0.5 and 0.5, respectively.
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a

b

Figure 3 | Results from selected biological analyses. a, DEPICT gene-set enrichment
diagram. We identified 93 reconstituted gene sets that are significantly enriched (FDR < 0.01)
for genes overlapping DEPICT-defined loci associated with general risk tolerance; using the
Affinity Propagation method42, these were grouped into the 13 clusters displayed in the graph.
Each cluster was named after its exemplary gene set, as chosen by the Affinity Propagation
tool, and each cluster’s color represents the permutation P value of its most significant gene
set. The “synapse part” cluster includes the gene set “glutamate receptor activity,” and several
members of the “GABAA receptor activation” cluster are defined by gamma-aminobutyric acid
signaling. Overlap between the named representatives of two clusters is represented by an
edge. Edge width represents the Pearson correlation ρ between the two respective vectors of
gene membership scores (ρ < 0.3, no edge; 0.3 ≤ ρ < 0.5, thin edge; 0.5 ≤ ρ < 0.7, intermediate
edge; ρ ≥ 0.7, thick edge). b, Results of DEPICT tissue enrichment analysis using GTEx data.
The panel shows whether the genes overlapping DEPICT-defined loci associated with general
risk tolerance are significantly overexpressed (relative to genes in random sets of loci matched
by gene density) in various tissues. Tissues are grouped by organ or tissue type. The orange
bars correspond to tissues with significant overexpression (FDR < 0.01). The y-axis is the
significance on a −log10 scale.
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Online Methods
This article is accompanied by a Supplementary Information document with further
details.
Phenotype definitions, GWAS, quality control, and meta-analysis
For our discovery GWAS of general risk tolerance (n = 939,908), we performed a samplesize-weighted meta-analysis of results from the UK Biobank (UKB, n = 431,126) and a
sample of research participants from 23andMe (n = 508,782). For our replication GWAS of
general risk tolerance (combined n = 35,445), we performed a sample-size-weighted metaanalysis of results from ten smaller cohorts from seven studies: Army STARRS, BASE-II,
NFBC 1966, RSIII, STR, UKHLS, and VIKING. The exact measures for the general risk
tolerance phenotype vary across cohorts in wording and number of response categories, but
all measures are similar and ask about one’s tendency, preparedness, or willingness to take
risks in general (Supplementary Table 1.2).
For our GWAS of adventurousness, we analyzed data from a sample of research
participants from 23andMe (n = 557,923). We analyzed responses to the question: “If forced
to choose, would you consider yourself to be more cautious or more adventurous?”, with
possible responses ranging from “[1] Very cautious” to “[5] Very adventurous.” For our
GWAS of three of the four risky behaviors—automobile speeding propensity (n = 404,291),
drinks per week (n = 414,343), and number of sexual partners (n = 370,711)—and for the
first principal component (PC) of the four risky behaviors (n = 315,894), we analyzed UKB
data. For the remaining risky behavior, ever smoker (n = 518,633), we meta-analyzed
GWAS results from the UKB and from the TAG Consortium43. Our automobile speeding
propensity phenotype is based on responses to the question: “How often do you drive faster
than the speed limit on the motorway?”, with possible responses ranging from “[1]
Never/rarely” to “[4] Most of the time.” We dropped individuals who answered “[5] Do not
drive on the motorway,” and then we normalized the categorical variable for males and
females separately. Our drinks per week phenotype was constructed based on responses to
a series of questions about drinking habits and is defined as the number of alcoholic drinks
consumed per week. Our ever-smoker phenotype in the UKB is a dummy variable that
equals one if a respondent reported being a current or previous smoker and zero if the
respondent reported never smoking or only smoking once or twice; our ever smoker
phenotype from the TAG Consortium is the Consortium’s “smoking initiation” phenotype
(which TAG also refers to as “ever versus never regular smoker”)43. Our number of sexual
partners phenotype is based on responses to the question: “About how many sexual
partners have you had in your lifetime?”; respondents who reported more than 99 lifetime
sexual partners were asked to confirm their responses. We assigned a value of zero to
participants who reported having never had sex, and we again normalized this measure
separately for males and females. Our first PC phenotype is the first PC obtained from a
principal component analysis (PCA) in the UKB of the four risky behaviors.
All seven phenotypes were coded such that higher phenotype values are associated with
higher risk tolerance or risk taking. Table 1 lists, for each GWAS, the datasets we analyzed
and the GWAS sample size. Supplementary Information section 1 and Supplementary
Tables 1.1 and 1.2 provide additional details on the cohorts and phenotype definitions.
All GWAS were performed at the cohort level in European-ancestry subjects according to a
pre-specified and publicly archived analysis plan (available at https://osf.io/cjx9m/). All
GWAS included controls for the top 10 (or more) principal components of the genetic
relatedness matrix and for sex and birth year. Genotyping was performed using a range of
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commercially available genotyping arrays. The participating cohorts were encouraged to use
their standard quality-control protocols before imputation, as long as the applied filters
satisfied the minimum requirements specified in the analysis plan. We applied a uniform set
of quality-control (QC) procedures to the cohort-level summary statistics, including but not
limited to the EasyQC protocol developed by the GIANT consortium44. We used Haplotype
Reference Consortium v1.1 (HRC) data to construct our main reference panel, which we
used for quality control of the GWAS summary statistics and to determine the independence
of significant loci. For the 23andMe and UKB cohorts, only SNPs with minor allele frequency
(MAF) greater than 0.001 were analyzed. All meta-analyses were restricted to SNPs with a
sample size greater than half of the maximum sample size across all the SNPs in the
GWAS. In total, 9,284,738 SNPs were analyzed in the discovery GWAS of general risk
tolerance; 9,339,358 SNPs were analyzed in the GWAS of adventurousness; and
~11,515,000 SNPS were analyzed in the GWAS of the four risky behaviors and their first
PC. Panel B of Supplementary Table 2.3 reports the number of SNPs for all the main
GWAS. To adjust standard errors for the possible effects of population stratification, we
inflated them by the square root of the estimated intercept from an LD Score regression12
(for the replication GWAS of general risk tolerance, which meta-analyzed different cohorts,
we inflated them at the meta-analysis level). Additional details are provided in
Supplementary Information section 2 and Supplementary Tables 2.1-2.4.
To identify approximately independent lead SNPs, we applied to the GWAS results a
clumping algorithm. Our clumping algorithm begins by selecting the SNP with the lowest P
value as the lead SNP in the first clump, and includes in the first clump all SNPs that have r2
greater than 0.1 with the lead SNP and that have GWAS P value less than 1×10–4. Next, the
SNP with the second-lowest P value outside the first clump becomes the lead SNP of the
second clump, and the second clump is created analogously but using only the SNPs
outside of the first clump. This process continues until every genome-wide significant SNP
(i.e., every SNP with a GWAS P value less than 5×10–8) is either designated as a lead SNPs
or is clumped to another lead SNP.
We also defined non-overlapping, continuous genomic loci around the lead SNPs using
Ripke et al.’s45 locus definition, and we performed conditional and joint multiple-SNP
analyses (COJO)13. Ripke et al. defined a locus as “the physical region containing all SNPs
correlated at r2 > 0.6 with [one of the lead] SNPs”, and merged associated loci within 250 kb
of each other. To define the set of distinct loci that contain all the loci corresponding to the
locus associations from across the seven GWAS, we pooled the loci corresponding to the
locus associations and merged loci within 250 kb from each other. For the COJO analyses,
for each of the seven main GWAS we restricted the analysis to the set of SNPs that (1) pass
all GWAS quality control filters, and (2) are located within the loci of the phenotype (which
includes all of the lead SNPs). We used the default parameters—which assume perfect
linkage equilibrium for SNPs separated by 10 Mb and which do not add SNPs in strong LD
(r2 > 0.9) with an already selected SNP—and we used our main reference panel to estimate
LD. Supplementary Tables 3.1- 3.3 report the lead SNPs, the loci, and the results of the
COJO analyses for our seven main GWAS.
To test if the general-risk-tolerance lead SNPs’ effect sizes are heterogeneous across the
23andMe and UKB cohorts, we generated an omnibus test statistic for heterogeneity by
summing each lead SNP’s Cochran Q statistics across all lead SNPs46. Because there are
two cohorts, the Q statistic for each lead SNP has a 𝜒𝜒 2 distribution with one degree of
freedom. The sum of these Q statistics is therefore (approximately) 𝜒𝜒 2 -distributed with the
number of degrees of freedom being equal to the number of lead SNPs.
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Testing for population stratification
To assess the extent to which population stratification may bias our GWAS estimates, we
conducted three tests. First, we estimated LD Score intercepts using the summary statistics
of the discovery and replication GWAS of general risk tolerance and of the GWAS of our four
main risky behaviors and their first PC12. Supplementary Table 4.1 reports the results.
Although the LD Score intercepts from these regressions are often significantly larger than 1,
the share of inflation in the mean 𝜒𝜒 2 statistics that is due to stratification remains small
(ranging from 0.047 to 0.071), implying that confounding bias is likely to account for no more
than a small part of the inflation in these GWAS’s mean 𝜒𝜒 2 statistics. Second, following
Okbay et al. (2016)10, we conducted sign tests that compare the signs of the estimates from
our discovery GWAS of general risk tolerance (excluding all full siblings from the UKB
cohort, as described below) to the signs of the estimates from within-family (WF) GWAS of
general risk tolerance. If our discovery GWAS estimates were entirely driven by stratification,
then the signs of the WF estimates—which are immune to stratification—should be
independent of the signs of the discovery GWAS estimates, in which case we would expect
a sign concordance of roughly 50%. A higher degree of sign concordance would suggest
that at least some of the signal from the GWAS comes from true genetic effects. Across four
sign tests, we strongly reject the null hypothesis of 50% sign concordance for all of the sign
tests (P < 5 × 10–10 in all four tests; Supplementary Table 4.2), implying that at least some
of the signal from the GWAS comes from true genetic effects. Our third test of population
stratification, the “within-family regression test,” compares both the signs and magnitudes of
the discovery and WF GWAS of general risk tolerance. The test is described in
Supplementary Information section 4.3. Its results—like those of the first two tests—imply
no more than low levels of population stratification. Supplementary Information section 4
provides further details on the three tests.
Replication of the general-risk-tolerance lead SNPs and maxFDR calculation
To assess the credibility of the lead SNPs from our discovery GWAS of general risk
tolerance, we compared those results to the estimates from our replication GWAS of general
risk tolerance. (We did not attempt replication of the results of our six supplementary GWAS
in independent data, because we did not have access to such data for these phenotypes.)
We first filtered out SNPs with sample size less than one-half the maximum sample size in
the replication GWAS. After applying this filter, 122 of the 124 lead SNPs were directly
available in the replication GWAS summary statistics, and one of the two remaining lead
SNPs was well proxied by a SNP in high LD (r2 > 0.8) with it. For the resulting 123 SNPs, we
conducted two binomial tests of the null hypothesis that none of the lead SNPs are
associated with risk tolerance. First, we conducted a binomial sign test to assess whether
the directions (i.e., the signs) of the effects of the lead SNPs are more concordant across the
discovery and the replication GWAS than expected by chance. Second, we conducted a
binomial test to assess whether a larger fraction of the lead SNPs is significant at the 5%
level in one-sided tests in the replication GWAS than expected by chance. Rejecting this null
hypothesis provides evidence that our lead SNPs contain at least some truly associated
SNPs. For both binomial tests, we used one-sided tests of the null hypothesis because we
are specifically interested in testing for larger shares of concordant and significant SNPs
relative to the null share.
We then benchmarked the results of the two binomial tests against an estimate of a
plausible replication record. We followed the procedure outlined in Okbay et al. (2016)47 and
conducted a Bayesian analysis to obtain estimates of the posterior distributions of the 123
SNPs’ true effect sizes (the 𝛽𝛽𝑗𝑗 ’s), given their GWAS estimates. That procedure is described
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in Supplementary Information sections 5.1 and 4.2. We then used the SNPs’ estimated
posterior distributions to estimate their expected replication record in the two binomial tests,
and compared their actual and expected replication records.
To calculate the “maxFDR,” an upper bound on the false discovery rate (FDR) for a GWAS,
we followed the methodology described in section 1.4.3 of Turley et al.’s Supplementary
Information16. We used the MTAG software16 and passed into the software only our results
for the GWAS (and not the results of other GWAS). The maxFDR is defined as the maximum
theoretical FDR over a range of possible fractions of null SNPs (𝜋𝜋𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛 ). We searched over
the range 𝜋𝜋𝑛𝑛𝑛𝑛𝑛𝑛𝑛𝑛 ϵ [0.02, 0.98] and evaluated the FDR at every point in the interval at 0.02-unit
increments. Supplementary Information section 5 provides details.
Estimation of genome-wide SNP heritability

We used the Heritability Estimator from Summary Statistics (HESS)48 method to estimate the
genome-wide SNP heritability of our seven main phenotypes (general risk tolerance,
adventurousness, the four risky behaviors, and the first PC). For the results reported in Table
1, we used the summary statistics from the GWAS listed in the table for all 1000 Genomes
phase 3 SNPs with MAF greater than 0.05. We set the maximum number of eigenvectors (k)
to 50 and used the reference panel distributed with the HESS software for the calculation of
the covariance matrix (that panel is the European subsample of the 1000 Genomes phase 3
version 5 reference panel, restricted SNPs with MAF greater than 0.05). For every phenotype,
a total of ~4.9 million SNPs were used in the HESS heritability estimation. We did not apply
GC prior to estimating heritability with HESS.
Supplementary Information section 6 and Supplementary Table 6.1 report the estimates
of SNP heritability for our seven main phenotypes using the GCTA49, LD Score regression12,
and HESS methods, using only summary statistics from the UKB GWAS for comparability
across phenotypes and methods (except for adventurousness, which is not available in the
UKB and for which we used the 23andMe summary statistics).
Genetic correlations
We used bivariate LD Score regression9 to estimate genetic correlations between general
risk tolerance and various phenotypes. We used the scores computed by Finucane et al.50,
which are based on genotypic data from the European-ancestry samples in the 1000
Genomes Project and only HapMap3 SNPs (eur_w_ld_chr, see
https://github.com/bulik/ldsc/wiki/Genetic-Correlation, accessed on March 14, 2016). As is
common in the literature, we restricted our analyses to SNPs with MAF > 0.01.
We used the summary statistics of the meta-analysis combining our discovery and
replication GWAS of general risk tolerance to estimate genetic correlations with general risk
tolerance, and we used the summary statistics of our GWAS of adventurousness, our four
main risky behaviors, and their first PC to estimate genetic correlations with those
phenotypes. For most other phenotypes, we used published GWAS results, but we
conducted our own GWAS using the first release of the UKB data for five phenotypes: age
first had sexual intercourse (n = 98,956), teenage conception among females (n = 40,077),
use of sun protection (n = 111,560), household income (n = 97,059), and Townsend
deprivation index score (n = 112,192). We followed the same methodology and QC protocol
for these five additional GWAS as for our other GWAS in the full release of UKB data, except
that (1) we only used unrelated individuals in the first release of UKB data; (2) we conducted
the association analyses with SNPtest v.2.4.151 (instead of BOLT-LMM52); (3) the summary
statistics were quality controlled using the 1000 Genomes phase 3 reference panel; and (4)
we only used SNPs with MAF > 0.005 instead of MAF > 0.001 (this last point does not affect
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the analyses reported in this section, as we restrict these analyses to SNPs with MAF >
0.01).
The sex-specific GWAS of general risk tolerance used to estimate the genetic correlation
between males and females were conducted in the full release of UKB data, separately for
males and females, following the same methodology and QC protocol as for our other
GWAS in the full release of UKB data.
Multi-trait analysis of GWAS (MTAG)
We used Multi-Trait Analysis of GWAS (MTAG)16 to increase the precision of our estimates of
the SNPs’ effects on general risk tolerance. We used as inputs the summary statistics of the
meta-analysis combining our discovery and replication GWAS of general risk tolerance; the
summary statistics of our GWAS of adventurousness, automobile speeding propensity, drinks
per week, ever smoker, and number of sexual partners; and the summary statistics of a
previously published GWAS on lifetime cannabis use25. Because SNPs that have no effect on
one phenotype but a sizeable effect on another can bias MTAG results, we excluded from this
analysis SNPs in the proximity of several genes implicated in biological processes that are
likely to be specific only to one of the phenotypes. Specifically, we excluded all SNPs located
within 1Mb of the genes CHRNA5 and CHRNB3 (nicotinic receptors), CNR1 and CNR2
(cannabinoid receptors), and ADH1B (Alcohol Dehydrogenase). We imposed a MAF filter of
0.01 and a sample size filter that selected, for each GWAS, the SNPs with sample sizes larger
than two-thirds of the ninth decile of the GWAS’s sample size. MTAG automatically limited the
analysis to the 5,869,552 SNPs analyzed in all GWAS. To identify approximately independent
lead SNPs for general risk tolerance, we applied the clumping algorithm described above.
Supplementary Information section 9 provides further details.
Polygenic prediction
We assessed the predictive power of polygenic scores of general risk tolerance in six
different validation cohorts: Add Health, HRS, NTR, STR, UKB-siblings, and Zurich. (The
UKB-siblings cohort comprised all individuals with at least one full sibling in the UKB.) We
constructed three polygenic scores. Our first two polygenic scores were constructed with the
LDpred28 method, which accounts for the linkage disequilibrium (LD) between SNPs. The
first used the summary statistics from the meta-analysis of the discovery and replication
GWAS of general risk tolerance, while the second used the MTAG summary statistics. The
third was constructed with the classical method, which simply weights SNPs by their GWAS
effect size53,54, using the summary statistics from the meta-analysis of the discovery and
replication GWAS of general risk tolerance. For every validation cohort that was also
included in the discovery or replication GWAS or in the MTAG analysis, we reran the GWAS
and MTAG analyses without the validation cohort to generate the summary statistics we
used to construct the scores. Due to data access limitations, the 23andMe cohort could not
be included in the meta-analysis whose summary statistics we used to construct the three
polygenic scores in the NTR, STR, and Zurich cohorts. The second polygenic score (using
the MTAG summary statistics) was only constructed for the Add Health, HRS, and UKBsiblings cohorts.
We used the subset of all the SNPs (i.e., we did not impose a P value threshold) in the
HapMap consortium phase 3 release55 with an imputation quality of more than 0.7 to
generate all three scores. The LDpred method relies on a Gaussian mixture weight that
corresponds to the assumed fraction of SNPs that are causal. We generated LDpred scores
for each of the following mixture weights: 1, 0.3, 0.1, 0.03, 0.01, 0.003, 0.001, 0.0003, and
0.000156. The LDpred-score results we present in this paper are for the score based on a
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Gaussian mixture weight of 0.3 (our “preferred score”), which we chose because the
corresponding score consistently performed well across cohorts and phenotypes.
Our measure of a score’s predictive power for a predicted phenotype is the incremental R2
(or incremental pseudo-R2) from adding the score to a regression of the phenotype on
controls for sex, birth year, birth-year squared, birth-year cubed, as well as the interactions
between sex and the three birth-year variables, and the first ten principal components of the
genetic relatedness matrix. We used the bootstrap method with 1,000 iterations to estimate
95% percentile confidence intervals for the incremental R2 estimates. For continuous
phenotypes, we estimated ordinary least squares (OLS) regressions; for binary phenotypes
(e.g., ever smoker), we estimated probit models; and for censored phenotypes (e.g., equity
share, which is nonnegative), we estimated tobit models. For binary and censored
phenotypes, we used McFadden’s pseudo-R2 to calculate the incremental pseudo-R2.
Supplementary Information section 10 provides additional details, including a description
of how the predicted phenotypes were constructed. Results are presented in Extended Data
Figs. 10.1-10.2 and Supplementary Tables 10.1-10.4.
Biological annotation: testing hypotheses about specific genes and gene sets
We conducted a comprehensive review of the literature on biological pathways that have
been hypothesized to influence risk tolerance. Consistent with the focus of our GWAS, we
restricted our review to research among healthy individuals. Thus, we excluded studies that
focused on neuropathologies, addictions, or other disorders. However, we included studies
that used animal models to study risk tolerance because the investigated biological
mechanisms may have similar effects on human behavior. Our search algorithm employed a
relatively broad definition of risk tolerance and included psychometric as well as behavioral
measures, e.g., self-reported risk tolerance, choices between monetary lotteries, and
gambling tasks. We considered impulsivity and novelty seeking as conceptually different
traits and excluded them from this literature review. We included studies using any proxies
for biological pathways, including candidate genes, molecules represented by specific
receptors, pharmacological interventions that manipulate specific pathways, and very distal
proxies like the 2D:4D digit ratio. We translated these criteria into precise search algorithms
and used the resulting algorithms in two different search engines: the ISI Web of Knowledge
and Google Scholar. The two search engines yielded highly overlapping results. We
screened ~1,000 articles and found 132 that matched our criteria. We included articles
independently of whether the reported results were statistically significant or not. The results
are compiled in Supplementary Table 11.1.
Five main biological pathways have been tested in this literature: the steroid sex hormones
testosterone and estrogen, the monoamines dopamine and serotonin, and the steroid
hormone cortisol. We selected all gene sets related to the five major biological pathways
(dopamine, serotonin, testosterone, estrogen and cortisol) from the Molecular Signature
Database (MSigDB, v5.1)57, and from the gene sets compiled by Hawrylycz et al. (Nature
Neuroscience 2015)58. There were 38 gene sets related to the five pathways, from which we
removed four duplicate gene sets. Because the remaining gene sets had much overlap
within each biological pathway, we merged all the gene sets belonging to a given pathway,
resulting in five gene sets corresponding to each of the five pathways. We report both the
initial and the merged gene sets in Supplementary Table 11.2.
We then used the summary statistics from our meta-analysis combining the discovery and
replication GWAS of general risk tolerance to reexamine the evidence in favor of a role for
the five pathways in modulating risk tolerance. To begin with, we conducted a competitive

110

gene-set analysis with MAGMA to test each of these five gene sets for association with risk
tolerance. To correct for multiple testing (for five gene sets), we applied a resampling-based
P value adjustment59 using 10,000 permutations. Supplementary Table 11.3 shows the
results. Next, we observed that most of the 34 candidate-gene studies identified by our
literature review focused on two pathways: dopamine and serotonin. 15 of the 17 most
commonly tested genes within those two pathways are autosomal (Supplementary Table
11.4). We conducted two gene-based tests and one SNP-based test to examine those
genes’ associations with general risk tolerance. First, we used MAGMA to conduct a gene
analysis. Second, we conducted a competitive gene-set analysis with MAGMA to test
whether the genes in the gene set comprising these 15 genes are more strongly associated
with general risk tolerance than the other genes in the genome. Third, we tested specific
SNPs in these 15 genes that have been tested in the prior candidate-gene literature. 92 such
SNPs were available in our GWAS summary statistics. We looked up these SNPs’ summary
statistics and examined each SNPs’ significance at the 5% level after Bonferroni-correction
for 92 tests.
Supplementary Information section 11 provides additional details.
Biological annotation: additional bioinformatics analyses
We conducted a series of additional bioinformatics analyses using the results of the
combined meta-analysis of our discovery and replication GWAS of general risk tolerance.
We conducted a gene analysis with MAGMA31 to test each of 18,224 genes for association
with general risk tolerance in a hypothesis-free manner (the 18,224 genes are the set of all
genes containing at least one SNP in our combined meta-analysis results). MAGMA
calculates a per-gene test statistic as the mean of the GWAS –log10(P) values for all the
SNPs between the transcription start and stop sites of a gene. MAGMA then calculates a P
value for the resulting gene test statistic, using a procedure that takes into account the nonindependence of the SNPs within the gene due to LD60. We used our main reference panel
(Supplementary Information section 2) to estimate LD. Bonferroni correction was applied
to account for multiple testing, counting each gene as an independent test. Supplementary
Table 12.3 reports the results. We then used the Gene Network32 co-expression database
(accessed 6 September 2017) to gain insight into the functions of the significant MAGMA
genes (Supplementary Information section 12.2.2).
We also used DEPICT33 (release 194) to prioritize tissues, gene sets, and genes that are
implicated by our GWAS results. Only SNPs with GWAS P values less than 10–5 were used
as input, and DEPICT-defined loci were defined by clumping these SNPs (PLINK clumping
parameters: --clump-p1 1e-5 --clump-r2 0.1 --clump-kb 500, using 1000 Genomes Project
pilot phase data as reference). Locus boundaries were then defined using a LD r2 threshold
of 0.5, and overlapping loci were merged, yielding 464 autosomal loci comprising 1,060
genes. DEPICT was run using default settings: 500 permutations for bias adjustment; 50
replications for false discovery rate estimation; normalized expression data from 77,840
Affymetrix microarrays for gene set reconstitution; 10,968 reconstituted gene sets for gene
set enrichment analysis; and testing 209 tissue/cell types assembled from Medical Subject
Headings (MeSH) annotations from 37,427 Affymetrix U133 Plus 2.0 Array samples for
enrichment in tissue/cell type expression32,33. Furthermore, gene expression data from 37
RNA-sequenced tissues from the Genotype-Tissue Expression (GTEx) Consortium61 were
used for tissue enrichment analysis. Supplementary Tables 12.6-12.9, Fig. 3, and
Extended Data Fig. 12.3 show the results.
To partition the SNP-based heritability of general risk tolerance, we used stratified LD Score
regression50, following the procedure described by Finucane et al.50. That is, we used the
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stratified LD scores calculated from the European-ancestry samples in the 1000 Genomes
Project (1000G) (accessed on March 14, 2016), but in the regressions themselves included
only the 𝜒𝜒 2 statistics of the HapMap3 SNPs with minor allele frequency (MAF) > 0.05. We
estimated stratified LD Score regressions both for the functional genomic regions of the
“baseline model” and for the tissue-level annotations provided by Finucane et al. To correct
for multiple hypothesis testing, we applied a Bonferroni correction for 52 two-sided tests in
the baseline model (i.e., for 52 annotations) and for 10 two-sided tests in the tissue type
models (i.e., for 10 tissue types). Supplementary Tables 12.1 and 12.2 and Extended Data
Fig. 12.3a show the results.
Supplementary Information section 12 provides further details and reports the results of
other bioinformatics analyses, including a transcriptome-wide analysis with Summary-based
Mendelian Randomization (SMR)62, and an ascertainment of whether the lead SNPs and
their LD partners (SNPs with an r2 > 0.6 with a lead SNP and no more than 250 kb from it)
are protein-altering variants or are associated with cis-gene expression in distinct human
tissues, among other analyses. Supplementary Information section 12.7 highlights the
most important results of the bioinformatics analyses and summarizes the conclusions we
derive from them.
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Supplementary Note (selected
sections)
2.11 GWAS catalog lookup
We investigated whether the lead SNPs from our discovery GWAS of general risk tolerance
and from our supplementary GWAS have previously been associated at genome-wide
significance with any phenotypes in the NHGRI-EBI GWAS Catalog database20 (revision
2017-08-15). We query the GWAS Catalog with our list of lead SNPs, and the SNPs in LD
with a lead SNP (r2 > 0.6).
Since the NGRI-EBI GWAS Catalog is not always up-to-date with results from the most
recent publications (especially in non-peer reviewed outlets such as BioRxiv), we also
queried the summary statistics of the most recently published GWAS on attention deficit
hyperactivity disorder63, autism spectrum disorder64, and anorexia nervosa 2. We also queried
the genome-wide significant findings from the additional GWAS on alcohol intake and
smoking, which we found in addition to the GWAS Catalog, as detailed in the previous
section. We queried the additional GWAS on alcohol intake and smoking because they
contained at least one genome-wide significant result; because their results were publicly
available; and because the meta-analysis that produced them did not include the UK
Biobank (that comprise our discovery sample together with 23andMe).
We perform these lookups because the existence of SNPs and genes associated with both
one of our studied phenotypes and another phenotype can point to a common genetic
etiology. However, it is important to note that two phenotypes that share a genetic locus do
not necessarily have to share the same causal variant at that locus due to the widespread
LD that characterizes the human genome. Moreover, even if two phenotypes do share a
single causal variant, they do not have to share general underlying genetic etiologies. For
instance, recent work9 has shown that two types of autoimmune diseases (rheumatoid
arthritis and ulcerative colitis/Crohn’s disease) that are known to share risk loci are not
genetically correlated at a genome-wide level. Here, the reason was the lack of an overall
directional trend: some risk alleles for one disease were also risk alleles for the other
disease, but some alleles that were protective for the one disease were risk alleles for the
other. This resulted in a near‐zero correlation at the genome‐wide level. Thus, we emphasize
that the current lookup does not make it possible to determine etiological overlap, but only
hints at overlapping loci, between general risk tolerance or the supplementary GWAS
phenotypes, and the phenotypes reported in the GWAS Catalog.

3.3.5 Results of the GWAS Catalog lookup of the lead SNPs of the primary GWAS
of general risk tolerance
To investigate the potential overlap between general risk tolerance and other phenotypes,
we performed a lookup for each of our 124 lead SNPs (and the SNPs in LD, r2 > 0.6) in the
NHGRI-EBI GWAS Catalog database20 (see Supplementary Information section 2.11 for
details). The results are reported in Supplementary Table 3.4. In total, we found 61
The Psychiatric Genomics Consortium’s GWAS summary statistics for attention deficit hyperactivity
disorder, autism spectrum disorder, and anorexia nervosa (referred to as “ED,” i.e. eating disorder)
are publicly available and can be downloaded here: https://www.med.unc.edu/pgc/results-anddownloads.
2
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overlaps between our lead SNPs (and the SNPs in LD, r2 > 0.6) and the previous
associations reported in the GWAS Catalog database. Some of our lead SNPs overlap with
multiple previous associations: the 61 overlaps involve only 27 of our 124 lead SNPs.
Notably, we found overlaps at five schizophrenia loci, one bipolar disorder locus, four
educational attainment loci, and two loci associated with cognitive function and information
processing speed. The multiple overlaps with schizophrenia are consistent with the 16
second-stage hits we obtained for schizophrenia in the proxy-phenotype analysis
(Supplementary Table 8.1), as well as with our finding of strong joint enrichment for
association with schizophrenia (P = 3.0×10–9) among our general-risk-tolerance lead SNPs
on a non-parametric Mann-Whitney test (Supplementary Information section 8). Further,
70% of the 122 general-risk-tolerance lead SNPs available in the schizophrenia summary
statistics have concordant signs for the two phenotypes (P = 8.3×10–6). (We also note that
general risk tolerance and schizophrenia are moderately and positively genetically correlated
(𝑟𝑟̂𝑔𝑔 = 0.173, SE = 0.021; Supplementary Information section 7)). However, we caution that
it is possible that this overlap with the schizophrenia results is primarily attributable to the
fact that the schizophrenia GWAS45 was relatively well-powered, rather than to shared
genetic etiology between risk tolerance and schizophrenia.
In addition, we found overlaps at one ADHD locus, one extraversion locus, and one brain
volume (superior frontal gyrus grey matter volume) locus. Other potentially interesting
overlaps were found at a resting heart rate locus and a motion sickness locus. Several traits
associated with autoimmune disease also overlap with our lead SNPs: two loci associated
with cholangitis, one locus associated with ulcerative colitis/atopic dermatitis, and one locus
associated with type 1 diabetes (that locus is also associated with height, age at menarche,
and male pattern baldness). We also found overlaps at one locus associated with age at
menarche, at two loci associated with carcinoma, and at one locus associated with breast
cancer.
The remaining overlaps are with seemingly unrelated traits, for example at loci associated
with tooth development (one locus), gut microbiota diversity (one locus), blood protein levels
(one locus), blood pressure and type 2 diabetes (one locus), and ear infection (one locus).
The genetic overlap of general risk tolerance with a large number of traits underlines the
possibility of widespread pleiotropy in the human genome.
We note that both the existence and absence of overlaps between any two phenotypes
should be interpreted with care. The existence of overlaps is not necessarily evidence of a
shared genetic architecture. For example, a shared tagging variant could be in LD with two
different causal variants that each only cause one of the traits65. Further, the absence of
overlaps may be the result of inadequate statistical power in the currently available GWAS
for either phenotype.

3.4.8 GWAS Catalog lookup of the lead SNPs from the supplementary GWAS
To investigate the overlap of our six supplementary GWAS phenotypes with previous GWAS
of other phenotypes, we performed a lookup for each of the lead SNPs (and the SNPs in LD,
r2 > 0.6) in the NHGRI-EBI GWAS Catalog database20, as described in Supplementary
Information section 2.11. We report the results in Supplementary Table 3.4. For the six
GWAS, we find in total 939 overlaps distributed across 130 lead SNPs. Since the six
phenotypes are genetically correlated, they tend to share lead SNPs (or the lead SNPs for
each phenotype are in LD, r2 > 0.1), and as expected we find similar overlaps with other
traits across the six phenotypes. Each of the six phenotypes have at least one overlap with
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all of the following phenotypes or phenotype categories: schizophrenia; educational
attainment or cognitive performance (e.g. intelligence, information processing speed,
cognitive function); BMI (body mass index) (or related anthropometric traits); circulating lipids
(e.g. triglycerides, cholesterol, lipids); blood pressure or coronary artery disease (including
arterial stiffness); and lung disease (e.g. interstitial lung disease, COPD, asthma).
Most of the six GWAS also have lead SNPs that overlap with the following phenotypes or
phenotype categories: autoimmune diseases (e.g. Crohn’s, rheumatoid arthritis, psoriasis,
vitiligo); various cancers (e.g. breast cancer, lung cancer) or tumor formation; brain volume;
bipolar disorder; age at menarche; Alzheimer’s disease (driven by the MAPT-locus located in
a candidate inversion on chromosome 17, ~43.6 to 44.3 Mb); height; Parkinson’s disease;
and attention hyperactivity deficit disorder.
The amount of overlap with schizophrenia seems particularly striking: in total, 19 distinct lead
SNPs from our six additional GWAS overlap with loci associated with schizophrenia. We
also observed many overlaps between general risk tolerance and schizophrenia
(Supplementary Information section 3.1).
As discussed in Supplementary Information section 3.3, we note that both the existence
and the absence of overlaps between any two phenotypes should be interpreted with care,
and that the existence of overlaps is not necessarily evidence of shared genetic
architecture65.

12. Biological annotation: other bioinformatics analyses
This section reports biological annotation of our GWAS results. Throughout, we focus on our
primary phenotype, self-reported general risk tolerance, because it has by far the largest
GWAS sample size and because the other main phenotypes analyzed in this paper are
genetically correlated with it. The goal of these analyses is to gain biological insight (1) into
the genome-wide biological correlates of the general-risk-tolerance phenotype (with a suite
of bioinformatic analyses that use GWAS summary statistics for large sets of SNPs across
the genome), and (2) about the lead SNPs from our discovery GWAS of general risk
tolerance (by looking up the functional status of the lead SNPs and SNPs in LD with them).
For all analyses in this section, we use the summary statistics from the meta-analysis of the
discovery and replication GWAS of general risk tolerance.

12.1 Functional partitioning of heritability with stratified LD Score regression
12.1.1 Background and methods
In this section, we discuss the results of our stratified LD Score regression analyses50. (In
addition to ref.50, the Supplementary Information of Okbay et al.10 also contains a detailed
description of the methodology.) With these analyses, we break down (“partition”) the SNPbased heritability of general risk tolerance across SNPs with various functional genomic
annotations. We used the GWAS summary statistics from the meta-analysis of the discovery
and replication GWAS of general risk tolerance (after applying genomic control using the
intercept of the LD Score regression, as usual) for these analyses.
Stratified LD Score regression is based on the relationship

(1)

𝐶𝐶

𝐸𝐸�𝜒𝜒𝑗𝑗2 � = 𝑁𝑁 � 𝜏𝜏𝑐𝑐 ℓ(𝑗𝑗, 𝑐𝑐) + 𝑁𝑁𝑁𝑁 + 1,
𝑐𝑐=1

117

where 𝜒𝜒𝑗𝑗2 = 𝑁𝑁𝛽𝛽̂𝑗𝑗2 is the GWAS chi-square statistic for SNP j, N is the GWAS sample size, c
indexes the functional categories (which do not have to be disjoint), ℓ(𝑗𝑗, 𝑐𝑐) is the stratified LD
Score of SNP j with respect to functional category 𝑐𝑐, 𝜏𝜏𝑐𝑐 is the average contribution to
heritability of a SNP due to its membership in category 𝑐𝑐, and a is a term that measures the
contribution of confounding biases such as cryptic relatedness and population stratification.
Finucane et al.50 present derivations of this equation and show how estimates of 𝜏𝜏𝑐𝑐 that
result from estimating the implied regression can be used to obtain estimates of the
heritability ascribable to the various functional categories. Enrichment is then defined as the
fraction of the total heritability captured by the functional annotation category divided by the
fraction of SNPs in that category.

To partition the SNP-based heritability of risk tolerance using the results of our GWAS metaanalysis, we followed the procedure described by Finucane et al.50 and applied in two recent
papers by Okbay et al.10,47. That is, we used the stratified LD scores calculated from the
European-ancestry samples in the 1000 Genomes Project (1000G) (accessed on March 14,
2016), but in the regressions themselves included only the chi-square statistics of the ~1
million HapMap3 SNPs with minor allele frequency (MAF) > 0.05. This decision was
motivated by the facts that HapMap3 SNPs are a comprehensive set of common genetic
markers that can be imputed with high accuracy across different groups and genotyping
platforms66,67; that the LD scores of SNPs with low MAFs can introduce too much statistical
noise when used in the analysis; and that the per-SNP heritability may substantially differ for
common and rare SNPs.
We performed two distinct analyses. We first estimated the stratified LD Score regression for
the functional genomic regions of the “baseline” model. The functional categories in the
baseline model consist of one category containing all SNPs, 24 categories corresponding to
24 main functional annotations of interest (which include, for example, evolutionarily
conserved regions in mammals and regions epigenetically regulated to be accessible to
gene transcription), categories corresponding to 500 bp windows around regions belonging
to each of these 24 annotations (to correct for spurious associations driven by variants
located near the physical borders of the functional genomic regions), and categories
corresponding to 100-bp windows around ChIP-seq peaks (regions that are DNase
hypersensitive, also known as “open chromatin,” or associated with the histone marks
H3K4me1, H3K4me3, H3K9ac, or H3K27ac). The full baseline model contains 53 predictors
(including the predictor for the category containing all SNPs).
Second, to gain tissue-level resolution, we used the tissue-level annotations provided by
Finucane et al. These consist of 220 cell-type-specific annotations for four histone marks
that are subsequently grouped into 10 broad tissue type annotations (Adrenal/Pancreas,
Central Nervous System, Cardiovascular, Connective/Bone, Gastrointestinal,
Immune/Hematopoietic, Kidney, Liver, Skeletal Muscle, and Other). Histone marks are
posttranslational modifications of histones that alter their interaction with the DNA wound
around them. For example, the acetylation of lysine (an amino acid present in the histone
protein) may facilitate gene expression by reducing the electrical attraction between DNA
and the histone, making the DNA strand more receptive for transcription (and thus, gene
expression). While certain histone marks are associated with increased DNA transcription,
other histone marks’ effects on DNA transcription depend on the combination of the
chemical form and the location of the modification. For instance, mono-methylation of
histone H3K9 (denoted H3K9me1) is associated with activation of gene expression, while trimethylation of H3K9 (denoted H3K9me3) is associated with repression of gene
expression68. The association between SNPs and histone modifications differs per tissue
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and developmental stage, and has been mapped extensively by the RoadMap Epigenomics
project69. For instance, SNPs important for eye function are likely to be “tightly bound” to
histone proteins in the liver, where they do not need to be expressed, but “loosely” bound to
histones in the eye, where their expression is crucial. Here, we used LDSC partitioning of
heritability to test if risk tolerance SNPs are enriched in (or near) tissue-specific histone
marks, which would suggest that those tissues might be of biological importance for general
risk tolerance.
The functional annotation categories we used here are associated with the histone marks
H3K4me1, H3K4me3, H3K9ac and H3K27ac, which are all known to increase transcription
rate70. However, we note that the probability of any gene being transcribed and thus
expressed further depends on the presence of other epigenetic modifications, such as
epigenetic modifications of the DNA sequence itself (for example, methylation of CpGislands). This means that the four histone modifications we study here do not
deterministically increase gene expression rates, but rather do so in a probabilistic manner.
We added each of the 10 tissue annotations to the baseline model (resulting in 10 separate
regressions, each with 54 predictors), and assessed the magnitude and statistical
significance of the observed enrichment. To benchmark these tissue-level results, we
compared them to the corresponding estimates we obtained using the summary statistics of
the most recent GWAS of height71
(http://www.broadinstitute.org/collaboration/giant/index.php).
To correct for multiple hypothesis testing, we applied a Bonferroni correction for 52 twosided tests in the baseline model (i.e., for 52 annotations 3), and for 10 two-sided tests in the
tissue type models (i.e., for 10 tissue types).

12.1.2 Results: The “baseline” model
The results for the baseline model are shown in Supplementary Table 12.1. The baseline
annotations “Conserved” and “H3K9ac peaks” are the most enriched, with enrichment
estimates that remain significant after Bonferroni correction for 52 tests. The “Conserved”
category shows the strongest enrichment (~15.8-fold) and accounts for 41% (SE = 5.0%) of
the heritability of general risk tolerance; the “H3K9ac peaks” category shows a 5.5-fold
enrichment and accounts for 21% (SE = 3.7%) of the heritability of general risk tolerance.

12.1.3 Results: Tissue types
The results of the tissue-level analyses are reported in Extended Data Fig. 12.3a, and
Supplementary Table 12.2. For general risk tolerance, the enrichment of Central Nervous
System is strongest (~2.94-fold, P = 5.90 × 10–20), followed by Adrenal/Pancreas (~2.47fold, P = 1.41 × 10–7). The enrichment estimates for Immune/Hematopoietic, Cardiovascular,
Liver, and Skeletal Muscle are also significant, and also survive Bonferroni correction. Our
estimates imply that SNPs bearing the Central Nervous System and Adrenal/Pancreas
annotations account for 43.8% (SE = 2.8%) and 23.1% (SE = 2.5%) of the heritability of
general risk tolerance, respectively; the corresponding figure for Immune/Hematopoietic is
37.6% (SE = 3.6%). These estimates are all highly significant and survive Bonferroni
correction for ten tests.

The baseline model has 53 predictors, but we do not adjust for the predictor for the category containing
all SNPs.

3
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However, the enrichment statistics are potentially misleading because of possible
confounding. For example, many SNPs bear multiple annotations. It is thus of interest to
examine the 𝜏𝜏𝑐𝑐 estimates of each tissue (i.e., the coefficients from the stratified LD Score
regression). The 𝜏𝜏𝑐𝑐 for a given tissue type and phenotype corresponds to the effect of a oneunit increase in a SNP’s stratified tissue-specific LD score on the expected square of the
SNP’s GWAS estimate from the phenotype’s GWAS (where the SNP genotype has been
standardized), after controlling for the annotations from the baseline model. It is also an
estimate of the expected increase in the phenotypic variance accounted for by a SNP due to
the SNP’s being in the given tissue category, controlling for the annotations from the
baseline model. SNPs that bear a tissue annotation with a large and positive 𝜏𝜏𝑐𝑐 will tend to
account for a larger share of a phenotype’s heritability.

Extended Data Fig. 12.3a shows, for general risk tolerance and height, the ratio of the 𝜏𝜏𝑐𝑐
estimates over the LD Score estimates of phenotypic heritability 4,5. For each phenotype, we
normalized the 𝜏𝜏𝑐𝑐 ’s and their standard errors by the LD Score heritability 6 to increase
comparability across phenotypes. Here, only Central Nervous System (z = 8.81, P = 6.04 ×
10–19) and Immune/Hematopoietic (z = 3.19, P = 1.42 × 10–3) have positive coefficients
surviving Bonferroni correction (note that these analyses excluded SNPs in the MHC region
on chromosome 6). We also verified that the coefficient for Immune/Hematopoietic remained
positive and highly significant (z = 4.71, P = 2.47 × 10–6) even after controlling for Central
Nervous System (in addition to the baseline annotations) in the LD Score partitioned
regression. Thus, the positive coefficient for Immune/Hematopoietic is not due to possible
overlap between the Immune/Hematopoietic and Central Nervous System annotations.
In these respects, general risk tolerance differs notably from a physical trait such as height,
for which Connective/Bone has the largest positive z-score (z = 6.08, P = 1.20 × 10–9) and
Central Nervous System is the only tissue-level annotation with a negative coefficient50,7.
Finally, we note that the coefficients for Cardiovascular, Gastrointestinal, Liver, and Skeletal
Muscle (which were significantly enriched) have negative 𝜏𝜏𝑐𝑐 coefficients for general risk
tolerance. This means that the GWAS signal is actually negatively enriched for histone
marks in these tissues, after taking the baseline annotations into account.

12.4.1 Discussion
The results of our baseline annotation model are similar to those reported by Finucane et
al.50 for a set of nine phenotypes and to those reported by Okbay et al.10,47 for educational
attainment, subjective well-being, depressive symptoms, and neuroticism. That is,
evolutionary conserved regions (i.e. conserved in mammals72) bear the most significant
enrichment, followed by annotations relating to modification of gene expression. This is in
line with a large body of literature that suggests that complex traits are likely to mainly be
4 Based

2
on the LD score framework, ℎ𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿,𝑦𝑦
= ∑𝑐𝑐 𝑀𝑀𝑐𝑐 𝜏𝜏𝑐𝑐,𝑦𝑦 , where y denotes the phenotype and Mc is the
number of SNPs with annotation c among the SNPs used to calculate the LD scores. Thus, normalizing
2
the 𝜏𝜏𝑐𝑐 ’s by ℎ𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿,𝑦𝑦
is equivalent to normalizing the 𝜏𝜏𝑐𝑐 ’s by a weighted sum of the 𝜏𝜏𝑐𝑐 ’s, where the weights
are given by the number of SNPs with the different annotations.
5
The confidence intervals were obtained with the delta method, assuming zero covariance between the
𝜏𝜏𝑐𝑐 ’s and the phenotypes’ LD score heritabilities.
6
Each phenotype’s LD score heritability was obtained from the phenotype’s LD score regression 12.
7
We caution that a detailed quantitative comparison of the results for the height and the general-risktolerance GWAS might be misleading, because the sample size of the height GWAS is smaller than
that of the risk-tolerance GWAS, and because the heritability of height is substantially higher than the
heritability of general risk tolerance. Nonetheless, our results suggest that different tissue types tend to
be relatively more enriched for the two phenotypes.
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affected by genetic variants involved in the modification of gene expression, rather than by
direct coding variants73. In particular, the significant enrichment of “H3K9ac histone marks”
points to the involvement of active gene promoters in general risk tolerance74.
The evolutionarily conserved category denotes regions of the genome that have been
conserved in mammals throughout evolution. The evolutionary conservation of a genomic
region can be studied through assessment of the “mutation rate” of such a region. That is,
some regions of the genome accumulate base-pair substitutions more slowly than predicted
by a model of selective neutrality72, which implies that mutations in such regions tend to
have deleterious effects that decrease evolutionary fitness, and are therefore subject to
natural selection.
As for the tissue enrichments, we obtained significant 𝜏𝜏𝑐𝑐 estimates for Central Nervous
System and Immune/Hematopoietic cell types. As explained above, this implies that risktolerance associated SNPs that are in or near histone marks in these tissues contribute
relatively more to the per-SNP heritability of risk tolerance than most other SNPs. Because
risk tolerance is a psychological trait, central nervous system enrichment is not surprising.
More interesting is the current lack of significance of the 𝜏𝜏𝑐𝑐 estimates for Adrenal/Pancreas.
This suggests the highly significant enrichment estimate for Adrenal/Pancreas is due to
overlap with SNPs bearing other annotations rather than to the partial effect of bearing the
Adrenal/Pancreas annotation, and may possibly question the role for the stress-response
system in risk tolerance75–77. We note, however, that the lack of significance of the 𝜏𝜏𝑐𝑐
estimates for Adrenal/Pancreas could also be due to lack of statistical power or to
imprecisions or imperfections in the SNP annotations. The stress-response system is driven
by the hormones cortisol and (nor)epinephrine (also known by the name (nor)adrenaline),
which are all produced in the adrenals.
To the best of our knowledge, we are the first to find significant LDSC tissue enrichment of
the immune system in a psychological or neuropsychiatric trait (although enrichment of
specific immune pathways and/or immune tissue enhancer regions has been implicated in
schizophrenia45,78, bipolar disorder79 and major depression36). We note that involvement of
the immune system is not corroborated by our other analyses (aside from the large number
of genes significant in the MHC region across out MAGMA, SMR and lookup analyses), and
it is unclear how to interpret this finding.

12.2 Identifying genes associated with general risk tolerance with MAGMA
To identify genes that are significantly associated with general risk tolerance, we conducted
a gene analysis with MAGMA31 (defined in Supplementary Information section 11.2) for
each of ~18,000 genes, in a hypothesis-free manner. We then used the Gene Network32 coexpression database to gain insight into the functions of the significant MAGMA genes.

12.2.1 Gene analysis with MAGMA: Testing ~18,000 protein-coding genes
The gene-based analysis was performed with MAGMA31 using the summary statistics from
our meta-analysis of the discovery and replication GWAS of general risk tolerance (after
applying genomic control using the intercept of the LD Score regression).
All the SNPs from these summary statistics were annotated to genes based on NCBI
37.3.13 gene definitions. Only SNPs located between the transcription start and stop sites of
a gene were annotated to that gene. A per-gene test statistic is calculated as the mean of
the GWAS –log10(P) values for all the SNPs between the transcription start and stop sites of
a gene; MAGMA then calculates a P value for the resulting gene test statistic, using a
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procedure that takes into account the non-independence of the SNPs within the gene due to
LD60. We used our main reference panel (described in Supplementary Information section
2.4) as reference data to estimate LD. Bonferroni correction was applied to account for
multiple testing, counting each gene as an independent test.
The SNP-to-gene annotation yielded 18,224 protein-coding genes containing at least one
SNP present in the current GWAS. After Bonferroni correction for 18,224 tests, 285 genes
showed a significant association with general risk tolerance (Supplementary Table 12.3).
We will henceforth refer to these as the “MAGMA genes.” The top ten MAGMA genes are:
CADM2 (chr. 3: 85 Mb, P = 1.08 × 10–50; all the P values reported in this paragraph are
Bonferroni-corrected P values), MSRA (chr. 8: 9 Mb, P = 1.61 × 10–28), XKR6 (chr. 8: 10 Mb,
P = 3.54 × 10–23), FOXP2 (chr.7: 113 Mb, P = 9.94 × 10–19), MFHAS1 (chr. 8: 8 Mb, P = 2.76
× 10–18), RP1L1 (chr. 8: 10 Mb, P = 2.04 × 10–15), FOXP1 (chr. 3: 71 Mb, P = 2.23 × 10–13),
RBFOX1 (chr. 16: 5 Mb, P = 1.99 × 10–12), ARNTL (chr. 11: 13 Mb, P = 2.27 × 10–11), and
ERI1 (chr. 8: 9 Mb, P = 7.49 × 10–11).
The results show that several long-range LD or inversion regions of the genome contain a
disproportionate number of MAGMA genes (which is not surprising, since MAGMA does not
correct for LD between genes in its gene-based test). For instance, the Human Leukocyte
Antigen (HLA) region (and its surrounding area) carries a relatively large number of
significant genes: there are 29 significant genes in the chr.6: 25-32 Mb region, of which 11
are zinc finger genes, six are histone protein genes, and three are olfactory function genes
(none of the HLA-genes themselves are significant, however). The large candidate inversion
region on chromosome 8 (chr.8: 8 to 12 Mb, previously associated with neuroticism and
depressive symptoms10) and its surrounding area carry 21 significant genes, 13 of which are
among the top 30 most significant MAGMA genes, and of which MSRA is the most
significant by far (Bonferroni-corrected P = 1.61 × 10–28). A long-range LD region on
chromosome five (chr.5: 135-138 Mb) contains 10 significant genes, of which ETF1 is the
most significant by far (Bonferroni-corrected P = 7.46 × 10–7). Finally, we note that several of
these genes (MSRA, ERI1, XKR6, and ETF1) were also significant in the SMR analyses,
although only in the analysis of blood cis-eQTLs, and not in the analysis with GTEx data on
cis-eQTLs from brain regions (lack of replication with the brain eQTL data may be because
these data are based on relatively small samples and statistical power was consequently
limited).

12.2.2 Using co-expression to predict gene function
We used a co-expression database called Gene Network32 (accessed 6 September 2017) to
gain further insight into the functions of the MAGMA genes. The advantage of Gene Network
lies in its ability to assign functions to a gene, even if that gene has not been annotated with
a function in an actual empirical experiment (as described below). This is an important
advantage because many human genes have not yet been studied in depth and hence have
poorly understood functions. Therefore, looking up only the genes with empirically
established functions in databases is in most cases not fully informative.
The gene functions used by Gene Network are derived from expert-curated sets of genes
known as “gene sets” or “pathways.” The experts involved in the curation of such gene sets
continuously review the empirical literature of a gene, and assign a gene its functions based
on empirical results from laboratory experiments. Gene Network then assigns genes
“membership” to these expert-curated gene sets by establishing “guilt-by-association” based
on their co-expression with genes that are known members of such gene sets. A total of
14,461 functionally defined gene sets served as input, taken from standard databases such
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as Gene Ontology80 (GO), Reactome81,82, and Kyoto Encyclopedia of Genes and Genomes83
(KEGG). These co-expression patterns also serve as input for DEPICT33 (Supplementary
Information section 0). All members of the functionally defined gene sets or pathways
share a particular biological function, which can range from very specific and bottom-up
functions (e.g., “clathrin binding”) to more coarsely defined and top-down functions (e.g.,
“hormone activity”). The biological function can also refer to the cellular site where the gene
performs its function (e.g., “neuromuscular junction”).
We briefly describe the Gene Network method here, noting that in-depth documentation of
the method can be found in Fehrmann et al.32 and Pers et al.33. The Supplementary
Information of Okbay et al.10 also contains a detailed description. Gene Network uses
information from a total of 77,840 publicly available human, mouse, and rat Affymetrix
microarrays from the Gene Expression Omnibus. These microarrays measure expression
levels of at least 19,997 human genes (or, in the case of mouse and rat experiments, their
mouse- or rat-orthologs). Gene co-expression levels were measured in Pearson correlation
coefficients. The resulting correlation matrix was broken down into principal components
(PCs), which gave rise to a total of 2,206 reliable “transcriptional components” (TCs).
Each PC (i.e. transcriptional component) captures a shared pattern of gene expression
across experiments, implying shared biology of the genes that load highly on the PC. The
PCs can capture subtle patterns of co-expression that potentially reflect shared biological
pathways among genes, which would typically be overshadowed by strong global
transcriptomic effects, and thus missed in a straightforward correlation analysis.
Subsequently, the authors of this method tested whether the pattern of co-expression
captured by the PC significantly differentiated members of the gene set from all other genes,
by testing the difference between the mean PC loading of the gene set versus the mean
loading of all genes not in the gene set, using a Welch t-test for unequal variances. Each row
of the resultant 14,461 × 2,206 matrix of t-statistics (each element corresponding to a gene
set and PC) was then correlated with the PC loadings of the individual genes, to test whether
the expression patterns of each gene and gene set were correlated. Finally, the thresholds
for declaring a correlation between a gene’s PC loadings and a gene set’s t-statistics as
statistically significant were chosen to satisfy False Discovery Rate (FDR) < 0.05. Thus,
each gene’s membership to each gene set was tested, allowing significant associations to
be queried from the Gene Network database.
From this database, we first recorded for each MAGMA gene all statistically significant
results (i.e., all gene sets that are significantly correlated with the genes’ PC loadings),
derived from gene sets and pathways from the Gene Ontology80
(http://amigo.geneontology.org/amigo) domains Biological Process, Cellular Compartment,
and Molecular Function. We also recorded the results listed under the Reactome81
(http://www.reactome.org/) pathways and under the Kyoto Encyclopedia of Genes and
Genomes83 (KEGG, http://www.genome.jp/kegg/) pathways. In each case, we report (in
Supplementary Table 12.4) the five most frequently occurring gene sets across the
MAGMA genes.
Gene Network also reports organs, tissues, and cell types in which the gene under
investigation is significantly and specifically expressed (compared to other tissues). For each
MAGMA gene, we recorded all these organs, tissues and cell types where the area under
the receiver operating characteristic curve (AUC), with respect to the discriminating power of
measured gene expression, exceeded 0.80 according to Gene Network. Gene Network
derived this AUC from the difference between the samples of the focal tissue and all other
tissues in the distribution of the queried gene’s expression level. These differences were
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determined by text-mining the descriptions provided by experimenters who uploaded the
expression data to the Gene Expression Omnibus (GEO). Note that the tissue/cell type
labels taken from the Medical Subject Headings (MeSH) database can refer to different
levels of a hierarchy and are therefore not necessarily mutually exclusive.
We note that the method has three potential inherent drawbacks. First, only genes with
reliable gene expression data (i.e., which have survived quality control) are included in the
database. Therefore, the co-expression matrix might exclude genes that may be important
but that have not yielded reliable expression data. For instance, FTO (a gene implicated in
obesity) is a notable gene not included in the database.
Second, the method does not assign functions to genes that have unique patterns of gene
expression but that may well play a role in known biological processes.
The third potential drawback of our querying method is that some of the significant MAGMA
genes may only capture signal from other, nearby MAGMA genes, and not have any
independent causal effects of their own. In this analysis, we conduct the search for each of
the MAGMA genes and sum their predicted gene functions as if they were independent. This
potential dependence among genes must, however, be taken into account when interpreting
the predicted gene function counts.
For each of the three Gene Ontology (GO) domains, the Reactome pathways, the KEGG
pathways, and the significant organs, tissues, and cell types, Supplementary Table 12.4
lists the five most frequently occurring predicted gene functions, cellular components, and
cell-type/tissues for the 266 MAGMA genes that were present in the Gene Network
database. The most frequently occurring terms overwhelmingly point to neural function and
anatomy. To a lesser degree, functions related to gene expression are also highlighted.
The top five tissues are all brain tissues: prefrontal cortex, which is predicted for 88 genes,
frontal lobe (81 genes), visual cortex (81 genes), parietal lobe (80 genes), and putamen
(which is part of the basal ganglia; 80 genes). The most interesting of these tissues is likely
the prefrontal cortex, which is crucial for inhibition of emotion and planning of behavior84, and
is one of the last brain regions to mature during pubertal development85.
The top terms for GO biological process and GO molecular function are “glutamate signaling
pathway” (12 genes) and “glutamate receptor activity” (15 genes), respectively, while the top
occurring terms for GO cellular component refer to dendritic (22 genes) and synaptic (22
genes) cell components. GO biological process also infers several functions related to
modification of gene expression, namely “chromatin modification and organization” (11
genes) and “histone modification” (9 genes). The top terms for Reactome are “neuronal
system” (20 genes), with the remainder of top terms referring to synaptic and
neurotransmitter functions. Four out of five terms for KEGG are neural, with “calcium
signaling pathway” (20 genes) as the top term. The only non-neural annotation for KEGG is
“spliceosome” (18 genes).

12.3 Identifying genes associated with general risk tolerance with SMR
12.3.1 Background
The rationale for the Summary-based Mendelian Randomization (SMR) test62, which is one
of several methods that test for an association between gene expression and trait variation
(e.g., refs.62,86,87), is that GWAS associations for complex traits and common diseases are
enriched in non-coding regulatory regions of the genome (e.g., ref.45), suggesting that many
causal variants influence trait variation through regulation of gene expression. There is also
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evidence that causal variants often do not target the gene closest to the association signal
(e.g., ref.88).
SMR differs from our eQTL lookups of top GWAS SNPs (Supplementary Information
section 0) in several important ways. First, it differs in its starting point: instead of testing all
top GWAS SNPs for association with a probe, it tests all gene expression probes with a
significant SNP association (i.e., all significant cis-eQTLs in a certain tissue dataset) for
association with the phenotype. To this end, it uses SNPs as instrumental variables for gene
expression levels to estimate the association between gene expression levels and the
phenotype (as described in further detail below).
In this sense, SMR is more powerful than the eQTL lookups, where the number of tests is
informed by the stringent GWAS P value threshold (as only genome-wide significant SNPs
are put forward for eQTL testing). In SMR, the number of tests is informed by the number of
significant eQTLs, which runs in the thousands. In this way, SMR can in principle uncover
many more gene-phenotype associations than the eQTL lookups.
In addition, the “HEIDI” test feature of SMR is able to discard eQTL associations that are
caused by mere linkage, thereby discarding genes that are “spuriously” associated with the
phenotype (as described in further detail below). This feature distinguishes SMR from other
transcriptome-wide analysis methods, and from the eQTL lookups, which may uncover
genes that are merely associated with the phenotype due to linkage. We still perform the
eQTL lookups, however, as they can give us some insight into the functional annotation of
our GWAS top hits.

12.3.2 Methods
Summary statistic-based Mendelian Randomization (SMR)62 is a method for estimating the
effect of an exposure (x), such as gene expression, on a phenotype of interest (y), using
summary-level data on estimated SNP effects (z, the instrumental variable) from large-scale
GWAS and eQTL studies. In a Mendelian Randomization (MR) framework, the effect of x on
y (bxy) is:
𝑏𝑏�𝑥𝑥𝑥𝑥 = 𝑏𝑏�𝑧𝑧𝑦𝑦 /𝛽𝛽̂𝑧𝑧𝑧𝑧 ,

where 𝑏𝑏�𝑧𝑧𝑧𝑧 is the estimated SNP effect from a GWAS for trait y and 𝛽𝛽̂𝑧𝑧𝑧𝑧 is the estimated SNP
effect on the expression level of gene x from an independent eQTL study.

The sampling variance of 𝑏𝑏�𝑥𝑥𝑥𝑥 is given by:
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where 𝑐𝑐𝑐𝑐𝑐𝑐(𝛽𝛽̂𝑧𝑧𝑧𝑧 , 𝑏𝑏�𝑧𝑧𝑧𝑧 ) is assumed to be zero if 𝛽𝛽𝑧𝑧𝑧𝑧 and 𝑏𝑏𝑧𝑧𝑧𝑧 are estimated in independent
cohorts. If 𝛽𝛽̂𝑧𝑧𝑧𝑧 and 𝑏𝑏�𝑧𝑧𝑧𝑧 are used in place of 𝛽𝛽𝑧𝑧𝑧𝑧 and 𝑏𝑏𝑧𝑧𝑧𝑧 (which are unknown), then the SMR
test statistic, which is approximately 𝜒𝜒 2 , takes the form:
2
/𝑣𝑣𝑣𝑣𝑣𝑣(𝑏𝑏�𝑥𝑥𝑥𝑥 ) ≈
𝑇𝑇𝑆𝑆𝑆𝑆𝑆𝑆 = 𝑏𝑏�𝑥𝑥𝑥𝑥

2 2
𝑧𝑧𝑧𝑧𝑧𝑧
𝑧𝑧𝑧𝑧𝑧𝑧
2
2 ,
𝑧𝑧𝑧𝑧𝑧𝑧 + 𝑧𝑧𝑧𝑧𝑧𝑧

where 𝑧𝑧𝑧𝑧𝑧𝑧 and 𝑧𝑧𝑧𝑧𝑧𝑧 are the estimated z statistics from the GWAS and eQTL studies,
respectively.
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A significant SMR test result could be due to causality (i.e., if the effect of z on y is via x),
pleiotropy (i.e., if z has pleiotropic effects on x and y) or linkage (i.e., if z1 affects x and z2
affects y, and z1 and z2 are in linkage disequilibrium). Like all MR methods, SMR is unable to
distinguish between causality and pleiotropy on the basis of a single genetic instrumental
variable (i.e., the top cis-eQTL as opposed to multiple cis and trans-eQTLs), and so we do
not distinguish between pleiotropy and causality in our analyses.
On the other hand, it is possible, under some assumptions, to distinguish pleiotropy (or
causality) from linkage using the HEIDI (Heterogeneity In Dependent Instruments) test
developed by Zhu et al.62. The rationale for the HEIDI test is that if the same causal variant
has a pleiotropic effect on gene expression and the trait, then the estimate of bxy should be
identical for any SNP in LD with the causal variant. Therefore, a test for linkage is equivalent
to testing for heterogeneity in the estimates of bxy for the top cis-eQTL and any other
significant SNPs in the cis-eQTL region. If there are m such variants (excluding the top ciseQTL), and if we define 𝑑𝑑𝑖𝑖 = 𝑏𝑏𝑥𝑥𝑥𝑥(𝑖𝑖) − 𝑏𝑏𝑥𝑥𝑥𝑥(𝑡𝑡𝑡𝑡𝑡𝑡) and 𝐝𝐝̂ = �𝑑𝑑̂1 , 𝑑𝑑̂2 , . . . 𝑑𝑑̂𝑚𝑚 �, then the HEIDI test
against the null hypothesis d = 0 takes the form:
𝑚𝑚

2
𝑇𝑇𝐻𝐻𝐻𝐻𝐻𝐻𝐻𝐻𝐻𝐻 = � 𝑧𝑧𝑑𝑑(𝑖𝑖)
,
𝑖𝑖

where 𝑧𝑧𝑑𝑑(𝑖𝑖) equals 𝑑𝑑̂𝑖𝑖 /�𝑣𝑣𝑣𝑣𝑣𝑣(𝑑𝑑̂𝑖𝑖 ). SNPs with r2 > 0.9 with the top cis-eQTL are excluded from

the set of m SNPs in the HEIDI test, because statistical power to distinguish between linkage
and pleiotropy is limited if the causal variants have close to perfect LD. The test also
excludes SNPs with eQTL P values > 1.6 x 10-3, due to the need to remove weak
instrumental variables.
For a complete description of the SMR and HEIDI tests, see Zhu et al.62.

12.3.3 Data
SMR requires summary statistics from large-scale GWAS and eQTL studies and genotype
data from an ancestry-matched reference sample for estimating linkage disequilibrium. We
used estimates of SNP effects (bzy) from the meta-analysis of our discovery and replication
GWAS of general risk tolerance, and we used summary data on cis-eQTLs (bzx) from the
eQTLgen Consortium's meta-analysis of 14,115 whole blood and peripheral blood samples
(in prep.). We excluded probes in the MHC (26.1 to 33.8Mb on chromosome 6 based on
hg19) due to the complexity of linkage disequilibrium in this genomic region, and we
excluded SNPs with MAF < 0.01 and INFO score < 0.3. Analyses were restricted to probes
with at least one cis-eQTL (defined as +/-1Mb from the middle of the probe) with P < 5 × 10–
8, because Mendelian randomization assumes that the instrumental variable has a strong
effect on the exposure. After filtering we had access to summary data on 12,751 probes and
10,209,777 (1000 Genomes imputed) SNPs. We used Bonferroni correction to account for
multiple testing, resulting in a genome-wide significance threshold for the SMR test of P <
3.9 × 10–6 (= 0.05/12,751).
We based our primary analyses on eQTLs identified in blood (in the eQTLgen data) because
the available sample size is at least an order of magnitude larger than for any other human
tissue, and so this strategy maximizes statistical power for genes with shared genetic control
of regulation across tissues. However, genetic control of regulation of some genes is tissuespecific, and so for each of the 21 probes passing both the SMR and HEIDI tests in the
eQTLgen analysis, we also performed SMR analyses using estimates of SNP effects on
gene expression in the human brain. We used summary eQTL data from the Genotype
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Tissue Expression Consortium (GTEx) for 11 brain regions (anterior cingulate cortex,
caudate basal ganglia, cerebellar hemisphere, cerebellum, cortex, frontal cortex,
hippocampus, hypothalamus, nucleus accumbens basal ganglia, pituitary, putamen basal
ganglia) with sample size exceeding 70 (GTEx release v6p). We mapped Illumina
expression probes in eQTLgen to GTEx transcripts using Ensembl gene IDs. We applied a
relaxed eQTL P value threshold for inclusion of transcripts in the analysis of brain eQTLs (P
< 2.5 × 10–3), due to the small number of transcripts tested per tissue, and we used a
correspondingly lower significance threshold for the SMR test (P < 2.16 × 10–4, based on
correction for testing of 21 probes in each of 11 brain regions).
We used our main reference panel (Supplementary Information section 12.4) for LD
estimation. All analyses used hg19 coordinates.

12.3.4 Results and discussion
We used SMR to test for association between gene expression in blood and general risk
tolerance using summary data from our GWAS meta-analysis and blood cis-eQTLs from the
eQTLgen consortium. We identified 42 genes (tagged by 46 probes) at experiment-wide
significance (P < 3.9 × 10-6), of which 19 (tagged by 21 probes) passed the HEIDI test,
indicating we could not reject the null hypothesis of a single causal variant with pleiotropic
effects on both risk tolerance and gene expression in blood (Supplementary Table 12.5).
Thirteen of the 19 significant genes (68%) were in reported genome-wide significant loci for
general risk tolerance, whereas the remaining six (CTNNA1, SIL1, ZCCHC7, HNRNPK,
HINFP, LYZ) were “novel” discoveries, insomuch as no reported general-risk-tolerance
GWAS locus was located within 0.5Mb. These latter discoveries point to genetic loci that are
likely to be identified with genome-wide significance in larger GWAS of general risk
tolerance. Several genes passing the SMR and HEIDI tests, including the top ranked gene
MSRA (PSMR = 1.8 × 10–13, PHEIDI = 8.8 × 10–2), ERI1 (PSMR = 1.1 × 10-7, PHEIDI = 8.5 × 10–2)
and XKR6 (PSMR = 4.3 × 10–10, PHEIDI = 0.59), were also significantly associated with general
risk tolerance in the MAGMA analysis (Supplementary Information section 0).
For each of the 21 probes passing both the SMR and HEIDI tests in the eQTLgen blood
analysis, we repeated the SMR analysis for general risk tolerance using summary data on
cis-eQTLs from the 11 GTEx v6p brain regions (Supplementary Table 12.5). Three genes
passed both the SMR and HEIDI tests in one or more brain regions: CTNNA1 (chromosome
5, 138.11Mb) was significant in caudate basal ganglia, cerebellum and cerebellar
hemisphere; CENPV (chromosome 17, 16.25Mb) was significant in putamen basal ganglia,
nucleus accumbens basal ganglia, caudate basal ganglia, anterior cingulate cortex (BA24),
hippocampus and hypothalamus; and ZSWIM7 (chromosome 17, 15.89Mb) was significant
in cerebellum, cerebellar hemisphere, cortex, anterior cingulate cortex (BA24) and frontal
cortex (BA9). These brain regions overlap with those identified by the DEPICT tissue
prioritization analysis (see Supplementary Information section 0). For CTNNA1 and
CENPV (Extended Data Fig. 12.2), the risk-tolerance increasing allele was associated with
decreased gene expression in blood and each of the respective brain regions. For ZSWIM7,
the risk-tolerance increasing allele was associated with increased gene expression in blood,
cerebellum and cerebellar hemisphere, but the results were inconsistent for cortex, anterior
cingulate cortex and frontal cortex (i.e., the risk-tolerance increasing allele was associated
with decreased expression). These findings suggest that CTNNA1 and CENPV are
putatively functional genes for risk-taking behavior but that more investigation is required to
confirm the association with ZSWIM7.
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According to the GTEx portal website, CENPV is highly expressed in many tissues, but
especially in the brain’s cerebellum, while CTNNA1 is not particularly strongly expressed in
brain tissue (compared to the other tissues). The function of CENPV has not been studied
frequently, but two studies have discovered functions in cell division89 and migration90.
CTNNA1, on the other hand, has been studied widely for its role in tumor suppression (e.g.
ref.91), and mutations in this gene are known to lead to retinal pigment dystrophy, causing
macular disease92. Both CTNNA1 and CENPV were significantly associated in the MAGMA
gene-based test, but neither were prioritized by DEPICT at FDR > 0.20. Therefore, the
putative roles CENPV and CTNNA1 may play in general risk tolerance remain unclear.

12.4 Prioritization of tissues, gene sets, and genes using DEPICT
12.4.1 Background and methods
DEPICT (Data-driven Expression Prioritized Integration for Complex Traits) is a
computational tool that uses a set of GWAS summary statistics as input and allows
enrichment analysis of tissues and gene sets and prioritization of genes in the associated
loci (see ref.33 for details).
For this work, we used DEPICT release 194 8. DEPICT was run using the summary statistics
of the meta-analysis of the discovery and replication GWAS of general risk tolerance (after
applying genomic control using the intercept of the LD Score regression). Only SNPs with
GWAS P values less than 10-5 were used as input, and DEPICT-defined loci were defined by
clumping these SNPs (PLINK clumping parameters: --clump-p1 1e-5 --clump-r2 0.1 --clumpkb 500, using 1000 Genomes Project pilot phase data as reference). Locus boundaries were
then defined using a LD r2 threshold of 0.5, and overlapping loci were merged, yielding 464
autosomal loci comprising 1,060 genes. DEPICT was run using default settings: 500
permutations for bias adjustment; 50 replications for false discovery rate estimation;
normalized expression data from 77,840 Affymetrix microarrays for gene set reconstitution;
10,968 reconstituted gene sets for gene set enrichment analysis; and testing 209 tissue/cell
types assembled from Medical Subject Headings (MeSH) annotations from 37,427
Affymetrix U133 Plus 2.0 Array samples for enrichment in tissue/cell type expression32,33.
Furthermore, gene expression data from 37 RNA-sequenced tissues from the GenotypeTissue Expression (GTEx) Consortium61 were used for tissue enrichment analysis.

12.4.2 Results: Prioritized tissues, gene sets, and genes
We begin by reporting the results of the DEPICT tissue enrichment analysis, which we
conducted using GTEx RNA-sequencing gene expression data as well as using microarray
data from 209 tissues32,33. The DEPICT tissue enrichment analysis identifies tissues in which
genes near general-risk-tolerance-associated SNPs are significantly overexpressed relative
to genes in random sets of loci matched by gene density.
Using GTEx RNA-sequencing gene expression data, we identified eight significantly
enriched tissues (FDR < 0.01), which all represent different areas of the brain (Fig. 3b and
Supplementary Table 12.6). The top three prioritized tissues were cortical brain regions,
namely “Frontal Cortex (BA9),” “Anterior Cingulate Cortex (BA24)” and “Cortex.” The cortical
regions BA24 and BA9 are respectively located in the ventral anterior cingulate area and in
the dorsolateral and medial prefrontal cortex93,94. These two regions had initially been
DEPICT release 194 handles GWAS data imputed with 1000 Genomes Project reference data and
was downloaded in February 2016 from:
https://data.broadinstitute.org/mpg/depict/depict_download/bundles/DEPICT_v1_rel194.tar.gz.
8
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respectively associated with memory and emotion processing, though more recent work
stresses their role in executive functions such as “executive control of behavior,” “inferential
reasoning,” and “learning and decision making”95–99. The DEPICT tissue prioritization
analysis with the GTEx data also points to subcortical regions, including notably the nucleus
accumbens, caudate, and putamen, which form the basal ganglia100, as well as the
amygdala. The basal ganglia and amygdala are known for their respective role in motor
control (and its impairment in Parkinson’s disease), and in the processing of negative
emotions, such as fear. However, recent evidence also supports a role for the basal ganglia
and the amygdala in reward processing and decision-making101–104.
Using microarray data from 209 tissues, we replicated the brain enrichment and identified
overall 19 significantly enriched tissues (FDR < 0.01) which are all part of the central
nervous system (CNS) (Extended Data Fig. 12.3b and Supplementary Table 12.7). Note
that we also observed an enrichment for the retina, which is part of the CNS but in DEPICT
is categorized as “Sense Organs.” This analysis additionally showed expression in deeper
brain structures, such as the rhombencephalon and metencephalon. The metencephalon,
also known as the midbrain, is the major location of dopamine neurons37 ; we note, however,
that this exact location, known as substantia nigra, was not prioritized by DEPICT in the
analysis of GTEx tissues (FDR > 0.20). Moreover, the results seem to have little specificity
toward the reward and decision-making system, as they also show expression in other CNS
regions with diverse functions (e.g., the visual cortex).
Next, we report the results of the DEPICT gene set enrichment and gene prioritization
analyses. DEPICT “reconstituted gene sets” are predefined gene sets taken from several
bioinformatic databases (including Gene Ontology, Reactome, and Kyoto Encyclopedia of
Genes and Genomes) that have been reconstituted using co-expression data to represent
the weight of evidence of a given gene belonging to the gene set—as opposed to the all-ornothing representation for the predefined gene sets (see Pers et al., 201533, for details).
Each gene’s membership score with respect to a given reconstituted gene set is simply the
z-statistic of the correlation between the gene’s vector of transcriptional components (TC)
loadings and the binary gene set’s t-statistics with respect to the TCs—the same z-statistics
used for testing the statistical significance of the Gene Network predictions. We identified 93
reconstituted gene sets that are significantly enriched (FDR < 0.01) for genes found among
the general-risk-tolerance-associated loci (Supplementary Table 12.8). We used the Affinity
Propagation tool42 to cluster related reconstituted gene sets into a network diagram (Fig.
3a) 9. The most strongly enriched gene sets highlight pathways related to the CNS. These
include gene sets for regulation of neuronal projections (most notably synaptic and dendritic
development) and synaptic transmission. Several of the most significant pathways relate to
synaptic transmission activity, in particular GABA and glutamate neurotransmitter signaling.
We were able to prioritize at least one gene at 106 of 464 loci defined by DEPICT (23% of
the loci) at FDR < 0.01. In total DEPICT prioritized 122 genes (Supplementary Table 12.9)
across those 106 loci.
The most significantly enriched reconstituted gene set is “dendrite development.” The
presence of dendrites distinguishes neurons from all other cell types; these unique
structures bestow the ability to receive signals of high spatiotemporal resolution. We mention
just one aspect of dendrite development implicated by our results: the coordination or mutual
influence required to juxtapose the axonic and dendritic sides of the developing synapse. In
certain hippocampal pyramidal neurons, recognition molecules of the NGL/NTNG family
9
The script to produce the network diagram can be downloaded from
https://github.com/perslab/DEPICT.

129

produce a compartmentalization of the dendritic tree by ensuring the innervation of distinct
portions of the tree by axons from correspondingly distinct sources. NTGN1 and NTNG2
encode ligands for receptors encoded by LRRC4C (also called NGL1) and LRRC4 (also
called NGL2) respectively (NTGN1 is not prioritized by DEPICT, but NTNG2 and LRRC4 are
prioritized at FDR < 0.01 and LRRC4C is prioritized at FDR < 0.05). LRRC4C and LRRC4
are members of the leucine-rich repeat family, whose overarching function may be the
exploitation of both family size and alternative splicing to create unique molecular
fingerprints enabling precision wiring between neurons105,106. Incoming axons bearing
NTGN1 and NTNG2 respectively somehow find their corresponding receptors (LRRC4C,
LRRC4) and thereby innervate non-overlapping compartments on distal and proximal
dendrites107. These leucine-rich repeats are synaptic cell adhesion molecules (CAMs, such
as CADM2) that transmit signals to the dendritic interior upon trans-synaptic binding, and
thus their compartmental distribution may bestow varying information-processing properties
along the length of a dendritic tree.
Our results implicate a number of different neurotransmitter receptors embedded in the
membrane of the mature dendrite. Glutamate is the most abundantly employed excitatory
neurotransmitter in the brain. When glutamate released from the axon of a transmitting
presynaptic neuron binds to a fast-acting AMPA-type glutamate receptor embedded in the
dendrite of the receiving postsynaptic neuron, the channel coupled to the receptor
momentarily opens by a lock-and-key mechanism and permits a massive influx of Na+ ions.
This is the primary mechanism leading to rapid depolarization of the receiving neuron, which
can lead in turn to the neuron firing its own signal along its axon. Our DEPICT-prioritized
genes include GRIA1, which encodes the most common subunit appearing in the AMPAtype glutamate receptor.
Two genes encoding subunits of NMDA-type glutamate receptors are among our DEPICTprioritized genes (GRIN2A, GRIN2B). NMDA-type glutamate receptors act like coincidence
detectors: they only open when glutamate has landed on the receptor and the postsynaptic
membrane potential has been sufficiently depolarized by the opening of other excitatory
channels to remove the Mg2+ block. The emerging picture is of a receptor whose task is not
to respond immediately to any given input impinging on the dendrite but rather to admit an
agent of change into the dendrite in response to a temporal coincidence of synapse-specific
input and membrane depolarization.
So far, we have been discussing excitatory neurotransmission—that is, a signal from one
neuron to the next that pushes the receiving neuron closer to its own firing threshold. Now
we turn to inhibitory neurotransmission, which has the effect of pushing the receiving neuron
further away from its firing threshold. The most important source of inhibition in the cortex is
mediated by receptors for the neurotransmitter GABA. They produce inhibition in many
cases by generating hyperpolarizing changes in membrane potential that counteract the
depolarizing changes caused by Na+ influx through opened glutamate receptors. GABAA
receptors mediate the effects of alcohol intoxication and drugs such as benzodiazepines and
barbiturates, which have anxiolytic effects.
A GABAergic neuron typically establishes outgoing connections only with neurons in its local
vicinity. A glutamatergic pyramidal neuron, in contrast, often sends its axon to neurons that
are far away (e.g., the opposite hemisphere). When this local connectivity of GABAergic
neurons is emphasized, they are called interneurons. Because it is not possible to construct
an information-processing device from only inhibitory neurons, we can reasonably say that
they play some supporting or modulatory role.
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GABAA receptor subunits are grouped into subfamilies known respectively as α, β, γ, δ, ε, θ,
φ, and ρ108, the first three of which are represented in our DEPICT-prioritized genes
(GABRA2, GABRA4, GABRB1, GABRG3). A complete receptor is composed of five
subunits; the combinatorial number of possible pentamers is quite impressive, even if we put
aside alternative splicing. Some subunits of GABAA receptors contain regulatory sites for
phosphorylation and domains that interact with proteins such as the product of GPHN
involved in receptor trafficking and localization at synapses109.
The importance of both excitatory and inhibitory neurotransmission is affirmed by the
significant enrichment of gene sets such as “glutamate receptor activity,” “abnormal
miniature excitatory postsynaptic currents,” and “GABAA receptor activity.” Note that the
cluster named after the latter gene set contains the second-most significant gene set in the
entire analysis (Fig. 3a).
Four out of the top five prioritized genes encode proteins with transcriptional regulatory
activity, some known to play a role in brain development. The strongest prioritized gene,
FOXG1, encodes a transcription factor known to cause the congenital variant of Rettsyndrome110, a severe neurodevelopmental disease. The second strongest prioritized gene,
ASH1L, encodes a histone lysine N-methyltransferase involved in chromatin modification
and has been implicated in autism and neurodevelopmental disorders111. The third strongest
prioritized gene, FAM190A (alias CCSER1), is a relatively unknown gene with no previous
reported associations to brain-related phenotypes. The fourth and fifth strongest prioritized
genes, FOXO6 and NEUROD, both encode transcription factors and have been implicated in
Alzheimer’s Disease and regulation of memory consolidation, respectively112,113.

12.5 Competitive gene-set analysis with MAGMA: Testing gene sets related to
GABA and glutamate neurotransmitters
12.5.1 Background
Since both the DEPICT pathway analysis and the Gene Network analysis of MAGMA genes
both pointed to glutamate and GABA neurotransmitters, we decided to also perform an ex
post MAGMA competitive gene-set analysis of relevant glutamate and GABA gene sets. This
allowed us to directly compare the enrichment of these gene sets to that of the gene sets
associated with dopamine, serotonin, testosterone, estrogen, and cortisol, which we also
tested in a MAGMA gene set analysis described, as described in Supplementary
Information section 11.2.
Similar to what we did in Supplementary Information section 11.2, we looked up all
relevant glutamate and GABA gene sets in MSigDB v6.1 10 and merged the resulting sets
into one glutamate and one GABA superset. In addition, we tested the GABA and glutamate
gene sets which were significant (FDR < 0.05) in DEPICT (see Supplementary Information
section 12.4), although we updated the genes in those sets according to the gene sets in
MSigDB v6.1.
Thus, in total, we conducted a MAGMA gene set analysis to test four glutamate and GABA
gene sets (Panel B in Supplementary Table 11.2):

See
http://software.broadinstitute.org/cancer/software/gsea/wiki/index.php/MSigDB_v6.1_Release_Notes
for details on this release
10
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All GABA sets significant in DEPICT (FDR < 0.05, six gene sets) or with more than 10
counts in the Gene Network analysis of MAGMA genes (one gene set), containing 68 unique
genes
All glutamate sets significant in DEPICT (FDR < 0.05, 12 gene sets) or with more than 10
counts in the Gene Network analysis of MAGMA genes (zero gene sets), containing 159
unique genes
All relevant GABA sets in MSigDB v6.1 (13 gene sets), containing 134 unique genes
All relevant glutamate sets in MSigDB v6.1 (27 gene sets), containing 276 unique genes
We tested all four sets together, and MAGMA computed the family-wise error correction
accordingly.

12.5.2 Results and discussion
None of the four gene sets were significant (lower Bonferroni-corrected P = 0.299, Panel B
in Supplementary Table 11.3). We are unsure why this might be the case but, as we further
discuss this in Supplementary Information section 12.7.4, our MAGMA competitive geneset analysis of the four glutamate and GABA gene sets has some likely limitations. First, the
statistical power of a MAGMA gene set analysis fails to increase substantially with increasing
sample sizes114. Second, important effects of single SNPs in a gene set may be
overshadowed by the high average P values of other SNPs in the gene or gene set. Third, it
might be that only specific glutamate and/or GABA genes or pathways might be relevant for
general risk tolerance, and that our merging of those pathways into major glutamate and
GABA sets decreased our statistical power for discovery of relevant effects. (In the MAGMA
gene-based analysis, only 12 of the 354 unique GABA/glutamate genes included in the four
gene sets tested here were significant at Bonferroni-corrected P < 0.05.)

12.6 Lookup of protein-altering variants and cis-eQTLs
In this section, we conducted several analyses that annotate the 132 lead SNPs from the
meta-analysis of the discovery and replication GWAS of general risk tolerance, to gain insights
about the biological systems they may affect. (For consistency with the rest of the
bioannotation analyses, we performed these analyses with the 132 lead SNPs of the metaanalysis combining the discovery and replication GWAS of general risk tolerance, and not with
the 124 lead SNPs from the discovery GWAS. 11)
11

Because the lead SNPs of the discovery GWAS are not a perfect subset of the lead SNPs of the
meta-analysis of the discovery and replication GWAS, we investigated the overlap of the identified lead
SNPs. The discovery GWAS identified 124 lead SNPs, and the meta-analysis of the discovery and
replication GWAS identified 132 lead SNPs; 97 of these are lead SNPs in both. We investigated if the
non-overlapping lead SNPs of each GWAS are in weak LD with a lead SNP of the other (defined here
as r2 > 0.1). The discovery GWAS identified seven lead SNPs that are not in weak LD with a lead SNP
in the meta-analysis of the discovery and replication GWAS, and the meta-analysis of the discovery
and replication GWAS identified 15 lead SNPs that are that are not in weak LD with a lead SNP of the
discovery GWAS. (The list of these seven and 15 SNPs is available upon request.) These seven and
15 lead SNPs are all highly significant (P < 5E–7) in the other GWAS. In conclusion, approximately 117
lead SNPs overlap across the two GWAS, and the 15 additionally identified lead SNPs in the metaanalysis of the discovery and replication GWAS are all highly significant in the discovery GWAS. The
slightly larger number of lead SNPs in the meta-analysis of the discovery and replication GWAS was to
be expected because of the increased statistical power due to the inclusion of the replication GWAS.
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Specifically, we examined the overlap between these lead SNPs and various SNPs and
genes that have been identified or annotated in previous GWAS and functional genomic
databases. First, we checked whether our lead SNPs (and SNPs in LD with them) contain
protein-altering variants. Second, we looked up the lead SNPs (and SNPs in LD with them)
in an expression quantitative trait loci (eQTL) database.

12.6.1 SNPs in LD with lead SNPs
Since the genome is characterized by widespread linkage disequilibrium (LD), it is important
to examine the overlap with SNPs that are in LD with our lead SNPs (as opposed to only
considering our lead SNPs). Moreover, some data sources do not contain some of our lead
SNPs but contain SNPs in strong LD with them, and a lead SNP does not actually have to
be the causal SNP in the region: it may just be the most often genotyped or most accurately
imputed SNP (i.e., the SNP measured with the least measurement error and therefore
yielding a lower P value); it may tag an unmeasured causal SNP in the LD block; or it may
simply be the most significant SNP in the block due to sampling variation. For these reasons,
it is crucial to also consider the LD partners of the lead SNP. We obtained a list of SNPs in
strong LD with our lead SNPs using the PLINK –r2 command in our main reference panel
(described in Supplementary Information section 2.4). Here we used an LD cutoff of r2 >
0.6 and a distance cutoff of 250kb from the lead SNP. We refer to these SNPs as the “LD
partners” of our lead SNPs. In total, the clumping procedure designated 132 “lead SNPs,”
which tagged a total of 8,199 LD partners.

12.6.2 LD with protein-altering variants
Using the Haploreg v4.1 database115 (download date 18 May 2016,
http://www.broadinstitute.org/mammals/haploreg/haploreg.php), we ascertained the proteinaltering status of our lead SNPs and their LD partners. More precisely, we ascertained
whether our lead SNPs and their LD partners are annotated as “missense,” “nonsense,”
“splice site donor/acceptor,” or “frameshift” in the 1000 Genomes Phase 3 European
population. The Haploreg database uses annotations from dbSNP116 to determine functional
status. We examined these annotations because protein-altering variants have a higher a
priori probability of being causally relevant: they can result in stronger phenotypic differences
between individuals compared to non-protein-altering variants. Most of the genome is noncoding, which underlines the importance of the detection of protein-altering variants.
The results can be found in Supplementary Table 12.10. We found that there were eight
protein-altering SNPs among the lead SNPs’ LD partners, including two of the lead SNPs
themselves. All protein-altering variants were relatively common (with 0.11 < MAF < 0.50)
missense variants (meaning that they result in an amino acid change). The two missense
lead SNPs are in genes WSCD2 (on chromosome 12) and NF1 (on chromosome 17). Little
is known about WSCD2, but it is highly expressed in the brain and has predicted functions in
long term memory and calcium signaling, according to Gene Network32. NF1 is involved in
the genetic disorder “neurofibromatosis,” which is characterized by widespread fibromatous
tumor formation and cognitive disability117. Other missense variants in LD with our lead
SNPs were found in FREM1 and BHLHE22. FREM1 encodes a protein that may play a role
in craniofacial and renal development, while BHLHE22 is thought to be involved in the
differentiation of sensory neurons. The remaining four missense variants in LD with our lead
SNPs were in the HLA-region, of which three were in the olfactory receptor gene OR2J2,
and one in histone gene HIST1H1T.
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12.6.3 eQTL lookup
The publicly available results from the Genotype-tissue expression project (GTEx,
www.gtexportal.org, version v6p)61 allow us to look up significant associations between our
lead SNP and their LD partners and cis-gene expression in distinct human tissues. The GTEx
team obtained postmortem samples from human donors and used RNA sequencing to
measure RNA levels in distinct tissues from those samples. The GTEx team also genotyped
the donors with SNP microarrays.
The lookup of the risk-tolerance lead SNPs and their LD partners was performed on the
publicly accessible summary statistics (downloaded 13 December 2016, version v6p) of the
significant gene-cis-SNP pairs from GTEx. We only considered the set of significant ciseQTLs (i.e., gene-cis-SNP pairs), where the cis-window is defined as a 1MB window around
the gene’s transcription start site. In addition, when a gene transcript was a significant eQTL
for more than one of our query SNPs, we only report the eQTL statistics (i.e., effect size, P
value) for the SNP in highest LD with the lead SNP (which might be the lead SNP itself).
That way, we only report each significant eQTL gene once in each tissue (even though the
gene may have appeared several times for the tissue, for several lead SNPs and LD
partners). In cases where more than one lead SNP was an eQTL for the same gene, we
report the eQTL for only one of them.
To identify statistically significant cis-eQTLs, the GTEx consortium computes a gene-specific
nominal P value threshold for each gene, with a permutation method as described in more
detail in ref.118. The eQTLs we report here are all statistically significant, in the sense that
the nominal P value of the slope of the regression of the gene’s expression value on the
SNP was smaller than the gene-specific nominal P value threshold. This regression also
included several technical covariates, such as the top principal components of the genetic
relatedness matrix. 12
We only recorded findings for the following pre-selected tissues, which we suspected could
be of biological relevance for risk tolerance: (1) all 11 brain tissues 13 available in the GTEx
data; (2) tibial nerve tissue; (3) thyroid tissue; (4) gonadal (i.e. testis and ovary) tissue; and
(5) adrenal gland tissue. In addition, we queried (6) the “whole blood” tissue for eQTLs, as
this tissue had the highest sample size. Since expression profiles in whole blood and the
brain are moderately correlated, we might uncover potentially interesting eQTLs by using
information from whole blood119,120.
The donor samples sizes for the brain tissues range from n = 72 to 103, and sample sizes
for the other five tissues range from n = 126 to 338. We included tibial nerve tissue (a
peripheral nerve located in the lower leg) because the eQTL results for this tissue are based
on a relatively large sample size (compared to the brain tissues) of n = 256. Since central
and peripheral nervous tissues are anatomically similar, their expression profiles are likely to
be comparable. Thyroid tissue is included because thyroid hormone is essential for healthy
brain development, and might be associated with mood and cognition121,122. Testis and ovary
tissue are included, as these organs produce sex hormones (e.g., testosterone, estrogen)
that might be involved in risk tolerance, as detailed in our literature review (Supplementary
Information section 11.2). Adrenal tissue is included because the adrenals produce
hormones associated with the general stress response (i.e., (nor)epinephrine and cortisol),
which might be related to risk tolerance, as detailed in our literature review (Supplementary
For additional details, see
http://www.gtexportal.org/home/documentationPage#staticTextAnalysisMethods and ref.118.
13
These include pituitary tissue (which GTEx Portal does not list among brain tissues).
12
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Information section 11.1). Note that the presence of eQTLs in these tissues does not imply
statistical enrichment of the GWAS signal in these tissues; it merely shows that our lead
SNPs are associated with gene expression in these tissues (which might simply be a result
of pleiotropy, and which thus might not be of causal relevance to general risk tolerance).
Supplementary Table 12.11 reports the results. We find eQTL overlaps in every tissue
(including all individual brain tissues) we queried. In total, we find 188 unique gene
transcripts for 59 different lead SNPs. 82 of these gene transcripts only had Ensembl gene
IDs and no gene symbols (i.e. letter symbol gene names such as “HLA” which is an
abbreviation of Human Leukocyte Antigen, according to the HUGO gene nomenclature
committee), most likely because they do not have named gene products (i.e., proteins). Out
of the 188 unique gene transcripts, 47 lie in or near the human MHC (i.e., Major
Histocompatibility Complex, also known as Human Leukocyte Antigen (HLA)) region (~chr.
6: 26-32 Mb), of which five are HLA-genes.
Finally, we note that there was one eQTL for a GABA gene (GABRG1, or GABAA receptor
gamma1 subunit), in which the general-risk-tolerance-increasing allele decreased
expression of GABRG1 in tibial nerve tissue. We found no eQTLs for glutamate genes in any
of the queried tissues.

12.7 Summary of main findings from the biological annotation analyses
The overall goal of the analyses described in this section was to gain insight into the biology
of general risk tolerance. We employed two general approaches. First, we leveraged data at
the genome-wide level to prioritize potentially relevant tissues and genomic annotations
(using LDSC partitioning of heritability) and genes (using MAGMA gene-based analysis,
SMR transcriptome-wide analysis, and DEPICT gene prioritization analyses). Second, we
focused on the loci around the general-risk-tolerance lead SNPs (in the lookups of proteinaltering variants and GTEx eQTLs) to gain insight into the biological functions of our lead
SNPs. Here, we summarize the results of those analyses.

12.7.1 Enrichment of SNPs annotated to the central nervous system
First, we tested enrichment of the GWAS signal in 10 different tissues/cell-types using LDSC
partitioning of heritability. After controlling for tissue overlap and correcting for multiple
testing, we found significant positive involvement for the central nervous system and the
immune system. Involvement of the central nervous system was expected (since general
risk tolerance is a behavioral trait), but enrichment of immune cell types might be surprising.
To the best of our knowledge, immune enrichment in LDSC partitioning analyses has not
previously been reported for a behavioral or psychiatric trait, although we note again that
enrichment of specific immune pathways and/or immune tissue enhancer regions has been
implicated in schizophrenia45,78, bipolar disorder79 and major depression36).
We note that enrichment of immune tissues or function did not come forward in any of the
other analyses. Further research is therefore needed to corroborate a role for immune
processes in general risk tolerance. Finally, we note that several additional tissues, such as
liver and adrenal/pancreatic tissues, showed statistically significant enrichment, but that our
estimates of their partial effects on enrichment (i.e., their 𝜏𝜏𝑐𝑐 coefficients) were not significant,
thereby suggesting that their enrichment may have been primarily driven by other
overlapping annotations. We therefore cannot claim a role for the adrenal system in general
risk tolerance. However, this non-finding might be a result of the combination of adrenal with
pancreas tissue, and the possible non-specificity of histone marks to these particular tissues.
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More fine-grained analyses are therefore needed to corroborate or refute a role for the
adrenal system in modulating risk tolerance.

12.7.2 Enrichment of SNPs near genes that are highly expressed in the frontal
and prefrontal cortex
While the LDSC partitioning results pointed to the central nervous system (which technically
includes the brain, brainstem and spinal cord), results from the other analyses allowed us to
gain deeper insight into which particular brain regions might be of relevance to general risk
tolerance. Although the overlap between the genes prioritized by DEPICT and the significant
MAGMA genes was not very high (only 71 out of 285 genes of the MAGMA genes were
among the 215 genes prioritized at FDR < 0.05 by the DEPICT gene prioritization analysis),
both the Gene Network functional analysis of the MAGMA genes and the DEPICT tissue
enrichment analysis with the GTEx tissue-specific gene-expression data separately point to
enrichment of the frontal cortex, and in particular the prefrontal cortex. The frontal cortex is a
large and functionally and anatomically complex brain area; it is the largest neocortical
region in humans and primates, and receives and integrates neuronal input from both
cortical and subcortical regions84. The posterior dorsal area of the frontal cortex contains the
motor cortex, which is responsible for planning and directing bodily movement; damage to
this area can result in perturbed motor function or paralysis. The prefrontal cortex (the most
anterior part of the brain), on the other hand, is involved in planning, directing, and inhibiting
emotion, behavior and cognition (broadly known as “executive function”). Damage to the
prefrontal cortex has been well-documented due to the widespread practice of prefrontal
lobotomy (a relatively simple surgical procedure) in 20th century America and with textbook
patient cases of accidental lesion such as Phineas Gage. Damage to the prefrontal cortex
can result in severe impairment marked by behavioral disinhibition and emotional
deregulation, cognitive disability, impaired decision making, a tendency to display contextinappropriate behavior, and inability to plan future action84. The frontal cortex is also one of
the last brain areas to mature during development (with full maturation reached around age
25)85, which has been postulated to underlie the social and behavioral disinhibition and
increased display of risk-taking behaviors that characterizes puberty and adolescence123–125.
At a finer resolution, the DEPICT tissue enrichment analyses with the GTEx tissue-specific
gene-expression data show that genes near general-risk-tolerance-associated SNPs are
highly expressed in the prefrontal cortex (BA24 and B9) and the basal ganglia (nucleus
accumbens, caudate, putamen), compared to other organs and tissues. The DEPICT tissue
enrichment analysis using the microarray data confirmed these CNS regions’ enrichment,
and additionally showed expression in deeper brain structures like the midbrain, among
other tissues. The Gene Network tissue enrichment analyses also point to enrichment of the
prefrontal cortex, and of the putamen, which is part of the basal ganglia. Finally, two of the
three genes that passed both the SMR and HEIDI tests, CTNNA1 and CENPV, were
significant in parts of the basal ganglia (CTNNA1 was significant in the caudate and CENPV
was significant in the putamen, nucleus accumbens, and caudate).

12.7.3 A possible convergence with results from the neuroscientific literature
Interestingly, the prefrontal cortex, the basal ganglia and the midbrain are the major
components of the cortical-basal ganglia circuit, which includes and connects the reward
system, the motor system, and the cognitive and behavioral control systems. This whole
network of brain regions has been shown to be critically involved in learning, motivation,
behavioral control, and decision-making, notably under risk and uncertainty, in both humans
and non-human primates37,38. Decision making under risk requires several cognitive
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processes (e.g. such as reward processing, fear, or higher executive control) underpinned
by different neural systems which are coherently connected and integrated in current models
of the cortical-basal ganglia circuit. In this complex circuit, the processing of reward and
decision-making is presumed to be largely underpinned by dopamine102,126. Dopaminergic
neurons are mostly located in the midbrain (substantia nigra and ventral tegmental area)
where they project to the basal ganglia and the prefrontal cortex, and appear to encode
signals about past and future rewards, used to guide behavior102,126.
There is therefore a remarkable concordance between the enriched CNS regions highlighted
by the DEPICT analyses and the circuit in charge of reward processing, behavioral control,
and decision-making defined by decades of behavioral and physiological studies in human
and non-human primates37. It is however difficult to claim that this circuit is specifically
tagged by the DEPICT tissue enrichment analysis with the GTEx data, given that the GTEx
data only cover a fraction of all brain regions, mostly restricted to brain regions overlapping
with the cortical-basal ganglia circuit. Although these results, in line with a large body of
neuroscientific studies, suggest a role of the cortical-basal ganglia circuit in the risk-tolerance
phenotype, their inferential value should therefore be considered with caution.

12.7.4 A likely role for glutamate and GABA neurotransmitters in the modulation
of risk tolerance
In addition to neuroanatomy, much speculation has revolved around the role of specific
hormones and neurotransmitter systems in modulating general risk tolerance. Our review of
the literature attempting to link risk tolerance to biological pathways (Supplementary
Information section 11) identified five main biological pathways that have been tested by
this literature: the steroid hormone cortisol, the monoamines dopamine and serotonin, and
the steroid sex hormones estrogen and testosterone. Consistent with the lack of enrichment
reported in Supplementary Information section 11 for genes associated with these five
pathways, neither the Gene Network analysis of the MAGMA genes nor the DEPICT gene
set prioritization analysis point to these pathways. (As mentioned above, however, we note
that our results are consistent with a role of the cortical-basal ganglia circuit in modulating
risk tolerance, and that dopamine is presumed to play an important role in that circuit.)
On the other hand, both the Gene Network functional analysis of the MAGMA genes and the
DEPICT gene set prioritization analysis point to a role for glutamate and GABA
neurotransmitters, which are the main excitatory and inhibitory neurotransmitters in the
brain, respectively34. They are colloquially referred to as the “workhorses” of the brain, as
they are the brain’s principal neurotransmitters. At the time of writing, no other published
large-scale GWAS of cognition, personality, or psychiatric phenotypes has pointed to clear
roles for both glutamate and GABA, although we note that glutamate neurotransmission has
been implicated in recent GWAS of schizophrenia—by recent analyses of common SNPs45
and rare and de novo mutations127,128—and of major depression36. That our results, unlike
those of other well-powered GWAS, point to both of these neurotransmitters suggests that
the relative balance between excitatory and inhibitory neurotransmission may be a relatively
strong contributor to variation in risk tolerance across individuals.
We note that GABA-glutamate balance may be implicated in epilepsy, which we do not
consider a cognitive, personality, or psychiatric trait. A certain class of GABAergic drugs
(anticonvulsants) are used in the treatment of epilepsy, and GABA-glutamate balance has
been postulated to underlie epilepsy pathophysiology129. In the largest epilepsy GWAS
conducted to date130, two highlighted genes involved in GABA regulation (GABRA2 and
PCDH7, which contain or are near SNPs that reached suggestive or genome-wide
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significance in the epilepsy GWAS) were also highly significant in our MAGMA gene-based
analysis (Supplementary Information section Error! Bookmark not defined.0 and
Supplementary Table 12.9). However, in our GWAS Catalog lookup, we found no overlaps
between our general-risk-tolerance lead SNPs, and SNPs in LD with them, and any epilepsy
lead loci 14.
We note that none of the four glutamate and GABA gene sets we tested in an ex post
MAGMA competitive gene-set analysis were significant (Supplementary Information
section 0). We are unsure why this might be the case, but we note that this analysis had
some likely limitations. First, its statistical power barely increases with increasing sample
sizes114. Second, a MAGMA competitive gene-set analysis might not be the optimal
approach for discovery of subtle but phenotypically important genetic effects driven by
regulatory regions, as this analysis effectively calculates a weighted average of GWAS log10(P) values across each gene in the gene set (where the average is weighted to correct
for LD between SNPs). Hence, important regulatory effects of single SNPs may be
overshadowed by the high average P values of other SNPs in the gene sets. A third possible
explanation is that only specific glutamate and/or GABA genes or pathways might be
relevant in general risk tolerance, and that our merging of those pathways into major
glutamate and GABA supersets decreased our statistical power for discovery of relevant
effects. (In the MAGMA gene-based analysis, only 12 of the 354 unique GABA/glutamate
genes included in the four gene sets tested here were significant at Bonferroni-corrected P <
0.05.) Hence, the lack of significance of the four glutamate and GABA gene sets we tested in
the ex post MAGMA competitive gene-set analysis does not nullify the evidence from our
Gene Network and the DEPICT analyses that glutamatergic and GABAergic
neurotransmission contributes to variation in risk tolerance across individuals.

12.7.5 A possible link between the immune system and risk tolerance
We now briefly discuss the LDSC immune tissue enrichment. We noted that, to the best of
our knowledge, general risk tolerance is the first behavioral trait to show immune tissue
enrichment in LDSC partitioned analysis according to tissue type, and that this enrichment
was independent of SNPs in the MHC region. We also noted that none of our other analyses
show immune enrichment—the Andersson131 “FANTOM5” enhancers (which are indicative of
immune activity50) were not a significant genomic annotation in the LDSC partitioned
analyses according to genomic annotation, and the DEPICT and Gene Network analyses of
MAGMA genes also did not show immune pathways (although it is noteworthy that these
bioannotation analyses excluded the MHC region). However, we do find GWAS hits in the
MHC region, and several genes in this region came up in the MAGMA and GTEx lookup
analyses. That is, 29 of the 285 genes significant in MAGMA and 47 of the 188 GTEx eQTL
lookups were in (or around the borders of) the MHC region (while SMR excluded SNPs in
the MHC region). While a role for the immune system in neuropsychiatric traits and related
behavior is feasible given previous enrichment of immune pathways for psychiatric
traits36,45,79,128, we are unsure how to interpret a role for the immune system in general risk
tolerance, given that our results do not unequivocally point in this direction. Researchers
have previously theorized a role for a “behavioral immune system”132,133 in human behavior.
This is seen to be complementary to the “real” immune system—that is, humans are said to
employ risk averse behaviors to minimize their risk of infectious disease. An extension of this
theory could be that individuals who are genetically prone to “weaker” immune systems
might be more risk averse than others, but this is extremely speculative. Before accepting
We did find one overlap for one epilepsy SNP and an LD partner for one of the number of sexual
partners lead SNPs (Supplementary Information table 26).
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such conclusions, we encourage future bioannotation work to uncover which specific
immune pathways might be involved in general risk tolerance.

12.7.6 The CADM2 gene and risk tolerance
Finally, we briefly discuss the top locus from our discovery GWAS of general risk tolerance.
The top lead SNP that marks this locus is located in the intronic region of CADM2, and is our
most significant general-risk-tolerance lead SNP by far, with a P value that is fifteen orders
of magnitude smaller than the second lead SNP’s P value (P = 2.1×10–40 vs. P = 7.6×10–25).
The CADM2 locus was previously identified by a study using the relatively small sample size
of the first release of UK Biobank data7, and all of our six supplementary GWAS phenotypes
identified lead SNPs within or near CADM2 (Supplementary Information section 3).
CADM2 was by far the most significant MAGMA gene and was also prioritized by DEPICT at
FDR < 0.01. However, we do note that only CADM2’s antisense RNA partner CADM2-AS1
was a significant cis-eQTL gene in our GTEx lookup tissues, while CADM2 failed the HEIDItest for heterogeneity in the SMR analysis. This suggests that CADM2 may not be the causal
gene in the locus, or that its effect on general risk tolerance is not mediated by CADM2
expression. However, we do stress that the brain eQTL and SMR analyses are strongly
underpowered due to the relatively small samples sizes for brain tissues, and we can thus
not properly study CADM2 expression in relevant brain tissues.
According to GTEx, CADM2 is overexpressed in the brain, and in particular in the frontal
cortex. CADM2 is a large gene (spanning more than 1 Mb) located in a long-range LD
region, and has been associated with a myriad of behavioral phenotypes in previous GWAS
(Supplementary Information section 3). CADM2 encodes a member of the synaptic cell
adhesion molecule family. Molecules in this family have been found to be crucial for synapse
formation134 and plasticity135, and have been associated with autism136 and impaired social
behavior137. However, CADM2 itself has mainly been studied for its potential role in tumor
progression138; its specific role in the brain is unclear. We therefore propose CADM2 as an
interesting candidate gene for future follow up work.
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CHAPTER 4
Genetic variants associated with
subjective well-being, depressive
symptoms and neuroticism identified
through genome-wide analyses1
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al.,
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* These authors contributed equally.
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All supplementary materials (including figures and tables) can be found in the online version of the
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Abstract
We conducted genome-wide association studies of three phenotypes: subjective well-being
(N = 298,420), depressive symptoms (N = 161,460), and neuroticism (N = 170,910). We
identified three variants associated with subjective well-being, two with depressive
symptoms, and eleven with neuroticism, including two inversion polymorphisms. The two
depressive symptoms loci replicate in an independent depression sample. Joint analyses
�| ≈ 𝟎𝟎. 𝟖𝟖) strengthen the
that exploit the high genetic correlations between the phenotypes (|𝝆𝝆
overall credibility of the findings, and allow us to identify additional variants. Across our
phenotypes, loci regulating expression in central nervous system and adrenal/pancreas
tissues are strongly enriched for association.
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Introduction
Subjective well-being—as measured by survey questions on life satisfaction, positive affect,
or happiness—is a major topic of research within psychology, economics, and epidemiology.
Twin studies have found that subjective well-being is genetically correlated with depression
(characterized by negative affect, anxiety, low energy, bodily aches and pains, pessimism,
and other symptoms) and neuroticism (a personality trait characterized by easily
experiencing negative emotions such as anxiety and fear)1–3. Depression and neuroticism
have received much more attention than subjective well-being in genetic-association studies,
but the discovery of associated genetic variants with either of them has proven elusive4,5.
In this paper, we report a series of separate and joint analyses of subjective well-being,
depressive symptoms, and neuroticism. Our primary analysis is a genome-wide association
study (GWAS) of subjective well-being based on data from 59 cohorts (N = 298,420). This
GWAS identifies three loci associated with subjective well-being at genome-wide
significance (p < 5×10-8). We supplement this primary analysis with auxiliary GWAS metaanalyses of depressive symptoms (N = 180,866) and neuroticism (N = 170,910), performed
by combining publicly available summary statistics from published studies with new genomewide analyses of additional data. In these auxiliary analyses we identify two loci associated
with depressive symptoms and eleven with neuroticism, including two inversion
polymorphisms. In depression data from an independent sample (N = 368,890), both
depressive symptoms associations replicate (p = 0.004 and p = 0.015).
In our two joint analyses, we exploit the high genetic correlation between subjective wellbeing, depressive symptoms, and neuroticism (i) to evaluate the credibility of the 16
genome-wide significant associations across the three phenotypes, and (ii) to identify novel
associations (beyond those identified by the GWAS). For (i), we investigate whether our
three subjective well-being-associated SNPs “quasi-replicate” by testing them for association
with depressive symptoms and neuroticism. We similarly examine the quasi-replication
record of the depressive symptoms and neuroticism loci by testing them for association with
subjective well-being. We find that the quasi-replication record closely matches what would
be expected given our statistical power if none of the genome-wide significant associations
were chance findings. These results strengthen the credibility of (most of) the original
associations. For (ii), we use a “proxy phenotype” approach6: we treat the set of loci
associated with subjective well-being at p < 10-4 as candidates, and we test them for
association with depressive symptoms and neuroticism. At the Bonferroni-adjusted 0.05
significance threshold, we identify two loci associated with both depressive symptoms and
neuroticism and another two associated with neuroticism.
In designing our study, we faced a tradeoff between analyzing a smaller sample with a
homogeneous phenotype measure versus attaining a larger sample by jointly analyzing data
from multiple cohorts with heterogeneous measures. For example, in our analysis of
subjective well-being, we included measures of both life satisfaction and positive affect, even
though these constructs are conceptually distinct7. In Supplementary Note and
Supplementary Figure 1, we present a theoretical framework for evaluating the costs and
benefits of pooling heterogeneous measures. In our context, given the high genetic
correlation across measures, the framework predicts that pooling increases statistical power
to detect variants. This prediction is supported by our results.

Results
GWAS of subjective well-being
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Following a pre-specified analysis plan, we conducted a sample-size-weighted metaanalysis (N = 298,420) of cohort-level GWAS summary statistics. The phenotype measure
was life satisfaction, positive affect, or (in some cohorts) a measure combining life
satisfaction and positive affect. We confirmed previous findings9 of high pairwise genetic
correlation between life satisfaction and positive affect using bivariate LD Score regression10
(𝜌𝜌� = 0.981 (SE = 0.065); Supplementary Table 1). Details on the 59 participating cohorts,
their phenotype measures, genotyping, quality-control filters, and association models are
provided in Online Methods, Supplementary Note, and Supplementary Tables 2-6.
As expected under polygenicity11, we observe inflation of the median test statistic (λGC =
1.206). The estimated intercept from LD Score regression (1.012) suggests that nearly all of
the inflation is due to polygenic signal rather than bias. We also performed family-based
analyses that similarly suggest minimal confounding due to population stratification (Online
Methods). Using a clumping procedure (Supplementary Note), we identified three
approximately independent SNPs reaching genome-wide significance (“lead SNPs”). These
three lead SNPs are indicated in the Manhattan plot (Figure 1a) and listed in Table 1. The
SNPs have estimated effects in the range 0.015 to 0.018 standard deviations (SDs) per
allele (each R2 ≈ 0.01%).
We also conducted separate meta-analyses of the components of our subjective well-being
measure, life satisfaction (N = 166,205) and positive affect (N = 180,281) (Online Methods).
Consistent with our theoretical conclusion that pooling heterogeneous measures increased
power in our context, the life satisfaction and positive affect analyses yielded fewer signals
across a range of p-value thresholds than our meta-analysis of subjective well-being
(Supplementary Table 7).
GWAS of depressive symptoms and neuroticism
We conducted auxiliary GWAS of depressive symptoms and neuroticism (see Online
Methods, Supplementary Note, and Supplementary Tables 8-12 for details on cohorts,
phenotype measures, genotyping, association models, and quality-control filters). For
depressive symptoms (N = 180,866), we meta-analyzed publicly available results from a
study performed by the Psychiatric Genomics Consortium (PGC)12 together with new results
from analyses of the initial release of the UK Biobank data (UKB)13 and the Resource for
Genetic Epidemiology Research on Aging (GERA) Cohort14. In UKB (N = 105,739), we
constructed a continuous phenotype measure by combining responses to two questions,
which ask about the frequency in the past two weeks with which the respondent experienced
feelings of unenthusiasm/disinterest and depression/hopelessness. The other cohorts had
ascertained case-control data on major depressive disorder (GERA: Ncases = 7,231, Ncontrols =
49,316; PGC: Ncases = 9,240, Ncontrols = 9,519).
For neuroticism (N = 170,910), we pooled summary statistics from a published study by the
Genetics of Personality Consortium (GPC)4 with results from a new analysis of UKB data.
The GPC (N = 63,661) harmonized different neuroticism batteries. In UKB (N = 107,245),
our measure was the respondent’s score on a 12-item version of the Eysenck Personality
Inventory Neuroticism scale15.
In both the depressive symptoms and neuroticism GWAS, the heterogeneous phenotypic
measures are highly genetically correlated (Supplementary Table 1). As in our subjective
well-being analyses, there is substantial inflation of the median test statistics (λGC = 1.168 for
depressive symptoms, λGC = 1.317 for neuroticism), but the estimated LD Score intercepts
(1.008 and 0.998, respectively) suggest that bias accounts for little or none of the inflation.
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For depressive symptoms, we identified two lead SNPs, indicated in the Manhattan plot (Fig.
1b). For neuroticism, our meta-analysis yielded 16 loci that are independent according to our
locus definition (Fig. 1c). However, 6 of these reside within a well-known inversion
polymorphism16 on chromosome 8. We established that all genome-wide significant signals
in the inversion region are attributable to the inversion, and we confirmed that the inversion
is associated with neuroticism in both of our neuroticism datasets, the GPC and the UKB
(Online Methods and Supplementary Note). In our list of lead SNPs (Table 1), we only
retain the most strongly associated SNP from these 6 loci to tag the chromosome 8
inversion.
Another lead SNP associated with neuroticism, rs193236081, is located within a well-known
inversion polymorphism on chromosome 17. We established that this association is
attributable to the inversion polymorphism (Online Methods and Supplementary Note).
Because this inversion yields only one significant locus and is genetically complex17, we
hereafter simply use its lead SNP as its proxy. Our neuroticism GWAS therefore identified 11
lead SNPs, two of which tag inversion polymorphisms. A concurrent neuroticism GWAS
using a subset of our sample reports similar findings18.
As shown in Table 1, the estimated effects of all lead SNPs associated with depressive
symptoms and neuroticism are in the range 0.020 to 0.031 SDs per allele (R2 ≈ 0.02% to
0.04%). In the UKB cohort we estimated the effect of an additional allele of the chromosome
8 inversion polymorphism itself on neuroticism to be 0.035 SDs (Supplementary Table 13).
The inversion explains 0.06% of the variance in neuroticism (roughly the same as the total
variance explained jointly by the 6 SNPs in the inversion region).

Genetic overlap across subjective well-being, depressive symptoms, and
neuroticism
Figure 2a shows that the three pairwise genetic correlations between our phenotypes,
estimated using bivariate LD Score regression10, are substantial: -0.81 (SE = 0.046)
between subjective well-being and depressive symptoms, -0.75 (SE = 0.034) between
subjective well-being and neuroticism, and 0.75 (SE = 0.027) between depressive symptoms
and neuroticism. Using height as a negative control, we also examined pairwise genetic
correlations between each of our phenotypes and height and, as expected, found all three to
be modest, e.g., 0.07 with subjective well-being (Supplementary Table 1). The high genetic
correlations between subjective well-being, depressive symptoms, and neuroticism may
suggest that the genetic influences on these phenotypes are predominantly related to
processes common across the phenotypes, such as mood, rather than being phenotypespecific.

Quasi-replication and Bayesian credibility analyses
We assessed the credibility of our findings using a standard Bayesian framework19,20 in
which a positive fraction of SNPs have null effects and a positive fraction have non-null
effects (Online Methods). For each phenotype, the non-null effect sizes are assumed to be
drawn from a normal distribution whose variance is estimated from the GWAS summary
statistics. As a first analysis, for each lead SNP’s association with its phenotype, we
calculated the posterior probability of null association after having observed the GWAS
results. We found that, for any assumption about the fraction of non-null SNPs in the range
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1% to 99%, the probability of true association always exceeds 95% for all 16 loci (and
always exceeds 98% for 14 of them).
To further probe the credibility of the findings, we performed “quasi-replication” exercises
(Online Methods) in which we tested the subjective well-being lead-SNPs for association
with depressive symptoms and neuroticism. We similarly tested the depressive symptoms
lead-SNPs and the neuroticism lead-SNPs for association with subjective well-being. Below,
we refer to the phenotype for which the lead SNP was identified as the first-stage phenotype
and the phenotype used for the quasi-replication as the second-stage phenotype. To avoid
sample overlap, for each quasi-replication analysis we omitted any cohorts that contributed
to the GWAS of the first-stage phenotype.
Results of the quasi-replication of the three subjective well-being lead-SNPs are shown in
Figure 3a. For ease of interpretation, the reference allele for each association in the figure is
chosen such that the predicted sign of the second-stage estimate is positive. We find that
two out of the three subjective well-being lead-SNPs are significantly associated with
depressive symptoms (p = 0.004 and p = 0.001) in the predicted direction. For neuroticism,
where the second-stage sample size (N = 68,201) is about half as large, the subjective wellbeing-increasing allele has the predicted sign for all three SNPs, but none reach
significance.
Figures 3b and 3c show the results for the depressive symptoms and neuroticism leadSNPs, respectively. In each panel, the blue crosses depict results from the quasi-replications
where subjective well-being is the second-stage phenotype. We find that the two depressive
symptoms lead-SNPs have the predicted sign for subjective well-being, and one is nominally
significant (p = 0.04). Finally, of the eleven neuroticism lead-SNPs, nine have the predicted
sign for subjective well-being. Four of the eleven are nominally significantly associated with
subjective well-being, all with the predicted sign. One of the four is the SNP tagging the
inversion on chromosome 816. That SNP’s association with neuroticism (and likely with
subjective well-being) is driven by its correlation with the inversion (Supplementary Fig. 2).
To evaluate what these quasi-replication results imply about the credibility of the 16 GWAS
associations, we compared the observed quasi-replication record to the quasi-replication
record expected given our statistical power. We calculated statistical power using our
Bayesian framework, under the hypothesis that each lead SNP has a non-null effect on both
the first- and second-stage phenotypes. Our calculations take into account both the
imperfect genetic correlation between the first- and second-stage phenotypes and inflation of
the first-stage estimates due to the well-known problem of winner’s curse (Online Methods).
Of the 19 quasi-replication tests, our calculations imply that 16.7 would be expected to yield
the anticipated sign and 6.9 would be significant at the 5% level. The observed numbers are
16 and 7. Our quasi-replication results are thus consistent with the hypothesis that none of
the 16 genome-wide significant associations are chance findings, and in fact strengthen the
credibility of our GWAS results (Supplementary Table 14).

Lookup of depressive symptoms and neuroticism lead-SNPs
Investigators of an ongoing large-scale GWAS of major depressive disorder (N = 368,890) in
the 23andMe cohort shared association results for the loci identified in our depressive
symptoms and neuroticism analyses (Online Methods and Supplementary Table 15)21.
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Because the depression sample overlaps with our subjective well-being sample, we did not
request a lookup of the subjective well-being-associated SNPs.
In Figures 3b and 3c, the results are depicted as green crosses. For interpretational ease,
we chose the reference allele so that positive coefficients imply that the estimated effect is in
the predicted direction. All 13 associations have the predicted sign. Of the 11 neuroticism
polymorphisms, four are significantly associated with depression at the 5% level. Both of the
depressive symptoms lead-SNPs replicate (p = 0.004 and p = 0.015), with effect sizes
(0.007 and -0.007 SDs per allele), close to those predicted by our Bayesian framework
(0.008 and -0.006) (Supplementary Table 14 and Supplementary Table 15).
Panel A of Table 1 summarizes the results for the 16 lead SNPs identified across our
separate GWA analyses of the three phenotypes. The right-most column summarizes the
statistical significance of the quasi-replication and depression lookup analyses of each SNP.

Proxy-phenotype analyses
To identify additional SNPs associated with depressive symptoms, we conducted a twostage “proxy phenotype” analysis (Online Methods). In the first stage, we ran a new GWAS
of subjective well-being to identify a set of candidate SNPs. Specifically, from each locus
exhibiting suggestive evidence of association (p < 10-4) with subjective well-being, we
retained the SNP with the lowest p-value as a candidate. In the second stage, we tested
these candidates for association with depressive symptoms at the 5% significance threshold,
Bonferroni-adjusted for the number of candidates. We used an analogous two-stage
procedure to identify additional SNPs associated with neuroticism. The first-stage subjective
well-being sample differs across the two proxy-phenotype analyses (and from the primary
subjective well-being GWAS sample) because we assigned cohorts across the first and
second stages so as to maximize statistical power for the overall procedure.
For depressive symptoms, there are 163 candidate SNPs. 115 of them (71%) have the
predicted direction of effect on depressive symptoms, 20 are significantly associated at the
5% significance level (19 in the predicted direction), and two remain significant after
Bonferroni adjustment. For neuroticism, there are 170 candidate SNPs. 129 of them (76%)
have the predicted direction of effect, all 28 SNPs significant at the 5% level have the
predicted sign, and four of these remain significant after Bonferroni adjustment
(Supplementary Fig. 3 and Supplementary Tables 16 and 17). Two of the four are the
SNPs identified in the proxy-phenotype analysis for depressive symptoms.
Table 1 lists the four SNPs in total identified by the proxy-phenotype analyses.

Biological analyses
To shed some light on possible biological mechanisms underlying our findings, we
conducted several analyses.
We began by using bivariate LD Score regression10 to quantify the amount of genetic
overlap between each of our three phenotypes and ten neuropsychiatric and physical health
phenotypes. Figures 2b and c display the estimates for subjective well-being and the
negative of the estimates for depressive symptoms and neuroticism (since subjective wellbeing is negatively genetically correlated with depressive symptoms and neuroticism).
Subjective well-being, depressive symptoms, and neuroticism have strikingly similar patterns
of pairwise genetic correlation with the other phenotypes.
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Figure 2b shows the results for the five neuropsychiatric phenotypes we examined:
Alzheimer’s disease, anxiety disorders, autism spectrum disorder, bipolar disorder, and
schizophrenia. For four of these phenotypes, genetic correlations with depression (but not
neuroticism or subjective well-being) were reported in Bulik-Sullivan et al.10. For
schizophrenia and bipolar disorder, our estimated correlations with depressive symptoms,
0.33 and 0.26, are substantially lower than Bulik-Sullivan et al.’s point estimates but
contained within their 95% confidence intervals. By far the largest genetic correlations we
estimate are with anxiety disorders: −0.73 with subjective well-being, 0.88 with depressive
symptoms, and 0.86 with neuroticism. Genetic correlations estimated from GWAS data have
not been previously reported for anxiety disorders.
Figure 2c shows the results for five physical health phenotypes that are known or believed
to be risk factors for various adverse health outcomes: body mass index (BMI), ever-smoker
status, coronary artery disease, fasting glucose, and triglycerides. The estimated genetic
correlations are all small in magnitude, consistent with earlier work, although the greater
precision of our estimates allows us to reject null effects in most cases. The signs are
generally consistent with those of the phenotypic correlations reported in earlier work
between our phenotypes and outcomes such as obesity22, smoking23,24, and cardiovascular
health25.
Next, to investigate whether our GWAS results are enriched in particular functional
categories, we applied stratified LD Score regression26 to our meta-analysis results. In our
first analysis, we report estimates for all 53 functional categories included in the “baseline
model”; the results for subjective well-being, depressive symptoms, and neuroticism are
broadly similar (Supplementary Tables 18-20) and are in line with what has been found for
other phenotypes26. In our second analysis, the categories are groupings of SNPs likely to
regulate gene expression in cells of a specific tissue. The estimates for subjective wellbeing, depressive symptoms, and neuroticism are shown in Figure 4a, alongside height,
which is again included as a benchmark27 (see also Supplementary Table 21).
We found significant enrichment of CENTRAL NERVOUS SYSTEM for all three phenotypes and,
perhaps more surprisingly, enrichment of ADRENAL/PANCREAS for subjective well-being and
depressive symptoms. The cause of the ADRENAL/PANCREAS enrichment is unclear, but we
note that the adrenal glands produce several hormones, including cortisol, epinephrine, and
norepinephrine, known to play important roles in the bodily regulation of mood and stress. It
has been robustly found that blood serum levels of cortisol in patients afflicted by depression
are elevated relative to controls28.
While the above analyses utilize the genome-wide data, we also conducted three analyses
(Online Methods) restricted to the 16 GWAS and four proxy-phenotype SNPs in Table 1. In
brief, we ascertained whether each SNP (or a variant in strong linkage disequilibrium (LD)
with it) falls into any of the following three classes: (i) resides in a locus for which genomewide significant associations with other phenotypes have been reported (Supplementary
Table 22), (ii) is nonsynonymous (Supplementary Table 23), and (iii) is an eQTL in blood or
in one of 14 other tissues (although the non-blood analyses are based on smaller samples)
(Supplementary Table 24). Here we highlight a few particularly interesting results.
We found that five of the 20 SNPs are in loci in which genome-wide significant associations
have previously been reported. Two of these five are schizophrenia loci. Interestingly, one of
them harbors the gene DRD2, which encodes the D2 subtype of the dopamine receptor, a
target for antipsychotic drugs29 that is also known to play a key role in neural reward
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pathways30. Motivated by these findings, as well as by the modest genetic correlations with
schizophrenia reported in Figure 2b, we examined whether the SNPs identified in a recent
study of schizophrenia31 are enriched for association with neuroticism in our non-overlapping
UKB sample (N = 107,245). We conducted several tests and found strong evidence of such
enrichment (Supplementary Note). For example, we found that the p-values of the
schizophrenia SNPs tend to be much lower than the p-values of a randomly selected set of
SNPs matched on allele frequency (p = 6.50×10-71).
Perhaps the most notable pattern that emerges from our biological analyses is that the
inversions on chromosomes 8 and 17 are implicated consistently across all analyses. The
inversion-tagging SNP on chromosome 8 is in LD with SNPs that have previously been
found to be associated with BMI32 and triglycerides33 (Supplementary Table 22). We also
conducted eQTL analyses in blood for the inversion itself and found that it is a significant ciseQTL for 7 genes (Supplementary Table 24). As shown in Figure 4b, all 7 genes are
positioned in close proximity to the inversion breakpoints, suggesting that the molecular
mechanism underlying the inversion’s effect on neuroticism could involve the relocation of
regulatory sequences. Two of the genes (MSRA, MTMR9) are known to be highly expressed
in tissues and cell types that belong to the nervous system, and two (BLK, MFHAS1) in the
immune system. In the tissue-specific analyses, we found that the SNP tagging the inversion
is a significant eQTL for two genes, AF131215.9 (in tibial nerve and thyroid tissue analyses)
and NEIL2 (tibial nerve tissue), both of which are also located near the inversion breakpoint.
The SNP tagging the chromosome 17 inversion is a significant cis-eQTL for five genes in
blood and is an eQTL in all 14 other tissues (Supplementary Table 24). It alone accounts
for 151 out of the 169 significant associations identified in the 14 tissue-specific analyses.
Additionally, the SNP is in near-perfect LD (R2 > 0.97) with 11 missense variants
(Supplementary Table 23) in three different genes, one of which is MAPT. MAPT, which is
also implicated in both the blood and the other tissue-specific analyses, encodes a protein
important in the stabilization of microtubules in neurons. Associations have been previously
reported between SNPs in MAPT (all of which are in strong LD with our inversion-tagging
SNP) and neurodegenerative disorders, including Parkinson’s disease34 and progressive
supranuclear palsy35, a rare disease whose symptoms include depression and apathy.

Discussion
The discovery of genetic loci associated with subjective well-being, depression, and
neuroticism has proven elusive. Our study identified several credible associations for two
main reasons. First, our analyses had greater statistical power than prior studies because
ours were conducted in larger samples. Our GWAS findings—three loci associated with
subjective well-being, two with depressive symptoms, and eleven with neuroticism—support
the view that GWAS can successfully identify genetic associations with highly polygenic
phenotypes in sufficiently large samples5,36. A striking finding is that two of our identified
associations are with inversion polymorphisms.
Second, our proxy-phenotype analyses further boosted power by exploiting the strong
genetic overlap between our three phenotypes. These analyses identified two additional loci
associated with neuroticism and two with both depressive symptoms and neuroticism.
Through our quasi-replication tests, we also demonstrated how studying genetically
overlapping phenotypes in concert can provide evidence on the credibility of GWAS findings.
Our direct replication of the two genome-wide significant associations with depressive
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symptoms in an independent depression sample provides further confirmation of those
findings (Fig. 2b and Supplementary Table 15).
We were able to assemble much larger samples than prior work in part because we
combined data across heterogeneous phenotype measures. Our results reinforce the
conclusions from our theoretical analysis that doing so increased our statistical power, but
our strategy also has drawbacks. One is that mixing different measures may make any
discovered associations more difficult to interpret. Research studying higher quality
measures of the various facets of subjective well-being, depressive symptoms, and
neuroticism is a critical next step. Our results can help facilitate such work because if the
variants we identify are used as candidates, studies conducted in the smaller samples in
which more fine-grained phenotype measures are available can be well powered.
Another limitation of mixing different measures is that doing so may reduce the heritability of
the resulting phenotype, if the measures are influenced by different genetic factors. Indeed,
our estimates of SNP-based heritability10 for our three phenotypes are quite low: 0.040 (SE =
0.002) for subjective well-being, 0.047 (SE = 0.004) for depressive symptoms, and 0.091
(SE = 0.007) for neuroticism. We correspondingly find that polygenic scores constructed
from all measured SNPs explain a low fraction of variance in independent samples: ~0.9%
for subjective well-being, ~0.5% for depressive symptoms, and ~0.7% for neuroticism
(Online Methods). The low heritabilities imply that even when polygenic scores can be
estimated using much larger samples than ours, they are unlikely to attain enough predictive
power to be clinically useful.
According to our Bayesian calculations, the true explanatory power (corrected for winner’s
curse) of the SNP with the largest posterior R2 is 0.003% for subjective well-being, 0.002%
for depressive symptoms, and 0.011% for neuroticism (Supplementary Table 14). These
effect sizes imply that in order to account for even a moderate share of the heritability,
hundreds or (more likely) thousands of variants will be required. They also imply that our
study’s power to detect variants of these effect sizes was not high—for example, our
statistical power to detect the lead SNP with largest posterior R2 was only ~13%—which in
turn means it is likely that there exist many variants with effect sizes comparable to our
identified SNPs that evaded detection. These estimates suggest that many more loci will be
found in studies with sample sizes realistically attainable in the near future. Consistent with
this projection, when we meta-analyze the 54 SNPs reaching p < 10-5 in our analyses of
depressive symptoms together with the 23andMe replication sample for depression, the
number of genome-wide significant associations rises from 2 to 5 (Supplementary Table
15).
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Fig. 1. Manhattan plots of GWAS results. (a) Subjective well-being (N = 298,420), (b) Depressive symptoms (N = 180,866), (c) Neuroticism (N = 170,911).
The x-axis is chromosomal position, and the y-axis is the significance on a −log10 scale. The upper dashed line marks the threshold for genome-wide
significance (p = 5×10−8); the lower line marks the threshold for nominal significance (p = 10−5). Each approximately independent genome-wide significant
association (“lead SNP”) is marked by ×. Each lead SNP is the lowest p-value SNP within the locus, as defined by our clumping algorithm (Supplementary
Note).
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Fig. 2. Genetic correlations with bars representing 95% confidence intervals. The
correlations are estimated using bivariate LD Score (LDSC) regression. (a) Genetic
correlations between subjective well-being, depressive symptoms, and neuroticism (“our
three phenotypes”), as well as between our three phenotypes and height. (b) Genetic
correlations between our three phenotypes and selected neuropsychiatric phenotypes. (c)
Genetic correlations between our three phenotypes and selected physical health
phenotypes. In (b) and (c), we report the negative of the estimated correlation with
depressive symptoms and neuroticism (but not subjective well-being).
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Fig. 3. Quasi-replication and lookup of lead SNPs. In quasi-replication analyses, we examined whether (a) lead SNPs identified in the subjective well-being
meta-analyses are associated with depressive symptoms or neuroticism, (b) lead SNPs identified in the analyses of depressive symptoms are associated with
subjective well-being, and (c) lead SNPs identified in the analyses of neuroticism are associated with subjective well-being. The quasi-replication sample is
always restricted to non-overlapping cohorts. In a separate lookup exercise, we examined whether lead SNPs for depressive symptoms and neuroticism are
associated with depression in an independent sample of 23andMe customers (N = 368,890). The results from this lookup are depicted as green crosses in (b)
and (c). Bars represent 95% CIs (not adjusted for multiple testing). For interpretational ease, we choose the reference allele so that positive coefficients imply
that the estimated effect is in the predicted direction. Listed below each lead SNP is the nearest gene.
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Fig. 4. Results from selected biological analyses. (a) Estimates of the expected increase
in the phenotypic variance accounted for by a SNP due to the SNP’s being in a given
category (𝜏𝜏𝑐𝑐 ), divided by the LD Score heritability of the phenotype (ℎ2 ). Each estimate of 𝜏𝜏𝑐𝑐
comes from a separate stratified LD Score regression, controlling for the 52 functional
annotation categories in the “baseline model.” The bars represent 95% CIs (not adjusted for
multiple testing). To benchmark the estimates, we compare them to those obtained from a
recent study of height27. (b) Inversion polymorphism on chromosome 8 and the 7 genes for
which the inversion is a significant cis-eQTL at FDR < 0.05. The upper half of the figure
shows the Manhattan plot for neuroticism for the inversion and surrounding regions. The
bottom half shows the squared correlation between the SNPs and the principal component
that captures the inversion. The inlay plots the relationship, for each SNP in the inversion
region, between the SNP’s significance and its squared correlation with the principal
component that captures the inversion.
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Table 1. Summary of polymorphisms identified across analyses. EA: effect allele. EAF: effect
allele frequency. All effect sizes are reported in units of SDs per allele. “Quasi-Repl.”: phenotypes for
which SNP was found to be nominally associated in quasi-replication analyses conducted in
independent samples. *significant at the 5%-level, **significant at the 1%-level, ***significant at the
0.1%-level. #inversion-tagging polymorphism on chromosome 8. ##inversion-tagging polymorphism on
chromosome 17. †proxy for rs6904596 (R2 = 0.98).
Panel A. Genome-Wide Significant Associations
Subjective Well-Being (SWB, N = 298,420)
SNPID

CHR

BP

EA

EAF

Beta

SE

R2

p-value

N

Quasi-Repl

rs3756290

5

130,951,750

A

0.24

-0.0177

0.0031

0.011%

9.6×10-9

286,851

rs2075677

20

47,701,024

A

0.76

0.0175

0.0031

0.011%

1.5×10-8

288,454

DS**

rs4958581

5

152,187,729

T

0.66

0.0153

0.0027

0.011%

2.3×10-8

294,043

DS***

Neuroticism (N = 170,908)
SNPID

CHR

BP

EA

EAF

Beta

SE

R2

p-value

N

Quasi-Repl

rs2572431#

8

11,105,077

T

0.41

0.0283

0.0035

0.039%

4.2×10-16

170,908

SWB*

rs193236081##

17

44,142,332

T

0.77

-0.0284

0.0045

0.028%

6.3×10-11

151,297

rs10960103

9

11,699,270

C

0.77

0.0264

0.0038

0.024%

2.1×10-10

165,380

rs4938021

11

113,364,803

T

0.34

0.0233

0.0037

0.024%

4.0×10-10

159,900

rs139237746

11

10,253,183

T

0.51

-0.0204

0.0034

0.021%

2.6×10-9

170,908

rs1557341

18

35,127,427

A

0.34

0.0213

0.0036

0.021%

5.6×10-9

165,579

rs12938775

17

2,574,821

A

0.47

-0.0202

0.0035

0.020%

8.5×10-9

163,283

rs12961969

18

35,364,098

A

0.2

0.0250

0.0045

0.020%

2.2×10-8

156,758

rs35688236

3

34,582,993

A

0.69

0.0213

0.0037

0.019%

2.4×10-8

161,636

rs2150462

9

23,316,330

C

0.26

-0.0217

0.0038

0.018%

2.7×10-8

170,907

rs12903563

15

78,033,735

T

0.50

0.0198

0.0036

0.020%

2.9×10-8

157,562

Depressive Symptoms (DS, N = 180,866)

∗
𝐷𝐷23𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎

∗∗∗
𝐷𝐷23𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎
,
SWB*

∗∗
𝐷𝐷23𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎

SWB*

∗
𝐷𝐷23𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎
,SWB*

QuasiRepl/Repl

SNPID

CHR

BP

EA

EAF

Beta

SE

R2

p-value

N

rs7973260

12

118,375,486

A

0.19

0.0306

0.0051

0.029%

1.8×10-9

124,498

rs62100776

18

50,754,633

A

0.56

-0.0252

0.0044

0.031%

8.5×10-9

105,739

∗
𝐷𝐷23𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎

Panel B. SNPs Identified via Proxy-Phenotype Analyses of SWB Loci with p-value<10-4

∗∗
𝐷𝐷23𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎
,SWB*

Depressive Symptoms in Non-Overlapping Cohorts
SNPID

CHR

BP

EA

EAF

BetaDS

SEDS

R2

pDS

Bonferroni

NDS

rs4346787†

6

27,491,299

A

0.113

-0.023

0.0059

0.011%

9.8×10-5

0.0160

142,265

rs4481363

5

164,483,794

A

0.524

0.014

0.0038

0.009%

3.1×10-4

0.0499

142,265
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Neuroticism in Non-Overlapping Cohorts
SNPID

CHR

BP

EA

EAF

Betaneuro

SEneuro

R2

pneuro

Bonferroni

Nneuro

rs10838738

11

47,663,049

A

0.49

0.0178

0.0039

0.016%

5.0×10-6

0.0009

131,864

rs10774909

12

117,674,129

C

0.52

-0.0150

0.0039

0.011%

1.2×10-4

0.0203

131,235

rs6904596

6

27,491,299

A

0.09

-0.0264

0.0072

0.012%

2.5×10-4

0.0423

116,335

rs4481363

5

164,474,719

A

0.49

0.0151

0.0040

0.011%

1.9×10-4

0.0316

122,592

166

Online Methods
This article is accompanied by a Supplementary Note with further details.
GWAS of subjective well-being. Genome-wide association analyses were performed at the
cohort level according to a pre-specified analysis plan. Genotyping was performed using a
range of common, commercially available genotyping arrays. The analysis plan instructed
cohorts to upload results imputed using the HapMap2 CEU (r22.b36) reference sample37.
We meta-analyzed summary association statistics from 59 contributing cohorts with a
combined sample size of 298,420 individuals. Before meta-analysis, a uniform set of qualitycontrol (QC) procedures were applied to the cohort-level summary statistics, including but
not limited to the EasyQC38 protocol. All analyses were restricted to European-ancestry
individuals.
We performed a sample-size-weighted meta-analysis of the cohort-level summary statistics.
To adjust standard errors for non-independence, we inflated them using the square root of
the estimated intercept from a LD Score regression10. We also performed secondary,
separate meta-analyses of positive affect (N = 180,281) and life satisfaction (N = 166,205)
and a post hoc genome-wide analysis of subjective well-being in cohorts with 1000Gimputed data (N = 229,883); see Supplementary Figures 4-6.
Detailed cohort descriptions, information about cohort-level genotyping and imputation
procedures, cohort-level measures, and quality-control filters are shown in Supplementary
Tables 2-6. Supplementary Table 7 reports association results from the following four
meta-analyses: the primary subjective well-being analysis, the life satisfaction analysis, the
positive affect analysis, and the post hoc subjective well-being analysis. For each
phenotype, we provide association results for the set of approximately independent SNPs
that attained a p-value smaller than 10-5. We identify these SNP using the same clumping
algorithm as for the lead SNPs, but with the p-value threshold set at 10-5 instead of genomewide significance.
GWAS of depressive symptoms and neuroticism. Our auxiliary genome-wide association
studies of DS and neuroticism were conducted in 1000G-imputed data, combining new
genome-wide association analyses with publicly available summary statistics from previously
published studies. We applied a similar QC protocol to that used in our primary subjective
well-being analysis. In the DS meta-analysis (N = 180,866), we weighted the UKB analysis
by sample size and the two case-control studies by effective sample size. In the neuroticism
meta-analysis, we performed a sample-size-weighted fixed-effects meta-analysis of the UKB
data and the publicly available summary statistics from a previous GWAS of neuroticism.
Detailed cohort descriptions, information about cohort-level genotyping and imputation
procedures and quality-control filters are provided in Supplementary Tables 8-12. See
Supplementary Figure 7 for quantile-quantile plots of the neuroticism and DS metaanalysis results. Association results for the set of approximately independent set of SNPs
that attained a p-value smaller than 10-5 are supplied in Supplementary Table 25.
Population stratification. To quantify the fraction of the observed inflation of the mean test
statistic that is due to bias, we used LD Score regression10. The estimated LD Score
regression intercepts were all close to 1, suggesting no appreciable inflation of the test
statistics attributable to population stratification in any of our subjective well-being,
depressive symptoms, or neuroticism meta-analyses (Supplementary Fig. 8). For all three
phenotypes, our estimates suggest that less than 2% of the observed inflation of the mean
test statistic was accounted for by bias.
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In our primary GWAS of subjective well-being, we also used two family-based analyses to
test for and quantify stratification biases. These analyses used within-family (WF) estimates,
the coefficients from regressing the difference in phenotype across siblings on the difference
in siblings’ genotype (and controls). These WF estimates are not biased by population
stratification because siblings share their ancestry entirely, and therefore differences in
siblings’ genotypes cannot be due to the siblings being from different population groups. We
meta-analyzed association statistics from WF analyses conducted in four cohorts.
In the first analysis, we estimated the fraction of SNPs for which the signs of the WF
estimates were concordant with the signs of the estimates obtained from a GWAS identical
to our primary subjective well-being GWAS except with the four family cohorts excluded. For
the 112,884 approximately independent SNPs considered, we found a sign concordance of
50.83%, which is significantly greater than 50% (p = 1.04 × 10-8). Under the null hypothesis
of no population stratification, the observed sign concordance matches the expected rate
after winner’s curse adjustment nearly perfectly, 50.83% (Supplementary Fig 9).
The second analysis utilized the WF regression coefficient estimates (i.e., not only their
signs) to estimate the amount of stratification bias. For each SNP 𝑗𝑗, let 𝛽𝛽̂𝑗𝑗 denote the GWAS
estimate, and let 𝛽𝛽̂𝑊𝑊𝑊𝑊,𝑗𝑗 denote the WF estimate. Under the assumption that the causal effect
of each SNP is the same within families as in the population, we can decompose the
estimates as:

𝛽𝛽̂𝑗𝑗 = 𝛽𝛽𝑗𝑗 + 𝑠𝑠𝑗𝑗 + 𝑈𝑈𝑗𝑗
𝛽𝛽̂𝑊𝑊𝑊𝑊,𝑗𝑗 = 𝛽𝛽𝑗𝑗 + 𝑉𝑉𝑗𝑗 ,

where 𝛽𝛽𝑗𝑗 is the true underlying GWAS parameter for SNP 𝑗𝑗, 𝑠𝑠𝑗𝑗 is the bias due to stratification
(defined to be orthogonal to 𝛽𝛽𝑗𝑗 and 𝑈𝑈𝑗𝑗 ), and 𝑈𝑈𝑗𝑗 and 𝑉𝑉𝑗𝑗 are the sampling variances of the
estimates with E(𝑈𝑈𝑗𝑗 ) = E(𝑉𝑉𝑗𝑗 ) = 0. Whenever 𝑠𝑠𝑗𝑗 ≠ 0, the GWAS estimate of 𝛽𝛽̂𝑗𝑗 is biased away
from the population parameter 𝛽𝛽𝑗𝑗 . The proportion of variance in the GWAS coefficients
accounted for by true genetic signals can be written as:

Var(𝛽𝛽𝑗𝑗 )

Var�𝛽𝛽𝑗𝑗 � + Var(𝑠𝑠𝑗𝑗 )

.

In Supplementary Note, we show that with estimates 𝛽𝛽̂𝑗𝑗 and 𝛽𝛽̂𝑊𝑊𝑊𝑊,𝑗𝑗 (and their standard
errors) from independent samples, it is possible to consistently estimate the above ratio. The
95% confidence interval for the ratio implies that between 72% and 100% of the signal in the
GWAS estimates is a result of true genetic effects on subjective well-being rather than
stratification.
Analyses of inversion polymorphisms. Two genome-wide significant SNPs for the
neuroticism analysis are located within well-known inversion polymorphisms, on
chromosomes 8 and 17. Using the genotypic data available for UKB participants, we called
the inversion genotypes for UKB participants using a PCA-mixture method. For both
inversions, the method clearly distinguishes 3 clusters of genotypes, corresponding to
inversion genotypes (Supplementary Fig. 10). We validated the PCA-mixture procedure
using existing methods designed to call inversion genotypes39 (Supplementary Table 26).
For both inversions, we established that the inversion-tagging SNPs were always located in
close proximity of the inversion region (Fig. 3b and Supplementary Figs. 10-11).
Supplementary Tables 27-28 list the twenty variants that most strongly correlate with the
PCs that capture the inversion polymorphisms on chromosome 8 and 17, respectively. In
additional analyses, we confirmed that the inversion is associated with neuroticism and
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subjective well-being in independent cohorts (Supplementary Tables 29-30 and
Supplementary Fig. 12-13).
Proxy-phenotype analyses. In these analyses, we used a two-stage approach that has
been successfully applied in other contexts6. In the first stage, we conducted a metaanalysis of our first-stage “proxy phenotype” and used our clumping procedure to identify the
set of approximately independent SNPs at the p-value threshold of 10-4. In the second stage,
we tested SNPs identified in stage 1 (or high-LD proxies for them) for association with a
second-stage phenotype in an independent (non-overlapping) sample. In our analyses, we
used our primary phenotype of subjective well-being as the proxy-phenotype. We conducted
one analysis with depressive symptoms as the second-stage phenotype, and one analysis
with neuroticism as the second-stage phenotype. In the analyses, we omit cohorts from the
first-stage or second-stage as needed to ensure that the samples in the two stages are nonoverlapping. Supplementary Table 31 lists the cohort restrictions imposed. These cohort
restrictions, as well as the p-value threshold of 10-4, were chosen before the data were
analyzed on the basis of statistical power calculations.
To test for cross-phenotype enrichment, we used a non-parametric procedure that tests
whether the lead SNPs are more strongly associated with the second-stage phenotype than
randomly chosen sets of SNPs with a similar distribution of allele frequencies
(Supplementary Note).
To test the individual lead SNPs for experiment-wide significance, we examined whether any
of the lead SNPs (or their high-LD proxies) are significantly associated with the secondstage phenotype at the Bonferroni-adjusted significance level of 0.05/Y.
Genetic correlations. We used bivariate LD Score regression10 to quantify the amount of
genetic heterogeneity among the phenotypic measures pooled in each of our three separate
meta-analyses. For subjective well-being, we estimated a pairwise correlation of 0.981 (SE =
0.065) between life satisfaction and positive affect, 0.897 (SE = 0.017) between “wellbeing”
(our measure that combines life satisfaction and positive affect) and life satisfaction, and
1.031 (SE = 0.019) between positive affect and wellbeing. For depressive symptoms, we
estimated a genetic correlation of 0.588 (SE = 0.242) between GERA and PGC, 0.972 (SE =
0.216) between GERA and UKB, and 0.797 (SE = 0.108) between UKB and PGC. Finally,
we estimated a genetic correlation of 1.11 (SE = 0.14) between the measures of neuroticism
in the UKB analyses and the summary statistics from a previously published meta-analysis4.
Bayesian credibility analyses. To evaluate the credibility of our findings, we use a
standard Bayesian framework19 in which our prior distribution for any SNP’s effect is:

𝑁𝑁�0, 𝜏𝜏𝑗𝑗2 �
𝛽𝛽~ �
0

with probability 𝜋𝜋
.
otherwise.

Here, 𝜋𝜋 is the fraction of non-null SNPs, and 𝜏𝜏𝑗𝑗2 is the variance of the non-null SNPs for trait j
∈ {subjective well-being, depressive symptoms, neuroticism}. In this framework, credibility is
defined as the probability that a given SNP is non-null.

We begin with univariate analyses of the GWAS results that do not incorporate the additional
information from the quasi-replication analyses of the 16 lead SNPs reported in Table 1. We
use the three subjective well-being-associated SNPs to illustrate our approach, but we use
analogous procedures when analyzing depressive symptoms and neuroticism. We calculate
credibility for each value 𝜋𝜋 ∈ {0.01,0.02, … ,0.99}. For each assumed value of 𝜋𝜋, we estimate
2
𝜏𝜏𝑆𝑆𝑆𝑆𝑆𝑆
by maximum likelihood (Supplementary Note). For each SNP, we use Bayes’ rule to
obtain a posterior estimate of credibility for each of the assumed values of 𝜋𝜋.
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Supplementary Figure 14 shows that for all considered values of 𝜋𝜋 and all three SNPs, the
posterior probability that the SNP is null is below 1%. Similar analyses of the depressive
symptoms and neuroticism SNPs show that the posterior probability never exceeds 5%.
In our joint analyses, we consider two phenotypes with genetic correlation 𝑟𝑟𝑔𝑔 . We make the
simplifying assumption that the set of null SNPs is the same for both phenotypes. The joint
distribution of a SNP’s effect on the two phenotypes is then given by

𝜏𝜏 2
⎧𝑁𝑁 ��0� , � 1
𝛽𝛽
0 𝜏𝜏1 𝜏𝜏2 𝑟𝑟𝑔𝑔
� 1� ~
𝛽𝛽2 ⎨ 0
⎩ �0�

𝜏𝜏1 𝜏𝜏2 𝑟𝑟𝑔𝑔
�� with probability 𝜋𝜋
𝜏𝜏22
otherwise.

With coefficient estimates, 𝛽𝛽̂1 and 𝛽𝛽̂2 , obtained from non-overlapping samples, the variancecovariance matrix of the estimation error will be diagonal. We denote the diagonal entries of
this matrix, which represent the variances of the estimation error in the two samples, by 𝜎𝜎12
and 𝜎𝜎22 . This gives us the joint prior distribution

𝜏𝜏 2
⎧ 𝑁𝑁 ��0� , � 1
⎪
0 𝜏𝜏1 𝜏𝜏2 𝑟𝑟𝑔𝑔

𝛽𝛽̂
� 1� ~
2
𝛽𝛽̂2 ⎨
0 𝜎𝜎1
⎪𝑁𝑁 �� � , �
0
0
⎩

𝜏𝜏1 𝜏𝜏2 𝑟𝑟𝑔𝑔
𝜎𝜎21
+
�
�
𝜏𝜏22
0

0
��.
σ22

0
��
σ22

with probability 𝜋𝜋
otherwise.

To select parameter values for the prior, we use the estimates of 𝑟𝑟𝑔𝑔 reported in
Supplementary Table 1, and we estimate the parameters 𝜋𝜋, 𝜏𝜏12 , and 𝜏𝜏22 from GWAS
summary statistics using a maximum likelihood procedure. For this procedure, we make the
standard assumption10,40 that the variance of a SNP’s effect size is inversely proportional to
the variance of its genotype, 2 × MAF × (1 − MAF).
The credibility estimates follow from applying Bayes’ Rule to calculate either the probability
that the SNP is non-null (an event denoted 𝐶𝐶) given only the first-stage estimate, 𝑃𝑃�𝐶𝐶 | 𝛽𝛽̂1 �,
or the probability that the SNP is non-null conditional on the results of both the first-stage
GWAS and the quasi-replication analysis, 𝑃𝑃�𝐶𝐶 | 𝛽𝛽̂1 , 𝛽𝛽̂2 �. Credibility estimates for our lead
SNPs are in Supplementary Table 14.

To calculate the expected record of a replication or quasi-replication study, we assume that
the SNP is non-null for both phenotypes. (This is analogous to a standard power calculation
for a single phenotype, in which the SNP is assumed to be non-null.) Under this assumption,
𝛽𝛽̂1 and 𝛽𝛽̂2 are jointly normally distributed, implying that the conditional distribution of 𝛽𝛽̂2 given
𝛽𝛽̂1 is
(𝜏𝜏 2 + 𝜎𝜎12 )(𝜏𝜏22 + 𝜎𝜎22 ) − 𝜏𝜏12 τ22 𝑟𝑟𝑔𝑔2
𝜏𝜏1 𝜏𝜏2 𝑟𝑟𝑔𝑔
̂1 , 1
�.
�𝛽𝛽̂2 | 𝛽𝛽̂1 , 𝐶𝐶�~𝑁𝑁 � 2
𝛽𝛽
𝜏𝜏1 + 𝜎𝜎12
𝜏𝜏12 + 𝜎𝜎12

Using this equation, we can calculate the probability that the GWAS estimates will have
concordant signs across the two phenotypes, or that the GWAS estimate of the secondstage phenotype will reach some level of significance. These probabilities can be summed
over the set of lead SNPs to generate the expected number of SNPs meeting the criterion.
To obtain effect-size estimates for a SNP that are adjusted for the winner’s curse
(Supplementary Table 32), we use the mean of the posterior distribution of the SNP’s
effect, conditional on the quasi-replication result and the SNP being non-null. We derive the
posterior distribution and expected 𝑅𝑅 2 in the Supplementary Note.
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Lookup of depressive symptoms and neuroticism-associated SNPs in an independent
depression study. We partnered with the investigators of an ongoing large-scale GWAS of
major depressive symptoms (N = 368,890) to follow up on the associations identified in the
depressive symptoms and neuroticism analyses. The participants of the study were all
European-ancestry customers of 23andMe, a personal genomics company, who responded
to online survey questions about mental health. We did not request results for the SNPs
identified in the subjective well-being or proxy-phenotype analyses, since these were both
conducted in samples that overlap with 23andMe’s depression sample. For details on
association models, quality-control filters, and the ascertainment of depression status, we
refer to the companion study21. The p-values we report are based on standard errors that
have been inflated by the square by the intercept from an LD score regression10.
Polygenic prediction. To evaluate the predictive power of a polygenic score derived from
the subjective well-being meta-analysis results, we used two independent hold-out cohorts:
the Health and Retirement Study (HRS41) and the Netherlands Twin Register (NTR42,43). To
generate the weights for the polygenic score, we performed meta-analyses of the pooled
subjective well-being phenotype excluding each of the holdout cohorts, applying a minimumsample-size filter of 100,000 individuals (Supplementary Note). The results from these
analyses are reported in Supplementary Table 33 and depicted in Supplementary Figure
15.
Biological annotation. For the biological annotation of the 20 SNPs in Table 1, we
generated a list of LD partners for each of the original SNPs. A SNP was considered an LD
partner for the original SNP if (i) its pairwise LD with the original SNP exceeded R2 = 0.6 and
(ii) it was located within 250kb of the original SNP. We also generated a list of genes
residing within loci tagged by our lead SNPs (Supplementary Table 34).
We used the NHGRI GWAS catalog44 to determine which of our 20 SNPs (and their LD
partners) were in LD with SNPs for which genome-wide significant associations have been
previously reported. Since the GWAS catalog does not always include the most recent
GWAS results available, we included additional recent GWAS studies. We used the tool
HaploReg45 to identify nonsynonymous variants in LD with any of the 20 SNPs or their LD
partners.
We examined whether the 20 polymorphisms in Table 1 were associated with gene
expression levels (Supplementary Table 24 and Supplementary Note). The cis-eQTL
associations were performed in 4,896 peripheral-blood gene expression and genome-wide
SNP samples from two Dutch cohorts measured on the Affymetrix U219 platform42,43,46. We
also performed eQTL lookups of our 20 SNPs in the Genotype-Tissue Expression Portal47,48.
We restricted the search to the following trait-relevant tissues: hippocampus, hypothalamus,
anterior cingulate cortex (BA24), putamen (basal ganglia), frontal cortex (BA9), nucleus
accumbens (basal ganglia), caudate (basal ganglia), cortex, cerebellar hemisphere,
cerebellum, tibial nerve, thyroid, adrenal gland, and pituitary.
Finally, using a gene co-expression database49, we explored the predicted functions of
genes co-locating with the 20 SNPs in Table 1 (Supplementary Table 35).
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Supplementary Note (selected
sections)
9. Biological annotation
A. Functional partitioning of heritability
Background and methods
First, we discuss the results of our analyses of functional genomic regions enriched for
GWAS signals. These regions include, for example, evolutionarily conserved regions or
regions epigenetically regulated to be accessible in specific tissues (brain, immune system,
etc.). Using LD Score regression1,2, we aim to determine whether specific types of genomic
regions are enriched in their association with SWB, DS, or neuroticism. Enrichment of
specific annotations may shed light on the biological processes underlying the phenotypes
analyzed here.
Stratified LD Score regression is based on the relationship
E�χ2j �

C

= N � τc l(j, c) + Na + 1,
c

where χ2j = Nβ�2j is the GWAS chi-square statistic for SNP j, N is the sample size, c indexes
the functional categories (which do not have to be disjoint), l(j, c) is the stratified LD Score of
SNP j with respect to functional category c, τc is the average contribution to heritability of a
SNP due to its membership in category c, and a is a term that measures the contribution of
confounding biases such as cryptic relatedness and population stratification.
Finucane et al.1 present derivations of this equation, and they show how estimates of τc that
result from estimating the implied regression can be used to obtain estimates of the
heritability ascribable to the various functional categories. Enrichment is then calculated for
each functional category as the fraction of the total heritability captured by the category
divided by the fraction of SNPs in that category.

To partition the SNP-based heritability of SWB, DS, and neuroticism using the results of our
GWAS meta-analyses, we followed exactly the procedure described by Finucane et al.1. We
used the stratified LD Scores calculated from the European-ancestry samples in the 1000
Genomes Project (1000G), but in the regressions themselves took forward only the chisquare statistics of the ~1 million HapMap3 SNPs with minor allele frequency (MAF) > 0.05
(because the LD Scores of SNPs with low MAFs can introduce a great deal of sampling
variation).
We first estimated the stratified LD Score regression for the “baseline” model, in which the
functional categories consist of one category consisting of all SNPs, 24 categories
corresponding to 24 main annotations of interest, categories corresponding to 500-bp
windows around regions belonging to each of these 24 annotations, and categories
corresponding to 100-bp windows around ChIP-seq peaks (regions that are DNase
hypersensitive or associated with histones bearing the marks H3K4me1, H3K4me3, or
H3K9ac). There were thus 53 predictor variables in total.
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“Histone marks” are posttranslational modifications of histones that alter their interaction with
the DNA wound around them. The SNPs bearing the annotations referring to histone marks
in the baseline model just described, however, are a union of SNPs located in regions
associated with the defining mark in any cell type whatsoever. To gain tissue-level
resolution, we followed the analysis of Finucane et al.1 and grouped 220 distinct types of
histone marks—defined by both mark and cell type—into 10 broad tissue types
(ADRENAL/PANCREAS, CENTRAL NERVOUS SYSTEM, CARDIOVASCULAR, CONNECTIVE/BONE,
GASTROINTESTINAL, IMMUNE/HEMATOPOIETIC, KIDNEY, LIVER, SKELETAL MUSCLE, and OTHER).
We then added each of these 10 tissue annotations to the baseline model, one at a time,
and assessed the magnitude and statistical significance of the enrichment thus observed. To
benchmark these results, we downloaded the summary statistics of a recent GWAS metaanalyses of height3 (http://www.broadinstitute.org/collaboration/giant/index.php) and applied
the tissue-level analysis to these phenotypes. The sample sizes employed in these three
meta-analyses are similar to our own and therefore enable an informative comparison.
Results: The “baseline” model
The results for the baseline model for SWB, DS, and neuroticism are shown in
Supplementary Tables 18-20). To correct for multiple hypothesis testing within our main
phenotype (SWB), we examined whether the enrichment estimates were significant after a
Bonferroni correction for 62 two-sided tests (i.e., 52 annotations in the baseline model 2 and
10 tissue types). The resulting significance threshold is p < 0.05/62 = 8.1×10−4. It can be
seen from the last column of the table for SWB that 8 baseline annotations met this
threshold for SWB, and four baseline annotations were significant for each of DS and
neuroticism. Regions that are evolutionarily conserved in mammals (labeled CONSERVED in
Supplementary Table 18) exhibited the strongest enrichment for all three phenotypes (SWB
~14-fold, DS ~12-fold, and neuroticism ~12-fold). Evolutionarily conserved regions of the
genome accumulate base-pair substitutions differentiating distinct species more slowly than
predicted by a model of selective neutrality, which implies that mutations in such regions
tend to have phenotypic effects that are visible to natural selection. The functional category
comprising 500bp windows around conserved regions (CONSERVED + 500bp) was
significantly enriched for all three phenotypes (albeit with less extreme enrichment). Coding
SNPs (labeled CODING in Supplementary Tables 18-20), which tend to be highly conserved,
also exhibited enrichment for SWB (~7-fold) and DS (~7-fold), but these results were not
significant after Bonferroni correction.
The functional category showing the next most statistically significant enrichment for SWB,
after evolutionarily conserved regions, was the histone mark H3K4me3 (~3.6-fold, p =
2.22×10-5). This histone modification is associated with increased expression of nearby
genes. Indeed, a common theme of nominally significant annotations was residence
upstream of protein-coding genes and likely regulation of their expression (DNASE I
HYPERSENSITIVE, FETAL DNASE I HYPERSENSITIVE, TRANSCRIPTION START SITE, ENHANCER).
Several other histone marks also showed significant enrichment for SWB but not DS or
neuroticism. These included monomethylation of histone 3 lysine 4 (H3K4me1) peaks, which
are associated with enhancer regions, and 500bp windows around acetylation of histone 3
lysine 9 (H3K9ac) marks. The acetylation of lysine may facilitate gene expression by
reducing the electrical attraction between DNA and the histone residue.

The baseline model include 53 predictor variables: one for each of the 52 annotations and one for
the set of all SNPs. We adjust the significance threshold for the 52 annotations, but not for the set of
all SNPs.
2
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The other baseline results for DS are also broadly similar to those for SWB: annotations
referring to the evolutionarily conserved regions, to the histone marks H3K9ac and
H3K4me3, and to the coding SNPs are enriched. These same annotations are also enriched
for neuroticism but less so.
Results: tissue types
The results of the tissue-level analysis are reported in Panel C of Supplementary Table 24.
It is the enrichment of ADRENAL/PANCREAS that is strongest when the phenotype is SWB
(~3.7-fold). The enrichment statistics are potentially misleading, however, because of
possible confounding. For example, many SNPs are associated with histone marks
observed in multiple tissues. It is thus of interest to examine the τc of each tissue, which are
the coefficients from the stratified LD score regression and are the expected increase in the
phenotypic variance accounted for by a SNP due to the SNP’s being in a given tissue
category, controlling for the annotations in the baseline model. (The τc for a given tissue type
and phenotype also corresponds to the effect of a one-unit increase in a SNP’s stratified
tissue-specific LD score on the expected square of the SNP’s GWAS estimate from the
phenotype’s GWAS, where the SNP has been standardized and controlling for the
annotations in the baseline model.) SNPs that bear a tissue annotation with a large and
positive τc will tend to account for a larger share of a phenotype’s heritability. Figure 4a
shows the τc ’s divided by the LD score estimates of the heritability of the phenotypes for
which they were estimated 3,4, and the τc ’s are reported in Supplementary Table 21. (We
normalize the τc ’s in Figure 4a by dividing them by the LD Score heritability 5 of the
phenotypes for which they were estimated to increase comparability across phenotypes.)
Now we see that it is CENTRAL NERVOUS SYSTEM that has the largest coefficient (16×10−9),
although this is not significantly different from that of the runner-up ADRENAL/PANCREAS
(10×10−9). The CENTRAL NERVOUS SYSTEM annotation is also the most enriched by this
measure when the phenotype is neuroticism. In fact, here the τc coefficient of CENTRAL
NERVOUS SYSTEM (29×10−9) is the only one attaining a positive value. In this respect
neuroticism is quite unlike height, where CENTRAL NERVOUS SYSTEM is the only tissue-level
annotation with a negative coefficient. For DS, CENTRAL NERVOUS SYSTEM is also significantly
enriched and has the second largest τc coefficient; ADRENAL/PANCREAS and KIDNEY are also
enriched and have large and positive τc coefficients.
Discussion
The baseline results for SWB, DS, and neuroticism are broadly similar to those reported
earlier for other phenotypes. For instance, Okbay et al.4 also find that the annotation for
evolutionarily conserved regions is the most highly enriched for educational attainment (and
the most significantly so), and that annotations associated with coding SNPs and with the
histone marks H3K9ac and H3K4me3 are enriched. Finucane et al.1 take the average
enrichment across nine different phenotypes and find that conserved regions are the most
enriched, followed by coding SNPs; they also find that annotations associated with the
histone marks H3K9ac and H3K4me3 are enriched.

2
Based on the LD Score framework, ℎ𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿,𝑦𝑦
= ∑𝑐𝑐 𝑀𝑀𝑐𝑐 𝜏𝜏𝑐𝑐,𝑦𝑦 , where y denotes the phenotype and
Mc is the number of SNPs with annotation c among the SNPs used to calculate the LD Scores.
2
is equivalent to normalizing the 𝜏𝜏𝑐𝑐 ’s by a weighted sum
Thus, normalizing the 𝜏𝜏𝑐𝑐 ’s by ℎ𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿,𝑦𝑦
of the 𝜏𝜏𝑐𝑐 ’s, where the weights are given by the number of SNPs with the different annotations.
4
The confidence intervals were obtained by the delta method, assuming zero covariance
between the 𝜏𝜏𝑐𝑐 ’s and the phenotypes’ LD Score heritabilities.
5
Each phenotype’s LD Score heritability was obtained from the phenotype’s baseline stratified
LD Score regression.
3
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Significant enrichment of CENTRAL NERVOUS SYSTEM for SWB, DS, and neuroticism is clearly
in line with previous enrichment results from educational attainment, schizophrenia, and
bipolar disorder1. Enrichment of the CENTRAL NERVOUS SYSTEM indicates that the signal
captured in these GWAS indeed is stronger in regions in the genome with likely effects in the
brain. On the other hand, enrichment of the ADRENAL/PANCREAS for SWB and DS specifically
is convergent with previous research on the role of hypothalamic-pituitary-adrenal (HPA)axis and autonomic dysregulation in depressed patients5. Moreover, we note that
ADRENAL/PANCREAS is not significant in schizophrenia nor bipolar disorder1, although both
disorders have also been associated with HPA-axis functioning6–8. Thus, enrichment of the
ADRENAL/PANCREAS appears to be a feature that might distinguish DS and SWB from
genetically similar psychiatric disorders.
The specific involvement of HPA- and/or autonomic dysregulation in depression might be the
reason behind the enrichment of the ADRENAL/PANCREAS. However, we note the HPA-axis is
a complex pathway that has intricate yet widespread effects on the brain and endocrine and
immune system; its precise involvement in depression is not clearly understood. Moreover,
evidence for dysregulation of the autonomic nervous system in depressed patients is
inconsistent5.
In brief, HPA-dysregulation is thought to influence depression through maladaptive initiation
and termination of the human response to stress5,9. This notion is supported by the
consistent association between depression and elevated blood serum levels of cortisol10.
Cortisol is produced in the adrenal cortex, and is the end product of the HPA-axis. Its
function is to mobilize glucose stores into the blood, suppress the immune system, and
provide negative feedback to the brain.
Two other hormones produced in the adrenal gland, and potentially involved in depression,
are epinephrine and norepinephrine. As opposed to cortisol, they are produced in the
adrenal medulla, and their release from the adrenals is the result of direct autonomic
nervous system stimulation. This direct neural activation results in a fast release of
(nor)epinephrine into the blood (in contrast, cortisol release from the adrenals is dependent
on activation by circulatory adrenocorticotropic hormone (ACTH), a much slower system). In
this way, epinephrine and norepinephrine help trigger the acute stress system, which is
characterized by the “fight-or-flight” response and involves increases in heart rate, blood
pressure, sweating, and so on. Dysregulation of the autonomic nervous system has also
been linked to depression, albeit inconsistently5.
The mechanism that accounts for the enrichment of the KIDNEY for DS is unclear. One
intriguing but speculative possibility involves the hormone vasopressin. There is clear
evidence for increased hypertension in depressed patients11, and a potential culprit for the
link between hypertension, kidney function, and depression is the hormone vasopressin. The
hormone vasopressin is involved in the human stress response9 and has two main functions
in the human body: it primarily regulates water reabsorption by the kidney, and it increases
peripheral vascular constriction, which increases arterial pressure. We emphasize, however,
that this potential mechanism is purely speculative: the enrichment found for KIDNEY may
also be an artifact related to the physical vicinity of the kidney to the adrenal glands (which
are positioned, as their name describes, on top of the kidneys).
In the next section, we describe follow-up analyses that we conducted to gain biological
insight into the 20 SNPs in Table 1. In short, we ascertained whether any genome-wide
significant SNPs (or variants in strong LD with those SNPs) fall into one of the following
three classes: (1) nonsynonymous SNPs that alter the composition of the protein encoded
by a gene, (2) eQTLs that are associated with the abundance of mRNA transcript in whole
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blood, and (3) genome-wide significant SNPs associated with other phenotypes in previously
conducted GWAS. In addition, we obtained a list of all genes overlapping the loci defined by
the 20 SNPs listed in Table 1, and queried the Gene Network database (GO, KEGG, and
Reactome) with these in order to obtain insight into their functions.

B. LD with non-synonymous variants
Generating LD partners
In order to obtain a uniform list of “LD partners” for the 20 SNPs in Table 1, we used the
1000 Genomes Phase I CEU reference panel and performed the “ld”-command in PLINK12.
This list was used for the nonsynonymous SNP look up described below. A SNP was
considered an LD partner if it is in strong LD (R2 ≥ 0.6) with the queried SNP and within
250kb of it.
Nonsynonymous variants
We used the tool HaploReg13 to identify nonsynonymous variants in strong LD with any of
the 20 queried SNPs and their LD partners. Here, we report that one SWB SNP
(rs2075677), two neuroticism SNPs (rs193236081 and rs10838738), and one neuroticism
and DS SNP (rs6904596) are in strong LD with nonsynonymous variants (Supplementary
Table 23).
Our most notable finding here is neuroticism SNP rs193236081, which tags 11 missense
variants in near-perfect LD (R2 = 0.97) residing in MAPT, STH, or KANSL1. These genes lie
in the large chromosome 17 inversion we detected (see Supplementary Note 5.B). A
missense variant is a type of nonsynonymous mutation that results in the production of a
different amino acid. According to the Gene Network co-expression database (described
below in Supplementary Note E), MAPT and STH are heavily expressed in many regions of
the brain. While STH’s specific function is unclear, MAPT is significantly involved in a myriad
of neuronal processes (e.g., axonogenesis). In fact, MAPT is the gene that encodes tau, a
protein that is important in the stabilization of microtubules in neurons. Improper functioning
of tau may be an important pathological mechanism for disorders such as Alzheimer’s and
several forms of parkinsonism (which are collectively known as “tauopathies”)14. In
previously conducted GWAS in the literature, MAPT has been associated with
neurodegenerative disorders, as well as intracranial volume in healthy individuals
(Supplementary Table 22). Finally, we report that KANSL1 (known by its synonym
KIAA1267 in the Gene Network database) is highly expressed in the cerebellum, and is
predicted to be involved in gene transcription (e.g., CHROMATIN and HISTONE MODIFICATION).
Neuroticism and DS SNP rs6904596 tags two missense variants in OR2B2 (R2 = 0.9) and
one in HIST1H2BL (R2 = 0.84). OR2B2 encodes an olfactory receptor that is involved in
smell and taste, while HIST1H2BL encodes a histone protein. Both genes are located in the
HLA-region on chromosome 6.
Neuroticism SNP rs10838738 is in perfect LD (R2 = 1) with a missense SNP residing in
MTCH2. This gene is highly expressed in neural stem cells and astrocytes, and is predicted
to be involved in energy metabolism in the mitochondria. rs10838738 itself has significantly
been associated with BMI in previous GWAS (see Supplementary Table 22).
Lastly, we report that SWB SNP rs2075677 tags two missense variants that reside in ZNFX1
(R2 = 0.84) and DDX27 (R2 = 0.86), respectively. Their functional relevance for SWB is not
directly apparent. DDX27 is predicted to be involved in RNA processing, and is highly
expressed in specific brain regions, for instance the visual cortex. ZNFX1 is predicted to be
involved in interferon signaling and production, and is mainly expressed in immune cells.
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C. eQTL analyses
Blood cis-eQTL lookup
The goal of the eQTL lookup performed here is to explore the extent to which the SNPs
associated with our phenotypes of interest influence the expression level of certain genes,
and thus the quantity of protein produced. This section also aims to elucidate which specific
gene transcripts are associated with our query SNPs and thus are potentially involved in the
biology of SWB, DS, and neuroticism. It is important to realize that gene expression, and its
genomic regulation, can differ across different tissues. Here we test for associations
between SNPs and gene expression in whole blood, which means genes expressed in white
blood cells (cells involved in the human immune system). The immune system might very
well be involved in SWB; however, gene expression in the brain may be more likely to be
involved in the biological processes underlying SWB, DS, and neuroticism. Fortunately gene
expression across tissues is known to substantially overlap15. Whole blood is often
considered an excellent tissue for the purpose of studying the genetics of gene expression,
as obtaining whole blood is substantially less invasive then obtaining other tissues such as
brain tissue.
Cis-eQTL associations were performed in 4,896 peripheral blood gene expression and
genome-wide SNP samples from two Dutch cohorts measured on the Affymetrix U219
platform. The Affymetrix platform measures RNA using 423,201 probes that can be grouped
into 44,241 probesets targeting 18,238 genes. In cis-eQTL analysis, probeset-SNP
associations are tested. Genotypes were imputed using the 1000 Genomes phase 1 version
3 (CEU) reference panel. We deemed a SNP a potential cis-eQTL when the distance
between the SNP and the midpoint of the probeset was smaller than 1Mb. The true
maximum distance between a cis-eQTL and its regulatory target is a matter of arbitrary
definition16, and we elected to relax the required proximity. The full RNA and DNA extraction
procedure and cis-eQTL analysis procedure are described elsewhere17. Permutation tests
were performed to control for the presence of related individuals in the eQTL discovery
sample. FDR-corrected p-values corrected for the total number of probeset-SNP tests were
performed across all 44,241 probesets.
In total 7 out of 19 query SNPs were found to be significantly associated with the expression
of 19 genes in whole blood (see Supplementary Table 24). Some interesting findings are
summarized here. Note that the eQTL results of the SNPs located in and around the
inversion on chromosome 8 can be found in Supplementary Note 5.A).
We find that SWB SNP rs2075677 affects the expression levels of ZNFX1 and DDX27 in the
blood. As noted above, this SNP also tags missense variants in these genes, and has been
implicated in height. SWB SNP rs3756290 is an eQTL for ACSL6 and IRF1. ACSL6 encodes
an enzyme that synthesizes acyl-CoA, and is highly expressed in many brain areas. This
enzyme is essential for fatty acid metabolism. A noteworthy observation is that cholesterol is
an essential component of myelin, a structural component of nerves that is crucial for signal
conduction18. Moreover, cholesterol stabilizes serotonin receptors on the membrane, and
appears to be important for normal serotonin receptor function19–22. Notably, serotonin
dysregulation is hypothesized to play a role in depression and anxiety, and many first-line
antidepressants may exert their therapeutic effect by increasing serotonin concentrations in
the synaptic cleft (although the exact therapeutic mechanism is still under heavy debate)23.
IRF1, on the other hand, is mainly expressed in the immune system, and is known to play a
role in a wide range of immune signaling pathways (in particular interferon signaling), as well
as regulation of cell proliferation and tumor necrosis24. Interferons are pro-inflammatory
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cytokines that are naturally produced by the body, although they are also used as
medication in the treatment of hepatitis and various cancers. They are of limited clinical utility
because they commonly induce symptoms of clinical depression in patients (as well as in
healthy individuals in experimental settings)25. Concurrent use of anti-depressants lowers the
chances of developing depression26. However, naturally-circulating interferon levels do not
appear to correlate with depression-status27.
Neuroticism SNP rs139237746 affects the expression of ADM (“adrenomedullin”), a gene
that derives its name from its initial discovery in epinephrine-secreting tumors and encodes a
vasodilatory hormone. ADM is also a neuropeptide that has been described to be critical for
neuroprotection following brain injury28. It is ubiquitously expressed in the body, and helps
cells to respond to hypoxic injury induced by oxidative stress. Central nervous systemknockout of this gene in mice increases anxious behavior, changes the structure of neuronal
microtubules, and reduces the adaptive response to hypoxia in the brain29. rs139237746 is
also an eQTL for SBF2, a gene that encodes an enzyme that regulates the activity of
myotubularin proteins; a myotubularin-encoding gene was also implicated in our eQTL
analysis of the inversion on chromosome 8 (Supplementary Note 5.A). Neuroticism SNP
rs10838738 is an eQTL for MTCH2, and also tags a missense variant in this gene.
Moreover, this SNP also affects the expression of MYBPC3, a gene important for cardiac
muscle function. However, it is also highly expressed in several brain regions that are
important for motor function (i.e., the basal ganglia and motor cortex), although its function
there is unknown. Lastly, neuroticism SNP rs193236081 is an eQTL for both MAPT and
KANSL1, and also tags missense variants in these genes.
Tissue-specific cis-eQTL lookup
We supplemented the analyses described in the previous section with eQTL lookups of the
20 SNPs (including the chromosome 8 inversion-tagging SNP) in the Genotype-Tissue
Expression Portal (www.GTExportal.org)30,31. For a given SNP, the portal provides results for
tests of association between the SNP and gene expression in various tissues of genes
whose transcription start site is within one Mb of the SNP. We restricted the search to the
following trait-relevant tissues: hippocampus, hypothalamus, anterior cingulate cortex
(BA24), putamen (basal ganglia), frontal cortex (BA9), nucleus accumbens (basal ganglia),
caudate (basal ganglia), cortex, cerebellar hemisphere, cerebellum, nerve (tibial), thyroid,
adrenal gland and pituitary. (We included pituitary tissue and thyroid tissue because these
feature prominently in many biological-psychiatric theories of depression and related
disorders32,33 and pituitary gland tissue because of the central role the pituitary plays in the
HPA axis34.) The sample sizes vary by tissue type. The brain-tissue analyses were based on
samples in the range 70 to 103, whereas the analyses of the three non-brain tissues were
based on samples in the range 87 to 278.
Panel C of Supplementary Table 24 reports the results from the portal for the 20 SNPs for
the trait-relevant tissues (the p-values for the test of associations whose results are returned
by the portal are all smaller than 5 × 10−5 ). Despite the small samples, five of the queried
SNPs—rs10838738, rs12938775, rs193236081, rs6904596, rs2572431—are significantly
associated with gene expression levels in the trait-relevant tissues.
Interestingly, we observe the strongest results for the two SNPs tagging the inversions on
chromosomes 8 (rs2572431) and 17 (rs193236081). The chromosome 8 tagging SNP is an
eQTL for the expression of several genes in thyroid and tibial nerve tissue. The chromosome
17 tagging SNP is associated with the expression of 17 distinct genes in thyroid tissue, 8
distinct genes in pituitary tissue and is also strongly associated with the expression of a large
number of genes in most of brain tissues queried. This lookup confirms the SNPs identified
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in our analyses are associated with gene expression in brain and nerve tissues as well as in
the adrenal gland, pituitary and thyroid. The genes identified here could inform future efforts
to determine the functional effects of specific genes.

D. GWAS catalog lookup
We scanned the NHGRI GWAS catalog35 (http://www.genome.gov/gwastudies, accessed 10
September 2015) for any overlap between previous GWAS findings and the 20 SNPs in
Table 1 (or SNPs in close LD with these SNPs). Since the GWAS catalog does not always
include the most recent GWAS results available, we also scanned the most recent GWAS on
height3, body mass index (BMI)36, waist-to-hip ratio (WHR) adjusted for BMI37,
schizophrenia38, Parkinson’s disease39, Alzheimer’s disease40, and brain volume41 for any
overlap with our phenotypes.
Before describing the results, we note that any overlap at a locus for two phenotypes does
not imply sharing of important underlying genetic or biological etiological mechanisms. For
instance, it is possible that a SNP associated with two phenotypes tags distinct causal genes
affecting each of the different phenotypes. Moreover, the issue of pleiotropy should also be
kept in mind. As Wagner and Zang42 point out, the human phenotypic space is very high
dimensional, while the human genome contains finite numbers of common variants and
protein-coding genes.
But even when two phenotypes do share a causal site, this does not mean that the multiple
phenotypes share underlying etiologies at large. Recent empirical work has corroborated this
notion43. One striking example here was the near-zero genetic correlation between the
autoimmune diseases rheumatoid arthritis (RA) and inflammatory bowel disease (IBD),
which are known to share risk loci. The reason was the lack of an overall directional trend:
whereas some RA risk alleles were also risk alleles for IBD, other RA risk alleles were
protective for IBD, resulting in a near-zero correlation at the genome-wide level.
The results of the GWAS catalog lookup are reported in Supplementary Table 22.
First, we note that SWB SNP rs2075677 is in high (R2 = 0.83) or perfect LD (R2 = 1) with two
SNPs that were highly associated with height in the most recent height GWAS3,44. These
SNPs lie in the intron of STAU1.
In addition, four neuroticism SNPs (or their LD partners) surfaced in the GWAS catalog:
rs193236081 overlaps with four variants (R2 ≥ 0.94), all located in (the vicinity of) MAPT or
KANSL1. They are associated with Parkinson’s disease (two variants), intracranial volume,
and progressive supranuclear palsy (a neurodegenerative disorder that is frequently
misdiagnosed as Parkinson’s or Alzheimer’s due to similarities in symptomology45).
Interestingly, neuroticism SNP rs4938021 is in high LD (R2 = 0.87) with a top hit in the most
recent schizophrenia GWAS38. The SNP in question is located 50kb upstream from DRD2, a
gene that codes for a type of dopamine receptor. DRD2 is one of only two genes residing in
the locus tagged by rs4938021, making it a plausible biological candidate (the other gene is
micro-RNA gene MIR4301). Dopamine receptor D2 is in fact a known target of all effective
antipsychotic drugs used in the treatment of schizophrenia46, but also plays an important role
in locomotion. Generally, dopamine D2 receptors are known to play a major role in the
mesolimbic reward pathway, which is where their link to neuroticism might lie. Importantly,
Ripke et al.’s38 finding highlighted that the small effect sizes of common SNPs identified
using the experimental design of GWAS do not necessarily preclude biological relevance.
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DS and neuroticism SNP rs6904596 has also been highly associated with schizophrenia and
bipolar disorder in several GWAS38,47–49. In fact, this SNP lies in the HLA-region: the most
strongly associated locus for schizophrenia.

E. Using co-expression to predict gene function
We used a recently developed co-expression database called Gene Network50
(http://www.genenetworki.nl:8080/GeneNetwork/mgi.html, accessed 15 October 2015) to
gain insight into the functions of the genes that are in LD with our lead SNPs. The database
can assign functions to a gene even if that gene does not bear explicit annotations referring
to those functions, by establishing “guilt-by-association” in terms of co-expression with genes
that are members of a functionally defined set taken from standard databases such as Gene
Ontology (GO).
In brief, Gene Network uses information from a total of 77,840 Affymetrix human, mouse, or
rat microarrays from the Gene Expression Omnibus, which measure expression levels of
19,997 genes in total. Gene co-expression levels were subjected to principal component
analysis, which yielded a total of 2,206 reliable “transcriptional components” (TCs). Each TC
captures a shared pattern of gene expression across experiments, indicating shared biology
of the genes that load highly on it. For each TC and predefined gene set, the difference
between the mean TC loading and the mean loading of all genes not present in the gene set
was subjected to a t-test. Roughly speaking, this tests whether the pattern of co-expression
captured by the TC discriminates members of the gene set from all other genes. Finally,
each row of the resultant 14,461×2,206 matrix of t-statistics (each element corresponding to
a gene set and TC) was correlated with the TC loadings of the individual genes. This
establishes whether the expression pattern of an individual gene is aligned with the overall
expression pattern of the gene set. The thresholds for declaring a correlation between a
gene’s TC loadings and a gene set’s t-statistics to be statistically significant were chosen to
satisfy FDR < 0.05. In depth-documentation of the method can be found in Fehrmann et al.
(2015)50 and Pers et al. (2015)51.
Now, we describe how we queried the Gene Network database. First, we ascertained the list
of genes that are in LD with the 20 SNPs (R2 ≥ 0.5). To this end, we used the latest version
of SNPsnap52 (http://www.broadinstitute.org/mpg/snpsnap/, accessed 12 October 2015).
SNPsnap uses LD information from the 1000 Genomes phase III CEU reference panel and
GENCODE genes downloaded via Ensembl GRCh37 Biomart. This results in a database of
57,734 genes (of which 20,314 are protein-coding). Subsequently, we queried the Gene
Network co-expression database with the Ensembl Gene IDs that SNPsnap provides. This
ensures that all gene information was captured, even if any gene was entered with an
unusual synonym. All genes in the loci tagged by the queried SNPs can be found in
Supplementary Table 34; in total, 269 genes were present, of which 105 genes were
present in Gene Network. We note that the majority of genes not present in the database (N
= 142) were non-protein coding (e.g., pseudogenes or lincRNA genes).
We recorded all statistically significant results listed under Gene Ontology53
(http://amigo.geneontology.org/amigo) biological process, cellular compartment, and
molecular function. We also recorded the results listed under the Reactome54
(http://www.reactome.org/) and Kyoto Encyclopedia of Genes and Genomes55 (KEGG,
http://www.genome.jp/kegg/) pathways. We then recorded all tissues, organs, and cell types
where the area under the receiver operating characteristic curve (AUC) with respect to the
discriminating power of measured gene expression exceeded 0.80. Gene Network derives
the AUC from the difference between the samples of the focal tissue and all other tissues in
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the distribution of the query gene’s expression level, as determined by text-mining the
descriptions provided by experimenters who uploaded expression data to the Gene
Expression Omnibus (GEO). Note that the tissue/cell type labels taken from the Medical
Subject Headings (MeSH) database can refer to different levels of a hierarchy and are
therefore not necessarily mutually exclusive.
We do note that the method has two potential inherent drawbacks. First, only genes with
reliable gene expression data (i.e., which have survived quality control) are included in the
database. For this reason, FTO (an important obesity gene) is for instance not included in
the database. In our case, too, not all genes in the loci tagged by our SNPs were present in
the database. Therefore, we cannot exclude the possibility that this method misses genes
that might be important for our phenotypes, but that have not yielded reliable expression
data. Second, the method does not assign function to genes that have unique patterns of
gene expression, but that may well play a role in known biological processes. In our case,
another substantial drawback is the relative lack of power caused by the modest number of
queried SNPs, which prevents the use of DEPICT51 (a software tool based on the Gene
Network correlations between genes and gene sets) to test the formal significance of any
putative enrichment. Furthermore, our wide locus definition (R2 ≥ 0.5) is likely to include
many irrelevant genes. Still, we report the top 10 most frequently occurring terms in our
Gene Network lookups, because it is likely that at least some of these terms reflect genuine
enrichment.
The results can be found in Supplementary Table 35, which lists the ten most frequently
occurring search results yielded by each data source and their respective counts. In the
results, we find that gene functions and cell components pertaining
to gene transcription rank particularly high. As an illustration, the top occurring terms are
in GO biological process, CHROMATIN in GO cellular component,
ATP-DEPENDENT HELICASE ACTIVITY in GO molecular function, and TRANSCRIPTION in
Reactome. These findings are consistent with the view that common genetic variants
involved in complex traits are most likely to exert their effects through modification of gene
expression. Lastly, we do note that the genes in the loci tagged by our SNPs are mainly
specifically expressed in subcortical brain areas.
CHROMATIN ORGANIZATION

F. Summary overview of results
We used stratified LD score regression to ascertain the proportion of heritability attributable
to various functional SNP categories. The most strongly enriched functional categories for
SWB, DS, and neuroticism were evolutionarily conserved regions, the histone marks
H3K4me3 and H3K9ac, and coding SNPs. In these respects our three primary phenotypes
are similar to those examined by Finucane et al.1. The findings of the tissue-type enrichment
analyses were perhaps more surprising. Here, we found significant enrichment of not only
the CENTRAL NERVOUS SYSTEM (as expected), but also of the ADRENAL/PANCREAS for our
SWB and DS phenotypes (for neuroticism, the only significant enriched tissue was CENTRAL
NERVOUS SYSTEM). This potentially strengthens the evidence for HPA-axis involvement in
SWB and mental health.
Our lookup exercises concentrated on specific SNPs and nearby genes. We found that
many of our identified SNPs are associated with the expression of nearby genes or other
phenotypes that have been studied in GWAS. It is worth reemphasizing, however, that the
overlaps with other phenotypes in the GWAS catalog must be interpreted cautiously,
especially in the absence of at least a moderate genetic correlation between the two
phenotypes. For instance, in the case of the association between the SWB SNP rs2075677
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and height, it may be tempting to take this overlap as evidence of height affecting SWB.
Whereas mechanisms such as greater physical height leading to increased social standing
might account for such a causal relationship, the reverse causal chain seems inherently
implausible. But we must also consider other possibilities, such as the possibility that some
of the overlap is simply an artefact of gene co-localization. Further understanding of all
overlap results will require follow-up analyses, including fine-mapping of the relevant loci.
Generally, our most notable finding is the association of two large, well-known inversions on
chromosome 8 and chromosome 17 with neuroticism and SWB. Our eQTL analysis of the
SNPs located in and around the inversion’s breakpoints revealed involvement of several
well-annotated genes. One candidate was FDFT1, a gene involved in cholesterol synthesis
that is ubiquitously expressed in the brain and possibly crucial for the development of the
central nervous system. Again, this could hint at a potential role for brain cholesterol in SWB
and mental health. Another candidate was MSRA, a gene highly expressed in the
cerebellum, temporal lobe, motor neurons, and visual cortex. This gene appears to have
important effects on protein repair following oxidative stress, and is associated with lifespan
in experimental studies in mouse and Drosophila. Another candidate gene arising out of
several analyses was MAPT, a gene involved in neurodegenerative disorders. MAPT lies in
the large chromosome 17 inversion polymorphism we identified. We note that the inversion
also contains corticotropin-releasing hormone receptor 1 (CRCH1; a candidate gene for
depression), although this gene was not implicated in our functional annotation analyses.
Finally, we note that the protein-coding genes located in the loci tagged by the SNPs
identified in our analyses are mainly predicted to be involved in modification of gene
expression. Moreover, genes implicated in our lookup analyses were disproportionately
expressed in subcortical brain areas, and some are well known for encoding neuronal parts
(e.g., MAPT, DRD2). Other implicated genes were involved in cholesterol synthesis in the
brain (ACSL6, FDFT1) or protection from cell damage due to oxidative stress in the brain
(MSRA, ADM). However, some implicated genes also appeared to have distinct immune
functions. This does not mean that our phenotypes show significant immune function
involvement overall; for instance, there was no evidence for enrichment of associated SNPs
for immune tissues and cell types in our LD Score partitioning analyses. Further increases in
the GWAS sample sizes for SWB and related phenotypes will improve the resolution of
stratified LD Score regression and render feasible other sophisticated enrichment analyses.
Finally, we emphasize that it is not possible to draw any conclusions from our results
regarding which genes are causally involved in SWB, neuroticism, or depression. For that
purpose, future fine-mapping studies are needed to explore the implicated loci (and their role
in well-being) in greater depth.
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Abstract
Educational attainment (EA) is strongly influenced by social and other environmental factors,
but genetic factors are also estimated to account for at least 20% of the variation across
individuals1. We report the results of a genome-wide association study (GWAS) for EA that
extends our earlier discovery sample1,2 of 101,069 individuals to 293,723 individuals, and a
replication in an independent sample of 111,349 individuals from the UK Biobank. We now
identify 74 genome-wide significant loci associated with number of years of schooling
completed. Single-nucleotide polymorphisms (SNPs) associated with educational attainment
are disproportionately found in genomic regions regulating gene expression in the fetal brain.
Candidate genes are preferentially expressed in neural tissue, especially during the prenatal
period, and enriched for biological pathways involved in neural development. Our findings
demonstrate that, even for a behavioral phenotype that is mostly environmentally
determined, a well-powered GWAS identifies replicable associated genetic variants that
suggest biologically relevant pathways. Because EA is measured in large numbers of
individuals, it will continue to be useful as a proxy phenotype in efforts to characterize the
genetic influences of related phenotypes, including cognition and neuropsychiatric disease.
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Main text
We study educational attainment (EA), which is measured in all main analyses as the
number of years of schooling completed (EduYears, N = 293,723, mean = 14.33, SD = 3.61;
Supplementary Information sections 1.1-1.2). All genome-wide association studies (GWAS)
were performed at the cohort level in samples restricted to individuals of European descent
whose EA was assessed at or above age 30. A uniform set of quality-control (QC)
procedures was applied to the cohort-level summary statistics. In our GWAS meta-analysis
of ~9.3M SNPs from the 1000 Genomes Project, we used sample-size weighting and
applied a single round of genomic control at the cohort level.
Our meta-analysis identified 74 approximately independent genome-wide significant loci. For
each locus, we define the “lead SNP” as the SNP in the genomic region that has the
smallest P-value (Supplementary Information section 1.6.1). Fig. 1 shows a Manhattan plot
with the lead SNPs highlighted. The three SNPs that reached genome-wide significance in
the discovery stage of our previous GWAS meta-analysis of EA1 are also highlighted. The
quantile-quantile (Q-Q) plot of the meta-analysis (Extended Data Fig. 1) exhibits inflation
(λGC = 1.28), as expected under polygenicity3.
Extended Data Fig. 2 shows the estimated effect sizes of the lead SNPs. The estimates
range from 0.014 to 0.048 standard deviations per allele (2.7 to 9.0 weeks of schooling), with
incremental R2 in the range 0.01% to 0.035%.
To quantify the amount of population stratification in the GWAS estimates that remains even
after the stringent controls used by the cohorts (Supplementary Information section 1.4), we
used LD Score regression4. The regression results indicate that ~8% of the observed
inflation in the mean χ2 is due to bias rather than polygenic signal (Extended Data Fig. 3a),
suggesting that stratification effects are small in magnitude. We also found evidence that the
genetic association signals taken as a whole replicate reliably in several within-family
analyses (Supplementary Information section 2 and Extended Data Fig. 3b).
To further test the robustness of our findings, we examined the within-sample and out-ofsample replicability of SNPs reaching genome-wide significance (Supplementary
Information sections 1.7-1.8). We found that SNPs identified in the previous EA metaanalysis replicated in the new cohorts included here, and conversely, that SNPs reaching
genome-wide significance in the new cohorts replicated in the old cohorts. For the out-ofsample replication analyses of our 74 lead SNPs, we used the interim release of the U.K.
Biobank 5 (UKB) (N = 111,349). As shown in Extended Data Fig. 4, 72 out of the 74 lead
SNPs have a consistent sign (P = 1.47×10−19), 52 are significant at the 5% level (P =
2.68×10−50), and 7 reach genome-wide significance in the U.K. Biobank dataset (P =
1.41×10−42). For comparison, the corresponding expected numbers, assuming each SNP’s
true effect size is its estimated effect adjusted for the winner’s curse, are 71.4, 40.3, and 0.6.
(Supplementary Information section 1.8.2). We also find out-of-sample replicability of our
overall GWAS results: the genetic correlation between EduYears in our meta-analysis
sample and in the UKB data is 0.95 (s.e. = 0.021; Supplementary Table 1.14).
It is known that EA, cognitive performance, and many neuropsychiatric phenotypes are
phenotypically correlated, and several studies of twins find that the phenotypic correlations
partly reflect genetic overlap6–8 (Supplementary Information section 3.3.4). Here, we
investigate genetic correlation using our GWAS results for EduYears and published GWAS
results for 14 other phenotypes, using bivariate Linkage-Disequilibrium (LD) Score
regression9. First, we estimated genetic correlations with EduYears. As shown in Fig. 2, on
average, alleles associated with greater EA are also associated with increased cognitive
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performance (P = 9.9×10-50) and intracranial volume (P = 1.2×10-6), increased risk of bipolar
disorder (P = 7×10-13), decreased risk of Alzheimer’s (P = 4×10-4), and lower neuroticism (P
= 2.8×10-8). We also found positive, statistically significant, but very small, genetic
correlations with height (P = 5.2×10-15) and risk of schizophrenia (P = 3.2×10-4).
Second, we examined whether our 74 lead SNPs are jointly associated with each phenotype
(Extended Data Fig. 5 and Supplementary Information section 3.3.1). We reject the null
hypothesis of no enrichment at P < 0.05 for 10 of the 14 phenotypes (all the exceptions are
subcortical brain structures).
Third, for each phenotype, we tested (in the published GWAS results) each of our 74 lead
SNPs or proxy for association at a significance threshold of 0.05/74. We found a total of 25
SNPs meeting this threshold for any of these phenotypes (but only one reaching genomewide significance). While these results provide suggestive evidence that some of these
SNPs may be associated with other phenotypes, further testing of these associations in
independent cohorts is required (Supplementary Tables 3.2-3.4, Extended Data Fig. 6).
To consider potential biological pathways, we first tested whether SNPs in particular regions
of the genome are implicated by our GWAS results. Unlike what has been
found for
other phenotypes, SNPs in regions that are DNase I hypersensitive in the fetal brain are
more likely to be associated with EduYears by a factor of ~5 (95% confidence interval 2.89–
7.07; Extended Data Fig. 7). Moreover, the 15% of SNPs residing in regions associated with
histones marked in the central nervous system (CNS) explain 44% of the heritable variation
(Extended Data Fig. 8a and Supplementary Table 4.4.2). This enrichment factor of ~3 for
CNS (P = 2.48×10−16) is greater than that of any of the other nine tissue categories in this
analysis.
Given that our findings disproportionately implicate SNPs in regions regulating brain-specific
gene expression, we examined whether genes located near EduYears-associated SNPs
show elevated expression in neural tissue. We tested this hypothesis using data on mRNA
transcript levels in the 37 adult tissues assayed by the Genotype-Tissue Expression Project
(GTEx)10. Remarkably, the 13 GTEx tissues that are components of the CNS—and only
those 13 tissues—show significantly elevated expression levels of genes near EduYearsassociated SNPs (FDR < 0.05; Extended Data Fig. 8b and Supplementary Table 4.5.2).
To investigate possible functions of the candidate genes from the GWAS associated loci, we
examined the extent of their overlap with groups of genes (“gene sets”) whose products are
known or predicted to participate in a common biological process11. We found 283 gene sets
significantly enriched by the candidate genes identified in our GWAS (FDR < 0.05;
Supplementary Table 4.5.1). To facilitate interpretation, we used a standard procedure11 to
group the 283 gene sets into “clusters” defined by degree of gene overlap. The resulting 34
clusters, shown in Fig. 3, paint a coherent picture, with many clusters corresponding to
stages of neural development: the proliferation of neural progenitor cells and their
specialization (the cluster npBAF complex), the migration of new neurons to the different
layers of the cortex (forebrain development, abnormal cerebral cortex morphology), the
projection of axons from neurons to their signaling targets (axonogenesis, signaling by Robo
receptor), the sprouting of dendrites and their spines (dendrite, dendritic spine
organization), and neuronal signaling and synaptic plasticity throughout the lifespan
(voltage-gated calcium channel complex, synapse part, synapse organization).
Many of our results implicate candidate genes and biological pathways that are active during
distinct stages of prenatal brain development. To directly examine how the expression levels
of candidate genes identified in our GWAS vary over the course of development, we used
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gene expression data from the BrainSpan Developmental Transcriptome12. As shown in
Extended Data Fig. 9, these candidate genes exhibit above-baseline expression in the brain
throughout life but especially higher expression levels in the brain during prenatal
development (1.36 times higher prenatally than postnatally, P = 6.02×10−8). A summary
overview of some promising candidate genes for follow-up work is provided in Table 1.
We constructed polygenic scores13 to assess the joint predictive power afforded by the
GWAS results (Supplementary Information section 5.2). Across our two holdout samples, the
mean predictive power of a polygenic score constructed from all measured SNPs is 3.2% (P
= 1.18×10−39; Supplementary Table 5.2 and Supplementary Information section 5).
Studies of genetic analyses of behavioral phenotypes have been prone to misinterpretation,
such as characterizing identified associated variants as “genes for education.” Such
characterization is not correct for many reasons: EA is primarily determined by
environmental factors, the explanatory power of the individual SNPs is small, the candidate
genes may not be causal, and the genetic associations with EA are mediated by multiple
intermediate phenotypes14. To illustrate this last point, we studied mediation of the
association between the all-SNPs polygenic score and EduYears in two of our cohorts. We
found that cognitive performance can statistically account for 23-42% of the association (P <
0.001) and the personality trait “openness to experience” for approximately 7% (P < 0.001;
Supplementary Information section 6).
It would also be a mistake to infer from our findings that the genetic effects operate
independently of environmental factors. Indeed, a recent meta-analysis of twin studies found
that genetic influences on EA are heterogeneous across countries and birth cohorts15. We
conducted exploratory analyses in the Swedish Twin Registry to illustrate how environmental
factors may amplify or dampen the impact of genetic influences (Supplementary Information
section 7). We found that the predictive power of the all-SNPs polygenic score is
heterogeneous by birth cohort, with smaller explanatory power in younger cohorts (Extended
Data Fig. 10; see also Supplementary Information section 7.4 for discussion of the contrast
between these results and findings from a seminal twin study that estimated EA heritability
by birth cohort16).

Methods
All methods are described in the Supplementary Information.
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Figures and tables
Table 1 | Selected candidate genes implicated by bioinformatics analyses. Fifteen
candidate genes implicated most consistently across various analyses. To assemble this list,
each gene in a DEPICT-defined locus (Supplementary Information section 4.5) was
assigned a score equal to the number of criteria it satisfies out of ten (see Supplementary
Table 4.1 for details). The DEPICT prioritization P-value was used as the tiebreaker. “SNP”:
the SNP in the gene’s locus with the lowest P-value in the EduYears meta-analysis.
“Syndromic”: which, if any, of three neuropsychiatric disorders have been linked to de novo
mutations in the gene (Supplementary Information section 4.6). “Top-ranking gene sets”:
DEPICT reconstituted gene sets of which the gene is a top-20 member (Supplementary
Table 4.5.1). The three most significant gene sets are shown if more than three are
available. ID, intellectual disability; ASD, autism spectrum disorder; SCZ, schizophrenia.
Gene
TBR1

SNP
rs4500960

Syndromic
ID, ASD

Score
6

MEF2C

rs7277187

ID, ASD

5

ZSWIM6

rs61160187

–

5

BCL11A

rs2457660

ASD

5

CELSR3

rs11712056

SCZ

5

MAPT

rs192818565

ID

5

SBNO1

rs7306755

SCZ

5

NBAS
NBEA

rs12987662
rs9544418

–
SCZ

5
4

SMARCA2
MAP4

rs1871109
rs11712056

ID
ASD

4
4

LINC00461

rs10061788

–

4

POU3F2

rs9320913

–

4

RAD54L2

rs11712056

SCZ

4

PLK2

rs2964197

–

4

Top-ranking gene sets
Developmental biology, decreased brain
size, abnormal cerebral cortex
morphology
ErbB signaling pathway, abnormal
sternum ossification, regulation of muscle
cell differentiation
Transcription factor binding, negative
regulation of signal transduction, PI3K
events in ErbB4 signaling
Dendritic spine organization, abnormal
hippocampal mossy fiber morphology,
SWI/SNF-type complex
Dendrite morphogenesis, dendrite
development, abnormal hippocampal
mossy fiber morphology
Dendrite morphogenesis, abnormal
hippocampal mossy fiber morphology,
abnormal axon guidance
Protein serine/threonine phosphatase
complex
–
Developmental biology, signaling by
Robo receptor, dendritic shaft
–
Developmental biology, signaling by
Robo receptor, SWI-SNF-type complex
Decreased brain size, abnormal cerebral
cortex morphology, abnormal
hippocampal mossy fiber morphology
Dendrite morphogenesis, developmental
biology, decreased brain size
Decreased brain size, SWI/SNF-type
complex, nBAF complex
Negative regulation of signal
transduction, PI3K events in ErbB4
signaling
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Supplementary Note
Introduction
Educational attainment (EA) is a moderately heritable trait, with common SNPs contributing
around 20% to phenotypic variation1. To robustly discover genetic variants associated with
EA, a genome-wide association study of EA should reach a minimum sample size of at least
tens of thousands of individuals in order to be well-powered1. The first successful GWAS of
educational attainment (EA) was published in 2013 (N = 126,559), identifying 3 independent
SNPs for college completion or years of completed education. Annotation of these three loci
was comprehensive, and alluded to neural mechanisms. While this was an important first
step in understanding the biological etiology of EA, we still do not know exactly which neural
mechanisms are involved, and in which brain cells and areas and throughout which
developmental periods they are active. With larger GWAS of EA, more genetic variants
become associated at genome-wide significance, making biological annotation more
complex yet powerful. In this chapter, I describe my personal efforts that contributed to the
establishment of a list of candidate genes, the biological functions they entail, and the
tissues where they are mostly expressed. These analyses helped gain insight to the
biological functions of the top associated loci.
The analyses described in this chapter are based on the results of the GWAS of N ≈ 300,000
individuals of European descent described in chapter 5, which identified 74 independent
genome-wide significant SNPs associated with years of education (EduYears)2. Since these
genetic loci contain numerous genetic variants and genes, distinguishing which genes in the
region are the likely causal drivers was a major challenge. To this end, contributing analysts
performed several biological-annotation analyses to prioritize potential causal genetic
variants, biological mechanisms, tissues and cell-types, and developmental periods. In brief,
the goal of our bioannotation analyses was to identify 1) potential causal genetic variants
(using fGWAS3 and DEPICT4), 2) potential causal genes (using DEPICT, nonsynonymous
SNP lookup, eQTL analyses, and associations with de novo variants in related syndromic
disorders), 3) potential causal gene sets and pathways (using DEPICT and Gene Network5)
4) potential causal cell-types, tissues, and organs (using DEPICT, Gene Network, fGWAS,
and LDSC partitioning of heritability according to tissue type6). Furthermore, we assessed
whether our top hits (or SNPs in linkage disequilibrium with them) are or have been
associated with other phenotypes using our proxy-phenotype lookup method (where the
EduYears SNPs “lead SNPs” were tested for association with other phenotypes), and query
of the NHGRI GWAS catalog7.
Here, I discuss the results of the nonsynonymous SNP- and Gene Network analyses in more
depth, and how their results relate to some of our other findings. In addition, I discuss the
overlap between our lead SNPs and previous GWAS.

Nonsynonymous genetic variants in linkage disequilibrium with our EduYears
lead SNPs
Background
First, I examined whether our lead SNPs are in linkage disequilibrium (LD) with any
nonsynonymous variants. The motivation for this lookup exercise is to determine which
genes located in the EduYears loci harbor genetic nonsynonymous (i.e., protein-altering)
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variants. If this is the case, the probability that the gene is causally involved in EduYears
increases.
Nonsynonymous variants result in a change of the translated amino acid, and hence directly
have consequences for protein structure. Therefore, nonsynonymous variants are coding
variants (and are sometimes referred to as ‘mutations’) that give rise to individual differences
in protein composition. Nonsynonymous variants necessarily lie in the exons of genes, and
we can distinguish two different types. Missense variants represent the substitution of a base
pair leading to the production of a different codon and therefore amino acid. For instance, if
the first base of the sequence CTG (which codes for leucine) is replaced by adenine
(resulting in ATG), methionine is produced instead of leucine. Nonsense variants represent
the substitution of a base pair leading to the presence of a premature stop codon – resulting
in an abrupt stop of DNA transcription and translation, which produces truncated proteins.
For instance, if the first base of the CGA-codon (which codes for arginine) is replaced by
thymine (resulting in TGA), a stop codon is produced.
Not surprisingly, the majority of Mendelian disorders are caused by variants that alter protein
composition8. An example is amytrophic lateral sclerosis (ALS), a fatal motor neuron disease
caused by missense mutations in SOD1 (a gene encoding a cell-protective antioxidant) in
2% of the sporadic cases and 20% of familial cases9. More than 150 SOD1 missense
mutations have been described (see ALSoD Consortium10; http://alsod.iop.kcl.ac.uk/). For
instance, a recent discovery traced an individual’s ALS to a variant that resulted in the
substitution of arginine to cysteine11.
EA is complex, polygenic trait, rather than a Mendelian trait. However, nonsynonymous
variants may still play a role because they are not necessarily deleterious (and therefore,
Mendelian) variants: the properties of the substituted amino acid and the location of the
nonsynonymous substitution in the protein determines to which extent the protein’s function
is altered. As such, nonsynonymous variants may cause extremely subtle phenotypic
differences, and many are in fact common in the population.
Method
I used Haploreg v312 (accessed May 26, 2015) to establish whether our 74 lead SNPs, or
any SNPs in strong LD (r2 ≥ 0.6) with our lead SNPs, are annotated to be nonsynonymous.
A lead SNP was defined as the SNP with the smallest p-value in a genomic region, where a
genomic region was obtained with the plink13,14 “clump” algorithm, and defined as all SNPs
lying in a 500kb window (and in r2 > 0.1 LD according to 1000G Phase 1 version 3 EUR) with
the most significant SNP in this region. Subsequently, SNPs in long range LD (i.e. more than
250kb away from the lead SNP, but still in r2 > 0.1 LD) were also clumped to the lead SNP’s
locus. To obtain the nonsynonymous SNPs, Haploreg uses the 1000 Genomes Phase I
reference panel (EUR) for LD calculations, and dbSNP’s functional annotations to determine
nonsynonymous status. I ascertained nonsynonymous status by querying the Haploreg
browser with our 74 lead SNPs, setting a locus definition of r2 ≥ 0.6, and checking whether
any SNPs in our determined loci had a nonsynonymous functional annotation.
Results
In total, 17 missense variants in LD with our lead SNPs were identified, including two of our
lead SNPs themselves (i.e. rs11588857 on chromosome 1, and rs35761247 on
chromosome 3). All identified missense variants were common (i.e. minor allele frequency
(MAF) > 0.05; mean MAF = 0.38; min. = 0.06; max. = 0.48). Three SNPs were located in
genes also prioritized by DEPICT at false discovery rate (FDR) < 0.20 (SBNO1, LRRN2,
NBAS, ATF7IP).
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Discussion
We identified nonsynonymous SNPs in LD with our top hits, including two of the top hits
themselves. Some of these SNPs lie in genes that might be causal candidates for EduYears,
since they are predicted to be involved in several neural pathways (e.g. synapse
organization, positive regulation of nervous system development, regulation of transmission
of nerve impulse) and highly expressed in several brain regions according to Gene Network
(described later below). A nonsynonymous variant in another gene (COL7A1), however,
illustrates that the results of this lookup should not be interpreted in isolation. COL7A1
encodes a component of collagen, and is therefore not a probable causal candidate for EA.
In fact, our other biological annotation analyses point to other causal candidates in
COL7A1’s region (e.g. CELSR3, CAMKV), illustrating the importance of combining multiple
lines of evidence in the prioritization of candidate genes.

Using Co-Expression to Predict Gene Function
Background
To assess the predicted gene functions of the DEPICT-prioritized genes, I made use of a
recently developed and publicly available gene co-expression database called Gene
Network5. Gene Network capitalizes on the fact that many human genes have no clearly
described function. Using information from hundreds of gene expression studies, ascribed
probable functions to genes with a data-driven “guilt-by-association” method. Their method
builds on the idea that a gene probably shares the function of a particular (expert-curated)
predefined gene set if its expression levels significantly co-vary with the expression levels of
the gene sets’ members. The new gene set, which contains a membership likelihood for
each gene for that particular gene set, is now called a “reconstituted gene set”. Gene
Network used predefined gene sets from several sources: the Kyoto Encyclopedia of Genes
and Genomes15 (KEGG, http://www.genome.jp/kegg/), the Reactome pathway database16,
Gene Ontology17 (GO, http://amigo.geneontology.org/amigo), and the Mouse Phenome
database of the Mouse Genome Informatics Project18 (MP, http://phenome.jax.org/). These
databases contain manually-curated gene sets, which were created by experts who group
functionally related genes and proteins into networks or pathways.
The reconstituted gene sets developed by Gene Network in fact also serve as the input for
DEPICT4 itself, which uses these data to further statistically prioritize genes, gene sets, and
tissues/cell-types. To this end, DEPICT However, the goal of this summation exercise is to
provide intuition and ease of interpretation of which gene functions are most frequently
associated with the DEPICT-prioritized genes. Moreover, we use the Gene Network
predicted gene functions to ascertain if the DEPICT-gene has a Gene Network-predicted
neural function, and/or is significantly expressed in neural tissue, as two lines of converging
evidence that a gene is likely to be causal for EduYears.
Method
We use the DEPICT-prioritized genes with FDR < 0.05 (N = 146) as input for the Gene
Network query. In Gene Network, we recorded all statistically significant entries under Gene
Ontology Biological Process/Molecular Function/Cellular Component, KEGG, and
Reactome. For each gene, we also recorded the tissues and cell types the gene is
specifically expressed in (area under the curve [AUC] > 0.8). The Gene Network curators
determined the AUC by text-mining the descriptions provided by experimenters who
uploaded expression data to the Gene Expression Omnibus (GEO). It was based on the
difference between the samples of the focal tissue and all other tissues in the distribution of
the query gene’s expression level.
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If the queried gene had 1) a (predicted) neural function and/or 2) was specifically expressed
in nervous system tissue or neural cell types, this was seen as another line of evidence for
prioritization of the gene as a causal candidate (table 4).
Gene Network uses gene expression information from the publicly available results of
hundreds of observational and experimental gene expression studies. These studies used
Affymetrix microarrays, which contain probe sets designed to simultaneously measure the
abundance of mRNA (and lincRNA) transcripts mapping to specific sets of genes. In total,
the Gene Network authors made use of 77,844 Affymetrix human, mouse, or rat microarrays
deposited in the Gene Expression Omnibus (GEO) database. These studies measured gene
expression in a myriad of tissues, cell-types, and organs, in relation to numerous different
traits, and under various observational and experimental conditions.
While the exact procedures are described in Fehrmann et al.5 and Pers et al.4, I shortly
describe them here. First, the expression data were quality controlled and normalized, and
all microrarray probe sets were mapped to N = 19,997 human Ensembl 65 gene identifiers
(or their rat or mouse orthologs). Subsequently, the genes’ expression levels were subjected
to Pearson correlation analysis, and the resulting 19,997 × 19,997 matrix was decomposed
into principal components (PCs). A total of 2,206 reliable principal components (called
“transcriptional components” [TCs]) were identified, as determined by Cronbach’s alphas (α
> 0.7) and split-half reliability tests. Each TC captured a shared linear pattern of gene
expression across experiments, implying shared biological function of the genes that load
highly on it. Subsequently, the enrichment for each gene (N = 19,997) to each predefined
gene set (N = 14,461) was determined: for each TC and predefined gene set, the difference
between the mean TC loading and the mean loading of all genes not present in the gene set
was subjected to a Welch’s t-test for unequal variances. Specifically, this tested whether the
pattern of co-expression captured by the TC differentiates gene set members from all other
genes.
Finally, each row of the resultant 14,461 × 2,206 matrix of t-statistics (each element
corresponding to a gene set and TC) was correlated with the TC loadings of the individual
genes, and the correlation’s p-values were converted to z-scores with Fisher’s ztransformation. This analysis established whether the expression pattern of an individual
gene is aligned with the overall expression pattern of the gene set, and thus to which extent
the gene is a ‘member’ of the gene set. The thresholds for declaring a correlation between a
gene’s TC loadings and a gene set’s t-statistics to be statistically significant were chosen to
satisfy FDR < 0.05. FDR was estimated with a multivariate permutation test, which was
performed 100 times. This procedure gave the number of significantly enriched gene sets at
FDR < 0.05 for each TC and gene set-database.
According to Fehrmann et al.5, this PCA approach allows for testing of subtle co-expression
patterns, as the TCs are able to capture subtle patterns of co-expression reflecting shared
biological pathways among genes, which would be overshadowed by strong transcriptomic
effects in a straightforward correlation analysis. In Gene Network, only the first TCs
represent strong transcriptomic effects.
DEPICT uses the 14,461 × 2,206 matrix of z-scores to statistically prioritize genes. I queried
these DEPICT-prioritized genes in the Gene Network database, in order to get the summary
statistics of which gene sets occurred most frequently. DEPICT’s gene prioritization
algorithm is based on the assumption that causal genes are likely to share functionality4.
Thus, DEPICT uses the correlation between genes’ gene set memberships to prioritize likely
causal candidates. Furthermore, DEPICT adjusts each gene’s prioritization score for bias
based on 1,000 sets of random genes matched for gene-density, which are derived from 200
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precomputed “null GWAS”; i.e., GWAS based on real genotype data, but with simulated
random normal phenotypes. FDRs are then computed for each gene by repeating the
scoring and bias adjustment sets 20 times based on top variants from the null GWAS.
To conclude, DEPICT used the SNP summary statistics to define independent loci, and the
genes present in these loci. This resulted in a list of 685 genes, characterized by their
Ensembl ID. For each gene, I recorded in Gene Network whether it had a significantly
predicted 1) neural function in any KEGG, Reactome, or GO dataset; and 2) was specifically
expressed in a neural tissue (AUC > 0.8). We used this information as converging evidence
for the prioritization of the list of causal candidate genes.
The difference between DEPICT-prioritized gene sets and the Gene Network counts is that
DEPICT further tests gene sets for statistical enrichment, controlled at an experiment-wide
FDR of < 0.05. It achieves this by summing the gene set memberships’ z-scores for each
gene set across all associated loci, adjusting these summed z-scores for bias by comparing
the results to gene density-matched loci from 1,000 null GWAS, and repeating that 20 times
in order to obtain false discovery rates.
Results
The results can be found in table 2. It is immediately clear that across all categories, the
most frequently occurring terms relate to 1) neural function and 2) modification of gene
expression. Examples of terms pertaining to neural function are “regulation of synaptic
transmission” (GO biological process), “neuroactive ligand-receptor interaction” (KEGG) and
“transmission across chemical synapses” (Reactome). Some terms also refer to
neurodevelopment specifically, such as “telencephalon development” (GO biological
process), “axon guidance” (KEGG), and “Notch signaling pathway” (KEGG). The
telencephalon is the part of the neural tube that develops into the brain’s cortex during
embryologic development; axon guidance describes the process by which the axons of
developing neurons grow to their neurological cell targets; and the notch signaling pathway
is a biological mechanism crucial for cell communication during neurodevelopment.
Moreover, the top most occurring tissues and cell-types pertain to the brain. For instance,
the three most frequently occurring sites of expression are the prefrontal cortex, frontal lobe,
and hippocampus, all of which are crucial for memory and complex cognitive behavior.
Discussion
Since EduYears has strong genetic correlations with cognitive performance (r = 0.75)2 and
other neuropsychological phenotypes (e.g. neuroticism r = -0.41)2, the fact that DEPICTprioritized genes have 1) neural functions and 2) are mainly specifically expressed in the
brain was expected. This is an encouraging result, since DEPICT does not use neural
annotations per se to prioritize genes. Moreover, the finding that modification of gene
expression is also in line with the notion that common complex traits are mainly influenced
by non-coding variants that affect gene expression19. This also reverberated slightly in our
functional partitioning of SNP-heritability, where significant enrichment of introns and the
histone mark H3K9ac was found2.
The recording of predicted gene functions has limitations. First, only genes with reliable gene
expression data that survived quality control were included in the Gene Network database.
For this reason, FTO (an important obesity locus) is for instance not included. This means
that FTO could indeed not be included in the DEPICT analysis of the most recent BMI
GWAS20, possibly leading non-observant reader to conclude that FTO is not important in
obesity etiology. In our case too, not all genes tagged by our lead SNPs were present in the
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database. Therefore, we cannot exclude the possibility that this method missed genes that
might actually be involved in EduYears etiology, with unforeseen repercussions for the
generated summary statistics. Second, the method does not assign predicted functions to
genes that have aberrant patterns of gene expression, but that may well have a known
biological function. Moreover, the fact that DEPICT subsequently prioritizes genes based on
co-expression may also give too few weight to genes with unique expression patterns that
may be important for EduYears. This too may bias the list of top 10 most frequency
occurring functions. Finally, we note that this method does not test for statistical enrichment
of the biological annotations, but merely provides some intuitive insight into which
annotations appear most frequently.

Overlap with traits from the GWAS Catalog
Background
In addition, I queried the NHGRI GWAS Catalog7 (https://www.ebi.ac.uk/gwas/, accessed
June 1 2015, Welter et al., 2014) to gain insight into previous GWAS associations of our
EduYears top hits. This database contains a manually-curated collection of results obtained
from genome wide association studies. However, this database is not frequently updated, so
I also queried the summary statistics of the most recent GWAS of Parkinson’s and waist-tohip ratio adjusted for BMI (WHRadj) for overlap. In this lookup, I exclude traits already
analyzed in the proxy-phenotype analyses (i.e. height, BMI, cognitive performance,
neuroticism, schizophrenia, bipolar disorder, and subcortical brain volume).
Method
First, I ascertained a list of SNPs in strong LD (500kb window, r2 ≥ 0.6 in 1000G Phase I
EUR) with our lead SNPs using the plink clump algorithm. Merging this list with our 74 lead
SNPs, I queried the GWAS Catalog (plus the summary statistics of traits described above)
for overlap. We speak of overlap if our lead SNP (or one of its LD partners) reaches genome
wide significance (p < 5×10-8) in the previously published GWAS.
Results
The results are displayed in table 3. I found that 6 LD partners of our 74 lead SNPs reached
genome wide significance in phenotypes from previously published GWAS (table 3).
However, most phenotypes do not appear to bear resemblance to EduYears. For instance,
lead SNP rs2456973 (chr. 12) is associated with several autoimmune conditions such as
type 1 diabetes, vitiligo, and alopecia. Lead SNP rs6446192 (chr. 6, LD r2 = 0.99) is
associated with age at menarche and HDL cholesterol levels. The only apparent relevant
association is for rs7306755 (a SNP located in the intron of SBNO1, a top-20 prioritized
EduYears gene), which is associated with infant head circumference. In our GWAS, the
alleles are concordant, meaning that the effect allele increased EduYears as well as infant
head circumference.
Discussion
The only potentially interesting overlap between EduYears and previous phenotypes in the
NHGRI GWAS Catalog is found in infant head circumference. Since head circumference and
cognitive ability have a robust (albeit small) correlation21, it is not implausible that head
circumference and educational attainment potentially share causal loci. However, the simple
lookup of locus overlap described here does not allow us to formally test for that
possibility.Conclusions
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Here, I discuss how these analyses contributed to the biological insights obtained from our
GWAS on EduYears. In the end, genes were prioritized as causal candidates if they were
flagged in at least one of ten bioannotation analyses, some of which I conducted, and which
were described in this chapter. The conditions for determination of likely causal status were:
1) the gene was prioritized by DEPICT at FDR < 0.05; 2) the gene is closest to the lead
SNP; 3) the gene had a significantly predicted neural function in Gene Network GO, KEGG,
or REACTOME pathways; 4) the gene was significantly expressed in neural tissue or celltypes in according to Gene Network; 5) the gene harbored an autism spectrum disorder
(ASD) de novo variant; 6) the gene harbored an intellectual disability (ID) de novo variant; 7)
the gene harbored a schizophrenia de novo variant; 8) the gene was implicated in the
nonsynonymous variant lookup; 9) the gene was implicated in the blood eQTL lookup; and
10) the gene was implicated in the brain eQTL lookup.
First, the lookup of nonsynonymous status brought forward several interesting potential
causal candidates, including three SNPs located in genes prioritized by DEPICT at false
discovery rate (FDR) < 0.20 (SBNO1, LRRN2, NBAS, ATF7IP). Three of these are very
highly expressed in the brain (SBNO1, LRRN2, and NBAS). However, this number is of
course small, and our analysis of partitioned heritability according to functional category
showed that coding SNPs do not appear to be important for EduYears at the genome-wide
level, or at least not at the current sample size (see Supplemental Information 4.4). In this
analysis, coding SNPs were defined as all SNPs that lie in exonic regions22. Thus, this
category comprised not only nonsynonymous variants, but also synonymous variants, which
are ‘silent mutations’, with the substituted base pair not resulting in a different translated
amino acid. Also note that rare (structural) coding variants (e.g. exonic copy number
variations) were not part of the ‘coding’ functional category, since only common (MAF >
0.05) HapMap3-imputed SNPs were used. The results showed that 5% of EduYear’s SNPbased heritability can be ascribed to ‘coding variants’ (compare the total proportion of coding
SNPs, which was 1.5%; see Supplemental Table 4.4.1). The resulting enrichment-factor of
3.408 did not survive Bonferroni correction, however. Although a larger sample size may
render this enrichment factor significant, it appears that other functional categories are more
important for EduYears overall. Moreover, I note that the top 20-prioritized genes (containing
>3 lines of converging evidence from the ten bioannotation analyses) contained only two
genes that are known to harbor nonsynonymous SNPs, again implying that protein-coding
variants are probably not the most important method for prioritizing SNPs. However, this
lookup exercise should be seen as contributing to converging evidence (i.e., from our other
bioannotation analyses) that some particular genes are likely to be causal candidates for
EduYears (and its mediating phenotypes), because they do harbor protein-altering variants,
and because they were indicated in other bioannotation analyses.
Secondly, the results from the Gene Network lookup are strongly in line with DEPICT’s
prioritization of gene sets, which showed strong prioritization of neural function gene sets
(and particularly those describing neurodevelopmental processes), and gene sets describing
processes involved in modification of gene expression. However, not all most-frequently
occurring gene sets were also prioritized by DEPICT, illustrating the need for controlling for
experiment-wide false discovery as implemented by DEPICT.
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Tables
Lead SNP

Proxy SNP

Chr:Pos

LD
(r2)

Annotation

Effect
allele

rs11588857

rs11588857

1:204617919

NA

missense

rs3747631

1:204618441

1.00

rs3789044

1:204619973

0.96

rs4668909

2:15467718

rs13029846

2:15534562

rs35761247

rs35761247

rs148734725

rs1050450

rs11712056

rs11689269

rs12682297

rs7955289

MAF

Gene
symbol

G

Noneffect
allele
A

0.22

LRRN2

missense

G

C

0.22

LRRN2

missense

G

A

0.22

LRRN2

0.98

missense

T

C

0.67

NBAS

0.95

missense

T

C

0.67

NBAS

3:48585691

NA

missense

G

A

0.06

COL7A

3:49357401

0.94

missense

G

A, C, T

0.34

GPX1

rs1062633

3:49887507

0.67

missense

T

C

0.48

MST1R

rs2230590

3:49898669

0.65

missense

T

C

0.48

MST1R

rs1063739

8:144504344

0.89

missense

C

A, G

0.46

rs4251691

8:144512433

0.89

missense

C

T

0.46

CTD2517M22.14
RECQL4

rs4244612

8:144516318

0.61

missense

C

G

0.39

RECQL4

rs13277542

8:144522536

0.67

missense

T

G

0.47

LRRC14

rs2231909

12:14424958

0.80

missense

A

T

0.39

ATF7IP

rs1600

12:14503834

0.63

missense

G

C

0.46

PLBD1

rs7306755

rs1060105

12:123321672

0.84

missense

C

T

0.23

SBNO1

rs28513670

rs3743171

15:65624189

0.97

missense

A

T

0.17

SLC24A1

Table 1 (adapted from supplementary table 4.1.1.) Protein-coding genetic variants in LD with the
independent 74 EduYear SNPs. Note: genomic coordinates are based on GRCh37. LD and minor
allele frequency (MAF) estimates are based on the 1000 Genomes Phase I EUR population panel.
HaploReg v3 (http://www.broadinstitute.org/mammals/haploreg/haploreg_v3.php) was accessed on
May 26, 2015.
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Data source

Search term

Count

GO biological process

Chromatin modification
Regulation of synaptic transmission
Covalent chromatin modification
Histone modification
Neuron cell-cell adhesion
Neurotransmitter secretion
Regulation of alpha-amino-3-hydroxy-5-methyl-4-isoxazole
propionate selective glutamate receptor activity
Regulation of neurological system process
Synaptic vesicle exocytosis
Telencephalon development

10
10
9
9
8
8

Synapse
Synapse part
Dendrite
Synaptic membrane
Chromatin remodeling complex
Postsynaptic membrane
Pesynaptic membrane
Synaptic vesicle membrane
Alpha-amino-3-hydroxy-5-methyl-4-isoxazolepropionic acid
selective glutamate receptor complex
Axon part
Dendritic spine

23
21
20
20
18
16
14
14

GO molecular function

Chromatin binding
Transcription cofactor activity
Gated channel activity
Glutamate receptor activity
Ion channel activity
Ionotropic glutamate receptor activity
Protein binding transcription factor activity
Substrate-specific channel activity
Transcription factor binding transcription factor activity
Channel activity
Extracellular ligand-gated ion channel activity
Extracellular-glutamate-gated ion channel activity
Histone-lysine N-methyltransferase activity
Lysine N-methyltransferase activity
Passive transmembrane transporter activity
Protein-lysine N-methyltransferase activity
Voltage-gated cation channel activity

12
11
10
10
10
10
10
10
10
9
9
9
9
9
9
9
9

KEGG

Axon guidance
Neuroactive ligand-receptor interaction
Notch signaling pathway
Ubiquitin mediated proteolysis
Calcium signaling pathway
ErbB signaling pathway
Adherens junction

14
14
14
14
12
12
11

GO cellular component
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8
8
8
8

12
12
12

Reactome

Expression specific to
tissue/cell type

Long-term potentiation
RNA degradation
Chronic myeloid leukemia

11
11
10

Neuronal system
Transmission across chemical synapses
Dopamine neurotransmitter release cycle
Serotonin neurotransmitter release cycle
Neurotransmitter receptor binding and downstream transmission in
the postsynaptic cell
GABA A receptor activation
Ligand-gated ion channel transport
Potassium channels
Unblocking of NMDA receptor, glutamate binding and activation
Glutamate neurotransmitter release cycle

19
19
13
13

Prefrontal cortex
Frontal lobe
Hippocampus
Temporal lobe
Visual cortex
Cerebellum
Entorhinal cortex
Cerebral cortex
Occipital lobe
Neural stem cells

75
71
66
64
64
63
63
62
62
61

12
11
11
11
11
10

Table 2 (adapted from supplementary table 4.1.5.) The top 10 most frequently occurring predicted
gene functions of DEPICT4-prioritized genes, based on genetic co-expression data from the Gene
Network database. Gene Network was accessed 3 June 2015. GO = gene ontology.
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LD
Annotatio
Original
(r2)
P-value
n
Gene symbol
Trait
publication
PubMed ID
0.95
2.00E-08
intron
RBM6
Menarche (age at onset)
Elks CE et al.
21102462
rs6762477
3:50055776
0.68
9.00E-12
intron
RBM5
HDL cholesterol
Willer CJ et al.
24097068
rs2013208
3:50091966
rs7955289 rs3213764
0.67
2.00E-09
missense
ATF7IP
Prostate-specific antigen levels
Jin G et al.
23359319
12:14434367
0.93
1.00E-13
UTR-3
ATF7IP
Testicular germ cell tumor
Ruark E et al.
23666240
rs2900333
12:14500933
0.93
6.00E-10
UTR-3
ATF7IP
Testicular germ cell cancer
Turnbull C et al.
20543847
rs2900333
12:14500933
rs2456973 rs705702
0.92
9.00E-26
intergenic
RAB5B, SUOX Polycystic ovary syndrome
Shi Y et al.
22885925
12:55996852
0.75
8.00E-12
intergenic
IKZF4, PA2G4
Vitiligo
Tang XF et al.
22951725
rs10876864 12:56007301
1
5.00E-18
intron
IKZF4
Type 1 diabetes autoantibodies Plagnol V et al.
21829393
rs1701704
12:56018703
1
2.00E-13
intron
IKZF4
Asthma
Hirota T et al.
21804548
rs1701704
12:56018703
1
3.00E-08
intron
IKZF4
Alopecia areata
Petukhova L et al.
20596022
rs1701704
12:56018703
1
9.00E-10
intron
IKZF4
Type 1 diabetes
Hakonarson H et al.
18198356
rs1701704
12:56018703
NA
3.00E-14
intron
IKZF4
Vitiligo
Jin Y et al.
22561518
rs2456973
12:56023144
0.71
1.00E-11
intergenic
ERBB3, RPS26 Type 1 diabetes
WTCCC
17554300
rs11171739 12:56076841
0.89
3.00E-27
intron
ERBB3
Type 1 diabetes autoantibodies Plagnol V et al.
21829393
rs2292239
12:56088396
0.89
2.00E-25
intron
ERBB3
Type 1 diabetes
Barrett JC et al.
19430480
rs2292239
12:56088396
0.89
3.00E-16
intron
ERBB3
Type 1 diabetes
Cooper JD et al.
18978792
rs2292239
12:56088396
0.89
2.00E-20
intron
ERBB3
Type 1 diabetes
Todd JA et al.
17554260
rs2292239
12:56088396
rs7306755 rs1727313
0.94
1.00E-08
ncRNA
MPHOSPH9
Type 2 diabetes
Mahajan A et al.
24509480
12:123156306
0.99
8.00E-09
intron
SBNO1
Head circumference (infant)
Taal HR et al.
22504419
rs7980687
12:123338164
Table 3 (adapted from 4.1.4.). Associations with the 74 EduYears lead SNPs (and their proxy SNPs, cutoffs r2 > 0.6 and kb < 250 from lead SNP) in the NHGRI-EBI
GWAS Catalog (accessed 1 June 2015). LD estimates were based on the 1000 Genomes Phase I version 3 European population panel.
Lead SNP
rs6446192

Proxy
SNP

Chr:Position
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General discussion
Over five decades of twin studies have demonstrated that all forms of human behavior are at
least partially heritable. However, identification of the underlying functional genetic
mechanisms has remained largely elusive, as exemplified with the widespread replication
failure of candidate-gene studies. It has become clear that robust discovery of genetic
variants that predict human behavior requires a powerful combination of hypothesis-free
analyses, extremely large sample sizes, and state-of-the-art bioinformatic techniques to gain
insight into biological mechanisms. This combination is necessitated by the fact that most
human behaviors are polygenic, meaning that they are determined by at least hundreds of
genetic variants that each have very small effects. However, the identified genes and genetic
variants are often novel and unexpected associations. Since the full array of functions of
many genes is incompletely understood, the translation of genetic associations to probable
biological mechanisms relies heavily on mapping associated genes and genetic variants to
bioinformatics databases. Novel statistical techniques that facilitate such gene-to-function
mapping are published on a continuous basis, generating new insights into human behavior
by the month.
In this thesis, I have described genome-wide association studies of four distinct human
behavioral traits: diet composition, general risk tolerance, subjective wellbeing, and
educational attainment. Auxiliary traits that were studied included depressive symptoms,
neuroticism, adventurousness, and real-life manifestations of risky behaviors. Together,
these traits give insight into the molecular genetic architecture of human behavior. Using
large-scale (N > 100,000) samples of European ancestry, we discovered hundreds of novel
genetic loci across the studied traits. The traits had in common that the phenotypic variance
explained by common genetic variants was rather low, which could be expected for complex
behaviors that vary over time or are difficult to measure without error, and which may show
imperfect genetic correlation across the different included generations or geographic
locations. Diet composition, risk tolerance, and subjective wellbeing showed similar
estimates of heritability from measured, common genetic variants (h2 < 10%), while the
estimate was slightly higher for educational attainment (h2 = 15-20%). This is in accordance
with the notion that educational attainment is more reliably measured than the other traits,
which tend to vary day-to-day or over the lifespan.
Importantly, we found that all traits can plausibly be described as “brain traits”, with a
putative central role for neural mechanisms in their biological etiology. While this was largely
expected for wellbeing, risk tolerance, and educational attainment, this was also true for diet
composition, which has previously been hypothesized to also have important non-neural
determinants1. While the traits we studied were from different phenotypic domains, some did
show overlap in their genetic etiology. Most traits we studied also showed a widespread
pattern of genetic overlap with other traits. These instances of genetic overlap are difficult to
interpret. For instance, risk tolerance and educational attainment had a small but significant
positive genetic correlation (chapter 3). We could speculate that this correlation could be
explained by horizontal (or “biological”) pleiotropy, for instance through involvement of
shared neural mechanisms that independently affect each trait. However, the overlap could
also be confounded by neuroticism, which showed a negative genetic correlation with both
risk tolerance and educational attainment. Finally, it is possible that individuals with higher
educational attainments feel more comfortable taking risks later in life, or that a preference
for risky decision-making positively predicts educational attainment (i.e., vertical pleiotropy).
These three scenarios (horizontal pleiotropy, confounding, and vertical pleiotropy) have
completely different causal biological interpretations. Differentiating between these scenarios
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is one of the biggest contemporary challenges in social genomic research. It requires traitspecific knowledge of both biological and environmental mechanisms, and underscores the
need for research that transgresses social and biological disciplines.
For each study, I further summarize the most important findings and conclusions below.
In chapter 2, we performed the largest GWAS of dietary intake to date, and the first ever
GWAS for sugar intake. In addition to gaining a deeper understanding of the biological
mechanisms underlying diet composition, we were interested in assessing whether diet
composition qualifies as a health behavior.
The most important finding was a consistent pattern of genetic associations between poor
health and protein intake. Phenotypic meta-analyses (Ntotal = 173,481) also consistently
showed positive associations between relative protein intake and body mass index, which
were robust to controls for household income and educational attainment. We speculated on
possible mechanistic explanations for these associations, noting that high protein intake
might have a causal role in metabolic dysfunction, with research findings from infants2 and
experimental animal studies3,4 supporting this scenario. However, alternative explanations,
such as reverse causation, could also be at play. Our results could be used for Mendelian
randomization (MR) analyses in the future to help elucidate these mechanisms. However, it
is crucial that these analyses take important sources of bias (e.g., pleiotropy and genetic
nurture), especially since the majority of loci had been previously associated with other traits.
Our genetic correlation analyses revealed that diet composition is also related to other health
behaviors such as physical activity and alcohol intake, and to educational attainment and
neighborhood deprivation. Hence, diet composition constitutes a health behavior that
correlates with other lifestyle dimensions, and is possibly influenced by socioeconomic
status. The association between diet composition and neighborhood deprivation might be
consistent with the presence of urban food deserts5,6, where access to unprocessed foods is
limited. Alternatively, the results could be explained by household income instead of
neighborhood characteristics. These findings exemplify that genetic endowments could
affect outcomes through environmental channels. Future studies are needed to disentangle
these mechanisms.
Our bioannotation analyses revealed that diet composition is largely a “brain trait” – similar to
body mass index, a seemingly metabolic trait that is also largely determined by neural
mechanisms7. Our conclusion converged with experimental rodent models, which feature the
brain as the central regulatory organ of macronutrient-specific appetites1,8. Larger GWAS
sample sizes are needed to partition the diet composition GWAS signals to specific brain
regions9. Such analyses might further reveal if brain regions central for regulation of energy
and endocrine homeostasis (e.g., hypothalamus, pituitary) are crucial, compared to brain
regions central to reward processing and self-control (e.g., frontal cortex, basal ganglia, and
limbic system). These analyses might reveal whether diet composition is predominantly a
neuroendocrine trait, as opposed to a cognitive trait. The current, preliminary results of
expression patterns in specific brain regions revealed no enrichment of the GWAS signal
across the hypothalamus, limbic system, basal ganglia, and higher cortical regions, possibly
implying involvement of both neuroendocrine and cognitive systems.
In chapter 3, we performed the largest GWAS of general risk tolerance to date. With a
combined sample size nearing 1 million individuals, it was also one of the largest GWAS of
any trait to date. To supplement the analyses of general risk tolerance, we performed GWAS
for related traits: the personality trait “adventurousness” and four “real world” risky behaviors.
In this study, we found evidence for a genetically influenced general risk-tolerance factor,
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which genetically overlaps with other manifestations of risky behaviors such as cannabis
use, teenage pregnancy, age at first sexual intercourse, and self-employment, as well as
several dimensions of mental health, educational attainment, brain volume, personality, and
income. The directions of some of these genetic correlations were surprising, as general risk
tolerance had a positive genetic correlation with anxiety disorder, while the genetic
correlations with the socioeconomic variables were in opposite direction (positive genetic
correlations with income and neighborhood deprivation, i.e. higher household income AND
higher neighborhood deprivation).
The out-of-sample predictive accuracy of the general risk tolerance polygenic score for
predicting risk tolerance itself was small (explained phenotypic variance R2 ≈ 1%). The
predictive accuracy of the score for several financial risk-taking outcomes was always less
than R2 ≈ 0.5%, but significant for three out of four outcomes. This very low predictive
accuracy might be consistent with the phenotypic observation that risky choices across
different monetary gamble tasks correlate poorly with each other, with their results only
loading weakly on a general risk tolerance factor10,11. However, the predictive accuracy of
the risk tolerance polygenic score for financial risk-taking phenotypes might still increase
with larger discovery GWAS sample sizes, making it impossible to distinguish lack of genetic
overlap from lack of statistical power to detect such overlap.
Importantly, neither the association results nor the bioannotation analyses provided evidence
for involvement of candidate genes and biological mechanisms related to the
neurotransmitters dopamine and serotonin, the stress hormone cortisol, and the sex
hormones testosterone and estrogen. These findings indicate that previous candidate gene
studies of risk-taking behaviors have probably produced spurious findings. As knowledge of
gene functions and pathways grows, however, future bioannotation of the risk tolerance
GWAS might still reveal a role for those candidate mechanisms. For instance, the recent
release of Gene Network12 data now also show predicted gene functions for serotonin and
dopamine for risk tolerance’s top gene CADM2; functions that were not (yet) predicted for
CADM2 in the Gene Network version we used at the time. Since absence of evidence need
not imply evidence of absence, future biological studies are still needed to unequivocally rule
out a role for candidate biological mechanisms.
We did find evidence for involvement of the neurotransmitters glutamate (GLUT) and GABA
– the brain’s foremost excitatory and inhibitory neurotransmitters, respectively. This evidence
was based on “reconstituted” gene sets from DEPICT13 and Gene Network12. However, we
did not find significance for aggregated glutamate or GABA gene sets with the gene-set
analysis tool MAGMA. To provide more definite answers on the involvement of GLUT and
GABA, these findings could benefit from corroboration with other gene-set analysis methods.
While a large number of independent loci was discovered, one locus was by far the most
significant for both general risk tolerance and adventurousness. This locus also reached
significance for the other risky behaviors and adventurousness. The only protein-coding
gene in this locus is CADM2, which encodes a cell adhesion molecule that is highly and
specifically expressed in nervous system. SNPs in this locus have previously been
associated with cognitive function14, educational attainment15, BMI16, waist circumference17,
cannabis use18, physical activity19, and carbohydrate intake (chapter 2). The pattern of
phenotypic associations might imply a role for involvement of CADM2 in “behavioral
activation”, for instance as measured with the classic BIS/BAS (behavioral
inhibition/behavioral avoidance) subscales for motivational drive, fun seeking, and reward
responsiveness20. Only two published studies thus far have assessed the basic biological
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functions CADM221,22. Thus, I conclude by noting that CADM2 is a very promising candidate
for experimental animal models.
In chapter 4, we performed large scale GWAS meta-analyses for subjective wellbeing, and
the auxiliary phenotypes neuroticism (a “Big Five” personality trait representing emotional
instability) and depressive symptoms.
We found that all three traits show large genetic overlap with each other. However, we also
found that each trait has unique underlying biological mechanisms. By contrast, we found
that the distinct wellbeing constructs ‘positive affect’ (PA) and ‘life satisfaction’ (LS) showed
a genetic correlation that was statistically indistinguishable from unity. Hence, any
phenotypic differences between PA and LS could be driven by environmental mechanisms.
For depression, we found that the depressive symptoms GWAS summary statistics from the
UK Biobank showed higher genetic correlations with the two sets of depression case-control
data than the two sets of case-control data did with each other. This implies that major
depression is a disorder with an underlying genetic continuum, and shows that metaanalyzing depressive symptom data with case-control data can be fruitful23. The lack of
strong genetic correlation between the case-control datasets reveals heterogeneity of
genetic effects across cohorts or countries, which can be related to differences in access to
mental health care, or to differences in country-specific environmental factors that interact
with genetic liability to depression.
The bioannotation analyses revealed that the genetic variants for subjective wellbeing,
neuroticism, and depression are likely expressed in the brain, as expected. However, we
also found significant expression in the adrenals and/or pancreas for depression and
subjective wellbeing, and significant expression in the kidneys for depression only. The
involvement of the adrenals could be interpreted as evidence for a role of the hypothalamicpituitary-adrenal (HPA) axis, which is central to the physiological stress response. The
significance for the kidneys is difficult to explain, and requires corroboration with additional
GWAS summary statistics or tissue annotations.
Among the independent SNPs for neuroticism, we identified half a dozen “independent”
SNPs that were closely located to each other on chromosome 8. Upon inspection of the
literature, we discovered that this region harbors a well-known inversion polymorphism24,
whose presence we confirmed with two methods. While previous GWAS of other traits had
reported associations in this region, we were the first to robustly identify this inversion with
GWAS data. This finding exemplified the phenomenon that regular SNPs can tag
unmeasured structural variants that might actually be the causal driver of the association.
Finally, we found that neuroticism showed a substantially higher SNP-based heritability than
subjective wellbeing and depressive symptoms (h2ldsc = 0.09, compared to h2ldsc = 0.04 and
h2ldsc = 0.05, respectively). Accordingly, we identified more significant independent SNPs for
neuroticism than for subjective wellbeing and depressive symptoms, although the sample
size for neuroticism was the smallest of the three. The near-perfect genetic correlation
between the two sets of neuroticism data must have boosted statistical power for discovery,
which was striking compared to the imperfect genetic correlation for depression case-control
datasets. Overall, studying the genetics of neuroticism might be facilitated by the fact that
neuroticism is a relatively stable personality trait25,26, and has been measured with high
quality questionnaires across decades of research27. Genetic endowment for depressive
symptoms might be harder to measure, as symptoms tend to be episodical for most patients
– with episodes being poorly recalled28. Moreover, heterogeneity in the symptom
manifestation and biological etiology of depression might further complicate genetic
discovery29. Hence, studying neuroticism is a promising path to gaining a better
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understanding of the biological etiology of depression, which is justified by their high genetic
correlation.
In chapter 5, we performed large scale GWAS meta-analyses for educational attainment, as
measured with completed years of education (EduYears). With a combined sample size of N
= 293,723 across over 60 cohorts, we identified 74 independent SNPs. The interim release
of the UK Biobank data served as an independent replication sample for these SNPs. Here,
we developed a novel method that models the Winner’s curse and calculates the expected
number of SNPs with concordant signs in the replication sample. This method was later also
applied in the GWAS in chapters 2, 3, and 4. Here and in the other chapters, we found that
the replication record matched or exceeded these theoretical expectations, indicating that
the majority of GWAS findings represent robust associations.
The genetic correlation analyses showed large genetic overlap with cognitive performance,
and moderate genetic overlap with brain volume, Alzheimer’s disease, neuroticism, and
bipolar disorder. In addition, there were small but significant genetic correlations with height
and schizophrenia. These findings confirm that cognitive ability is an important yet imperfect
predictor of educational attainment, with personality also playing a role. Indeed, mediation
analyses showed that the effect of the EA polygenic score on eventual educational
achievement may be mediated by cognitive ability and personality traits. Policies aimed at
increasing educational attainment could therefore also focus on improving opportunities to
thrive for “highly sensitive” individuals who experience proneness to neuroticism and poor
mental health.
The findings also confirm the notion that low educational attainment is a predictor of
Alzheimer’s disease30, while high educational attainment is a predictor of bipolar disorder31.
Educational attainment was also positively genetically associated with height, head
circumference, and brain volume. These findings might be consistent with the “Flynn effect”,
which states that improved nutrition and perinatal and childhood health care – here captured
by proxy with height and brain volume – have largely caused the rise of cognitive ability and
educational attainment throughout the 20th century32. As such, the association between
educational attainment and height, brain volume, and head circumference may not be
directly causal, but explained by perinatal health circumstances.
The bioannotation analyses revealed a predominant role for neuronal development
mechanisms involved in educational attainment, with higher gene expression in prenatal
brain tissue than postnatal brain tissue. These findings could imply that education-increasing
policies should especially be aimed at improving prenatal health (i.e., health in pregnant
women). This conclusion could extend “Heckman’s curve” of returns to investment in human
capital34 – which states that investments during infancy by far have the highest rate of return
– to the prenatal period35.
We also found a surprising small yet positive genetic between educational attainment and
schizophrenia, as schizophrenia patients tend to have lower educational attainment33.
Testing the 74 lead SNPs for association with schizophrenia showed that roughly half of
EduYears SNPs are negatively associated (i.e., sign-discordant) with schizophrenia, while
the other half are positively associated (i.e., sign-concordant) with schizophrenia. This could
hint at the presence of different genetic subtypes of schizophrenia, a hypothesis that was
later studied in more detail33.
To obtain a list of promising candidate genes for future follow-up study, we summed across
ten different lines of evidence. No gene showed evidence for all ten annotations, with a
highest observed score of six. Some prioritized genes were of unknown biological function,
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such as the long non-coding RNA gene LINC00461, with the first experimental studies being
published after publication of the EduYears GWAS (e.g.,36). Overall, our findings show that
educational attainment is a complex trait that is characterized by many independent SNPs
with small effects. While our study provided a first glimpse into the biological underpinnings
of cognitive ability, future experimental studies are needed to provide more meaningful
biological insights.

Future perspectives
The research was performed in a rapidly developing genomics landscape, where major new
developments took place during the time the thesis research was conducted. For instance,
2015 saw the birth of LD Score regression37, a versatile tool that greatly facilitated the
estimation of SNP-based heritability; the contribution of population stratification to the GWAS
signal; genetic overlap between traits38; and enrichment of functional annotations and tissue
categories9,39. These types of analyses previously required access to individual genotype
data and/or substantial data processing, while LD Score regression merely needs GWAS
summary statistics. This was a revolution in itself that spurred other bioinformatics software
developers to write methods compatible with GWAS summary statistics (e.g., 40–42). The
GWAS on educational attainment in chapter 5 was nearing completion when LD Score
regression became available, and thus still also utilized a number of “older” methods that
were already performed before LDSR became available.
Between 2014 and 2018, a myriad of other bioinformatics tools became available, including
the bioannotation tools DEPICT13, FUMA43, and several transcriptome-wide association
analysis methods41,42,44. Some of these tools were incorporated into the studies described in
this thesis, and allowed us to gain deeper insights into underlying biological mechanisms.
Other novel tools developed in that timespan include the heritability estimation tools HESS40,
BOLT-REML45, and LDAK46, and the Bayesian mixed linear model association tool BOLTLMM47. The most important contribution of some of these tools was a vast reduction in
computational burden, facilitating a quick turnover of findings and democratizing genomics
analyses to individuals without access to high performance computing facilities.
Between 2014 and 2018, there were also major advances in availability of genetic data. In
2015, the UK Biobank released its first round of genotype data, and these were incorporated
as a replication sample in chapter 5, and as a discovery sample in the other chapters 2, 3
and 4. In 2017, the genotype data for the full cohort (N ≈ 500,000) were released. This
resulted in an unprecedented gold rush of GWAS findings. Recently, researchers at the
Broad institute performed GWAS for over 4,000 variables from UK Biobank, stratified by sex,
and deposited all summary statistics on a publically available website48. The GWAS samples
of 23andMe also grew considerably, providing a large fraction of the GWAS discovery
sample in chapters 3, 4, and 5. An substantial push for whole-genome analysis came in
2014, when the Trans-Omics for Precision Medicine (TOPmed) initiative of the National
Institutes of Health was launched, with the ultimate goal of providing whole genome
sequence data for over 100,000 individuals49. While this is materializing, the UK Biobank
announced in April 2018 the plan to sequence all of its 500,000 participants50. The near
future will thus also see a phenomenal growth in understanding the effects of rare variants
and mutations. Simultaneously, GWAS sample sizes are not nearly reaching their plateau,
with some large TOPmed cohorts also genotyping hundreds of thousands of their
participants (e.g., the Million Veteran Program, Geisinger Health System), while other
national biobanks (both in Europe and Asia) are scaling up or including genotype arrays,
allowing GWAS sample sizes to reach multiple million participants in the very near future.
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With ever-increasing GWAS sample sizes, the number of associated variants grows, which
further challenges the bioannotation of top GWAS variants. Concurrently, the statistical
power for some genome-wide bioannotation methods, such as pathway analyses51 and
partitioning of heritability39, grows. However, the marginal utility of ever increasing GWAS
sample sizes is sometimes questioned52,53. For social-science research, larger GWAS
sample sizes clearly continue to be useful until the predictive accuracy of a polygenic score
is saturated (i.e., reaches the trait’s SNP-based heritability). For clinicians aiming to obtain
accurate estimates of individual genetic risk for polygenic diseases, this might also hold true.
However, for biologists and epidemiologists, the use of ever larger GWAS sample sizes is
not as obvious. Proponents of the “omnigenics” or “core genes” model postulate that only the
top GWAS variants have direct biological relevance, while the vast majority of more weakly
associated SNPs are only associated through their biological network connections to top
genes52. These authors have proposed that all genetic variants active in a relevant tissue for
a certain trait will eventually become significantly associated with large enough GWAS
sample sizes52. In this view, additional discovered loci therefore clearly do not carry much
information. According to them, future efforts should focus on discovering core genes –
which might be more effective with exome or genome sequencing-methods52, and on
experimental studies that identify the biological functions of core genes already discovered in
GWAS and sequencing studies52,53.
However, critics of the omnigenics model have noted that it does not fundamentally differ
from the classic polygenic or infinitesimal model54. That is, if a trait is heritable and
phenotypically normally distributed, the underlying genetic architecture is likely characterized
by a model of many causal genetic variants with small effects. The infinitesimal model –
where all genetic variants are theorized to be involved – was already conjectured by Fisher
in 1930, while Darwin before him noted that evolutionary adaptations arise mostly from
mutations with small effects54. In this model, the same disease phenotype might emerge
from many different combinations of alleles, where additivity of genetic effects can result in
an affected individual carrying neutral alleles in the so called “core genes”, and vice versa:
non-affected individuals might carry disease alleles in core genes54. Hence, additive genetic
effects are actually (and paradoxically) driven by molecular interactions that take place in
individuals54.
It is also important to keep in mind that different top loci might be identified by different
GWAS of the same trait, simply as a result of sampling variation, or because of
improvements in genotyping density or imputation accuracy. For instance, one of the three
loci discovered in the SSGAC’s first GWAS of educational attainment55 was ranked as the
21st top locus in the expanded GWAS described in chapter 5. Discovery of all genetic
variants associated with a trait therefore remains crucial for modeling the biological
interactions that underpin complex traits, as well as for individual risk prediction and,
ultimately, personalized medicine.
Indeed, the GWAS sample size for educational attainment has recently grown to over 1
million individuals, identifying over 1,200 independent loci, with EduYears polygenic scores
now explaining up to 15% of phenotypic variance in educational attainment56, compared to
up to 4.8% explained variance in the GWAS described in chapter 5. This new polygenic
score now explains more variance in educational attainment than household income, and
explains roughly the same amount of variance as parental educational attainment. The
biological insights also differed in this study. While biological annotation of the new GWAS
summary statistics showed even more widespread involvement of neural mechanisms, there
ceased to be a pronounced higher expression of prioritized genes during fetal development.
The latter finding could make sense within the omnigenics or core genes model, which would
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propose that the “fetal development genes” identified in the earlier GWAS in chapter 5 are
still of greater importance, with the newer results not necessarily disproving the earlier
findings. The general neuronal mechanisms that start to become associated at larger GWAS
samples may then be the result of educational attainment being a general “brain trait”. In any
case, it is clear that larger GWAS samples can continue to provide new biological insights,
the interpretation of which remains fuel for debate for biologists holding opposing views.
For several reasons, the utility of larger GWAS sample sizes is much clearer for social
scientists and epidemiologists than for biologists. For instance, the accuracy of current
polygenic scores has allowed a recent study to find that the health impact of an education
reform interacts with genetic endowment in a way that eliminates inequalities in health57.
Another study found that the polygenic score for educational attainment (with regression
weights obtained from chapter 5) predicts social mobility, implying that the polygenic score
for educational attainment is not a mere correlate of social privilege58. Genetic data may also
be used by social scientists to control for unobserved genetic differences between
individuals, removing an important potential source of endogeneity bias. For economists, the
incorporation of genetic data is especially relevant for questions studied with observational
data – which is almost always the case, as “field experiments” are still used sparingly59. In
epidemiology, randomization of risk factors is often immoral or impractical. Even when
randomization of an exposure is feasible, bias from attrition, non-adherence, and crossover
between treatment and control may still occur. These phenomena are sources of bias
because they tend to be non-random: participants who drop out or show poor adherence
tend to systematically differ from compliant participants. Therefore, causal inference is often
impossible in epidemiology, but can clearly benefit from the most accurately available
polygenic scores to control for unobserved genetic differences between participants.
Finally, the potential to use genotypes as natural experiments is seen as one of the most
promising GWAS avenues for epidemiologists and social scientists. That is, conditional on
parental genotypes, the offspring genotype constitutes a random variable. Genetic variants
that are associated with an exposure of interest (e.g., cholesterol levels) could thus be used
for causal inference with a method called “Mendelian randomization” (MR)61, which
constitutes a type of instrumental variables (IV) regression. IV regression has been used by
economists since the 1920s, but is only recently starting to gain traction in epidemiology60.
However, using MR to test the causal effects of behavioral “exposures” such as educational
attainment is problematic. The central assumption of IV regression, the “exclusion
restriction”, is easily violated. This happens when the associated genetic variants have
pleiotropic effects on other traits that are also associated with the outcome of interest a.
Indeed, the findings in this thesis may confirm the notion of pervasive “pleiotropy” in the
human genome62,63.
The development of MR methods that are robust to violations of the exclusion restriction is
an extremely active area of research63–66. However, all current methods rely on crucial
assumptions that cannot (easily) be tested, with violations biasing estimated causal effects in
inconsistent directions. The “alchemy” quality of IV regression – generating “causal
estimates as if the analyst had performed a randomized clinical trial”67, therefore remains

However, it is important to note that only horizontal or spurious pleiotropy invalidates the exclusion
restriction. By contrast, some loci displaying “vertical” pleiotropy, with one locus being associated with
both traits of interest should be observed when one trait affects the other traits in a mediating fashion.
Hence, both the presence and absence of pleiotropy between two traits of interest could paradoxically
invalidate MR.
a
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unfulfilled for Mendelian randomization, and leaves an immense gap for methodological
progress.
In the meantime, GWA studies continue to provide invaluable insights into the biological
architecture of human behavior, while unremittingly confirming that genetic effects do not
operate in a vacuum. Instead, the studies described in this thesis have steadily confirmed
that genetic effects on behavior are deeply intertwined with the environmental conditions at
play in the measured study populations. This might seem straightforward to social scientists,
but less so to biologists and epidemiologists, who are often exclusively interested in
identifying direct biological effects – which is usually impossible with GWAS alone. Using
molecular genetic data to separate the effects of genes and environments is only now
starting to become feasible, with enough robustly associated genetic loci available for in
depth follow-up. The next decade of molecular genetic studies might thus further transform
our understanding of human behavior, and continues to require interdisciplinary collaboration
between scientific experts from social, biological, and medical disciplines.
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Nederlandse samenvatting
Introductie
Tientallen jaren tweelingonderzoek heeft aangetoond dat bijna alle vormen van menselijk
gedrag deels erfelijk zijn. Onder de noemer “gedrag” vallen psychologische kenmerken zoals
karakter en intelligentie, maar ook leefstijlkeuzes zoals roken en eetgewoontes. De meeste
soorten menselijk gedrag worden niet volledig bepaald door genetische aanleg, maar zijn
gemiddeld gezien voor ongeveer 40 tot 50 procent erfelijk. De “nature versus nurture”
kwestie kan daarom dikwijls worden samengevat met de conclusie dat zowel aanleg als
opvoeding (en andere “omgevingsfactoren”) bijna altijd allebei een zeer belangrijke rol
spelen bij menselijk gedrag. Dit heeft verder als belangrijk gevolg dat de meeste soorten
gedrag niet goed voorspeld zullen kunnen worden met alleen genetische data.
In dit proefschrift heb ik onderzoek gedaan naar de specifieke genetische varianten die
gedrag voorspellen op groepsniveau, en naar de biologische functies van deze varianten. In
deze genetische onderzoeken heb ik verschillende vormen van menselijk gedrag
bestudeerd: eetgewoontes (hoofdstuk 2), risico-nemend gedrag (hoofdstuk 3),
welbevinden (hoofdstuk 4), en onderwijsniveau (hoofdstuk 5). In hoofdstuk 3 hebben we
ook specifieke voorbeelden van risico-nemend gedrag onderzocht, en de mate waarin
mensen zichzelf als “avontuurlijk” beschouwen. In hoofdstuk 4 hebben we naast
welbevinden ook depressieve symptomen en de karaktereigenschap neuroticisme
onderzocht.
In de studies hebben we het DNA van honderdduizenden proefpersonen bestudeerd. DNA
bestaat uit de basen “A”, “C”, “G”, en “T”. Het menselijk genoom heeft 3 miljard baseparen,
en omdat iedereen twee kopieën erft – één van moeder en één van vader, bestaat het
volledige menselijk genoom uit 6 miljard baseparen. Meer dan 99 procent van het DNA komt
echter overeen tussen mensen, en onderscheidt ons van andere diersoorten. Het overige
gedeelte zorgt voor onderlinge verschillen in bijvoorbeeld uiterlijk, karakter, en
ziektegevoeligheid. De meeste genetische verschillen tussen mensen zijn te omschrijven als
“één-letter” variaties, die ook wel “single-nucleotide polymorphisms” (SNPs, uitgesproken als
“snips”) worden genoemd. Deze genetische varianten zijn ooit ontstaan als puntmutaties
tijdens onze evolutionaire geschiedenis, en hebben zich daarna verspreid onder de
populatie. De genetische varianten kunnen zich in of tussen genen bevinden. Genen zijn
functionele fragmenten DNA die eiwitten coderen. Slechts 3 procent van het menselijk DNA
is “gen”. Het overige gedeelte reguleert het eiwit-coderende gedeelte, of heeft wellicht
helemaal geen functie, en geniet de controversiële benaming “junk DNA”.
In dit proefschrift heb ik onderzocht welke specifieke plekken in het DNA (“genetische
varianten”) gerelateerd zijn aan de verschillende gedragskenmerken. Deze ontdekkingen
geven inzicht in de biologische basis van gedrag. Voor obesitas hebben bijvoorbeeld
verreweg de meeste gerelateerde genetische varianten een uitgesproken hersenfunctie, en
niet zo zeer een vetverbrandingsfunctie, zoals misschien eerder gedacht was. Het ontdekken
van genetische varianten die gerelateerd zijn aan gedrag is interessant voor medische
wetenschappers, die geïnteresseerd zijn in het ontwikkelen van nieuwe diagnostische testen
en medicijnen, of in het personaliseren daarvan. Genetisch onderzoek naar gedrag is echter
ook interessant voor sociale wetenschappers, zoals economen, die inzicht willen krijgen in
het keuzegedrag van mensen. Nicotinegebruik hangt bijvoorbeeld samen met genetische
variatie in de bouw van nicotinereceptoren. Dit bepaalt deels hoe sterk de lichamelijke
reactie op nicotine is, en hoe verslavingsgevoelig iemand daarom is voor nicotine. Men kan
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speculeren dat mensen met een hoge verslavingsgevoeligheid voor nicotine minder zullen
reageren op prijsstijgingen van sigaretten dan mensen die minder nicotine-gevoelig zijn.
Aangezien alle soorten keuzegedrag deels erfelijk zijn is het buitengewoon belangrijk om de
biologische component hiervan te doorgronden.
In het onderzoek in dit proefschrift hebben we daarom miljoenen SNPs getest voor
associatie met de onderzochte gedragskenmerken. We gebruikten hiervoor de “GWAS”methode, die zich vertaalt naar “genoom-brede associatie studie”. Omdat genetische
varianten elk een minuscuul effect hebben op gedrag, hadden we honderdduizenden
proefpersonen nodig om robuuste ontdekkingen te maken. In hoofdstuk 3 hadden we zelfs
beschikking tot data van bijna een miljoen proefpersonen. Vervolgens heb ik gepeild wat de
biologische functies zijn van de geassocieerde genetische varianten, om inzicht te krijgen in
de biologische grondslagen van het gedragskenmerk. Dit was vaak niet eenduidig,
aangezien de meeste genetische varianten geen duidelijk omschreven biologische functie
hebben. Deze taak werd verder gecompliceerd door de correlatiestructuur in het genoom,
wat wil zeggen dat naast-elkaar-gelegen genetische varianten vaak samen met elkaar geërfd
worden. Dit bemoeilijkt het scheiden van de variant die daadwerkelijk effect heeft van de
variant die slechts samen geërfd wordt met deze variant. Daarnaast hebben we gekeken of
de geassocieerde genetische varianten ook gerelateerd zijn aan andere eigenschappen. Zo
konden we bijvoorbeeld onderzoeken of welbevinden het omgekeerde is van depressieve
symptomen, of dat er unieke biologische processen zijn voor welbevinden die niet te
omschrijven zijn als simpelweg het “ontbreken van depressie”.

Resultaten
In hoofdstuk 2 heb ik onderzoek gedaan naar genetische invloeden op eetgewoontes, en
dan in het specifiek de samenstelling van de totale energie-inname. Hierbij bestudeerde ik de
relatieve inname van de “macronutriënten”: eiwitten, koolhydraten en suikers, en vetten. Het
grootschalige genetische onderzoek naar suiker-inname was hierbij de eerste ter wereld. De
resultaten wezen op een uitgesproken functie voor de hersenen, maar we vonden ook
enkele individuele genetische varianten die een rol spelen bij de vertering van
macronutriënten. De conclusie was daarom dat de hersenen de belangrijkste aansturing van
eetgedrag verzorgen, maar hierbij waarschijnlijk ook signalen incorporeert over hoe goed de
macronutriënten kunnen worden omgezet in energie. Uit verscheidene analyses bleek verder
dat vooral eiwitinname geassocieerd is met allerlei negatieve gezondheidsuitkomsten. Deze
associatie kon ik aantonen in vier grote onderzoekspopulaties in het Verenigd Koninkrijk en
de Verenigde Staten. Hoewel deze correlatie niet per se causaal is, toonde ik aan dat
gerelateerde factoren zoals sociaaleconomische status (wellicht eten mensen met een laag
inkomen meer eiwitten) en lichaamsbeweging (wellicht bewegen mensen met hoge
eiwitinname minder) de associatie waarschijnlijk niet konden verklaren. De belangrijkste
conclusie van het onderzoek was dat er dringend verder onderzoek nodig is naar de mogelijk
negatieve gezondheidseffecten van eiwitinname – vooral omdat deze connectie tot nu toe
zeer weinig wetenschappelijke aandacht heeft gekregen.
In hoofdstuk 3 heb ik met een groot onderzoeksteam genetisch onderzoek gedaan naar
risico-nemend gedrag. Ik was hierbij verantwoordelijk voor de biologische analyses. De
bereidheid om risico’s te nemen is een fundamentele menselijke eigenschap, en wordt veel
onderzocht in economische, psychologische, en medische studies. In economische studies
wordt “risico nemen” gedefinieerd als “de voorkeur om in te stemmen met een situatie met
een onbekende beloning, in plaats van een andere situatie met een meer voorspelbare maar
mogelijk lagere beloning”. Psychologen en medische onderzoekers richten zich daarentegen
vooral op het doorgronden van gedragingen die mogelijk negatieve gevolgen hebben. In ons
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onderzoek richtten we ons op beiden definities van risico-nemend gedrag, en we vonden dat
de algehele voorkeur voor risico-nemen tot op zekere hoogte genetische factoren deelt met
de neiging om specifieke gezondheidsrisico’s te nemen. Daarnaast vonden we dat de mate
waarin mensen zichzelf als “avontuurlijk” beschouwen ook grote genetische samenhang
vertoont met de mate waarin mensen zichzelf als “risico-nemend” beschouwen. Dat betekent
dat deze twee karakterkenmerken deels dezelfde onderliggende biologische processen
delen. Tot slot vonden we geen bewijs voor een rol voor adrenaline, testosteron, serotonine,
en dopamine in het aansturen van risico-nemend gedrag, hoewel dit vaak beweerd is in
eerdere kleinschalige studies. Daarentegen vonden we wel aanwijzingen dat glutamaatGABA-balans in de hersenen (neuraal balans tussen activatie en inhibitie) wellicht een rol
speelt. Ons onderzoek was de eerste GWAS die deze ontdekking deed voor een menselijk
gedragskenmerk.
In hoofdstuk 4 heb ik, eveneens met een groot onderzoeksteam, de genetische basis van
“subjectief welbevinden” onderzocht. Subjectief welbevinden is de mate waarin mensen zich
aangeven gelukkig of tevreden te voelen. We deden daarnaast extra analyses naar
depressieve symptomen, en de karaktereigenschap neuroticisme. Depressieve symptomen
worden gekenmerkt door een emotionele dimensie – zich waardeloos of verdrietig voelen,
het beleven van weinig plezier; een cognitieve dimensie – zich moeilijk kunnen concentreren;
en een lichamelijke dimensie – veel of weinig slapen, gewicht verliezen of juist aankomen.
Neuroticisme is de neiging om emotioneel instabiel te zijn, en wordt gekenmerkt met
stemmingswisselingen, zich veel zorgen maken, en zich vaak angstig of verdrietig voelen.
Deze drie eigenschappen (welbevinden, depressieve symptomen, neuroticisme) hebben
uiteraard veel met elkaar gemeen, maar kennen ook wezenlijke verschillen. Welbevinden
wordt niet gezien als het ontbreken van een mentale stoornis, en neurotische individuen
kunnen mentaal gezond zijn en zich gelukkig voelen. De twee dimensies van welbevinden
(gelukkig of tevreden zijn) worden ook gezien als overlappend, doch wezenlijk verschillend.
In dit onderzoek hebben we daarom bestudeerd tot in hoeverre de verschillende
eigenschappen dezelfde genetische processen delen.
Bij de analyses was ik verantwoordelijk voor de biologisch interpretatie van de ontdekte
genetische varianten. Allereerst vonden we dat de twee dimensies van welbevinden –
gelukkig en tevreden zijn – genetisch niet van elkaar te onderscheiden zijn. Verschillen
tussen gelukkig en tevreden worden daardoor waarschijnlijk veroorzaakt door
omgevingsfactoren, en niet door genetische factoren. Welbevinden heeft een zeer sterke
genetische samenhang met depressieve symptomen en neuroticisme, maar deze
samenhang is niet perfect.
Met dit project ontdekten we de eerste robuuste genetische associaties die het krijgen van
een depressie voorspellen. We vonden bijvoorbeeld dat een gedeelte van het DNA dat een
belangrijke functie voor het immuunsysteem heeft, ook samenhang heeft met depressie. Dit
betekent overigens niet dat het immuunsysteem de aanleg tot depressie bepaalt, aangezien
dit fragment DNA een recentelijk bewezen hersenfunctie heeft, en we verder geen duidelijk
bewijs voor betrokkenheid van het immuunsysteem vonden. Deze kanttekening illustreert de
moeizame biologische interpretatie van genetische onderzoeksbevindingen. Hoewel het
aantal proefpersonen voor neuroticisme het kleinste was, konden we hiervoor meer
genetische varianten ontdekken dan voor welbevinden en depressie. Dit komt waarschijnlijk
omdat neuroticisme een redelijk stabiele karaktertrek is, terwijl depressie en welbevinden
meer fluctueren, en daarom moeilijker meetbaar zijn. Een belangrijke conclusie van dit
onderzoek is daarom dat het bestuderen van neuroticisme een kansrijke manier is om
depressie beter te begrijpen.
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In hoofdstuk 5 heb ik eveneens met een groot onderzoeksteam de genetische basis van
onderwijsniveau onderzocht. Bij de analyses was ik medeverantwoordelijk voor de biologisch
interpretatie van de tientallen ontdekte genetische varianten. Onderwijsniveau wordt
grotendeels voorspeld door intelligentie, maar karaktereigenschappen spelen ook een rol. De
genetische studie naar onderwijsniveau is daarom vooral een studie naar de biologie van
intelligentie. Bij deze studie is het echter belangrijk om te vermelden dat de relatieve bijdrage
van intelligentie zal verschillen per onderwijssysteem. In een systeem waar toetsprestaties
belangrijk zijn, zullen genetische factoren die bepalend zijn voor intelligentie en faalangst
onderwijsniveau voorspellen. Wanneer zelfstandigheid echter een belangrijke factor voor
onderwijssucces is, zullen genetische factoren die bepalend zijn voor concentratievermogen
en zorgvuldigheid het onderwijsniveau kunnen voorspellen. De onafscheidelijke relatie
tussen het genoom en de omgeving vormt een belangrijk tegenargument voor genetisch
determinisme in het algemeen, maar voor onderwijsniveau in het bijzonder.
Uit onze resultaten bleek dat naast een belangrijke rol voor intelligentie, ook neuroticisme
een sterke samenhang heeft met onderwijsniveau. Aangezien het overgrote deel van
geïncludeerde proefpersonen hun onderwijs voltooiden in de 20e eeuw, zou dit kunnen
betekenen dat onderwijssystemen in die tijd niet optimaal waren ontworpen voor mentaal
kwetsbare kinderen. Anderzijds zou het kunnen betekenen dat het verwerven van een hoger
onderwijsniveau beschermt tegen emotionele instabiliteit.
Biologische analyses lieten zien dat de genen die onderwijsniveau voorspellen een sterke
hersenfunctie hebben, en vooral belangrijk lijken te zijn tijdens de prenatale ontwikkeling.
Deze bevindingen zouden kunnen impliceren dat investeren in optimale prenatale
gezondheid (d.w.z., de zwangerschap en bevalling) het onderwijsniveau van een populatie
zou kunnen verhogen. Daarnaast vonden we bewijs dat genen voor onderwijsniveau vaak
ook een rol spelen in verstandelijke handicaps, autisme, en schizofrenie. Over sommige
geïdentificeerde genen was echter nog bijna niets bekend, zoals bijvoorbeeld het
geïdentificeerde “RNA-gen” LINC00461, waarvan de eerste experimentele studies pas
verschenen na de publicatie van onze studie.

Conclusie
Met de studies in mijn proefschrift heb ik een brede blik kunnen werpen op de biologische
basis van verschillende soorten menselijk gedrag. Terwijl sommige bevindingen eerdere
wetenschappelijke inzichten bevestigden, werden er ook enkele eerdere aannames
ontkracht, en verrassende nieuwe inzichten opgedaan. Dit was mogelijk door de gebruikte
GWAS-methode, die zogezegd “hypothese-vrij” is. Dat wil zeggen dat we altijd de effecten
van alle gemeten genetische variantie onderzochten, en ons niet beperkten tot een
specifieke set varianten waarvan we van tevoren aanwijzingen hadden dat ze belangrijk
zouden kunnen zijn. Uit eerder onderzoek is namelijk gebleken dat deze inzichten vaak
ernstig tekortschieten. De studies omschreven in dit proefschrift hebben daarom bovenal
veel nieuwe hypothesen voor toekomstig onderzoek gegenereerd.
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of knowing and working with (Ed, Omeed, Peter, and Sean). Tõnu, my enigmatic cosupervisor, I’ve learnt some valuable lessons from you and always enjoyed our
collaborations.
Carson, I am so grateful that James introduced us. Visiting you at the NIH was a great
privilege. Thank you for bringing your humor to our conference calls, and for tirelessly putting
everything into perspective without ever trivializing the situation. I especially remember our
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back-and-forth Slack chats with great fondness. Thank you for cheering me up and
encouraging me when I needed it the most.
Danielle, je hebt mijn diepe bewondering voor het opbouwen van het CTG. Bedankt dat ik de
gezelligste jaren van mijn PhD bij jou heb mogen doorbrengen. Tinca, jouw warme
aanwezigheid bij het CTG is onmisbaar, en maakte mijn tijd bij het CTG net dat beetje
leuker. Sophie, ik heb veel steun gehad aan je aanmoediging en luisterend oor, en bewonder
de prettige maar vlijmscherpe manier waarop je commentaar levert.
I am also thankful for my other (former) colleagues at the CTG: Philip, Kyoko, Josefin, Mats,
Cesar, Jorim, Stephanie, Lisa, Anke, Iris, Christiaan, Jeanne, Arija, Sven, Erdogan,
Suzanne, and Aniket. Thank you for the unforgettable times in Antwerp and Dublin. The vibe
you create at the CTG is something special. I don’t know how you manage to all be so highachieving yet easy-going and supportive of each other. My special thanks go to my former
roomies, Philip and Kyoko. Philip (a.k.a. Dr. NEJM Nature Genetics), ik waardeer je
whatsapp afleidingen altijd, en dan vooral als ze foto’s van Neo bevatten. Ik kijk met
bewondering naar wat je allemaal presteert. Er bestaat bij mij geen twijfel dat jou een
prachtige toekomst in het verschiet ligt. Kyoko, you are a superhero. I honestly don’t know
how you do what you do. Despite your crazy work hours, you always find time to help others.
My time at the CTG would not have been the same without your sweet company.
Others that made my time at the CTG awesome were my CNCR colleagues Truus, Eelke,
and Mohit, and the people I was lucky enough to organize two legendary CNCR parties with:
Sybren, Bastiaan, Vera, Maria, Esther, and Christina. Even the next-morning cleanup was
fun with you guys. I think it’s a pretty safe bet that our legendary glow-in-the-dark Christmas
party will never be surpassed!
Bart (Met Lof Baselmans), zonder jou waren de afgelopen vier jaar veel minder leuk
geweest. Als hoogtepunt is het moeilijk kiezen tussen Boulder en Brisbane. Of toch het
meemaken van je cum laude verdediging? Ik snap nog steeds niet hoe je dat hebt gedaan,
binnen de vier jaar, met je twee Nature Genetics papers. Laat je nog wat te behalen over
voor ons? Dank voor alle gezelligheid, je luisterend oor en altijd aanmoedigende woorden.
Ik heb ook altijd veel plezier gehad met de andere (voormalige) medewerkers van de VUBioPsy, en dan vooral Michel, KJ, Karin, Abdel, en Meike. Michel, jouw vliegensvlugge geest
en onbegrensde creativiteit zijn ongeëvenaard. Samenwerken met jou is altijd een
inspireerde ervaring. Karin, ik hoop dat de term “even een Karintje doen” (zomaar alle
stappen tussen postdoc en professor overslaan) aanslaat. Dat zo’n prettig persoon als jij dit
hebt kunnen doen geeft me heel veel hoop voor de wetenschap. KJ, ik heb het altijd gezellig
gehad met jou en Bart. Ik kijk vooral met veel plezier terug op onze tijd in Boulder, en dan
vooral onze glijdende sneeuwhike en jacuzzi-bezoekjes. Abdel, je bent een bijzonder relaxed
persoon, die er ook nog eens de meest interessante en inspirerende onderzoeken uitgooit.
Meike, bedankt voor de fijne samenwerking. Mijn eeuwige dank gaat uit naar het feit dat je
de rest hebt weten te overtuigen om onze well-being paper te submitten naar Nature
Genetics!
I also had an amazing time in the first year of my PhD, which was spent at the Amsterdam
Business School of the UvA. I fondly think back of sharing the “flex space” with Ieva,
Guilherme, Annemijn, Robin, “office manager” Mark, and Rob and Dorinth (these two have to
be mentioned together). Some of my favorite PhD memories were formed here: the coffee
breaks at T, the accidental outfit matches, and of course the glass-door meme battle. Rob en
Dorinth, ik heb echt een fantastische tijd met jullie gehad. Mede door jullie ging ik elke dag
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met plezier naar kantoor. Joeri, ik vond het ontzettend leuk om je onderwijsassistent te zijn.
Maël, we had a fun time, it was sad to see you leave Amsterdam.
Other fellow grad students that made my PhD (and especially conference visits) so much
more fun were Travis and Andrew, Moutaz, Johan, Natalia, Ollie, Elizabeth, Megan, and
others I probably forgot to mention. And of course Margherita, my long-distance academic
BFF. Travis, could you please come back to Amsterdam soon?
The last few months of my PhD were spent at the VU economics department, where I
received the most beautiful office of my PhD trajectory. I deeply admire the intellectual
capabilities and flexibility of this group, which blew me away at Philipp’s introductory
presentation. Maarten en Pienke, bedankt dat jullie ons meteen thuis lieten voelen.
Although I technically started working at the EUR after my PhD, I would still like to thank my
EUR colleagues here. Hans, ik kijk ontzettend uit naar onze samenwerking. Met de
gezelligheid zit het in ieder geval wel snor. Bedankt dat je me binnen gehengeld hebt bij het
NORFACE-project, ik heb er heel veel zin in. Niels! Wat ben ik blij om weer met je samen te
werken. Ook tijdens mijn PhD kon ik het altijd heel goed met je vinden. Door jou voelde ik me
meteen thuis op de EUR. I would also like to highlight my wonderful colleagues of the
NORFACE team (Pietro, Stephanie, Rita, Dilnoza, Titus, Teresa, and the others) and Health
Economics group. Marine, Francesco, and Zhiling, a special thanks to you. Zhiling, my daily
commute to Rotterdam is so much better with you.
Natuurlijk heb ik de laatste jaren vooral heel veel steun gehad aan mijn lieve vrienden en
vriendinnen: lieve Linda, Eva, Rosa, José, Emma, Maryse, Kathy, en lieve Maarten, Bas,
Chris, en Jasper en Irene. Linda en Eva, mijn enige klacht is dat jullie zo ver weg wonen! Ik
mis jullie elke dag. Linda, lieve paranimf, je bent een van de meeste bijzondere personen die
ik ken. Sterk maar gevoelig, rustig maar avontuurlijk, nooit oordelend, en bovenal in- en
ingoed en lief en de beste luisteraar die ik ken. Door jou voel ik me altijd beter. En grazie
mille voor het introduceren van Lorenzo en Oliver in mijn leven. Eva, wat een toevalstreffer
dat we elkaar hebben mogen ontmoeten bij de UvA. Ik heb diepe bewondering voor jouw
kracht, die geen weerga kent. Je geeft de beste adviezen en helpt me elke situatie van een
afstandje te bekijken. Maar bovenal hebben we zoveel plezier gehad samen (ik probeerde
hier een opsomming te maken, maar ik heb het opgegeven). Ik denk vooral met veel warmte
terug aan alle avonden in jouw huis, samen met Paolo en Jeroen. Rosa, mijn lieve reserve
paranimf, wat ben ik blij dat ik jou beter heb leren kennen de afgelopen jaren. Ik ken niemand
zoals jij. Zo ontspannen en vrolijk, geniaal kunstzinnig, en beeldschoon: ik weet niet wat ik
meemaak! José, jij bent de leukste verstrooide persoon die ik ken. Met jou erbij is het altijd
leuker. Lieve Emma, tijd doorbrengen met jou is altijd zo ontzettend makkelijk. Ik ben zo blij
dat je nu weer voorgoed terug bent in Nederland. Ik heb je lieve dromerigheid gemist.
Maryse, we zien elkaar maar een paar keer per jaar, maar het voelt steeds alsof er geen tijd
is verstreken. Het was heel fijn om het PhD-leed met je te kunnen delen, hoewel dat altijd
wel een beetje op de achtergrond bleef (er werd meer gelachen!). Kathy, I honestly have no
idea why we didn’t start hanging out earlier. I feel like I’ve gained a big sister in you. Maarten,
ik vind het heerlijk hoe eerlijk en nuchter je bent. Ik hecht heel veel aan onze open
discussies, waar we elkaars standpunten heel onpersoonlijk kunnen bekritiseren. Maar
bovenal ben je een laiverd, ik hoop dat je nooit verandert. Bas, ik ben zo blij dat Maarten jou
in mijn leven gebracht heeft. Het is heel fijn je nu wat dichter in de buurt te hebben. Je bent
de meeste positieve persoon die ik ken, die alles doet vanuit intrinsieke motivatie. Na
gesprekken met jou sta ik altijd weer even stil bij mijn eigen drijfveren. Jasper, met jou is het
leven in Amsterdam veel leuker. Ik vind het jammer dat je er niet vaker bent. Irene, bedankt
voor de gezelligheid, je gezelschap doet me altijd goed. Lieve gekke Chris, toch weer twee
jaar overheen laten gaan! Hoewel ik makkelijk zo kan doorgaan tot we bejaard zijn, omdat
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het met jou altijd als vanouds voelt. Je bezit de bijzondere combinatie van lief en geniaal, en
ik hoop je toch weer veel vaker te zien de komende jaren.
Mijn grote dank gaat ook uit naar “mijn grootste fans” (in hun eigen woorden), mijn ouders,
Geert en Annabella. Ik hou van jullie. Zonder jullie steun was dit hele traject veel minder
makkelijk geweest. Jullie eigen enthousiasme voor de wetenschap is aanstekelijk. Ik hoop
dat ik jullie trots heb kunnen maken. En Anne en Bonno natuurlijk, jullie ook bedankt voor
jullie steun en interesse (en bedankt Anne voor de retweets, en Bonno voor het genoom en
inzichten in mijn eigen DNA-opmaak). Rikky, je bent als familie voor me. Met jou erbij ben ik
altijd vrolijk. Ik heb ook veel steun gehad van de rest van mijn lieve familie (Coen en Renée,
Bas, Jeroen, en Bonno, en mijn tantes en neven en nichten), vooral tijdens het overlijden van
oma. Het uitwisselen van foto’s en herinneringen heeft me toen veel goed gedaan. Mijn lieve
schoonouders, Hans en Meta (en Daan en oma Annie), jullie hebben ook veel bijgedragen
aan mijn PhD – niet allerminst omdat ik de eerste negen maanden ervan bij jullie in huis heb
mogen wonen! Hier is iedereen altijd erg verbaasd over, maar ik zelf niet, omdat ik het altijd
gezellig bij jullie heb. Jullie zijn mijn familie geworden. Bedankt voor alles, ik hou van jullie.
Mijn grootste dank gaat uit naar mijn lieve vriend, Jeroen. Mijn Jeroen. Jeroen, jij bent de
beste. Ik weet niet of ik dit alles zonder jou had kunnen doen. Je bent mijn grootste steun en
toeverlaat. Je geeft me iedere dag zoveel zelfvertrouwen. Ik ben zo trots op wat je de
afgelopen jaren voor elkaar hebt gebokst. Bedankt voor alles Jeroen, ik hou van je.
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