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1.1

INTRODUCTION

background: identity in the digital era

Identity is an abstract representation of an entity, consisting of the individual
characteristics by which it is recognized or known.1,2 For instance, the identity
of the VU University is defined by its location (the street de Boelelaan in Amsterdam), its founding year (1880), its funding model, etc. My own identity is
a combination of non-alterable inherent properties, such as birthplace and race,
but also certain choices I made in life so far, such as my education. This notion
of identity relates to two related, but different, notions: personal identity and
sameness/equivalence.
Personal identity has been heavily discussed in the domain of philosophy,
questioning the persistence of an entity (typically a person) through time. This
has resulted in various ideas as basis for contrasting theories. According to the
body theory (Thomson, 1997; Williams, 1957), one’s identity is preserved as long
as he/she exists in the same body, whereas Locke’s memory theory (Locke, 1689)
proposes that identity should be dependent on the extent to which one can consciously recall. Hume’s Bundle theory (Hume, 1738) argues that there is no permanent self, as our bodies undergo continuous qualitative change.
Another related, but different, notion is that of equivalence or ‘sameness’
between real world entities, which carries the problem of no clear distinction
whether two real-world entities are referentially identical. There are several dimensions to be considered here, including temporality (Is Old Amsterdam identical to New Amsterdam?), pragmatism (Is Lord Lipton identical to the wealthiest
tea importer?), and granularization (Are passengers and people who traveled
with EasyJet an identical set?) (Recasens et al., 2011).
Societal relevance While the philosophical aspects touching upon the notion
of identity and its related concepts are important, recently identity has gained
practical relevance, shifting from a philosophical to a societal issue. The digital
era and the omnipresence of computer systems feature a huge amount of data
on identities (profiles) of people, organizations, and other entities, in a digital
format. Within a digital identity, one typically receives a unique identifier and
is described through a set of attribute values. Notably, digital identities do not
necessarily need to correspond to identities in the physical world: a single world
object could be represented with many digital identities, and even non-existing
objects can easily exist digitally.

1 http://wordnetweb.princeton.edu/perl/webwn?o2=&o0=1&o8=1&o1=1&o7=&o5=&o9=&o6=&o3=&o4=
&s=identity&h=0000&j=1#c

2 https://en.oxforddictionaries.com/definition/identity
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This fluid nature of digital identity makes it vulnerable to malicious actions,
like stealing one’s personal identity (identity theft), and using that identity to
commit fraud (identity fraud). Mistaken identity is responsible for a number of
scandals, such as the well-known case of the former British MP, Lord Alistair
McAlpine, who was falsely accused of child abuse in November 2012.3 While
identity theft and fraud is not new, its magnitude has been growing rapidly.4 For
instance, approximately 15 million Americans have their identities used fraudulently each year, leading to a $50 billion worth of losses.
Establishing and singularizing identity Provided that the architecture of the
world wide web in its current form does not connect the various sources of information on a data level, users are required to create redundant profiles on
different websites, which means that the current Internet features a proliferation of these profiles representing our digital identities. Notably, the problem of
digital identity is far wider than the resolving of sameness between structured
user profiles in the social media or in online merchant shops, since the majority of the web content today is estimated to be in unstructured format.5 This
includes various textual documents, such as news documents, encyclopedias
(such as Wikipedia), personal websites, books, etc., but also different modalities, namely, videos, images, sounds. All of these contain precious descriptions
of millions, or even billions, of identities in their spatio-temporal-topical context.
Given that all these pieces of information are complementary, it is crucial to
be able to combine them into a single representation. Humans are very successful in extracting information from various sources and abstracting over the form
to preserve the semantics of the content. While machines have the potential to
automate this process and scale it far beyond human capacity, their current capabilities to extract, combine, and reason over such information are far from the
desired level of accuracy. For this reason, many companies, including Facebook,
Amazon, and Google, are in a race to singularize digital identities automatically
across social networks, in news documents, in books, video and image collections, etc.6
Establishing identity from text Looking closer at the text modality, we face
the same obstacles mentioned above. Depending on its relevance, an entity can
appear very seldom or very often in written language, being it news documents,
encyclopedias, books, tweets, or blogs. Establishing one’s identity then requires
efficient and effective ways to interpret language and map it to an existing representation. For this purpose, it is customary to adhere to Kripke’s “direct reference” proposal and the so-called “causal theory of reference”. According to
this position, echoed later by Tim Berners-Lee as one of the key principles of the
Semantic Web, every thing gets “baptized” with a unique name which refers, via
3 https://www.adelaidenow.com.au/news/world/bbc-director-general-georgeentwistle-quits-after-mp-falsely-accused-of-child-sex-abuse/news-story/
e75d213a629c990072ceb6966aaf0d4a?from=public_rss
4 https://en.wikipedia.org/wiki/Identity_theft#Identity_cloning_and_concealment
5 http://breakthroughanalysis.com/2008/08/01/unstructured-data-and-the-80-percent-rule/
6 https://adexchanger.com/ecommerce-2/why-amazon-facebook-are-in-hot-pursuit-of-digitalidentity/
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some causal chain, directly to its referent. This allows the referents of a name to
be transmitted unambiguously through time, space, and other possible worlds.
Baptized names can be associated with a description, however, descriptions are
not synonymous with the name and do not need to be strictly satisfied when
identity is established (Halpin, 2012).
Challenges There are several key reasons why identity extraction and singularization from text is challenging for machines. From the philosophical perspective, the difficulty relates to the non-trivial question of equivalence between
two descriptions of an entity, mentioned above. Integration of information is an
under-addressed challenge too, as most AI and NLP research at the moment
concerns isolated, local tasks. Another set of challenges stems from the inherent
pragmatics of language, and its dependence on context and background knowledge - these are discussed next.
Time-bound complexity of human language Semantic processing defines a
relation between natural language and a representation of a world it refers to.
A challenging property of natural language is the time-bound complex interaction between lexical expressions (LEs) and world meanings. We use meaning as
an umbrella term for both concepts and (event and entity) instances, and lexical expression as a common term for both lemmas and surface forms. We can
define this interaction as a set of relations, both sense relations and referential
relations, that exists within a language community in a certain period of time,
e.g., one or a few generations. The people belonging to these generations share
one language system that changes relatively slowly but during their lives there
are many rapidly changing situations in the world that make certain meanings
and expressions dominant and others not. For instance, while the expression
‘Tesla’ nowadays dominantly refers to the car company or a specific car model,
several decades ago this meaning did not exist in the world and the default
interpretation of ‘Tesla’ was the famous inventor, Nikola Tesla.
Likewise, we expect that a generation uses a certain set of lexical expressions
out of the available set in relation to a set of meanings that balances the tradeoff between learning many expressions and resolving extreme ambiguity of a
small set of expressions. For this purpose, when referring to the famous inventor, Nikola Tesla, nowadays, one would typically use his full name, because the
dominant meaning of the form ‘Tesla’ is the car company (unless, of course, the
reference of this form to the inventor is made clear through the surrounding
context). The aforementioned trade-off between efficiency and effectiveness is
dictated by pragmatic principles of human language, the discussion on which
comes next.
The efficiency of human language Besides time, our use of language is also
dependent on other contextual aspects, including our social relationships, a topic,
a location, and a community. Textual documents are surrounded by such rich
context that is typically leveraged by humans but largely ignored by machines.
Ambiguity of language resolves using this context: people optimize their communication to convey maximum information with minimum effort given the
specific situation. Regardless of the genre (newswire, tweets, fiction, etc.), the
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Gricean maxim of quantity (Grice, 1975) dictates that an author makes assumptions about the familiarity of the reader with the events and entities that are
described in a document at the time of publishing. The author uses this to formulate a message in the most efficient and scarce, yet understandable way. The
reader is expected to adequately disambiguate forms and fill in the gaps with
presumed knowledge from the current world.
For example, when reading a news item, human readers are aware on which
date it was published, which events occurred around that date, which entities
are in the news, and what are the recent news articles. Machines, on the contrary, are deprived of such context and expectations. They usually have to deal
with individual, isolated news articles, and need to establish identity solely on
the basis of a single document in relation to dominant entities in the available
resources. To overcome this, we need to build algorithms that can fill contextual
knowledge gaps similar to humans with the right assumptions on the familiarity
of the entities within a given context. These considerations are particularly relevant for long-tail entities that are only known within very specific contextual
conditions. The long-tail entities are described in the next section.
1.2

challenge: entity linking in the long tail

It is common to establish identity of entities in text by Entity Linking. The
task of Entity Linking (EL) anchors recognized entity mentions in text to their
semantic representation, thus establishing identity and facilitating the exploitation of background knowledge, easy integration, and comparison and reuse of
systems.7 Current EL datasets and systems typically perform linking to existing
entity representations in Wikipedia8 and its structured correspondents, DBpedia9 and Wikidata10 .11 For instance, in the sentence ‘John Smith currently has five
self-released albums out’, “John Smith” refers to http://dbpedia.org/resource/
John_Smith_(musician). By establishing this interpretation relation, we immediately have access to pre-existing structured knowledge about the interpreted
entity, such as its gender, place of birth, or education. At the same time, certain
background knowledge about the existing entity representation is essential in
the first place, in order for one (a machine or a human) to be able to decide
between this musician and the hundreds of other politicians, artists, and sportsmen that share the same label. Hence, background knowledge has a double role
in this process: it helps disambiguation and it enriches the knowledge about the
This discussion is based on the position paper: Filip Ilievski, Piek Vossen, and Marieke van Erp (2017).
“Hunger for Contextual Knowledge and a Road Map to Intelligent Entity Linking.” In: International
Conference on Language, Data and Knowledge. Springer, Cham, pp. 143–149
7 In this thesis, the terms ‘mention’, ‘name’, ‘surface form’, ‘form’, and ‘label’ are used interchangeably
to refer to a proper noun phrase that appears in a document and refers to an entity instance.
8 http://wikipedia.org
9 http://dbpedia.org
10 http://wikidata.org
11 Throughout this dissertation, the term ‘dataset’ is synonymous with an NLP evaluation dataset, i.e.,
a collection of text documents with ground-truth annotations.
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entity behind the form. These two roles complement each other and gradually
increase the quality and quantity of the knowledge.
Ambiguity and variance As in this example, often a number of entity instances share the same surface form.12 A surface form that can refer to M different entities is ambiguous with an ambiguity degree of M. Conversely, an entity
instance can be referred to by one out of N forms, e.g., John Smith would sometimes be called ‘John’, ‘Mr. Smith’, ‘singer’, ‘musician’, ‘the white man’, etc. The
amount of different surface forms that refer to an entity constitutes its variance.
The ambiguity of surface forms and the variance of entity instances follow the
very elegant interplay of human language with pragmatics, described through
the Gricean maxims.
While humans mostly do not even perceive the ambiguity and variance of
language, this M-to-N mapping between surface forms and instances, in combination with the fluid contextual relevance of those instances, makes the task
of entity linking challenging for machines. Nevertheless, state-of-the-art EL systems (Cheng and Roth, 2013; Daiber et al., 2013; Moro et al., 2014; Nguyen et
al., 2016a; Usbeck et al., 2014; Zwicklbauer et al., 2016) report high accuracies,
which seemingly rejects the impression that these systems struggle with capturing the pragmatics of language with its ambiguity and variance.13 What exactly
is happening here?
Long-tail entities In this thesis, I hypothesize that these accuracies are largely
due to the dominance of a limited number of popular entities. The accuracy of
most probabilistic algorithms is mainly based on test cases for which there is
sufficient training data and background knowledge. I refer to these frequently
mentioned entities as the linguistic head. Besides being frequent news topics, the
mentions of head entities are also frequent (due to the volume of news) and the
mention-to-entity dominance is very high.
However, at the same time there is a vast amount of long-tail entities, each
different and with low frequency, that usually remain hard to resolve for any
contemporary system. Support for this claim can be found in the related task
of Word Sense Disambiguation. Here, the system accuracy on the most frequent
word interpretations is close to human performance, while the least frequent
words can be disambiguated correctly in at most 1 out of 5 cases (Postma et al.,
2016a). It is my conviction that the linguistic long tail can never be fully tackled
with further algorithmic inventions because these long-tail instances appear only
incidentally and change continuously, and it is unlikely there will ever be sufficient training data. Even if we would increase the training data, it is impossible
to guess the a priori distribution that applies to any actual test set across all the
options (Postma et al., 2016a).
Additionally, probabilistic approaches do not employ any mechanisms to exclude anomalous interpretations. This leads to an explosion of potential interpretations which are dominated by the most popular ones even though they often
12 Hundreds of entity instances in DBpedia are named ‘John Smith’: http://dbpedia.org/resource/
John_Smith.
13 http://gerbil.aksw.org/gerbil/overview
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do not make any sense. In the NewsReader project,14 for example, the most popular detected entity in 2.3 million news articles from 2003-2015 about the car
industry was Abraham Lincoln, demonstrating how dominance leads to wrong
and impossible interpretations (Vossen et al., 2016). This problem becomes even
more substantial when we switch from the popular world represented in DBpedia to resolving long-tail entities, where the surface form ambiguity becomes
too big to handle.15 For instance, while Ronaldo can refer to only a few popular
entities according to DBpedia, the number of people in the world that (have)
share(d) this name is many orders of magnitude greater. For current systems,
it is extremely hard to deal with this reality, while humans have no problem
understanding news mentioning some non-famous Ronaldo. As these long-tail
instances are only relevant within a specific context (time, location, topic, community), we need contextual knowledge and reasoning in order to decide which
make sense.16
Types of knowledge In (MacLachlan and Reid, 1994), four types of contextual
knowledge are defined that are essential for humans to interpret text. These are:
intratextual, intertextual, extratextual, and circumtextual knowledge. Here, I relate
these four categories to the EL task.
1. Intratextual knowledge is any knowledge extracted from the text of a document, concerning entity mentions, other word types (e.g., nouns, verbs),
and their order and structure in the document. It relates to framing new
and given information and notions such as topic and focus. Central entities
in the discourse are referred to differently than peripheral ones.
2. Extratextual knowledge concerns any entity-oriented knowledge, found outside the document in (un)structured knowledge bases. Extratextual knowledge can be episodic (instantial) or conceptual. The former is the knowledge about a concrete entity: its labels, relation to other entities, and other
facts or experiences. Conceptual knowledge refers to the expectations and
knowledge gaps that are filled by an abstract model (i.e., ontology), representing relations between types of entities.
3. Circumtextual knowledge refers to the circumstances through which text as
an artifact has come into existence. Documents are published at a specific
time and location, written by a specific author, released by a certain publisher, and potentially belong to some series. These circumstances frame
the written text and aid the interpretation of the mentioned entities.
4. Intertextual knowledge - Documents are not self-contained and rely on intertextual (cross-document) knowledge distilled by the reader from related
14 http://newsreader-project.eu
15 Probabilistic methods are sensitive to even small changes in the background knowledge: only switching to a more recent Wikipedia version causes a drop in performance because of the increased ambiguity and the change in knowledge distribution (Nguyen et al., 2016a).
16 These differ from the domain-specific entities (e.g., names of drugs in the medical domain), which
are defined through a single contextual dimension (of topic) and do not necessarily suffer from
knowledge scarcity.
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documents. They are published in a stream of information and news, assuming knowledge about preceding related documents, which typically
share the same topic and community, and may be published around the
same time and location. Early documents that introduce a topic typically
make more explicit reference than those published later on when both the
event and the topic have evolved.17
In this thesis, I will use the term background knowledge to refer to the union of
the intertextual, circumtextual, and extratextual knowledge.
Many instances of intratextual knowledge are present in EL systems: information about surrounding words (word clouds) (Daiber et al., 2013; Yosef et
al., 2011), entity order (Ilievski et al., 2016a), entity coreference (Ling et al.,
2015a), substrings (Usbeck et al., 2014), abbreviations (Ilievski et al., 2016a),
word senses (Moro et al., 2014), word relations (Cheng and Roth, 2013). Systems also tend to consider some extratextual knowledge, such as: entity-to-entity
links (Daiber et al., 2013; Ilievski et al., 2016a; Ling et al., 2015a; Moro et al., 2014;
Piccinno and Ferragina, 2014; Usbeck et al., 2014), entity labels (Daiber et al.,
2013; Ilievski et al., 2016a; Ling et al., 2015a; Moro et al., 2014; Piccinno and Ferragina, 2014; Usbeck et al., 2014), semantic types (Ilievski et al., 2016a; Ling et al.,
2015a), and textual descriptions (Daiber et al., 2013; Yosef et al., 2011). Considering the richness of extratextual knowledge found in public knowledge bases like
DBpedia and Wikidata, its potential for reasoning seems much larger than what
is currently exploited. For instance, one can build models over the instance-level
knowledge in these KBs to capture implicit knowledge, which can be applied to
enhance the scarce information that is directly available about a certain long-tail
entity. To the best of my knowledge, the other two types of knowledge, circumtextual and intertextual knowledge, are systematically neglected in current systems. As such, it is no surprise that these systems fail to handle a case such as
the Hobbs murder presented next.
Entity Linking in the long tail To illustrate my point, let us consider the
following case. In the local news article titled “Hobbs man arrested in connection
to nephew’s murder”,18 a murder is reported that happened in Hobbs, New
Mexico in 2016. It involves two long-tail entities: the killer Michael Johnson and
its victim Zachariah Fields. Both entities have no representation in DBpedia, as
they are not famous outside the context of this murder.
Current EL systems perform poorly on this document. For instance, Babelfy (Moro et al., 2014) links “Michael Johnson” to a retired American sprinter,
“Johnson” to an American president, and “Zachariah” to a long-deceased religious clergyman and author from the 19th century. Not only are these interpretations incorrect, they are also highly incoherent from a human perspective:
a retired sprinter, a 19th century religious author, and an ex-president are all
identified in an article reporting a local murder in New Mexico in 2016.
What makes these interpretations silly to humans, but optimal to EL systems,
is the different notion of coherence. Roughly, entity linkers define coherence via
17 Compare the use of hashtags in Twitter streams once an event becomes trending.
18 https://goo.gl/Gms7IQ Last visited: 18 April 2017
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a probabilistic optimization over entity and word associations, resulting in interpretations that neither share context among themselves, nor with the document.
Unlike machines, people employ rigorous contextual reasoning over time, location, topic, and other circumtextual knowledge about the article. Time would
help to decide against the 19th century author as a victim in 2016. Similarly for
location and topic: none of the system interpretations is related to Hobbs, New
Mexico, or to any violent event. As systems do not use circumtextual knowledge,
they have no human-like mechanisms to decide on improbable interpretations.
In addition, this document is not self-contained; it provides an update regarding an event that happened earlier and was already reported on. In such cases,
its interpretation might benefit from (or even depend on) focused machine reading of earlier documents covering this topic. This is very natural for humans;
still, current systems lack ways to obtain and integrate intertextual knowledge.
Evaluation The expected difficulties for systems to perform well on the distributional tail trigger the question to which extent is this tail captured in current
evaluation datasets. It is unclear whether the present manner of evaluating entity
identity is representative for the complex contextual dependency of the human
language discussed in section 1.1. Considering that the evaluation datasets have
been created by sampling human communication which is dominated by a small
set of very frequent observations, my hypothesis is that the current evaluation
exhibits a similar frequency bias. This bias towards the frequent and popular
part of the world (the head) would be largely responsible for the performance of
our EL tools. Presumably, EL tools are optimized to capture the head phenomena in text without considering the contextual constraints which are essential in
order to deal with the less frequent phenomena in the tail. Understanding the
evaluation bias better and improving its representativeness to challenge systems
to perform well on the tail hence becomes a very important piece of the long-tail
entities puzzle.
The focus of this thesis is on long-tail entities mentioned in news documents.
Notably, long-tail entities are also problematic in other text modalities, particularly in social media data (Derczynski et al., 2016), as well as in other entitycentric tasks, e.g., mapping queries to the Linked Open Data cloud (Meij et al.,
2011).
1.3

research questions

As we have seen, establishing identity is a relevant and timely topic, but also one
that is multifaceted and extremely challenging. For a small portion of entities (the
frequent head), there are vast amounts of knowledge in both structured and unstructured form. At the same time, the relevance of most entities is restricted
to a specific context, i.e., a specific combination of topic, time, space, and community. These entities constitute the rare long tail: they have no representation in
encyclopedias, there is little to none news reporting on them, and distinguishing
them from other contextual entities might require more effort than in the case
of the famous entities. Considering the discussion on language pragmatics and
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background knowledge earlier in this chapter, I expect that current NLP technology especially struggles to establish identity of long-tail entities. The research
question that is investigated in this thesis is:
How can the performance of NLP techniques to establish identity of long-tail
cases be improved through the use of background knowledge?
I address the main research question by addressing five aspects of the task of
establishing identity of long-tail entities: 1. description and observation 2. analysis of the evaluation bias 3. improvement of the evaluation bias 4. access to
knowledge 5. role of knowledge. These are transcribed into the following five
subquestions that will be addressed within the chapters of this thesis:
RQ1 (Description and observation): How can the tail entities be distinguished from
head entities?
RQ2 (Analysis of the evaluation bias): Are the current evaluation datasets and
metrics representative for the long-tail cases?
RQ3 (Improvement of the evaluation bias): How can we improve the evaluation
on the long-tail cases?
RQ4 (Access to knowledge): How can the knowledge on long-tail entities be accessed
and enriched beyond DBpedia?
RQ5 (Role of knowledge): What is the added value of background knowledge models
when establishing the identity of long-tail entities?
In the next section, I provide an overview of the approach taken in this thesis
to address these five research questions.
1.4

approach and structure of the thesis

To understand the task of establishing identity of entities in text and the nature
of its difficulty, I make an effort to categorize all entities into one of the following
three categories:
1. Head entities (E1) are frequent interpretations associated with a certain
entity mention. For example, the form ‘Paris’ is typically used to refer to the
French capital Paris, which means that the instance http://dbpedia.org/
page/Paris belongs to the distributional head. In practice, these entities
have a representation in DBpedia and can be expected to be disambiguated
accurately by existing EL tools.
2. Tail entities (E2) are infrequent interpretations of an entity mention and
rely on a richer context in order to be disambiguated correctly. For instance,
the city of Paris in Texas can be referred by the form ‘Paris’, but this does
not occur as common in communication as with the French capital with
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the same name. Hence, http://dbpedia.org/page/Paris, _Texas is considered a tail interpretation. E2 entities can be operationalized through those
entities that have a representation in DBpedia, but pose a greater challenge
to existing tools compared to E1 entities.
3. NIL entities (E3) are extremely infrequent in communication and are relevant only within concrete contextual circumstances.19 An example for an
E3 entity is a local bar in Amsterdam called ‘Paris’. Most entities in the
world fall into this category. Due to their numerousness and restricted relevance, E3 entities cannot be expected to have an existing representation
in DBpedia, or even broader in the Linked Open Data cloud. The available
knowledge about these entities is non-redundant and incomplete, whereas
their ambiguity is potentially very high, which intuitively makes them difficult to resolve by existing EL tools.
The term long-tail entities will be used throughout this thesis to refer to E2 and
E3 entities simultaneously. Given that both DBpedia and the evaluation datasets
can be seen as proxies of human communication, it can be expected that the wellrepresented entities in DBpedia (E1) are most prominent in evaluation datasets,
whereas the long-tail entities (of type E2 and E3) are rarely evaluated. At the
same time, E2 and E3 entities are extremely important, because current systems
underperform on them. I argue that the challenge in resolving long-tail entities
is a consequence of several factors:
1. datasets do not cover these cases sufficiently, leading to semantic overfitting;
2. systems have no access to the needed instance-level knowledge on these
cases, when they have a representation (E2);
3. systems apply shallow threshold-based strategies to deal with E3 entities,
instead of rich and diverse human-like knowledge.
1.4.1

Describing and observing the head and the tail

Chapter 2 addresses RQ1 and covers the entities of type E1 and E2. Previous
research has often hypothesized that tail cases are much harder and much less
frequent than head cases, without specifying what each of these entails. In this
chapter, we fill this gap by describing the head and the tail of the entity linking
task.20 We expect that certain entities (tail) are more challenging to establish than
others (head) and we seek to define the dimensions along which this distinction
can be made. These hypotheses are then to be tested against current state-of-theart technology to assess their validity.
19 Our definition of E3 entities corresponds to the notion of NIL entities (Ji and Grishman, 2011). I will
use these two terms interchangeably in this thesis.
20 Note: Given that most of the research reported in this thesis could not possibly have existed without
the contribution of my supervisors and colleagues, in the remainder of this thesis I will regularly
talk about ‘we’ to signify the joint effort of me and my paper co-authors.
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The content of this chapter is based on research published in the following
publication:
1. Filip Ilievski, Piek Vossen, and Stefan Schlobach (2018). “Systematic Study
of Long Tail Phenomena in Entity Linking.” In: The 27th International Conference on Computational Linguistics (COLING 2018)
1.4.2

Analyzing the evaluation bias on the long tail

Chapter 3 addresses RQ2 and focuses on the entities of type E2 and E3. Here
we analyze whether the current evaluation datasets and metrics are representative for the long-tail cases. In this chapter, we pick five semantic NLP tasks
of disambiguation and reference (including Entity Linking), and apply a set of
model-based metrics to assess the representativeness of their evaluation datasets.
The content of this chapter is based on research published in the following
two publications:
1. Filip Ilievski, Marten Postma, and Piek Vossen (2016c). “Semantic overfitting: what ’world’ do we consider when evaluating disambiguation
of text?” In: The 26th International Conference on Computational Linguistics
(COLING 2016). Osaka, Japan: The COLING 2016 Organizing Committee,
pp. 1180–1191. url: http://aclweb.org/anthology/C16-1112
2. Marieke Van Erp, Pablo N Mendes, Heiko Paulheim, Filip Ilievski, Julien
Plu, Giuseppe Rizzo, and Jörg Waitelonis (2016). “Evaluating Entity Linking: An Analysis of Current Benchmark Datasets and a Roadmap for Doing
a Better Job.” In: Proceedings of the Tenth International Conference on Language
Resources and Evaluation (LREC 2016). Vol. 5, p. 2016
1.4.3

Improving the evaluation bias on the long tail

Chapter 4 aims to improve the evaluation on the long-tail cases (E2 and E3),
thus addressing RQ3. Once the distinction between ‘easy’ head cases and ‘difficult’ tail cases has been made, and we have analyzed the representativeness
bias of current evaluation datasets, we move forward to create the first task that
deliberately focuses on long-tail identity, and we analyze its impact.
The content of this chapter is based on the research published in the following
four publications:
1. Marten Postma, Filip Ilievski, Piek Vossen, and Marieke van Erp (2016b).
“Moving away from semantic overfitting in disambiguation datasets.” In:
Proceedings of the Workshop on Uphill Battles in Language Processing: Scaling
Early Achievements to Robust Methods. Austin, TX: Association for Computational Linguistics, pp. 17–21. url: http://aclweb.org/anthology/W166004
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2. Marten Postma, Filip Ilievski, and Piek Vossen (2018). “SemEval-2018 Task
5: Counting Events and Participants in the Long Tail.” In: Proceedings of
the 12th International Workshop on Semantic Evaluation (SemEval-2018). New
Orleans, LA, USA: Association for Computational Linguistics
3. Piek Vossen, Filip Ilievski, Marten Postma, and Roxane Segers (2018a).
“Don’t Annotate, but Validate: a Data-to-Text Method for Capturing Event
Data.” In: Proceedings of the Eleventh International Conference on Language Resources and Evaluation (LREC 2018)
4. Piek Vossen, Marten Postma, and Filip Ilievski (2018b). “ReferenceNet: a
semantic-pragmatic network for capturing reference relations.” In: Global
Wordnet Conference 2018, Singapore
1.4.4

Enabling access to knowledge about long-tail entities beyond DBpedia

Chapter 5 deals with the limited access to knowledge about E2 and E3 entities.
Therefore, this chapter addresses RQ4. As discussed above, long-tail entities are
characterized by scarce to no accessible knowledge at all. At the same time, a
field that is centered around the notion of identity is Semantic Web, offering
billions of facts about various entities. We investigate how this knowledge can be
made accessible for consumption by NLP tools and make an attempt to improve
its accessibility.
The content of this chapter is based on the research published in the following
four publications:
1. Filip Ilievski, Wouter Beek, Marieke van Erp, Laurens Rietveld, and Stefan
Schlobach (2015). “LOTUS: Linked Open Text UnleaShed.” In: Proceedings
of the Consuming Linked Data (COLD) workshop
2. Filip Ilievski, Wouter Beek, Marieke van Erp, Laurens Rietveld, and Stefan
Schlobach (2016b). “LOTUS: Adaptive Text Search for Big Linked Data.”
In: European Semantic Web Conference (ESWC) 2016. Springer International
Publishing, pp. 470–485
3. Wouter Beek, Laurens Rietveld, Filip Ilievski, and Stefan Schlobach (2017).
“LOD Lab: Scalable Linked Data Processing.” In: Reasoning Web: Logical
Foundation of Knowledge Graph Construction and Query Answering. Lecture
notes of summer school. Springer International Publishing, pp. 124–155
4. Wouter Beek, Filip Ilievski, Jeremy Debattista, Stefan Schlobach, and Jan
Wielemaker (2018). “Literally better: Analyzing and improving the quality
of literals.” In: Semantic Web Journal (SWJ) 9.1, pp. 131–150. doi: 10.3233/
SW-170288. url: https://doi.org/10.3233/SW-170288
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1.4.5

The role of knowledge in establishing identity of long-tail entities

Chapter 6 addresses RQ5 and it concerns the entities of type E3. Most entities
have no accessible representation, which prevents one to establish their identity.
We argue that the extreme ambiguity representing the long tail can only be addressed by robust reasoning over well-targeted, but rich, contextual knowledge.
Special attention should be devoted to filling gaps in background knowledge by
implicit values. We investigate the idea of establishing identity among unknown
entities from text by enhancing the explicit information given in text with background knowledge models which capture implicit expectations.
The content of this chapter is a combination of new research and the content
published in the following two publications:
1. Filip Ilievski, Piek Vossen, and Marieke van Erp (2017). “Hunger for Contextual Knowledge and a Road Map to Intelligent Entity Linking.” In:
International Conference on Language, Data and Knowledge. Springer, Cham,
pp. 143–149
2. Filip Ilievski, Eduard Hovy, Qizhe Xie, and Piek Vossen (2018). “The Profiling Machine: Active Generalization over Knowledge.” In: ArXiv e-prints.
arXiv: 1810.00782 [cs.AI]
1.5

summary of findings

The main findings of this thesis, providing answers to the research questions
RQ1-RQ5, are as follows:
F1. There is a positive dependency of system performance on frequency and
popularity of instances, and a negative one with ambiguity of surface
forms. Essentially, this confirms the intuition that system performance is
largely based on head cases, and declines strongly on the tail.
F2. The commonly used datasets to evaluate disambiguation and reference
NLP tasks suffer from low ambiguity, low variance, high dominance, and
limited temporal spread.
F3. On a deliberately created task to evaluate tail instances, we observe very
low accuracy of the participating systems. This shows that dealing with
high ambiguity and not being able to rely on frequency biases, poses a
great challenge for current NLP systems.
F4. By creating LOTUS, we provide the Linked Open Data community with the
largest centralized text index and access point to the LOD Laundromat data
collection. This allows EL systems to use the knowledge found among the
billions of statements of the LOD Laundromat collection, thus essentially
increasing their recall on the tail instances.
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F5. Neural background knowledge models (“profiling machines”) are built
and applied in order to complete the partial profiles extracted from text
and establish their identity. The evaluation of these machines on the task
of establishing long-tail identity in text shows promising results when applied on top of automatically extracted information from text. We observe
no clear patterns between the effectiveness of our profilers and the data
ambiguity.
1.6

software and data
• https://github.com/cltl/Profiling Code from the paper ‘The Profiling Machine: Active Generalization over Knowledge’ , where we build two neural architectures for generating expectations for implicit/missing values of
people profiles.
• https://github.com/cltl/AnnotatingEntityProfiles All code from the annotation tool that was used to mark evidence for entity properties in text, but
also complement the structured data with new knowledge found in text.
• https://github.com/cltl/LongTailAnnotation The entire code from the
first version of this tool, used to annotate mentions of events in text based
on structured knowledge.
• https://github.com/cltl/EL-long-tail-phenomena Analysis of various
long-tail properties of entity linking datasets in relation to system performance.
• https://github.com/filipdbrsk/LOTUS_Indexer All code that was used to
create the LOTUS index, the largest public text search index to the LOD
cloud.
• https://github.com/filipdbrsk/LOTUS_Search All code that powers the
search API and website of LOTUS (the largest public text search index to
the LOD cloud), once the index is already created.
• https://github.com/D2KLab/relink Entity Linking system based on several human-inspired heuristics for domain adaptation, written in Python.
• https://github.com/cltl/HumanLikeEL Entity linking system inspired by
human classification of knowledge types for framing.
• https://github.com/cltl/News2RDF A pipeline for conversion of news
documents to RDF knowledge.
• https://github.com/cltl/SemEval2018-5_Postprocessing
scripts for SemEval-2018 task 5.

Postprocessing

• https://github.com/cltl/GunViolenceCorpus The Gun Violence Corpus,
mostly annotated during the organization of the SemEval-2018 task 5.
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• https://github.com/cltl/LongTailQATask The entire code for the SemEval2018 task 5.
• https://github.com/cltl/SemanticOverfitting The code used to analyze
datasets from five disambiguation and reference tasks using a set of statistics.
• https://github.com/globalwordnet/ili RDF backend of the Wordnet InterLingual Index.
• https://github.com/dbpedia-spotlight/evaluation-datasets Analysis of
evaluation datasets for Entity Linking.
• https://github.com/filipdbrsk/LODLanguages Analysis of the state of the
language literals in the LOD cloud.
• https://github.com/cltl/python-for-text-analysis Material of the course
‘Python for text analysis’.
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D E S C R I B I N G A N D O B S E RV I N G T H E H E A D A N D T H E
TA I L O F E N T I T Y L I N K I N G

As discussed in chapter 1, it is customary to establish identity of entities by linking them to an existing semantic representation, formally known as the task of
entity linking. The task of Entity Linking (EL) anchors recognized entity mentions in text to their semantic representation, thus establishing identity and facilitating the exploitation of background knowledge, easy integration, and comparison and reuse of systems. EL typically makes a distinction between two types
of mentions: linkable mentions, for which there is a corresponding representation in a referent knowledge base, and NILs, whose representation is not (yet)
found in a knowledge base. We will focus on NIL (E3) entities in chapter 6. Here,
we invest an effort to understand whether some (classes of) linkable entities are
more difficult to link than others, and if so, how can these two groups (named
E1 and E2 in chapter 1) be formally described. This chapter thus addresses RQ1,
the first research question we put forward in this thesis: How can the tail entities
(E2) be distinguished from head entities (E1)?
The content of this chapter is based on research published in the following
publication:
1. Filip Ilievski, Piek Vossen, and Stefan Schlobach (2018). “Systematic Study
of Long Tail Phenomena in Entity Linking.” In: The 27th International Conference on Computational Linguistics (COLING 2018) In this paper I was the
main contributor, posed the problem, designed the analysis, and implemented it.
2.1

introduction

The past years featured a plethora of EL systems: DBpedia Spotlight (Daiber
et al., 2013), WAT (Piccinno and Ferragina, 2014), AGDISTIS (Moussallem et al.,
2017), to name a few. These systems propose various probabilistic algorithms for
graph optimization or machine learning, in order to perform disambiguation,
i.e., to pick the correct entity candidate for a surface form in a given context. The
reported accuracy scores are fairly high, which gives an impression that the task
of EL is both well-understood and fairly solved by existing systems.
At the same time, several papers (Esquivel et al., 2017; Ilievski et al., 2016c,
2017; Van Erp et al., 2016) have argued that state-of-the-art EL systems base
their performance on frequent ‘head’ cases, while performance drops significantly when moving towards the rare ‘long tail’ entities. This statement seems
intuitively obvious, but no previous work has quantified what the ‘head’ and
‘tail’ of EL entails. In fact, the lack of definition of head and tail in this task
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prevents the (in)validation of the hypothesis that interpreting some (classes of)
cases is more challenging for systems than others. This, in turn, means that we
are currently unable to identify the difficult cases of EL for which current systems need to be adapted, or new approaches need to be developed. Previous
linguistic studies which analyze word distributions (Corral et al., 2015; Kanwal
et al., 2017; Zipf, 1935) cannot be applied for this purpose, because they do not
study EL, nor the relation of the head-tail distribution to system performance.
Understanding the long-tail cases better and explicitly addressing them in the
design of EL systems will be beneficial because: 1. long-tail entities are common
in textual data, and are thus relevant for various use cases. 2. unlike the head
entities, the knowledge about the tail entities is less accessible (in structured or
unstructured form), not redundant, and hard to obtain. 3. to perform well on
the tail, systems are required to interpret entity references without relying on
statistical priors, but by focusing on high-precision reasoning.
This chapter addresses the question: how can the tail entities (E2) be distinguished from head entities (E1)? Namely, we are interested which data properties capture the distinction between the head and the tail in entity linking, and
to what extent. The main contributions of this chapter are the following:
1. We define the head-tail properties of entity linking (Section 2.3).1 This is
the first work that looks systematically into the relation of surface forms
in evaluation datasets and their instances in DBpedia, and provides predictions in the form of a series of hypotheses about head-tail phenomena.
2. We analyze existing entity linking datasets with respect to these head-tail
properties, demonstrating that data properties have certain correlations
that follow our hypotheses (Section 2.4).
3. We describe how the performance of systems correlates with head and tail
cases, proving that the head-tail phenomena and their interactions influence the performance of systems (Section 2.5).
4. We provide recommendations on how to address the tail in future EL research (Section 2.7).
2.2

related work

In the related task of Word Sense Disambiguation (WSD), Postma et al. (2016a)
analyzed the impact of frequency on system accuracy, showing that the accuracy
on the most frequent words is close to human performance (above 80%), while
the least frequent words can be disambiguated correctly in at most 20% of cases.
We note that no past work has performed such analysis for the task of entity
linking. In addition, while the sense inventory used for WSD, WordNet, is known
to be limited in coverage (Jurgens and Pilehvar, 2016), it is even harder to create a
1 We consider the following properties: ambiguity of surface forms, variance of instances, frequency
of surface forms, frequency of instances, and popularity of instances.
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comprehensive, corpus-independent inventory for the EL task, given its extreme
real-world ambiguity.2
As we will see in chapter 3, the well-known datasets for semantic NLP tasks
exhibit very low ambiguity and variation, and a notable bias towards dominance.
Overall, tasks and datasets show strong semantic overfitting to the head of the
distribution (the popular part) and are not representative for the diversity of
the long tail. Specifically, we show that EL datasets contain very little referential
ambiguity and evaluation is focused on well-known entities, i.e., entities with
high PageRank (Page et al., 1999) values.
Ji and Grishman (2011) define the entities that have no representation in a referent knowledge base as NIL entities. These correspond to our E3 entity category
in chapter 1. E3/NIL entities are typically considered to have low frequencies
within a corpus and/or to be domain-specific. While NILs are a challenge that
concerns the long tail of EL, in this chapter we focus on those entities that have
been linked to Wikipedia, but are still infrequent, since this provides an entry for
extensive analysis of their properties. We return to the NIL entities in chapter 6.
Van Erp et al. (2015) described dark entities as entities for which no relevant
information is present in a given knowledge base, thus expanding the notion of
NIL entities to also include cases where an entity representation exists, but it
is insufficient to reason over. From a perspective of our entity categorization in
chapter 1, the dark entities can be seen as a joint term for E2 and E3 entities.
We distinguish emerging and domain entities. Emerging entities are timebound entities, recently unknown but potentially becoming popular in news
in a short time (Graus et al., 2018; Hoffart et al., 2014). A body of work has
dealt with domain entities, whose relevance is restricted within a topic, e.g.,
biomedical (Zheng et al., 2015), or historical domain (Heino et al., 2017). While
emerging and domain entities mostly make up the tail in EL, their definition is
orthogonal to our work. We strive to distinguish the head and the tail in EL based
on data properties that capture the interaction between surface forms and their
denoted instances (ambiguity, variance, frequency, and popularity; explained in
the next section), and avoid a discussion on the distinction between head or tail
in a categorical way.
Finally, studying distributional properties of entity expressions and their linking, as we do in this study, is different from the classical linguistic studies on the
distribution of words (Corral et al., 2015; Kanwal et al., 2017; Zipf, 1935). Linked
entity data provides information on the surface forms, the meaning, and the referent of the surface form, whereas distributional studies on words only provide
knowledge on the surface forms and to a limited extent on their sense, but never
on their reference.

2 As an illustration, the amount of possible meanings of an ambiguous word, like play, is in the range
of dozens or potentially hundreds. The amount of possible referents of “John Smith” is orders of
magnitude larger and even difficult to estimate.
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“ Washington announces Alex Smith trade
It seems like months ago that the Chiefs traded Alex Smith to
Washington .
...
Smith , 33, originally entered the league as the No. 1 overall choice in 2005.
The 49ers traded him to the Chiefs on March 12, 2013. Now, he moves
again.”

Figure 1: Snippet from a news article describing an event in the American Football
League, NFL. The highlighted phrases mark entity surface forms. Each color
denotes a separate instance. Source: https://profootballtalk.nbcsports.com/
2018/03/14/washington-announces-alex-smith-trade/

2.3

approach

To address our research goal of distinguishing the head and the tail of EL, we
first explain the notions of ambiguity, variance, frequency, and popularity. Next,
we formulate a set of hypotheses regarding their interaction and our expected
influence on system performance. We also describe our choice of data collections
and EL systems to analyze. The code of this analysis is available on GitHub at
https://github.com/cltl/EL-long-tail-phenomena.
2.3.1

The head-tail phenomena of the entity linking task

Each entity exists only once in the physical world. However, this is different
in our communication where: 1. certain instances are very prominent and others
are mentioned incidentally, resulting in a distribution over mentions of instances;
2. certain surface forms are very prominent and others occur only rarely, resulting in a distribution over surface forms to make reference. The task of EL covers
a many-to-many relation between surface forms observed in text and their instances potentially found in a knowledge base. Surface forms and instances both
have their own frequency distribution, pointing to the same underlying Grice
(1975) mechanisms, governed by an envisioned trade-off between efficiency and
effectiveness. The Gricean maxims of quantity and relation are especially adequate to explain this phenomenon. The maxim of quantity explains that the
speaker/writer would transmit sufficient amount of information, but not more
than that. The maxim of relation dictates that the speaker/writer transmits information that is relevant and pertinent to the discussion.
Considering the frequency distributions of surface forms and instances, as
well as their complex relation governed by pragmatic principles, we can define
the following phenomena along which we try to distinguish head and tail cases
in EL: frequency of surface forms, ambiguity of surface forms, frequency of in-
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stances, popularity of instances, and variance of instances. We illustrate these
phenomena on the text snippet shown in Figure 1, which describes an event
about the American Football League, NFL.
frequency of surface forms In our communication, surface forms have
various frequency of occurrence. As we have no access to the overall human
communication, we approximate this with available textual documents.
Thus, the frequency of a surface form is equal to its number of occurences
in a corpus of textual documents. In Figure 1, the forms “Washington”,
“Chiefs”, and “Alex Smith” all have a frequency of 2, while the frequency
of “Smith” and “49ers” is 1.
Frequent surface forms include “U.S.” and “Germany”, but also “John
Smith”. The frequency of a surface form can be explained by its relation to
one (or a few) very frequent/popular instances (United States), but it can
also be a result of high ambiguity (“John Smith” is a common name, so it
simply refers to many possible instances).
ambiguity of surface forms The notion of ambiguity captures the amount
of distinct instances that a surface form refers to. Since we have no access to
the true ambiguity for a surface form, we approximate it by counting its instances in a corpus of textual documents - we call this observed ambiguity
(OA). EL requires disambiguation with respect to a resource, hence the upper bound for the OA of a form is the ambiguity of that form in a resource
(typically DBpedia) - we call this resource ambiguity. In this chapter we
analyze observed ambiguity, and we return to the resource ambiguity in
chapter 3.
Non-ambiguous forms are the ones that have been observed to refer to
a single instance in an entire text collection. Ambiguous forms, then, are
those that have been observed to refer to at least two different instances.
In the snippet in Figure 1, all forms are non-ambiguous, i.e., they have an
ambiguity of 1. Provided that, for example, the second mention of “Washington” would have referred to the city of Washington D.C., the ambiguity
of this form would have been 2.
frequency of instances Similarly to the frequency of forms, the frequency
of instances can be counted in textual datasets, as proxies for referential
communication. The frequency of an instance refers to its number of occurrences in a corpus. In our example, the instance Alex_Smith has a frequency
of 3, whereas
Washington_Redskins and Kansas_City_Chiefs have a frequency of two,
and San_Francisco_49ers has a frequency of 1.
popularity of instances The instance frequency can be seen as a way of
capturing popularity of instances through textual information. A more
appropriate way to quantify popularity might be through the volume
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of knowledge about an instance found in a knowledge base. We consider DBpedia to be representative for the general-purpose world knowledge. Concretely, we make use of PageRank values for DBpedia entities,
computed over the DBpedia knowledge graph following the algorithm
in (Thalhammer and Rettinger, 2016).3 For instance, the popularity of
Washington_Redskins, measured with PageRank, is 89.97, whereas the popularity of Alex_Smith is 4.26.
For an instance, we expect its frequency in a corpus and its popularity in
a knowledge base to be related, as the instances which are more popular
would be on average mentioned more frequently than others. In addition,
frequent/popular instances tend to participate in metonymy relations with
other instances topically related to them. For instance, United_States as a
country relates to United_States_Army and to
Federal_government_of_the_United_States - two other entities of a different type, but possibly referenced by similar surface forms.
variance of instances The variance of an instance is measured by the number of distinct forms that refer to it. Like ambiguity, we consider the variance as observed in a textual dataset, which we call observed variance.
The observed variance, however, can in theory be higher than the variance
as found in a resource (resource variance). Here we focus on the observed
variance; we measure the resource variance in chapter 3.
We expect that frequent and popular instances exhibit high variance, as
these are intuitively quite prominent and relevant, very often across many
different circumstances, and are typically referred to by a relatively wide
set of surface forms.
In Figure 1, Alex_Smith is referred by two forms (“Alex Smith” and
“Smith”), leading to a variance of two. All other instances have a variance
of 1.
To illustrate the complexity and relevance of these head-tail properties in our
reporting about the world, let us consider two Dutch soccer players: Danny
Blind4 and his son, Daley Blind5 . Danny Blind retired from professional football in 1999, whereas his son had his debut in professional soccer in 2008. Figure
2 presents three distributions of these two entity instances: their physical distribution in the world (orange line), their popularity distribution (lower blue line),
and the frequency of the surface forms that refer to them (upper blue line). On
a physical level, we see no difference between any two entities: each exists only
once in the physical world. The distributions of surface forms and instances in
communication, however, are skewed towards a small number of very frequent
head cases, and contain a large tail of infrequent cases.
3 The precomputed PageRank values can be downloaded from http://people.aifb.kit.edu/ath/.
They can also be queried through the official DBpedia SPARQL endpoint: http://dbpedia.org/
sparql.
4 http://dbpedia.org/resource/Danny_Blind
5 http://dbpedia.org/resource/Daley_Blind
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Figure 2: Distribution of forms and instances relating to people with a surname ‘Blind’,
in particular the soccer players Daley and Danny Blind. Three distributions of
these two entity instances are shown: their physical distribution in the world
(orange line), their popularity distribution (lower blue line), and the frequency
of the surface forms that refer to them (upper blue line). The entities are ranked
(left to right) based on their popularity at the specific year.

For forms that are dominantly used to refer to a popular instance, the frequency of instances and the frequency of forms coincide to some extent. However, the aspects of ambiguity and variance ‘weaken’ this relation, as other forms
can also refer to the same instance, and the same (or a similar) form can be used
to refer to a large number of instances. This relation is additionally dependent on
the spatial, temporal, and topical context within which this interaction between
forms and instances is considered. As Figure 2 shows, the instance distribution
can easily change over time, as some entities become more and others less relevant over time. For instance, prior to the professional debut of Daley Blind, the
form ‘Blind’ would typically refer to his father, Danny; whereas nowadays this
has shifted because the current relevance of Daley Blind exceeds his father’s. The
change in the instance distribution does not necessarily need to cause a change
in the distribution of the surface forms, and vice versa. Similar claims can be
made about other contextual dimensions, like topic or space. We look further
into the contextual quantification of datasets in chapter 3.
Next, we put forward a series of pragmatics-governed hypotheses that describe the head-tail phenomena and their interaction.
2.3.2

Hypotheses on the head-tail phenomena of the entity linking task

We look systematically at the relation of surface forms in datasets and their
instances in DBpedia, and provide a series of hypotheses regarding the head-tail
phenomena and their relation to system performance (Table 1). Some of these
hypotheses, e.g., D1 and D2, are widely accepted as common knowledge but
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ID

Hypothesis

Sec

D1

Only a few forms and a few instances are very frequent in corpora, while most appear only incidentally.

2.4.1

D2

A few instances in corpora are much more popular (have much
higher PageRank) compared to most other.

2.4.2

D3

Only a small portion of all forms in corpora are ambiguous, i.e.,
the observed ambiguity is low.

2.4.3

D4

Only a small portion of all instances in corpora are referred to
with multiple forms, i.e., the observed variance is low.

2.4.4

D5

There is a positive correlation between observed ambiguity of
forms and their frequency.

2.4.5

D6

There is a positive correlation between observed variance of instances and their frequency.

2.4.5

D7

There is a positive correlation between observed variance of instances and their popularity.

2.4.5

D8

There is a positive correlation between popularity of instances
and their frequency.

2.4.5

D9

The frequency distribution within all forms that refer to an instance is Zipfian.

2.4.6

D10 The frequency and the popularity distribution within all instances that a form refers to is Zipfian.

2.4.6

S1

Systems perform worse on forms that are ambiguous than overall.

2.5.1

S2

There is a positive correlation between system performance and
frequency/popularity.

2.5.2

S3

Systems perform best on frequent, less ambiguous forms, and
worst on infrequent, ambiguous forms.

2.5.3

S4

Systems perform better on ambiguous forms with imbalanced,
compared to balanced, instance distribution.

2.5.4

S5

Systems perform better on frequent instances of ambiguous
forms, compared to their infrequent instances.

2.5.4

S6

Systems perform better on popular instances of ambiguous
forms, compared to their unpopular instances.

2.5.4

Table 1: Hypotheses on the data properties (D*) and on their relation to system performance (S*).

have rarely been investigated in EL datasets. Others, such as S4 and S5, are
entirely new.
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2.3.3

Datasets and systems

We focus on well-known EL datasets with news documents, preferring larger
sets with open licenses. Many customary EL datasets are however quite small
(< 1, 000 mentions). We opted to perform our analysis on the following two data
collections, with five corpora in total:
aida-yago2 (Hoffart et al., 2011) - we consider its train, test A, and test B sets,
summing up to 34,929 entity forms in 1,393 news documents, published by
Reuters from August 1996 to August 1997.
n3 (Röder et al., 2014) is a collection of three corpora released under a free
license. We consider the two N3 corpora in English: RSS-500 and Reuters128. Reuters-128 contains economic news published by Reuters, while RSS500 contains data from RSS feeds, covering various topics such as business,
science, and world news. These two corpora consist of 628 documents with
1,880 entity forms in total.
We analyzed the EL performance of recent public and open-sourced entity
linkers, as the state-of-the-art:
agdistis 6 (Moussallem et al., 2017)7 combines graph algorithms with contextbased retrieval over knowledge bases.
dbpedia spotlight (Daiber et al., 2013)8 is based upon cosine similarities and
a modification of TF-IDF weights.
wat (Piccinno and Ferragina, 2014)9 combines a set of algorithms, including
graph- and vote-based ones.10

2.3.4

Evaluation

We apply the customary metrics of precision, recall, and F1-score to measure
system performance in Section 2.5. In Table 2, we briefly describe the computation of true positives (TPs), false positives (FPs), and false negatives (FNs) per
entity instance class. For example, if the gold instance is C1 , then we count a TP
when the system instance is also the instance C1 . In case the system instance is
different, Ci , i 6= 1, this leads to a FN for C1 and a FP for Ci . A special entity
6 The official name of this system is Multilingual AGDISTIS (MAG).
7 AGDISTIS API: http://akswnc9.informatik.uni-leipzig.de:8113/AGDISTIS, used on 24/05/2018.
8 Spotlight
API:
http://spotlight.fii800.lod.labs.vu.nl/rest/disambiguate,
used
on
24/05/2018.
9 WAT API: https://wat.d4science.org/wat/tag/json, used on 24/05/2018.
10 All three APIs link to the Wikipedia dump from April 2016. Since the official DBpedia Spotlight
endpoint at http://model.dbpedia-spotlight.org/en/disambiguate links to a newer Wikipedia
version (February 2018 at the time of writing of the underlying paper for this chapter), we set up our
own endpoint that performs linking to the model 2016-04, to enable fair comparison with the other
two systems. We reached similar conclusions with both versions of DBpedia Spotlight.
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G\S
C1

CN

NILL

TP(1)

FP(N), FN(1)

FN(1)

FP(1), FN(N)

TP(N)

FN(N)

FP(1)

FP(N)

-

C1

...

...
CN
NILL

Table 2: Computation of True Positives (TPs), False Positives (FPs), and False Negatives
(FNs) per entity instance class C1 , . . . , CN . ‘G’=gold instance, ‘S’=system instance.

class are the NILs: predicting a NIL case incorrectly by the system results in a
FN for the correct class; inversely, if the system was supposed to predict a NIL
and it did not, then we count a FP. In our analysis we exclude the cases referring
to NILs.
2.4
2.4.1

analysis of data properties
Frequency distribution of forms and instances in datasets

Zipf’s law (Zipf, 1935) dictates that in a given textual dataset, the frequency of
any word is inversely proportional to its rank in a frequency table. According
to this law, the most frequent word will occur approximately twice as often as
the second most frequent word, three times as often as the third most frequent
word, etc.: the rank-frequency distribution is an inverse relation.
Our hypothesis D1 represents a variation of Zipf’s law for the EL task: we
expect that this rank-frequency relation holds also to a large extent for entity
surface forms and for entity instances. In other words, we hypothesize that only
a few forms and a few instances are very frequent in corpora, while most appear
only incidentally.
The log-log frequency distributions of forms and instances (Figure 4a and 4b)
show an almost ideal Zipfian distribution in the case of AIDA (with a slope
coefficient of -0.9085 for forms and -0.9657 for instances) and to a lesser extent
for N3 (a slope of -0.4291 for forms and -0.5419 for instances). The less Zipfian
curves of N3 are probably because this data collection is significantly smaller
than AIDA.
The similar shape of the form and the instance distribution per dataset can be
explained by the dependency between these two aspects. Namely, the form ‘U.S.’
denoting the instance United_States 462 times is reflected in both the form and
the instance distributions. However, these two distributions are only identical if
the ambiguity and variance are both 1. In practice, the mapping between forms
and instances is M-to-N, i.e., other forms also denote United_States (such as
‘America’) and there are other instances referred to by a form ‘US’ (such as
United_States_dollar).
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Figure 3: Log-log distribution of form frequency and instance frequency.

(a) form frequency

(b) instance frequency

Figure 4: Log-log distribution of PageRank.

2.4.2

PageRank distribution of instances in datasets

Similar to the instance frequency, we expect that a few instances in the corpora
have an extremely high PageRank compared to most others (D2). Figure 4 shows
the PageRank distribution of our two datasets. We observe that most entity mentions in text refer to instances with a low PageRank value, while only a few
cases have a high PageRank value. Not surprisingly, the instance with the highest PageRank value (United_States) is at the same time the instance with the
highest corpus frequency.
We inspect the effect of frequency and PageRank on system performance in
Section 2.5.2.
2.4.3

Ambiguity distribution of forms

We hypothesize that only a small portion of all forms in a corpus are ambiguous (D3). As shown in Table 3, when both datasets are merged and NIL entities
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excluded, only 508 surface forms (6.73%) are ambiguous, as opposed to 7,037
monosemous forms (93.27%). This extremely high percentage validates our hypothesis. Moreover, in Sections 2.5.1, 2.5.3, and 2.5.4, we show that it also has a
strong effect on system performance.

AIDA
N3
BOTH

5

6

..

1

2

3

4

12

6,400

359

78

29

7

3

1

794

18

2

1

0

0

0

7,037

381

84

29

10

3

1

Table 3: Ambiguity distribution per dataset, after NILs are excluded. Columns represent
degrees of ambiguity. Note that the values in the ‘BOTH’ row are not simply a
sum of the ambiguity values of the individual datasets. This is because certain
forms occur in both datasets, and the instances denoted by these forms are not
necessarily identical across the two datasets.

2.4.4

Variance distribution of instances

We expect that only a small portion of all instances in a corpus are referred to
with multiple forms (D4). The results of our variance analysis are given in Table
4. Over both datasets, 1,568 instances (25.61%) are referred to by multiple forms,
as opposed to 4,555 instances (74.39%) which are always referred to by the same
form. While the distribution of variance is much more even compared to that of
ambiguity, we observe that most of the instances have a variance of 1.11

AIDA
N3
BOTH

1

2

3

4

5

6

7

8

9

10

11

4,156

1,118

230

56

19

10

6

0

1

1

1

550

106

15

7

1

0

0

0

0

0

0

4,555

1,206

247

74

22

10

6

0

0

2

1

Table 4: Variance of instances with respect to the number of surface forms that reference
them. Columns represent degrees of variance. Note that the values in the ‘BOTH’
row are not simply a sum of the variance values of the individual datasets. This
is because certain instances occur in both datasets, and the forms used to refer to
them are not necessarily identical in the two datasets.

2.4.5

Interaction between frequency, PageRank, and ambiguity/variance

In the previous four Sections we analyzed the frequency distribution of individual data properties. Here we move forward to analyze their interaction. Figure 5
shows these results with mean as an estimator.12
11 We expect that this skewness will also dominate system performance.
12 We observed comparable results with median as an estimator.
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Figure 5: Correlations between head-tail phenomena (estimator=mean).

(a) Ambiguity and frequency.

(b) Variance and frequency.

(c) Variance and PageRank.

(d) PageRank and frequency.

Firstly, we predict a positive dependency between ambiguity of forms and
their frequency (D5). We expect that frequently used forms tend to receive new
meanings, often reflecting metonymy or meronymy of their dominant meaning.
Figure 6a confirms this tendency, the Spearman correlation being 0.3772.
Secondly, we expect a positive correlation between variance of instances and
their frequency (D6) or popularity (D7). Frequently mentioned and popular instances tend to be associated with more forms. Indeed, we observe that instances
with higher frequency (Figure 6b) or PageRank (Figure 6c) typically have higher
variance. The Spearman correlations are 0.6348 and 0.2542, respectively.
Thirdly, we compare the frequency of instances to their popularity measured
with PageRank, predicting a positive correlation (D8). On average, this dependency holds (Figure 6d), though there are many frequent instances with low
PageRank, or vice versa, leading to a Spearman correlation of 0.3281. The former
are instances whose prominence coincides with the creation time of the corpus,
but are not very well-known according to knowledge bases like DBpedia that
were created at a later time point. As an example, consider the former Spanish politician and minister Loyola_de_Palacio, who was frequently in the news
during the 90s, but today has a limited relevance and little available knowledge
in Wikipedia/DBpedia. The latter are generally popular entities which were not
captured sufficiently by the corpus, because their topical domain is marginal
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to this corpus (e.g., scientists), or they became relevant after the corpus release
(emerging entities).
All the correlations reported here (0.3772, 0.6348, 0.2542, and 0.3281) are positive. However, apart from the correlation between variance and frequency of
instances, these correlations are not particularly high. The magnitude of these
correlations can be explained with the fact that ambiguity and variance both
have very coarse-grained values, and all aspects (ambiguity, variance, frequency,
popularity) are heavily skewed towards a single value (of 1). As a result, there are
many ‘ties’ during the computation of the correlations, which prohibits a clear
trend to be visible through the Spearman correlations and makes these numbers
difficult to interpret. We circumvent this by presenting plots where all Y-axis values for a single X-axis value are averaged (using mean or median). As discussed
in the previous paragraphs, these plots show clear dependency between all four
aspects we analyze here.
Hence, besides the high corpora skewness in terms of frequency, popularity,
ambiguity, and variance, these factors also have positive interdependencies. Section 2.5 shows their effect on system performance.
2.4.6

Frequency distribution for a single form or an instance

We observed that the distribution of form frequency, instance frequency, and
PageRank all have a Zipfian shape. But do we also see this behavior on a single
form or instance level?
Supposedly, the frequency distribution within all forms that refer to an instance is Zipfian (D9). We test D9 on the instance with highest variance and
frequency, United_States (Figure 6). As expected, the vast majority of forms are
used only seldom to refer to this instance, while in most cases a dominant short
form “U.S.” is used to make reference to this entity.
Figure 8a presents the frequency distribution of all instances that are referred
to by the most ambiguous form in our data, “World cup”. Figure 8b shows their
PageRank distribution. In both cases, we observe a long-tail distribution among
these instances (D10). Comparing them, we observe a clear match between frequency and PageRank, deviating only for instances that were prominent during
the corpus creation, like 1998_FIFA_World_Cup.
For analysis on the effect of frequency and popularity on system performance,
please see Section 2.5.2.
Notably, we tested the hypothesis D9 on a single instance (United_States),
and the hypothesis D10 on a single form (“World cup”). Whereas the obtained
results fit our expectations, the sample size of 2 (1 form and 1 instance) is too
small to make general conclusions about D9 and D10. Unfortunately, the datasets
which we analyze are still very limited in size, preventing us from testing these
two hypotheses on a large scale.
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Figure 6: Form frequencies for the instance United_States.

Figure 7: Distributions of the instances denoted by the most ambiguous form (“World
Cup”).

(a) Frequency distribution.

(b) PageRank distribution.
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Figure 8: Micro F1-scores of systems: overall and on ambiguous subsets.

2.5

analysis of system performance and data properties

Next, we analyze system performance in relation to the data properties: ambiguity (Section 2.5.1), form frequency, instance frequency, and PageRank (Section
2.5.2), as well as their combinations (2.5.3 and 2.5.4).
2.5.1

Correlating system performance with form ambiguity

Figure 8 displays the micro F1-scores of AGDISTIS, Spotlight, and WAT on the
two data collections jointly. For each system, we show its overall F1-score and
F1-score on ambiguous forms only.
Section 2.4.3 showed that most of the forms in our corpora are not ambiguous.
We expect that these forms lift the performance of systems, i.e., that they can
resolve non-ambiguous forms easier than ambiguous ones (S1). Figure 8 confirms this for all systems: the F1-score on ambiguous forms is between 6 and 14
absolute points lower than the overall F1-score.
The F1-scores of the non-ambiguous forms for AGDISTIS, Spotlight, and WAT
are 0.70, 0.77, and 0.78. Why is the score on the non-ambiguous forms not perfect? As explained in Section 2.3, in this chapter we consider the observed ambiguity as computed in corpora. Forms with an observed ambiguity of 1 can
easily have much larger resource ambiguity, and even larger real-world ambi-
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guity (real-world instances without a resource representation are manifested as
NILs in EL).13
When computing macro- instead of micro-F1 scores, we observe similar findings for S1. Interestingly, the macro-F1 scores are consistently lower than the
micro-F1 scores, especially in case of the ambiguous subsets evaluation. Namely,
the overall macro-F1 scores are between 0.44 and 0.52, and between 0.14 and
0.34 on the ambiguous forms. This suggests that frequent forms boost system
performance, especially on ambiguous surface forms. We investigate this further
in the next Sections.
2.5.2

Correlating system performance with form frequency, instance frequency, and
PageRank

all forms

ambiguous forms only

FF-F1

FI-F1

PR-F1

FF-F1

FI-F1

PR-F1

AGDISTIS

0.2739

0.3812

0.1465

0.3550

0.4073

0.3969

Spotlight

0.1321

0.1847

0.1357

0.3986

0.4196

0.3108

WAT

0.4663

0.5050

0.3164

0.5831

0.5319

0.4214

Table 5: Correlation between F1-score and: frequency of forms (FF-F1), frequency of instances (FI-F1), and PageRank (PR-F1). Left: on all forms, right: only on ambiguous forms.

Next, we consider frequency of forms and instances, as well as PageRank values of instances in relation to system performance. For each of these, we expect
a positive correlation with system performance (S2), suggesting that systems
perform better on frequent and popular cases, compared to non-popular and
infrequent ones.
The Spearman correlation for each of the systems and properties, over all
forms, are shown in Table 5 (left half). While most of the correlation for frequency and popularity is positive, the values are in general relatively low (WAT
being an exception). This shows that frequency/popularity by itself contributes,
but is not sufficient to explain system performance. The right half of the Table
shows the same metrics when applied to the ambiguous forms. We observe an
increase in all values, which means that frequency and popularity are most relevant when multiple instances ‘compete’ sharing a form. These findings are in
line with those in Section 2.5.1.
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Figure 9: F1 per (ambiguity, frequency) pair. The first three heat maps show the F1-scores
of systems per ambiguity degree and frequency range. Cells with higher F1scores are assigned lighter colors. The last plot shows the amount of unique
forms in each cell; here lighter coloring means higher frequency.

2.5.3

Correlating system performance with ambiguity and frequency of forms jointly

We have shown that system performance is lower on ambiguous than unambiguous forms. We also observed a tendency of systems to perform better on
frequent forms and instances as compared to infrequent ones. But how does
performance differ across different levels of ambiguity? How do ambiguity and
form frequency interact as a joint predictor of performance?
The heat maps in Figure 9 show the interplay between ambiguity, frequency,
and micro F1-score for each of the systems. Generalizing over the discussion
in Sections 2.5.1 and 2.5.2, we expect the best scores on frequent, less ambiguous forms (bottom-left), and worst F1-scores on infrequent, ambiguous forms
(top-right) (S3). If we split the entire heat map along its inverse diagonal, we
observe lighter colors (high accuracies) below this diagonal, and darker colors
(low accuracies) above it. The high accuracies below the diagonal correspond to
cases with high frequency and/or low ambiguity, whereas the low accuracies on
the top correspond to cases with lower frequency and higher ambiguity, which
confirms our hypothesis.
Note that the top-right corner of these heat maps is especially scarce, signaling the absence of ambiguous cases with a very low frequency. This can be
explained with the hypothesis D5 we posed in Section 2.3, on the positive correlation between frequency and ambiguity, or with the underlying Gricean maxims for informativeness and relevance of information. We expect a form to gain
new meanings once the dominant instance it refers to becomes more frequent,
whereas low-frequent forms are often non-ambiguous. The sparsity of the topright corner is emphasized further with the small amount of forms with higher
ambiguity in general in our corpora.
In Section 2.5.4, we investigate if some instances within ambiguous forms are
more difficult than others.

13 We exclude the gold NIL entities from this analysis, but the systems still may predict a NIL entity
for some of the non-NIL entities we consider.
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Figure 10: Micro F1-score per entropy bucket.

2.5.4

Correlating system performance with frequency of instances for ambiguous forms

To measure the instance distribution within individual forms, we employ the
notion of normalized entropy. The entropy of a form i with ni instances and Ni
P i
occurrences is: Hi = (− n
j=1 pi,j logpi,j )/log2 Ni , where pi,j is the probability
that the instance j is denoted by the form i. For non-ambiguous forms Hi = 0,
while forms with uniform frequency distribution of instances have a maximum
Hi = 1. We predict an inverse correlation between system performance and
entropy (S4). The results in Figure 10 show a dramatic drop in micro F1-score
for uniformly distributed cases (high entropy) compared to skewed ones (low
entropy). We compare these shapes to two baselines: frequency baseline, that
picks the most frequent instance for a form on the gold data, and a random
baseline, choosing one of the gold instances for a form at random. All three
systems have a similar curve shape to the frequency baseline, whereas out of the
three systems Spotlight’s curve comes closest to that of the random baseline.
We also compute the macro F1-score per entropy bucket to help us understand
whether the drop in performance in Figure 10 is due to: 1. a qualitative difference between low and high entropy forms, or 2. an overfitting of systems to the
frequent interpretations of ambiguous forms. The macro F1-score reduces the
effect of frequency on performance, by evaluating each form-instance pair once.
We observe that the macro F1-scores are much more balanced across the entropy
buckets compared to the micro F1-scores, and especially lower on the buckets
with higher skewness (low entropy). This suggests that the high micro F1-score
for low entropies is heavily based on frequent instances.
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As a final analysis, we seek to understand whether frequent/popular instances
of a form are indeed resolved easier than less frequent/popular instances of the
same form. For that purpose, we pick the set of all ambiguous forms, and we
rank their instances by relative frequency/PageRank value.
Considering the most ambiguous form “World Cup” as an example and
ranking by frequency, its r1 (rank 1) instance is 1998_FIFA_World_Cup, r2 is
FIFA_World_Cup, ..., and r12 is ISU_Speed_Skating_World_Cup. We expect systems to perform much better on frequent instances of ambiguous forms, compared to infrequent instances of ambiguous forms, i.e., we expect F1-scores to
decrease when moving from higher to lower ranks (S5). Figure 11 shows that
our hypothesis holds to a large extent for precision, recall, and F1-scores, except
for the occasional peaks at r6 and r9.
Figure 11: Precision, recall, and micro F1-score per instance frequency rank, averaged over
the systems.

Figure 12: Precision, recall, and micro F1-score per PageRank-based rank, averaged over
the systems.

Similarly, we order the instances denoting a form based on their relative PageRank value. We hypothesize that systems perform better on popular instances of
ambiguous forms, compared to their unpopular instances (S6). Although less
monotonic than the frequency ones in Figure 11, the resulting shapes of this
analysis in Figure 12 suggest that popularity can also be applied to estimate
system performance.
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2.6

summary of findings

We noted a positive correlation between ambiguity and frequency of forms, as
well as between variance and frequency of instances. We noticed that the distribution of instances overall, but also per form, has a Zipfian shape. Similarly,
the distribution of forms, both on individual and on aggregated level, is Zipfian.
While some of these distributions are well-known in the community for words,
this is the first time they have been systematically analyzed for surface forms of
entities, their meaning and reference, and have empirically been connected with
the performance of systems.
We observed that ambiguity of forms leads to a notable decline in system performance. Coupling it with frequency, we measured that low-frequent, ambiguous forms yield the lowest performance, while high-frequent, non-ambiguous
forms yield the highest performance. Ambiguity here was approximated by the
observed ambiguity, i.e., the ambiguity we measure in our corpora, which is
expected to be far lower than the true ambiguity of a surface form.
The entropy of forms, capturing the frequency distribution of their denoted
instances, revealed that balanced distributions tend to be harder for systems,
with the micro F1-value dropping with 20-40 absolute points between the highest
and lowest entropy. Finally, the higher performance on skewed cases was shown
to be a result of overfitting to the most frequent/popular instances.
Based on these outcomes, we can conclude that the intersection of ambiguity
and frequency/popularity is a good estimator of the complexity of the EL task.
The difficult (tail) cases of EL should be sought among the low-frequent and
unpopular candidates of ambiguous forms.
2.7

recommended actions

We have shown that there are systematic differences between the head (E1) and
the tail (E2) of the EL task, and that these reflect on how systems perform. Provided that systems show a weakness on tail cases, and that this weakness is
simultaneously hidden by averaged evaluation numbers, how can we overcome
this obstacle in practice? Here we list three recommendations:
1. When creating a dataset, we propose authors to include statistics on the
head and the tail properties (ambiguity, variance, frequency, and popularity) of the data, together with a most-frequent-value baseline. By doing so,
the community would be informed about the hard cases in that dataset, as
well as about the portion of the dataset that can be resolved by following
simple statistical strategies.
2. When evaluating a system, we suggest splitting of all cases into head and
tail ones. Afterwards, head and tail cases can be evaluated separately, as
well as together. This provides a direct insight into the differences in scoring of the tail cases compared to the head cases, potentially signaling aspects of the EL tail that are challenging for the given system. In addition,
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the frequency skewness of head cases can be largely decreased by employing a macro instead of micro F1-score, as shown in this chapter.
3. In addition to the suggestion in 2., when developing or training a system,
it should be made explicit which heuristics target which cases, and to what
extent resources and training data optimize for the target dataset in relation
to the head and tail distributions.
2.8

conclusions

Although past research has argued that the performance of EL systems declines
when moving from the head to the tail of the entity distribution, the long tail has
not been quantified so far, preventing one to distinguish head (E1) and tail (E2)
cases in the EL task. Previous linguistic studies on words distributions can also
not be applied for this purpose since they do not study reference. We have hence
set a goal to distinguish the head and the tail of the entity linking task (RQ1).
To achieve this, we performed the first systematic investigation into the relation of surface forms in EL corpora and instances in DBpedia. We provided a
series of hypotheses that aim to explain the head and the tail of entity linking
through data properties that capture this relation between surface forms and
their instances. We analyzed existing EL datasets with respect to these properties, demonstrating that data properties have certain correlations that follow
our hypotheses. Next, we investigated their effect on the performance of three
state-of-the-art systems, proving that these data properties and their interaction
consistently predict system performance. Namely, we noted a positive dependency of system performance on frequency and popularity of instances, and a
negative one with ambiguity of forms. Our findings in this chapter are meant to
influence future designs of both EL systems and evaluation datasets. To support
this goal, we listed three recommended actions to be considered when creating
a dataset, evaluating a system, or developing a system in the future.
We see two directions for future improvement of our analysis: 1. To obtain a
corpus-independent inventory of forms and their candidate instances, both with
their corresponding frequencies, is a challenge in the case of EL and no existing
resource can be assumed to be satisfactory in this regard. We approximated these
through the corpora we analyzed, but considering the fairly small size of most EL
datasets, this poses a limitation to our current analysis. 2. Some of our current
numbers are computed only on a handful of cases. This leads to unexpected
disturbances in our results, like the occasional peaks for high ranks in Figure 11.
We expect the outcome of this analysis to gain significance when more large EL
datasets become available in the future.
Answer to RQ1 This chapter addresses the first research question of this thesis:
How can the long tail entities be distinguished from head entities? We have shown that
the head and the tail cases in the task of Entity Linking can be consistently distinguished along the data properties of ambiguity, frequency, and popularity. Furthermore, the observed dramatic decline of system performance from the head
(low/no ambiguity, high frequency/popularity) towards the tail (higher ambi-
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guity, low frequency/popularity) demonstrates the relevance of this head-tail
distinction for subsequent research. Future designers of EL systems and datasets
are advised to take the tail into account, and consult the recommended actions
we listed in this chapter.
In the next part of the thesis, we analyze the representativeness of existing
evaluation datasets for five semantic NLP tasks, including Entity Linking, for
various aspects of the head and the tail. This aims at answering RQ2.

39

3

A N A LY Z I N G T H E E VA L U AT I O N B I A S O N T H E L O N G

TA I L O F D I S A M B I G U AT I O N & R E F E R E N C E

Let us now turn to RQ2: Are the current evaluation datasets and metrics representative
for the long-tail cases? Given the high overall accuracy scores reported by systems
and the much lower accuracies on the tail cases (chapter 2), we expect that existing datasets are biased towards the head of the distribution and do not capture
sufficiently the complex time-bound interaction between expressions and meanings discussed in chapter 1. In this chapter, we measure the representativeness
of existing evaluation datasets through a set of metrics, and we propose approaches to improve it. We first present a preliminary study of the strengths and
weaknesses of evaluation datasets in EL, and then expand it to provide a generic
methodology applied to analyze five disambiguation and reference tasks, including EL. By doing so, we broaden our focus beyond the task of Entity Linking to
also capture the tasks of Word Sense Disambiguation, Semantic Role Labeling,
Event Coreference, and Entity Coreference.1
The content of this chapter is based on the research published in the following
two publications:
1. Filip Ilievski, Marten Postma, and Piek Vossen (2016c). “Semantic overfitting: what ’world’ do we consider when evaluating disambiguation
of text?” In: The 26th International Conference on Computational Linguistics
(COLING 2016). Osaka, Japan: The COLING 2016 Organizing Committee,
pp. 1180–1191. url: http : / / aclweb . org / anthology / C16 - 1112 Marten
Postma and I collaboratively created the majority of the content of this
paper. We worked together on all phases of the paper: motivation, literature review, methodology, implementation, and analysis, and only divided
tasks within a phase.
2. Marieke Van Erp, Pablo N Mendes, Heiko Paulheim, Filip Ilievski, Julien
Plu, Giuseppe Rizzo, and Jörg Waitelonis (2016). “Evaluating Entity Linking: An Analysis of Current Benchmark Datasets and a Roadmap for Doing
a Better Job.” In: Proceedings of the Tenth International Conference on Language
Resources and Evaluation (LREC 2016). Vol. 5, p. 2016 I contributed to the formation of the idea of this paper, executed parts of its analysis, and wrote
parts in various sections.

1 We use meaning as an umbrella term for both concepts and (event and entity) instances, and lexical
expression as a common term for both lemmas and surface forms.
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3.1

introduction

Like many natural phenomena, the distribution of lexical expressions and their
meanings follows a power law such as Zipf’s law (Newman, 2005), with a few
very frequent observations and a very long tail of low frequent observations.2
This frequency distribution in our reporting about the world is guided by our
interaction with the world and is not inherent to the physical existence of an
entity or an event, since each (entity or event) instance either exists or it does
not. In that sense, language and our writing about the world is heavily skewed,
selective, and biased with respect to that world. We dominantly talk about only
a few instances in the world and refer to them with a small set of expressions,
which can only be explained by the contextual constraints within a language
community, our social relationships, a topic, a location, and a period of time.
Without taking these into account, it is impossible to fully determine meaning.
In chapter 1, we discussed the dependency of human language to these contextual constraints, especially with respect to time. Each text forms a unique semantic puzzle of expressions and meanings in which ambiguity is limited within
the specific time-bound context, but is extreme without considering this context.
The task of interpreting lexical expressions as meanings, known as disambiguation, has been addressed by the NLP community following a “divide & conquer”
strategy that mostly ignores this complex time-bound relation.3 Over the years,
this resulted in numerous separate semantic tasks each with a specific set of
datasets restricted to a small bandwidth with respect to the dynamics of the
world and the large scope of the possible meanings that lexical expressions can
have. By dividing the problem into different tasks on relatively small datasets,
researchers can focus on specific subproblems and have their efforts evaluated in
a straightforward manner. Datasets have been developed independently for each
task, intended as a test bench to evaluate the accuracy and applicability of the
proposed systems. Official evaluation scripts have been created for most datasets
to enable a fair comparison across systems.
The downside of this practice is that task integration is discouraged, systems
tend to be optimized on the few datasets available for each task, and the dependencies of ambiguities across tasks in relation to the time-bound contextual
realities are not considered. As a result, there is little awareness of the overall complexity of the task, given language as a system of expressions and the
possible interpretations given the changing world over longer periods of time.
Systems are thus encouraged to strongly overfit on a single task, a single dataset,
and a specific ‘piece’ of the world at a specific moment in time.
It is unclear whether the present manner of evaluating disambiguation and
reference tasks is representative for the complex contextual dependency of the
human language. Considering that the evaluation datasets have been created by
sampling human communication which is dominated by a small set of very fre2 We acknowledge that there also exist many long-tail phenomena in syntactic processing, e.g., syntactic parsing.
3 While we believe that the other contextual constraints of topic, community, and location are also very
relevant, in this chapter we focus on the temporal aspect of the disambiguation task.
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quent observations, we hypothesize that the current evaluation exhibits a similar
frequency bias. This bias towards the frequent and popular part of the world
(the head) would be largely responsible for the performance of our disambiguation and reference tools. As evidenced in chapter 2, these tools are optimized
to capture the head phenomena in text without considering the contextual constraints which are essential in order to deal with the less frequent phenomena in
the tail. Therefore, their performance is expected to decline when moving from
head towards tail cases. Understanding the evaluation bias better and improving its representativeness to challenge systems to perform well on the tail hence
becomes a very important piece of the long-tail entities puzzle.
The main question we thus put forward and address in this chapter is: are the
current evaluation datasets and metrics representative for the long-tail cases?
We seek to understand to what extent do disambiguation and reference tasks
cover the full complexity of the time-bound interaction between lexical expressions and meanings (in the broad sense of the word as defined here), and how
can that be enhanced in the future.
We therefore first propose a number of metrics that formally quantity the complexity of this relation and apply this to a wide range of available datasets for a
broad range of semantic tasks. Secondly, we provide evidence for the limitations
of the current tasks and, thirdly, we present two proposals to improve these tasks
in the hope that we challenge future research to address these limitations. We
develop one of these proposals further in chapter 4, resulting in a semantic NLP
task that is representative for the tail cases.
The chapter is structured as follows. We motivate the importance and relevance of this temporal interaction for both concept- and instance-based tasks in
Section 3.2. Following up on previous research (Section 3.3) and our own preliminary study (Section 3.4), we define a model of the complex interaction (Section
3.5), and we conceptualize and formalize a collection of metrics in a generic
manner (Section 3.6). Moreover, we apply these metrics to quantify aspects of existing evaluation sets (Section 3.7). In Section 3.8, we propose two approaches for
creating metric-aware test sets that include a temporal dimension. The chapter
is concluded in Section 3.9, where we also provide an answer to the RQ2 from
this thesis.
3.2

temporal aspect of the disambiguation task

We live in a dynamic and rapidly changing world: some companies expand their
offices all around the globe, while others collapse; people become celebrities
overnight and are forgotten only several years afterwards. Similarly, a whole
range of mainstream technological concepts of today’s world have only been
known since the last few decades. These observations have a big impact on the
dynamics of a language system, since the relation between language expressions
and meanings follows the changes in the world. To some extent this is reflected
in new expressions and new meanings but most strongly this is reflected in the
distributional usage of expressions and their dominant meaning.
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Figure 13: Usage over time for two popular meanings that are referred to by the expression Tesla. The black line depicts the usage of Tesla Motors Company, while the
gray line represents Nikola Tesla. The source of this data is Google Trends.

Figure 14: Usage distribution over time for two popular meanings referred to by the expression cloud. The black line depicts the usage of the clouds in the sky, natural
objects placed in the atmosphere. The gray line stands for the modern meaning of cloud as an Internet-based type of computing. The source of this data is
Google Trends.

For instance, the dominant meaning of the terms mobile, cell, and phone is the
same for the contemporary, especially young, generations: mobile phone. On the
other hand, older generations also remember different dominant concepts from
the 80s and 90s: mobile being typically a decoration hanging from the ceiling,
cell usually being a unit in a prison or body tissue, while phone referring to the
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static devices found at home or on the streets. The dominant meanings of the 80s
and 90s have been replaced by new dominant meanings, whereas the younger
generation may have lost certain meanings such as the decoration. Similarly,
football fans remember two different superstar Ronaldo players which have been
dominant one after the other: the Brazilian striker and the Portuguese Ballon
d’Or award winner.
What is shown by these examples is that not only new meanings appear and
old meanings become obsolete but that, more strongly, the usage distribution of
competing meanings changes over time. As the mobile phone gains popularity
and the mobile decoration gets replaced by others, people refer to the mobile
phone more often than the traditional mobile decoration. Hence, in a later point
of time, the most commonly used meaning for mobile changes, even though both
meanings are still possible. Similarly for the Ronaldo case: in 2016 one can still
refer to both players, but the dominant meaning is now the Portuguese player.
We also observe a relation between the variety of lexical expressions used to
refer to a meaning, and its dominance of usage. As the mobile phone gained
popularity, its set of associated expressions expanded from only mobile phone to
also: mobile, phone, cell phone, and cell. On the other hand, when referring to a
prison cell, one should nowadays explicitly use the full expression prison cell
instead of just cell, unless the surrounding context makes the reference of cell to
a prison cell clear.
To measure the usage distribution of competing meanings, we could use online
resources that track these distributions over time, such as Google Trends4 and
Wikipedia Views.5 We present the usage distribution for instances denoted by
Tesla in Figure 13, and for concepts expressed with the expression cloud in Figure
14. These plots demonstrate the ways in which the distribution of usage changes
both for instances and concepts as a function of the temporal dimension.
As we discussed in section 3.1 and will be shown in our analysis in sections
3.4 and 3.7, the notion of time and its role in this mapping between expressions
and meanings has not been taken into account in the creation of existing disambiguation and reference datasets. This observation points to a serious weakness
in the representativeness of existing datasets for the full complexity of the disambiguation and reference tasks. The world we communicate about changes
rapidly, leading to complex shifts in the meanings we refer to and the forms we
use to make this reference. A static task of form-meaning mapping is hence too
narrow compared to the rapidly changing world, discouraging systems to focus
on the temporal aspect of the task. In reality, the same language system is still
used for many different situations. While this works for humans, this is not yet
solved for machines.

4 https://www.google.com/trends/
5 http://stats.grok.se/
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3.3

related work

The three problems enumerated in Section 3.1 have been addressed to some
extent in past work.
Several approaches have attempted to resolve pairs of semantic NLP tasks
jointly. Examples include: combined Entity Linking (EL) and Word Sense Disambiguation (WSD) (Hulpuş et al., 2015; Moro et al., 2014), combined event and
entity coreference (EvC and EnC) (Lee et al., 2012) and resolving WSD and Semantic Role Labeling (SRL) together (Che and Liu, 2010). Although some task
combinations are well-supported by multi-task datasets, such as CoNLL 2011
and 2012 for joint coreference (Pradhan et al., 2011, 2012), and (Moro and Navigli, 2015) for WSD and EL, still many multi-task systems have to be evaluated
on separate datasets, each being a very small and independent sample of the
communication about our world. Notable efforts to create multi-task annotated
corpora are the AMR Bank (Banarescu et al., 2013) and the MEANTIME corpus (Minard et al., 2016).
Properties of existing datasets have been examined for individual tasks. For
WSD, the correct sense of a lemma is shown to often coincide with the most
frequent sense (Preiss, 2006) or the predominant sense (McCarthy et al., 2004). In
the case of McCarthy et al. (2004), the predominant sense is deliberately adapted
with respect to the topic of the text. Our work differs from (McCarthy et al., 2004)
because they do not consider the temporal dimension. As a response to senseskewed datasets, Vossen et al. (2013) created a balanced sense corpus in the
DutchSemCor project in which each sense gets an equal number of examples.
Cybulska and Vossen (2014) and Guha et al. (2015) both stress the low ambiguity
in the current datasets for the tasks of EvC and EnC, respectively. Motivated
by these findings, Guha et al. (2015) created a new dataset (QuizBowl), while
Cybulska and Vossen (2014) extended the existing dataset ECB to ECB+, both
efforts resulting in notably greater ambiguity and temporal diversity. As far as
we are aware, no existing disambiguation/reference dataset has included the
temporal dependency of ambiguity, variance, or dominance.
The Broad Twitter Corpus (Derczynski et al., 2016) represents a valuable attempt to capture temporal drift and spatial entity diversity in the genre of social
media. To our knowledge, no similar effort exists for newswire.
In this chapter, we first investigate the representativeness of the EL datasets
(section 3.4), measuring very little referential ambiguity. Evaluation is focused
on well-known entities, i.e. entities with high PageRank (Page et al., 1999) values. Additionally, we observe a considerable overlap of entities across datasets,
even for pairs of datasets that represent entirely different topics. Next, we systematically analyze datasets from the aforementioned five semantic NLP tasks
in terms of their representativeness for the tasks they evaluate, and conclude
similar semantic overfitting.
The problem of overfitting to a limited set of test data has been of central
interest to the body of work focusing on domain adaptation (Carpuat et al.,
2013; Daume III, 2007; Jiang and Zhai, 2007). In addition, unsupervised domain-
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adversarial approaches attempt to build systems that generalize beyond the
specifics of a given dataset, e.g., by favoring features that apply to both the train
and target domains (Ganin et al., 2016). By evaluating on a different domain
than the training one, these efforts have provided valuable insights into system
performance. Nevertheless, this research has not addressed the aspects of time
and location. Furthermore, to our knowledge, no approach has been proposed
to generalize the problem of reference to unseen domains, which may be an artifact of the enormous amount of references that exist in the world leading to an
almost infinite amount of possible classes to choose from.
We therefore propose to take this a step further and examine system performance with respect to a set of metrics, applicable over disambiguation tasks, thus
setting the stage for creation of metric-aware datasets. We expect that these metrics show reduced complexity within well-defined temporal and topical boundaries and increased complexity across these boundaries. More extensive datasets
than existing single- and multi-task datasets, driven by metrics on ambiguity,
variance, dominance and time, would challenge semantic overfitting.
3.4

preliminary study of el evaluation datasets

Before providing our methodology for analyzing disambiguation and reference
datasets, we first present a preliminary study of the strengths and weaknesses
of common benchmark datasets for EL. This section is based on the research
published in (Van Erp et al., 2016).
EL benchmark datasets have often been treated as black boxes by published
research, making it difficult to interpret efficacy improvements in terms of individual contributions of algorithms and/or labeled data. This scattered landscape
of datasets and measures leads to a misleading interpretability of the experimental results, which makes the performance evaluation of novel approaches against
the state-of-the-art rather difficult and open to several interpretations and questions. We thus inspected heterogeneous benchmark datasets in terms of genre
such as newswire, blog posts, and microblog posts, through quantifiable aspects
such as entity overlap, dominance, and popularity. This work is complementary
to the overall analysis of the EL task by Ling et al. (2015b), to the research by
Steinmetz et al. (2013) with focus on candidate generation, and to GERBIL (Usbeck et al., 2015), which aims to provide a central evaluation ecosystem for EL.
3.4.1

Datasets

Here we list, in an alphabetical order, the datasets that we analyzed.
aida-yago2 (Hoffart et al., 2011)6 is an extension of the CoNLL 2003 entity
recognition task dataset (Tjong Kim Sang and Meulder, 2003). It is based on
news articles published between August 1996 and August 1997 by Reuters.
6 https://www.mpi-inf.mpg.de/departments/databases-and-information-systems/research/
yago-naga/aida/downloads/
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Each entity is identified by its YAGO2 entity name, Wikipedia URL, and, if
available, by Freebase Machine ID.
neel 2014 / 2015 The dataset of the #Microposts2014 Named Entity Extraction and Linking (NEEL) challenge (Cano et al., 2014)7 consists of 3,504
tweets extracted from a much larger collection of over 18 million tweets.
The tweets were provided by the Redites project, which covers eventannotated tweets collected for a period of 31 days between July 15th, 2011
and August 15th, 2011. It includes multiple noteworthy events, such as the
death of Amy Winehouse, the London Riots, and the Oslo bombing. The
2015 corpus (Rizzo et al., 2015)8 contains more tweets (6,025) and covers
more noteworthy events from 2011 and 2013 (e.g., the Westgate Shopping
Mall shootout), as well as tweets extracted from the Twitter firehose in 2014.
The training set is built on top of the entire corpus of the #Microposts2014
NEEL challenge. It was further extended to include entity types and NIL
references.
oke2015 The Open Knowledge Extraction Challenge 2015 (Nuzzolese et al.,
2015)9 corpus consists of 197 sentences from Wikipedia articles. The annotation task focused on recognition (including coreference), classification
according to the Dolce Ultra Lite classes,10 and linking of named entities
to DBpedia. The corpus was split into a train and a test set containing a
similar number of sentences: 96 in the training set, and 101 in the test set.
rss-500-nif-ner (Röder et al., 2014)11 contains data from 1,457 RSS feeds, including major international newspapers. The dataset covers many topics
such as business, science, and world news. The initial 76-hour crawl resulted in a corpus which contained 11.7 million sentences. Out of these,
500 sentences were manually chosen to be included in the RSS500 corpus.
The chosen sentences contain a frequent formal relation (e.g., “..who was
born in..” for dbo:birthPlace).
wes2015 (Waitelonis et al., 2015) was originally created to benchmark information retrieval systems.12 It contains 331 documents annotated with DBpedia
entities. The documents originate from a blog about history of science, technology, and art.13 The dataset also includes 35 annotated queries inspired
by the blog’s query logs, and relevance assessments between queries and
documents. The WES2015 dataset is available as NIF2 dump14 , as well as
in RDFa (Adida et al., 2012) format annotated within the HTML source of
the blog articles.
7
8
9
10
11
12
13
14

http://scc-research.lancaster.ac.uk/workshops/microposts2014/challenge/index.html
http://scc-research.lancaster.ac.uk/workshops/microposts2015/challenge/index.html
https://github.com/anuzzolese/oke-challenge
http://stlab.istc.cnr.it/stlab/WikipediaOntology/
https://github.com/AKSW/n3-collection
http://yovisto.com/labs/wes2015/wes2015-dataset-nif.rdf
http://blog.yovisto.com/
http://s16a.org/node/14
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wikinews/meantime 15 is a benchmark dataset that was compiled by the
NewsReader project (Minard et al., 2016).16 This corpus consists of 120
WikiNews articles, grouped in four sub-corpora with an equal size: Airbus, Apple, General Motors, and Stock Market. These are annotated with
entities in text, including links to DBpedia, events, temporal expressions,
and semantic roles. This subset of WikiNews news articles was specifically
selected to represent entities and events from the domains of finance and
business.
3.4.2

Dataset characteristics

Next we describe the characteristics of the analyzed benchmark datasets.
document type The documents which comprise evaluation datasets can vary
along several dimensions: 1. type of discourse/genre (news articles, tweets,
transcriptions, blog articles, scientific articles, government/medical reports) 2. topical domain (science, sports, politics, music, catastrophic events,
general/cross-domain) 3. document length (in terms of number of tokens:
long, medium, short) 4. format (TSV, CoNLL, NIF; stand-off vs. in inline
annotation) 5. character encoding (Unicode, ASCII, URL-encoding) 6. licensing (open, via agreement, closed).
Table 6 summarizes the document type characteristics of the corpora we analyze, already exposing notable diversity among the datasets with respect
to the considered set of aspects.
Corpus

Type

Domain

Doc.
Length

Format

Encoding License

AIDAYAGO2

news

general

medium

TSV

ASCII

Via
agreement

NEEL
2014/2015

tweets

general

short

TSV

ASCII

Open

OKE2015

encyclo- general
pedia

long

NIF/RDF

UTF8

Open

RSS-500

news

general

medium

NIF/RDF

UTF8

Open

WES2015

blog

science

long

NIF/RDF

UTF8

Open

WikiNews

news

business

medium

stand-off
XML

UTF8

Open

Table 6: General characteristics for analyzed datasets

15 We use the labels “WikiNews” and “MEANTIME” interchangeably to refer to this corpus for historical reasons.
16 http://www.newsreader-project.eu/results/data/wikinews
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mention annotation characterization When annotating entity mentions in a corpus, several either implicit or explicit decisions are being
made by the dataset creators, that can influence evaluations on, and the
comparison between, those datasets:
mention boundaries: inclusion of determiners (“the pope” vs
“pope”), annotation of inner or outer entities (“New York’s airport
JFK” vs “JFK”), tokenization decisions (“New York’s” vs “New York
’s”), sentence-splitting heuristics.
handling redundancy: annotating only the first vs. annotating all occurrences of an entity.
inter-annotation agreement (iaa): one annotator vs multiple annotators, low agreement vs high agreement.
offset calculation: using 0 vs. using 1 as the initial identifier.
iri vs. uri: character support for ASCII vs. Unicode.
nested entities: does the annotation allow for annotation of multiple
entity layers, e.g., is ‘The President of the United States of America’ one entity in its entirety, or two disjoint entity mentions (‘President’ and ‘United States of America’), or three mentions (‘President’,
‘United States of America’, ‘The President of the United States of
America’)?
In the analyzed datasets, there is only limited variety on the entity boundaries and offsets, but each dataset was generated using different annotation
guidelines, resulting in major differences between types of classes annotated, and which entities are (not) to be included. The 2014/2015 NEEL
annotation guidelines, for example, are based on the CoNLL 2003 annotation guidelines (which also apply to AIDA-YAGO2) - however, while the
CoNLL guidelines consider names of fictional characters as mentions of
type dbo:Person, the NEEL guidelines consider this as a mention of type
dbo:FictionalCharacter.
target knowledge base (kb) It is customary for the entity linking systems
to link to cross-domain KBs: DBpedia, Freebase, or Wikipedia. Every
dataset listed in Section 3.4.1 links to one of these general domain KBs. Almost all of these datasets refer to DBpedia, while AIDA-YAGO2 contains
links to Wikipedia (which can easily be mapped to DBpedia) and Freebase.
However, the cross-domain KBs lack coverage for entities that belong to
the distributional tail. To evaluate entity linking on specific domains or
non-popular entities, benchmark datasets that link to domain-specific resources of long-tail entities are required. We investigate the access and the
potential for linking to such KBs in chapter 5.
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65 (23.30)

Wikinews (279)

67 (24.01)

294 (4.02)

61 (7.18)

57 (10.73)

1630 (58.21)

-

327 (5.87)

NEEL2014

72 (25.81)

222 (3.04)

71 (8.36)

56 (10.55)

-

1630 (68.49 )

451 (8.06)

NEEL2015

21 (7.53)

149 (2.04)

13 (1.53)

-

56 (2)

57 (2.39)

0 (0)

OKE2015

16 (5.73)

27 (0.16)

-

13 (2.44)

71 (2.54)

61 (2.56)

70 (1.26)

RSS500

48 (17.20)

-

27 (3.18)

149 (28.06)

222 (7.93)

294 (12.35)

269 (4.8)

WES2015

-

48 (0.66)

16 (1.88)

21 (3.95)

72 (2.57)

67 (2.82)

65 (1.16)

Wikinews

Table 7: Entity overlap in the analyzed benchmark datasets. Behind the dataset name in each row the number of unique entities present in that
dataset is given. For each datasets pair the overlap is given in number of entities and percentage (in parentheses).

269 (3.68)

0 (0)

OKE2015 (531)

WES2015 (7309)

451 (16.11)

NEEL2015 (2800)

70 (8.24)

327 (13.73 )

NEEL2014 (2380)

RSS500 (849)

-

AIDA-YAGO2

AIDA-YAGO2 (5596)
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3.4.3

Distributions of instances and surface forms

In this section, we analyze and compare the coverage of entities and entity mentions in the different datasets along three dimensions: entity overlap, entity distribution, and entity types.
entity overlap In Table 7, we present the entity overlap between the different benchmark datasets. Each row in the table represents the percentage of
unique entities present in that dataset that are also represented in the other
datasets. As the table illustrates, there is a fair overlap between the entities in the
WikiNews dataset and the other benchmark datasets. The overlap between the
NEEL2014 and NEEL2015 datasets is explained by the fact that the latter is an
extension of the former. The WES2015 dataset has the least in common with the
other datasets.
ambiguity Let the true ambiguity of a surface form s be the number of meanings that this surface form can have. As new places, organizations and people are
named every day, without access to an exhaustive collection of all named entities
in the world, the true ambiguity of a surface form is unknown. However, we can
estimate the ambiguity of a surface form through the function A(s) : S → N
that maps a surface form to an estimate of the size of its candidate mapping,
such that A(s) = |C(s)|. Estimating the ambiguity by a lookup in a resource, like
DBpedia, equals the resource ambiguity which we defined in chapter 2.
The ambiguity of, for example, a place name offers only a rough a priori estimate of how difficult it may be to disambiguate that surface form. Observation
of annotated occurrences of this surface form in a text collection (observed ambiguity, chapter 2) allows us to make more informed estimates. In Table 8, we
show the average number of meanings denoted by a surface form, indicating
the ambiguity, as well as complementary statistical measures on the datasets. In
this Table, we observe that most datasets have a low number of average meanings
per surface form. The standard deviation varies across datasets. In particular, the
OKE2015 and WikiNews/MEANTIME datasets stand out in their high number
of maximum meanings per surface form and standard deviations.
Given a surface form, some senses are much more dominant than others –
e.g., for the name ‘Berlin’, the resource dbpedia:Berlin (Germany) is much more
‘talked about’ than Berlin,_New_Hampshire (USA). Therefore, we also take into
account estimates of prominence / popularity and dominance.
popularity Let the true popularity of a resource ri be the percentage of
other resources rk ∈ R, which are less known than ri . Let the popularity estimate
Pr(ri ) be the relative frequency with which the resource ri appears linked on
Wikipedia compared to the frequency of all other resources in R. Formally:
P
|WikiLinks(s, ri )|
Pr(ri ) = P s∈S
s∈S,r∈R |WikiLinks(s, r)|
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Corpus

Average

Min.

Max.

σ

AIDA-YAGO2

1.08

1

13

0.37

2014 NEEL

1.02

1

3

0.16

2015 NEEL

1.05

1

4

0.25

OKE2015

1.11

1

25

1.22

RSS-500

1.02

1

3

0.16

WES2015

1.06

1

6

0.30

WikiNews

1.09

1

29

1.03

Table 8: Ambiguity statistics for analyzed datasets. Average stands for average number of
meanings per surface form, Min. and Max. stand for the minimum and maximum
number of meanings per surface form found in the corpus respectively, and σ
denotes the standard deviation. We note that the number of meanings includes
NILs.

As in chapter 2, we estimate entity popularity through PageRank (Page et
al., 1999). Some entities which are linked from only a few, but very prominent
entities are also considered popular. Goethe’s Faust, for example, only has a few
links, but one of those is Goethe, which is considered a prominent entity, and
thus, Goethe’s Faust would also be popular.
Figure 15 depicts the PageRank distribution of the DBpedia based benchmarks
compared to each other, as well as compared to the overall PageRank distribution in DBpedia.17 The figure illustrates that all investigated benchmarks favor
entities that are much more popular than average entities in DBpedia. Thus,
the benchmarks show a considerable bias towards head entities. However, the
whiskers of the box plots also show that all benchmarks contain long-tail entities
(i.e., all benchmarks contain some entities with minimum PageRank), and almost
all of them also contain the DBpedia entity with the highest PageRank value (i.e.,
United_States).
Evaluating against a corpus with a tendency to focus strongly on prominent
(popular) entities may cause some issues regarding the applicability of the developed systems. Entity Linking systems that include the global popularity of
entities in their approach can reach very good results (Tristram et al., 2015), but
these can hardly be transferred to other settings in which these popular entities
do not prevail.
dominance Let the true dominance of a resource ri for a given surface form
si be a measure of how commonly ri is meant with regard to other possible
meanings when si is used in a sentence. Let the dominance estimate D(ri , si )

17 We use the DBpedia PageRank from http://people.aifb.kit.edu/ath/.
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Figure 15: Distribution of DBpedia entity PageRank in the analyzed benchmarks. The leftmost bar shows the overall PageRank distribution in DBpedia as a comparison.
The boxes depict the PageRank of the 25% of the instances with a PageRank
above and below the median, respectively, while the whiskers capture the full
distribution.

be the relative frequency with which the resource ri appears in Wikipedia links
where si appears as the anchor text. Formally:
D(ri , si ) =

|WikiLinks(si , ri )|
∀r∈R |WikiLinks(si , r)|

The dominance statistics for the analyzed datasets are presented in Table 9. The
dominance scores for all corpora are quite high and the standard deviation is
low, meaning that in vast majority of cases, a single instance is associated with
a certain surface form in the annotations. More statistics for dominance can be
found on the GitHub page of this study.18
Corpora that contain resources with high ambiguity, low dominance, and low
popularity can be considered more difficult to disambiguate. This is due to the
fact that such corpora require a more careful examination of the context of each
mention before algorithms can choose the most likely disambiguation. In cases
with low ambiguity, high prominence, and high dominance, simple popularitybased baselines that ignore the context of the mention can already perform quite
accurately.
entity types Entities characterized with certain semantic types may be more
difficult to disambiguate than others. For example, while country and company
18 The entire code of the analysis reported in this study can be found on GitHub: https://github.com/
dbpedia-spotlight/evaluation-datasets.
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Corpus

Dominance

Max

Min

σ

AIDA-YAGO2

0.98

452

1

0.08

NEEL 2014

0.99

47

1

0.06

NEEL 2015

0.98

88

1

0.09

OKE2015

0.98

1

1

0.11

RSS-500

0.99

1

1

0.07

WES2015

0.97

1

1

0.12

WikiNews

0.99

72

1

0.09

Table 9: Dominance statistics for analyzed datasets.

names (e.g., Japan, Microsoft) are more or less unique, names of cities (e.g., Springfield) and persons (e.g., John Smith) are generally more ambiguous. Thus, we can
expect that the distribution of entity types has a direct impact on the difficulty
of the entity linking task.
We analyzed the types of entities in DBpedia with respect to our benchmark
datasets. For that analysis, we used RapidMiner19 with the Linked Open Data
extension (Ristoski et al., 2015). Figure 16 shows the overall distribution, as well
as a breakdown by the most frequent top classes. Although types in DBpedia are
known to be notoriously incomplete (Paulheim and Bizer, 2014), and NIL entities
are not considered, these figures still reveal some interesting characteristics:
• AIDA-YAGO2 has a tendency towards sports related topics, as shown in
the large fraction of sports teams and athletes.
• NEEL2014 and WES2015 treat time periods (i.e., years) as entities, while
the others do not.
• OKE2015 and WES2015 have a tendency towards science-related topics, as shown in the large fraction of the entity types Scientist and
EducationalInstitution (most of the latter are universities).
• WikiNews/MEANTIME, without surprise, has a strong focus on politics and economics, with a large portion of the entities being of classes
OfficeHolder (i.e., politicians) and Company.
• The WES2015 corpus has a remarkably larger set of other and untyped entities. While many corpora focus on persons, places, etc., WES2015 also
expects annotations for general concepts, e.g., Agriculture or Rain.
These findings reveal that it is difficult to build NER/EL tools that perform
well on all these datasets. For instance, for most datasets annotations of general
concepts would be punished as false positives, whereas WES2015 would expect
them and punish their absence as false negatives.
19 http://www.rapidminer.com/
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Person
0.5
Location

Untyped

0
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Other
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AIDA-YAGO2
OKE2015
WikiNews

NEEL2014
RSS500

NEEL2015
WES2015

(a) Overall distribution
Company

Athlete

1

1

0.5

0.5

Artist

other/unspec Band

other/unspec

0

Office Holder
AIDA-YAGO2
OKE2015
WikiNews

0

Scientist
NEEL2014
RSS500

Sports Team

NEEL2015
WES2015

(b) Distribution of person subtypes

Educational

AIDA-YAGO2
OKE2015
WikiNews

Television Show
1

1

0.5

0.5

Film

other/unspec

other/unspec
0

0

Region
AIDA-YAGO2
OKE2015
WikiNews

NEEL2015
WES2015

(c) Distribution of organization subtypes

City

Country

NEEL2014
RSS500

Sport Facility
NEEL2014
RSS500

Written Work

NEEL2015
WES2015

AIDA-YAGO2
OKE2015
WikiNews

(d) Distribution of location subtypes

Musical Work
NEEL2014
RSS500

NEEL2015
WES2015

(e) Distribution of work subtypes

Figure 16: Distribution of entity types overall (a), as well as a breakdown for the four
most common top classes person (b), organization (c), location (d), and work
(e). The overall distribution depicts the percentage of DBpedia entities (a), the
breakdowns depict the percentages in the respective classes.

3.4.4

Discussion and roadmap

A number of benchmark datasets for evaluating entity linking exist, but our
analyses show that these datasets suffer from two main problems:
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interoperability and evaluation Dataset evaluation and interoperability between datasets are far from trivial in practice. Existing datasets were
created by following different annotation guidelines (mention and sentence boundaries, inter-annotation agreement, etc.) and have made different choices regarding their implementation decisions, including encoding,
format, and number of annotators. These differences make the interoperability of the datasets and the unified comparison between entity linking
systems over these datasets difficult, time-consuming, and error-prone.
popularity and neutral domain Although the datasets claim to cover a
wide range of topical domains, in practice they seem to share two main
drawbacks: skewness towards popularity and frequency, and coverage of
well-known entities from a neutral domain.
While it is not possible to find a ‘one-size-fits-all’ approach to creating benchmark datasets, we do believe it is possible to define directions for general improvement of benchmark datasets for entity linking.
documentation Seemingly trivial choices such as initial offset count, or inclusion of whitespace can make a tremendous difference for the users of a
dataset. This is applicable to any decision made in the process of creation
of a dataset. Until these considerations become standardized in our community, we advise dataset creators to document their decisions explicitly
and in sufficient detail.
standard formats As annotation formats are becoming more standardized,
dataset creators have more incentive to choose an accepted data format, or
provide script that converts the original data to one or more standardized
formats.
diversity The majority of the datasets we analyzed link to generic KBs and
focus on prominent entities. To gain insights into the usefulness of entity
linking approaches and understand their behavior better, we need to evaluate these on datasets characterized with high ambiguity, low dominance,
and low popularity. For this purpose, we also need datasets that focus on
long-tail entities and different domains. We note that such datasets would
be created by sampling existing communication in an ‘unnatural’ way, by
deliberately picking text documents that describe long-tail instances and
that exhibit certain desired properties (like low dominance or high ambiguity). By doing so, we would challenge systems to also perform well on
tail cases and seek to inspire methods that avoid overfitting to the head
of the distribution. We present an example for such a task and dataset in
chapter 4 of this thesis.
To summarize, this study reveals two main problems with current evaluation
in EL: interoperability of representation formats and representativeness of content. The former challenge could potentially be addressed with methods from
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the Linked Data community; however, we will not dive further into this discussion as it is outside of the scope of this thesis.20
We focus on the challenge of dataset representativeness in the remainder of
this chapter. Our approach is based on a diverse set of generic metrics that can
be used to measure the representativeness of any dataset that evaluates disambiguation or reference in NLP.
Before describing the metrics, in the next section we first define a model that
captures the interaction between the lexical expressions found in text and the
meanings in the world.
3.5

semiotic generation and context model

We want to model the relation between expressions and meanings in the world
within a generation that shares the same language system, as well as the fluctuation in usage of expressions and meanings over time within this generation.
We therefore assume that for each language community at a specific time, there
exist a set of meanings M in the world and a set of lexical expressions L in a language. The relation between these sets is many-to-many: each lexical expression
Li can refer to multiple meanings M1 , M2 , ... (ambiguity) and each meaning Mj
can be verbalized through multiple lexical expressions L1 , L2 , ... (variance). As
we discuss in Section 3.2, the sets of M, L, their relations, and especially the distributions of these relations, are dynamic, i.e. they can change over time. We call
this model “the Semiotic generation and context model”, because it captures the
distribution changes in the semiotic relation between meanings and lexical expressions, given the context of the changes in the world and within the language
system of a generation.
In practice, we study available proxies of the world at a moment in time and
of the language of a generation which capture this relation at a given time snapshot: lexical resources are considered as a proxy of the language system of a
generation and the dataset is considered as a proxy for the world at a particular
moment in time creating a specific context. We analyze the time-anchored interaction between M and L in the datasets proxy and measure this against their
interaction in the resources proxy to provide insight on how representative the
datasets are for the task. Note that the proxies of datasets and resources cover
only a subset of the language used within a generation, and (consequently) only
a subset of all possible meanings. While not ideal, this is the best we have because there is no way to capture all language used within a generation nor list
every possible meaning, especially considering that we can always create new
meanings, e.g., by inventing some non-real world ones.

20 We refer the reader to GERBIL’s evaluation framework for a thorough attempt to reconcile the different formats used by EL datasets and systems.
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3.6

methodology

Based on the Semiotic generation and context model, we now define and formalize a number of metrics that qualify datasets for disambiguation and reference
tasks. In this Section, we describe these metrics and explain the tasks we focus on.
Furthermore, we enumerate the design choices that guide our pick of datasets
and we elaborate on the datasets we analyze.
3.6.1

Metrics

mean observed ambiguity (moa) As in chapter 2, we define observed ambiguity of an expression as the cardinality of the set of meanings it refers
to within a dataset (OLi ). For example, the expression horse has 4 meanings
in WordNet but only the chess meaning occurs in the dataset, resulting in
an observed ambiguity of 1. The Mean Observed Ambiguity (MOA) of a
dataset is then the average of the individual observed ambiguity values.21
mean observed variance (mov) We define observed variance of a meaning
as the cardinality of the set of lexical expressions that express it within a
dataset (OMj ). The chess meaning of horse also has knight as a synonym
but only horse occurs in the dataset, hence an observed variation of 1. The
Mean Observed Variance (MOV) of a dataset is then the average of the
individual observed variance values.
mean observed dominance of ambiguity (moda) We define
dominance of ambiguity as a frequency distribution of the dominant meaning of a lexical expression. For example, horse occurs 100 times in the data
and in 80 cases it has the chess meaning: the dominance score is 0.8. The
Mean Observed Dominance of Ambiguity (MODA) of a dataset is the average dominance of all observed expressions.22
mean observed dominance of variance (modv) We define the notion
of dominance of variance, as a frequency distribution of the dominant lexical expression referring to a meaning. If horse is used 60 times and knight
40 times for the same meaning then the observed dominance of variance
is 0.6. The Mean Observed Dominance of Variance (MODV) of a dataset is
then the average dominance computed over all observed meanings.
entropy of the meanings (normalized) of a l.e. (emnle)
We define an alternative notion of dominance, based on entropy, in order
to consider the distribution of the less dominant classes in a dataset. We
introduce p(Mj |Li ): a conditional probability of a meaning Mj based on
the occurrence of a lexical expression Li . We compute this probability using
the formula p(Mj |Li ) =

p(Mj ,Li )
p(Li ) ,

a ratio between the number of common

21 This metric corresponds to the ‘average’ (ambiguity) column in Table 3.
22 This metric corresponds to the ‘dominance’ column in Table 9.
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occurrences of Mj and Li , and on the other hand, the total number of
occurrences of Li regardless of its meaning. We combine the individual
conditional probabilities for Li in a single information theory metric of
entropy, H(OLi ):
n
P

−
H(OLi ) =

p(Mj |Li )log2 p(Mj |Li )

j=1

log2 (n)

(1)

For example, given 100 occurrences of the lexical expression horse, where 80
occurrences refer to the the chess meaning and 20 to the animal meaning,
the entropy of the expression horse would be 0.72. To compute a single
entropy (EMNLE) value over all lexical expressions in a dataset, we average
over the individual entropy values:
EMNLE(OL , RL ) =

n
1X
H(OLi , RLi )
n

(2)

i=1

entropy of the l.e.s (normalized) of a meaning (elenm)
We introduce p(Li |Mj ): a conditional probability of a lexical expression
Li based on the occurrence of a meaning Mj . We compute this probabilp(L ,M )

i
j
ity using the formula p(Li |Mj ) = p(M
, a ratio between the number
j)
of common occurrences of Mj and Li , and on the other hand, the total
number of occurrences of Mj regardless of its expression. We combine the
individual conditional probabilities for Mj in a single information theory
metric of entropy, H(OMj ):

−
H(OMj ) =

n
P

p(Li |Mj )log2 p(Li |Mj )

i=1

log2 (n)

(3)

Suppose the meaning of horse as a chess piece is expressed 60 times by
the lexical expression horse and 40 times by knight, then the entropy of the
chess piece meaning of horse is 0.97. To compute a single entropy (ELENM)
value over all meanings in a dataset, we average over the individual entropy
values:
n
1X
ELENM(OM , RM ) =
H(OMj , RMj )
(4)
n
j=1

relation between observed & resource ambiguity (rora) We
define resource ambiguity of a lexical expression as the cardinality of the set
of meanings that it can refer to according to a lexical resource (RLi ). Then
we define the ratio between observed and resource ambiguity for a lexical
expression as:
ratioamb (OLi , RLi ) =
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|{Mj : Mj ∈ OLi }|
|{Mj : Mj ∈ RLi }|

(5)
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In the case that only 1 out of 4 resource meanings is observed in the dataset,
for example only the chess meaning of horse, this would lead to a ratioamb
value of 0.25. To compute the RORA value of a dataset, we average over
the individual ratios:
n
1X
RORA(OL , RL ) =
ratioamb (OLi , RLi )
n

(6)

i=1

relation between observed and resource variance (rorv) We define resource variance of a meaning as the cardinality of the set of lexical
expressions which can verbalize it (RMj ). Then we define the ratio between
observed and resource variance for a given meaning:
ratiovar (OMj , RMj ) =

|{Li : Li ∈ OMj }|
|{Li : Li ∈ RMj }|

(7)

Suppose that the expressions horse and knight can refer to the meaning of
chess piece according to a resource, but only the expression horse refers
to it in a particular dataset, this would lead to a ratiovar value of 0.5.
To compute the RORV value of a dataset, we average over the individual
ratios:
RORV(OM , RM ) =

n
1X
ratiovar (OMj , RMj )
n

(8)

i=1

avg time-anchored rank (atr) Since the relevance of meanings is not constant over time, we define the popularity of a meaning in a point of
time, popularityMj (t). A lexical expression can potentially denote multiple meanings, each characterized with a certain degree of time-anchored
popularity. Likewise, we order the list of candidate meanings for a given
lexical expression based on their popularity at the moment of publishing
of the dataset document. For example, if the dataset covers news about a
chess tournament, we will see a temporal peak for the chess meaning of
horse relative to the other meanings. The popularity rank of each meaning,
including the correct gold standard meaning, is its position in this ordered
list. By averaging over the ranks of all golden candidates we can compute
the Average Time-anchored Rank of the golden candidates in a dataset,
which gives an indication about the relation between the relative temporal
popularity of a meaning and the probability that it is the correct interpretation of an expression, varying from stable to extremely dynamic relations.
An ATR rank of a dataset close to 1 indicates a strong bias towards the
popular meanings at the time of creation of the dataset.
avg time-anchored relative frequency of usage (atrfu)
The potential bias of meaning dominance with respect to its temporal popularity can alternatively be assessed through its frequency of usage at a
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point of time. We denote the usage of a meaning with UMj . For a given lexical expression, we compute the relative temporal frequency of usage (FU)
of the golden meaning relative to the frequency of usage of all candidate
meanings:
UMj (t)
FUMj (t) = n
(9)
P
UMi (t)
i=1

The average relative frequency of usage at a given time point (ATRFU) is an
average of the frequency values of all gold standard meanings in a dataset.
We introduce this metric in order to gain insights into the popularity difference between the competitive meanings at a given time period. This metric
would allow us, for instance, to detect that in July 2014 the United States
men’s national soccer team was much more popular than the women’s national
soccer team, while Tesla Motors was only slightly more popular than Nikola
Tesla in May 2015.
dataset time range (dtr) We define DTR as a time interval between the
earliest and the latest published document of a dataset:
DT R = [min(datedoc ), max(datedoc )]

(10)

where datedoc is the publishing date of a document. For instance, the DTR
of the MEANTIME (Minard et al., 2016) dataset is [2004, 2011].
3.6.2

Tasks

We demonstrate the applicability of the metrics defined in Section 3.6.1 on a
selection of disambiguation and reference tasks. We cover both instance-based
tasks (EL, EnC, and EvC), as well as concept-oriented tasks (WSD and SRL).23 In
Table 10, we specify the model components per task, enabling the metrics to be
computed. The metrics concerning lexical resources (WordNet (Fellbaum, 1998)
for WSD, and PropBank (Kingsbury and Palmer, 2002) for SRL) are only computed for the concept-oriented tasks. Whereas lexical resources, such as WordNet and PropBank, can be seen as reasonable proxies for most of the expressions
and concepts known to a generation, it is more difficult to consider databases
of instances, such as DBpedia,24 to approximate all the possible instances that
expressions, e.g., Ronaldo, can refer to. This is especially the case for events, e.g.
the goals Ronaldo scored, or the Ronaldo t-shirts being sold in a fan shop. There is
hardly any registry of real world events independent of the mentions of events
in text. Likewise, we only find a few Ronaldo entities in DBpedia. Despite its
impressive size, DBpedia only covers a very small subset of all instances in the
world.
23 Note that in the case of SRL we focus on the expression-to-meaning mapping of predicates and do
not analyze roles.
24 http://dbpedia.org
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Task

Lexical expression

Meaning

Resource

EL

entity mention

entity

DBpedia

EnC

entity mention

entity

DBpedia

EvC

event mention

event

/

WSD

lemma

sense

WordNet

SRL

predicate mention

predicate

PropBank

Table 10: Task specification of model components.

3.6.3

Datasets

The choice of datasets conforms to the following rationale. We consider test
datasets with running text in English,25 because we assume that they are the
most natural instantiations of the interaction between lexical expressions and
meanings and tend to report on the changes in the world. Moreover, such
datasets lend themselves better for joint tasks. Finally, we favor publicly available datasets which are commonly used in recent research. The chosen datasets
per task are as follows.
el We consider the following datasets: AIDA-YAGO2 (AIDA test B) (Hoffart
et al., 2011), WES2015 (Waitelonis et al., 2015), and MEANTIME (Minard
et al., 2016). We analyze the commonly used test B collection from the
AIDA-YAGO2 dataset, which contains 5,616 entity expressions in 231 documents. WES2015 contains 13,651 expressions in 331 documents about science, while the MEANTIME corpus consists of 120 documents regarding
four topics, with 2,750 entity mentions in total.
enc Guha et al. (2015) created a dataset, QuizBowl, for nominal coreference,
containing 9,471 mentions in 400 documents. The data annotated comes
from a game called quiz bowl.26
evc we consider three event coreference corpora: EventCorefBank (ECB) (Lee
et al., 2012), ECB+ (Cybulska and Vossen, 2014), and EventNuggets (TAC
KBP ’15) (Mitamura et al., 2015b). ECB contains 480 documents spread over
43 topics, while its extension ECB+ contains an additional 502 documents
spread over the same set of topics. The training corpus of TAC KBP ’15
contains 7,478 event coreference chains (hoppers).27
25 Our analysis in this chapter is performed on 13 English datasets. The metrics we define in Section 3.6.1 can easily be applied to many other languages. Namely, the resource-dependent metrics
(RORA and RORV) can be applied to the wide range of languages in which DBpedia/WordNet/PropBank are available (for an illustration, DBpedia is currently available in 125 languages). Furthermore,
all other metrics rely solely on the annotated textual content within a corpus, which makes them
applicable for any language.
26 https://en.wikipedia.org/wiki/Quiz_bowl
27 We were unable to obtain the test data for the TAC KBP ’15 dataset, hence our analysis is performed
on the training data.
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wsd The following datasets were taken into consideration: Senseval–2 (SE2
AW): All-Words task (Palmer et al., 2001) ; Senseval-3 (SE3 task 1): Task 1:
The English all-words task (Snyder and Palmer, 2004) ; SemEval-2007 (SE7
task 17): Task-17: English Lexical Sample, SRL and All Words (Pradhan
et al., 2007) ; SemEval–2010 (SE10 task 17): Task 17: All-Words Word Sense
Disambiguation on a Specific Domain (Agirre et al., 2010); SemEval–2013
(SE13 task 12): Task 12: Multilingual Word Sense Disambiguation (Navigli
et al., 2013). The number of test items per competition ranges from roughly
500 to 2,500 instances.
srl For Semantic Role Labeling, we selected the CoNLL-2004 Shared Task: Semantic Role Labeling (CoNLL04) (Carreras and Màrquez, 2004). In total,
9,598 arguments were annotated for 855 different verbs.
3.7

analysis

In this Section, we measure to what extent datasets cover the complexity of the
task they evaluate.28
According to Table 11, high complexity in both directions, i.e. high ambiguity
and variance, is rare, though the extent of this complexity varies per task. The
datasets evaluating WSD, SRL, and EL almost have a 1-to-1 mapping between
lexical expressions and meanings, while coreference datasets have higher ambiguity and variance. This can be due to the following reasons: 1. Some of the
coreference datasets deliberately focus on increasing ambiguity. 2. An inherent
property of coreference seems to be high variance. Similarly, our dominance metrics (MODA/MODV and EMNLE/ELENM) demonstrate a strong bias in our
datasets: typically, for any of the datasets, approximately 90% of the occurrences
belong to the dominant class on average.
Concerning the concept-oriented tasks, Table 13 shows a notable difference in
the complexity of the interaction between the proxies of datasets and resources.29
Between 74 and 80% of the resource ambiguity per expression is not represented
in the datasets, whereas this is the case for 60-64% of the resource variance per
concept. This is an indication of strong semantic overfitting of the data to a
small selection that is not representative for the full potential of expressions
and meanings. Furthermore, we observe that this representativeness is relatively
constant across concept datasets, which in part can be explained by the fact that
the WSD and SRL datasets mainly stem from the same time period (Figure 17),
and even from the same corpus (Hovy and Søgaard, 2015). One could argue
that the data is correctly representing the natural complexity of a specific time
period and genre but it does not challenge systems to be able to shift from one
situation to another. We also note a temporal discrepancy between the conceptand instance-based datasets, with the instance-based systems being evaluated on
more recent data.
28 The metrics and the analyses of the datasets can be found at https://github.com/cltl/
SemanticOverfitting.
29 While computing RORA and RORV, we ignore cases with resource ambiguity and variance of 1.
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SRL

WSD

EvC

EnC

EL

Task

1.00

1.06

1.06

1.04

1.05

1.06

1.22

3.40

3.87

1.80

4.63

1.33

1.35

MOV

0.96

0.97

0.93

0.95

0.94

0.94

0.69

0.85

0.89

0.92

0.98

0.97

0.98

MODA

1.00

0.98

0.98

0.98

0.98

0.98

0.94

0.66

0.61

0.74

0.64

0.88

0.91

MODV

0.09

0.14

0.13

0.10

0.13

0.13

0.47

0.27

0.19

0.13

0.04

0.05

0.05

EMNLE

Table 11: Observed ambiguity, variance and dominance.

1.20

1.10

CoNLL04

1.25

SE13 task 12

1.21

SE3 task 1
SE10 task 17

1.20

SE2 AW
1.14

4.97

TAC KBP ’15

SE7 task 17

2.09

1.61

ECB
ECB+

1.59

1.19

MEANTIME
QuizBowl

1.06

1.09

AIDA test B
WES2015

MOA

Dataset

0.00

0.05

0.05

0.03

0.04

0.05

0.12

0.57

0.65

0.46

0.55

0.21

0.22

ELENM
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Task

Dataset

ATR

ATRFU

EL

WES2015

1.92

0.53

EL

MEANTIME

1.51

0.51

Table 12: ATR and ATRFU values of the datasets.
Task

WSD

SRL

Dataset

RORA

RORV

SE2 AW

0.26

0.38

SE3 task 1

0.23

0.37

SE7 task 17

0.20

0.36

SE10 task 17

0.25

0.40

SE13 task 12

0.26

0.40

CoNLL04

0.63

1.00

Table 13: RORA and RORV values of the datasets.

Figure 17: DTR values of the datasets

To understand further the time-bound interaction in our datasets, we study
them together with time-bound resources. While our lexical resources and instance knowledge sources contain very little temporal information, we rely on
query monitoring websites (Wikiviews and GoogleTrends) to get an indication of
the usage of a meaning over time. In Table 12, we show the temporal popularity
of entities among their candidates in our datasets according to our web sources.30
We note a correspondence between the dominance of entities in datasets and

30 Due to the non-availability of information for the other tasks, we only analyze the temporal dominance for the EL task, even though the set of represented entities in DBpedia is not complete (as
discussed in Section 3.6.3). In our analysis, we only consider ambiguous expressions that can denote
more than one entity candidate. The candidates were obtained from the Wikipedia disambiguation
pages. From Wikiviews, the month of the document creation time was used for the dominance information.
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their frequency of usage at that time, which exposes a bias of existing datasets
towards the most popular entities at the time of their creation.
Our analysis reveals that the existing disambiguation and reference datasets
show a notable bias with respect to the aspects of ambiguity, variance, dominance, and time, thus exposing a strong semantic overfitting to a specific part of
the world, while largely ignoring long-tail phenomena. Typically this is the part
of the world that is best known within the context of a generation at a moment
of time. This implies that our datasets have a strong bias towards meanings that
are popular at that particular moment in time and do not represent the temporal
relativity of this bias. Although our metrics provide us with a valuable set of
insights into the evaluation datasets, complementary statistical measures should
be introduced in the future to capture individual distinctions blurred by averaging over a dataset. These could measure the distribution of ambiguity and
variance, their relation to dataset size, and outliers.
3.8

proposal for improving evaluation

The direct contribution of our work lies in metric-based evaluation of datasets
and resources for systems, which helps interpreting their ability to cope with
alterations of ambiguity, variance, dominance, and time.
Provided that a collection of multi-task annotated data is available at a central
place, our metrics could be applied to output a dataset following certain criteria,
e.g., a test set annotated with WSD and EL, whose ambiguity and variance are
both between 1.2 and 1.4, and whose documents have been created in the 90s.
The practical obstacle is the availability of input data, which can be addressed
by the following (semi)automatic expansion method: 1. Collect annotated data
and split the data according to time periods. 2. Collect annotated expressions
from the data with their dominant meanings. 3. Retrieve new documents using
unsupervised techniques in which these expressions occur with evidence for usage in other meanings than the dominant one in the existing datasets. Evidence
can come from meta data, unsupervised clustering, and temporal and topical
distance from annotated data. 4. Fix alternative meanings for all tokens in the
new texts (one meaning-per-document), if necessary applying additional disambiguation tools. Add this data as silver data to the collection. 5. If necessary,
re-annotate silver data manually or add annotations for other tasks.31 6. Spread
documents over different time periods for both annotated gold data and silver
data to obtain sufficient variation in time-bound contexts. Provided that this acquisition procedure is successful, selecting a dataset would require almost no
effort, which enables creation of many, well-motivated datasets. Consequently,
the dynamic nature of this process would challenge semantic overfitting.
In this thesis, we have not tested the method proposed here, since it turned
out to be too hard/laborious to realize. Instead, we developed a more efficient,
event-based Question Answering (QA) task, extensively elaborated on in Chapter 4. The metrics presented here are used to ensure that the task questions
31 Excessive labor could be avoided by prioritizing relevant expressions, e.g., according to the metrics.
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exhibit maximum confusability in terms of ambiguity of words, surface forms,
and events, as well as spatio-temporal ambiguity. In order to perform on this
task with a good accuracy, the systems will be required to exhibit a deeper semantic understanding of the linguistic tail of the reference and disambiguation
tasks we analyze in this chapter.
Time-aware evaluation datasets, originating from controlled methodologies as
the ones described here, would allow the community to test understanding of
language originating from different generations and communities, and a community’s language usage in relation to different world contexts. It would also assess
to what extent a semantic NLP system can adapt to language use from another
time slice than the one trained on, with potentially new meanings and expressions, and certainly a different distribution of the expression-meaning relation.
We believe this challenges semantic overfitting to one single part and time of the
world, and will inspire systems to be more robust towards aspects of ambiguity,
variance, and dominance, as well as their temporal dependency.
3.9

conclusions

Disambiguation and reference systems tend to treat evaluation datasets as given,
without questioning their representativeness, which makes it difficult to interpret efficacy improvements in terms of the individual contributions of algorithms
and data. For system evaluations to provide generalizable insights, we must understand better the details of the disambiguation/reference task that a given
dataset sets forth.
In this chapter we first described our preliminary analysis of a number of entity linking benchmark datasets with respect to an array of characteristics that
can help us interpret the results of proposed entity linking systems. We measured that current evaluation datasets in the task of EL focus on head entities
and expose very little ambiguity. Notably, the overlap of the concrete entities is
fairly large between most datasets.
We then expanded this analysis to a general framework of metrics applicable to five disambiguation and reference tasks, including EL. For this purpose,
we qualified and quantified the relation between expressions and meanings in
the world for a generation sharing a language system, as well as the fluctuation in usage of expressions and meanings over time. We proposed the Semiotic
Generation and Context Model, which captures the distribution changes in the
semiotic relation given the context of the changing world. We applied it to address three key problems concerning semantic overfitting of datasets. We conceptualized and formalized generic metrics which evaluate aspects of datasets
and provided evidence for their applicability on popular datasets with running
text from five semantic tasks. We observed that existing disambiguation and
reference datasets show a notable bias with respect to aspects of ambiguity, variance, dominance, and time, thus exposing a strong semantic overfitting to a
very limited, and within that, popular part of the world. Finally, we proposed a
time-based, metric-aware approach to create datasets in a systematic and semi-
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automated way as well as an event-based QA task. Both approaches will result
in datasets that would challenge semantic overfitting of disambiguation systems.
The design and implementation of the latter proposal is discussed in detail in
the upcoming chapter.
Answer to RQ2 This chapter investigated the second question of this thesis:
Are the current evaluation datasets and metrics representative for the long-tail cases?
Our model-based metrics revealed a representativeness bias for the task of EL, as
well as four other disambiguation and reference tasks. Notably, existing datasets
for any of the tasks in question exposed strong dominance, minimal ambiguity
and variation, as well as strong temporal bias to specific periods in the past 50
years. Given that the underrepresented cases are often those of the tail, and that
in chapter 2 we observed that the tail is far more challenging for systems, there
is urgency for this representativeness bias to be addressed.
To do so, we start with the metric-driven task proposal for creation of eventbased QA datasets detailed in section 3.8 of this chapter, and we develop it
further, resulting in the first semantic NLP task that deliberately addresses the
long-tail cases. The process of creation and the outcomes of this task provide
evidence for the third research question of this thesis, RQ3: How can we improve
the evaluation on the long-tail cases? This is covered in the next chapter.
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4

I M P R O V I N G T H E E VA L U AT I O N B I A S O N T H E L O N G

TA I L O F D I S A M B I G U AT I O N & R E F E R E N C E

Although a name such as Ronaldo can have an infinite amount of references and
in any world (real or imaginary) each Ronaldo is equally present, the previous
chapter evidenced that our datasets usually make reference to only one Ronaldo.
This lack of representativeness in our NLP tasks has big consequences for language models: they tend to capture the head phenomena in text without considering the context constraints and thus fail when dealing with less dominant
world phenomena. As a result, there is little awareness of the full complexity
of the task in relation to the contextual realities, given language as a system
of expressions and the possible interpretations within context of time, location,
community, and topic. Chapter 2 witnessed that this lack of awareness actually
leads to low system performance on the tail. People, however, have no problem
to handle local real-world situations that a text makes reference to.
We believe it is time to create a task that encourages systems to model the full
complexity of disambiguation and reference by enriched context awareness.1 For
this purpose, we put forward a referential challenge for semantic NLP that reflects a higher degree of ambiguity and variation and captures a large range
of small real-world phenomena. We held this referential quantification task at
SemEval-2018 (Postma et al., 2018). With it, we address the third research question of this thesis (RQ3): How can we improve the evaluation on the long-tail cases?
The content of this chapter is based on the research published in the following
four publications:
1. Marten Postma, Filip Ilievski, Piek Vossen, and Marieke van Erp (2016b).
“Moving away from semantic overfitting in disambiguation datasets.” In:
Proceedings of the Workshop on Uphill Battles in Language Processing: Scaling
Early Achievements to Robust Methods. Austin, TX: Association for Computational Linguistics, pp. 17–21. url: http://aclweb.org/anthology/W166004 Marten Postma and I have collaboratively created the majority of this
paper. We worked together on all phases of the paper: motivation, literature review, methodology, proposal, and discussion, and only divided tasks
within a phase.
2. Marten Postma, Filip Ilievski, and Piek Vossen (2018). “SemEval-2018 Task
5: Counting Events and Participants in the Long Tail.” In: Proceedings of the
1 Please be aware that in this chapter the word “task” will be ambiguously used to refer to two different
senses. As in the remainder of the thesis, “task” will refer to a generic NLP challenge (such as Entity
Linking), whereas here it will often be used to denote a specific evaluation task instance, to which we
will also simply refer as a “task”.
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12th International Workshop on Semantic Evaluation (SemEval-2018). New Orleans, LA, USA: Association for Computational Linguistics Marten Postma
and I have collaboratively created the majority of this paper. The creation
of the SemEval-2018 task 5 required the following steps: writing a task
proposal, development of the data-to-text method, data collection, task design, task organization, paper writing, and presentation at the SemEval2018 workshop. We worked together on all phases of this competition, and
only divided tasks within a phase.
3. Piek Vossen, Filip Ilievski, Marten Postma, and Roxane Segers (2018a).
“Don’t Annotate, but Validate: a Data-to-Text Method for Capturing Event
Data.” In: Proceedings of the Eleventh International Conference on Language Resources and Evaluation (LREC 2018) In this paper, I have contributed with
the preparation of the underlying task data, creating an annotation environment, surveying existing structured datasets, and writing.
4. Piek Vossen, Marten Postma, and Filip Ilievski (2018b). “ReferenceNet: a
semantic-pragmatic network for capturing reference relations.” In: Global
Wordnet Conference 2018, Singapore I have contributed to the writing and
editing of various sections of this paper. Most of the paper was created by
prof. Piek Vossen.
4.1

introduction

The topic of this chapter is a “referential quantification” task that requires systems to establish the meaning, reference, and identity of events2 and participants
in news articles. By “referential quantification”, we mean questions concerning
the number of incidents of an event type (e.g., How many killing incidents happened in 2016 in Columbus, MS?) or participants in roles (e.g., How many people
were killed in 2016 in Columbus, MS?), as opposed to factoid questions for specific
properties of individual events and entities (e.g., When was 2pac murdered?). The
questions are given with certain constraints on the location, time, participants,
and event types, which requires understanding of the meaning of words mentioning these properties (e.g., Word Sense Disambiguation), but also adequately
establishing the identity (e.g., reference and coreference) across mentions. The
task thus represents both an intrinsic and application-based extrinsic evaluation,
as systems are forced to resolve ambiguity of meaning and reference, as well as
variation in reference in order to answer the questions.
Figure 18 shows an overview of our quantification task. We provide the participants with a set of questions and their corresponding news documents.3 Systems
are asked to distill event- and participant-based knowledge from the documents
to answer the question. Systems submit both a numeric answer (3 events in Figure 18), and the corresponding events with their mentions found in the provided
2 By event, we denote a specific instance of an event, e.g., a killing incident happening at a specific
location, time, and involving certain participants.
3 Question parsing is unnecessary, as questions are provided in a structured format.
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Question: How many killing incidents happened in 2016 in Columbus, Mississippi?
Mississippi
boy killed
in gun
accident

Shooting suspect
charged with
domestic
aggravated assault

NEWLYWED
ACCUSED OF
SHOOTING NEW
BRIDE

Columbus Police
investigating early
morning shooting

High Winds Play
Role in 2-Alarm
District Heights
Apartment Fire

6 killed in
Columbus
night
shooting

Suspect
arrested in
fatal
shooting

input
documents

candidate
incidents

(1 killed,
Columbus MS, 2016)

(1 killed,
Columbus MS, 2017)

(1 injured,
Columbus GA, 2016)

Answer

Confusion

Confusion

(6 killed,
(0 killed,
(3 killed,
Columbus MS, 2016) Columbus MS, 2016) Columbus MS, 2016)
Answer

Confusion

Answer

Answer: 3

Figure 18: Task overview. Systems are provided with a question and a set of input documents. Their goal is then to find the documents that fit the question constraints
and reason over them to provide an answer.

texts (e.g., the leftmost incident in Figure 18 is referred to by the coreferring mentions “killed” and “assault” found in two separate documents). Systems are evaluated on both the numeric answers as well as on the sets of coreferring mentions.
Mentions are represented by tokens and offsets provided by the organizers.
The incidents and their corresponding news articles are obtained from structured databases, which greatly reduces the need for annotation and mainly requires validation instead. Given this data and using a metric-driven strategy, we
created a task that further maximizes ambiguity and variation of the data in
relation to the questions. This ambiguity and variation includes a substantial
amount of low-frequent, local events and entities, reflecting a large variety of
long-tail phenomena. As such, the task is not only highly ambiguous but can
also not be tackled by relying on the most frequent and popular (head) interpretations.
We see the following contributions of our task:
1. To the best of our knowledge, we propose the first task that is deliberately
designed to address large ambiguity of meaning and reference over a high
number of infrequent, long-tail instances.
2. We introduce a methodology, called data-to-text, for creating large eventbased tasks while avoiding a lot of annotation, since we base the task
on structured data. The remaining annotation concerns targeted mentions
given the structured data rather than full documents with open-ended interpretations.
3. We made all of our code to create the task available,4 which may stimulate
others to create more tasks and datasets that tackle long-tail phenomena
4 https://github.com/cltl/LongTailQATask

73

improving the evaluation bias on the long tail

for other aspects of language processing, either within or outside of the
SemEval competition.
4. This task provides insights into the strengths and weaknesses of semantic
processing systems with respect to various long-tail phenomena. We expect that systems need to innovate by adjusting (deep) learning techniques
to capture the referential complexity and knowledge sparseness, or by explicitly modeling aspects of events and entities to establish identity and
reference.
4.2

motivation & target communities

Expressions can have many different meanings and possibly an infinite number
of references (consider, for instance, the word “number”). At the same time, variation in language is also large, as we can make reference to the same things in
many ways. This makes the tasks of Word Sense Disambiguation, Entity Linking,
and Event and Nominal Coreference extremely hard. It also makes it very difficult to create a task that represents the problem at its full scale. Any sample of
text will reduce the problem to a small set of meanings and references, but also
to meanings that are popular at that time excluding many unpopular ones from
the distributional long tail. Given this Zipfian distribution, a task that is challenging with respect to ambiguity, reference, and variation, and that is representative
for the long tail as well, needs to fit certain constraints.
Our task directly relates to the following communities in semantic processing:
1. disambiguation and reference;
2. reading comprehension and question answering.
4.2.1

Disambiguation & reference

Semantic NLP tasks are often limited in terms of the range of concepts and meanings that are covered. This is a necessary consequence of the annotation effort
that is needed to create such tasks. Likewise, in Chapter 3, we observed that
most well-known datasets for semantic tasks have an extremely low ambiguity
and variation. Even in datasets that tried to increase the ambiguity and temporal
diversity for the disambiguation and reference tasks, we still measured a notable
bias with respect to ambiguity, variance, dominance, and time. Overall, tasks and
their datasets show a strong semantic overfitting to the head of the distribution
(the most popular part of the world) and are not representative for the diversity
of the long tail.
Our task differs from existing ones in that: 1. we deliberately created a task
with a high number of event instances per event type, many of which with similar properties, leading to high confusability; 2. we present an application-based
task which requires to perform on a combination of intrinsic tasks such as ref-
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erence, disambiguation, and spatial-temporal reasoning, that are usually tested
separately in existing tasks.
4.2.2

Reading Comprehension & Question Answering

In several recent tasks, systems are asked to answer entity-based questions, typically by pointing to the correct segment or coreference chain in text, or by composing an answer by abstracting over multiple paragraphs/text pieces. These
tasks are based on Wikipedia (SQuAD (Rajpurkar et al., 2016), WikiQA (Yang et
al., 2015), QASent (Wang et al., 2007), WIKIREADING (Hewlett et al., 2016)) or
on annotated individual documents (MS MARCO (Nguyen et al., 2016b), CNN,
and DailyMail datasets (Hermann et al., 2015)). The questions in WikiQA (Yang
et al., 2015) and QASent (Wang et al., 2007) are comprised of samples from validated user query logs, while the answers are annotated manually from automatically selected Wikipedia pages. WIKIREADING (Hewlett et al., 2016) is a recent
large-scale dataset that is built based on the structured information from Wikidata (Vrandečić and Krötzsch, 2014) together with the unstructured information
available in Wikipedia. Following a smart fully-automated data acquisition strategy, this dataset contains questions about 884 properties of 4.7 million instances.
While these datasets require semantic text processing of the questions and the
candidate answers, there is a finite set of answers, many of which represent popular interpretations from the world, as a direct consequence of using Wikipedia
as an information source.
Weston et al. (2015) outlined 20 skill sets, such as causality, resolving time
and location, and reasoning over world knowledge, that are needed to build an
intelligent QA system that can deal with the linguistic phenomena of the long
tail. These have been partially captured by the datasets MCTest (Richardson et al.,
2013) and QuizBowl (Iyyer et al., 2014)), as well as the SemEval task on Answer
Selection in Community Question Answering (Nakov et al., 2015, 2016).5
However, all these datasets avoid representing real-world referential ambiguity to its full extent by mainly asking questions that require knowledge about
popular Wikipedia entities and/or text understanding of a single document.6 As
Wikipedia and Wikidata represent only a tiny and popular subset of all world
events, the Wikipedia-based approaches could not be applied at all to create
such task, thus signaling the need for a novel data acquisition approach to create
an event-driven QA task for the long tail. Unlike existing work, our task deliberately addresses the referential ambiguity of the world beyond Wikipedia, by
asking questions about long-tail events described in multiple documents. By doing so, we require deep processing of text and establishing identity and reference
across documents.

5 The 2017 run can be found at http://alt.qcri.org/semeval2017/task3/.
6 e.g., the Quiz Bowl dataset deliberately focuses on domains with much training data and frequent
answers, thus avoiding the long tail problem in reference.
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4.2.3

Moving away from semantic overfitting

While the long tail has been partially captured in past tasks, none of these approaches has yet created a task that addresses the long tail explicitly and recognizes the full referential complexity of disambiguation. Since the field is highly
competitive, a task for which it is necessary to perform well on the long tail
phenomena would motivate systems that can deal with the long tail and towards systems that address the full complexity of the disambiguation task. To
our knowledge, we propose the first QA task that deliberately addresses the
problem of (co)reference to long tail instances, where the list of potential interpretations is enormous, largely ambiguous, and only relevant within a specific
contextual setting.
4.3

task requirements

Our quantification task consists of questions like How many killing incidents happened in 2016 in Columbus, MS? on a dataset that maximizes confusability of
meaning, reference, and identity. To guide the creation of such task, we defined
five requirements that apply to the data for a single event type, e.g., killing.
Each event type should contain:
R1 Multiple event instances per event type, e.g., the killing of Joe Doe and the
killing of Joe Roe.
R2 Multiple event mentions per event instance within the same document.
R3 Multiple documents with varying creation times that describe the same
event. This requirement prevents strategies that rely only on the document
creation times to achieve high performance on the task. In addition, documents that report on the same incident at very different time points tend
to provide different, and sometimes even contradicting information, which
challenges systems to reason over incomplete and sometimes wrong/outdated information. An example for such a case is a document that reports
an updated (higher) number of casualties than the one reported earlier in
another document.
R4 Event confusability by combining one or multiple confusion factors:
a) ambiguity of mentions across event types, e.g., John Doe fires a gun,
and John Doe fires a worker.
b) variance of the mentions of an event instance, e.g., John Doe kills Joe
Roe, and John Doe murders Joe Roe.
c) time, e.g., killing A that happened in January 2013, and killing B in October
2016.
d) participants, e.g., killing A committed by John Doe, and killing B committed by Joe Roe.
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e) location, e.g., killing A that happened in Columbus, MS, and killing B in
Houston, TX.
R5 Representation of non-dominant events and entities, i.e., instances that receive little media coverage. Hence, the entities would not be restricted to
celebrities and the events are not widely discussed such as general elections, preventing them to be guessed from popularity/frequency priors.
4.4

methods for creating an event-based task

How can we create an event-based QA task that satisfies these requirements in an
efficient manner? Event data so far is created with the text-to-data approach. We
next discuss the limitations of this method and propose an alternative method
for easier creation of large event datasets, which we call data-to-text.
4.4.1

State of text-to-data datasets

Event coreference annotations so far have been created using what we call a
text-to-data (T2D) approach. In the T2D approach, annotators start from the text
and first decide what phrases are labeled as event mentions after which different
event mentions are related to each other through an event coreference relation.
The coreference relations establish event identity across event mentions a posteriori by chaining event mentions that share coreference relations. Figure 19 gives a
schematic overview for the T2D approach that indirectly constructs a referential
representation from annotated mentions of events and participants.
We next discuss four main drawbacks of the T2D method: D1. size; D2. ambiguity and variation; D3. efficiency and scalability; D4. definition.
d1: size Due to the complexity and labor-intensity of this T2D approach, only
a limited amount of referential event data has been created so far (see Table 14). This table shows the number of documents in each dataset, the
number of mentions of events, and the number of so-called coreference
clusters (groups of mentions that refer to the same event). The final column indicates if the coreference clusters span across documents (crossdocument coreference) or only within a single document (within-document
coreference). We observe that the number of documents and mentions is
small for both within- and cross-document relations: less than four thousand documents and less than forty thousand mentions in total (10 mentions per document on average). The ratios between mentions and clusters
vary considerably, which is due to the different ways in which the datasets
have been compiled: either a specific selection of the sentences (e.g., 1.8
sentences per article on average in ECB+) and/or event types (e.g., only
violence or finance) were annotated, or all mentions in a full article.
d2: ambiguity & variation In chapter 3 we analyzed the referential annotations in a number of these datasets, revealing that they, despite efforts such
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Figure 19: Overview of the T2D method: deriving a referential graph from mentions
across different news text.

as the creation of ECB+, hardly reflect referential ambiguity and show very
little variation. For example, ECB with 482 documents contains 8 news
articles on one specific murder, but since there are no other murders in
the dataset, searching for the word “murder” results in almost all mentions of that specific incident with high accuracy: one-form-one-referent
and one-referent-one-form. Cybulska and Vossen (2014) demonstrated that
the so-called lemma baseline to establish coreference relations7 scores already very high in this dataset and is difficult to beat by state-of-the-art
systems. From the perspective of a real-world situation and the many different ways in which events can be described and framed in language, these
datasets are far too sparse and do not reflect true ambiguity and variation.
Partly due to this lack of data and variation, automatic event coreference
detection has made little progress over the years, especially across documents (Bejan and Harabagiu, 2010; Chen and Ji, 2009; Lee et al., 2012; Liu
et al., 2014; Lu and Ng, 2016; Peng et al., 2016; Vossen and Cybulska, 2016).
d3: efficiency and scalability All data listed in Table 14 are created according to the T2D approach: a selection of text is made and interpreted by
annotators who add an annotation layer. Creating data following a T2D approach is expensive and labor-intense, as all mentions of events need to be
cross-checked against all other mentions across documents for coreference
relations. With the size of the data, the effort increases exponentially.

7 all occurrences of the same word, e.g., “murder”, mention a single unique event and hence are
coreferential.
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Table 14: Event coreference corpora for English created by following the text-to-data method. For comparison, the last row presents statistics on
The Gun Violence Corpus (GVC), whose development following our data-to-text method we detail later in this chapter.
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d4: definition Guidelines and annotations tend to differ in criteria for deciding whether a mention represents an event and on the text span to be
annotated as a mention. Regardless of the types of events annotated, these
criteria are set a priori and they tend to vary depending on the specific task
for which the data were annotated, e.g., semantic role detection (Kingsbury
and Palmer, 2002), detecting temporal and causal event relations (Bethard
et al., 2015; Boguraev et al., 2007; Caselli and Morante, 2016; Pustejovsky
and Verhagen, 2009), or event coreference relations (Hovy et al., 2013). Such
difficulties in defining events, event relations, and event coreference have
led to the creation of the KBP2015 dataset (Mitamura et al., 2015a) in which
a weaker definition of an event has been applied, so-called Event Nuggets,
to ease the annotation and the task for establishing coreference relations.
In the KBP2015 dataset, “attack”, “shooting”, and “murder” do not represent separate event instances, but are considered as mentions of the same
underspecified event represented at a more coarse-grained level of granularity, so-called event-hoppers.
Overall, these drawbacks prohibit the controlled creation of a referential quantification task with a high volume and confusability. To create an event-based QA
task following the requirements set in section 4.3, we would need to manually
select a large quantity of relevant documents that correspond on the same and
similar incidents, share temporal context, and contain resembling surface forms;
and then extensively annotate coreference between the surface form mentions of
events by a pairwise comparison between any two documents.
We attempted to automate this process in a similar way as the proposal in
section 3.8, by: 1. indexing a million news articles from the SignalMedia corpus
(Corney et al., 2016) in ElasticSearch; 2. querying for topical keywords to compile
a set of documents about a topic8 ; 3. processing the data with the NewsReader
pipeline (Vossen et al., 2016) to generate semantic representation in the form of
a queryable knowledge graph; 4. query this graph in a smart way to generate
questions with high confusability. Unfortunately, this automatic method yielded
low-quality results, whereas the manual method proposed above is far too laborious to apply it to realistically generate a task with high volume and ambiguity.
For these reasons, in the next section we propose a new method that starts
from registered events that are given a priori when annotating event references
in texts so that we only need to compare mentions across relevant documents,
knowing in advance what events are being covered in these documents.
4.4.2

From data to text

The research on event coreference faces a data bottleneck because it is both too
difficult and too costly to gather sufficient data following the traditional T2D
method. We therefore propose a novel structured-data-to-text (D2T) methodology,
8 Example query to retrieve flood disasters: http://news.fii800.lod.labs.vu.nl/news?q=flood%
20disaster&match=conjunct&to=2015-09-30T00:00:00Z&in=content&media=News&size=50&from=
2015-09-01T00:00:00Z.
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based on the notions microworlds and reference texts. Microworlds are structured representations of referents related to specific world events (e.g., human
calamities or economic events). Reference texts are documents reporting on this
data, e.g., news articles, blogs, and Wikipedia pages. In the D2T method, we
start from some event registry that has been created by people a priori by hand
and is publicly available as structured data. From these registries, we derive
microworld representations of the unique event instances, their participants, location, and date as a referential graph, as shown in Figure 20. Assuming that
reference texts mainly refer to the corresponding microworld and not to other
events and participants, we can establish the referential relation relatively easily
and partially automatically.

Figure 20: Overview of the D2T method: representing structured event data first as microworlds and secondly pairing it with reference texts.

Now we explain how the D2T method overcomes the main drawbacks of T2D
as captured in the points D1-D4 above. By combining microworlds for similar
but different events with their paired reference texts, we increase the referential
ambiguity for systems that need to reconstruct the microworld from the texts,
hence approximating the complexity of reference relations in reality across large
volumes of text. In this manner, D2T notably improves on the drawbacks D1:
size and D2: ambiguity. Later in this chapter we also provide empirical evidence
for this improvement. The volumes of event data that can be extracted with D2T
(Table 15) are orders of magnitude higher than those of existing corpora created
with T2D (Table 14): 836,000 against less than 4,000 documents. Similarly, the
confusability in our task exceeds that of T2D.9 By collecting news from different
sources on the same or similar events, we better approximate the true variation in
9 For each gold event instance there are close to a hundred that share some, but not all, event properties
with it.
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making reference from different perspectives (D2: variance). We provide evidence
for the variance captured in our task in section 4.7. Furthermore, the fact that the
data on events from which we start has been created from the perspective of
general human interest (e.g., gun violence incident reports) avoids the neverending discussion on what establishes an event in text (D4: definition). More
practically, the D2T method is much less labor-intensive than T2D (D3, efficiency),
because a rich and consistent set of event properties and links to its supporting
documents are provided within a microworld by the original data - we discuss
this in section 4.7. Finally, since the underlying data is often created manually,
its quality is very high.
The D2T method can thus create a lot of ambiguous data in an automatic way,
while still retaining high quality. Next, we discuss the data properties that are
desired by this method, and several resources that fit most of these desiderata.
Desiderata The promise of the D2T approach comes at the price of more strict
requirements about the underlying data. While the T2D method only expects a
set of text documents, the expectations of D2T are far more challenging. Namely,
our method operates best on resources with:
1. links between structured data and reporting texts
2. disambiguated/unique and consistently defined events and event properties following Linked Data principles
3. open, available data
4. high volume, since more data typically exhibits higher referential ambiguity
and variation.
If all four desiderata are fulfilled, the conversion of the data to microworlds
and reference texts is a matter of writing data manipulation scripts. In practice,
resource properties are often not ideal, thus requiring some additional work however, the amount of annotation or retrieval needed is far lower/incomparable
to the exhaustive annotation processes in T2D.
Resource availability Table 15 provides description of several public resources
that satisfy most of the desiderata. The resources register event incidents with
rich properties such as participants, location, and incident time, and they provide
pointers to one or more reference texts. The number of events and documents is
usually high, for instance there are ∼9K incidents in the Railways Archive (RA),
and ∼231K incidents in the Gun Violence Archive (GVA).10
10 In addition, data with similar properties can be obtained from Wikipedia and structured databases
such as Wikidata, YAGO2, and DBpedia with little effort. This can either be done through direct
extraction, or through smart querying of the data (Elbassuoni et al., 2010; Hewlett et al., 2016; Knuth
et al., 2015). For example, a simple query on Wikidata for event instances belonging to certain
event classes (i.e. explosion, crime, natural disaster, accident, sport, election), already yields over
70k events with structured data (type of event, location and time) that can form the basis for creating microworlds. Many of these events can be traced back to Wikipedia pages, that describe these
events in textual form. Such Wikipedia pages often include further links to news articles as references to substantiate the information given. By using Wikipedia as the glue between the structured
microworld data and the reference texts, one can obtain a reliable mapping of texts with framings
and representations of the referential events.
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Table 15: Potential event data for extracting microworlds and reference texts. Numbers marked with ‘*’ are estimates.
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Following the D2T method, we successfully obtained data from these resources with extreme ambiguity and variation, while maintaining the identity
and reference relations and without having to annotate large quantities of texts
word-by-word. Concretely, we gathered over ten thousand news articles and over
five thousand incidents from GVA and FR (Fire Incident Reports), which were
used as a basis for the referential quantification task described in this chapter.
4.5

data & resources

In this Section, we present our data sources, obtained with the D2T method, as
well as an example document. We also discuss considerations of licensing and
availability.
4.5.1

Structured data

The majority of the source texts in our referential quantification task are sampled from structured databases that contain supportive news sources about gun
violence incidents. While these texts already contain enough confusability with
respect to the aspects defined in Section 4.3, we add confusion through leveraging structured data from two other domains: fire incidents and business.
As a direct consequence of using these databases and our exploitation strategy, we are able to satisfy all requirements we set in Section 4.3. These databases
contain many event instances per event type (R1), multiple event mentions in
the same document per event instance (R2), mentions of an event instance across
multiple documents with a wide spread of publishing times (R3), represent nondominant events and entities (R5), and contain rich annotation of event properties that allows us to create high confusability (R4, see Section 4.6.3 for our
methodology).
For a large portion of the information in the structured databases, we manually
validated that this information could be found in the supportive news sources,
and excluded the documents for which this was not the case. For the remaining
documents, we performed automatic tests to filter out low-quality entries.
gun violence The gun violence data is collected from the standard reports
provided by the Gun Violence Archive (GVA) website.11 Each incident contains information about: 1. its location 2. its time 3. how many people were
killed 4. how many people were injured 5. its participants. Participant information includes: a) the role, i.e., victim or suspect b) the name c) the
age 6. the news articles describing this incident. Table 16 provides a more
detailed overview of the information available in the GVA.
To prevent systems from cheating (by using the structured data directly),
the set of incidents and news articles is extended with news articles from
the Signal-1M Dataset (Corney et al., 2016) and from the Web, that also
stem from the gun violence domain, but are not found in the GVA.
11 http://gunviolencearchive.org/reports/
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Event Property

Location

Incident time

Participant

Granularity

Example value

Address

Central Avenue

City

Waynesboro

State

Mississippi

Day

14-3-2017

Month

3-2017

Year

2017

First name

John

Last name

Smith

Full name

John Smith

Table 16: Overview of the GVA incident properties of location, time, and participant.

other domains For the fire incidents domain, we make use of the FireRescue1
reports,12 which describe the following information about 417 incidents:
1. their location as a surface form 2. their reporting time 3. one free text
summary describing the incidents 4. no information about participants.
Based on this information, we manually annotated the incident time and
mapped the location to its representation in Wikipedia.
We further carefully selected a small number of news articles from the business domain from The Signal-1M Dataset, by querying for “people fired”.
Since these documents were not semantically annotated with respect to
event information, we manually annotated this data with the same kind of
information as the other databases: incident location, time, and information
on the affected participants.
4.5.2

Example document

For each document, we provide its title, content (tokenized), and creation time,
for example:
Title: $70K reward in deadly shooting near N. Philadelphia school
Content: A $70,000 reward is being offered for information in a quadruple shooting
near a Roman Catholic school ...
DCT: 2017-4-5
4.5.3

Licensing & availability

The news documents in our task are published on a very diverse set of (commercial) websites. Due to this diversity, there is no easy mechanism to check

12 https://www.firerescue1.com/incident-reports/
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their licenses individually. Instead, we overcome potential licensing issues by
distributing the data under the Fair Use policy.13 14
During the SemEval-2018 period, but also afterwards, systems can easily test
their submissions via our competition on CodaLab.15
4.6

task design

For every incident in the task, we have fine-grained structured data with respect
to its event type, location, time, and participants, and unstructured data in the
form of the news sources that report on it. In this Section, we explain how we
exploited this data in order to create the task. We present our three subtasks
and the question template after which we outline the question creation. Finally,
we explain how we divided the data into trial and test sets and provide some
statistics about the data. For detailed information about the task, e.g., about the
question and answer representation, we refer to the CodaLab website of the task.
4.6.1

Subtasks

The task contains two event-based subtasks and one entity-based subtask.
Subtask 1 (S1): Find the single event that answers the question e.g., Which
killing incident happened in Wilmington, CA in June 2014? The main challenge is
not to determine how many incidents satisfy the question, but to identify the
documents that describe the single answer incident.
Subtask 2 (S2): Find all events (if any) that answer the question, e.g., How
many killing incidents happened in Wilmington, CA in June 2014? This subtask differs from S1 in that the system now also has to determine the number of answer
incidents, which makes this subtask harder. To make it more realistic, we also
include questions with zero as an answer.
Of course, we use different questions in S1 compared to those in S2 (see below
for details on how these questions were created), to fit the different assumptions
underlying these two subtasks. Namely, we ensure that all questions in S1 are
about a single incident, and we use questions with a wide range of number of
incidents as an answer in S2.
Subtask 3 (S3): Find all participant-role relations that answer the question
e.g., How many people were killed in Wilmington, CA with the last name Smith? The
goal is to determine the number of entities that satisfy the question. The system
not only needs to identify the relevant incidents, but also to reason over identities
and roles of the participants.
4.6.2

Question template

Questions in each subtask consist of an event type and two event properties.
13 Fair use policy in USA: https://goo.gl/hXiEKL
14 Fair use policy in EU: https://goo.gl/s8V5Zs
15 https://competitions.codalab.org/competitions/17285

86

4.6 task design

event type We consider four event types in this task described through their
representation in WordNet (Fellbaum, 1998) and FrameNet (Baker et al.,
2003). Each question is constrained by exactly one event type.
event type
killing

injuring

description

meanings

at least

wn30:killing.n.02

one person

wn30:kill.v.01

is killed

fn17:Killing

at least

wn30:injure.v.01

one person

wn30:injured.a.01

is injured

fn17:Cause_harm
fn17:Experience_bodily_harm

fire_burning

the event of

wn30:fire.n.01

something

fn17:Fire_burning

burning
job_firing

terminated

wn30:displace.v.03

employment

fn17:Firing

Table 17: Description of the event types. The meanings column lists meanings that best
describe the event type. It contains both FrameNet 1.7 frames (prefixed by fn17)
and WordNet 3.0 synsets (prefixed by wn30).

event properties For each event property in our task (time, location, participants), we distinguish between three levels of granularity (see Table 16). In
addition, we make a distinction between the surface form and the meaning
of an event property value. For example, the surface form Wilmington can
denote several meanings: the Wilmington cities in the states of California,
North Carolina, and Delaware. When composing questions, for time and
location we take the semantic (meaning) level, while for participants we
use the surface form of their names. This is because the vast majority of
the participants in our task are long-tail instances which have no semantic
representation in a structured knowledge base.
4.6.3

Question creation

Our question creation strategy consists of three consecutive phases: question
composition, generation of answer and confusion sets, and question scoring.
These steps are common for both the event-based subtasks (S1 and S2) and the
entity-based subtask S3.
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1. Question composition We compose questions based on the template described in Section 4.6.2. This entails:
a) choice of a subtask
b) choice of an event type, e.g., killing
c) choice of two event properties (e.g., time and location) with their corresponding granularities (e.g., month and city) and concrete values (e.g.,
June 2014 and Wilmington, CA).
This step generates a vast amount of potential questions (hundreds of thousands) in a data-driven way, i.e., we select the event type and properties per
question purely based on the combinations we find in our data. Example
questions are:
Which killing event happened in June 2014 in Wilmington, CA?
(subtask S1)
How many killing events happened in June 2014 in Wilmington, CA?
(subtask S2)
How many people were killed in June 2014 in Wilmington, CA?
(subtask S3)
2. Answer and confusion sets generation For each generated question, we
define a set of answer and confusion incidents with their corresponding
documents. Answer incidents are the ones which entirely fit the question
parameters, e.g., all killing incidents that occur in June 2014 and in the city of
Wilmington, CA. Confusion incidents fit some, but not all, values of the
question parameters, i.e., they differ with respect to an event type or property (e.g., all fire incidents in June 2014 in Wilmington, CA; or all killings in
June 2014, but not in Wilmington, CA; or all killings in Wilmington, CA, but
not in June 2014).
3. Question scoring The generated questions with their corresponding answers and confusion are next scored with respect to several metrics that
measure their complexity. These metrics are inspired by the methodology
and the analysis in chapter 3. The per-question scores allow us to detect
and remove the “easy” ones, and keep those that:
a) have a high number of answer incidents (only applicable to S2 and
S3)
b) have a high number of confusion incidents
c) have a high average number of answer and confusion documents, i.e.,
news sources describing the answer and the confusion incidents correspondingly
d) have a high temporal spread with respect to the publishing dates reporting on each incident from the answer and confusion incidents
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e) have a high ambiguity with respect to the surface forms of an event
property value in a granularity level (e.g., we would favor Wilmington,
since it is a city in at least three US states in our task data).

S

trial

test

#Qs

Avg

Avg #

answer

answer docs

1

424

1.00

1.68

2

469

4.22

7.68

3

585

5.48

5.47

1

1032

1.00

1.60

2

997

3.79

6.64

3

2456

3.66

3.74

Table 18: General statistics about trial and test data. For each subtask (S), we show the
number of questions (#Qs), the average answer (Avg answer), and the average
number of answer documents (Avg # answer docs).

4.6.4

Data partitioning

We divided the overall task data into two partitions: trial and test data. In practice, we separated these two data partitions by reserving one year of news documents (2017) from our task for the trial data, while using all the other data as
test data.
The trial data stems from the gun violence domain, whereas the test data also
contains data from the fire incidents and business domain. A subset of the trial
and test data has been annotated for event coreference. Table 18 presents the
most important statistics of the trial and test data.
We made an effort to make the trial data representative for the test data with
respect to the main aspects of our task: its referential complexity, high confusability, and long-tail instances. Despite the fact that the trial data contains less
questions than the test data, Table 18 shows that it is similar to the test data with
respect to the core properties, meaning that the trial data can be used as training
data.
4.7

mention annotation

The execution of the task design described in the previous section (4.6) suffices
to evaluate the numerical answer and the set of answer documents provided by
a system. In addition, it guarantees high confusability and low dominance of the
underlying textual data with respect to the posed questions.
In order to evaluate the third aspect provided by the systems, namely the
mention-level annotation of the incidents, we perform mention annotation on a

89

improving the evaluation bias on the long tail

subset of the task data. Following the D2T method proposed in this chapter, the
annotation of mentions can then be seen merely as a task of marking evidence
for the incident and its characteristics in the supporting text documents. The
results of the mention annotation as described in this section were released after
SemEval-2018 as the Gun Violence Corpus (GVC) on top of the data created for
mention evaluation. This section describes the details of this annotation and the
development of GVC.
4.7.1

Annotation task and guidelines

The annotation of a mention process involved three basic steps:
• Annotating the event type of every mention that refers to a gun violence
incident in the structured data;
• Annotating the victim(s) involved in the mention referring to a shooting in
the structured data;
• Annotating every mention related to gun violence but NOT referring to the
incident in the structured data (other incidents or generic mentions).
Based on these annotations, we can infer coreference relations: in case that
two or more mentions have the same annotations (event type and victims) AND
they both relate to the same incident ID in the structured data, we can infer that
these mentions are coreferential. Since the annotation is done simultaneously on
all documents that describe a given incident, this strategy automatically infers
cross-document coreference relation.
To further capture the referential complexity and diversity of event descriptions in text, we designed an event schema that captures subevent relations in
addition to the above incident references, see Figure 21. The main event (“the
gun incident”) is basically a container that can be split into several more finegrained events that stand in some implication relation to each other. Following
(Cybulska and Vossen, 2015), we denominate this main event container Bag of
events. In this case the bag of events consists of five events: Firing a gun, Hitting
someone, or Missing someone. An event of Hitting someone can lead to Injuring and
in some cases Death. Apart from these events, many articles also contain references to gun violence in a more general way or not related to the structured data.
These have been labeled Generic and Other.
We annotated all mentions denoting but also implying one of the predefined
event classes. For example, a funeral, an autopsy, or the process of grieving imply that someone died. A shooter and killer imply respectively the event types
Firing a gun and again Death in the context of this domain. Besides annotating
verbal and nominal expressions, we also annotated mentions of other parts of
speech (including adjectives and adverbs), idioms, multi-word units, and collocations. In principle, we annotated the minimal span of a mention, usually the
head, unless this would result in a meaningless annotation, e.g., we would annotate critical condition as a multi-word unit instead of just the head condition.
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Other

Incident (B)
(Bag of events)
(accident, incident, drama,
shooting, act, tragedy, ...)

Generic

subevents

Injuring (I)
Hitting someone
(H)
Firing a gun (S)
(fire, pull the trigger,
shoot, gunshot, go
off, ... )

(hit, shoot,
strike, ... )

(wound,
critical
condition,
bleed, risk of
death, ... )

Death (D)
(die, murder,
corpse,
death,
funeral... )

Missing (M)
(miss, fail to
hit, ... )

Figure 21: The event scheme used for the annotation of gun violence events.

Additional specification of the annotation decisions, such as: how we handled
negation, the irrealis, ellipsis, phrasal verbs, and various cases of implicit event
mentions, can be found in the full guidelines.16
4.7.2

Annotation environment

To the best of our knowledge, there is no tool that starts from structured event
data to annotate event mentions and event coreference relations. We therefore
built our own environment for annotating events in reference texts that are related to structured data on an incident.
The goal of the tool is to allow annotators to find evidence in all the reference
texts for the event properties in the structured data. To support this goal, the
tool reads the structured event data and presents the event properties, e.g., time,
location, and participants, in a table. Annotators mark the event mentions, select
the participants involved and select the type of event. The annotators only need
to annotate the mentions of the predefined schema and not all other types of
events.

16 The full guidelines are available at https://goo.gl/Yj1Hra.
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Figure 22: Annotation environment for annotating mentions in Reference Texts related to
structured data.

By applying this strategy to all mentions within and across Reference Texts of
an incident, we establish coreference and identity across the mentions. Notably,
it is not needed to annotate coreference explicitly. Instead, the coreference chains
are inferred by the annotation environment, based on the combination of two
factors of the individual mention annotations: event type and participants, with
the a priori event data.
In addition, we have built in lexical support for the annotators, based on the
set of already annotated event mentions. Reference text mentions which have
been frequently annotated in other texts but not in the current one, are visually
prompted for annotation. The annotators can then decide whether to accept this
suggestion.
Figure 22 provides a screenshot of the mention annotation environment when
the incident 108112 is loaded by the user piek. The incident selection menu is
marked with (1) in the Figure. The selected incident is supported by two reference texts, rendered in the middle of the screen (marked with (2)). Annotators
can select one or multiple mentions from this area for annotation. The top panel
contains the structured data about the current incident (marked with (3)), followed by menus and a table for annotations of properties for the selected mention (4). Mentions in colors have already been annotated by this user, and the

92

4.7 mention annotation

event type is signaled by the color. The color scheme is explained in detail in the
legend (5). Moreover, inversely colored mentions (e.g., “funeral” and “autopsy”
in Figure 22) are the ones proposed by the tool to be annotated additionally.
Annotators can also discard individual documents with the ‘Mark non-relevant’
button (6). Finally, the area on the right displays the coreferential chains that the
tool has inferred so far about the current incident (marked with (7)).
The source code of the annotation software is available on Github.17
4.7.3

Annotation process

Two linguistic students were hired to perform the annotations. After completing
the training phase, which resulted in some simplifications of the guidelines, the
students started with the mention annotation. In six weeks, the students annotated the 510 documents that are part of the corpus. In addition, 25 documents
were selected in order to compute the inter-annotator agreement (IAA). The first
annotator annotated 432 event mentions in this set, whereas the second one annotated 457 event mentions. The annotators provided the same annotation in
350 cases, resulting in a Cohen’s kappa coefficient (Cohen, 1960) of 0.72.18 According to Landis and Koch (1977), a score between 0.61 and 0.80 is considered
substantial, from which we conclude that there was high agreement between the
annotators. For comparison, ECB+ (Cybulska and Vossen, 2014) reported a Cohen’s kappa coefficient of 0.68 for a similar size and agreement analysis to ours.
ECB+ annotators only had to consider 2 incidents per topic with about 10 articles per incident and 1.8 sentences on average per article, whereas in our case,
510 documents need to be annotated for a few hundred incidents. In terms of
speed, one annotator averaged 5 minutes per document, whereas the other took
4 minutes to annotate one document on average.
As argued in section 4.4, our method scales only linearly instead of exponentially, unlike in T2D. Namely, to include documents that report on a new incident, one does not need to compare their mentions to all other incidents, since
the structured data already guarantees they are not coreferential. In Table 14, we
report statistics on the size of our corpus. Although our corpus annotated with
mentions is currently smaller than existing datasets, the speed and the linear
scalability of our method provide a promise that its size can increase up to the
limit posed by the original structured data sources.
4.7.4

Corpus description

The Gun Violence Corpus (GVC),19 resulting from this annotation, contains 7,298
mentions, referring to 241 incidents. In total, 510 documents contain at least one
mention. Table 19 presents the annotation frequency for each event type.
17 https://github.com/cltl/LongTailAnnotation
18 We observed that the first annotator was more consistently following the guidelines. Hence, we
resolved the remaining disagreements by using her annotation in the final corpus.
19 The corpus can be downloaded at: https://github.com/cltl/GunViolenceCorpus
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event type

annotation frequency

Death

2,206

Firing a gun

1,622

Hitting

1,122

Bag of events

755

Injuring

726

Other

596

Generic

270

Missing

2

Table 19: Mention frequency of each event type.

Most mentions in our Gun Violence Corpus refer to the event types Death and
Firing a gun, respectively. In addition, about 4% of all mentions (i.e., 270 mentions), refer to generic uses of shooting and killings. Finally, it is not uncommon
that the text refers to other incidents than the main incident of the article, which
happens in about 8% of all mentions (i.e., 596). This means that systems cannot
fully rely on a one-incident-per-document heuristic to detect coreference chains.
event type

most common expressions

Death

dead (305) died (285) killed (283)

Firing a gun

shooting (680) gunshot (247)
went off (72)

Hitting

shot (801) shooting (83) struck (46)

Bag of events

shooting (247) incident (164) it (88)

Injuring

wound (175) injured (75) injuries (68)

Other

shot (105) shooting (70) killed (47)

Generic

accident (57) shooting (13) tragedy (11)

Missing

surgery (1) missed (1)

Table 20: Most common expressions used for event types

Table 20 presents the most used expressions for each event type. As presented
in this Table, the most common expressions that are used to refer to event types
are covered well in resources such as WordNet. For example, the most common
expressions for the event type Death can be detected by correctly identifying
the WordNet synsets kill.v.01 (cause to die; put to death, usually intentionally or
knowingly) and killing.n.02 (the act of terminating a life). However, this is not
the case for all expressions in the GVC. For example, expressions like mourn
and autopsy that refer to the event type Death show that manual and automatic

94

4.7 mention annotation

annotators cannot fully rely on resources to detect all event types correctly, but
that additional reasoning is needed.
In (Vossen et al., 2018b), we analyze the referential potential of this corpus
further and we propose to use it to build a ReferenceNet on top of WordNet,
to capture the pragmatics of language use beyond semantics, relating to information sharing, relevance, salience, and framing. In table 21 we provide the
resulting ReferenceNet for the event types considered in the GVC corpus, on
20 processed incidents with 38 documents in total. We observe that the event
implications follow from very different expressions. For example, Death can be
concluded forward from fatal shot or backward from autopsy. Especially words
making reference to the complete incident show a lot of variation, reflecting different judgments and appraisals. The specifics of this ReferenceNet proposal and
the automatic approaches for deriving it through the D2T and the T2D methods
fall out of the scope of this thesis; we refer the reader to the original paper for
an extensive description.
Table 21: ReferenceNet at the event type level, derived from manual annotation for 38
news documents reporting on 20 gun violence incidents. The annotation resulted in 138 event instances and 874 mentions in 38 documents. In total, 77
different lemmas were used to make reference to these events. Given these annotations, we can abstract from the instances and group lemmas that make reference to the same type of event. Note that the total number of mentions and
lemmas is higher, as the same word, e.g., shooting may occur in multiple reference sets.
Event
type

Nr.
Variants

Nr.
Mentions

ReferenceSets

Bag of
events

27

229

accident:39, incident:34, it:34, this:17, murder:15, hunting:14, reckless:14, tragedy:9, happen:8, felony:7,
manslaughter:5, what:5, homicide:4, shooting:4, assault:3, case:2, endanger:2, endangerment:2, that:2,
violence:2, crime:1, event:1, mistake:1, situation:1

Firing
a gun

21

148

shooting:48, fire:25, discharge:16, go:12, shot:9, pull:7,
gunman:6, gun:5, gunshot:4, firing:3, shoot:2, turn:2 ,
accidental:1, act:1, action:1, at:1, handle:1, it:1, return:1,
shootout:1, shotgun:1,

Hitting

11

196

shot:131, discharge:17, shooting:17, strike:16, hit:4, blast:3,
victim:3, striking:2, gunshot:1, into:1, turn:1

Injuring 16

73

wound:36, surgery:13, treat:5, injure:3, stable:3, injurious:2, send:2, bodily:1, critical:1, hit:1, hospitalize:1,
hurt:1, injury:1, put:1, stabilize:1, unresponsive:1

Death

16

246

death:60, die:52, dead:45, kill:34, fatal:13, lose:9, fatally:7,
loss:7, autopsy:6, body:4, take:3, homicide:2, claim:1,
deadly:1, life:1, murder:1

Total

114

1043
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4.8

evaluation

This section describes the evaluation criteria in our referential quantification task
and the baselines we compare against.
4.8.1

Criteria

Evaluation is performed on three levels: incident-level, document-level, and
mention-level.
1. The incident-level evaluation compares the numeric answer provided by
the system to the gold answer for each of the questions. The comparison is
done twofold: by exact matching and by Root Mean Square Error (RMSE)
for difference scoring. The scores per subtask are then averaged over all
questions to compute a single incident-level evaluation score.
2. The document-level evaluation compares the set of answer documents
between the system and the gold standard, resulting in a value for the
customary metrics of Precision, Recall, and F1 per question. The scores per
subtask are then averaged over all questions to compute a single documentlevel evaluation score.
3. The mention-level evaluation is a cross-document event coreference evaluation. Mention-level evaluation is only done for questions with the event
types killing or injuring. We apply the customary metrics to score the
event coreference: BCUB (Bagga and Baldwin, 1998), BLANC (Recasens
and Hovy, 2011), entity-based CEAF (CEAF_E) and mention-based CEAF
(CEAF_M) (Luo, 2005), and MUC (Vilain et al., 1995). The final F1-score is
the average of the F1-scores of the individual metrics. The annotation of
mentions was explained in Section 4.7.
4.8.2

Baselines

To stimulate participation in general and to encourage approaches beyond surface form or majority class strategies, we implemented a baseline to infer incidents per subtask and a baseline for mention annotation.20
incident inference baseline This baseline uses surface forms based on
the question components to find the answer documents. We only consider
documents that contain the label of the event type or at least one of its
WordNet synonyms. The labels of locations and participants are queried
directly in the document (e.g., if the location requested is the US state of
Texas, then we only consider documents that contain the surface form Texas,
and similarly for participants such as John). The temporal constraint is handled differently: we only consider documents whose publishing date falls
within the time period requested in the question.
20 The code of the baselines can be found here: https://goo.gl/MwSqBj.
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For subtask 1, this baseline assumes that all documents that fit the created
constraints are referring to the same incident. If there is no such document,
then the baseline does not answer the question (because S1 always has at
least one supporting document). For subtask 2, we assume that none of the
documents are coreferential. Hence, if 10 documents match the constraints,
we infer that there are also 10 corresponding incidents. No baseline was
implemented for subtask 3.
mention annotation baseline We annotate mentions of events of type
killing and injuring, when these surface forms or their synonyms in WordNet are found as tokens in a document. We assume that all mentions of the
same event type within a document are coreferential, whereas all mentions
found in different documents are not.
4.9

participants

Next, we describe the systems that took part in SemEval-2018 task 5. We refer to
the individual system papers for further information.
newsreader (nwr) (Vossen, 2018) consists of three steps: 1. the event mentions in the input documents are represented as Event-Centric Knowledge
Graphs (ECKGs); 2. the ECKGs of all documents are compared to each
other to decide which documents refer to the same incident, resulting in
an incident-document index; 3. the constraints of each question (its event
type, time, participant names, and location) are matched with the stored
ECKGs, resulting in a number of incidents and source documents for each
question.
nai-sea (Liu and Li, 2018) consists of three components: 1. extraction of basic
information on time, location, and participants with regular expressions,
named entity recognition, and term matching; 2. event classification with
an SVM classifier; 3. document similarity by applying a classifier to detect
similar documents. In terms of resources, NAI-SEA combines the training
data with data on American cities, counties, and states.
feup (Abreu and Oliveira, 2018) developed an experimental system to extract
entities from news articles for the sake of Question & Answering. For this
main task, the team proposed a supervised learning approach to enable
the recognition of two different types of entities: Locations (e.g., Birmingham) and Participants (e.g., John List). They have also studied the use of
distance-based algorithms (using Levenshtein distance and Q-grams) for
the detection of documents’ closeness based on entities extracted.
id-de (Mirza et al., 2018) created KOI (Knowledge of Incidents), a system that
builds a knowledge graph of incidents, given news articles as input. The
required steps include: 1. document preprocessing using various semantic
NLP tasks such as Word Sense Disambiguation, Named Entity Recognition,
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R

Team

s2_inc_acc
norm

s2_inc_acc

s2_inc

(% of Qs answered) rmse

1

FEUP

26.38

26.38 (100.0%)

6.13

2

*NWR

21.87

21.87 (100.0%)

43.96

3 Baseline

18.25

18.25 (100.0%)

8.50

4 NAI-SEA

17.35

17.35 (100.0%)

20.59

13.74

20.36 (67.5%)

6.15

5

ID-DE

Table 22: For subtask 2, we report the normalized incident-level accuracy (s2_inc_acc
norm), the accuracy on the answered questions only (s2_inc_acc), and the RMSE
value (s2_inc rmse). Systems are ordered by their rank (R).

Temporal expression recognition, and Semantic Role Labeling; 2. incident
extraction and document clustering based on the output of step 1; 3. ontology construction to capture the knowledge model from incidents and
documents which makes it possible to run semantic queries on the ontology to answer the questions, by using the SPARQL query language.21
4.10

results

Before we report the system results, we introduce a few clarifications regarding
the result tables:
1. For the incident- and document-level evaluation, we report both the performance with respect to the subset of questions answered and a normalized
score, which indicates the performance on all questions of a subtask. If a
submission provides answers for all questions, the normalized score will
be the same as the non-normalized score.
2. Contrary to the other metrics, a lower RMSE value indicates better system
performance. In addition, the RMSE scores have not been normalized since
it is not reasonable to set a default value for non-answered questions.
3. The mention-level evaluation was the same across all three subtasks. For
this reason, results are only reported once (see section 4.10.3).
4. The teams whose member co-organized SemEval-2018 task 5 are marked
explicitly with an asterisk in the results.

4.10.1

Incident-level evaluation

The incident-level evaluation assesses whether the system provided the right
numeric answer to a question. The results of this evaluation are given in the
21 https://www.w3.org/TR/rdf-sparql-query/
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R

Team

s3_inc_acc
norm

s3_inc_acc

s3_inc

(% of Qs answered) rmse

1

FEUP

30.42

30.42 (100.0%)

478.71

2

*NWR

21.05

21.05 (100.0%)

296.45

20.20

20.2 (100.0%)

13.45

12.87

19.32 (66.61%)

7.87

3 NAI-SEA
4

ID-DE

Table 23: For subtask 3, we report the normalized incident-level accuracy (s3_inc_acc
norm), the accuracy on the answered questions only (s3_inc_acc), and the RMSE
value (s3_inc rmse). Systems are ordered by their rank (R).
Event type

Subtask

fire_burning

S2

79

S3

0

injuring

S2

job_firing

S3
killing

#Qs

FEUP

ID-DE

NAI-SEA

*NWR

Baseline

40.51

-

31.65

39.24

49.37

-

-

-

-

-

543

21.92

^13.44

14.36

21.73

17.68

S3

1502

30.49

^8.39

16.78

23.17

-

S2

4

0.0

-

25.0

25.0

50.0

26

30.77

-

26.92

15.38

-

S2

371

30.19

^17.25

18.6

18.33

12.13

S3

928

30.28

^20.47

25.54

17.78

-

Table 24: For subtask 2 (S2) and subtask 3 (S3), we report the incident-level accuracy and
the number of questions (#Qs) per event type. The best result per event type for
a subtask is marked in bold. ‘^’ indicates that the accuracy is normalized for
the number of answered questions, in cases where a system answered a subset
of all questions.

Tables 22 and 23, for the subtasks 2 and 3 correspondingly.22 On both subtasks,
the order of the participating systems is identical, team FEUP having the highest
score.
These tables also show the RMSE values, which measure the proximity between the system and the gold answer, punishing cases where the absolute difference between them is large. While for subtask 2 the system with the lowest
error rate corresponds to the system with the highest accuracy, this is different
for subtask 3. ID-DE, ranked last in terms of accuracy, has the lowest RMSE.
This means that although their answers were not exactly correct, they were on
average much closer to the correct answer than those of the other systems. This
is more notable in subtask 3 since here the range of answers is larger than in
subtask 2 (the maximum answer in subtask 3 is 171).
22 Incident-level evaluation was not performed for subtask 1, because per definition, its answer is always 1.
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Incident accuracy normalized

team = FEUP

team = ID-DE

team = NAI-SEA

team = *NewsReader

80

80

80

80

60

60

60

60

40

40

40

40

20

20

20

20

0

0 1 2 3 4 5 6 7 8 910
numeric answer class

0

0 1 2 3 4 5 6 7 8 910
numeric answer class

0

0 1 2 3 4 5 6 7 8 910
numeric answer class

0

0 1 2 3 4 5 6 7 8 910
numeric answer class

Figure 23: Incident-level accuracy of all systems per numeric answer class for subtask 2.
The class 10 represents all answers of 10 or higher.

We performed additional analysis to compare the performance of systems per
subtype and per numeric answer class. Table 24 shows that the system FEUP
is not only superior in terms of incident-level accuracy overall, but this is also
mirrored for most of the event types, especially those corresponding to the gun
violence domain. On the other hand, Figure 23 shows the accuracy distribution of
each system per answer class. Notably, for most systems the accuracy is highest
for the questions with answer 0 or 1, and gradually declines for higher answers,
forming a Zipfian-like distribution. The exception here is the team ID-DE, whose
accuracy is almost uniformly spread across the various answer classes.
4.10.2

Document-level evaluation

The intent behind document-level evaluation is to assess the ability of systems to
distinguish between answer and non-answer documents. The tables 25, 26, and
27 present the F1-scores for the subtasks 1, 2, and 3, respectively. Curiously, the
system ranking is very different and almost opposite compared to the incidentlevel rankings, with the system NAI-SEA being the one with the highest F1-score.
This can be explained by the multifaceted nature of this task, in which different
systems may optimize for different goals.
Next, we investigated the F1-scores of systems per event property pair. As
shown in Table 28, the best-performing system consistently has the highest performance over all pairs of event properties.
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R

Team

1 NAI-SEA

s1_doc_f1

s1_doc_f1

norm

(% of Qs answered)

78.33

78.33 (100.0%)

2

ID-DE

36.67

82.99 (44.19%)

3

FEUP

24.65

24.65 (100.0%)

4

*NWR

23.82

46.2 (51.55%)

11.09

67.33 (16.47%)

5 Baseline

Table 25: For subtask 1, we report the normalized document-level F1 (s1_doc_f1 norm)
and the accuracy on the answered questions only (s1_doc_f1). Systems are
ordered by their rank (R).

R

Team

1 NAI-SEA

s2_doc_f1

s2_doc_f1

norm

(% of Qs answered)

50.52

50.52 (100.0%)

2

ID-DE

37.24

55.16 (67.5%)

3

*NWR

36.91

36.91 (100.0%)

4

FEUP

30.51

30.51 (100.0%)

26.38

26.38 (100.0%)

5 Baseline

Table 26: For subtask 2, we report the normalized document-level F1 (s2_doc_f1 norm)
and the accuracy on the answered questions only (s2_doc_f1). Systems are
ordered by their rank (R).

R

Team

1 NAI-SEA

s3_doc_f1

s3_doc_f1

norm

(% of Qs answered)

63.59

63.59 (100.0%)

2

ID-DE

46.33

69.56 (66.61%)

3

*NWR

26.84

26.84 (100.0%)

4

FEUP

26.79

26.79 (100.0%)

Table 27: For subtask 3, we report the normalized document-level F1 (s3_doc_f1 norm)
and the accuracy on the answered questions only (s3_doc_f1). Systems are
ordered by their rank (R).
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Property pair

Task

#Qs

FEUP

ID-DE

NAI-SEA

*NWR

Baseline

location

S1

594

23.06

^26.64

82.91

^26.22

^8.71

& time

S2

680

30.95

^41.81

49.99

39.22

28.61

S3

1335

26.4

^41.55

63.27

36.15

-

participant

S1

140

13.48

^43.86

70.22

^11.83

^9.76

& location

S2

49

14.66

^21.26

50.41

13.53

10.02

S3

301

14.2

^44.28

62.38

6.65

-

participant

S1

298

33.06

^53.28

73.01

^24.65

^16.47

& time

S2

268

32.27

^28.55

51.87

35.34

23.71

S3

820

32.06

^54.88

64.56

19.09

-

Table 28: Document-level F1-score and number of questions (#Qs) for each subtask (S1,
S2, and S3) and event property pair as given in the task questions. The best
result per property pair for a subtask is marked in bold. ‘^’ indicates that the
F1-score is normalized for the number of answered questions, in cases where a
system answered a subset of all questions.
R

Team

BCUB

BLANC

CEAF_E

CEAF_M

MUC

AVG

1

ID-DE

44.61%

31.59%

37.45%

47.23%

53.12%

42.8%

2

*NWR

37.28%

28.11%

42.15%

46.16%

46.29%

40.0%

3

Baseline

6.14%

0.89%

13.3%

8.45%

3.59%

6.47%

Table 29: Results for mention-level evaluation, scored with the customary event
coreference metrics: BCUB (Bagga and Baldwin, 1998), BLANC (Recasens and
Hovy, 2011), entity-based CEAF (CEAF_E) and mention-based CEAF
(CEAF_M) (Luo, 2005), and MUC (Vilain et al., 1995). The individual scores are
averaged in a single number (AVG), which is used to rank (R) the systems.

4.10.3

Mention-level evaluation

Table 29 shows the event coreference results for the participating systems: ID-DE
and NewsReader (NWR), as well as our baseline. The columns present the F1-score
for the metrics BCUB, BLANC, CEAF_E, CEAF_M, and MUC. The final column
indicates the mean F1-score over these five metrics, which is used to rank the
participants. The Table shows that the system ID-DE has a slightly better event
coreference score on average over all metrics than the second-ranked system,
NewsReader.
4.11

discussion

All four teams submitted a result for all three subtasks, and two teams participated in the mention-level evaluation. We observed that the ranking of systems
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differs dramatically per evaluation level. The best document-level performance
was obtained by the system NAI-SEA, which is understandable considering that
this system’s architecture relies on document retrieval. For providing numerical
answers on the number of incidents, the system FEUP has the highest accuracy
while the system ID-DE the lowest. Interestingly, the latter has much lower RMSE
overall. In other words, while ID-DE is not able to provide the exact correct answer as often as FEUP, it is typically much closer to it. We also observed that
while the performance of most systems overfits to low numerical answers (0 or
1), the performance of ID-DE is fairly constant across the classes of numerical answers. Given the multifaceted nature of this task, it is not surprising that systems
chose different techniques and optimized for different goals.
Notably, although the systems are able to retrieve many of the answer documents, the highest accuracy of counting events or participants is 30%. Similarly,
the mention coreference F1-scores of systems are between 28 and 53% per metric, which are much lower than the scores reported on the ECB+ corpus (cf.
by Cybulska and Vossen (2014)). These observations can be explained with the
complexity of this task, especially in terms of its ambiguity, dominance, and variance. The obtained results suggest that further research is necessary in order to
develop complete and robust models that can natively deal with the challenge
of counting referential units within sparse and ambiguous textual data.
The referential quantification task covered in this chapter does not evaluate
the identity of long-tail entities directly, but only indirectly through a downstream QA task on counting events and participants. Nevertheless, we observe
that entities of type Location and Person play an important role in all four participating systems, which suggests that the long-tail entity identity is very relevant
for counting events and participants in local and ambiguous data. We investigate
the task of establishing identity of the long-tail entities directly on this data in
chapter 6.
4.12

conclusions

In this chapter we addressed the question RQ3 of this thesis: How can we improve
the evaluation on the long-tail cases?, aiming to fill a gap in the representativeness
of evaluation datasets for semantic NLP tasks, described and analyzed in chapter
3.
The traditional approach of text-to-data cannot be efficiently applied to create
large-scale evaluation data with high quality, ambiguity, and variation. For this
purpose, we first propose a novel method called data-to-text, that enables easier,
scalable, and more flexible creation of large evaluation datasets, based on existing links between structured data and news documents that provide evidence
for it.
We applied the data-to-text method to create a referential quantification task of
counting events and participants in local news articles with high ambiguity. We
organized this task as Task 5 at the SemEval-2018 competition. The complexity
of this referential quantification task challenges systems to establish the mean-
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ing, reference, and identity across documents. SemEval-2018 Task 5 consists of
two subtasks of counting events, and one subtask of counting event participants
in their corresponding roles. We evaluated system performance with a set of
metrics, on three levels: incident-, document-, and mention-level.
For the mention evaluation, we created the Gun Violence Corpus: the first
event coreference corpus developed following the data-to-text method. We show
that we achieve high agreement and annotation speed, and report statistics of the
resulting corpus. For future works, we aim to compare our annotation process
to traditional annotation using text-to-data tools such as CAT (Lenzi et al., 2012)
to annotate the same documents used in this study.
We described the approaches and presented the results of four participating
systems, as well as two baseline algorithms. All four teams submitted a result
for all three subtasks, and two teams participated in the mention-level evaluation. We observed that the ranking of systems differs dramatically per evaluation level. Given the multifaceted nature of this task, it is not surprising that
different systems optimized for different goals. Although the systems are able to
retrieve many of the answer documents, the highest accuracy of counting events
or participants is 30%. This suggests that further research is necessary in order
to develop complete and robust models that can natively deal with the challenge
of counting referential units within sparse and ambiguous textual data.
Out-of-competition participation is enabled by the CodaLab platform, where
this task was hosted.
Answer to RQ3 This chapter addressed the issue of semantic overfitting in
disambiguation and reference datasets. Earlier in this thesis we observed that
existing disambiguation datasets expose lack of representativeness and bias towards the head interpretation, while largely ignoring the rich set of long-tail
phenomena. Semantic NLP systems are discouraged to consider the full referential complexity of the disambiguation task, since the main incentive lies in
modelling the head phenomena.
As a response, we created the first long-tail task on semantic processing and
held it at SemEval-2018. The task satisfied several requirements regarding the
ambiguity, dominance, and variance of the concepts and instances it covers. As
such, the extreme confusability of this task challenged systems to develop strategies that can address tail cases rather than relying on frequent observations,
and to combine evidence from various disambiguation and reference tasks. The
scores on this referential quantification task by all systems are fairly low (the
highest accuracy being 30%), which confirms our expectations that the long-tail
problem is difficult, under-addressed, and multifaceted.
Our referential quantification task has hence fulfilled its goal: to be representative for the tail cases. Did we follow the correct approach to create a long-tail
task? Arbitrary sampling of the natural distribution of texts can hardly be expected to be representative for the distributional tail. We thus designed each step
in the task creation process to be suitable for a long-tail task: 1. we listed explicit
requirements for an ideal long-tail task 2. we developed a suitable method to obtain high-quality data on the tail with minimal annotation effort 3. we selected
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data that is suitable to create a long-tail task with high confusability 4. following
our requirements, we designed a task on top of this data that maximizes confusability. A potential downside to this task is its artificiality in terms of sampling,
as we designed the data and the task to maximize confusability without preserving the natural distribution. We see this as a necessary trade-off in order to create
a task that deliberately targets the evaluation bias on the tail, resulting in large
confusability and requiring an extremely low annotation effort.
Given its properties and the system results obtained so far, we expect that this
task will continue to attract attention in the upcoming years. In addition, other
long-tail tasks can be created in the future by exploiting links between structured
and unstructured data on long-tail instances, following the data-to-text method
proposed here.
The referential quantification task covered in this chapter evaluates the identity of long-tail entities only indirectly through a downstream task on counting
events and participants. Intuitively, we expect that the long-tail entities play an
important role in this task as these are typically participants and locations in
the events. In addition, the identity of people should be established in order to
count event participants in subtask S3. This intuition is supported by the fact
that entity detection is a key component of all four participating systems in this
task. We investigate the task of establishing identity of the long-tail entities on
this data directly in chapter 6.
So far, we have provided a distinction between the head and the tail cases, we
have measured biases in the representativeness of current evaluation datasets
with respect to the tail, and we addressed these biases by creating a new task
that deliberately evaluates long-tail cases. Besides the bias in evaluation, however,
similar biases can be found in the background knowledge sources that are used
by NLP systems. We address these biases in the following chapter, thus attending
to RQ4 of this thesis.
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ENABLING ACCESS TO KNOWLEDGE ON THE

L O N G - TA I L E N T I T I E S B E Y O N D D B P E D I A

Analogous biases to those observed in evaluation can be found in the sources
of knowledge that are leveraged by EL tools. Namely, current EL systems (DBpedia Spotlight (Daiber et al., 2013), Babelfy (Moro et al., 2014), NERD tools
(Rizzo and Troncy, 2012)) rely on DBpedia or another Wikipedia-based knowledge source, and thus suffer from limited coverage (Kittur et al., 2009). These
handful of knowledge sources contain general-purpose world knowledge, making them very suitable for linking of head (E1) entities from any domain, but
unsatisfactory for interpreting tail (E2) and NIL (E3) entities. In this chapter we
hence pose the fourth research question of this thesis (RQ4): How can the knowledge on the long-tail entities be accessed and enriched beyond DBpedia? We make an
effort to improve the access to knowledge on these long-tail entities by leveraging the vast amount and diversity of knowledge found in the Linked Open Data
cloud.
The content of this chapter is based on the research published in the following
four publications:
1. Filip Ilievski, Wouter Beek, Marieke van Erp, Laurens Rietveld, and Stefan
Schlobach (2015). “LOTUS: Linked Open Text UnleaShed.” In: Proceedings
of the Consuming Linked Data (COLD) workshop In this paper, I am the main
contributor to the design, implementation, and evaluation of LOTUS.
2. Filip Ilievski, Wouter Beek, Marieke van Erp, Laurens Rietveld, and Stefan
Schlobach (2016b). “LOTUS: Adaptive Text Search for Big Linked Data.”
In: European Semantic Web Conference (ESWC) 2016. Springer International
Publishing, pp. 470–485 In this paper, I am the main contributor to the
design, implementation, and evaluation of LOTUS.
3. Wouter Beek, Laurens Rietveld, Filip Ilievski, and Stefan Schlobach (2017).
“LOD Lab: Scalable Linked Data Processing.” In: Reasoning Web: Logical
Foundation of Knowledge Graph Construction and Query Answering. Lecture
notes of summer school. Springer International Publishing, pp. 124–155 In
this paper, I have contributed by designing and building the LOD Lab text
search engine, LOTUS.
4. Wouter Beek, Filip Ilievski, Jeremy Debattista, Stefan Schlobach, and Jan
Wielemaker (2018). “Literally better: Analyzing and improving the quality
of literals.” In: Semantic Web Journal (SWJ) 9.1, pp. 131–150. doi: 10.3233/
SW - 170288. url: https : / / doi . org / 10 . 3233 / SW - 170288 In this paper, I
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have contributed by performing the analysis of the language tags of RDF
literals.
5.1

introduction

The question that we seek to answer in this chapter is how to find existing structured representations of long-tail entities. As we have seen in chapter 3, current
EL evaluation datasets include a small number of tail (E2) and NIL (E3) entities.
This situation is partially due to the scarce amount of knowledge on long-tail
entities in the background knowledge source (usually DBpedia) that a system
links the surface forms to. Indeed, most long-tail entities are either scarcely or
not at all represented in Wikipedia, and consequently its derivatives, like DBpedia. Note that Wikipedia1 and Wikidata2 contain a notability clause, containing
the general guideline that a topic needs to have “significant coverage in reliable
sources that are independent of the subject”, in order to be worthwhile of representation in Wikipedia/Wikidata. Hence, a long-tail entity linking to DBpedia
would be largely nonsensical, as most long-tail entities would have either no representation in DBpedia (NIL/E3 entities), or a representation with questionable
value for linking (E2 entities). How can we then envision a version of the EL task
that is suitable for linking to long-tail entities?
Linked Open Data sources, such as those found in the Linked Open Data
Cloud3 , hold a promise for relatively easy access to a wealth of information.
DBpedia, while being a central hub in the LOD cloud, is only one of the many
thousands of knowledge sources found in it. By design, each of the datasets
in the LOD cloud collection pertains to a universal RDF format, where facts
are expressed in triples or quads, consisting of: a subject, a predicate, an object,
and optionally, a graph identifier. This uniformity across the various knowledge
sources that constitute the LOD cloud holds a potential for a broader definition
of the entity linking task, beyond DBpedia.
Linking to entities beyond DBpedia is unfortunately hard to imagine at this
point. This is because it has always been difficult to find resources on the Semantic Web: there is no centralized query service and the support for natural
language access is limited. Simultaneous querying of a large number of knowledge sources is facilitated through services such as the LOD Laundromat (Beek
et al., 2014), which provide a centralized copy of the LOD cloud. LOD Laundromat greatly improves the findability of the knowledge in the LOD cloud, but its
querying options prior to this work are limited to structured queries. Namely, it
is still not possible to find resources based on textual descriptions associated to
that resource in the LOD Laundromat. In cases where a text index for Semantic
Web data has been built, such an index has usually been restricted to a single
knowledge base, as is apparent from the indices built within EL systems. The
lack of a global entry point to resources through a flexible text index is a seri1 https://en.wikipedia.org/wiki/Wikipedia:Notability
2 https://www.wikidata.org/wiki/Wikidata:Notability
3 http://lod-cloud.net/
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ous obstacle for Linked Data consumption in general, and an extra challenge
for users from outside of the Semantic Web community that wish to use semantic resources. Enabling a natural language access to the LOD Cloud is a hard
requirement for its usage in NLP applications, like entity linking systems.
This chapter describes the process of creation of such a centralized text index
over the LOD cloud. In Section 5.8 we demonstrate the potential of this enhanced
infrastructure to access entities that are found in various knowledge sources in
the LOD cloud.
We introduce LOTUS: Linked Open Text UnleaShed, a central text-based entry
point to a large subset of today’s LOD Cloud. Centralized text search on the
LOD Cloud is not new as Sindice4 and LOD Cache5 show. However, LOTUS
differs from these previous approaches in three ways: 1. its scale (its index is
about 100 times bigger than Sindice’s was) 2. the adaptability of its algorithms
and data collection 3. its integration with a novel Linked Data publishing and
consumption ecosystem that does not depend on IRI dereferenceability.
LOTUS indexes every natural language literal from the LOD Laundromat data
collection, a cached copy of a large subset of today’s LOD Cloud spanning tens
of billions of ground statements. The task of resource retrieval is a two-part
process consisting of matching and ranking. Since there is no single combination
of matching and ranking that is optimal for every use case, LOTUS enables users
to customize the resource retrieval to their needs by choosing from a variety
of matching and ranking algorithms. LOTUS is not a semantic search engine
intended for end users, but a framework for researchers and developers in which
semantic search engines can be developed and evaluated.
As we discussed in this thesis, entity linking on the tail entities is not a resolved
challenge, and addressing it requires access to (more) knowledge on these rare
entities beyond what DBpedia provides us. An adaptive linguistic entry point to
the LOD Cloud, such as LOTUS, holds the potential to address the limitation of
the currently used knowledge sources, and facilitate a Web-of-data-wide search
and linking of entities. Furthermore, LOTUS might inspire new ideas for other
research areas. For instance, as it provides a link between text and documents in
the LOD cloud, Information Retrieval over the LOD cloud becomes an interesting
option.
The remainder of this chapter is structured as follows. In Section 5.2, we detail
the problem of performing linguistic search on the LOD Cloud and we formalize
it by defining an array of requirements. Section 5.3 presents relevant previous
work on Semantic Web text search. LOTUS is a first step up to an accessible
disambiguation system over the LOD cloud - we discuss its position within a
broader vision for evaluation and application infrastructure centered around the
LOD Laundromat in Section 5.4. Section 5.5 describes the LOTUS framework
through its model, approach, and initial collection of matching and ranking algorithms. The implementation of LOTUS is reported in Section 5.6. This Section
also explains how to query LOTUS and provides concrete examples. Scalability
4 https://web.archive.org/web/20140104093943/http://www.sindice.com/, discontinued in 2014.
5 http://lod.openlinksw.com/
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tests and demonstrations of LOTUS’ flexible retrieval are discussed in Section 5.7.
Several typical usage scenarios of LOTUS are presented and tested in Section
5.8. These use cases evaluate the potential of LOTUS for increasing the recall
of the entity linking task and providing access to more knowledge on the tail
entities, beyond what is found on DBpedia. We conclude by considering the key
strengths, limitations, and future plans for LOTUS in Section 5.9. Here we also
reflect on the fourth research question of this thesis.
5.2

problem description

In this section, we detail the requirements for a global text-based entry point
to linked open data and the strengths and weaknesses of current findability
strategies with respect to these requirements.
5.2.1

Requirements

The Semantic Web currently relies on four main strategies to find relevant
resources: datadumps, IRI dereferencing, Linked Data Fragments (LDF), and
SPARQL, but these are not particularly suited to global text-based search.6
Since it is difficult to memorize IRIs and structured querying requires prior
knowledge of how the data is organized, text-based search for resources is an
important requirement for findability on the Semantic Web (Req1: Text-based).
Furthermore, we also require text-based search to be resilient with respect to
minor variations such as typos or spelling variations (Req2: Resilience). An important principle of the Semantic Web is that anybody can say anything about
any topic (AAA). The findability correlate of this principle is not implemented
by existing approaches: only what an authority says or links to explicitly can
be easily found. We formulate the correlate requirement as “anybody should be
able to find anything that has been said about any topic” (Req3: AFAA).
Decentralized data publishing makes text-based search over multiple data
sources difficult. Not all sources have high availability (especially a problem
for SPARQL) and results from many different sources have to be integrated on
the client side (especially a challenge for IRI dereferencing and Linked Data
Fragments). Hence, we set requirements on availability (Req4: Availability) and
scalability (Req5: Scalability) for a text-based search service. While LDF provides
better serviceability for singular endpoints than the other three approaches, it is
still cumbersome to search for resources across many endpoints (Req6: Serviceability). Existing Semantic Web access approaches do not implement IR-level
search facilities. In Section 5.3 some systems will be discussed that built some
of this functionality on top of standard access methods. However, these systems
focus on a single algorithm to work in each and every case. This may be suitable
for an end-user search engine but not for a framework in which search engines
6 For the convenience of readers that might lack the needed background knowledge about these strategies, we provide an explanation in section 5.2.2.
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are built and evaluated, bringing us to our last requirement of customizability
(Req7: customizeability). Below we iterate our requirements:
req1. text-based Resource-denoting IRIs should be findable based on textbased queries that match (parts of) literals that are asserted about that IRI,
possibly by multiple sources.
req2. resilience Text-based search should be resilient against typos and
small variations in spelling (i.e., string similarity and fuzzy matching in
addition to substring matching).
req3. afaa Authoritative and non-authoritative statements should both be
findable.
req4. availability Finding resources should not depend on the availability
of all the original resource-publishing sources.
req5. scalability Resources should be searchable on a Web scale, spanning tens of billions of ground statements over hundreds of thousands
of datasets.
req6. serviceability The search API must be freely available for humans
(Web UI) and machines (REST) alike.
req7. customizability Search results should be ranked according to a customizable collection of rankings to support a wide range of use cases.
5.2.2

Current state-of-the-art

datadumps implement a rather simple way of finding resource-denoting
terms: one must know the exact Web address of a datadump in order to
download and extract resource-denoting IRIs. This means that search is neither text-based (Req1) nor resilient (Req2). Extraction has to be performed
manually by the user resulting in low serviceability (Req6). Datadumps do
not link explicitly to assertions about the same resource that are published
by other sources (Req3).
iris dereference to a set of statements in which that IRI appears in the subject position or, optionally, object position. Which statements belong to the
dereference result set is decided by the authority of that IRI, i.e., the person or organization that pays for the domain that appears in the IRI’s authority component. Non-authoritative statements about the same IRI cannot be found. Non-authoritative statements can only be found accidentally
by navigating the interconnected graph of dereferencing IRIs. As blank
nodes do not dereference significant parts of the graph cannot be traversed.
This is not only a theoretical problem as 7% of all RDF terms are blank
nodes (Hogan et al., 2012). In practice, this means that non-authoritative
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assertions are generally not findable (Req3). Since only IRIs can be dereferenced, text-based access to the Semantic Web cannot be gained at all
through dereferencing (Req1). Thus, it is not possible to find a resourcedenoting IRI based on words that appear in RDF literals to which it is
(directly) related, or based on keywords that bear close similarity to (some
of the) literals to which the IRI is related (Req2).
linked data fragments (Verborgh et al., 2014) (LDF) significantly increases
the serviceability level for single-source Linked Data retrieval (Req6) by
returning metadata descriptions about the returned data. E.g., by implementing pagination LDF allows all statements about a given resource to be
extracted without enforcing arbitrary limits. This is not guaranteed by IRI
dereferencing or SPARQL (both of which lack pagination). An extension
to LDF (Van Herwegen et al., 2015) adds efficient substring matching, implementing a limited form of text-based search (Req1). Due to the reduced
hardware requirements for running an LDF endpoint it is reasonable to assume that LDF endpoints will have higher availability than SPARQL endpoints (Req4). LDF does not implement resilient matching techniques such
as fuzzy matching (Req2) and does not allow non-authoritative statements
about a resource to be found (Req3).
sparql allows resources to be found based on text search that (partially)
matches literal terms (Req1). More advanced matching and ranking approaches such as string similarity or fuzzy matching are generally not available (Req2). As for the findability of non-authoritative statements, SPARQL
has largely the same problems as the other three approaches (Req3). There
is also no guarantee that all statements are disseminated by some SPARQL
endpoint. Endpoints that are not pointed to explicitly cannot be found
by automated means. Empirical studies conclude that many SPARQL endpoints have low availability (Buil-Aranda et al., 2013) (Req4). Figure 24
shows the availability rate for a number of SPARQL endpoints.7
federation is implemented by both LDF and SPARQL, allowing queries to
be evaluated over multiple endpoints. Federation is currently unable to implement Web-scale resource search (Req5) since every endpoint has to be
included explicitly in the query. This requires the user to enter the Web addresses of endpoints, resulting either in low coverage (Req3) or low serviceability (Req6). Other problems are that the slowest endpoint determines the
response time of the entire query and results have to be integrated at the
client side. Since Web-wide resource search has to span hundreds of thousands of data sources these problems are not merely theoretical.
Summarizing, findability is a problem on the Semantic Web today. The findability problem will not be solved by implementing existing approaches or standards in a better way, but requires a completely novel approach instead.
7 Source: Sparqles (http://sparqles.ai.wu.ac.at/). We refer the reader to the Sparqles website for
the most recent version of this plot.
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Figure 24: Number of SPARQL endpoints and their availability over time, as measured
by Sparqles. The X-axis represents time, whereas the number of endpoints at a
given time point is given on the Y-axis. The colors represent availability rates,
as indicated in the legend.

Figure 25: Representation of the capabilities of LOTUS, providing the missing aquamarine link between standard Semantic Web resources and text and Literals

5.3

related work

As we discussed in the introduction of this chapter, EL systems do not have a way
to simultaneously access a large set of structured knowledge sources through
text queries. Notably, this is a common problem in other disambiguation tasks,
such as WSD, where it is non-trivial to find resources beyond what is found in
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WordNet.8 While dedicated text indices for a single knowledge base, DBpedia,
have been built for the sake of EL systems, like AGDISTIS (Moussallem et al.,
2017), textual access to a large set of knowledge bases has not been pursued by
the semantic NLP community.
Several systems have implemented text-based search over Semantic Web data:
Swoogle (Ding et al., 2004), SemSearch (Lei et al., 2006), Falcons (Cheng et al.,
2008), Semplore (Wang et al., 2009), SWSE (Hogan et al., 2011), Hermes (Tran et
al., 2009), Sindice/Sigma (Tummarello et al., 2007)9 . Swoogle allows keywordbased search of Semantic Web documents. Hermes performs keyword-based
matching and ranking for schema resources such as classes and (object) properties. Falcons, Semplore, SWSE, and Sindice search for schema and data alike.
LOTUS can do much more (see Figure 25): it can relate keywords, IRIs, and
documents to each other (in all directions).
Exactly how existing systems extract keywords from RDF data is largely undocumented. Most services use standard NLP approaches such as stemming
and stopword removal to improve the keyword index. Furthermore, n-grams
are used to take multi-word terms into account (Swoogle), whereas WordNet
is used by Hermes to enrich keywords with synonyms. Many systems rely on
off-the-shelf text indexing tools such as Lucene that perform similar keyword
extraction tasks.
Many systems use metrics derived from the Information Retrieval field such as
Term Frequency (TF), Inverse Document Frequency (IDF) and PageRank to rank
results. Hermes, for example, implements a TF variant called Element Frequency
(EF) that quantifies the popularity of classes/properties in terms of the number
of instances they have. Sindice calculates a version of IDF by considering the
distinctiveness of data sources from which instances originate, as well as the
authority of a data sources: resources that appear in a data source that has the
same host name are ranked higher than non-authoritative ones. In practice, TF
and IDF are often combined in a single TF/IDF-based metric, in order to have a
balanced measure of popularity and distinctiveness.
While the basic idea of adapting existing IR metrics such as TF/IDF and
PageRank for text-based search of Semantic Web resources is a common ground
for existing systems, they all implement this idea in different ways; using different metrics, the same metrics in different ways, or combining the various
metrics in a different way. This makes it difficult to compare existing text-based
Semantic Web search systems with one another. Also, the fact that the adapted
algorithms differ between these systems provides evidence that there is no single retrieval algorithm that fits every use case. Acknowledging that combining
existing approaches into a final ranking over end-results is highly applicationdependent and is as much an art as a science, LOTUS takes a very different
approach. LOTUS provides an environment in which multiple matching and

8 Resources like BabelNet (Navigli and Ponzetto, 2012) enable this to some extent, by merging WordNet with several other linguistic resources.
9 A dedicated comparison to Sindice can be found in the original publication (Ilievski et al., 2015)
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ranking approaches can be developed and combined. This makes it much easier
to evaluate the performance of individual rankers on the global end result.
Existing systems operate on data collections of varying size. Sindice, Falcons
and Hermes are formally evaluated over hundreds of millions of statements,
while Semplore is evaluated over tens of millions of statements. Falcons, Swoogle
and Sindice have at some point in time been available as public Web Services for
users to query. With Sindice being discontinued in 2014, no text-based Semantic
Web search engine is widely available to the Semantic Web community today.
In addition to the work on semantic search engines, there have been multiple attempts to extend existing SPARQL endpoints with more advanced NLP
tooling such as fuzzy string matching and ranking over results (Feyznia et al.,
2014; Ichinose et al., 2014; Mulay and Kumar, 2011). This improves text search
for a restricted number of query endpoints but does not allow text-based queries
to cover a large number of endpoints, as the problem of integrating ranked results from many endpoints at the client side has not been solved. Virtuoso’s LOD
Cache10 provides public access to a text search-enriched SPARQL endpoint. It differs from LOTUS in that it does not allow the matching and ranking algorithms
to be changed or combined in arbitrary ways by the user and as a commercial
product its specific internals are not public.
5.4

access to entities at lod scale with lod lab

In this section we provide background on the infrastructure and the data collection on top of which we have built our text index, LOTUS.
5.4.1

LOD Lab

LOD Laundromat (Beek et al., 2014) is a Semantic Web crawling and cleaning
architecture and centralized data collection, available at http://lodlaundromat.
org. LOD Laundromat spans hundreds of thousands of data documents and tens
of billions of ground statements. The collection of datasets that it comprises is
continuously being extended.
LOD Lab (Rietveld et al., 2015a) is an infrastructure centered around the LOD
Laundromat data collection. The vision of this entire LOD Lab ecosystem is
broader, but largely resembles that of LOTUS: to enable the use of the vast
amount of structured knowledge found in the LOD Laundromat to generalize
evaluations and to enrich applications in various domains. Unfortunately, the
focus on one or a handful of knowledge bases is not exclusive to entity linking;
most evaluations and applications of Semantic web are based on a small number
of well-known knowledge bases. As an illustration, Figure 26 shows that most
research papers at the conference ISWC 2014 evaluate on DBpedia.
The obstacles of performing a web-of-data-wide evaluation are numerous and
multifaceted, including data collection, quality, accessibility, scalability, availabil10 http://lod.openlinksw.com/
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Figure 26: Overview of datasets used in evaluations of papers accepted in the ISWC 2014
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Figure 27: The LOD Laundromat (re)publishing workflow.

ity, and findability. This translates to an almost linear cost of adding one more
knowledge source to an evaluation: the knowledge source needs to be collected,
cleaned, indexed, etc. Prior to LOD Lab, these steps required human effort. The
LOD Laundromat-centered architecture decreases this effort significantly, opening the perspective for large-scale evaluations and applications that take the true
variety and richness of LOD into account.
The LOD Laundromat systematically improves the state-of-the art, by systematically crawling, cleaning, indexing, analyzing, and republishing data in a unified way. Next, its family of simple query tools allows researchers and developers
to query, access, analyze, and manipulate hundreds of thousands of data documents seamlessly. Each solution is implemented within the LOD Laundromat
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framework. Figure 27 shows the LOD Laundromat (re)publishing framework
which consists of the following components:11
lod basket A list of initial pointers to online available RDF documents, plus
the ability for human and machine users to add new pointers.
lod washing machine A full automated cleaning mechanism for RDF documents, implementing a wealth of standards and best practices.
lod wardrobe A centralized store of a large subset of the LOD Cloud. Each
clean RDF document is made available in several representations and
through several Web APIs.
lod laundromat metadataset Stores metadata about each RDF document’s cleaning process, as well as structural metrics about the data graph,
together with provenance data about how these metrics are calculated.
index A very large-scale key/value store that maps IRIs and namespaces to
documents in which those IRIs and namespaces appear.
lotus A full-text search index on all textual RDF literals that allows resources,
statements about resources, to be found through a configurable combination of matchers and rankers. We will describe LOTUS in detail in this
chapter.
lod lab An approach to reproducing Linked Data research which uses the
various components in an integrated way.
5.4.2

APIs and tools

While the LOD Lab base infrastructure is quite complex, using the LOD Lab to
scale Semantic Web evaluation is much simpler. LOD Lab relies on the following
Web APIs the LOD Laundromat makes available:
• LOTUS Search for IRIs and triples based on free text matching and filtering.
• Linked Data Fragments (Verborgh et al., 2014) (LDF) Search for triples
based on (incomplete) patterns.
• Namespace index Search for documents wherein a given namespace occurs.
• IRI index Search for documents in which a given IRI occurs.
• SPARQL Search for metadata about the crawling process and (structural)
properties of the data to filter documents.
11 This thesis section is based on (Beek et al., 2017). We refer the reader to this paper for more detailed
description of the underlying problems and the LOD Lab method of addressing them.
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• Datadump Bulk access to full RDF documents.
In the case of LOTUS, before we query the entire LOD Laundromat data collection someone needs to first request the list of all documents from the SPARQL
endpoint and then pose an LDF request for each document. Use cases like this
are handled by Frank (Beek and Rietveld, 2015), a Command-Line Interface (CLI)
that allows the most common operations to be performed more easily. Frank is
implemented as a single-file Bash script. As with other Unix-inspired tools, Frank
can be easily combined with other commands through Bash pipes. This makes
it relatively easy to run large-scale evaluations over the LOD Laundromat data
collection. In fact, the three evaluations that were (re)run in the original LOD
Lab paper (Rietveld et al., 2015b) all consisted of only a couple of calls to Frank.
These are the four main LOD Lab tasks that can be performed by using the
LOD Laundromat set of tools and APIs:
1. Find IRIs with LOTUS.
2. Find statements with LDF or Frank.
3. Find documents, by: querying the SPARQL endpoint, the document index
directly, or with Frank. Metadata on documents can be obtained with the
frank meta command.
4. Combine finding IRIs, statements and documents with other tools, and
custom algorithms.
LOD Lab provides added value for a wide range of use cases, such as data
search, publishing support, and web-wide evaluation of algorithms.
5.5

lotus

LOTUS relates unstructured to structured data using RDF as a paradigm to express such structured data. It indexes natural text literals that appear in the
object position of RDF statements in LOD Laundromat (see section 5.4 for a detailed description of LOD Laundromat and LOD Lab) and allows the denoted
resources to be findable based on approximate matching. LOTUS currently includes four different matching algorithms and eight ranking algorithms, which
leverage both textual features and relational information from the RDF graph.
5.5.1

Model

Denoted resources RDF defines a graph-based data model in which resources
can be described in terms of their relations to other resources. An RDF statement
expresses that a certain relation holds between a pair of resources.
The textual labels denoting some of these resources provide an opening to
relate unstructured to structured data. LOTUS does not allow every resource in
the Semantic Web to be found through text search, as some resources are not
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denoted by a term that appears as a subject of a triple whose object term is a
textual label. Fortunately, many Semantic Web resources are denoted by at least
one textual label and as the Semantic Web adheres to the Open World Assumption, resources with no textual description today may receive one tomorrow, as
everyone is free to add new content.
RDF Literals In the context of RDF, textual labels appear as part of RDF literals.
An RDF literal is either a pair hD, LEXi or a triple hrdf:langString, LEX, LT i (Cyganiak et al., 2014). D is a datatype IRI denoting a datatype. LEX is a Normal
Form C (NFC) Unicode string (Davis and Whistler, 2012). LT is a language tag
identifying an IANA-registered natural language per BCP 47 (Phillips and Davis,
2009). Semantically speaking, RDF literals denote resources, similar to the way
in which IRIs denote resources. A datatype D defines the collection of allowed
lexical forms (lexical space), the collection of resources denoted by those lexical
forms (value space), a functional mapping from the former to the latter and a
non-functional mapping from the latter to the former.
We are specifically interested in literals that contain natural language text.
However, not all RDF literals express – or are intended to express – natural
language text. For instance, there are datatype IRIs that describe a value space
of date-time points or polygons. Even though each dataset can define its own
datatypes, we observe that the vast majority of RDF literals use RDF or XSD
datatypes. This allows us to circumvent the theoretical limitation of not being
able to enumerate all textual datatypes and focus on the datatypes xsd:string
and rdf:langString (Cyganiak et al., 2014). Unfortunately, in practice we find
that integers and dates are also regularly stored under these datatypes. As a
simple heuristic filter LOTUS only considers literals with datatype xsd:string
and xsd:langString that contain at least two consecutive alphabetic Unicode
characters.
5.5.2

Language tags

The language tag assigned by the original data publishers can consist of multiple, concatenated subtags. Since our language detection tools only provide an
ISO 639-2 two-character language code in most cases, we focus our comparison
on the primary language subtag, i.e., the first two characters of each languagetagged string. Another motivation for enforcing this abstraction is that it is more
difficult to distinguish fine-grained language differences from a semantic point
of view. For instance, if the original data publisher supplied language tag de-DE,
it is difficult to determine whether de-AU or de would also have been correct annotations. The granularity level that we choose, two-character primary language
tags, is satisfactory for identifying most languages, although there are exceptional cases in which the secondary language subtag is also required for denoting the language. Most notably, this is the case for Chinese languages where
zh-CN denotes a language that is different from zh-TW.
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Table 30: The distribution of language tags in the LOD Laundromat data collection
Language tag

Occurrences

en

878,132,881

de

145,868,558

fr

129,738,855

it

104,115,063

es

82,492,537

ru

77,856,452

nl

75,226,900

pl

59,537,848

pt

56,426,484

sv

47,903,859

other language tag

607,012,252

XSD string

1,281,785,207

textual literals

3,544,028,391

We analyzed the language tags of the literals found in the LOD Laundromat,
identified by the heuristic described in the Section 5.5.1.12 The obtained results
are shown in Table 30. We observe that 63.83% (2.26 billion) of all literals contain
an explicit language tag assigned by the data publisher. Within this set, the most
language-tagged literals are in English, followed by German, French, Italian and
Spanish. This shows that Linked Data contains a strong representation bias towards languages of European origin, with the 10 most frequent language tags
representing European languages. 73.26% of all language-tagged literals belong
to one of the 10 most frequently occurring languages.
Comparing three libraries for automatic language detection, we found that the
Compact Language Detection (CLD)13 library performs best consistently. This library can reportedly distinguish between 160 languages. In the current version
of LOTUS we perform an automatic language tagging using CLD for the remaining 36.17% literals that have no manually assigned language tag. Table 31 shows
the top-10 most-frequently assigned tags on the literals without an original language tag.
In some instances a lexical form can be correctly annotated with multiple primary language tags. This is especially true for proper names – these often share
the same surface form in a plurality of languages. For instance, what is the right
language tag for “Amsterdam”: English, Dutch, or a set of languages? Ideally,
the world languages would be grouped into a hierarchy of language tags, thus
allowing the data publisher to specify a group or category of similar language
tags (e.g., all Germanic languages). This representation is not standardized at
the moment.
12 We refer the reader to the original paper for further details (Beek et al., 2018).
13 https://github.com/dachev/node-cld
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Table 31: Languages among the untagged strings according to CLD
Language tag
en

5.5.3

Occurrences
348,262,051

nl

27,700,617

de

25,166,990

da

12,574,645

ja

9,158,424

es

8,593,138

fr

7,248,383

nn

7,114,156

el

4,323,837

la

2,873,684

Linguistic entry point to the LOD Cloud

Inherent to its integration with the LOD Laundromat architecture, LOTUS fulfills three of the requirements we set in Section 5.2: 1. the scale on which LOTUS
operates is in range of billions and is 100 times bigger than that of previous semantic search systems that were made generally available for the community to
use (Req5); 2. since the LOD Laundromat data is collected centrally, finding both
authoritative and non-authoritative RDF statements is straightforward (Req3);
3. as a cached copy of linked data, LOD Laundromat allows its IRIs to be dereferenceable even when the original sources are unavailable (Req4).
LOTUS allows RDF statements from the LOD Laundromat collection to be
findable through approximate string matching on natural language literals. Approximate string matching (Navarro, 2001) is an alternative to exact string matching, where one textual pattern is matched to another while still allowing a number of errors. In LOTUS, query text is approximately matched to existing RDF
literals (and their associated documents and IRI resources) (Req1).
In order to support the approximate matching and linguistic access to LD
through literals, LOTUS makes use of an inverted index. As indexing of big
data in the range of billions of RDF statements is expensive, the inverted index
of LOTUS is created offline. This also allows the approximation model to be
efficiently enriched with various precomputed retrieval metrics.
5.5.4

Retrieval

Matching algorithms Approximate matching of a query to literals can be performed on various levels: as phrases, as sets of tokens, or as sets of characters.
LOTUS implements four matching functions to cope with this diversity (Req2):
m1. phrase matching: Match a phrase in an object string. Terms in each
result should occur consecutively and in the same order as in the query.
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m2. disjunctive token matching: Match some of the query tokens in a
literal. The query tokens are connected by a logical “OR” operator, expressing that each match should contain at least one of the queried tokens. The
order of the tokens between the query and the matched literals need not
coincide.
m3. conjunctive token matching: Match all query tokens in a literal.
The set of tokens are connected by a logical “AND” operator, which entails that all tokens from the query must be found in a matched literal. The
order of the tokens between the query and the matched literals need not
coincide.
m4. conjunctive token matching with edit distance: Conjunctive
matching (with logical operator “AND”) of a set of tokens, where a small
Levenshtein-based edit distance on a character level is permitted. This
matching algorithm is intended to account for typos and spelling mistakes.
To bring a user even closer to her optimal set of matches, LOTUS facilitates
complementary filtering based on the language of the literals, as explicitly specified by the dataset author or automatically detected by a language detection
library. While a language tag can contain secondary tags, e.g. to express country
codes, LOTUS focuses on the primary language tags which denote the language
of a literal and abstracts from the complementary tags.
Ranking algorithms Ranking algorithms on the Web of data operate on top
of a similarity function, which can be content-based or relational (Christophides
et al., 2015).14 The content-based similarity functions exclusively compare the
textual content of a query to each potential result. Such comparison can be done
on different granularity of text, leading to character-based (Levenshtein similarity, Jaro similarity, etc.) and token-based (Jaccard, Dice, Overlap, Cosine similarity, etc.) approaches. The content similarity function can also be informationtheoretical, exploiting the probability distributions extracted from data statistics.
Relational similarity functions complement the content similarity approaches by
considering the underlying structure of the tree (tree-based) or the graph (graphbased).
We use this classification of similarity algorithms as a starting point for our
implementation of three content-based (R1-R3) and five relational functions (R4R8) in LOTUS, thus addressing Req7:
r1. character length normalization: The score of a match is counterproportional to the number of characters in the lexical form of its literal.
r2. practical scoring function (psf): 15 The score of a match is a product of three token-based information retrieval metrics: term frequency
14 The reader is referred to this book for detailed explanation of similarity functions and references to
original publications
15 This function is the default scoring function in ElasticSearch. Detailed description of its theoretical
basis and implementation is available at https://www.elastic.co/guide/en/elasticsearch/guide/
current/scoring-theory.html

122

5.6 implementation

(TF), inverse-document frequency (IDF) and length normalization (inverseproportional to the number of tokens).
r3. phrase proximity: The score of a match is inverse-proportional to its edit
distance with respect to the query.
r4. terminological richness: The score of a match is proportional to the
presence of controlled vocabularies, i.e. classes and properties, in the original document from which the RDF statement stems from.
r5. semantic richness of the document: The score of a match is proportional to the mean graph connectedness degree of the original document.
r6. recency ranking: The score of a match is proportional to the moment
in time when the original document was last modified. Statements from
recently updated documents have higher score.
r7. degree popularity: The score of a match is proportional to the total
graph connectedness degree (indegree + outdegree) of its subject resource.
r8. appearance popularity: The score of a match is proportional to the
number of documents in which its subject appears.
In the next section, the implementation of LOTUS is detailed.
5.6

implementation

The LOTUS system architecture consists of two main components: the Index
Builder (IB) and the Public Interface (PI). The role of the IB is to index strings
from LOD Laundromat; the role of the PI is to expose the indexed data to users
for querying. The two components are executed sequentially: data is indexed
offline, after which it can be queried via the exposed public interface.
5.6.1

System architecture

Since our rankings rely on metadata about documents and resources which is
reused across statements, we need clever ways to compute and access this metadata. For this purpose, we pre-store the document metadata needed for the ranking algorithms R4-R6, which includes the last modification date, the mean graph
degree and the terminological richness coefficient of each LOD Laundromat document. To obtain these, we use the LOD Laundromat access tools that were
described in Section 5.4: Frank (Beek and Rietveld, 2015) and the SPARQL endpoint16 . The rankings R7 and R8 use metadata about resource IRIs. Computing,
storage, and access to this information is more challenging, as the number of
resources in the LOD Laundromat is huge and their occurrences are scattered
16 http://lodlaundromat.org/sparql/
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Figure 28: LOTUS system architecture

across documents. To resolve this, we store the graph degree of a resource and
number of documents where it appears in RocksDB.17
Once the relational ranking data is cached, we start the indexing process over
all data from LOD Laundromat through a batch loading procedure. This procedure uses LOD Laundromat’s query interface, Frank (Step 1 in Figure 28), to list
all LOD Laundromat documents and stream them to a client script. Following
the approach described in Section 5.5, we consider only the statements that contain a natural language literal as an object. The client script parses the received
RDF statements and performs a bulk indexing request in ElasticSearch (ES),18
where the textual index is built (Steps 2, 3 and 4 in Figure 28).
As soon as the indexing process is finished, LOTUS contains the data it needs
to perform text-based retrieval over the LOD Laundromat collection. Its index is
only incrementally updated when new data is added in LOD Laundromat.19
For each RDF statement from the LOD Laundromat, we index: 1) Information from the statement itself: subject IRI, predicate IRI, lexical form of the literal
(“string”), length of the “string” field (in number of characters), language tag of
the literal and document ID; 2) Metadata about the source document: last modification date, terminological richness coefficient and semantic richness coefficient;
3) Metadata about the subject resource: graph degree and number of documents in
which the resource appears.
We store the metadata for 2) and 3) in a numeric format to enable their straightforward usage as ranking scores by ElasticSearch. Each ElasticSearch entry has
the following format:

17 http://rocksdb.org/
18 https://www.elastic.co/products/elasticsearch
19 This procedure is triggered by an event handler in the LOD Laundromat itself.
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{
"docid": IRI,
"langtag": STRING,
"predicate": IRI,
"string": STRING,
"subject": IRI,
"length": float,
"docLastModified": float,
"docTermRichness": float,
"docSemRichness": float,
"uriDegree": int,
"uriNumDocs": int
}

In the current version of LOTUS, the fields “subject”, “predicate”, and “string”
are all analyzed (preprocessed by ElasticSearch), which allows them to be
matched in a flexible manner. Subjects and predicates can therefore be matched
based on substring queries - for instance, the user can query for every subject
that contains sw.open.cyc, or every predicate that does not contain the word
label.
The field “string” can be matched on some or all of its tokens. For instance,
querying for “California” returns both http://dbpedia.org/page/California
through an exact match and http://data.semanticweb.org/organization/
information-sciences-institute-university-of-southern-california

through a partial match to its label “ISI / University of Southern California”.
We next discuss the implementation of the different options for matching and
ranking.
5.6.2

Implementation of the matching and ranking algorithms

While the matching algorithms we introduce are mainly adaptations of off-theshelf ElasticSearch string matching functions, we allow them to be combined
with relational information found in the RDF statement to improve the effectiveness of the matching process. The approximate matching algorithms M1-M4 operate on the content of the “string” field, storing the lexical form of a literal. This
field is preprocessed (“analyzed”) by ElasticSearch at index time, thus allowing
existing ElasticSearch string matching functionalities to be put into practice for
matching. We allow users to further restrict the matching process by specifying
relational criteria: language tag of the literal (“langtag”), associated subject and
predicate as well as LOD Laundromat document identifier.
Similarly to the matching algorithms, our ranking algorithms rely on both ElasticSearch functionality and relational information extracted from LOD Laundromat. Concretely, our rankings are based on: 1) Scoring functions from ElasticSearch
(R1-R3); 2) Document-level scores: last modification date (R4), terminological rich-
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ness (R5) and semantic richness (R6); 3) Resource-level scores: graph degree (R7)
and number of documents that contain the resource (R8).
5.6.3

Distributed architecture

In our implementation, we leverage the distributed features of ElasticSearch and
scale LOTUS horizontally over 5 servers. Each server has 128 GB of RAM, 6 core
CPU with 2.40GHz and 3 SSD hard disks with 440 GB of storage each. We enable
data replication to ensure high runtime availability of the system.
The index of LOTUS contains 4.33 billion entries, allowing over two billion
distinct LOD Laundromat URIs to be found. Because the indexes of LOTUS are
very large, they have to be created with Big Data tools, specifically Hadoop20 and
RocksDB.21 Cached versions of the data are stored in Header Dictionary Triples
(HDT)22 and are exposed through a Linked Data Fragments (LDF)23 API. Metadata about the source documents is stored in a Virtuoso triple store and exposed
through a SPARQL endpoint. Because all components of the LOTUS framework
are exposed using standards-compliant web APIs, it is easy for developers to
extend the functionality of LOTUS.
5.6.4

API

Users can access the underlying data through an API. The usual query flow
is described in steps 5-8 of Figure 28. We expose a single query endpoint,24
through which the user can supply a query, choose a combination of matching
and ranking algorithms, and optionally provide additional requirements, such
as language tag or number of results to retrieve. The basic query parameters
are:25
string A natural language string to match in LOTUS
match Choice of a matching algorithm, one of phrase (M1), terms (M2), conjunct
(M3), fuzzyconjunct (M4)
rank Choice of a ranking algorithm, one of lengthnorm (R1), psf (R2), proximity
(R3), termrichness (R4), semrichness (R5), recency (R6), degree (R7), appearance
(R8)
size Number of best scoring results to be included in the response
langtag Two-letter language identifier
20
21
22
23
24
25

http://hadoop.apache.org
http://rocksdb.org
http://www.rdfhdt.org/
http://linkeddatafragments.org/
http://lotus.lodlaundromat.org/retrieval
See http://lotus.lodlaundromat.org/docs for additional parameters and more detailed informa-

tion.
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LOTUS is also available as a web interface at http://lotus.lodlaundromat.
org/ for human-friendly exploration of the data, thus fulfilling Req6 on usefulness for both humans and machines. Code of the API functions and data from
our experiments can be found on GitHub.26 The code used to create the LOTUS
index is also publicly available.27
5.6.5

Examples

The LOTUS Web UI can be found at http://lotus.lodlaundromat.org. A query
is issued by filling in the respective HTML forms. Different matchers and rankers
can be chosen from dropdown menus. The same queries that are issued through
the Web UI can also be performed algorithmically. The URI-encoded query is
shown inside the Web UI. For instance, the following searches for RDF terms
and statements about monkeys:
http://lotus.lodlaundromat.org/retrieve?string=monkey

For each option that is changed in the Web UI, the URI changes as well. For
instance, the following excludes results where the subject term is not an IRI (i.e.,
excluding blank nodes).
http://lotus.lodlaundromat.org/retrieve?string=monkey&\
noblank=true

LOTUS is not limited to searching textual RDF literals, descriptive text often
appears in IRIs as well. The following query searches for monkeys that are defined in OpenCyc:
http://lotus.lodlaundromat.org/retrieve?string=monkey&\
noblank=true&subject=sw.opencyc.org

In the following query we exclude results where ‘label’ (e.g., rdfs:label) appears in the predicate position:
http://lotus.lodlaundromat.org/retrieve?string=monkey&\
noblank=true&subject=sw.opencyc.org&predicate=NOT%20label

Another useful feature is to filter for strings whose content belongs to a particular natural language. The following only returns language-tagged strings that
belong to the English language (language tag en):
http://lotus.lodlaundromat.org/retrieve?string=monkey&\
noblank=true&subject=sw.opencyc.org&predicate=NOT%20label&\
langtag=en

These sample queries in LOTUS show that the various filters can be easily
combined to make fine-grained queries.

26 https://github.com/filipdbrsk/LOTUS_Search/
27 https://github.com/filipdbrsk/LOTUS_Indexer/
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5.7

performance statistics and flexibility of retrieval

As LOTUS does not provide a one-size-fits-all solution, we present some performance statistics and scenarios in this section. We test LOTUS on a series of
queries and show the impact of different matching and ranking algorithms. Both
scalability and flexibility are a crucial component of a text index that aspires to
enable linking of long-tail entities. By linking to entities on a much larger scale,
we automatically increase the size of the seed set of entities considered. Knowing
that most entities are tail entities, this increase in size and computational complexity could in theory be very large.28 Flexible retrieval is important because
the matching between surface forms and instances tends to be case-dependent
- finding forms that contain a spelling error would require a different retrieval
mechanism compared to forms that should be matched strictly as a full phrase,
or forms that are to be treated as a set of tokens.
Table 32: Statistics on the indexed data of LOTUS.

5.7.1

total # literals encountered

12,380,443,617

#xsd:string literals

6,205,754,116

#xsd:langString literals

2,608,809,608

# indexed entries in ES

4,334,672,073

# distinct sources in ES

493,181

# hours to create the ES index

67

disk space used for the ES index

509.81 GB

# in_degree entries in RocksDB

1,875,886,294

# out_degree entries in RocksDB

3,136,272,749

disk space used for the RocksDB index

46.09 MB

Performance statistics

Statistics over the indexed data are given in Table 32. LOD Laundromat contains
over 12 billion literals, 8.81 billion of which are defined as a natural language
string (xsd:string or xsd:langString datatype). According to our approach,
4.33 billion of these (∼35%) express natural language strings, stemming from
493,181 distinct datasets.29 . The LOTUS index was created in 67 hours, consuming 509.81 GB of disk space.
To indicate the performance of LOTUS from a client perspective we performed
324,000 text queries. We extracted the 6,000 most frequent bigrams, trigrams, and
quadgrams (18,000 N-grams in total) from the source of A Semantic Web Primer
(Antoniou et al., 2012). Non-alphabetic characters were first removed. For each
28 In practice, most tail entities are still not found in the LOD cloud, but that could change.
29 The number of distinct sources in LOTUS is lower than the number of documents in LOD Laundromat, as not every document contains natural language literals.
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Figure 29: LOTUS average response times in seconds for bi-, tri-, and quadgram requests.
The horizontal axis shows 18 combinations of a matcher and a ranker. The
matchers are conjunct (c), phrase (p), and terms (t). The rankers are length normalization (l), proximity (pr), psf (ps), recency (r), semantic richness (s), and term
richness (t). The bar chart is cumulative per match+rank combination. For instance, the first bar indicates that the combination of conjunct matching and
length normalization takes 0.20 seconds for bigrams, 0.15 seconds for trigrams,
0.15 seconds for quadgrams and 0.5 seconds for all three combined. The slowest query is for bigrams with terms matching and length normalization, which
takes 1.0 seconds on average.

N-gram we performed a text query using one of three matchers in combination
with one of six rankers. The results are shown in Figure 29. We observe certain
patterns in this Figure. Matching disjunctive terms (M2) is strictly more expensive than the other two matching algorithms. We also notice that bigrams are
more costly to retrieve than trigrams and quadgrams. Finally, we observe that
there is no difference between the response time of the relational rankings which
is expected, because these rank results in the same manner, through sorting prestored integers in a decreasing order.
The performance and scalability of LOTUS is largely due to the use of ElasticSearch, which justifies our rationale in choosing ElasticSearch as one of our two
main building blocks: it allows billions of entries to be queried within reasonable
time constraints, even running on an academic hardware infrastructure.
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5.7.2

Flexibility of retrieval

To demonstrate the flexibility and the potential of the LOTUS framework, we
performed retrieval on the query “graph pattern”. We matched this query as
a phrase (M1) and iterated through the different ranking algorithms. The top
results obtained with two of the different ranking modes are presented in Figure 30.
The different ranking algorithms allow a user to customize her results. For
example, if a user is interested in analyzing the latest changes in a dataset, the
Recency ranking algorithm will retrieve statements from the most recently updated datasets first. A user who is more interested in linguistic features of a
query can use the length normalization ranking to explore resources that match
the query as precisely as possible. Users interested in multiple occurrences of
informative phrases could benefit from the practical scoring function. When the
popularity of resources is important, the degree-based rankings can be useful.
Users can also vary the matching dimension. Suppose one is interested to
explore resources with typos or spelling variation: fuzzy conjunctive matching
would be the appropriate matching algorithm to apply.
5.8

finding entities beyond dbpedia

The research question that is being addressed in this chapter is How to improve the
access to tail entities beyond DBpedia? We have built LOTUS to enable access to a
much wider body of knowledge than the general-domain entities in DBpedia. We
thus hope that the results of LOTUS include contextually-relevant, tail entities,
as found in the underlying LOD cloud.
In this section, we illustrate the potential of LOTUS to enable LOD-wide textual access to knowledge beyond DBpedia through three Entity Linking scenarios. We perform a small recall evaluation on a standard benchmark dataset,
namely the AIDA-YAGO2 entity linking benchmark dataset (Hoffart et al., 2011).
We also present two domain-specific use cases, namely Local monuments and
Scientific journals, which we expect to contain a larger number of NILs and tail
entities.
For each use case scenario, we gather a set of entities and query each entity
against LOTUS. We used the following matching options: M1 (phrase matching), M1 + LT (M1 with a language tag), M2 (disjunctive term matching), and
M2 + LT (M2 with a language tag). We ranked the results using the default ElasticSearch ranker, PSF. We counted the amount of entities without results and the
proportion of DBpedia resources in the first 100 candidates, as a comparison to
the (currently) most popular knowledge base. We then inspected a number of
query results to assess their relevance to the search query. In the remainder of
this section we detail the specifics of each use case.30
30 The experiments presented here were executed with an earlier version of the LOTUS index, presented
in (Ilievski et al., 2015). Repeating this experiment with the current LOTUS index might result in
slightly different numbers.
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Table 33: Use case statistics on AIDA-YAGO2, showing: # of queries, # queries for which
no result is retrieved, # queries for which we only find resources other than
DBpedia, and proportion of DBpedia resources in the first 100 results per query
type. Matching options: M1 (phrase matching), M1 + LT (M1 with a language
tag en), M2 (disjunctive term matching), and M2 + LT (M2 with a language tag
en). Ranker: R3 (Practical Scoring Function).
M1

M1 + LT

# queries

5.8.1

M2

M2 + LT

5,628

# no result

1,286

1,286

54

54

# no DBpedia

1,723

1,701

185

115

% DBpedia

69.49

77.68

64.35

79.11

AIDA-YAGO2

The AIDA-YAGO2 dataset (Hoffart et al., 2011) is an extension of the CoNLL
2003 Named Entity Recognition Dataset (Tjong Kim Sang and Meulder, 2003) to
also include links to Wikipedia entries for each entity. 7,112 of the entity phrases
in AIDA-YAGO2 have no DBpedia entry. We removed the duplicate entities in
each article, providing us with 5,628 entity mentions. We focus on these to show
the impact of having access to multiple datasets.
The results of our analysis on AIDA-YAGO2 are given in Table 33. We suspect
that the growth in DBpedia since the release of this dataset has improved recall
on the named entities, but there is still a benefit of using multiple data sources.
We observe that between 64.35% (for matcher M2) and 79.11% (for M2 + LT ) of
all results stem from DBpedia. For both M1 and M2, the percentage of DBpedia
results increases when we include a language tag in the query: this signals that,
on average, DBpedia includes language tags for its literals more often than a
random non-DBpedia IRI in LOTUS.
The results show that it is useful to look for entities beyond DBpedia, especially when DBpedia gives no result. Query M2 provides results for 71% of the
queries that have no DBpedia result. This is the highest increase of recall among
the four matching options; the lowest (24%) is measured for M2 + LT .
We also manually inspected the top results of individual queries. For smaller
locations, such as the “Chapman Golf Club", relevant results are found in for
example http://linkedgeodata.org/About. Also, the fact that the different language versions of DBpedia are plugged in helps in retrieving results from localized DBpedias such as for “Ismaïl Boulahya", a Tunisian politician described in
http://fr.dbpedia.org/resource/Isma%C3%AFl_Boulahya. Some of the retrieval
is hampered by newspaper typos, such as “Allan Mullally” (“Alan Mullally” is
the intended surface form).
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Table 34: Use case statistics on Local Monuments, showing: # of queries, # queries for
which no result is retrieved, # queries for which we only find resources other
than DBpedia, and proportion of DBpedia resources in the first 100 results per
query type. Matching options: M1 (phrase matching), M1 + LT (M1 with a language tag en), M2 (disjunctive term matching), and M2 + LT (M2 with a language tag en). Ranker: R3 (Practical Scoring Function).
M1

M1 + LT

# queries

5.8.2

M2

M2 + LT

191

# no result

23

23

3

3

# no DBpedia

26

25

4

3

% DBpedia

70.48

83.23

67.19

84.92

Local monuments guided walks

The interest in applications such as Historypin (http://www.historypin.org) or
the Rijksmuseum API (https://www.rijksmuseum.nl/en/api) shows that there
are interesting use cases in cultural heritage and local data. To explore the
coverage of this domain in the LOD Laundromat, we created the local monuments dataset by downloading a set of guided walks from the Dutch website
http://www.wandelnet.nl. We specifically focused on the tours created in collaboration with the Dutch National Railways as these often take walkers through
cities and along historic and monumental sites. From the walks ‘Amsterdam
Westerborkpad’ and ‘Mastbos Breda’, a human annotator identified 112 and 79
entities respectively. These are mostly monuments such as ‘De Grote Kerk’ (The
big church) or street names such as ‘Beukenweg’ (Beech street).
Table 34 shows that most queries have results in DBpedia, and the handful
of queries that have no result in DBpedia also do not have a result overall in
the LOD Laundromat. Namely, considering M2 only 4 out of 191 queries do
not result in at least one DBpedia IRI, and only 1 of these 4 has a result elsewhere in the LOD Laundromat. The trend is similar for M1 and M1 + LT : for
these matchers, there are overall more cases without a DBpedia result but these
queries typically (23 out of 26 times) also have no result elsewhere on the LOD
cloud. The percentage of DBpedia results in the top-100 is relatively high for
the ‘Local Monuments’ dataset, ranging between 67.19% for M2 and 84.92% for
M2 + LT . Again, we observe that the percentage of DBpedia IRIs increases when
we include a language tag in the query to LOTUS.
We manually inspected the top-10 results on a number of queries. Here we
find that the majority of the highest ranking results is still coming from DBpedia. However, when no DBpedia link is available, often a resource from
the Amsterdam Museum (http://semanticweb.cs.vu.nl/lod/am/) or Wikidata
(http://www.wikidata.org) is retrieved. The focus on entertainment in DBpedia
is also shown here for the query ‘Jan Dokter’, the person who first walked the
route to commemorate his family that died in WWII. ‘Jan’ is a very common
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Table 35: Use case statistics on Journals, showing: # of queries, # queries for which no
result is retrieved, # queries for which we only find resources other than DBpedia, and proportion of DBpedia resources in the first 100 results per query
type. Matching options: M1 (phrase matching), M1 + LT (M1 with a language
tag), M2 (disjunctive term matching), and M2 + LT (M2 with a language tag).
Ranker: R3 (Practical Scoring Function). Language tag queries were not ran because the dataset is multilingual.
M1

M1 + LT

# queries

M2

M2 + LT

231

# no result

10

X

0

X

# no DBpedia

49

X

15

X

% DBpedia

24.83

X

22.33

X

Dutch first name, and ‘Dokter’ means ‘doctor’, which results in many results
about characters in Dutch and Flemish soap operas who happen to be doctors.
This expresses a need for allowing more context to be brought into the search
query to filter results better.
Summarizing, the potential of LOTUS to increase the recall on the Local Monuments dataset is notably smaller than on AIDA-YAGO2.
5.8.3

Scientific journals

Whitelists (and blacklists) of scientific journals are used by many institutions
to gauge the output of their researchers. They are also used by researchers interested in the scientific social networks. One such list is made publicly available by
the Norwegian Social Science Data Services Website (http://www.nsd.uib.no/).
Their level 2 publishing channel contains 231 titles of journals. The majority of
these titles is in English, but it also contains some German and Swedish titles
barring the use of the language tag in querying.
Table 35 shows the obtained results. As the queries are generally longer and
contain more context-specific terms such as “journal”, “transactions”, “methods”, and “association”, the query results are generally more relevant. The exception here are the more generic titles, such as “Transportation”: these yield, as
expected, more generic results.
We observed that only 22-25% of all query results come from DBpedia. In addition, 39 out of 49 queries that have no DBpedia result for M1, and all 15 queries
for M2, have a result in LOTUS found in a non-DBpedia knowledge source. Such
sources are: ZDB (http://dispatch.opac.dnb.de/LNG=DU/DB=1.1/), the 2001
UK’s Research Assessment Exercise as exposed through RKB Explorer (http:
//rae2001.rkbexplorer.com/), Lobid (http://lobid.org/), and Wikidata.
We can conclude that long-tail entities in scientific journals are especially wellsuited for entity linking over the LOD cloud, as they are often represented in
more specialized knowledge bases, such as ZDB or RKB Explorer.
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5.9

discussion and conclusions

The lack of a global LOD-wide text index is prohibitive for building LOD-wide
entity linkers. Recognizing this, we presented LOTUS, a full-text entry point to
the centralized LOD Laundromat collection. We detailed the specific difficulties
in accessing textual content in the LOD cloud today and the approach taken
by LOTUS to address these. LOTUS allows its users to customize their own
retrieval method by exposing analytically well-understood matching and ranking algorithms, taking into account both textual similarity and certain structural
properties of the underlying data. LOTUS currently provides 32 retrieval options
to be used in different use cases.
We demonstrated the potential of LOTUS to find long-tail entities beyond DBpedia in three small use case scenarios. We were able to find entity representations for the majority of the queries relevant for these use cases. Compared to
using only DBpedia, we noted the highest increase of recall by LOTUS on the
‘Journals’ dataset. Namely, less than a quarter of all results for journals stemmed
from DBpedia, and all of the queries without a DBpedia candidate, had a result
elsewhere in the LOD Laundromat. We observed a moderate increase of recall
on AIDA-YAGO2: up to 36% of the results stemmed from outside DBpedia, and
up to 71% of the DBpedia NILs (queries without a result in DBpedia) have a
result in LOTUS. We observed little increase of recall on the ‘Local Monuments’
dataset. While many of the results still come from generic knowledge sources
such as DBpedia, the different use cases show that this proportion differs per
domain, opening up new perspectives and challenges for application areas, such
as Named Entity Disambiguation and Information Retrieval.
In the current version of LOTUS we focus on context-free31 ranking of results and demonstrate the versatility of LOTUS by measuring its performance
and showing how the ranking algorithms affect the search results. A contextdependent ranking mechanism could make use of additional context coming
from the query in order to re-score and improve the order of the results. To
some extent, context-dependent functionality could be built into LOTUS. However, graph-wide integration with structured data would require a different approach, potentially based on a full text-enabled triplestore (e.g., Virtuoso).
Although further optimization is always possible, the current version of LOTUS performs indexing and querying in an efficient and scalable manner, largely
thanks to the underlying distributed architecture. Since the accuracy of LOTUS
is case-dependent, future work will evaluate the precision and recall of LOTUS
on concrete applications, such as Entity Linking and Network Analysis. The usability of LOTUS could also be compared to standard WWW web search engines,
by restricting their results to filetype:rdf.
Answer to RQ4 This chapter focused on the fourth research question from
this thesis, regarding the enrichment of knowledge on long-tail entities beyond
DBpedia. To get much richer and more diverse knowledge on entities that are
31 By “context-free”, we mean that the retrieval process cannot be directly influenced by additional
restrictions or related information.
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underrepresented in DBpedia and similar Wikipedia-based knowledge bases we
turned to the Linked Open Data cloud, a collection of tens of billions of statements. We complemented a centralized collection of LOD statements (LOD Laundromat) with LOTUS, an adaptive, centralized, and scalable textual entry point.
LOTUS was designed with concrete requirements in mind, such as accessibility, scalability, and diversity of use cases. We showed that LOTUS can search in
billions of statements within a second.
The initial experiments with entities from three different entity linking
datasets show the potential of LOTUS for entity linking and retrieval of longtail entities. The fact that candidates for (almost) all long-tail journals and up to
71% of the AIDA-YAGO2 NILs can be potentially found in LOTUS encourages
further research in this direction. Future work will investigate how to design,
implement, and evaluate a web-of-data-wide entity linking system. This is an
unexplored terrain and brings many novel challenges, concerning the efficiency
of web-of-data search and a fair evaluation across many heterogeneous knowledge sources. Moreover, we expect that besides the recall, the ambiguity will
increase dramatically as well - it is unclear how to reach high precision in entity linking under circumstances of extreme ambiguity. LOTUS and the entire
LOD Lab infrastructure are expected to grow and be tuned together with its
applications.
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Figure 30: Results of query “graph pattern” with terms-based matching and different rankings: 1) Semantic richness, 2) Recency.
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T H E R O L E O F K N O W L E D G E I N E S TA B L I S H I N G
I D E N T I T Y O F L O N G - TA I L E N T I T I E S

The NIL (E3) entities do not have an accessible representation, which means
that their identity cannot be established through traditional disambiguation. As
a consequence, these entities have received little attention in entity linking systems and tasks so far. Similarly, we excluded them from the analysis in chapter
2, given that a large portion of the study would be nonsensical for NIL entities. Nevertheless, the E3 entities can be seen as an extreme variant of the tail
(E2) entities, given the non-redundancy of knowledge on these entities, the lack
of frequency priors, their potentially extreme ambiguity, and numerousness. Extrapolating the discussion and our findings in previous chapters, we believe that
this special class of entities poses a great challenge for state-of-the-art EL systems.
The identity of E3 entities is therefore the main focus of this chapter. Are
E3 entities qualitatively different from E1 and E2 entities? What can be done
to establish their identity and potentially link to them at a later point? What
kind of knowledge can be applied to establish the identity of NILs? How to
capture implicit knowledge and fill knowledge gaps in communication? These
matters will be considered in this chapter. The main research question that we
will investigate is RQ5: What is the added value of background knowledge models when
establishing the identity of NIL entities?
Due to the unavailability of instance-level knowledge, in this chapter we propose to enrich the locally extracted information with models that rely on background knowledge in Wikidata. This background knowledge is in a structured
form and resembles that discussed in the previous chapter, which means that in
theory such models could easily be built on top of DBpedia or any other (collection of) LOD knowledge base(s) that LOTUS enables access to. We test our
approach on variations of the evaluation data described in chapter 4.
The content of this chapter is a combination of new research and the content
published in the following two publications:
1. Filip Ilievski, Piek Vossen, and Marieke van Erp (2017). “Hunger for Contextual Knowledge and a Road Map to Intelligent Entity Linking.” In:
International Conference on Language, Data and Knowledge. Springer, Cham,
pp. 143–149 In this paper I was the main contributor, organized the related
work, and provided an argumentation with a set of recommendations.
2. Filip Ilievski, Eduard Hovy, Qizhe Xie, and Piek Vossen (2018). “The Profiling Machine: Active Generalization over Knowledge.” In: ArXiv e-prints.
arXiv: 1810.00782 [cs.AI] In this preprint, I was the main contributor. I
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investigated the idea of building profiles as neural background knowledge
models inferred from instance-level data, and tested their accuracy against
instance data and human judgments.
6.1

introduction

Knowledge scarcity is (unfortunately) a rather prevalent phenomenon, with most
instances being part of the Zipfian long tail. Applications in NLP suffer from
hunger for knowledge, i.e., a lack of information on the tail instances in knowledge bases and in communication. Knowledge missing during NLP system processing is traditionally injected from knowledge bases, which attempt to mimic
the extratextual knowledge possessed and applied by humans. However, current knowledge bases are notoriously sparse (Dong et al., 2014), especially on
long-tail instances. Not only there are many instances with scarce knowledge
(E2 entities), but most (real or imaginary) entities in our world have no accessible representation at all (E3 entities). This poses a limitation to the entity linking
task, as we are unable to establish the identity of the vast majority of entities
through traditional disambiguation, as defined in the task of entity linking.
Within entity linking, the forms that refer to non-represented entities are simply resolved with a reference to a ‘NIL’. The TAC-KBP NIL clustering task takes
a step further, as it requires the forms which refer to the same NIL entity within
a dataset to be clustered together. We note, however, that the utility of this clustering is limited to the current dataset - provided that no additional information
is stored about this entity, it is simply not possible to distinguish it from any
other NIL entity found in another dataset. It is also not possible to link any form
outside of this dataset to that instance, as it contains no description whatsoever.
In a realistic setting the clustering itself is very complex. Imagine a document
D1 that mentions a NIL entity with a name ‘John Smith’. Given another mention
with the same form in a document D2 , we need to decide whether the two documents report about the same person, or another person sharing the name. In reality, there are thousands of such documents, most of which describe a different
person, but some of which could still be about the same person as D1 . Moreover,
there is no guarantee that the information about this entity will be consistent
across documents. The lack of frequency priors among these instances (I), the
scarcity and non-redundancy of knowledge (II), and the unknown, but potentially extreme, ambiguity (III) make the NIL entities substantially different from
the head entities. Considering these factors, the knowledge about the NIL entities needs to be carefully extracted (both high precision and recall), combined,
and stored, in order to allow further reasoning.
In this chapter, we investigate the role of knowledge when establishing the
identity of NIL entities mentioned in text. We expect that even with perfect
attribute extraction, it is not always trivial to establish the identity of a long-tail
entity across documents due to heterogeneity of information. Namely, the information about an entity found in different documents is not necessarily identical,
as these have been written independently of each other and potentially describe
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different information relevant in that context. Such knowledge gaps in communication are easily filled by people based on knowledge about associations among
facet values, and give rise to a continuously evolving and changing collection
of cognitive expectations and stereotypical profiles.1 People assume that they
are entitled to fill knowledge gaps with their expectations unless contradictory
evidence is explicitly presented.
Growing amounts of data and the advent of workable neural (deep) models
raise the natural question: how can one build models that capture such prominent cognitive skills of people? How can one fill knowledge gaps when these cannot be distilled directly from communication nor retrieved from existing knowledge bases? A popular computational task of completing missing values in a
knowledge graph is Knowledge Base Completion (KBC), where the system is
asked to add new concrete instance-level facts given other instantial information.
In this chapter, we motivate a variant of KBC called profiling, where unlike in
regular KBC, we predict expectations over value classes rather than predicting
specific values with high precision. These expectations should of course be conditioned on whatever (partial) information is provided for any test case, and
automatically adjusted when any additional information is provided. We see
profiling as a common and potentially more helpful capability for filling gaps in
NLP, where knowing preferences or ranges of expectations (rather than concrete
values) is often necessary in order to perform reasoning and to direct interpretation on partial and underspecified (long-tail) data.
We design and implement two profiling machines, i.e., background knowledge
models that fill knowledge gaps, based on state-of-the-art neural methods. The
profiling machines are evaluated extrinsically on a NIL clustering task, where
the evaluation data concerns the event participants (of type Person) from the
referential quantification task (“SemEval-2018 task 5”) described in chapter 4.
Within this data, we focus on the gun violence domain. The entities in SemEval2018 task 5 satisfy the properties of long-tail entities described above: they have
no representation in the LOD cloud, we can find very little, often inconsistent,
information about them in texts, and their ambiguity is potentially very large.
To test the applicability of our profilers to the NIL clustering task, we match
the local, incomplete context extracted from text to its corresponding profile.
We investigate the interplay between profiles and various intratextual knowledge, distilled with both perfect and automatic extractors. To understand the
robustness of our approach, we systematically increase the ambiguity of forms,
and investigate how the behavior of our system changes. By combining explicit
and implicit knowledge, we are able to gain insight into the role of background
knowledge models when establishing identity of long-tail entities. In addition,
we perform an intrinsic evaluation of the behavior and performance of the profiling models.
We summarize the contributions of this chapter as follows:

1 We consider the terms ‘attribute’, ‘property’, and ‘facet’ to be synonymous in the context of this work
and hence we will use them interchangeably in this chapter.
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1. We formulate a set of hypotheses about the role of background knowledge
models in establishing identity of long-tail entities (Section 6.3).
2. We motivate a KBC-variant of profiling (Section 6.4) to support the interpretation of contextual, long-tail instances in NLP. In profiling, we predict
expectations over value classes rather than predicting specific values with
high precision.
3. We describe two generic state-of-the-art neural methods that can be easily instantiated into profiling machines for generation of expectations, and
applied to any kind of knowledge to fill gaps (Section 6.4).
4. We illustrate the usefulness of the profiling methods extrinsically on the
referential NLP challenge of establishing identity of long-tail entities (Section 6.6). By establishing identity of entities without popularity/frequency
prior and under extremely high ambiguity levels, we are the first to deliberately address the true challenges for the entities in the distributional ‘tail’.
For the purpose of this evaluation, we adapted the gun violence domain
data of SemEval-2018 task 5 (Postma et al., 2018), whose extraction and
preparation was detailed in chapter 4.
5. We evaluate the profiling methods intrinsically against known values in
Wikidata and against human/crowd judgments, and compare the results
to gain insight in the nature of knowledge captured by profiles (Section
6.7).
6. We make all code and data available to facilitate future research.
6.2

related work

The task of establishing identity of NIL entities to which we attend in this chapter
has been motivated by NIL clustering, a recent addition to the standard task
of entity linking. We review previous approaches for NIL clustering in section
6.2.1. A knowledge-based approach towards representing identity from text has
similarities with previous work on attribute extraction and slot filling, which
we review in section 6.2.2. The idea of filling knowledge gaps through profiling
default values has similarities with the KRR research on knowledge completion
and defaults, as well as other disciplines - these tasks and their typical state-ofthe-art approaches are covered in sections 6.2.3 and 6.2.4.
6.2.1

Entity Linking and NIL clustering

Entity linking facilitates the integration and reuse of knowledge from existing
knowledge bases into corpora, established through a link from an entity mention
in text to its representation in a knowledge base. Many entity linking systems
have been proposed in the recent years: AGDISTIS (Moussallem et al., 2017),
Babelfy (Moro et al., 2014), and DBpedia Spotlight (Daiber et al., 2013), inter alia.
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A special category in the EL task are the NIL entities. NIL entities are entities
without a representation in a knowledge base (Ji and Grishman, 2011). These
are typically considered to have low frequencies within a corpus and/or to be
domain-specific. Esquivel et al. (2017) report that around 50% of the people mentioned in news articles are not present in Wikipedia. Considering that Wikipedia
and its structured data counterparts are almost exclusively used as an anchor in
EL, this means that for half of all people mentions, the EL task is nonsensical.
How does one decide between an existing entity representation and a NIL
value? EL systems typically use a certain threshold value of the linking confidence for this purpose.
The NIST Text Analysis Conference’s Knowledge Base Population (TAC-KBP)
(Ji and Grishman, 2011; Ji et al., 2015) has introduced a task of NIL clustering,
asking systems to cluster NIL mentions that are coreferential. By doing so, they
acknowledge the prominence and the relevance of the NIL entities in corpora,
and take a step further towards meaningful interpretation of these mentions. We
note, however, that the utility of this outcome is limited to the current dataset provided that no additional information is stored about this entity, it is simply
not possible to distinguish it from any other NIL entity found in another dataset.
It is also not possible to link any form outside of this dataset to that instance, as
it contains no description whatsoever.
Although state-of-the-art EL systems do not perform NIL clustering or do not
detail their clustering algorithm, several NIL clustering approaches were proposed within the TAC EDL competition. Radford et al. (2011) propose three
baseline techniques to cluster NIL entities: 1. ‘term’ (cluster terms that share the
same mention) 2. ‘coref’ (cluster based on in-document coreference) 3. ‘KB’ (use
information from a KB where this NIL actually does exist). Graus et al. (2012)
first translate the full documents to TF.IDF weighted vectors, then perform hierarchical agglomerative clustering algorithm on the vectors of all documents
that were previously labeled as NIL by the system. Monahan et al. (2011) perform NIL clustering together with EL, by first clustering mentions based on their
term and certain features: type, verbal context, etc., and then optionally linking
the cluster to a KB entity. When resolving a nominal mention, the most effective
approach is to apply within-document coreference resolution to resolve it to a
name mention (Ji et al., 2015). Although state-of-the-art within-document coreference resolution performance for nominal mentions is still quite low, linking
each identified person nominal mention to its closest person name mention can
yield 67% accuracy (Hong et al., 2015).
We observe that the NIL clustering is a fairly marginal part of the overal
task of interpretation of entity mentions. The clustering of NILs is mostly either not done at all, or not reported/assumed to be done in a certain default
(typically term-based) manner. When reported (typically not most recent work),
the method is typically based on the term itself, coreference, and verbal context.
In this work, we focus exclusively on establishing identity of NIL entities, and we
apply a method that is based on background knowledge models and reasoning
over entity attributes.
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The issue of knowledge scarcity on long-tail entities is encountered in several approaches which perform entity linking in order to improve the retrieval
of information in search engines. Graus et al. (2016) propose to combine dynamic entity representations from various sources in order to improve the entity
ranking, whereas Meij et al. (2011) map the search engine queries to DBpedia
and propose to extend the set of Linked Open Data sources beyond DBpedia in
future work. Although these approaches address a different entity-centric task,
within the field of IR, the encountered challenges and the proposed ideas relate
to ours.
6.2.2

Attribute extraction

Previous work on attribute extraction in the field of Information Retrieval (IR)
(Nagy and Farkas, 2012; Zhong et al., 2016) resembles our task and method in
several aspects: 1. multiple documents may point to the same person, and there is
ambiguity of person names; 2. many entities belong to the long tail; 3. the method
is to represent people with attributes that are extracted from text; 4. modeling of
instances is based on a restricted set of attributes. However, given that the goal
is to find personal websites in a search engine, the context of disambiguation
is poorer. Moreover, in most cases, clustering on a document level is sufficient,
since there is a single central entity per document.
Our attribute extraction task also resembles the task of slot filling, where the
goal is to search the document collection to fill in values for specific attributes
(‘slots’) for given entities. The per-attribute F1-scores show large variance between attributes, between systems, and across datasets. Angeli et al. (2014) reports an average slot filling F1-score of 37%, the average score in (Adel et al.,
2016) is 53%, whereas the average F1-scores in the TAC KBP slot filling competitions in 2016 and 2017 for English are between 10% and 25%. Considering this
instability in performance and the fact that some of the properties we use were
customized to fit the information found in a document, we opted to build our
own lexical attribute extractors (described in Section 6.5.4). We report that our
performance on the overlapping attributes is comparable to that reported in the
aforementioned papers.
6.2.3

Knowledge Base Completion (KBC)

Most facet values in both Freebase and Wikidata are missing (Dong et al., 2014).
KBC adds new facts to knowledge bases/graphs based on existing ones. Two
related tasks are link prediction (with the goal to predict the subject or object of
a given triplet, usually within the top 10 results) and triplet completion (a binary
task judging whether a given triplet is correct).
In the past decade, KBC predominantly employed deep embedding-based approaches, which can be roughly divided into tensor factorization and neural
network models (Ji et al., 2016). TransE (Bordes et al., 2013) and ITransF (Xie
et al., 2017) are examples of neural approaches that model the entities and rela-
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tions in embedding spaces, and use vector projections across planes to complete
missing knowledge. Tensor factorization methods like (Guu et al., 2015) regard
a knowledge graph as a three-way adjacency tensor. Most similar to our work,
Neural Tensor Networks (Socher et al., 2013) also: 1. aim to fill missing values
to mimic people’s knowledge; 2. evaluate on structured relations about people;
3. rely on embeddings to abstract from the actual people to profile information.
Universal Schema (US) (Riedel et al., 2013) includes relations extracted from
text automatically, which results in larger, but less reliable, initial set of relations
and facts. US was designed for the needs of NLP tasks such as fine-grained entity
typing (Yao et al., 2013).
As apparent from the amount and diversity of work described here, KBC research is a well-established research direction that encapsulates various efforts to
complement knowledge about real-world instances with probable new facts. We
define profiling as a variant of KBC that aims: 1. to generate an expectation class
for every facet of a category/group, rather than suggesting missing facts; 2. to provide a typical distribution (not a specific value) for the attributes of a specific group.
These differences make profiling more useful for reasoning over incomplete data
in NLP and AI applications, and related to cognitive work on stereotypes.
KnowledgeVault (KV) (Dong et al., 2014) is a probabilistic knowledge base by
Google, which fuses priors about each entity with evidence about it extracted
from text. Despite using a different method, the priors in KV serve the same
purpose as our profiles: they provide expectations for all unknown properties of
an instance, learned from factual data on existing instances. Unfortunately, the
code, the experiments, and the output of this work are not publicly available,
thus preventing further analysis of these priors, their relation to cognitive/cultural profiling as done by humans, and their applicability in NLP identity tasks.
6.2.4

Other knowledge completion variants

Several other, quite distinct research areas, are relevant to profiling. We briefly
list some of the most relevant work.
Data imputation. Data imputation refers to the procedure of filling in missing
values in databases. In its simplest form, this procedure can be performed by
mean imputation and hot-deck imputation (Lakshminarayan et al., 1999). Modelbased methods are often based on regression techniques or likelihood maximization (Pearson, 2006). Gautam and Ravi combine a neural network with a genetic
algorithm, while Aydilek and Arslan cluster missing values with existing, known
values. These efforts focus on guessing numeric and interval-valued data, which
is a shared property with the related task of guesstimation (Abourbih et al.,
2010). In contrast, profiling aims to predict typical classes of values. Moreover, it
is unclear how to apply data imputation in NLP use cases.
Estimation of property values. Past work in IR attempted to improve the
accuracy of retrieval of long-tail entities by estimating their values based on observed head entities. Most similar to profiling, the method by Farid et al. (2016)
estimates a property of a long-tail entity based on the community/ies it belongs
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to, assuming that each entity’s property values are shared with others from the
same community. Since the goal of this line of research is to improve the accuracy
of retrieval, the generalization performed is rather ad hoc, and the knowledge
modeling and management aspects have not been investigated in depth. Moreover, the code, the experiments, and the results of this work are not publicly
available for comparison or further investigation of its usefulness for NLP applications.
Social media analysis. Community discovery and profiling in social media
is a task that clusters the online users which belong to the same community,
typically using embeddings representation (Akbari and Chua, 2017), without
explicitly filling in/representing missing property values.
Local models that infer a specific property (e.g., the tweet user’s location)
based on other known information, such as her social network (Jurgens, 2013)
or expressed content (Mahmud et al., 2012), also address data sparsity. These
models target specific facets and data types, thus they are not generalizable to
others. Similarly to models in KBC, they lack cognitive support and fill specific
instance values rather than typical ranges of values or expectations.
Probabilistic models. Prospect Theory (Kahneman and Tversky, 1979) proposes human-inspired cognitive heuristics to improve decision making under
uncertainty. The Causal Calculus theory (Pearl, 2009) allows one to model causal
inter-facet dependencies in Bayesian networks. Due to its cognitive background
and assumed inter-facet causality, profiling is a natural task for such established
probabilistic theories to be applied and tested.
Stereotypes. Stereotype creation is enabled by profiling. The practical uses of
stereotypes are vast and potentially ethically problematic. For example, Bolukbasi et al. claim that embedding representations of people carry gender stereotypes; they show that the gender bias can be located in a low-dimensional space,
and removed when desired. We leave ethical and prescriptive considerations
for other venues, and note simply that artificially removing certain kinds of
profiling-relevant signals from the data makes embeddings far less useful for
application tasks in NLP and IR when evaluated against actual human performance.
6.3

task and hypotheses

In this section, we provide an explanation of the NIL clustering task. In addition, we present our research question and the set of hypotheses that will be
investigated in this chapter.
6.3.1

The NIL clustering task

NIL entities are those that do not have a representation in the referent knowledge base K to which we are performing entity linking. Given that most world
entities are NIL entities, the real-world ambiguity among NIL entities is potentially far larger compared to the ambiguity of the non-NIL entities that constitute
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the majority of our EL datasets. In addition, the lack of an existing representation
of these instances in a knowledge base and the minimal textual information on
them, means that there is very little redundancy of information on the NIL entities. The ambiguity and knowledge sparsity of these entities requires systems
to extract information on NIL mentions carefully and with high precision, but
also to be able to have the right expectations about the pieces of information that
have been deliberately left out.
NIL clustering Similar to the NIL clustering task introduced in NIST Text Analysis Conference’s Knowledge Base Population (TAC-KBP), the aim in this research is to cluster NIL mentions that are coreferential. Formally, the set of forms
fi,1 , ..., fi,n belongs to the same cluster with the set of forms fj,1 ..., fj,m if and only
if they are coreferential, i.e., they refer to the same entity instance.
6.3.2

Research question and hypotheses

Most entities have no accessible representation, which prevents one to establish
their identity by means of traditional entity linking. There is, however, information about these entities in textual documents, which can be used as basis to
perform clustering or generate a new representation. Moreover, this knowledge
found in text can be enhanced with background knowledge, namely: extratextual, circumtextual, or intertextual knowledge.
In this research, we seek to understand the role of various knowledge that is
potentially needed in order to establish identity of a NIL entity. It is unclear to
which extent the intratextual knowledge, i.e., the knowledge distilled from text,
is sufficient to establish identity of long-tail entities. It is also unclear what is
the potential of background knowledge to improve the performance on this task,
and what is the sensitivity of the achieved performance to varying degrees of
data ambiguity. We will investigate these considerations in this chapter.
Our main research question is:
(RQ5) What is the added value of background knowledge models
when establishing the identity of NIL entities?
In order to gain insight into this research question, we put forward six hypotheses about the role of the background knowledge models in the task of NIL
clustering. These hypotheses are listed in Table 36.
Moreover, we perform intrinsic investigation of the profiling behavior of our
components, by comparing them to human judgments and existing instances in
Wikidata. Our expectations for the intrinsic evaluations are summarized in Table
37.
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ID

Hypothesis

Sec

C1

Assuming that the available information in documents is sufficient, perfect attribute extraction would perform NIL clustering
reliably.

6.6.1

C2

Lower-quality (automatic) attribute extraction leads to a decline
in the clustering performance compared to perfect extraction.

6.6.1

C3

Assuming sufficient information and perfect attribute extraction,
the role of profiling is minor.

6.6.2

C4

Profiling can improve clustering performance when attribute extraction is less accurate.

6.6.2

C5

The overall clustering performance is inversely proportional
with ambiguity.

6.6.3

C6

The effect of profiling is larger when the ambiguity is higher.

6.6.3

Table 36: Hypotheses on the role of profiling for establishing identity of long-tail entities.
ID

Hypothesis

Section

P1

Profiling corresponds to the factual instance data.

6.7.1

P2

Profiling corresponds to human expectations.

6.7.2

P3

Profiling is more helpful when the entropy is higher.

6.7.1, 6.7.2

P4

Profiling is more helpful when the value space is larger.

6.7.1

P5

Profiling performance is higher when we know more attributes.

6.7.1

Table 37: Hypotheses on the behavior of profiling.

6.4
6.4.1

profiling
Aspects of profiles

Following (Ashmore and Del Boca, 1981) we define a profile as a set of beliefs
about the attributes of members of some group. A stereotypical profile is a type
of schema, an organized knowledge structure that is built from experience and
carries predictive relations, thus providing a theory about how the social world
operates (Kunda, 1999). As a fast cognitive process, profiling gives basis for acting in uncertain/unforeseen circumstances (Dijker and Koomen, 1996). Profiles
are “shortcuts to thinking”, that provide people with rich and distinctive information about unseen individuals. Moreover, they are efficient, thus preserving
our cognitive resources for more pressing concerns.
Profile accuracy reflects the extent to which beliefs about groups correspond
to the actual characteristics of those groups (Jussim et al., 2015). Consensual ones
have been empirically shown to be highly accurate, especially the demographic
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(race, gender, ethnicity, etc.) and other societal profiles (like occupations or education), and somewhat less the political ones (Jussim et al., 2015). This high
accuracy does not mean that profiles will correctly describe any group individual; they are a statistical phenomenon.2 In that sense, the findings by Jussim et
al. that most profiles are justified empirically are of great importance for AI machines: it means that they can be reliably inferred from individual facts, which
(unlike many profiles themselves) are readily available.
Profiles exist at various levels of specificity for facets and their combinations.
A profile of 20th century French people differs from a profile of 20th century
people in general, with more specificity in what kind of food they eat and what
movies they watch, or from the profile of French people across all ages. Added
information usually causes the initial expectations to change (“shift”), gradually
narrowing the denotation group in a transition toward ultimately an individual.
The shift may be to a more accurate profile (what in (Stone et al., 1957) is called
an “accurately shifted item”), or the opposite (“inaccurately shifted item”).
6.4.2

Examples

People have no trouble making and using profiles/defaults:
P1 is male and his native language is Inuktitut. What are his citizenship, political
party, and religion? Would knowing that he was born in the 19th century change one’s
guesses?
P2 is a member of the American Senate. Where did he get his degree, and what is his
native language?
P3 is an army general based in London. What is P3’s stereotypical gender and nationality? If P3 gets an award “Dame Commander of the Order of the British Empire”,
which expectations would change?
Presumable answers to the above questions are as follows. P1 is a citizen of
Canada, votes for the Conservative Party of Canada, and is Catholic. However,
P1’s 19th century equivalent belongs to a different party. P2 speaks English as
main language and graduated at Harvard or Yale University. Finally, the initial
expectation on P3 of a male Englishman switches to a female after the award
evidence is revealed.
Most of us would agree with the suggested answers. Why/how!? What is it
about the Inuktitut language that associates it to the Conservative Party? Why is
the expectation about the same person in different time periods different? Why
does the sole change of political party change the expectation of one’s work
position or cause of death? Despite the vast set of possibilities, these kinds of
knowledge gaps are easily filled by people based on knowledge about associations among facet values, and give rise to a continuously evolving and changing
collection of cognitive expectations and stereotypical profiles.

2 This is a key difference with KBC. KBC looks for the correct facet value for an individual, while
profiling for the typical one.
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NLP systems require such human-like expectations in order to deal with
knowledge sparsity and the ambiguity of language. In this chapter, we illustrate
this on a task of establishing identity of long-tail entities.
6.4.3

Definition of a profile

An ideal representation of a long-tail entity would entail combining explicitly stated information in text with implicit expectations based on background
knowledge. To illustrate this, let’s consider an entity that is described in text as
a white resident of Texas. Our implicit knowledge will then enhance this information with expectations about his native language (almost certainly English),
religion (e.g., 98% chance of being Christian, 2% others), and gender (e.g., 70%
male, 30% female). Here knowledge plays a role both in the local, textual context,
as well as in the enrichment of this local context with expectations stemming
from a profile. The hunger for knowledge on the long-tail entities can best be
bridged by rich knowledge on both sides of the puzzle.
In this work, we use property-value pairs to represent the collection of facts in
the local context, which are based on intratextual knowledge found in text. The
profiles are formalized as learned probability distributions over the properties
with no explicitly mentioned value, and rely exclusively on extratextual knowledge. Generally speaking, the local context and the profiles could be represented
in a variety of ways, and could be based on different kinds of knowledge. Alternative representations (e.g., word embeddings) and an integration of additional
knowledge (e.g., circumtextual) would be relevant to investigate in future research.
For a set of identical surface forms f mentioned in text, we define its locally
learned description, i.e., local context lc(f), as a set of property-value pairs extracted from text:
lc(f) = {(pi , vij )|pi ∈ P ∧ vij ∈ Vi }
Here P is the set of the considered properties, and Vi is the domain of values
for a property pi .
Local contexts may not be sufficient to establish identity because: 1. The
same form can refer to different local contexts, which might or might not be
identical (ambiguity) 2. Different forms sometimes refer to the same local context (variance). Then our task is to establish identity between some, but not
all, local contexts. This is non-trivial, since the local concepts are often not directly comparable. For example, while lc1 = {( 0 Birthplace 0 , 0 Mexico 0 )} and
lc2 = {( 0 Birthplace 0 , 0 NewYork 0 )} are certain to be non-identical, none of them
is exclusive with lc3 = ( 0 Ethnicity 0 , 0 Hispanic/Latin 0 ).
For this purpose, we introduce the notion of profiles: globally learned descriptions that help to distinguish locally learned descriptions. Given a set P of properties p1 , ..., pN and a local context lc(f) = (p1 , v1k ), ..., (pi , vik ), we define its
profile as a distribution of expected values for the remaining (N − i) properties,
namely:
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profile(f, P, V, T , K) = lc(f) ∪ {(pi+1 , di+1 ), ..., (pN , dN )}
where di+1 , ..., dN are distributions of expected values for the properties
pi+1 , ..., pN given the known property-value pairs in the local concept lc(f). Besides the form and its local context, the profile of a form depends on: a set of
properties P, their corresponding domain of values V, the set of textual documents T , and the background knowledge K. For a local entity context extracted
from text, a profile is chosen to be optimal when its property-value pairs have
the highest probability given the background knowledge used for training.
Such global profiles would provide us with a global network to compare and
disambiguate local contexts that are not directly comparable. By doing so, we
expect that we can cluster identical local contexts and pull apart non-identical
local contexts with a higher accuracy. We consider all local contexts that share
the same profile to be identical, constituting an equivalence class.
In order to fulfill their function of successfully disambiguating two locally derived contexts (from text), the set of properties and values constituting a profile
needs to fulfill several criteria:
1. to be generic enough. By ‘generic’, we mean that the properties and their
values should be easily applicable to unseen instances, but also to be meaningful to define their identity. The values for each property, furthermore,
should be disjoint and easily distinguishable.
2. to be restricted by what can be learned from background knowledge
3. to be based on what can be found in text
4. to be the minimal set of such properties
These criteria are application-dependent: while in information extraction tasks
they are driven by the information found in text, an IR application would need
to consider criteria like demand/usage, which could, for instance, be captured
by query logs (Hopkinson et al., 2018).
6.4.4

Neural methods for profiling

In this section we describe two neural architectures for computing profiles at
large scale, and baselines for comparison. The implementation code of these
architectures and the code to prepare data to train them are available on GitHub:
https://github.com/cltl/Profiling.
6.4.4.1

AutoEncoder (AE)

An autoencoder is a neural network that is trained to copy its input to its output (Goodfellow et al., 2016). Our AE contains a single densely connected hidden
layer. Its input x consists of n discrete facets x = x1 , ..., xn , where each xi is encoded with an embedding of size Ne . For example, if the input is the entity
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Angela Merkel, we concatenate n embeddings for its n individual features (nationality: German, political party: CDU, etc.). The total size of the embedding
input layer is then |x| = n ∗ Ne .
We denote the corresponding output for an input sequence x with z = g(f(x)),
where f is the encoding and g is the decoding function. The output layer of
the AE assigns probabilities to the entire vocabulary for each of the n features.
The size of the output layer is a sum over the variable vocabulary sizes of the
P
individual inputs vi : |z| = n
i=1 vi .
The AE aims to maximize the probability of the correct class for each feature
given inputs x, i.e., it is trained to minimize the cross-entropy loss L that measures the discrepancy between the output and the input sequence:
L(x, z) = −

n
X

[xi logzi + (1 − xi )log(1 − zi )]

i=1

Due to the sparse input, it is crucial that AE can handle missing values. We
aid this in two ways: 1. we deterministically mask all non-existing input values;
2. we apply a probabilistic dropout on the input layer, i.e., in each iteration we
randomly remove a subset of the inputs (any existing input is dropped with a
probability p) and train the model to still predict these correctly. Although we
apply the dropout method to the input layer rather than the hidden layer, we
share the motivation with Srivastava et al. (2014) to make the model robust and
able to capture subtle dependencies between the inputs. Such dropout helps the
AE reconstruct missing data.
6.4.4.2

Embedding-based Neural Predictor (EMB)

In our second architecture each input is a single embedding vector e rather than
a concatenation of n facet-embeddings. For example, the input for the entity Angela Merkel is its fully-trained entity embedding. The size of the input is the size
of that embedding: |e| = Ne . In the current version of EMB we use pre-trained
embeddings as inputs, and we fix their values. Future work can investigate the
benefits of further training/tuning.3
Like the AE, EMB has one densely connected hidden layer. For an input x
and its embedding representation e, the corresponding output is z = g(h(e)). The
output layer of the embedding-based predictor has the same format as the one
of the AE, and the same cross-entropy loss function L(x,z).
6.4.4.3

Baselines

We evaluate the methods against two baselines:
Most frequent value baseline (MFV) chooses the most frequent value in the
training data for each attribute, e.g., since 14.26% of all politicians are based in
the USA, MFV’s accuracy for profiling politicians’ citizenship is 14.26%. This
3 As pre-trained embeddings are often not available or easy/quick to create, sometimes such training
is unavoidable.
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baseline indicates for which facets and to which extent our methods can learn
dependencies that transcend MFV.
Naive Bayes classifier (NB) applies Bayes’ theorem with strong independence
assumptions between the features. We represent the inputs for this classifier as
one-hot vectors. Naive Bayes classifiers consider the individual contribution of
each input to an output class probability. However, the independence assumption prevents it from adequately handling complex inter-feature correlations.
6.4.4.4

Model Implementation Details

We experimented with various parameter values suggested in the literature and
opted for the following settings. Both neural models use a single dense hidden
layer with 128 neurons. For the AE model, we pick an attribute embedding size
of Ne = 30. These vectors are initialized randomly and trained as part of the
network. We set the dropout probability to p = 0.5. The inputs to the EMB are
1000-dimensional vectors that were previously trained on Freebase.4
Both models were implemented in Theano (Bergstra et al., 2010). We used the
ADAM (Kingma and Ba, 2014) optimization algorithm. We train for a maximum
of 100 epochs with early stopping after 10 consecutive no-improvement iterations, to select the best model on a held-out validation data. We fix the batch
size to 64. When an attribute has no value in an entire minibatch, we apply oversampling: we randomly pick an exemplar that has a value for that attribute from
another minibatch and append it to the current one.
6.5

experimental setup

Next, we introduce our experimental setup. We start by discussing a modular end-to-end pipeline for NIL clustering, which will allow us to systematically investigate our research question and hypotheses. Then, we present the
data we evaluate on, the evaluation metrics we employ to measure the performance of individual components in the pipeline, and the functionality of these
components in detail. The code of all experiments can be found on GitHub:
https://github.com/cltl/LongTailIdentity.
6.5.1

End-to-end pipeline

The testing of our hypotheses C1-C6 is enabled by following different paths
in a modular end-to-end architecture for NIL clustering. Figure 31 presents a
schematic overview of the components that constitute our end-to-end NIL clustering architecture. The input to the pipeline consists of a set of documents with
recognized entity mentions (see section 6.5.2 for details on the data). The goal of
the pipeline is to create clusters of NIL entities. The evaluation of these system
clusters against the gold clustering output is described in section 6.5.3.
4 These vectors are available at code.google.com/archive/p/word2vec/. They correspond and can be
mapped to only a subset of all Wikidata entities.
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Figure 31: End-to-end architecture for NIL clustering

The pipeline consists of three main processes: attribute extraction, profiler, and
reasoner. The attribute extraction process aims to extract explicitly given information about an entity in a document (we refer the reader to section 6.5.4 for more
details on our attribute extractors). We experiment with both gold (perfect) attribute extraction, as well as automatic (imperfect) extractors. Once the explicitly
mentioned attributes have been extracted, we run profiling models (described
in 6.4.4) to obtain default expectations for the attributes which are not explicitly
given. In the final third step, we perform reasoning in order to cluster the entity
mentions in different documents based on the locally extracted information, potentially enriched by the profiling. Details on the reasoners that we used in this
step can be found in section 6.5.5.
6.5.2

Data

SemEval-2018 task 5 We test our methods on the Gun Violence domain data
from the SemEval-2018 task 5 on ‘Counting events and participants in the long
tail’ (Postma et al., 2018). The creation of this event-based QA task was detailed
in chapter 4. Its data consists of documents which potentially describe the same
incident; the goal is then to find the number of incidents that satisfy the question
constraints, to decide on the documents that report on these incidents, and count
the participants in their corresponding roles. Given that this task evaluates the
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identity of events, we first need to prepare the data to be suitable for evaluation
of the identity of entities.
The SemEval-2018 task 5 data is exceptional in that it describes unknown people participating in local incidents, described in local news documents. As such,
these people can safely be assumed to have no representation in the customary
knowledge bases, such as DBpedia, but neither in the Linked Open Data cloud.
The only way in which we can model the identity of these people is through
extensive usage of knowledge, found in the current or other documents, as well
as reasoning over conceptual world knowledge.
Each incident comes with structured data describing its location, time, and
the age, gender, and name for all participants. From this information, we gather
the following properties for each participant: name, gender, age, death year, and
death place (the last two attributes apply only if the person was killed).
Data partitions We define two data partitions over this data:
FULL The entire set of 2,261 incidents used in this task comprises our ‘full’ data
partition. This partition contains consistent annotations on an incident level
for the attributes: name, age, gender, death year, and death place, for all participants. We do not know whether these attributes are reported in each of
the supporting documents - for the purpose of our experiments we assume
this is the case, as the structured data was constructed from the news.
PARTIAL The partial data consists of 260 incidents described in 457 documents, capturing 472 participants with 456 distinct names.5 For a subset of all incidents, we additionally annotated evidence per document and extracted
values for 9 additional attributes. This annotation is described in detail
next.
Table 38 presents the number of incidents, documents, and participants in each
of the two datasets.
Partition

# inc

# docs

# participants

full

2,261

4,479

5,408

partial

260

457

472

Table 38: Number of incidents, documents, and participants in each of the two partitions.

Annotation of explicit values For the partial dataset, we present guidelines6 to
enrich the properties for each entity with 9 additional properties occasionally
mentioned in text, namely: Residence, Cause of death, Past convictions/charges,
Ethnic group (ethnicity), Education level, Birth place, Native language, Political
party, and Religion. For each of these properties and the people participating in
5 We start with the documents from the 241 Gun Violence Corpus (Vossen et al., 2018a) incidents
that were annotated with event mentions and we enrich them with additional 50 incidents whose
participant shares a name with a participant in the original collection. This results in an initial pool
of 291 incidents, which is later filtered as described below, leading to 260 incidents in total.
6 https://docs.google.com/document/d/1rgTdrn-tPoJfPI25-5qOioznmj7un9pi-dO1FyV7pCk/edit#
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the article, we perform two types of annotation based on the information given
in text:
1. Structured (incident-level) annotation we complete the profile of each entity as much as we can based on the information found in text. For instance,
let’s say that the text contains the following: ‘Gaby, who only finished high
school this summer, is of Chinese origin. ...’. Then, we fill the ethnic group
of Gaby to be ‘Chinese/Asian’ and her education level - ‘high school graduate’.
2. Mention annotation we mark the evidence for the profile properties as
found in text. In the example given here, we would annotate ‘finished high
school’ as an evidence for Gaby’s education level and we would mark ‘Chinese’ to support the profile trait of Gaby being of Asian descent.
A dedicated web-based tool was created to support this annotation, found
at: http://annpro.fii800.lod.labs.vu.nl/.7 Two linguistics Master students
were hired as annotators for a day per week over a period of three months. The
inter-annotator agreement for the structured annotation is 0.852, whereas the
agreement on document- and sentence-level marking of evidence is 0.849 and
0.648, correspondingly.
The additional annotation performed by our students was only performed on
the documents and incidents that belong to the ‘partial’ dataset. For the full
dataset, we only use the properties provided by the original data source.
Postprocessing In a postprocessing step, we remove: 1. documents and incidents
that were disqualified by our annotators 2. incidents without new annotation
of structured data 3. documents without any annotation 4. participants with
no name. In addition, we merged the incidents with different IDs which were
identical, as well as the participants that appeared in multiple incidents.
Increase of ambiguity Besides including incidents with participants with the
same name, within our experiments we systematically and artificially increase
the ambiguity, simply by changing names of people in the structured data.
Combining the four ambiguity levels and two data partitions leads to eight
datasets in total. The ambiguity statistics for all eight datasets are presented in
Table 39.
6.5.3

Evaluation

We evaluate the accuracy of different methods for establishing identity of entities
with the clustering metric Adjusted Rand Index (ARI). We compute ARI between
a system output and the gold clustering. The score produced by this metric
ranges between 0 and 1, where larger values stand for better clustering.
In addition, we perform intrinsic evaluation of the individual components in
our end-to-end pipeline. Namely, we benchmark the property extractors by using
7 Source code: https://github.com/cltl/AnnotatingEntityProfiles

154

6.5 experimental setup

Partition

Partial

Full

Modification

Unique SFs

Mean ambiguity

Original data

456

1.035

Same first name ‘John’

325

1.452

Same last name ‘Smith’

377

1.252

Same name ‘John Smith’

1

472

Original data

5,329

1.015

Same first name ‘John’

3,547

1.525

Same last name ‘Smith’

3,557

1.520

Same name ‘John Smith’

1

5,408

Table 39: Ambiguity statistics. Total number of unique instances in the partial
data: 472, total instances in the full data: 5,408. Meanambiguity =
#uniqueInstances/#uniqueSFs.

the customary metrics of precision, recall, and F1-score. These evaluation results
are provided in section 6.5.4.
Regarding the profiling machines, we measure their intrinsic accuracy by evaluating them against ‘correct’ values in Wikidata. We also measure their correspondence to human expectations through a Jansen-Shannon divergence against
the distribution of crowd judgments. We refer the reader to section 6.7 for the
results of these analyses.
6.5.4

Automatic attribute extraction

For the purposes of our hypotheses, we also seek to understand the usefulness
of profiling over both perfect and imperfect attribute extraction. We have thus
built the following automatic extraction strategies from text:
1. Proximity algorithm (see Algorithm 1) which assigns spotted phrases in
text to their closest mention of person, as long as this occurs in the same
sentence. This strategy was applied to all properties, except for the gender.
2. Coreference algorithm (see Algorithm 2) looks for gender keywords in the
coreferential phrases to a person.
We have benchmarked the automatic attribute extraction with both strategies
against the gold extraction data we possess: see Table 40 for a comparison against
known values in the Gun Violence Database (GVDB) (Pavlick et al., 2016) and
Table 41 for a comparison against a subset of the SemEval-2018 task 5 data (see
section 6.5.2 for more details on this data).
As we discussed in section 6.5.4, it is not trivial to compare the performance of
our extractors directly to previous research on attribute extraction or slot filling.
Fair comparison is prevented by differences in the test data (domain) and the considered properties. Given that the performance per property varies greatly and
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Algorithm 1 Automatic attribute extraction: Proximity strategy
Require: attr, text, person_names
1: regexes ← set_regexes(attr)
2: for all person_name ∈ person_names do
3:
person_spans[person_name] ← findall(person_name, text)
4:
coref_spans[person_name] ← coreference(person_spans, text)
5: end for
6: for all regex ∈ regexes do
7:
matches ← findall(regex, text)
8:
for all match ∈ matches do
9:
the_person ← find_closest_person(match,
person_spans, coref_spans, sentence_boundaries)
10:
the_person[attr]+ = match
11:
end for
12: end for
13: for all person_name ∈ person_names do
14:
person_name[attr] ← find_closest(person_name[attr])
15: end for
16: return person_names

Algorithm 2 Automatic attribute extraction: Coreference strategy
Require: attr, text, person_names
1: regexes ← set_regexes(attr)
2: for all person_name ∈ person_names do
3:
person_spans[person_name] ← findall(person_name, text)
4:
coref_spans[person_name] ← coreference(person_spans, text)
5: end for
6: for all person_name ∈ person_names do
7:
genders[person_name] ← cooccurring(keywords,
person_name, person_spans, coref_spans)
8: end for
9: for all person_name ∈ person_names do
10:
gender[person_name] = most_common(genders[person])
11: end for
12: return gender

156

6.5 experimental setup

precision

recall

F1-score

age

97.81

85.44

91.21

ethnicity/race

40.00

8.70

14.29

gender

81.78

57.14

67.28

Table 40: Benchmarking the attribute extractors on gold data about 1000 articles from the
GVDB dataset.
method

precision

recall

F1-score

#gold

#sys

cause of death

pattern

39.01

17.83

24.47

488

223

past conviction

pattern

9.52

25.00

13.79

32

84

education level

pattern

62.16

19.66

29.87

117

37

ethnicity/race

pattern

0.00

0.00

0.00

10

16

religion

pattern

50.00

11.76

19.05

17

4

age group*

pattern

93.20

25.98

40.63

739

206

gender*

coref

88.03

13.62

23.60

756

117

gender*

pattern

71.85

12.83

21.77

756

135

birthplace

pattern

0.00

0.00

0.00

6

1

residence

pattern

38.40

23.82

29.40

403

250

Table 41: Benchmarking the attribute extractors on the gold data from the 456 documents
of the SemEval dataset. For the attributes marked with ‘*’, we do not have
mention- or document-level annotation, hence the reported recall (and consequently F1-score) should be considered a lower bound for the ‘real’ score.

covers almost the entire spectrum of possible scores, it is particularly nonsensical
to compare the average F1-scores over all properties, as this would directly be
determined by the choice of properties.
Keeping in mind that the data differences persist, we make an attempt to
compare individual overlapping properties in order to gain insight into the magnitude of our scores. For this purpose, let us consider them in relation to two
previous slot filling systems: (Angeli et al., 2014) (for brevity, we will refer to
this system with ‘SF1’) and (Adel et al., 2016) (‘SF2’). Although the majority of
the properties we consider have no counterpart in these past works, we report
comparisons of the properties that can be matched. The F1-score of extracting
state(s) of residence by SF1 and SF2 is 12 and 31, respectively - whereas our performance on the SemEval-2018 task 5 dataset is 29.40; SF1 and SF2 extract age
with F1-scores of 93 and 77 compared to our performance of 91.21 (GVDB) and
40.63 (SemEval)8 ; the cause of death F1-scores of these systems are 55 and 31,
8 This F1-score is a lower bound given that the measured recall is lower than the real one, see Table 41.
Considering the unreliability of this particular F1-score, it is more accurate to compare the gender
attribute on the SemEval dataset against past work in terms of precision.
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whereas ours is 24.47. This limited evidence tells us that our attribute extractors
have comparable performance to that of past work.
Algorithm 3 Probabilistic reasoner based on Jansen-Shannon entropy and
Density-Based Spatial Clustering
Require: known_attributes, profiles, person_names, EPS
1: distances ← ∅
2: for all name1, name2 ∈ person_names do
3:
attributes[name1] ← known_attributes(name1) ∪ profiles(name1)
4:
attributes[name2] ← known_attributes(name2) ∪ profiles(name2)
5:
distances(name1, name2) ← avg_js_entropy(attributes[name1],
attributes[name2])
6: end for
7: clusters ← DBSCAN_clustering(distances, EPS)
return clusters

6.5.5

Reasoners

Once the attributes have been extracted, we need a strategy to decide whether
two local instances that share a name are to be clustered or not. We use the
following three strategies that compute clusters over the entities with extracted
attributes:
1. Exact match (EX) - this reasoner clusters two entities only when all their
attribute values are identical, formally:
EX : (I1 = I2 ) ⇐⇒ I1 (p) = I2 (p), ∀p ∈ P
2. No-clash (NC) - this reasoner establishes identity whenever two local representations have no conflicting properties, formally:
NC : (I1 = I2 ) ⇐⇒6 ∃p ∈ P, I1 (p) 6= I2 (p)
We apply these two reasoners (EX and NC) on the properties extracted
from text, but also on an extension of these properties provided by our
profiler. In order to achieve the latter, we discretize the probabilities provided by the profiler based on a threshold parameter, τ. Namely, we keep
the property values with a probability larger than τ, and discard the others.
3. Probabilistic reasoner (PR) - Since the profiler computes probabilistic distributions over values, we implemented a probabilistic reasoner that clusters entities based on the similarity of their attribute distributions. This
reasoner first computes the average pairwise divergence (based on the
Jansen-Shannon entropy) between the attribute distributions of all entities
that share a name, resulting in a distance matrix.9 Subsequently, a DensityBased Spatial Clustering of Applications with Noise (DBSCAN) (Ester et
9 We report results based on the mean divergence over all properties; using maximum instead of mean
distance yielded comparable results.
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al., 1996) is run over this matrix to obtain clusters. The resulting clusters depend on a threshold called EPS, which determines the maximum distance
allowed within a cluster. The functionality of the PR reasoner is described
in Algorithm 3.
6.6

extrinsic evaluation

In this section we present the results of our experiments on using the profiler
within an end-to-end pipeline to tackle the task of NIL clustering. These results
provide evidence for the research question that we investigate in this chapter,
and give answer to the hypotheses C1 through C6. Namely, section 6.6.1 shows
the performance of our pipeline with perfect and imperfect attribute extraction,
thus addressing C1 and C2. In section 6.6.2, we provide the results of running the
profiler on top of these attribute extractors (C3 and C4). Finally, we analyze the
impact of the task ambiguity on the clustering performance (C5) and its relation
to the effectiveness of our profiler (C6).
6.6.1

Using explicit information to establish identity

In C1, we hypothesized that the performance of clustering by attribute reasoning
depends on two factors: availability of information and quality of extraction. An
ideal availability of information and perfect extraction would lead to a perfect
accuracy on the task of establishing identity of entities.
We first present the clustering performance of various combinations of perfectly extracted attributes in Tables 42 and 43. Namely, besides the name baseline
(p0) and the union of all properties, we consider additional ten combinations of
properties. We note that the sets p1 through p4 rely on properties annotated
in documents by our students; hence, these attributes can safely be assumed
to appear in the annotated documents. The combinations p5 through p9 rely
on the structured incident data as found on the GVA website. For these sets of
properties, we make an assumption that they are consistently mentioned in all
reporting documents. As we do not know how often this assumption holds, the
obtained scores for p5-p9 should thus be seen as upper bound results for the
real scores. Finally, we report performance of p10, which represents the set of
properties that were successfully mapped to background knowledge, and will
be used for a comparison to the profiler later in this chapter.
This analysis provides insight into the availability and the diversity of information about an entity across documents, as well as into the discriminative power
of this information. We observe that correct extraction of the properties leads
to almost perfect accuracy on the original data, but notably lower accuracy on
the more ambiguous subsets. Hence, assuming perfect attribute extraction, the
properties found in text would be mostly sufficient to establish the identity of
entities in the original dataset, but this information becomes increasingly insuf-
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PARTIAL

FULL

PD1

PD2

PD3

PD4

FD1

FD2

FD3

FD4

p0

0.988

0.413

0.654

/

0.933

0.197

0.236

/

p1

0.846

0.598

0.767

0.006

/

/

/

/

p2

0.698

0.535

0.685

0.018

/

/

/

/

p3

0.679

0.522

0.666

0.018

/

/

/

/

p4

0.679

0.522

0.666

0.018

/

/

/

/

p5

0.993

0.701

0.818

0.005

0.951

0.354

0.358

0.012

p6

0.993

0.821

0.821

0.010

0.975

0.466

0.467

0.021

p7

0.997

0.904

0.932

0.037

0.976

0.472

0.473

0.037

p8

0.993

0.909

0.974

0.086

0.976

0.473

0.473

0.040

p9

0.997

0.916

0.983

0.093

0.976

0.473

0.473

0.040

p10

0.905

0.807

0.873

0.030

0.975

0.466

0.467

0.021

all

0.681

0.636

0.681

0.384

/

/

/

/

Table 42: Clustering accuracy with various combinations of gold properties, using
the ‘exact’ match clustering. Combinations of properties: p0=name baseline, p1=(name, educationlevel, causeofdeath), p2=(name,educationlevel, causeofdeath, residence), p3=(name, educationlevel, causeofdeath, residence, religion,
ethnicity, pastconviction), p4=(name, educationlevel, causeofdeath, residence,
religion, ethnicity, pastconviction, birthplace), p5=(name, age), p6=(name, age,
gender), p7=(name, age, gender, death date), p8=(name, age, gender, death
place), p9=(name, age, gender, death place, death date), p10=(name, causeofdeath, religion, ethnicity, pastconviction, age, gender, occupation, nativelanguage, politicalparty), all. Datasets: PD1=original partial data, PD2=partial data
with same first name, PD3=partial data with same last name, PD4=partial data
with all same names, FD1=original full data, FD2=full data with same first name,
FD3=full data with same last name, FD4=full data with all same names. Some
cells in the full datasets are empty due to unavailability of information.

ficient as the ambiguity grows.10 The results also show that certain attributes,
such as age and gender, have very large discriminative power, as long as they
are consistently reported across documents.
Next, in Table 45, we show the clustering accuracy when automatic attribute
extraction is employed. While the no-clash reasoner comes closer to the perfect
extraction performance than the exact reasoner, the clustering performance of
the automatic attribute extractors is consistently lower than that of the perfect attribute extractors, as expected in our hypothesis C2. This difference in clustering
performance grows together with the ambiguity of data. These findings are not
10 We unfortunately do not know if some of the attributes (e.g., gender and age) presented in the gold
data occur in each document, hence the scores presented here might be higher than the real ones.
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PARTIAL

FULL

PD1

PD2

PD3

PD4

FD1

FD2

FD3

FD4

p0

0.988

0.413

0.654

/

0.933

0.197

0.236

/

p1

0.987

0.611

0.783

0.002

/

/

/

/

p2

0.976

0.634

0.861

0.012

/

/

/

/

p3

0.976

0.632

0.865

0.013

/

/

/

/

p4

0.976

0.632

0.865

0.013

/

/

/

/

p5

0.991

0.687

0.802

0.005

0.936

0.348

0.352

0.012

p6

0.991

0.807

0.804

0.010

0.965

0.459

0.459

0.019

p7

0.995

0.852

0.861

0.034

0.965

0.462

0.462

0.030

p8

0.991

0.863

0.903

0.078

0.965

0.463

0.463

0.034

p9

0.995

0.869

0.913

0.088

0.965

0.463

0.463

0.035

p10

0.991

0.840

0.886

0.025

0.965

0.459

0.459

0.019

all

0.980

0.895

0.932

0.366

/

/

/

/

Table 43: Clustering accuracy with various combinations of gold properties, using
the ‘no-clash’ match clustering. Combinations of properties: p0=name baseline, p1=(name, educationlevel, causeofdeath), p2=(name,educationlevel, causeofdeath, residence), p3=(name, educationlevel, causeofdeath, residence, religion,
ethnicity, pastconviction), p4=(name, educationlevel, causeofdeath, residence,
religion, ethnicity, pastconviction, birthplace), p5=(name, age), p6=(name, age,
gender), p7=(name, age, gender, death date), p8=(name, age, gender, death
place), p9=(name, age, gender, death place, death date), p10=(name, causeofdeath, religion, ethnicity, pastconviction, age, gender, occupation, nativelanguage, politicalparty), all. Datasets: PD1=original partial data, PD2=partial data
with same first name, PD3=partial data with same last name, PD4=partial data
with all same names, FD1=original full data, FD2=full data with same first name,
FD3=full data with same last name, FD4=full data with all same names. Some
cells in the full datasets are empty due to unavailability of information.

surprising given the benchmark results of these automatic extractors presented
in section 6.5.4.
In addition, we observe that both for gold and for automatically extracted information, the improvement in terms of clustering compared to the name baseline is larger when the ambiguity of data is larger.
6.6.2

Profiling implicit information

The profiler can be seen as a ‘soft’ middle ground between the exact reasoner
and the no-clash reasoner. The former establishes identity only when all known
attributes between two local representations are identical, and the latter - when-
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ever two local representations have no conflicting properties. The profiler relies
on background knowledge in order to fill the gaps for the unknown properties
instead of making a hard decision. We hence expect the profiler to be superior
over the above two baselines, as it employs external knowledge to bring closer
or further two ambiguous representations. We hypothesized that the role of the
profiler is much more important when the attribute extraction is imperfect (hypotheses C3 and C4).
Tables 44 and 45 show the impact of the profiler when applied on top of either perfect or imperfect attribute extraction.11 We note that the results reported
here use the following set of attributes: name, religion, ethnic group, cause of
death, gender, occupation, age group, native language, and political party. These
properties correspond to the property set p10 in Tables 42 and 43. Notably, as the
properties: native language, occupation, and political party do not occur in text,
their values are always filled implicitly by the profiler. The expectations for the
other properties are filled by the profiler only when they are not extracted from
text.
As discussed previously, in order to experiment with the profiler in combination with the EX and NC reasoners, the probabilities produced by the profiler are
first discretized by using a cut-off threshold, τ. Larger values of this threshold
mean stricter criteria for inclusion of a certain attribute value; hence, a τ value of
1.0 excludes all output from the profiler, whereas lower τ values allow for more
profiler expectations to be included. We also test the usefulness of the profiler in
combination with the probabilistic reasoner, PR; in this case, we use the probability distribution as produced by the profiler, in combination with the extracted
property values from text. Here, to acknowledge the effect of the clustering parameter of maximum distance (EPS) in the DBSCAN algorithm, we report results
with five different EPS values, ranging between 0.05 and 0.5 (higher EPS values
lead to less clusters with larger sizes). The number of clusters for different values
of the EPS parameter are given in Table 46.
Table 44 shows that enhancing the gold properties by profiling yields comparable results to the ones obtained by the baselines, which corresponds to our
hypothesis C3. This observation holds for all three reasoners: exact, no-clash,
and probabilistic reasoner. Given that the results of clustering by reasoning over
the perfectly extracted properties are relatively high (Tables 42 and 43), there is
little room to improve them by profiling. Still, enhancing these gold properties
by profiling yields slight improvement over the results of the extractors in several occasions. For instance, combining the no-clash reasoner with profiling at
τ = 0.90 (i.e., keeping the profiling values with a probability of 0.90 or higher),
leads to the best score on the PD2 dataset. Similarly, the profiler increases the
performance on top of the exact baseline for the datasets PD1 and PD2. While
for the other datasets the profiler does not improve the baseline performance, we
note that its output is fairly robust - even when much of the profiler output is
included (e.g., with τ = 0.51), the results do not decline to a large extent.
11 We leave out the results on the full dataset with maximum ambiguity as these are consistently very
low.
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PARTIAL

FULL

PD1

PD2

PD3

PD4

FD1

FD2

FD3

name baseline (p0)

0.988

0.413

0.654

/

0.933

0.197

0.236

exact (EX) reasoner

0.905

0.807

0.873

0.030

0.975

0.466

0.467

+ profiler (τ = 0.99)

0.905

0.807

0.873

0.030

0.973

0.384

0.378

+ profiler (τ = 0.90)

0.911

0.810

0.870

0.029

0.973

0.384

0.378

+ profiler (τ = 0.75)

0.911

0.810

0.870

0.029

0.949

0.313

0.309

+ profiler (τ = 0.51)

0.910

0.810

0.869

0.029

0.965

0.367

0.360

no-clash (NC) reasoner

0.991

0.840

0.886

0.025

0.965

0.459

0.459

+ profiler (τ = 0.99)

0.989

0.839

0.885

0.022

0.963

0.369

0.358

+ profiler (τ = 0.90)

0.977

0.843

0.857

0.019

0.963

0.371

0.360

+ profiler (τ = 0.75)

0.960

0.836

0.848

0.023

0.934

0.298

0.294

+ profiler (τ = 0.51)

0.925

0.811

0.857

0.020

0.934

0.354

0.347

PR reasoner, EPS=0.01

0.906

0.808

0.871

0.030

0.973

0.384

0.378

PR reasoner, EPS=0.05

0.914

0.808

0.871

0.026

0.934

0.290

0.285

PR reasoner, EPS=0.1

0.950

0.811

0.839

0.002

0.934

0.273

0.276

PR reasoner, EPS=0.2

0.987

0.476

0.673

0.000

0.933

0.198

0.236

PR reasoner, EPS=0.5

0.988

0.413

0.654

0.000

0.933

0.197

0.236

Table 44: Inspection of the effect of profiling on the clustering performance, on top of
gold attribute extraction. Datasets: PD1=original partial data, PD2=partial data
with same first name, PD3=partial data with same last name, PD4=partial data
with all same names, FD1=original full data, FD2=full data with same first name,
FD3=full data with same last name, FD4=full data with all same names. The
set of properties used by the baselines and by the profiler corresponds to p10
in Tables 42 and 43. We report results of applying the profiler in combination
with each of the baselines, by first discretizing its probability distribution with
a threshold, τ. In addition, we report results of using the probability distributions as provided by the profiler, in combination with Jansen-Shannon entropy
and DBSCAN clustering, which corresponds to the probabilistic reasoner (PR)
described in section 6.5.5. We vary the clustering coefficient, EPS, between 0.01
and 0.5.
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PARTIAL

FULL

PD1

PD2

PD3

PD4

FD1

FD2

FD3

name baseline (p0)

0.988

0.413

0.654

/

0.933

0.197

0.236

exact (EX) reasoner

0.609

0.385

0.534

0.002

0.780

0.212

0.237

+ profiler (τ = 0.99)

0.622

0.390

0.545

0.001

0.784

0.211

0.237

+ profiler (τ = 0.90)

0.637

0.398

0.555

0.001

0.787

0.211

0.238

+ profiler (τ = 0.75)

0.666

0.397

0.576

0.001

0.787

0.206

0.231

+ profiler (τ = 0.51)

0.693

0.401

0.576

0.001

0.848

0.215

0.250

no-clash (NC) reasoner

0.944

0.506

0.768

0.002

0.910

0.229

0.258

+ profiler (τ = 0.99)

0.943

0.502

0.745

0.001

0.916

0.235

0.274

+ profiler (τ = 0.90)

0.932

0.485

0.713

0.001

0.920

0.229

0.271

+ profiler (τ = 0.75)

0.898

0.459

0.657

0.001

0.910

0.225

0.260

+ profiler (τ = 0.51)

0.825

0.410

0.620

0.000

0.897

0.210

0.245

PR reasoner, EPS=0.01

0.645

0.398

0.555

0.001

0.786

0.211

0.238

PR reasoner, EPS=0.05

0.726

0.396

0.595

0.001

0.849

0.210

0.244

PR reasoner, EPS=0.1

0.858

0.384

0.631

0.000

0.901

0.201

0.236

PR reasoner, EPS=0.2

0.974

0.413

0.654

0.000

0931

0.197

0.236

PR reasoner, EPS=0.5

0.988

0.413

0.654

0.000

0.933

0.197

0.236

Table 45: Inspection of the effect of profiling on the clustering performance, on top of
automatic attribute extraction. Datasets: PD1=original partial data, PD2=partial
data with same first name, PD3=partial data with same last name, PD4=partial
data with all same names, FD1=original full data, FD2=full data with same first
name, FD3=full data with same last name, FD4=full data with all same names.
The set of properties used by the baselines and by the profiler corresponds to
p10 in Tables 42 and 43. We report results of applying the profiler in combination
with each of the baselines, by first discretizing its probability distribution with
a threshold, τ. In addition, we report results of using the probability distributions as provided by the profiler, in combination with Jansen-Shannon entropy
and DBSCAN clustering, which corresponds to the probabilistic reasoner (PR)
described in section 6.5.5. We vary the clustering coefficient, EPS, between 0.01
and 0.5.
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EPS

gold

auto

PD1

PD2

PD3

PD4

FD1

FD2

FD3

0.01

503

475

489

46

5,344

4,354

4,113

0.05

498

467

480

30

5,335

4,238

3,932

0.1

480

439

446

4

5,335

4,220

3,926

0.2

459

360

390

1

5,329

3,610

3,563

0.5

456

325

377

1

5,328

3,547

3,557

0.01

608

526

566

31

7,597

5,865

5,954

0.05

578

475

525

19

6,768

5,027

5,091

0.1

521

399

451

5

5,967

4,214

4,280

0.2

464

332

384

1

5,376

3,574

3,600

0.5

456

325

377

1

5,328

3,547

3,557

Table 46: Number of clusters for different values of the EPS parameter. Datasets:
PD1=original partial data, PD2=partial data with same first name, PD3=partial
data with same last name, PD4=partial data with all same names, FD1=original
full data, FD2=full data with same first name, FD3=full data with same last
name, FD4=full data with all same names.

We expect that the profiler has a larger effect when combined with automatic
attribute extraction (C4). While we do not observe significant improvement over
the baselines, the results in Table 45 demonstrate that the profiler has certain impact when applied in combination with imperfect attribute extraction. Especially,
we observe that the profiler consistently improves the performance on top of the
exact reasoner. Furthermore, this improvement becomes larger when more of
the profiling values are included, i.e., the improvement on the exact reasoner is
inversely proportional with the probability threshold τ. This observation means
that the profiler is able to fulfill its role of normalizing the attribute values found
in different documents. Namely, as these documents are written independently
from each other, certain attribute values are reported only in a subset of them.
In addition, the low recall of our automatic extraction tools might increase this
inconsistency of information between documents. The results show that the profiler is able to make this reasoner more robust and normalize certain knowledge
gaps.
Profiling in combination with the no-clash reasoner yields comparable results
to those of only using the automatic extraction. Concretely, profiling improves
the performance of the no-clash reasoner for all full datasets (FD1, FD2, and
FD3), whereas it decreases the baseline performance on all partial datasets. In
general, the profiling results seem to be fairly robust when combined with this
reasoner as well.
The probabilistic reasoner also yields certain promising results on the full
datasets, whereas its best scores on the partial datasets are obtained for the high-
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est value of the EPS distance parameter (0.5), and correspond to the results of
the name baseline.
In section 6.5.4, we observed that the performance of our extractors, especially
in terms of recall, is relatively low. Consequently, the extracted local contexts
from text are largely incomplete, and in some cases contain incorrect values. As
the output of the profiler is dependent on the input it receives, this imperfection
of the extracted information would directly influence the usefulness of the generated profiles. Namely, a very sparse/incomplete input (caused by low extraction
recall) could lead to a profile that represents a more generic group, whereas incorrect input (caused by low precision) might generate a profile that represents
an entirely different group of entities. Future work should investigate whether
an extended set of attributes and a different kind of am attribute extractor yield
similar results for the hypotheses C3 and C4.
Analysis of ambiguity

6.6.3

We expect that the clustering performance is counter-proportional to the ambiguity of a dataset (C5), i.e., higher ambiguity leads to lower clustering performance.
This is a clear trend that is visible in all result tables. The clustering on the original dataset with minimal ambiguity is close to perfect, whereas the performance
of clustering for the datasets with maximum ambiguity is close to zero.
We also hypothesized that the impact of the profiler is higher when there
is more ambiguity (C6). Tables 44 and 45 show no clear relation between the
usefulness of the profiler and the data ambiguity. Future work should investigate
whether this conclusion is confirmed for a larger set of properties.
6.7

intrinsic analysis of the profiler

In this section, we investigate the intrinsic behavior of the profiler, by comparing
it against factual data from Wikidata, as well as against human judgments collected with a crowdsourcing task. We also investigate the relation of the profiling
performance to various properties of the data, such as its entropy and value size.
These investigations provide evidence for the hypotheses P1-P5.
6.7.1
6.7.1.1

Comparison against factual data
Data

No existing dataset is directly suitable to evaluate profiling. We therefore chose
People, since data is plentiful, people are multifaceted, and it is easy to spot problematic generalizations. We defined three typed datasets: people, politicians, and
actors, each with the same stereotypical facets, such as nationality, religion, and
political party, that largely correspond to some facets central in social psychology research. We created data tables by extracting facets of people from Wikidata.
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Table 47 lists all attributes, each with its number of distinct categories vi , total
non-empty values (nex ), and entropy values (Hi and Hi 0) on the training data.
The goal is to dynamically generate expectations for the same set of 14 facets
in each dataset. We evaluate on multiple datasets to test the sensitivity of our
models to the number of examples and categories. The largest dataset describes
3.2 million people, followed by the data on politicians and actors, smaller by an
order of magnitude. As pre-trained embeddings are only available for a subset
of all people in Wikidata (see section 6.4.4.4), we cannot evaluate EMB directly
on these sets. Hence, to facilitate a fair comparison of both our models on the
same data, we also define smaller data portions for which we have pre-trained
embeddings. We randomly split each of the datasets into training, development,
and test sets at 80-10-10 ratio.
6.7.1.2

Quantification of the Data Space

We quantify aspects of profiling through the set of possible outcomes and its
relation to the distribution of values.
Qn
The total size of the data value space is dsize =
i=1 vi , where n is the
number of attributes and vi is the size of the category vocabulary for an attribute
xi (e.g. vi = |{Swiss, Dutch. . . }| for xi = nationality). We define the average
training density as the ratio of the total data value size to the overall number of
training examples nex : davg−d = dsize /nex . As an illustration, we note that the
full dataset on People has dsize = 1039 and davg−d = 1032 .
For the i-th attribute xi , the entropy Hi of its values is their ‘dispersion’ across
its vi different categories. The entropy for each category j of xi is computed as
−pi,j logpi,j , where pi,j = nex (i, j)/nex (i). The entropy of xi is then a sum of
P i
the individual category entropies: Hi = − vj=1
pi,j logpi,j , whereas its normalized entropy is limited to [0, 1]: Hi 0 = Hi /log2 (nex (i)). Entropy is a measure of
informativeness: when Hi 0 = 0 there is only one value for xi ; when all values are
equally spread the entropy is maximal, Hi 0 = 1 (with no MFV).
Of course, we do not know the true distribution but only that of the sparse
input data. Here we assume our sample is unbiased. Table 47 shows that, e.g.,
educated at consistently has less instance values and a ‘flatter’ value distribution
(= higher Hi 0) than sex or gender, where the category male is dominant on any
dataset, except for actors. The entropy and the categories size together can be
seen as an indicator for the relevance of a facet for a dataset, e.g., Hi 0 and vi of
position held are notably the lowest for actors. We expect MFV to already perform
well on facets with low entropy, whereas higher entropy to require more complex
dependencies.
6.7.1.3

Results

We evaluate by measuring the correctness of predicted (i.e., top-scoring) attribute
values against their (not provided) true values, evaluated only on exemplars that
were not included in the training data.
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Figure 32: Dependency of the accuracy of profiling politicians on the number of known
facets: a positive correlation for country of citizenship (left Figure), no correlation
for sex or gender (center), and a slightly negative one for place of birth (right).

Table 48 provides the results of our methods and baselines on the three smaller
datasets that contain embeddings (the full datasets yielded similar results for
MFV, NB, and AE). We observe that AE and EMB outperform the baselines on
almost all cases, as hypothesized in P1. As expected (hypothesis P3), we see
lower (or no) improvement over the baselines for cases with low entropy (e.g.,
sex or gender and lifespan range) compared to attributes with high entropy (e.g.,
award received). We also note that the accuracy of profiling per facet correlates
inversely with its vocabulary size vi (hypothesis P4).
The superiority of the neural models over the baselines means that capturing complex inter-facet dependencies improves the profiling ability of machines.
Moreover, although the two neural methods perform comparably on average,
there are differences between their accuracy on individual facets (e.g., compare
award received and native language on any dataset). To gain further insight, we analyze the individual predictions of our models on an arbitrarily chosen instance
from our dataset, namely, the Ohio politician Brad Wenstrup.12 . Brad is a male
American citizen, member of the republican party, born in Cincinnati, Ohio in
the 20th century, educated at the University of Cincinnati, and has held the position of a United States representative. Both neural systems correctly predict (as a
first choice) Brad’s country of citizenship, position held, work location, and century. The AE system is able to predict the political party and his education better
than the EMB one; whereas the EMB model is superior over AE when it comes
to Brad’s gender. In addition, EMB ranks the correct place of birth third in terms
of probability, while AE’s top 3 predictions for this attribute are incorrect, i.e.,
these are places in the neighboring state of Michigan. These differences might
be due to the main architectural difference between these two methods: EMB’s
input embedding contains much more information (both signal and noise) than
what is captured by the 14 facets in the AE.
How does a profile improve (or not) with increasing input? To investigate our
hypothesis P5, we analyze both top-1 and top-3 accuracies of AE for predicting
a facet value against the number of other known facets provided at test time.
Figure 32 shows examples of all three possible correlations (positive, negative,
and none) for politicians. These findings are in line with conclusions from social
psychology (cf. Profiles): knowing more facets of an instance might trigger a shift
12 https://www.wikidata.org/wiki/Q892413
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of the original profile, and it might be correct or incorrect, as defined in (Stone
et al., 1957). Generally, we expect that attributes with large vi , like place of birth,
will suffer as input exemplars become more specified and granularity becomes
tighter, while facets with small vi would benefit from additional input. Figure 32
follows that reasoning, except for sex or gender, whose behavior is additionally
influenced by low entropy (0.25) and strong frequency bias to the male class.
6.7.2

Comparison against human expectations

In order to collaborate with humans, or understand human language and behavior, both humans and AI machines are required to fill knowledge gaps with
assumed world expectations (see section 6.1). Given that in most AI applications
information is created for humans, a profiler has to be able to mimic human expectations. We thus compare our neural profiles to profiles generated by crowd
workers.
6.7.2.1

Data

We evaluate on 10 well-understood facets describing American citizens. For each
facet, we generated a list of 10 most frequent values among American citizens
in Wikidata, and postprocessed them to improve their comprehensibility. We
collected 15 judgments for 305 incomplete profiles with the Figure Eight crowdsourcing platform. The workers were instructed to choose ‘None of the above’
when no choice seemed appropriate, and ‘I cannot decide’ when all values
seemed equally intuitive. We picked reliable, US-based workers, and ensured
US minimum wage ($7.25) payment.
Given that there is no ‘correct’ answer for a profile and our annotators’ guesses
are influenced by their subjective experiences, it is reasonable that they have a
different intuition in some cases. Hence, the relatively low mean Krippendorff
(1980) alpha agreement per property (0.203) is not entirely surprising. We note
that the agreement on the high-entropy attributes is typically lower, but tends to
increase as more facets were provided. Overall, the annotators chose a concrete
value rather than being indecisive (‘I cannot decide’) for the low-entropy more
often than the high-entropy facets. When more properties were provided, the
frequency of indecisiveness on the high-entropy facets declined.
6.7.2.2

Results

When evaluating, ‘None of the above’ was equalized to any value outside of the
most frequent 10, and ‘I cannot decide’ to a (1/N)-th vote for each of the values. The human judgments per profile were combined in a single distribution,
and then compared to the system distribution by using Jansen-Shannon divergence (JS-divergence).13 We evaluate the profiles generated by our AE and the
13 We considered the following metrics: JS-divergence, JS-distance, KL-divergence, KL-divergence-avg,
KL-divergence-max, and cosine distance (Mohammad and Hirst, 2012). The agreement was very
high, the lowest Spearman correlation being 0.894.
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baselines; EMB could not be tested on this data since most inputs do not have a
corresponding Wikipedia page and pre-trained embeddings.
The divergence between our AE system and the human judgments was mostly
lower than that of the baselines (Table 49), which supports our expectation in the
hypothesis P2. The divergences for any system have a strong correlation with
(normalized) entropy, confirming our previous observation that high-entropy attributes pose a greater challenge (hypothesis P3). We also computed precision,
recall, and F1-score between the classes suggested by our system and by the annotators, and observed that it correlates inversely with the entropy in the data
(Hi ), as well as the entropy of the human judgments (Ji ).
The results show that our AE can capture human-like expectations better than
the two baselines, and that mimicking human profiling is more difficult when
the entropy is higher. While parameter tuning and algorithmic inventions might
improve the profiling accuracy further, it is improbable that profiles learned on
factual data would ever equal human performance. Some human expectations
are rather ‘non-factual’, i.e., they are culturally projected and do not correspond
to episodic facts. Future work should seek novel solutions for this challenge.
6.8
6.8.1

discussion and limitations
Summary of the results

Identity clustering is nearly ideal assuming perfect attribute extraction, indicating that to a large extent the information available in text is sufficient to establish
identity, as long as the ambiguity is low (hypothesis C1). As expected, the clustering performance declines when the attribute extraction is imperfect (C2).
Given that the clustering based on the gold properties is relatively high, there
is little room for improvement by profiling in this case. It is thus no surprise
that the profiler has no visible effect when combined with gold properties (C3).
Profiling is able to fill certain knowledge gaps when combined with automatic
extraction of properties (C4). Concretely, profiling consistently has a positive
impact when using exact reasoning over property values. Profiling is also beneficial when applied together with the no-clash reasoner on the full datasets
(FD1-FD3), whereas it performs slightly worse than the no-clash reasoner on the
partial datasets (PD1-PD4). Overall, we observe that the profiler is fairly robust
to different hyperparameter values and degrees of data ambiguity.
When analyzing these results, we need to be mindful about the low performance of our automatic attribute extractors, especially in terms of recall. Considering that the effectiveness of our profiler is directly conditioned on the completeness and accuracy of its input, the generated profiles might not be useful
when the input information is scarce or inaccurate. Incorrect or incomplete inputs lead to more generic or even wrong profiles, and the decisions on identity
based on these profiles are likely to be consequently wrong as well.
The datasets with larger ambiguity pose a greater challenge for all approaches
(C5). However, we did not see a clear relation between the usefulness of our
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profiler and the data ambiguity (C6). A possible explanation for this finding lies
in the low number of properties considered, as well as in their usefulness to
discriminate long-tail entities in the test domain. Future work should investigate
whether these findings generalize for an extended set of properties.
The intrinsic evaluation of our profiling methods demonstrated their ability to
largely mimic the instantial data in Wikidata (P1), as well as human judgments
(P2). Notably, their performance per attribute fluctuates dramatically, but this
variance can be easily predicted by the factors of entropy, value size, and other
known attributes (hypotheses P3, P4, and P5). It remains a future task to investigate the impact of this accuracy variance on the clustering performance of the
profiler.
6.8.2

Harmonizing knowledge between text and knowledge bases

A large challenge during these experiments lay in harmonizing the knowledge
found in the text documents with the one found in the chosen knowledge base,
Wikidata. We discuss three aspects of this challenge here, as these were notable
limitations to our experimental setup and we expect them to be relevant for
future research of similar nature.
1. Discrepancy of properties There is little overlap between the attributes that
are found in background knowledge and those found in text. For example,
descriptions of the kind of area in which an entity lives (e.g., whether a
city part is dangerous or safe), are prominent in text and would be very
useful to establish identity of entities; unfortunately, this kind of information is not present in Wikidata. On the other hand, one’s height or political
affiliation is often stored in Wikidata, but it is not mentioned in text.
2. Discrepancy of property values The values for an attribute that are found
in text are often dissimilar with those in the background knowledge base.
For instance, most causes of death in Wikidata are natural and do not correspond to those in the gun violence domain, where most people died of
a gunshot wound. In addition, the number of values for certain properties,
such as birthplace, in Wikidata is quite large. For each property, we opted
to choose between several (typically between two and ten) attribute values
on a coarser granularity level. It was not trivial to map the original property
values in Wikidata to coarser classes, as the connection in the structured
knowledge was not consistently available. For instance, the tens of thousands of places of birth could not be automatically mapped to states of
birth, because the connection between these two is not consistently stored
in Wikidata.
3. Discrepancy of world expectations Even after the attributes and some of
their values have been harmonized, it can be the case that the expectations
learned from a knowledge base are not fitting those within a local crime
domain. As an example, let us consider the attribute education level. People
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in Wikidata are typically highly educated, which is probably not representative for the typical education level of the participants in the gun violence
incidents. Another example is the property occupation: typical professions
in Wikidata, such as politicians or actors, are unlikely to be encountered in
gun violence incident descriptions.
These three discrepancies are largely due to the different world that is modeled between these two proxies: while our documents describe local crime incidents, the background knowledge in Wikidata models global events and wellknown people. Learning models about the ‘head’ entities in Wikidata and applying these to the ‘long-tail’ entities in the gun violence domain required a
substantial amount of engineering and has been achieved at the expense of information loss, which largely decreased the discriminative power of our profiling
machines. Future work should investigate directions to learn expectations that
would resemble the target domain closer, e.g., using gun violence domain data
to both train the profiles and apply them.
6.8.3

Limitations of profiling by NNs

Our experiments show the natural power of neural networks to generalize over
knowledge and generate profiles from data independent of schema availability.
Techniques like dropout and oversampling further boost their ability to deal
with missing or underrepresented values. Ideally these profiling machines can
be included in an online active representation system to create profiles on the fly,
while their modularity allows easy retraining in the background when needed.
Still, it is essential to look critically beyond the accuracy numbers, and identify
the strengths and weaknesses of the proposed profiling methods. Limitations
include: 1. continuous values, such as numbers (e.g., age) or dates (e.g., birth
date), need to be categorized before being used in an AE;14 2. AE cannot natively
handle multiple values (e.g., people with dual nationality). We currently pick a
single value from a set based on frequency; 3. as noted, we applied dropout
and oversampling mechanisms to reinforce sparse attributes, but these remain
problematic; 4. it remains unclear which aspects of the knowledge are captured
by our neural methods, especially by the EMB model whose embeddings abstract
over the bits of knowledge. More insight is required to explain some differences
we observed on individual facets.
6.9

conclusions and future work

In this chapter, we investigated the role of knowledge when establishing identity
of NIL (E3) entities mentioned in text. Having no representation in DBpedia or
other common knowledge bases in the LOD cloud, the NIL entities are different
from head and tail entities for the following reasons: 1. they contain no frequency/popularity priors 2. the knowledge on them is scarce and non-redundant
14 We obtained lifespan and century of birth from birth and death dates.
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3. their ambiguity is unknown, but potentially extremely large. Despite these
unique properties, the NIL entities have mostly been out-of-focus in existing
research that establishes identity of entities from text.
Considering the three properties of the NIL entities, establishing their identity is a knowledge-intensive task, requiring the explicitly stated information in
text (‘local context’) to be combined with implicit expectations based on background knowledge. In this work, we formalized the local context through a set
of property-value facts, based on intratextual knowledge extracted from text.
The global expectations, which we called profiles, were represented with probability distributions, learned by computational models over existing extratextual
knowledge.
Inspired by the functions of profiles in human cognition and the needs for
processing long-tail identity in NLP, we posed the question: how can we naturally fill knowledge gaps in communication with assumed expectations. Existing
research in KBC cannot be used for this purpose, since they focus on predicting
concrete missing facts (such as exact age or location) for known entities. Therefore, we proposed profiling, a more flexible and robust variant of KBC that generates distributions over ranges of values. We described two profiling machines
based on state-of-the-art neural network techniques.
We put forward 6 hypotheses about the role of background knowledge in
the task of establishing identity of NIL entities in text. Imperfect (automatic)
attribute extraction led to lower performance in comparison to gold extraction.
Profiling was able to fill certain gaps of the automatic extractors: profiling consistently helped the exact reasoner, whereas it performed comparably to the
no-clash baseline. As expected, higher ambiguity made the task much harder.
However, the usefulness of profiling had no clear relation to the degree of data
ambiguity. The results obtained so far might have been affected by the low quality (precision and recall) of the automatic extractors, as profiles built on top of
incomplete or wrong input might amplify this input and will likely harm the
identity clustering decisions. It remains to be seen whether the current findings
persist when more properties or better automatic extractors are employed.
The profiles are explicit representations, thus providing us with transparency
and explanation on the identity decisions. To further understand the behavior of
the profilers, we performed two intrinsic experiments of the profiling methods
we propose in this chapter, thus testing another 5 hypotheses. Namely, we evaluated the profiling machines against instantial data in Wikidata, as well as against
human judgments collected in a crowdsourcing task. Both experiments showed
that the profiling methods get much closer to the typical or the correct value
than the underlying baselines based on frequency or the Naive Bayes method.
As hypothesized, the prediction accuracy per attribute varies greatly, but this
can be largely explained through the notions of entropy, value size, and (number
of) known attributes.
A large challenge during these experiments lay in harmonizing the knowledge found in the text documents with the kind of information found in the
background knowledge base. Firstly, there is little overlap between the attributes
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that are found in background knowledge and those found in text. Secondly, the
values for those attributes that are found in text are often dissimilar with those
in the background knowledge base. This is largely due to the different world
that is modeled between these two proxies: while our documents describe local
crime incidents, the background knowledge base models global events and wellknown people. In addition, even after the attributes and some of its values are
harmonized, it can be the case that the expectations learned from a knowledge
base are not fitting those in a local crime domain.
This knowledge-intensive approach provided a valuable link between the local context, which is currently based on intratextual knowledge, and the profiles,
learned on top of extratextual knowledge. Subsequent work should investigate
the added value of integrating knowledge from the circumtextual and intertextual categories, when establishing identity of long-tail entities.
Answer to RQ5 This chapter aimed to provide evidence to the fifth research
question in this thesis: What is the added value of background knowledge models when
establishing the identity of NIL (E3) entities? For this purpose, we proposed to establish the identity between two local representations of an entity by combining
explicit and implicit knowledge about their properties. Given that the available
information in text could be insufficient to establish identity, we enhanced it
with profiles: background knowledge models that aim to capture implicit expectations left out in text, thus normalizing the comparison and accounting for the
knowledge sparsity of most attributes. We systematically investigated the role of
different pieces of explicit knowledge, reasoning methods, as well as the intrinsic
behavior of the profiling methods. We started this investigation by matching the
local context to pre-built profiles based on the extratextual knowledge in Wikidata. This creates an interesting opening for future research to investigate the
other types of knowledge, i.e., intertextual and circumtextual knowledge.
This research has thus advanced the understanding of the under-addressed
challenge of establishing identity of the NIL entities found in text, as well as
of the role of implicit extratextual knowledge in resolving this task. The results
obtained so far showed certain impact of using profiling on top of the attributes
extracted automatically from text, whereas the relation of this impact to data
ambiguity is unclear at this point. They also revealed potential pitfalls that need
to be considered in future work, namely: 1. profiles built on top of incomplete or
wrong information extracted from text can be misleading and counterproductive
for the task of establishing long-tail identity 2. there is a notable discrepancy
between the properties and their values found in text in comparison to those that
can be learned from Wikidata. Overall, we argue that the general assumption is
correct and worth pursuing further, whereas certain aspects of the experimental
design should be revisited in future research.
From this perspective, it seems that further work should continue investigating how to best incorporate profiling components to fill the gaps in human communication. With further understanding and engineering of these phenomena,
we expect that such profiling machines would be able to natively address (at
least) three standing problem areas of modern-day NLP: 1. scarcity of episodic
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knowledge, prominent both in knowledge bases and in communication; 2. unresolved ambiguity in communication, when the available knowledge is not necessarily scarce, yet prior expectations could lead to more reliable disambiguation;
3. anomaly detection, when a seemingly reliable machine interpretation is counter-intuitive and anomalous with respect to our expectations.
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0.58

0.56
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0.08
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Table 47: Numbers of examples (nex ), categories (vi ), and entropy (Hi and Hi 0) per facet of People in our training data. We limit vi to 3,000 to
restrict the complexity of the value space, but also to mimic the simplification aspect of cognitive profiling.
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23.80

41.76

82.04
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century of birth
85.45
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33.01

25.09
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29.67
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80.13
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83.14
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34.28
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45.03

93.33

72.94

83.23

13.14
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85.79
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25.81

75.00

37.59

56.52

26.09

41.18

83.33
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94.79
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39.17

33.33
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40.00
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39.94
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0.00
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AE
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0.0

66.67

42.86
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65.05
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Table 48: Top-1 accuracies for the both neural methods and the two baselines on the smaller datasets. For each dataset-facet pair, we emphasize
the best result. Our neural methods, especially EMB, outperform the baselines. Entropy and vocabulary sizes can partially explain
deltas in accuracies on individual facets.
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Table 49: Human evaluation results per attribute: number of values (vi ), entropy (Hi ),
normalized entropy (Hi 0), mean judgments entropy (Ji ), divergences of: MFV,
NB, and AE.
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10-14

0.04
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0.30
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9
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0.23

political party

2

1.00

1.00

0.02

0.17

0.06

0.06
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7.1

CONCLUSION

summarizing our results

How can the performance of NLP techniques to establish identity of long-tail
cases be improved through the use of background knowledge? In this thesis I
approached this research question by focusing on multiple aspects in parallel:
1. RQ1 (Description and observation): How can the tail entities be distinguished
from head entities?
2. RQ2 (Analysis of the evaluation bias): Are the current evaluation datasets
and metrics representative for the long-tail cases?
3. RQ3 (Improvement of the evaluation bias): How can we improve the evaluation on the long-tail cases?
4. RQ4 (Access to knowledge): How can the knowledge on long-tail entities be
accessed and enriched beyond DBpedia?
5. RQ5 (Role of knowledge): What is the added value of background knowledge
models when establishing the identity of NIL entities?
I will next review the challenges encountered with respect to each of these
aspects, our approach to address them, and the main findings.
7.1.1

Describing and observing the head and the tail of Entity Linking

Problem Every entity belongs to one of the following three groups: head (E1) entities, tail (E2) entities, or NIL (E3) entities, based on its lexical usage, frequency
in communication, and popularity. However, whereas it is easy to distinguish
NIL entities, it is much more challenging to decide between the head and the
tail cases, since the head-tail distinction has never been described so far. Without
a concrete description of the head and the tail cases, it is not possible to quantify
their potential impact on system performance, and consequently, it is impossible
to address the difficult cases of the entity linking task.
Approach My aim was to provide a description of the head and the tail in entity linking, as well as its impact on system performance. For that purpose, I first
defined the head-tail properties of entity linking along which the head and the
tail cases can be distinguished. I proposed 16 hypotheses that describe how these
properties interact in EL datasets and how they relate to system performance. I
tested these hypotheses on three contemporary EL systems and five corpora.
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Conclusion This is the first systematic study of the relation between surface
forms in EL corpora and instances in DBpedia, based on a set of hypotheses
on what long tail phenomena are. The analyses of EL corpora with respect to
these properties revealed certain correlations that followed the posed hypotheses.
Most importantly, the head-tail phenomena and their interaction consistently
predict system performance. Namely, there is a positive dependency of system
performance on frequency and popularity of instances, and a negative one with
ambiguity of surface forms. Essentially, this confirms the intuition that system
performance is largely based on head cases, and declines strongly on the tail. To
support the inclusion of the tail in future designs of EL systems and datasets, I
provided a set of recommended actions to be considered when creating a dataset,
evaluating a system, or developing a system in the future.
7.1.2

Analyzing the evaluation bias on the long tail

Problem We observed that system performance declines as we move from the
head towards the tail of the entity distribution. At the same time, the overall
system performance measured on existing datasets is fairly high, and comparable to their performance on the head cases. This signals that existing datasets
are expected to mostly evaluate on the head of the entity distribution. Considering that the design and annotation of a new dataset by itself is an extremely
laborious process, it is understandable that certain unmotivated biases exist in
these datasets. At the same time, it is crucial that each NLP task is tested on
representative data, or at least, that when evaluating we are aware of the specific
properties of the dataset and what it actually assesses.
Approach Hence, I set a goal to understand the representativeness of existing datasets used to evaluate systems on disambiguation and reference tasks.
For that purpose, I provided a world model that defines these tasks through a
mapping between surface forms found in corpora and their meaning (concept or
instance) as found in a resource. Based on this model, I proposed a set of metrics
that quantify the form-meaning relations and applied these metrics on existing
datasets from five tasks: Entity Linking, Entity Coreference, Word Sense Disambiguation, Semantic Role Labeling/Verb Disambiguation, and Event Coreference.
Conclusion The analysis showed that the commonly used datasets to evaluate these tasks suffer from low ambiguity, low variance, high dominance, and
limited temporal spread. Whereas this analysis did not yet reveal how to create
datasets which fill the gap, it did make us aware of measurable semantic areas
to which datasets, and consequently systems, overfit. As such, it can be seen as a
specification towards complementing the existing test cases with novel datasets
that evaluate different aspects of the spectrum. Moreover, the metrics proposed
in this work could be used as a driving mechanism to create new metric- and
time-aware datasets in a systematic manner - or at least, to assess and revise
their representativeness upon creation.
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7.1.3

Improving the evaluation on the long tail

Problem Since the tail is underrepresented in current datasets, the high results
that are achieved by state-of-the-art systems can be mostly attributed to head
cases. This means that our systems can interpret generally known/popular entities and events. At the same time, while we do not have a good understanding about how these systems perform on the tail, the limited evidence available
so far shows that understanding local/contextual entities and events is beyond
their capabilities. It is important to understand and overcome these challenges,
especially because most of the world consists of tail cases, with their unique
particularities.
Approach Hence, I focused on creating the first task that deliberately evaluates the tail of disambiguation and reference tasks. This was done by designing
a higher-level task of Question Answering, in such a way that requires systems:
1. to combine the knowledge from different NLP disambiguation and reference
tasks 2. to do so on local events and unpopular entities, both with no representation in common knowledge bases 3. to operate within challenging linguistic
settings of high ambiguity and variance. During the creation of this task, a novel
method called “data-to-text” was invented. This method relies on existing repositories having a link between structured data summarizing an event/incident,
and text documents providing evidence for that data. Data-to-text allows one to
create datasets in a semi-automatic way, with minimal post-validation.
Conclusion Using the data-to-text method, I generated a lot of data covering
the long tail with minimal post-validation. This data was filtered in order to gain
a lot of confusability and to challenge systems to perform deep interpretation on
long tail data. I carried out this work as organizer of a task at the SemEval-2018
competition, entitled “Counting Events and Participants within Highly Ambiguous Data covering a very long tail”.1 Four systems participated in it, reaching to
at most around 30% accuracy on answering the task questions, showing that dealing with high ambiguity and not being able to rely on frequency biases, poses
a great challenge for the current NLP technology. As the challenges relating to
interpreting long-tail cases become more recognized in our community, it is to
be expected that this task will attract interest in the following years. To support
this, an easy evaluation for out-of-competition systems was enabled. Finally, the
“data-to-text” method used to create this task, could be applied again to create
much more long tail data, covering other domains and spatio-temporal contexts.
To create this task, we deliberately focused on long-tail data with high confusability, without preserving the natural distribution of the texts. We see this
aspect of artificiality as a necessary trade-off in order to achieve our goal: to
create a task that deliberately targets the evaluation bias on the tail, resulting in
large confusability and requiring an extremely low annotation effort.

1 https://competitions.codalab.org/competitions/17285
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7.1.4

Enabling access to knowledge on the long-tail entities

Problem We observe a similar bias in knowledge sources as we do in evaluation
datasets. Tail (E2) and NIL (E3) entities are characterized by scarce to no accessible knowledge at all, in the commonly used, Wikipedia-based knowledge bases,
such as DBpedia. The lack of background knowledge to reason over prevents successful linking of tail entities, because in such cases it is extremely challenging to
compete with head interpretations that share the same form. At the same time,
the Linked Data community provides us with hundreds of thousands of data
documents, covering billions of facts about various entities, both contextually
relevant and generally known ones. Unfortunately, the majority of the Linked
Data instances and statements have not found their way in the entity linking
task so far. This can be attributed to multiple reasons, the primary obstacle being accessibility - today it is not straightforward to access these statements and
use them in an EL system.
Approach It is hence crucial to improve the access to this knowledge found
in the Linked Data cloud. To do so, I built on top of an existing data cleaning
architecture and collection of RDF statements, the LOD Laundromat. The LOD
Laundromat stores tens of billions of RDF statements in a central repository, on
disk, and allows them to be queried via the LDF triple pattern matching mechanism. Since this architecture did not include a text search feature, I teamed up
with its authors and enriched the Laundromat with a centralized text index and
search tool, named LOTUS. LOTUS indexes over 4 billion RDF literals, through
which one can access billions of URIs and hundreds of thousands of documents.
LOTUS allows flexible retrieval, by offering the user to choose between 32 combinations of matching and ranking algorithms. It relies on ElasticSearch and LOD
Laundromat, and has been distributed over a number of simple servers to ensure
scalability.
Conclusion With this approach, I was able to fill the gap and provide the LOD
community with the largest centralized text index and access point to the LOD
Laundromat data collection. Moreover, this allows EL systems to use the knowledge found among the billions of statements of the LOD Laundromat collection.
This represents a first, but crucial step, towards building EL systems that can
leverage the richness and diversity of the knowledge found on the Web. Initial
experiments on three use cases show that LOTUS holds a potential to increase
the recall of the entity linking systems. Namely, we observed that the proportion
of DBpedia resources in the top 100 results is between 22% (for querying for
names of journals) and 85% (when querying for local monuments). A subset of
the queries only returned candidates that are found outside of DBpedia.
A general increase of the recall is desired for the tail cases, but by doing so, the
precision of the entity linking decreases, in particular on the head cases. Future
work should investigate how to balance this newly obtained recall with precision,
as well as how to evaluate a web-of-data-wide entity linking system.
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7.1.5

The role of knowledge in establishing identity of long-tail entities

Problem For E2 entities we can find instantial representation and associated
knowledge beyond DBpedia in the Linked Data cloud. For many others (NIL/E3
entities), however, we have no accessible existing representation at all. The lack of
frequency priors among these instances (I), the scarcity and non-redundancy of
knowledge (II), and the unknown, but potentially extreme, ambiguity (III) make
the NIL entities substantially different than the head entities. How to establish
and represent the identity of these entities? What kind of knowledge can be
applied to establish identity of NIL entities? This is currently an under-addressed
research area.
Approach An intelligent interpretation of long-tail cases requires a revision
and extension of contextual knowledge, as well as an approach to dynamically
acquire such knowledge for each long-tail case. I investigated the role of explicit
knowledge extracted from text and implicit models learned from extratextual
background knowledge, for establishing identity of long-tail, NIL entities mentioned in text. Perfect extraction of information from text could be sufficient for
this purpose, provided that the right information is available. Given that the information is not consistent across documents and that automatic extractors are
far from perfect, I attempted to use background knowledge models (“profiling
machines”) in order to complete the partial profiles extracted from text. Profiling
is inspired by human capabilities of stereotyping, and belongs to the Knowledge
Base Completion family of tasks. Two neural architectures were developed for
this purpose. I investigated six hypotheses regarding the usefulness of knowledge when establishing identity of NIL entities, and five additional hypotheses
on the intrinsic behavior of the profiling machines.
Conclusion The profiling machines were able to mimic instance data and human judgments to a large extent. The evaluation of these machines on the task of
establishing long-tail identity in text showed promising results when applied on
top of automatically extracted information from text. I observed no clear patterns
between the effectiveness of these profilers and the data ambiguity. My experiments also revealed potential pitfalls that need to be considered in future work,
namely: 1. profiles built on top of incomplete or wrong information extracted
from text can be misleading and counterproductive for the task of establishing
long-tail identity 2. there is a notable discrepancy between the properties and
their values found in text in comparison to those that can be learned from Wikidata. Overall, I argue that the general assumption is correct and worth pursuing
further, whereas certain aspects of the experimental design should be revisited
in future research.
While profiles generated from facts help extrinsic tasks and improve over simple baselines, they still lack the knowledge belonging to the circumtextual and
the intertextual category. In addition, generating profiles that exactly correspond
to human expectations would require them to have access to non-factual human
beliefs as well. These challenges should be addressed in future work.
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7.2

lessons learned

This thesis systematically investigated how to establish the identity of long-tail
entities from a perspective of a computational NLP system. I made an effort
to describe these entities, to analyze their presence in current evaluations, to
improve their evaluation bias, to increase the access to knowledge about them,
and to establish their identity when a representation is not readily available at
all. I believe that the lessons learned in this thesis can be applied to a number
of other disambiguation and reference tasks in NLP, given that the head-tail
distinction and challenges are present in essentially most (if not all) NLP tasks
we deal with.
To help future related research, I next discuss some key lessons learned
throughout the course of my PhD research, expressed as 6 observations and
6 recommendations.
7.2.1

Observations

The first two observations regard the system performance on long-tail cases.
1. Performance scores mean very little without further interpretation Today, NLP
revolves around the goal of obtaining high scores and ‘beating the stateof-the-art’. Without a doubt, obtaining the best result so far has its own
benefits, and provides a claim that a certain system is superior over lowerperforming ones. This thesis shows that the significance of these scores on
their own is not clear without further understanding of the underlying behavior, given the small size and the lack of representativeness of current
evaluation datasets. In order to have any meaningful interpretation of the
obtained F1-scores, they must be paired with certain detail on the properties of the evaluation data, typical cases on which the system performs well,
and typical errors that the system makes. Only then we would be starting
to get an idea about the strengths and weaknesses of these systems, and
about the limits of their applicability.
2. The tail performance is not derivable from the head performance The fact that
the performance of systems on the head and the tail is largely different,
implies that there is not only a quantitative, but also a qualitative difference
between these two parts of the entire entity distribution. For this purpose,
it is essential to perform evaluation on the head and the tail separately,
as well as together, and analyze the findings in detail. Such a dedicated
evaluation would potentially inspire a stronger focus on the long-tail cases
in future research.
I next present two observations concerning the evaluation of long-tail identity.
3. Establishing entity identity is far from solved today One of the main points of
this thesis is that the task of establishing identity of entities is far larger
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than the currently dominant way of entity interpretation from text, namely
by Entity Linking. Whereas systems can perform well on the few head
cases, the performance on the far more numerous tail entities is much
lower. Furthermore, systems can typically not deal with entities that have
no accessible representation at all on the web.
4. Under-addressed problems require much more than only developing a good processor Each novel challenge requires much more than only developing a
system approach that attempts to provide a solution for it. System development is/should ideally be preceded by a formal definition/description
of the task, and good understanding of the state-of-the-art evaluation and
methods with respect to that specific aspect. For that purpose, this thesis
combines five aspects, ranging from a problem description to development
of a knowledge-based system, in an attempt to advance the state-of-theart on the tail cases of establishing entity identity. I took a breadth-first
approach, because I believe that these aspects should progress in parallel, and they are all important for the advancement of our understanding
of the long-tail phenomena when establishing identity of entities. Notably,
addressing various, complementary dimensions of such novel challenges
should be seen as a joint, community effort.
The last two observations are about the knowledge used in current systems.
5. Systems miss a lot of knowledge The classification of framing and interpretation mechanisms used by humans to interpret text is an eye-opener, demonstrating that systems entirely miss certain types of knowledge (e.g., circumtextual), whereas other types of knowledge are only integrated to a limited
extent (e.g., extratextual knowledge). As demonstrated to some extent in
this thesis, we can systematically trace the impact of this missing knowledge on individual cases.
6. Accessing missing knowledge is non-trivial There might be a very practical explanation on why certain knowledge types are generally well-represented,
whereas others are constantly absent. Namely, accessing certain types of
knowledge might depend on significant preparatory work. Two examples
of this can be found in this thesis. Firstly, in order to start considering Entity Linking over the Linked Data cloud, we first need a textual index that
allows us to access this data in the first place - this is the motivation for
the creation of LOTUS in chapter 5. Secondly, in order for us to be able
to use a module that generates stereotypical expectations about people, I
had to first investigate, design, and implement this as a separate profiling
component.
7.2.2

Recommendations

The first set of recommendations discusses the distributional tail as an objective
for systems.
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1. Optimize for the tail! Given that current EL systems struggle to interpret tail
cases, it is intuitive that the tail should receive more attention in future
designs of systems. To my knowledge, no existing system has deliberately
focused on interpreting tail cases.
2. Enhance systems with missing background knowledge Our investigation of the
EL systems through the knowledge used demonstrated that much knowledge available to humans is not available or leveraged by state-of-the-art
systems. Future designs of systems should take this into account. Integrating circumtextual and intertextual knowledge is desired as these two
knowledge types are utterly absent in current systems. Similarly, extratextual, ‘world’ knowledge can be further exploited, e.g., directly to perform reasoning on anomalous interpretations, but also indirectly to induce
procedural “script” knowledge or stereotypical profiles (like our attempt
in chapter 6). Intuitively, using more extensive background knowledge is
most relevant for long-tail cases, that lack instance-level knowledge and
cannot be resolved by relying on (frequency) priors.
3. Combine deep/machine learning with linguistics and pragmatics Theories and
propositions stemming from linguistics and pragmatics might not have
found their place entirely in state-of-the-art reference systems yet, but they
contain a lot of value. This is somewhat a side-effect of the vast advent of
deep neural networks in the recent years. While neural networks have advanced the state-of-the-art performance of systems, they are not almighty
and there is space for integrating them with findings from other disciplines,
such as linguistics and pragmatics. After all, the human brain is not (solely)
a statistical machine, as it does not expose the same frequency bias as our
machine learning algorithms. Attending to the long-tail cases is an attempt
to capture this amazing capability of the human brain to be less primed by
statistical priors, and reconcile them optimally with the right knowledge
in a given context.
Next, I present recommendations that can be applied to improve the evaluation on the distributional tail.
4. Use macro F1-score helps to alleviate the frequency bias of the head As concluded
in (Ilievski et al., 2018), one way to decrease the effect of frequency in existing datasets is to apply a macro F1-score instead of micro F1-score when
measuring system performance. The rationale behind this proposal is that
macro F1-score evaluates each (form or instance) class once irrespective of
the number of its occurrences.
5. Make use of informative baselines We need to be aware of the extent to which
relevant baselines, especially simple ones like a most-frequent value strategy, can perform on a certain dataset. Certainly, system accuracy of 75%
is far more impressive when the baseline score is 30% compared to 70%.
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Not considering this aspect makes us vulnerable to situations where a system combined a large set of features, but the performance of using only
PageRank beats any of the remaining combinations (Plu et al., 2015).
6. Perform statistical significance testing Considering the limited size and representativeness of the current evaluation datasets for the full complexity
of disambiguation, we need solid methods and detailed analyses to understand the significance of our results. While at the moment empirical
testing has an essential role in our field, statistical significance testing is
often ignored or misused (Dror et al., 2018). Performing proper statistical
significance testing could be very beneficial to assess whether a certain
experimental result of a system is coincidental or not, whether its performance is optimized for certain cases more than others, and to which extent
can that system be trusted to perform well on an unseen dataset in the
future. In that sense, significance testing is a promising tool for better understanding and performance on the tail. Unfortunately, it was also not
performed for the results obtained in this thesis, which is a problem in
retrospective. Hopefully, future research will improve upon this situation
and present significant improvements on the tail cases, in accordance with
common practices in the field of statistics.
7.3

future research directions

While I managed to address a set of questions regarding the tackling of long-tail
identities in NLP, the research done so far is by no means complete. Instead, it
might open more questions than it answers. The long-tail identities are a multifaceted challenge, and we are only starting to understand and measure their impact and complexity. There is a long list of future research directions provoked
by this thesis, which constitute my agenda for subsequent investigations after
this PhD cycle is concluded. These research directions can be organized along
the following themes: 1. engineering of systems 2. novel tasks 3. a broader vision
for the long tail. I now discuss each of these in more detail and with concrete
scientific topics that I would pursue further.
7.3.1

Engineering of systems

1. How to build systems that perform well on the tail? It is still not entirely clear
how to build systems that perform well on the tail. One option would be
to ensure that the tail cases receive (much) higher weight than head cases
in loss functions of probabilistic systems. A complementary idea would be
to enhance these probabilistic systems with systematic usage and reasoning over extended knowledge. While this thesis provides the first steps in
this direction by describing the head-tail distinction and by providing avenues for obtaining rich and diverse knowledge, future research should
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proceed with investigations and engineering of these ideas into robust,
high-performing systems on the tail.
2. How to optimally combine the different types of background knowledge? I discussed that certain knowledge types are consistently not integrated in existing entity linking systems. I also provided ways to obtain representative
examples of these knowledge types, and showed their impact on the task
of establishing identity of long-tail entities. It remains beyond the scope of
this thesis to investigate optimal ways of combining these knowledge types.
This challenge is especially relevant for the knowledge pieces which cannot be fed natively into the state-of-the-art probabilistic algorithms, such
as information about the publishing time or the author of a document, or
other documents that are essential or helpful to interpret the current document. Combining symbolic and probabilistic methods or information is a
hot challenge of the modern day AI.
3. What defines a ‘good/useful’ representation of an entity? In our profiling work, I
explained that our choice of properties was guided either by: a) properties
generally studied in social psychology, or b) properties that can be found
both in text and in knowledge bases. In a recent research, Amazon Alexa
addresses this challenge from a different perspective and use case, by estimating the most relevant properties per entity type based on their demand
in query logs (Hopkinson et al., 2018). The question of which properties
(and values) can constitute a meaningful profile is rather complex, and it
deserves more attention in subsequent works.
7.3.2

Novel tasks

4. What is needed in order to shift the focus of our community towards long-tail and
contextual cases? The awareness in the semantic NLP community that certain kinds of cases are systematically easy for systems, whereas others are
much more challenging, or even beyond their current capabilities, has been
slowly increasing. The most straightforward strategy to make the long-tail
cases more central in the current NLP research would probably entail better integration of these in current evaluation, either by: 1. increasing the
prominence of tail cases in existing datasets, e.g., by deliberately creating
long-tail datasets; 2. increasing their relevance in evaluation scores, e.g., by
using macro F1-scores. Evaluating on long-tail cases would then increase
the incentive for systems to address these issues, since that would directly
correspond to their accuracy, and hence, publishability.
5. How to enable and evaluate web-of-data-wide entity linking? Whereas LOTUS
allows access to much more knowledge about many more entities, there
are various challenges that follow once the access has been improved. Considering that the entity linking task so far has been (almost) exclusively
tested on DBpedia and other Wikipedia derivatives, it is non-trivial to adjust most EL systems to link to different knowledge bases, and especially

188

7.3 future research directions

to a set of knowledge bases that use a different vocabulary, cover different
domains, etc. Perhaps even more challenging is the evaluation: how does
one evaluate a number of knowledge bases simultaneously in a reliable/consistent way? This reopens many philosophical questions about identity
which are out of the scope of this thesis, such as, which representation
of a real-world entity is optimal? Is the Wikidata representation of John
Travolta better than its IMDB or Musicbrainz representation? Intuitively,
and keeping in mind that the goal of entity linking is to provide access to
relevant and informative external background knowledge about an entity,
choosing the best representation should be guided by the purpose of the
linking and the context of the textual data.
A different (and less ambitious) approach towards web-of-data entity linking would be find a “sufficiently good” candidate for a given surface form,
rather than a globally optimal one. This is common for tasks where the
recall is hard to measure. In this sense, the task can be open-ended and
post-validated, e.g., by crowd workers. Alternatively, it can be posed as a
learning to rank task with a large, but finite, set of candidates for each entity, where the ranking within this set by the system is compared against
the gold data via customary retrieval evaluation metrics, like Mean Average Precision and Mean reciprocal rank (Schütze et al., 2008).
6. How can one capture non-factual beliefs? Proceeding with the discussion in
chapter 6, it remains a question to which extent can the human beliefs/expectations be substantiated by facts. Expectations that do not correspond to
the facts (as captured by a knowledge base) pose an insurmountable limitation for our profiling machines. Filling this gap would require re-thinking
and complementing the knowledge used by the profiler with knowledge
or examples that capture non-factual social and cognitive expectations. Potentially these beliefs could be obtained through crowdsourcing tasks, but
expertise and experiences from cognitive sciences should also be consulted
to help answer this question.
7.3.3

A broader vision for the long tail

7. What is the tail in other NLP tasks and how relevant is it? I have provided
a description of the head and the tail in the entity linking task, and observed that it does predict system performance consistently. How can this
definition be transferred to other tasks? It seems that this transfer would
be easiest for the most similar tasks, especially other reference tasks such
as entity and event coreference. Once that is done, a follow-up investigation should explore to which extent is this head-tail distinction relevant for
those other tasks.
8. Explainable NLP? Semantic NLP, and NLP in general, tends to employ statistical algorithms that behave as black boxes and operate on symbols that
are not interpreted. For instance, in EL it is common to decide whether an
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entity is a NIL or not based on a single scalar parameter called confidence
threshold that is compared against the confidence score of each entity candidate as produced by the algorithm. Such examples are very prominent in
NLP, but there are two grave interlinked problems regarding this kind of
decisions within our NLP systems: such decisions are not transparent, and
consequently, it is difficult to improve their functionality in an informed
way. In this thesis, I propose algorithms based on interpreted knowledge
rather than symbols that are not interpreted. Namely, by making use of
the structured knowledge in the Semantic web, and building explicit profiles on top of it, as well as the knowledge classification theory, I made a
step further towards explainable NLP techniques that can explain their decisions. For instance, in the profiling experiment in section 6, the system is
able to explain why it concluded that entity A and B are the same, whereas
C and D are not, based on their incomplete set of property values, enriched
with background knowledge. I believe that there is vast room for improvement towards designing and implementing transparent and explainable
NLP systems.
9. How to build natively curious machines? Long-tail instances suffer from
knowledge scarcity (“hunger for knowledge”), which must be addressed
in order to establish their identity correctly. One way to obtain this missing
knowledge would be to mimic the human manner of curious, intrinsically
motivated seeking for new needed knowledge. Our curiosity-driven search
aims to advance our knowledge frontier and thus makes us selective, e.g.,
it tells us which document to read, or which page to attend to with more
detail. This curiosity could be led by encountering unexpected/anomalous
facts, by remaining ambiguity, or the needs of a downstream task.
In a broader sense, this curiosity would be an essential skill within future computational knowledge bases that, alike the human mind, can simultaneously perform information extraction, anomaly detection, profiling, etc., and gradually push forward their knowledge boundary by being
curious/hungry for obtaining new knowledge.
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S U M M A RY

The digital era and the omnipresence of computer systems feature a huge
amount of data on identities (profiles) of people, organizations, and other entities, in a digital format. This data largely consists of textual documents, such
as news articles, encyclopedias, personal websites, books, and social media, thus
transforming identity from a philosophical to a societal issue and motivating the
need for robust computational tools that can determine entity identity in text. Determining the identity of the entities described in these documents is non-trivial,
given their amount, the contextual dependency of these descriptions, the ambiguity and variance of language, and the interplays described in widely-accepted
pragmatic laws of language, such as the Gricean maxims (Grice, 1975).
Today, it is well-understood how to determine identity of entities with low
ambiguity and high popularity/frequency in communication (the head), as witnessed by the high accuracy scores in the standard Natural Language Processing
(NLP) task of Entity Linking. It is unclear, however, how to interpret long-tail entities: each different and potentially very ambiguous, with low frequency/popularity, and scarce knowledge.
Expecting that computational systems that establish identity in text struggle
with long-tail cases, this thesis investigated how the performance of NLP techniques for establishing the identity of long-tail cases can be improved through
the use of background knowledge. It focused on five aspects of this challenge:
description/definition, analysis, improvement of evaluation, enabling access to
more knowledge, and building knowledge-intensive systems. Concretely, the research questions and corresponding findings of this thesis were:
• How can the tail entities be distinguished from head entities? Our experiments
showed a positive dependency of system performance on frequency and
popularity of entity instances, and a negative one with ambiguity of surface
forms. Essentially, this confirms the intuition that system performance is
largely based on head cases, and declines strongly on the tail.
• Are the current evaluation datasets and metrics representative for the long-tail
cases? The commonly used datasets to evaluate disambiguation and reference NLP tasks lack representativeness, as they suffer from low ambiguity,
low variance, high dominance, and limited temporal spread.
• How can we improve the evaluation on the long-tail cases? On a deliberately
created task to evaluate tail instances, we observed very low accuracy of
the participating systems. This shows that dealing with high ambiguity
and not being able to rely on frequency biases, poses a great challenge for
current NLP systems.
• How can the knowledge on long-tail entities be accessed and enriched beyond DBpedia? By creating LOTUS, we provided the Linked Open Data community
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with the largest centralized text index and access point to the LOD Laundromat data collection. This allows EL systems to use the knowledge found
among the billions of statements of the LOD Laundromat collection, thus
essentially increasing their recall on the tail instances.
• What is the added value of background knowledge models when establishing the
identity of NIL entities? Neural background knowledge models (“profiling
machines”) were built and applied in order to complete the partial profiles
extracted from text and establish their identity. The evaluation of these machines on the task of establishing long-tail identity in text showed promising results when applied on top of automatically extracted information
from text. We observed no clear patterns between the effectiveness of our
profilers and the data ambiguity.
This dissertation thus provided novel insights into an under-explored and difficult NLP challenge: determining identity of long-tail entities in text, demonstrating that better evaluation and more extensive use of knowledge are promising
directions forward. The topics covered and the skills employed stemmed from
various AI fields: semantic NLP, semantic web, and neural networks, with links
to linguistics and philosophy. Besides summarizing a range of learned lessons
that are potentially applicable to a number of other disambiguation and reference tasks, this thesis also provoked a long list of future research directions.
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