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for being the nicest room-mates I ever had, thanks, Cristina and Tibi, for always
making me feel at home in your house, and many thanks to all my friends with
whom I shared so many wonderful moments over the past years: Nadina, Cristi B.,
Asi, Roxana, Anca, Coco, Georgi, Mihai, Anamaria, Cristi A., Flori, Irina, Adelina,
Dragos, , Cezar, Ada, Justin, Rob, and many more. Last but not least, I would like
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General Introduction

There is a general trend in computer systems towards decentralization. In the late
1950s, mainframes were shared by users who used them mostly for back office functions like payroll and customer billing [71]. These systems were not only logically
centralized, but also physically centralized, by requiring users to go to their location
and manually insert input in the form of punched cards or tape.
The first step towards decentralization was marked by the invention of the minicomputer and the personal computer in the 1960s and the early developments of
the Internet in 1970s. In 1980s, distributed computing emerged as a way of solving
large computational problems [28]. Standards and programming languages like MPI
[100] or Orca [11] were created to define the way computers collaborate with each
other to work towards a common goal. This, along with the demand for collaborative
computing, contributed to the development of grid computing [32] and peer-to-peer
networks in 1990s, whose uses ranged from filesharing and messaging applications
to large scale scientific simulations [98].
The widespread adoption of hardware virtualization and service-oriented architectures led to the development of cloud computing in 2000s. Although compute
clouds can be seen as central service providers from the outside, their internal architectures are often decentralized, with data centers spread over multiple continents.
The latest advancements towards decentralization were made after 2010, marked
by the emergence of the Internet of Things (IoT) [9], which aims to extend the Internet connectivity beyond standard devices, such as desktops or laptops, to other
physical devices and everyday objects [49]. To meet the communication and computational demands of IoT’s smart objects, fog computing was introduced [15], which
aims to bring powerful compute resources closer to the IoT devices.
One thing that particularly contributed to the recent decentralization of computing was the rapid growth in popularity of the smartphone. By acting as a pocket PC,
the smartphone took over part of the tasks that used to be done previously on a PC
or laptop (e.g., social networking, web surfing, email). It is estimated that by 2021,
1
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3.8 billion people will own a smartphone [83]. Modern smartphones have significant computing power, which enables them to run compute-intensive tasks, such as
image recognition, without the help of the cloud [58].
One particular aspect that makes smartphones powerful members of a decentralized infrastructure is their ability to sense the context in which they are being used.
Accelerometer, GPS, gyroscope and compass are just a few of the many sensors
embedded in the latest smartphones. This multitude of sensors makes it possible to
accurately identify the context of the user. This is useful for a broad range of applications, like fitness trackers [62, 99], location-based services [67] and daily life
monitoring [31, 78]. Various applications can use the context of the user to perform
smart actions. For example, a context-aware application can detect when the user
is running and start playing music or it can put the phone on silent when it detects
that the user is in a meeting. To ease the development of context-aware applications, several frameworks have been developed. One of the first is SeeMon [55],
which aims to provide applications with context information, while having minimal
energy usage. Applications interact with SeeMon, which supports defining a wide
range of contexts. Other frameworks, like MobiCon [64] or EEMSS [111] follow
the same trend by attempting to further reduce the energy consumption and increase
the context detection accuracy.
Of particular interest to us is the SWAN framework [59], which has been developed in the past decade at the Vrije Universiteit Amsterdam. To facilitate the
development of context-aware applications, SWAN includes a domain-specific language, called SWAN-Song [85], for defining a broad range of context conditions.
The language is comprehensive and intuitive, being able to reduce the programming
effort considerably. Besides SWAN-Song, the framework comprises a powerful context evaluation engine. Its role is to manage and optimize the data streams coming
from various sensors, such that the energy consumption is reduced. This is possible
through various optimizations, like postponing a sensor reading until it can have an
impact on the context or pausing sensor data gathering when possible. More details
about SWAN are provided later in this work.
The large adoption of smartphones created the potential for developing distributed
sensing applications. As opposed to stand-alone sensing applications, distributed
applications gather data not only from local sensors, but also from other sensing devices, which could improve the sensing accuracy and the area of coverage in contextaware applications. Data can be acquired remotely from Internet-connected sources,
like gateways connecting multiple sensing devices (e.g. IoT gateways), or from other
smart devices in the immediate vicinity accessible through ad-hoc networks. Such
mobile ad-hoc networks would make it possible to build next-generation mobile applications that quickly adapt to the surroundings of the user without depending on a
centralized infrastructure. For example, an application for matching candidates with
jobs could use such a network to disseminate job openings in a decentralized manner, without the need of a central database [76]. Or a ridesharing application would
let users find a cab without having to share their route with a third-party service
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provider.
Motivated by the above scenarios, we address the main research question of this
dissertation:
How can we design, implement and evaluate an infrastructure that enables
smartphones to efficiently participate in distributed computing environments?
To answer this question, we start by analysing the communication between smartphones in distributed settings. In particular, we focus on ad-hoc connections between
smartphones over short distances. Next, we shift our focus to the problem of group
formation in ad-hoc networks of connected smartphones. Finally, we study the applicability of group formation in a decentralized ridesharing system.

1.1

Distributed Ad Hoc Smartphone Sensing

The potential for building distributed ad-hoc sensing applications has increased substantially in the past years due to the development of new ad-hoc communication
technologies, like Bluetooth Low Energy and WiFi Direct, which allow mobile devices to connect to each other directly and transfer data with low latency. To manage
the added complexity of connecting mobile devices in ad-hoc sensing settings while
keeping the energy usage low, there is a need for new mobile architectures. Therefore, the first research question we address is:
1. How can we enable fast and energy efficient ad-hoc sensing between smartphones?
To answer this question, we take as starting point the SWAN framework [59] as a
research tool for mobile sensing. Our choice is motivated by the versatility of SWAN
and its ease of use from a developer’s perspective. While SWAN is able to efficiently
combine data from local and cloud-based sensors into powerful context expressions,
it lacks the ability to query sensors from nearby devices. Therefore, in the first part
of the thesis we investigate the possibilities of extending SWAN to support ad-hoc
sensing between smartphones.
This involves a number of challenges. First, the choice of the wireless technology
used for interconnecting mobile devices can have a big impact on the performance
and energy efficiency of the system. Modern technologies like WiFi Direct and
Bluetooth Low Energy have different operating modes suitable for different communication scenarios. Second, distributed sensing should be performed seamlessly
across devices. To this end, the SWAN-Song language can be extended to support
distributed ad-hoc sensing. Finally, connections between devices should be handled
by the framework, without requiring complicated programming constructs to handle
them.
In this work we propose and evaluate two different extensions of SWAN that enable distributed ad-hoc sensing between mobile devices. The first one uses Bluetooth
Classic for short range communication, while the second one uses the more recent
Bluetooth Low Energy protocol for sensor data sharing. We analyze the applicability
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of these extensions to the problem of distributed ad-hoc sensing and evaluate them
in terms of performance and resource usage. Our results show that the proposed
extensions perform faster and are more energy efficient than distributed sensing over
the cloud for groups of co-located devices.

1.2

Decentralized Partnership Formation

The benefits of having large numbers of mobile devices connected in short-range
wireless ad-hoc networks go beyond traditional sensing scenarios. If, besides the
smartphone sensors, we consider that any source of information about the user’s
context is a sensor, then the range of possibilities of using sensor data grows significantly. For example, a fitness application can be seen as a fitness sensor providing
information about the fitness level of the user, based on various fitness parameters
like maximum distance run, endurance and speed. Sharing such data with other people doing sports nearby could help people find training buddies or it can just provide
an overview of how one performs compared to others. This could further allow the
user to form training groups with other users having similar fitness levels in order to
make the trainings more pleasant and efficient.
Another example of a distributed sensing application would be one that finds
carpooling opportunities based on the work schedule and location of the user. In
big cities around the world it is a common practice that commuters share rides with
other commuters having similar routes to work [75]. There are numerous systems
designed to facilitate the formation of such carpooling groups [117, 13, 19]. The
problem of finding suitable carpooling partners can also be formulated as a distributed sensing problem. Since the work schedule of the user and the route he takes
to work define his commuting context, an application can use this data to find suitable carpooling partners in an ad-hoc wireless network. Such application would act
as a commuting sensor that learns the user’s commuting behaviour and shares it with
other users to find groups of people that have similar work schedules and locations.
We will address this example in detail in the next section.
One thing the above examples have in common is that they use ad-hoc distributed
sensing to form groups according to a similarity metric. In the first case, the users
of a fitness app are grouped based on their fitness level and in the second case commuters are grouped according to their work schedules and locations. We can formalize these scenarios as a graph problem in which we want to cluster the nodes of a
graph in disjoint groups based on similarity.
There are numerous algorithms for graph clustering and partitioning [97]. However, they are not directly applicable in a distributed ad-hoc sensing scenario due to
the decentralized nature of the system. In the above examples the mobile nodes interact with each other in a peer-to-peer fashion, while running a traditional clustering
algorithm would require nodes to connect to a central server where the computation
takes place.
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A more interesting approach to the problem of group formation in decentralized networks was proposed in [21]. There, a decentralized protocol for solving
the weighted k-clique matching problem was introduced. The weighted k-clique
matching problem represents a particular case of graph partitioning, in which given
a complete weighted graph, all disjoint cliques of size k have to be found, such
that their weights are maximal. The protocol proposed in [21] is self-stabilizing1
and adapts dynamically to changes in the system. However, the convergence speed
is rather low and it can only find cliques of a fixed size, thus it cannot be used in
situations where groups of different sizes are desired (e.g., grouping commuters).
In this work, we elaborate on the weighted k-clique matching problem and investigate whether we can adapt it to cover the matching of mobile nodes in distributed
ad-hoc sensing scenarios. To this end, we study whether we can design a distributed
algorithm for solving the k-clique matching problem in a peer-to-peer network of
mobile nodes. Unlike the above solution [21], the algorithm should be able to match
nodes in near real-time, in order to be suitable for applications like those mentioned
in the beginning of this section. It should also be possible to adapt the algorithm for
finding cliques (partnerships) of different sizes.
Based on the above, we formulate our second research question as follows:
2. How can we design an efficient partnership-formation system that utilizes
peer-to-peer networks?
To answer this question, we first define a list of requirements for the system:
• Speed. The system should be able to group nodes in a timely manner. While
real-time performance is not always necessary, near real-time grouping would
be desirable in many distributed ad-hoc sensing scenarios. In the above examples, a fast solution would allow fitness participants to form training groups
on the spot and commuters to find traveling partners just before their rides.
• Consistency. The system should remain in a consistent state at all times,
which means that a node can only belong to one group at some point. To
achieve this, all operations that may affect the structure of groups have to be
synchronized, such that they are perceived as atomic.
• Adaptability. The system should dynamically adapt to changing conditions,
like node churn or changing weights between nodes. Such changes should be
handled smoothly, without causing any inconsistencies. Also, a mechanism
to propagate data through the network is needed, such that the system quickly
converges to a stable state.
• Energy efficiency. The system should be able to run in mobile ad-hoc networks, therefore it should minimize resource usage. This is particularly challenging as the k-clique matching problem is NP-hard, so exploring the entire
solution space is not feasible for large networks.
1 It

is guaranteed to converge to a stable state
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• Fault tolerance. Mobile ad-hoc networks are usually prone to lost messages
and connectivity failure, therefore the system should be able to seamlessly
handle those.
In the second part of the thesis we propose a peer-to-peer system for matching
nodes in graphs, which addresses the above requirements. Our system, called PeerMatcher, is self-organizing and self stabilizing. When running PeerMatcher on a set
of mobile nodes connected in a peer-to-peer network, they organize themselves in
groups based on similarity, without the need of a mediator. Also, regardless of the
initial state of the system, it is guaranteed that the system converges towards a stable
state. Finally, the complexity of the operations performed by each node is low, which
makes PeerMatcher suitable for ad-hoc networks of low-powered devices, such as
smartphones.

1.3

Using PeerMatcher for Efficient Ridesharing

There are many applications that benefit from matching nodes in graphs. The users
of a social network can be matched based on their interests. Web resources can be
matched based on their content or the service they provide. Products in stores can
be matched to be sold in bundles and generate more profit.
A more interesting application is to match commuters that share common routes
to work, which we briefly discussed in the previous section. This problem is interesting due to the high mobility of the nodes involved in the process. In a peer-to-peer
network of drivers and passengers looking for a ride, the participants constantly
move over a large geographical area, so matching them becomes more challenging.
Due to the high mobility of the nodes, the groups are likely to change often, therefore the matching algorithm should adapt to these changes, while at the same time
preserving the consistency of the groupings. Besides that, the mobility also impacts
the connectivity between nodes, which can experience transient failures. Finally,
finding suitable groups in a timely manner is important for commuters willing to
find a ride in real-time.
With the recent emergence of the sharing economy, many ridesharing platforms
have been created with the purpose of connecting commuters [117], finding taxi
cabs [103] or sharing rides [19]. There were several factors that facilitated the development of such apps. First, the ubiquity of cloud computing made it possible to
connect large numbers of users over the Internet and provide them with ridesharing
services in real-time. Examples of such services include finding a cab ride or finding
someone to share a ride with. Second, the rapid development of smartphones significantly improved the convenience of using ridesharing platforms, with easy to use
mobile apps that require only a few taps to order a ride. Finally, the development of
online payment systems and navigation services made it seamless to pay for a ride
or to track the route of a ride.
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While existing ridesharing platforms make the most of the cloud computing infrastructure, more recent developments, like fog or edge computing [15, 96], are not
yet harnessed by ridesharing services. These latter technologies were introduced in
an effort to support the computation and communication needs of a growing number
of mobile devices connected to IoT. It is predicted that by 2025 there will be 41.6
billion connected IoT devices on Earth [105]. To extend the cloud ability to handle very large numbers of requests, fog computing was introduced as a middle layer
between the cloud and the end devices with the purpose of taking over part of the
computational and communication burden from the cloud.
Fog resources are usually placed closer to the end devices (e.g. next to a cell
tower), which has the advantage of decreasing the communication latency. This
would benefit a fog-based ridesharing system by reducing the waiting time for finding rides. Additionally, scattering the computational resources over multiple locations can improve the fault tolerance of the underlying applications by eliminating
the single point of failure problem that might arise in cloud-based systems.
In the third part of the thesis we answer the third research question of this thesis,
which is:
3. How can we build a decentralized ridesharing system that can be deployed
on fog infrastructures?
Because of the decentralized nature of fog computing, the software that relies on
it should be designed accordingly. In the case of a fog-based ridesharing platform,
we identify several relevant design questions: How do mobile nodes communicate
through the fog? Where is the data stored? What are the performance benefits of
using the fog?
In this work we answer these questions and provide a reference implementation
for such a system. Our implementation is based on the PeerMatcher system we introduced in the previous section. The fact that PeerMatcher is completely decentralized
makes it a good fit for a fog environment, where the computing nodes are distributed
on many locations. Also, the design of PeerMatcher makes it directly applicable to
the problem of ridesharing. It can be easily adapted to change the purpose of the
system from matching nodes in a graph to matching rides in a network of ridesharing participants. The resulting system, called RideMatcher, is able to match rides
that have similar routes and timings in nearly real-time (several seconds to several
minutes). We evaluate it on a real dataset of taxi rides from New York and show that
it can reduce by more than 60% the cost and traffic generated by taxi cabs.

1.4

Putting the Pieces Together

Throughout this thesis we explore several topics related to distributed mobile sensing
and computing. In the first part we delve into the subject of distributed smartphone
sensing and propose several improvements in the field. In the second part we investigate how mobile nodes can build partnerships efficiently and autonomously. Finally,

Chapter 1

1.4. PUTTING THE PIECES TOGETHER

8

CHAPTER 1. GENERAL INTRODUCTION

Sensor Data Consumers
Companies

Government

Universities

…

RideMatcher

Find optimal ridesharing groups

Structured / filtered sensor data

Service Providers
Sensor services

Sensor clouds

PeerMatcher
…

Cluster mobile nodes based on context

Aggregated / anonymized sensor data

Sensor Publishers
Smartphone apps

Smart home apps

SWAN-Lake / SenseLE
…

Share sensor data remotely

…

Libraries that provide access to raw sensor
data (e.g., SWAN)

Raw sensor data

Sensors
Beacons

Smartwatches

Road sensors

Figure 1.1: Sensing as a service model

the third part combines the solutions from the first two by describing how distributed
mobile sensing and computing can be used together to effectively match commuters
based on their commuting patterns.
If we put the above research topics in the context of IoT, we can see that they
closely match the sensing-as-a-service model proposed in [88]. This model was
introduced to provide structured access to sensor data in smart cities supported by
IoT and has several advantages. First, it guarantees good scalability by distributing
the sensing workflow to different entities grouped in four categories: (i) sensors, (ii)
sensor publishers, (iii) service providers, and (iv) sensor data consumers. Second, it
provides an open "marketplace" where people and companies can sell data collected
by their sensors. Finally, it builds on existing technologies, which reduces the cost
of data acquisition and storage.
Fig. 1.1 shows the relationship between the research topics of our work and the
layers of the model:
• Sensors. On this layer we find the sensors pertaining to smart objects that
sense the environment. Some examples are smart cars, smart watches, beacons or smart home sensors. These devices might belong to individuals or
organizations (e.g., government, companies). Sensor data produced in this
layer can be either exposed through sensor publishers or it can be processed
locally (for example in a home-based personal cloud or on the smartphone,
using a sensing library such as SWAN [59]).
• Sensor Publishers. Sensor data produced in the previous layer can be either
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processed locally (e.g., by a smartphone app), sent to the cloud for complex
analysis or shared with other mobile nodes through opportunistic interaction,
as we have seen in the previous sections. Exchanging sensor information via
short range device-to-device connections (e.g., Bluetooth, WiFi Direct) facilitates the development of real-time applications, due to the low latency of D2D
communication.
This definition of the Sensor Publishers layer broadens the original one from
[88], in which sensor publishers’ only aim is to detect the available sensors and
get permission from the sensor owners to publish the sensor data to the cloud.
As we will see in the remaining of this work, sharing sensor data horizontally
through opportunistic interactions between mobile devices has many benefits
as compared to only exposing it through cloud services.
Our newly developed SWAN-Lake and SenseLE libraries fit well in this layer,
as they are able to gather local sensor data and share it with other nearby
devices via ad-hoc connections. They are not able to publish sensor data in
the cloud; however, there are several existing solutions capable of this (e.g.,
Cowbird [12], SWAN-Fly [26]).
• Service Providers. Service providers gather data from multiple sensor publishers according to the data consumers’ needs. As opposed to the sensor
publishers, service providers are able to process sensor data to provide value
added services based on it. They are also responsible of selecting the most
appropriate sensor providers. For example, a service for measuring pollution
will choose the sensor publishers based on their location [88].
PeerMatcher is an example of a service provider that matches mobile nodes
based on similarity. It achieves this independently of the matching criteria,
which makes it suitable for applications that need to cluster mobile nodes
based on their sensed context, like clustering runners of the same level or
computing ridesharing groups. In such cases, the consumer application (from
the Sensor Data Consumers layer) would specify the matching criteria, which
is then used by PeerMatcher to cluster mobile nodes based on the similarity of
their sensed context (fitness level or ridesharing preferences).
• Sensor Data Consumers. Examples of sensor data consumers include governments, business organizations, academic institutions etc. The entities from
this layer can subscribe to services from the service providers layer or can directly consume data from sensor publishers. While the latter provides more
flexibility in combining sensor data from various sources, using the service
provider layer has the advantage of providing access to sensor data in a more
structured way.
In the last part of this work we describe RideMatcher, a peer-to-peer ridesharing system that optimizes the allocation of passengers based on their routes
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and timings. We believe that RideMatcher fits well within the sensor data consumers layer, as it makes use of contextual information from mobile nodes to
provide a service to end users.
In the remaining of this work we elaborate on the contributions we made in each
of the layers of the sensing-as-a-service model (except the Sensors layer). We start
with the sensor publishers layer, where we developed SWAN-Lake and SenseLE,
two mobile frameworks for sharing sensor data across devices over Bluetooth. They
gather sensor data from the underlying sensors layer through the SWAN framework.
Data collected by the sensor publishers is sent for further processing to the service providers layer. On this layer we find PeerMatcher , which is a new service we
developed for clustering mobile nodes based on similarity. Unlike other clustering
systems, in PeerMatcher nodes form clusters in a peer-to-peer fashion, without the
need of centralized coordination.
On the sensor data consumers layer, we explore a new application for peer-topeer clustering, which is ridesharing. We introduce RideMatcher, a peer-to-peer
ridesharing system that, unlike existing platforms, operates in a fully decentralized
manner. In our system, mobile nodes (cab drivers and passengers) connect over
an ad-hoc network instead of using a central server. The main objective is to find
rides that can be shared by multiple users such that the cost of the trips and the
traffic generated by ridesharing are minimized. RideMatcher uses PeerMatcher to
find optimal groups of cab rides that can be merged.

1.5

Thesis Outline and Contributions

In this dissertation, we propose a smartphone-based infrastructure for decentralized
partnership formation. In Chapter 2, we study the applicability of short range communication technologies available in smartphones for distributed ad-hoc sensing.
In Chapter 3, we introduce the problem of decentralized partnership formation in
peer-to-peer networks and propose a system, called PeerMatcher, that converges
quickly to the solution, making it suitable for being used in ad-hoc networks of
mobile nodes. In Chapter 4, we introduce a decentralized ridesharing system based
on PeerMatcher that is able to efficiently match rides to reduce the cost and traffic
generated by shared cabs. Finally, Chapter 5 concludes the dissertation and presents
some future research directions.

1.5.1

Chapter 2: Exploiting Spatial Locality in Decentralized Sensing Environments

Typical smartphone-based sensing infrastructures use the cloud as facilitator for
communication, computation and storage. Using the cloud has several advantages,
like scalability, convenience, high availability and large bandwidth. However, aspects like cost and latency may suffer in the case of infrastructures with many inter-
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connected devices, like IoT networks. While the cost of using the cloud is generally
low, it can increase significantly when used by dense networks of interconnected
devices. The same goes for latency, which increases with the network size and as a
result of having all the communication happening through the cloud.
The above limitations can be avoided in dense networks of devices that are in
close proximity to each other by using direct device-to-device (D2D) communication
technologies. The latest developments of short range communication protocols, like
Bluetooth Classic and Bluetooth Low Energy, open up new possibilities for using
them in ad-hoc networks. In this chapter we explore the applicability of short range
communication technologies in decentralized sensing environments. In particular,
we develop two mobile libraries for exchanging sensor data between smartphones.
The first one, called SWAN-Lake uses Bluetooth Classic as underlying communication protocol, while the second one, called SenseLE, uses Bluetooth Low Energy for
connecting devices. We show that our solutions outperform a cloud-based approach
in terms of latency and power usage in low-bandwidth usage scenarios. This work
has been published in:
SWAN-Lake: Opportunistic Distributed Sensing for Android
Smartphones, Nicolae Vladimir Bozdog, Roshan Bharath Das,
Aart van Halteren, and Henri Bal. In Proceedings of the 11th
EAI International Conference on Body Area Networks, pages
173-178, EAI, 2016.
SenseLE: Exploiting Spatial Locality in Decentralized Sensing Environments, Nicolae Vladimir Bozdog, Marc X. Makkes,
Alexandru Uta, Roshan Bharath Das, Aart van Halteren, and
Henri Bal. In Proceedings of the 16th IEEE International Conference on Ubiquitous Computing and Communications, pages
1356-1363, IEEE, 2017. (best paper award).
In the above publications, the author contributed the library implementations, the
bulk of the publications’ contents and performed most of the experiments. Roshan
Bharath Das helped with few of the experiments and contributed to the Background
sections of the papers. Alexandru Uta and Marc Makkes helped with proofreading
and writing parts of the Introduction and Related Work sections of the papers. Henri
Bal and Aart van Halteren supervised the research.

1.5.2

Chapter 3: PeerMatcher - Decentralized Partnership Formation

An interesting problem that can arise in decentralized mobile infrastructures is to
group mobile nodes according to some similarity criteria. Applications of this problem can be found in various domains, like ad-hoc social networks, vehicular ad-hoc
networks or IoT. Usually, finding such groups can be done by a cloud infrastructure
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that employs various clustering algorithms. However, finding a fast clustering algorithm is difficult, since the problem is NP-hard. Moreover, as we mentioned earlier,
using a cloud infrastructure might have a negative impact on communication cost
and latency.
In this chapter we take a different approach on grouping mobile nodes in decentralized environments. In our approach, the mobile nodes organize themselves
opportunistically into groups based on similarity, without the need of a central coordinator. To have consistency between groups, a synchronization protocol is used.
Groups are formed incrementally and heuristically, with their quality improving as
the nodes gather more knowledge about the network. Assuming that the nodes are
connected in a network that is dense enough, our system is able to converge to solutions that are close to optimal. This work has been published in:
Peer Matcher: Decentralized Partnership Formation, Nicolae Vladimir Bozdog, Spyros Voulgaris, Aart van Halteren, and
Henri Bal. In Proceedings of the 9th IEEE International Conference on Self-Adaptive and Self-Organizing Systems (SASO),
pages 31-40, IEEE, 2015.
In the above publication, the author contributed the implementation of the PeerMatcher system, the paper’s main body and performed all of the experiments. Spyros
Voulgaris helped with proofreading, checking the implementation and writing parts
of the Introduction. Henri Bal and Aart van Halteren supervised the research.

1.5.3

Chapter 4: RideMatcher - Peer-to-peer Matching of Passengers for Efficient Ridesharing

A domain that would benefit from efficient clustering of mobile nodes is that of
ridesharing platforms. Such platforms emerged several decades ago as a way to
connect commuters who have similar routes and schedules in order to do carpooling [33]. These platforms evolved over time into advanced cloud-based services
like Uber [106] or Lyft [68], that provide users with a suite of ridesharing services,
like a search engine for rides, ride tracking, driver feedback and payment solutions,
everything packed in a smartphone app. These services proved to be highly available and performant; still, they do not benefit from the advantages of having mobile
nodes connecting directly over ad-hoc networks, like fault tolerance in case of cloud
infrastructure outages or lower latencies.
In this chapter we leverage our PeerMatcher system and propose a fully decentralized ridesharing service based on it. Our service, called RideMatcher, matches
cab rides by route and time, such that they can be combined into single shared rides.
We implemented RideMatcher as an extension of PeerMatcher and tested it against a
dataset of 34,837 cab rides from New York. Our evaluations show that it can greatly
reduce the traffic generated by cab rides and also the cost of the rides. This work has
been published in:
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RideMatcher: Peer-to-Peer Matching of Passengers for Efficient Ridesharing, Nicolae Vladimir Bozdog, Marc X. Makkes,
Aart van Halteren, and Henri Bal. In Proceedings of the 18th
IEEE/ACM International Symposium on Cluster, Cloud and Grid
Computing (CCGRID), pages 263-272, IEEE, 2018.
In the above publication, the author contributed the implementation of the RideMatcher system, the paper’s main body and performed all of the experiments. Marc
Makkes helped with proofreading and writing parts of the System Model section.
Henri Bal and Aart van Halteren supervised the research.
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Exploiting Spatial Locality in Decentralized Sensing
Environments

Abstract
Generally, smart devices, such as smartphones, smartwatches and fitness trackers,
communicate with each other indirectly, via cloud data centers. Sharing sensor data
with a cloud data center as intermediary invokes a communication stack with high
battery costs, such as 4G LTE or WiFi. By sharing sensor information locally and
without intermediaries, we can use other transmission methods with low energy cost,
such as Bluetooth Classic or BLE.
In this chapter, we introduce two decentralized sensing frameworks that exploit
the spatial locality of nearby sensors to save energy in IoT environments. The first
one, called SWAN-Lake, is a general purpose remote sensing framework based on
Bluetooth Classic, which is available on most smartphones. Our measurements show
that sharing sensor data with SWAN-Lake is more energy efficient than sharing it
over WiFi, while having similar performance.
The second framework, called SenseLE, focuses on energy efficiency and uses
Bluetooth Low Energy for communication. We prove the usability of SenseLE by
building a real-life application for estimating waiting times at queues. Furthermore,
we evaluate the performance and resource utilization of our SenseLE Android implementation for different sensing scenarios. Our empirical evaluation shows that
by exploiting spatial locality, SenseLE is able to reduce application response times
(latency) by up to 74% and energy consumption by up to 56% compared to a cloudbased solution.
The contents of this chapter have been originally published in the proceedings of the 16th IEEE International Conference on Ubiquitous Computing and Communications 2017 and in the proceedings of the 11th
EAI International Conference on Body Area Networks 2016, and have been slightly modified to improve
readability.

15

Chapter 2

2

16

2.1

CHAPTER 2. EXPLOITING SPATIAL LOCALITY

Introduction

The Internet of Things starts to become a reality. New mobile devices are made,
starting from fitness trackers to high-end smartphones. One thing all these devices
have in common is the ability to sense the environment by means of a large variety of
sensors. While fitness trackers are equipped with only few sensors that are required
for tracking a particular activity, smartphones have plenty of sensors that allow them
to perform complex activities.
The simplest smartphone sensing applications use only one sensor to provide
very specific functionality. For example, Shazam uses the microphone to identify a
song being played and Pedometer uses the accelerometer to count the steps. While
these applications are able to detect simple activities like walking or listening to
music, they are not aware of the complete context of the user (e.g., walking in the
park, while listening to music). To detect more complex scenarios, applications like
Tasker, Trigger and IFTTT combine information from many sensors and from the
internet to recognize the surroundings of the user and trigger user defined actions
based on context. Still the ability of these applications to identify the context is
limited by the given onboard sensors of the smartphone. For example, an application
can use audio data from the microphone to identify the song being played, but cannot
tell if the user is at a party or not. Or a fitness application can tell if the user is running
or not, but cannot tell if the user is running at a marathon or in a park. However, if
the application knows that the user is surrounded by other people who are listening
to the same song or running on the same route, then it can more precisely identify
the context.
To overcome the limited number of onboard sensors, distributed sensing and
monitoring evolved recently, as both the underlying technology and the number of
connected devices are growing at a fast pace. Current state-of-the-art solutions [88,
63] for performing distributed sensing are centered around cloud computing. Such
approaches offer efficient methods of analyzing and storing sensor-generated data.
The most widely deployed sensing infrastructures perform traffic monitoring, airquality measurements, disaster management, etc.
We identify two types of distributed sensing applications: off-line data analysis
(e.g., road quality monitoring), and real-time data analysis (e.g., traffic monitoring,
athletes coaching, disaster management). While the cloud-centric approach is highly
advantageous for off-line data analysis, it is less suitable for applications that require
real-time decision making. For such applications, a decentralized architecture would
significantly improve response times by performing direct, device-to-device communication. To achieve this, smartphones are equipped with significant numbers of
sensor and networking technologies, such as WiFi, Bluetooth and NFC, and make
ideal hubs for other IoT devices. Currently, many IoT architectures use the smartphone as a gateway for sending sensor data to be processed in the cloud [42, 114].
Modern smartphones have multi-core CPUs and large storage space, enabling them
to perform significant amounts of local computation on sensor data. Such computing
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and storage capabilities have not yet been harnessed for distributed sensing.
By combining highly versatile communication technologies, and increasing compute and storage capacities, smartphones are becoming a highly promising computing platform. By means of decentralization and collaboration, smartphone-based
IoT sensing platforms can improve upon the cloud-centric model, by analyzing data
close to its source, and disseminating information through low-energy channels to
nearby devices. In this way, spatial locality can be harnessed, leading to a highly decentralized and efficient architecture in which smartphones can collaboratively sense
and share information without a cloud infrastructure that relays messages.
In this chapter we address the first research question of the thesis and investigate
how smartphones can be used effectively and efficiently to perform ad-hoc sensor
data processing and sharing, as opposed to the traditional cloud-centric approach.
Instead of sending all the collected data to a cloud, in our vision, smartphones act
as a middleware that collects data in ad-hoc fashion from smart devices, and then
processes it locally, according to the needs of the applications. This approach is
beneficial for applications that communicate with sensing devices over short ranges
(less than 100 m). Such applications operate optimally if the density of nearby sensing devices is high and the bandwidth requirements are low, which is the case in
sensor applications like crowd analysis [101], indoor applications for smart offices
[89], or sports monitoring [30]. By using only local information, such applications
can achieve better response-times than their cloud-centric counterparts. For example, a context-aware application can determine waiting times at queues by checking
how long the phones of nearby people have been staying around. We implement this
application and discuss it later in the chapter. Another example is a navigation application for groups of tourists that, instead of using the onboard GPS sensor, obtains
the GPS coordinates from another device in the group. This approach could greatly
reduce the energy used by the group of phones, as shown later in the chapter.
We propose two frameworks for sharing sensor data, which extend the work from
[59] by adding support for building context-aware applications that not only use the
sensors available on the smartphone, but also the sensors from nearby devices. Both
frameworks expose simple APIs to developers and make use of an intuitive language
for defining context expressions. The first one, called SWAN-Lake, uses Bluetooth
Classic as underlying communication protocol, which has the advantage of being
supported by virtually all smartphones on the market. Besides that, it provides a relatively high bandwidth of around 800 Kbps, which makes it suitable for multiplayer
games or media streaming. However, our experiments reveal that power usage is
fairly high, especially if multiple connections/disconnections are involved.
To address this issue, we develop a second framework, called SenseLE, whose
main goal is to reduce the power consumption. To achieve this goal, SenseLE uses
the more recent Bluetooth Low Energy protocol for sharing sensor data between
mobile devices. With low energy consumption, low latency and similar range as
Bluetooth Classic, BLE is well suited for our scenario. The main drawback of BLE
is its low bandwidth, but most sensors produce only numeric data that can be trans-
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ferred over low bandwidth connections.
Since BLE was created mostly for connecting to peripherals, such as fitness
trackers or beacons, which have a fixed and relatively small number of sensors, we
had to adapt it for sharing multi-sensor data between devices. To this end, we created
a mechanism that dynamically chooses which sensors to share based on the context.
This mechanism automatically detects what sensors are needed by close-by devices
and makes these sensors remotely accessible over BLE. In the past, BLE was used in
indoor positioning systems [25], for inter-vehicular communication [16], or to detect
human interactions in the workplace [80]. To our knowledge, this is the first system
to use BLE for sharing sensor data between mobile devices.
In summary, our contributions are as follows:
• We develop SWAN-Lake and SenseLE as solutions for decentralized sensing
in mobile environments. Our frameworks extend SWAN [59] by adding mechanisms for detecting nearby devices and accessing their sensors remotely over
Bluetooth Classic or BLE.
• We extend SWAN-Song [85], the high-level language for defining context expressions in SWAN, in order to support sharing of sensor data between colocated devices.
• We implement our frameworks as libraries for Android and evaluate them under multiple sensing scenarios involving small groups of smartphones. Our
evaluations show that our frameworks achieve good performance with low energy footprint.
• We prove the usability of SenseLE by building a simple application for estimating waiting times at queues.
The remainder of the chapter is structured as follows: in Section 2.2 we discuss
previous work that we base upon, in Section 2.3 we explain the concept of opportunistic distributed sensing, Section 2.4 and Section 2.5 describe the architectural
elements of our frameworks and the results of our evaluations, Section 2.6 discusses
related work, and Section 2.7 concludes the chapter.

2.2

Background

Our sensing frameworks use the SWAN library [59] for accessing the sensors of
the mobile device. SWAN was designed to support easy programming of contextaware applications for Android. To this end, it provides a high-level domain specific
language that makes it easy to fetch and combine data coming from various sensors.
SWAN has built-in support for most of the sensors present in modern smartphones.
External sensors, like heart rate monitors or wearables can be integrated via plugins. In addition to the ease of use, SWAN provides centralized access to sensors,
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thus eliminating the redundancy caused by multiple sensing applications running in
parallel.
The most important characteristics of SWAN are:

• SWAN-Song: Multiple applications can interact with SWAN using its domain
specific language called SWAN-Song [85]. The application registers a SWANSong expression to SWAN, which evaluates the expression and sends back the
result. There are two types of expressions supported: Value and Tri-State.
Value Expressions are used for reading a sensor value or a list of sensor values.
As an example, the following expression gets the current light intensity:
self@light:lux{MAX,1000ms}
where self is the location identifier of the device, light is the sensor name,
lux is the value path, MAX represents the history reduction mode and 1000ms
represents the history window. The expression computes the maximum among
the values generated by the light sensor in the last 1000 milliseconds.
TriState Expressions are useful for defining complex context conditions. They
can take one of the following values: TRUE, FALSE or UNDEFINED1 . As an
example, the Exercise expression below can be used to notify the user that
she should exercise2 :
Morning = self@time:hour_of_day < 12
Availability = self@calendar:busy==’false’
Dry = self@rain:expected_mm == 0
Mobility = self@movement:total
{MAX,3600000} > 0
Exercise = Morning && Availability &&
Dry && !(Mobility)
where Morning expression uses the time sensor to check if it is earlier than
12:00 p.m., Availability determines if the user is free (based on the calendar sensor), Dry checks the live rain prediction using the rain sensor and
Mobility uses the accelerometer sensor to check if the user was active in the
past hour. The Exercise expression combines the other TriState expressions
to determine if the current context of the user is proper for a workout.
1 An expression is evaluated to UNDEFINED if the sensor queried in the expression is turned off or not
available.
2 Some details were omitted for the sake of brevity. A complete reference of the SWAN-Song language
can be found in [59].
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• Multi sensor support: SWAN currently supports more than 20 sensors. We
broadly classify them as hardware sensors (e.g., accelerometer, GPS, audio)
and software sensors (e.g., calendar, rain, time).
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Figure 2.1: Architecture of SWAN

• Easy Plug-in: Developers can easily add third-party sensors as plug-ins to
SWAN. This can be done by providing a JSON file with the properties of the
third-party sensor.
• Cloud-ready: For large historical data processing, SWAN supports saving
sensor data in the cloud. With the SWAN-Fly extension [26], users are given
the flexibility to choose what sensor data is saved to which cloud.

2.2.1

Architecture of SWAN

In this section we briefly describe the architecture of the SWAN framework (Fig. 2.1).
Applications can register SWAN-Song expressions using the SWAN API. The SWAN
API also provides functionality to get information about the sensors available in
SWAN.
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Upon registering an expression, the Expression Evaluation Engine is invoked.
It is responsible for evaluating context expressions and interacts with the Sensor
Library in order to query the sensors used in expressions.
The Sensor Library queries the hardware sensors (accelerometer, gyroscope,
GPS, etc.) and software sensors (calendar, rain, twitter, etc.). Whenever new sensed
data is available, it is sent to the Expression Evaluation Engine, which processes it
and sends the result back to the application.
While SWAN has support for distributed sensing, this support is rather limited.
Access to remote devices is done via cloud messaging, which has high latency and
high energy consumption. We notice that in the case of collaborating sensing devices
that are in close proximity to each other, these issues can be overcome by using
device-to-device communication protocols, like Bluetooth Classic or BLE, which
have low latency and reduced energy consumption. We show that by leveraging
these techniques, we greatly reduce the energy footprint and improve the response
time.

2.3

Opportunistic Distributed Sensing

Opportunistic distributed sensing helps the fast dissemination of relevant context
information across groups of smartphone users. Given that most people nowadays
own a smartphone, exchanging small pieces of contextual information with people
in a group (family, workplace, people on a bus) would enable the development of
smart applications that provide their users with useful information relevant to their
context. For example, an application could help users find a carpooling partner by
exchanging commuting information with users’ coworkers.
The concept clearly is not new. Social applications like Nextdoor [84] or Neighborhoods [82] connect neighbors for social or safety purposes. However, these applications work by sending location sensitive data to the cloud, which might raise privacy concerns. We argue that recent developments in short-range device-to-device
communications technologies make it possible to develop such applications without depending on a cloud infrastructure, by leveraging interactions between people
living and working in proximity.
In urban environments, where the mobility of the population is high, the usability of opportunistic distributed sensing goes beyond the boundaries of small groups
of users, as it allows the sharing of sensor data at a city level. This would enable
the deployment of new large-scale crowdsensing applications that, unlike existing
ones, do not depend on cloud computing facilities to support them. For example, a
noise monitoring application could use the microphone to measure the noise levels
in different areas of a city. This would help users find quiet routes to their destinations. By relying on sensor data collected in a peer-to-peer fashion from and by
people living in a city, such an application can scale well with the growing number
of available sensing devices.
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Opportunistic distributed sensing can also be useful in situations where access
to cloud is not available. This can be the case, for example, when a natural disaster
knocks out the cell towers. In 2005, Hurricane Katrina knocked out around 2000
cell towers [50]. In such situations, opportunistic connections between smartphones
can be used by survivors and emergency teams to communicate. For example, in the
case of an earthquake, the smartphones of the people trapped under debris can signal
to surrounding rescue teams that these people are still alive. An emergency rescue
application can use the accelerometer of the smartphone to detect by its movement
that the owner is still alive and alert those around. An extensive study of how smartphones can be used in disaster management can be found in [86].
Although there is hardware support for opportunistic exchange of sensor data,
there is still a need for new algorithms and frameworks for opportunistic distributed
sensing. Therefore, we propose a list of requirements for such software tools:
• Discoverability. There is a need for mechanisms for discovering nearby sensing devices. This is a key enabler of opportunistic distributed sensing, as it
provides context-aware applications with a constantly updated inventory of
sensing resources that are available in an area, so they can choose those that
are most suitable to their needs.
• Portability. New protocols should be designed, that make it possible for applications to query a wide variety of sensing devices in a uniform manner.
As stated in [37], one way to achieve this is by having a high-level language
that programmers can use to specify the sensor information needed by their
applications.
• Usability. The sharing of sensor data between smartphones and other devices should happen seamlessly, without exposing the user to disconnections
and other types of communication errors that are inherent to device-to-device
communication. Moreover, the sensing tools should adapt to frequent changes
in the number and type of the sensing devices available in an area. This is
particularly important for densely populated urban areas.
• Efficiency. Since the libraries and applications for opportunistic distributed
sensing are supposed to run on regular smartphones, they should keep a balance between performance and resource utilization. On the one hand, they
should be fast enough in order to detect and react to context changes in realtime, but on the other hand they should not overuse the hardware resources, as
it might affect the user’s experience.
• Adaptability. The mechanisms used for sensing and sharing context data
should adapt to different sensing scenarios. Here we broadly classify them into
large scale (e.g., loosely connected people living in the same neighborhood)
and small scale (e.g., strongly connected people living in the same house) scenarios. To be able to do collaborative sensing in large scale scenarios, sensing
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platforms should provide primitives optimized for exchanging small amounts
of data over short-lived connections that can happen at various frequencies.
Contrarily, small scale scenarios require primitives for streaming sensor data
over long-lived connections.

2.4

SWAN-Lake Framework

With SWAN-Lake, we aim to provide an easy way to build opportunistic distributed
sensing applications by eliminating the burden of using a cloud for processing and
sharing of sensor data. In our approach we leverage the recent developments in
device-to-device (D2D) communications, which make it possible to efficiently offload cellular traffic onto D2D connections. Protocols like Bluetooth or WiFi Direct
provide high transfer rates over short-lived connections between nearby devices. Despite their capabilities, these protocols are mostly used for connecting to peripherals,
like mice, keyboards or printers. We believe that these technologies can be used in
existing distributed sensing applications to allow sharing of context information between nearby devices, which would help assessing the context more accurately and
also relax the requirement of having an internet connection.
Exchanging sensor information within a group of co-located people would improve the context awareness of their mobile devices, as they usually share the same
context (e.g., people in a meeting, co-workers, commuters on a bus). Sharing this
information over a D2D channel instead of using the internet has many benefits: it is
more energy efficient than sending data over a 3G/4G connection, does not rely on
sending of location sensitive information to the cloud and has low latency. Still, the
hardware capabilities of the smartphone might not be enough for more complex distributed sensing applications that require much processing power. For this category
of applications, using the cloud for gathering and processing sensor data remains the
best option.
The main motivation behind SWAN-Lake is to create a simple tool for developing context-aware applications that support real-time sharing of sensor data with
nearby smartphones. We identify the following key features of SWAN-Lake, which
correspond to the requirements defined in the previous section:
• Discoverability. SWAN-Lake provides a simple mechanism for discovering
neighboring devices, which is based on the Bluetooth3 discovery service from
Android. Device discovery is performed at fixed intervals of time and synchronized with other Bluetooth operations for improved performance, as we
will see later.
3 Throughout this chapter, by Bluetooth we refer to the Bluetooth Classic flavor of the Bluetooth protocol. This should not be confused with Bluetooth Low Energy (BLE), which has a different operation mode
and API.
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• Portability. SWAN-Lake exposes a simple API for accessing the sensors on
Android smartphones. The core of the API is the SWAN-Song language [85],
that facilitates the querying of sensors and the creation of context expressions
(see section 2.2). The API can be easily extended to other Bluetooth-enabled
devices that run Android, like tablets or smartwatches.
• Usability. SWAN-Lake seamlessly handles communication errors, churn and
other issues that might result from the dynamics of the co-located sensing
devices. This is achieved by using a modular architecture in which the failure
of one component does not affect the others. In case of such an event, the
specific component is recovered with minimal overhead.
• Efficiency. As shown by our evaluations, SWAN-Lake performs well under
stress conditions without overusing the hardware resources. This is achieved
through different optimizations, like reusing sensed data to avoid redundant
sensing or caching of connections.
• Adaptability. To support large scale and small scale scenarios (see Section 2.3), we implement two operation modes in SWAN-Lake: opportunistic and connected. While the opportunistic mode is optimized for short-lived,
intermittent connections, the connected one relies on long-lived connections.
We discuss them amply later in this section.
In the following sections we describe the architecture of SWAN-Lake and the
approach we take to address the above mentioned requirements.

2.4.1

Architecture

SWAN-Lake’s architecture is shown in Fig. 2.2. There are two main additions compared to the original architecture of SWAN. First, we implement the Proximity Manager, which handles all the exchanges of sensor data with remote devices. Second,
we enhance SWAN-Song to allow registration of remote context expressions by using the NEARBY keyword as specifier for the location where the expression should
be evaluated.
A typical workflow for processing a remote context expression would be the following: first, the expression is registered using the SWAN API; then, the expression
is checked by SWAN, which throws an error if the syntax is invalid; otherwise, if
the expression is valid, it is sent to the Proximity Manager, which checks which
devices the expression is intended for and sends the expression to these devices, if
they are available; when the expression is received on the remote side, it is parsed
and processed by the local SWAN-Lake instance, which queries the local sensors
and sends back the result to the device that issued the request. Upon receiving the
result, SWAN-Lake marks the expression as resolved and sends the result back to
the application that registered the expression.
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Figure 2.2: SWAN-Lake architecture

Remote expressions in SWAN-Song

In SWAN-Lake, we extend the semantics of the location identifier from SWANSong (see Section 2.2) by allowing it to take as values a Bluetooth ID or the NEARBY
keyword, like below:
bluetooth_ID@light:lux{MAX,1000ms}
NEARBY@light:lux{MAX,1000ms}
If a Bluetooth ID is used, then the Proximity Manager looks around for a device
having that ID and, if found, it registers the expression to the remote device. Then,
the remote device evaluates the expression and sends back the result (in the example
above, it is the maximum value of the light sensor for the past 1000ms).
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If the NEARBY keyword is used, then the expression is sent to all nearby devices for evaluation (we will detail later how SWAN-Lake discovers nearby devices).
Upon receiving the expression, all nearby devices register it in their instances of
SWAN-Lake and, whenever the result of the expression changes, it is sent back to
the device that issued the expression. This process continues until either the expression is unregistered by the device that issued it, or the latter moves out of range.
Whenever SWAN-Lake receives an expression result from a nearby device, it
forwards it to the application that registered the expression.
The Proximity Manager

The Proximity Manager (Fig. 2.2) is the core component of the remote sensing system. It handles the registration of remote context expressions, discovery of nearby
SWAN-Lake enabled devices and exchange of sensor data with them. Applications
interact with SWAN-Lake indirectly, through the SWAN library API, which has two
methods:
registerExpression(id, body, callback);
unRegisterExpression(id);
The first method is used to register a context expression written in the SWAN-Song
language. The first two parameters denote the expression ID and the expression
body, while the last one is a callback that is invoked whenever new sensed data is
available.
The purpose of the processing queue is to synchronize different types of tasks
that cannot happen at the same time. If an expression is registered with a specific
Bluetooth device, a new evaluation task is created for that device and introduced
in the processing queue. Otherwise, if the expression is registered with all nearby
devices, a new evaluation task is created for each device detected in proximity and
added to the queue. Besides evaluation tasks, whose purpose is to register expressions to other devices, there are also restart tasks that restart the Bluetooth adapter in
case of failures and discovery tasks, which trigger a Bluetooth discovery session of
the close-by devices. Each time a new device is found, it is added in the Nearby Devices list4 . These three types of tasks cannot happen in parallel because evaluation
tasks imply the opening of Bluetooth connections, which cannot happen while the
adapter is restarting or discovering. Also, we do not want to restart the adapter while
discovery is taking place. While restart tasks are scheduled only in the presence of
failures, discovery tasks are scheduled periodically, with a frequency depending on
how loaded the Proximity Manager is.
Each time the Proximity Manager finishes working on a task, a new one is picked
from the queue for processing. As we have already seen what happens in the case of
4 To

differentiate between SWAN-Lake devices and other Bluetooth devices, our framework alters the
Bluetooth ID of the smartphone by appending “swan” at the end of it followed by a unique ID.
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Figure 2.3: Protocol for registering remote expressions

restart tasks and discovery tasks, let us now discuss the steps taken for processing an
evaluation task. An evaluation task is essentially an <expression, device> pair,
where expression is a context expression to be evaluated and device is the device
where the expression has to be evaluated. To process evaluation tasks, the Proximity
Manager makes use of workers, which are special threads used to query sensors
from remote devices. There are two types of workers: client workers, which are in
charge of sending context expressions for evaluation to remote devices and server
workers, which receive from nearby devices context expressions to be evaluated
locally. When processing a new evaluation task, the Proximity Manager hands the
task to a client worker, which in turn connects to the remote device and sends the
context expression for evaluation. Upon receiving the expression, the Proximity
Manager on the remote device creates a server worker that parses the expression
and forwards it to the local SWAN-Lake instance. The latter queries the appropriate
sensor on the remote device and sends the sensor value back to the server worker,
which transfers the result further to the device that issued the request. After the result
is received by the latter, the connection is closed and the client and server workers
are removed from the corresponding worker pools.
Fig. 2.3 shows the protocol used by SWAN-Lake to transfer sensor data between
devices. There are three types of messages that are exchanged between the various
components. The first one is register, which tells a component to register a remote
expression. In Fig. 2.3, a register message is generated by the SWAN library on
the first device as a result of a request being made by an application. The register
message is sent all the way to the SWAN library of the second device, which reads
the desired sensor and sends the result all the way back to the requesting applica-
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tion. Finally, an unregister message is sent and all the components release their
resources. In the aforementioned protocol, if the unregister message is not sent
right after receiving the result, the remote device will continue to send new values
from the sensor until unregister is received. This can be useful for applications
that work with streams of sensor data (e.g., multiplayer games).

2.4.2

Operation Modes

Earlier we mentioned that SWAN-Lake supports two operation modes: opportunistic
and connected. While the opportunistic mode is suitable for large loosely connected
groups of devices that exchange context information, the connected mode is better
for small groups of devices that are strongly connected. Below we explain how they
work.
Opportunistic mode

When working in opportunistic mode, a SWAN-Lake enabled smartphone should
be able to share data efficiently with surrounding devices regardless of their number
or their mobility. In SWAN-Lake, we aim to achieve this by increasing the rate
of successful connections with nearby devices and by reducing the time spent per
connection. Both of these optimizations are closely related to the protocol used for
short range communication, which in our case is Bluetooth Classic. Since Bluetooth
allows a maximum of 7 simultaneous connections, we had to reduce the duration of
connections as much as possible in order to allow the sharing of context data with
as many remote devices as possible in a certain amount of time. In SWAN-Lake, we
accomplish this by grouping requests for many sensors on the same connection. As
an example, if an application registers 3 separate context expressions using data from
3 sensors, SWAN-Lake creates only one connection with each nearby device and
groups all 3 requests on that connection. Otherwise, a separate connection would
have to be created for each expression, which would increase the communication
overhead significantly.
In the architecture we described earlier, we accommodate this optimization by
batching many requests in the same evaluation task, if they are for the same remote
device. As we will see in the evaluation section, this optimization reduces the communication cost substantially.
Another peculiarity related to Bluetooth that we discovered in our tests is that
if two Android smartphones try to connect to each other at the same time, the connection attempts might block indefinitely. Since this is very likely to happen when
operating in opportunistic mode, we fixed this issue by alternating connections between each pair of devices in a group. This alternation is done by simply having the
device with the highest MAC address sending first, followed by alternating requests
from both devices. Our measurements show that this technique greatly increases the
success rate of connection attempts.
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When running in connected mode, SWAN-Lake enabled smartphones are supposed
to efficiently stream sensor data over long lived connections that are less affected
by churn. To support this scenario, we implement in SWAN-Lake a mechanism
for caching connections. Connection caching is done by keeping connections open
even if no worker thread is using them. This way, if a new context expression is
registered, a cached connection can be used immediately without having to wait
for a new connection to be established. To allow for more flexibility, we introduce a
configuration variable called MAX_CACHED_CONNECTIONS. This variable denotes the
maximum number of cached connections allowed to be open at any time. Whenever
the number of open connections exceeds this number, the first unused connection is
picked and closed. The purpose behind this optimization is to avoid situations when
a device becomes unconnectable because the maximum number of connections supported by the Bluetooth adapter was reached.
As the connected mode is mostly useful for indoor sensing scenarios, like playing
a game or connecting devices in a smart home, SWAN-Lake can also use WiFi in
addition to Bluetooth when operating in this mode. In the next section we show that
both protocols perform reasonably well under stress conditions.

2.4.3

Evaluation

We implemented SWAN-Lake as a library for Android. In our implementation we
used Bluetooth Classic for communication between nearby smartphones when operating in opportunistic mode and both Bluetooth Classic and WiFi for the connected
mode. In the experiments with WiFi we connected all phones to a local area network. As stated earlier, using WiFi would be useful in indoor sensing scenarios, as
it gives better coverage than Bluetooth. We also considered WiFi Direct [17] as an
alternative, but were hindered by the fact that it requires manual pairing between
devices, which would make it unusable in opportunistic scenarios where phones are
supposed to connect to unknown devices.
We used 4 phones in our measurements: Huawei Nexus 6P, LG Nexus 5 and two
Motorola Moto G 4G. The main reason for choosing this configuration is that all
4 phones run stock Android, which prevents interoperability problems. Also, they
range from low-end (Motorola Moto G 4G) to high-end (Huawei Nexus 6P), which
helps us test the versatility of our framework. We grouped these phones in different
configurations in order to test different aspects of our framework. Specifically, we
ran experiments with 2, 3 or 4 phones. In every experiment, each phone requests
data from N remote sensors on all the other phones in the group, where N ranges
between 1 and 7. The requests are done by registering NEARBY expressions (see
section 2.4.1) in a round-robin fashion to all phones in the group with a sample
interval of one second between them. This means that each time a device receives
the results for all N sensors from a remote one, it waits for one second and then
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queries the next device. This process happens cyclically on all phones for the whole
length of the experiment. In all experiments we kept the screens of the phones on,
except for those that measured the energy consumption. We used the following
sensors in the tests: light sensor, accelerometer, gyroscope, magnetometer, battery
level sensor, proximity and microphone. All these sensors are present in all the test
phones.
Below we present a performance evaluation of our framework followed by an
analysis of the resource utilization (battery, CPU and memory).
Performance

To assess the performance of SWAN-Lake we have to look at the rate at which requests are processed. There are four major factors that influence this: the probability
of establishing successful connections with remote devices (Fig. 2.4), the time it
takes to process requests (Fig. 2.5), the communication time (Fig. 2.6) and the number of maximum cached connections allowed (Fig. 2.7).
Connection attempts. We start by looking at the number of successful connection attempts during 5 minutes experiments (Fig. 2.4) with groups of 2, 3 and 4
phones. In these experiments, each phone attempts to connect to the other phones
in the group in a round-robin fashion (as needed by the NEARBY construct). If a
connection fails, the initiator moves to the next phone in the group. We note here
that SWAN-Lake handles connection failures gracefully, so they will not crash the
system or slow down other tasks. The percentage of successful connection attempts
is computed out of the total number of connection attempts to all phones in the
group for the whole duration of the experiment. We explained in section 2.4.2 that
alternating connections between Android smartphones can increase the chances of
connection attempts to be successful. Therefore, in this experiment we compare the
cases when connections between devices are alternating (synchronous) or not (asynchronous). As can be seen, the percentage of successful attempts drops steeply with
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the number of collaborating phones when connections do not alternate. When the
optimization is used, the rate of failed attempts is reduced with up to 65%. Still, the
failure rate is not reduced to 0 even with the optimized version, most likely due to
interference.
Processing time. Another aspect that impacts the performance of the framework is the average time it takes to process a request. In SWAN-Lake we minimize
this time by grouping requests for many sensors on the same connection (see Section 2.4.2). Hence, in Fig. 2.5 we compare the average request processing times
achieved by the optimized version against those obtained if each request was made
on a separate connection. We estimate the latter by multiplying the average processing time for one sensor with the number of sensors used. In this experiment we had
a group of 3 phones collaborating in opportunistic mode. As we can see, the optimized version is performing much better regardless of the number of sensors used.
The processing time for the optimized version grows linearly with the number of
sensors, but processing a request for 7 sensors takes on average only two times more
than processing a request for a single sensor, which means that our framework scales
well with the number of queried sensors. Moreover, the linear nature of the growth
indicates that processing time is not influenced much by the types of the queried
sensors. When looking closer at the growth rate, we notice that there is an overhead
of 200 ms for each additional sensor. Out of this 200 ms, we determined that an
average of 165 ms were spent on communication, while 35 ms were due to extra
work done in SWAN-Lake.
Communication time. Since communication time has a significant impact on
the efficiency of the framework when running in opportunistic mode, in the next experiment we study how Bluetooth and WiFi work in connected mode (Fig. 2.6). As
in the previous experiment, we let 3 phones exchange sensor data for 5 minutes. The
results show that with both Bluetooth and WiFi our framework performs reasonably
well, with a small advantage for WiFi when more than 3 sensors are queried. Each
additional sensor adds approximately 160 ms for Bluetooth and 140 ms for WiFi,
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which are close to the communication overhead when operating in opportunistic
mode. We hope that future advances in short-range communication technologies
will aim towards smaller latencies and higher reliability (see the high failure rates
from the previous paragraph). Although protocols like WiFi Direct or ZigBee [60]
look promising, there is still a long way until their mass adoption.
Cached connections. One of the main factors that influences the time spent on
communication when running in opportunistic mode is the time it takes devices to
connect to the others in the group. In the experiment presented in Fig. 2.5 on 3
phones, the connection time alone amounted to an average of 672 ms per request.
In SWAN-Lake this overhead can be ameliorated by using cached connections, as
described in Section 2.4.2. To demonstrate the usefulness of this optimization, we
keep the same setup as in the previous experiment and analyze how the number
of successful requests in a fixed time interval is affected by the number of cached
connections used (Fig. 2.7). As we can see, for every point in time, the number of requests completed by that moment increases with the number of cached connections.
Moreover, the distribution of data points for the case with 2 cached connections is
more uniform compared to the other two cases. This is because if the number of
cached connections is 0 or 1, then devices are forced to close connections from time
to time and open new ones, which can take various amounts of time due to interference.
Resource Usage

One of the most challenging problems in mobile computing is to achieve a balance
between performance and resource usage. Therefore, in this section we examine
several scenarios that highlight the resource utilization of SWAN-Lake.
Since battery is the most limited resource in today’s smartphones, we start by
looking at the energy consumption of our framework when operating in opportunistic and connected modes (Fig. 2.8). In this experiment we let 2 phones exchange
sensor data over Bluetooth continuously for 3 hours. All the 7 available sensors
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were used. As the figure shows, running the framework in connected mode uses less
battery. This is expected, as in opportunistic mode the two phones keep connecting and disconnecting from each other for each request, which causes the Bluetooth
adapters of the phones to consume more energy. Moreover, for the whole duration of
the experiment each phone completed on average 2965 requests in connected mode,
compared to only 2680 requests in opportunistic mode, which was also due to the
extra communication time needed to connect and disconnect the devices for each
request.
Next, let us see which of Bluetooth and WiFi performs better when operating
in connected mode. As Fig. 2.9 shows, at first sight they are both almost equally
good, with Bluetooth saving 2% of the battery. However, for the 3 hours of the
experiment there were only 2686 requests completed over WiFi compared to 2844
requests completed over Bluetooth5 . This finding is contradictory with some earlier
results, which indicate that communication over WiFi is faster than over Bluetooth,
so normally more requests should be completed in a fixed interval of time over WiFi.
We determined that this behavior was due to the fact that the WiFi adapter goes into a
low-power state if the screen is inactive, as opposed to the Bluetooth adapter, which
operates at full potential all the time.
Finally, we looked at the CPU load and memory usage. In our tests the CPU load
did not exceed 11% and the memory usage did not go beyond 20 MB regardless of
the number of queried sensors. These values are normal given the high number of
sensors used and the high frequency of the readings. The Mosden sensing framework
[87], which is the closest work related to ours, uses up to 20% of the CPU and 23
MB of memory in similar usage conditions.

2.5

SenseLE Framework

Our experiments with SWAN-Lake show that Bluetooth Classic can be successfully
used for sharing sensor data within small groups of nearby devices. Its latency is
often similar compared to that of WiFi. We also optimized SWAN-Lake to work
for groups of devices with frequent disconnections. Still, the power usage is only
marginally lower compared to that of WiFi and this applies only when the framework
is used for extended periods of time (Fig. 2.9).
To address the above limitation, in this section we introduce an alternative framework for ad-hoc sharing of sensor data. The framework, called SenseLE (Sense Low
Energy) uses the more recent Bluetooth Low Energy (BLE) for transferring data between devices. As opposed to Bluetooth Classic, which can support a wide range
of applications, BLE is aimed at low-powered devices that transfer small amounts
of data. This makes it suitable for remote ad-hoc sensing, as most sensors produce
numerical values. Like SWAN-Lake, we designed SenseLE according to the require5 These

results were obtained using a sample interval of one second between requests, like for the rest of
the experiments.
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Table 2.1: Comparison between SenseLE and SWAN-Lake.

Discoverability
Portability
Usability
Efficiency
Adaptability

SWAN-Lake
Bluetooth Classic
Discovery API
high, as most phones have
Bluetooth Classic
connectiviy issues handled
internally by SWAN-Lake
moderate, due to SWAN-Lake
optimizations
moderate, due to SWAN-Lake
operation modes

SenseLE
BLE Discovery API
moderate, due to lower
BLE adoption
connectiviy issues handled
internally by SenseLE
high, due to high
efficiency of BLE
high, due to high
adaptability of BLE

ments defined in Section 2.3. Table 2.1 shows how SWAN-Lake and SenseLE compare in terms of these requirements.
In the following sections we describe the architecture of SenseLE, along with the
design and implementation challenges that we encountered.

2.5.1

Architecture

The SenseLE architecture is shown in Fig. 2.10. As can be seen, SenseLE acts as
a transport layer between the SWAN sensing library and other devices. The main
function of SenseLE is to enable sharing of sensor data between co-located smartphones over device-to-device (D2D) connections. In particular, we use Bluetooth
Low Energy for connecting devices due to its energy efficiency and low latency
properties. In Section 2.4 we studied the feasibility of using Bluetooth Classic for
the same purpose. We show that the two protocols, despite being related, require
different approaches in practice, which is why the architectures of SWAN-Lake and
SenseLE are fundamentally different.
An important reason for choosing BLE as communication protocol in SenseLE is
the way information is structured within BLE, which is similar to the way we structure information in SenseLE. In SenseLE, each sensor is assigned an identifier, called
sensor entity and one or more value paths. The value paths correspond to the different types of information produced by a sensor. For example, the GPS sensor has
latitude and longitude as value paths. Similarly, BLE devices use Generic Attribute
(GATT) profiles that structure data in Services and Characteristics [39]. Therefore,
we can match each sensor entity in SenseLE with a BLE service and each value path
with a characteristic (see Fig. 2.11).
As in SWAN-Lake, applications interact with SenseLE indirectly, through the
SWAN library API, which calls SenseLE whenever an application registers a remote
context expression (a remote expression has the location identifier set to either a
Bluetooth ID or the NEARBY keyword). Upon receiving a remote context expres-
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sion, SenseLE invokes the Proximity Manager, which first saves the expression in
a local database (Remote Expressions) and then starts advertising the expression to
other devices in proximity, so the latter can prepare for sending back sensor data. If
one or more devices that have the requested sensor are found by the Discovery module, SenseLE connects to them and fetches the sensor data, which is sent back to the
caller application. SenseLE supports pull and push techniques for getting remote
sensor data. When the caller application no longer requires remote sensor data, it
calls unRegisterExpression, so the connection with the remote device is closed
and the expression is removed from the Remote Expressions database.
Advertising and Discovery

SenseLE uses the standard advertising and discovery mechanisms provided by the
Android API for BLE devices. A BLE-enabled Android device can advertise multi-
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ple BLE services. Each of these services has several attributes, called characteristics. In SenseLE we assign a service to each sensor entity and a characteristic to each
value path. Given that SenseLE currently supports more than 25 sensors and each
sensor has on average 4 value paths, the total number of characteristics that have
to be advertised goes above 100. After conducting several tests, we noticed that
advertising this amount of characteristics results in discovery times longer than 30
seconds, which is unacceptable in the context of real-time sensing. To overcome this,
we take an alternative approach by assigning BLE services to sensors on demand,
based on the sensors requested by other devices. To realize this, each SenseLE device includes in the advertisement packets the IDs of the sensors that it is interested
in. Whenever SenseLE detects a nearby device that is looking for a certain sensor,
it creates a BLE service for that sensor, such that the other device will be able to
discover and connect to that service. When a sensor is no longer needed by nearby
devices, the BLE service for that sensor is disabled.
Remote Sensing

Fig. 2.12 shows the steps for connecting two devices in SenseLE in order to share
sensor data. For brevity, in this example data from only one sensor is shared. However, SenseLE supports multi-sensor sharing, as shown by our experiments. Initially, a context expression requesting data remotely from sensor X is registered in
SenseLE on device A (1). Then, device A starts advertising its presence (2). It includes in the advertising packets the ID of sensor X, so that other devices can prepare
to share data from sensor X with device A. At the same time device B starts advertising its presence (3). When device B discovers device A, it notices that device A is
looking for sensor X, so it starts a BLE service for serving data from sensor X (4).
When device A discovers device B, it initiates a connection (5). Upon successfully
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Figure 2.12: Connection steps

connecting with device B, device A invokes a BLE service discovery on device B
(7). After learning that device B has a service for sensor X (8), device A connects
to the service and starts fetching data (9, 10, 11, 12). When data from the remote
sensor is no longer needed, the sensor is unregistered (13).
Privacy

SenseLE employs a basic mechanism that lets the user decide which sensors are
shareable and which are not. These preferences are stored internally in the Sharing
Preferences key-value store (Fig. 2.10).
Incentivizing the user to share sensor data is a key aspect related to privacy. Since
SenseLE is used by other applications merely as a tool for accessing remote sensor
data, the proper functioning of these applications is conditioned by the user’s consent
to share sensor data required by the applications. For example, the SmartWait app
(see Section 2.5.2) functions properly only if the user agrees to share information
about her presence at a queue with other app users.
With privacy being outside the scope of this chapter, we provide this mechanism merely as a mean for the end user to limit the sensor data that is shared with
others, similar to the Android permissions required by applications. For more advanced privacy control, our framework can be further enhanced by applying the
techniques described in our previous work [72], which use homomorphic encryption
for anonymizing IoT data.
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Figure 2.13: SmartWait app

2.5.2

Use Case - The SmartWait app

As use case for SenseLE, we prototype a simple application for estimating waiting
times at queues. Our application, called SmartWait, relies on the simple principle
that a rough estimation of the waiting time at a queue can be obtained by computing
the maximum waiting time among the other persons that are waiting. With SenseLE,
computing this maximum can be done easily by remotely detecting the waiting times
of others (Fig. 2.13).
The application works as follows: when the user arrives at the queue, her SmartWait app detects the queue by connecting to a beacon that advertises the presence of
that queue, then starts a timer. After that, the SmartWait app uses SenseLE to gather
the waiting times of the other people at the queue and computes the maximum among
them in real-time. At the same time, SenseLE disseminates in the background the
waiting time of the user to the people who arrived later.
Programming this application without the help of SenseLE would normally take
much time, as it requires knowledge of the APIs for accessing beacons and smartphones over D2D links, as well as synchronizing simultaneous connections to other
devices. With SenseLE, it only takes two context expressions to achieve the same
functionality:
self@beacon_sensor:discovery
MAX(NEARBY@beacon_sensor:waiting_time)
The purpose of the first expression is to get a notification when the beacon assigned
to the queue is in range, while the second expression detects the waiting times of the
other people waiting and computes the maximum among them.
We note that the SmartWait app provides only a rough approximation of the
waiting time at a queue, its accuracy being highly dependent on the dynamics of
the queue. Still, it proves the ease of building distributed sensing applications with
SenseLE, without the need of a cloud infrastructure.
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2.5.3

Evaluation

We implemented SenseLE as a library for Android. We tested our implementation
on a small group of smartphones, consisting of 2 Nexus 6P phones running Android
7, 3 Nexus 5X phones running Android 7 and one Nexus 5 phone running Android
6 (Fig. 2.14). We chose this combination of devices as they all have support for
Bluetooth Low Energy and they all run unmodified versions of Android.
We benchmarked SenseLE against the SWAN-Lake framework, which we described earlier in this chapter. We made this choice as we were interested to analyze
the effectiveness of the power usage improvements employed by SenseLE compared
to our previous work. Therefore, we focus our comparisons on energy efficiency.
In order to test how SenseLE performs compared to a cloud-centric solution, we
also implemented a variation of SenseLE that uses the cloud as a proxy for sharing
sensor data between phones (Fig. 2.15). For the cloud implementation we used an
instance of Cowbird [12] installed on our university’s cloud infrastructure.
Our experiments consist of small groups of phones (2-6) sharing sensor data with
each other. The following sensors were used in our tests: light, accelerometer, gyroscope, magnetometer, battery, proximity, pressure, microphone and GPS. We made
this selection as all of these sensors are commonly found in modern smartphones.
In all experiments the phones exchange sensor data continuously for a duration of 5
minutes, using a sample interval of one second between sensor readings. All the results shown represent averages obtained from at least 5 sample runs. For measuring
the power consumption of the phones we used the Trepn profiler [1]. All power measurements are relative to a baseline of 254 mW, which was measured with the phone
being in idle state. For all experiments we kept the phone screen on and disabled all
running applications.
Device-to-device (D2D) sensing vs. cloud-centric sensing. We first show that
D2D sensing performs better than cloud-centric sensing for low-bandwidth sensing
applications in terms of power consumption and latency. To this end, we connect
two phones either directly (over Bluetooth Classic/BLE) or via a cloud infrastructure
(over WiFi/4G) and have one of the phones sharing sensor data with the other over
5 minutes. We used the setup shown in Fig. 2.15 to test the two scenarios. When
analyzing the round-trip time (Fig. 2.16), we can see that sensing is almost 4 times
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faster when using BLE, compared to the 4G case, 3 times faster compared to the
WiFi case and considerably better compared to Bluetooth Classic. We note that all
time values presented here include the time taken by SenseLE to process the sensor
data internally, which is 60 ms on average. Also, the cloud has only the role of
a router, therefore the overhead of processing the data in the cloud is negligible.
The long round-trip times for WiFi and 4G can be explained by the communication
overhead of routing all data through the cloud, which involves at least two wireless
links. A similar situation is revealed if we compare the power consumption of D2D
sensing with cloud-centric sensing (Fig. 2.17). We can see here that remote sensing
over BLE consumes two times less power compared to the cloud-centric approach.
Also, sensing over BLE is more energy efficient than sensing over Bluetooth Classic.
The results above lead us to the conclusion that it is preferable to perform remote
sensing over D2D links whenever the amount of shared data is small. In cases where
large streams of data have to be transferred, like video or sound streams, then a
cloud-centric solution is desirable as it has larger bandwidth.
Multi-device sensor sharing. It is interesting to see how SenseLE performs in
settings where sensor data comes from multiple devices simultaneously. For example, the SmartWait app (see Section 2.5.2) connects to multiple close-by users to
learn their waiting times. Therefore, in the next test we look at the power consumed
by SenseLE when a phone fetches sensor data from 1-5 devices (Fig. 2.18). Here, we
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can observe that the overhead of having more than one connected device is minimal
in SenseLE. However, we notice a considerable growth in the power consumption of
SWAN-Lake. This is expected, as SWAN-Lake uses Bluetooth Classic as underlying
communication protocol, which has higher energy consumption than BLE. Still, the
results show that SenseLE not only has better energy management, but also scales
better when the number of concurrent connections increases.
Multi-sensor sharing. In the next experiment we study SenseLE’s efficiency
when data from multiple sensors is shared between two phones. In this experiment,
one phone continuously polls data from up to 5 sensors of another phone (Fig. 2.19).
Here, we can see that SenseLE scales much better in terms of power consumption
with the number of shared sensors compared to SWAN-Lake. For 5 sensors, the
power consumed by SenseLE is more than 2 times lower compared to SWAN-Lake.
This can be attributed to the adaptive approach we implemented in SenseLE for assigning BLE services to requested sensors (see Section 4.4). This is not possible in
SWAN-Lake, as Bluetooth Classic, which is the underlying communication protocol, does not support the notion of a service.
Local sensing vs. remote sensing. In Fig. 2.20 we compare the power consumed
by getting data from the onboard sensors with the power consumed by transferring
data from the same sensors on a remote device. For this experiment we used 4
sensors that detect changes of the environment that are common to a group of closeby smartphones: light, sound (microphone), pressure and GPS location. Here, the
results are more balanced. We observe that reading the GPS and sound sensors
remotely uses significantly less energy, while using the pressure and light sensors
locally is more efficient. However, we do not see many potential useful applications
that require users to share data from their light and pressure sensors. On the contrary,
sharing of GPS and sound sensors can prove useful in many situations. For example
a group of runners can use location data from only one of their phones in order to
save energy, or a crowdsensing application for monitoring noise levels in a city can
intelligently pick data from one device in each group of co-located users.
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Group sensor sharing. To have a better understanding of the impact of sensor
sharing (over BLE) on battery usage, we analyze next the battery consumption of
a group of 3 smartphones that share data from one GPS sensor (Fig. 2.21). We
choose to analyze the GPS sensor, as it is common for groups of people that perform
activities together (like sport or travel) to use applications that require user’s location.
In this experiment, one phone collects data from the onboard GPS sensor and shares
this data with the other 2 phones in the group. We let the experiment run for 3.5
hours and measure the average battery consumption of the group. The GPS readings
were performed at the default rate, which is around one reading per second. We
compare the case where the phones share data from one GPS sensor against the case
where each of the phones uses its local GPS. The results show that sharing sensor
data reduces the average battery usage of the group by 13%. We notice that having
one phone sharing its sensor data within the group over extended periods of time can
lead to a more rapid drain of its battery compared to the others. To achieve better
load balancing, the role of sensor data provider can be assigned over time to different
phones in the group in a round-robin fashion.
Discovery. Finally, we analyze the overhead of nearby device discovery in
SenseLE. Fig. 2.22 contrasts the power usage of BLE discovery (used by SenseLE)
with that of Bluetooth Classic (used by SWAN-Lake). We tested two discovery
modes: ON, where we keep discovery enabled for the whole duration of the experiment, and Intermittent, where we switch discovery between on and off. For the
Intermittent case we use a duty cycle of 50%, as previous research [90] indicates that
this value gives optimal energy consumption, and a period6 duration of 20 seconds.
We chose this value based on the fact that in Bluetooth Classic a discovery cycle
lasts around 10 seconds. Therefore, by choosing a discovery period of 20 seconds,
we have discovery cycles of 10 seconds followed by idle intervals of 10 seconds,
thus preserving the 50% duty cycle. As expected, BLE is slightly more energy
efficient than Bluetooth Classic. Interestingly, BLE performs slightly better when
6A

period is the time interval between two discovery cycles.
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discovery is left turned on for the whole duration of the experiment. Moreover, we
found that having discovery turned on in SenseLE does not affect the performance
of transferring sensor data in parallel. This is a major improvement over using Bluetooth Classic for communication, as the latter does not allow open connections while
discovery is enabled.
We also analyze the time it takes for SenseLE to discover the sensors available on
a nearby phone (Fig. 2.23). In this test up to 8 sensors are advertised by the remote
device. We notice here a linear growth of the discovery time with the number of
advertised sensors (the sensors are advertised as BLE services). Also, the discovery
time is rather high, varying from 2127 ms to 5050 ms. We address this limitation
in SenseLE by enabling and disabling BLE services according to the remote sensors
demanded by nearby devices.

2.6

Related Work

In this section we discuss several categories of work related to distributed sensing.
We begin by discussing systems that employ collaborative and distributed sensing.
Then, we analyze crowdsensing systems and systems that use BLE communication
protocols to optimize communication between mobile devices. Finally, we discuss
IoT designs and models related to our sensing framework.

2.6.1

Collaborative and Distributed Sensing

Mosden [51] is a mobile framework that exploits the opportunistic collocation of
mobile devices to perform collaborative sensing. Mosden distinguishes itself from
other solutions by having a modular and extensible architecture that makes it easy
to develop collaborative sensing applications for Android. Unlike our frameworks,
Mosden uses only WiFi for communication and it does not support sharing of sensor
data with anonymous devices.
While Mosden focuses more on the interoperability between mobile devices and
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the cloud, the CARDAP platform [52] aims at distributing the analysis of mobile
data efficiently among collaborating devices. It does this by employing a component oriented model, in which application data is separated from application analytics. Therefore, CARDAP can be customized to fit various applications’ analytics
requirements. To detect changes in the context of the user, CARDAP makes use
of mobile data stream mining. Like Mosden, CARDAP has the same limitation of
not being able to run collaborative sensing tasks on co-located devices that are not
connected to the internet.
Analyzing sensor data in the smartphone, like it is done in our frameworks,
does not only help to detect the context of the phone efficiently, but also reduces
the amount of context data shared with other devices or with the cloud. By determining the context of the user first, an application could determine when and
whether it is needed to send mobile data to the cloud for further processing, thus
reducing the communication footprint. This is particularly important when the connection between devices has low bandwidth, like Bluetooth has. As proved by
CHITCHAT [23], it is possible to reduce the amount of transferred data even more.
In CHITCHAT, this is done by using a Bloomier filter to create new data structures
for storing context information. The size of these new data structures is up to 87.42%
reduced and using them determines 21.05% less energy consumption compared to
JSON-based data structures. Although SWAN-Lake and SenseLE do not employ any
particular technique for reducing the size of context data shared between devices, we
consider addressing this issue in future research.
Another body of related work includes solutions for collaborative context monitoring. CoMon [65] is a platform for cooperative context monitoring between colocated devices that uses a benefit-aware negotiation mechanism in order to improve
the outcome of the cooperation in terms of energy usage. A similar approach is
taken by Panorama [3]. In addition to co-located devices, Panorama also involves
clouds and cloudlets in the cooperation process in order to increase the performance
of continuous context monitoring. While CoMon and Panorama focus on high-level
models for collaboration between devices, in our work we focus on the practical
challenges that arise when connecting groups of devices in a peer-to-peer fashion.
When it comes to commercial solutions, most of them are focused on storing
and analyzing data collected by IoT [79]. To our knowledge, the only commercial
tool for collaboratively sensing in proximity is Google Nearby [40], which uses a
combination of short range communication techniques and cloud services to connect
Android smartphones with nearby services.

2.6.2

Crowdsensing

Mobile crowdsensing was thoroughly studied in the last decade, motivated by the
rapid developments in mobile devices, and particularly in smartphones. In [37],
Ganti et al. classify mobile crowdsensing applications into three categories, based
on the phenomenon being measured: environmental, infrastructure and social. In
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environmental applications the aim is to analyze a certain aspect of the environment,
like pollution, noise or wildlife habitats. As an example, Common Sense [29] uses
a network of handheld air quality monitors to monitor pollution levels in a city.
Infrastructure applications focus on problems related to public infrastructure, like
traffic congestion [48] or predicting bus arrival [116]. Finally, in social crowdsensing
applications people share sensed information with each other for entertainment or
utilitarian purposes. Examples here include CenceMe [78], which combines sensor
data and social networks in order to identify the user’s context and share it with
others, or BikeNet [30], where people share data about cycling routes to enhance the
biking experience.
We believe that all three types of mobile crowdsensing can be addressed effectively by our frameworks, especially if a decentralized architecture is desired (for
example in situations where the sensing nodes do not have a permanent internet connection). Moreover, our work addresses one of the main architectural limitations
mentioned in [37], namely the need for a high-level language that applications can
use to specify their data needs, which we fulfil by the use of SWAN-Song.
In another study, Guo et al. [43] stress the importance of motivating people to get
involved into mobile crowdsensing, as current crowdsensing applications focus more
on gathering data from the people and less on rewarding the people that participate
in crowdsensing. Through opportunistic distributed sensing (see Section 2.3), we
shift the focus to the user, by giving her the option to use and share sensed data for
her own benefit, without having to upload it to the cloud, where third-parties can
access it. Sharing of mobile data over D2D links has already been proven useful for
context computation offloading [3] and cellular traffic offloading [6]. Also, emerging
protocols like Zigbee [60] or Z-Wave [38] offer new opportunities for applications
relying on ad-hoc sharing of data.

2.6.3

BLE Communication Protocols

In [90], Radhakrishnan et al., provide a first empirical evaluation of the BLE communication protocol for smartphones. In this study, the authors show that, depending
on usage patterns, BLE is only marginally consuming less power than Bluetooth.
For a lower power consumption, the authors recommend a low duty cycle (i.e., the
fraction of time the device is actively scanning). In SenseLE, we also implement this
optimization.
In [66], Levy et al. introduce Beetle, a new operating system service that mediates the communication between applications and BLE-enabled devices. Beetle
provides a separation between applications and the sensors they are entitled to access. Furthermore, Beetle offers application developers the ability to share sensors
between multiple applications, fine-grained access control, and efficient many-tomany communication through BLE. Such research is orthogonal to SenseLE, as it
offers another layer of abstraction on top of raw BLE communication capabilities.
A project with some similarities is CoTrust [4], a decentralized middleware for
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establishing trusted connections between co-located mobile devices. CoTrust employs a model that enables trusted collaborations between mobile devices based on
the social network interactions of their users. In CoTrust, end-users have to explicitly choose with which devices a phone can share data. Moreover, a protocol is
employed for deciding which devices are trustworthy. In contrast, SenseLE uses a
simpler, cleaner model that allows remote readings of sensors, provided that access
is granted by the owner. While CoTrust focuses on trust mechanisms for device collaboration (i.e., offloading computation, sensing, chat, and file transfer), the main
focus of SenseLE is the efficient sharing of sensor data between devices.

2.6.4

IoT Designs and Models

Initially, IoT solutions were designed in cloud-centric fashion [42], where all data
generated by IoT devices are stored and analyzed in clouds. However, this scenario
is not suitable for applications where response times are critical, as the latency to
access clouds is generally large. To improve on the cloud centric system, fog or edge
computing has been proposed [96, 15, 27]. Such techniques focus on optimizing
latencies by placing computation at the "network edge", or in the "fog", i.e., closer
to the data sources. Our approach takes such optimizations even further: we exploit
spatial locality of mobile devices by performing direct, device-to-device low energy
sharing of data.

2.7

Conclusions

Distributed sensing and monitoring are becoming increasingly important as they are
able to improve and optimize several aspects of modern life. From traffic monitoring
and routing, to disaster management and real-time athlete coaching, all such applications can highly benefit from efficient data dissemination frameworks. However,
such applications are less suitable for the traditional cloud-centric model, where
data are sent and processed in clouds, as such solutions incur large latency penalties,
limiting real-time responsiveness.
This chapter describes SWAN-Lake and SenseLE, two frameworks for opportunistic acquisition and processing of sensor data from nearby devices. Our frameworks leverage sharing of sensor data within groups of co-located devices to improve
the accuracy of context detection in smartphone applications. Both frameworks are
able to exploit spatial locality in order to improve response times and minimize
power consumption.
To demonstrate that, we tested our frameworks under various sensing scenarios
on a small group of devices. Our measurements showed that both frameworks perform well under stress conditions and have low resource consumption. In particular,
our evaluation shows that SenseLE is able to reduce communication latencies by
up to three times compared to the cloud-centric model. Instead of querying clouds
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or reading energy-hungry local sensors (e.g., GPS), SenseLE performs remote lowenergy sensing, resulting in power consumption reduced by up to 56%. Furthermore,
we learned that BLE is better suited than Bluetooth Classic for low-volume sensor
communication. Through our results, we can conclude that it is possible to enable
fast and energy efficient ad-hoc sensing between smartphones, which answers our
first research question.
As future work, we intend to make our frameworks more customizable in terms
of privacy, by extending SWAN-Song to support various privacy directives. These
directives should give users control about which other phones to trust or not (based
on contact lists, location, etc.). Also, different privacy settings could be used for
sensitive sensors (e.g., the user’s heartbeat level) and less sensitive ones (e.g., ambient noise). Finally, we plan to investigate the scalability of our frameworks by
conducting a large scale study involving many sensing devices with high mobility.
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Chapter 3

PeerMatcher: Decentralized Partnership Formation

Abstract
This chapter presents PeerMatcher, a fully decentralized system solving the k-clique
matching problem. The aim of k-clique matching is to cluster a set of nodes having
pairwise weights into k-size disjoint groups of maximal total weight. Since solving
the problem requires exponential time, PeerMatcher employs a novel set of heuristics that aim at converging to the optimal grouping while keeping the associated
time and computational complexity low. A key feature is the use of peer-to-peer
communication. An extensive evaluation of PeerMatcher demonstrates its accuracy,
efficiency, and scalability.

The contents of this chapter have been originally published in the proceedings of the 9th IEEE International Conference on Self-Adaptive and Self-Organizing Systems (SASO) 2015 and have been slightly
modified to improve readability.
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Introduction

In a world that starts to look more and more like the Internet of Things envisaged
by Kevin Ashton in 1999 [8], where tangible items, electronic items, or even human
beings are interconnected in a huge network, the need to group these entities by
various criteria arises. Most often, it is desired to form groups based on similarity.
This seems to be the natural way to organize and structure entities. Marketing aims
at grouping people based on shopping behavior, libraries group books of similar
thematic entities together, insurance companies try to identify groups of people with
the same characteristics, while, humans—above all—tend to socialize with people
of similar interests, same age, akin social status, or common origins. This kind of
similarity-based clustering or grouping is so ubiquitous that we often do not even
notice it.
It is not uncommon, however, for dissimilarity to be the key for other types of
grouping. Consider, for instance, a team for a survival game aiming at combining
people with highly diverse, complementary skills, to maximize the team’s potential.
Or, in the corporate world, people (or companies) with complementary expertise
(e.g., engineers, lawyers, theoreticians, marketeers, financial analysts) need to collaborate to achieve a common goal.
Finally, there are other cases where the grouping and self-organization of people
in teams is driven by arbitrary, diverse criteria. For instance, some team may be attractive to different members for different reasons, such as, for a competent working
environment, for an appealing salary, or for a great office location, to name a few.
What is common in all aforementioned examples, is that we have entities that
want to form partnerships with each other, each one aiming at improving its benefit
from teaming up. Ironically, the spread of the Internet has not made the situation
any better. Often, the number of options is so large, that optimizing the selection of
small partnerships becomes a nontrivial task.
If we limit the size of partnerships to a fixed value k, all these problems become
instances of the weighted k-clique matching problem [21]. In this problem, the set
of entities that have to be matched is represented as a graph in which every pair of
nodes has a weight, reflecting the two nodes’ mutual interest to become partners. The
goal is to group all nodes in a number of non-intersecting k-cliques (i.e., complete
subgraphs of k vertices), in such a way that each node finds itself in a clique of the
maximum possible aggregate weight.
This can be seen as a generalization of the maximum weighted matching problem in a graph, where the goal is to form k-cliques for k = 2. While finding a
maximum weighted 2-clique matching can be done in polynomial time [34], finding
a maximum weighted k-clique matching for k ≥ 3 becomes an NP-hard problem
[61], which cannot be solved in a reasonable amount of time by a serial algorithm.
To reduce the computational burden, we can resort to two common practices: using
heuristics and distributing the computational load among many computing nodes.
While the usage of heuristics is a typical way of reducing the search space and ap-
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proximating the solution, distributing the computation is often a complex task with
many levels of granularity. Designing a distributed algorithm ranges from having
separate processes running in parallel on different computing cores of the same machine to having different machines spread all over the world that work collaboratively in order to attain a common goal.
Here, we focus on the case where it is desirable to have the computation spread
across processes at a coarse-grained level. In our model, each process represents a
node in the graph that aims to partner with k − 1 other nodes such that the quality
(aggregate weight) of its partnership is maximal, without being concerned with the
quality of other partnerships. It has been shown in [21] that having the nodes adopting such a selfish strategy leads to a weighted k-clique matching whose weight is off
by at most a factor k. Moreover, the nodes should be able to organize themselves
into groups without the need of a central authority. This way the fairness and privacy concerns of having all the information about the nodes stored and managed by
a centralized server are eliminated.
In this chapter we approach the second research question of this thesis and investigate whether we can design an efficient partnership-formation system that utilizes
peer-to-peer networks. To this end, we present a decentralized protocol, called PeerMatcher, that approximates the solution of the weighted k-clique matching problem
by using a newly developed heuristic, called clique swapping. We show that our
protocol finds a near-optimal matching ten times faster than existing approaches,
while keeping the computational and communication costs low. Our experiments
also show that our protocol scales well with an increase in clique and/or network
size.
The rest of the chapter is structured as follows. Section 3.2 presents our system
model. Section 3.3 explains the PeerMatcher protocol, starting from a high-level
overview followed by a close look at its details. Section 3.4 presents an extensive
evaluation and comparison with the state-of-the-art protocol for k-clique matching.
Section 3.5 gives an overview of the existing research related to our work and Section 3.6 concludes the chapter.

3.2

System Model

We consider a set of N nodes, connected over a routed network infrastructure. Each
node is equipped with a unique identifier. The protocol’s goal is to group nodes in
fixed-sized, non-overlapping partnerships of maximal possible benefit.
Each pair of nodes is assigned a numeric weight, that reflects the two nodes’
mutual benefit in becoming partners. Weights are fixed, nonnegative, and symmetric.
In other words, the benefit a node x perceives in teaming up with node y is the same
as the benefit of y teaming up with x. The protocol can be extended to support
dynamic and asymmetric weights, but this is out of the scope of this work.
Nodes try to team up in k-cliques, that is, cliques of fixed size k, in a way that

Chapter 3

3.2. SYSTEM MODEL

52

CHAPTER 3. PEERMATCHER: DECENTRALIZED PARTNERSHIP FORMATION

maximizes the benefit of their partnerships. A partnership’s benefit is expressed
as the respective clique’s weight, which is the average weight among all pairs in a
clique. That is, in a k-clique with pairwise weights wi,j with 1 ≤ i < j ≤ k, the
total number of edges is k(k−1)
, and the average clique weight is estimated as:
2


Clique weight =

k (k − 1)
2

−1 X
k
k
X
·
wi,j
i=1 j=i+1

More specifically, each node can only participate in one clique, and is selfishly
interested only in maximizing the weight of its own clique.
We consider that nodes are connected over a network that supports routing. That
is, any node can send a message to any other, provided that the sender knows the
receiver’s address (i.e., IP address and port). Links can experience transient failures,
that is, messages may get lost. We also assume that nodes do not crash. All communication is asynchronous, and does not require node clocks to be synchronized.
Nodes make use of a peer sampling service that provides them with neighbors,
picked uniformly at random among all participating nodes. Gossip-based protocols
like Cyclon [109] or Newscast [53] can be used to this end. Peer sampling protocols form a fundamental ingredient of many peer-to-peer applications nowadays,
as they are completely decentralized and they have shown to be very inexpensive.
Most importantly, peer sampling protocols exhibit remarkably self-healing properties, demonstrating high resilience to node and link failures, as well as node churn.

3.3
3.3.1

The PeerMatcher Protocol
Overview

The suggested algorithm consists of two phases. In the first phase, nodes organize
themselves into cliques with k members. They do this by using a simple heuristic
based on edges’ weights. In the second phase of the protocol, nodes from different
complete cliques (cliques with k members) swap places such that the weights of the
cliques increase. The two phases are not synchronous, meaning that some nodes
can be in phase one, while others are in phase two. Eventually, the system reaches
a stable state, in which all nodes are grouped into cliques of size k and no more
swap operations that would improve any of the cliques are possible1 . Intuitively, the
algorithm works similar to bubble-sort. As in bubble-sort numbers in a sequence
change places until the sequence becomes sorted, here nodes from different cliques
keep swapping places until the weights of the cliques become maximal. We should
mention that by using this technique, there is a risk to get stuck in a local optimum,
which would prevent the system from converging to a global optimal solution. One
way to prevent this is to use a technique called simulated annealing [102]. However,
1 We

assume that the weights between nodes are static.
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since all our experiments gave good results, we present here only the core algorithm,
leaving any additional optimizations for future work. Also, we plan to use our protocol in mobile networks to cluster low-powered devices, so we prefer to keep the
computation as low as possible. In the next chapter we present a mobile peer-to-peer
ridesharing system that is based on PeerMatcher.
Maintaining a consistent state for each clique is key to the correct operation of
our decentralized protocol. In that direction, PeerMatcher employs a simple synchronization mechanism. Each clique appoints a leader, which is unambiguously
determined as the node with the highest ID among the clique members. The role of
the leader is to store the state of the clique (the list of members) and to synchronize
all the operations that could change it. All requests that could change a clique’s state
have to be approved by its leader. When the leader of a clique changes (this can happen for example when a new node is accepted to a clique and its ID is the highest),
the state of the clique is safely transferred from the old leader to the new one. We
explain later how this is done.
Without this point of synchronization, different types of inconsistencies may occur. For example, if two nodes join a clique of size (k - 1) simultaneously, they
will end up in a clique of size (k + 1). Or, if two swap operations take place on the
same clique simultaneously, then the weight of the clique might end up lower than it
was before the operations. Therefore, the existence of a point of synchronization per
clique is required. We do not address in this work the situation when leaders may
fail.
Like many epidemic peer-to-peer protocols, PeerMatcher relies on communication between nodes selected uniformly at random. To that end, we rely on the family
of peer sampling protocols [54], and specifically Cyclon [109], which provides each
node with a regularly refreshed list of links to random other nodes, in a fully decentralized manner and at negligible bandwidth cost. In Cyclon each node maintains
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a (very short) partial view of the network, that is, a handful of links (IP addresses
and ports) to other nodes. Each node periodically gossips with one of its neighbors,
mixing their views. As a result, views are periodically refreshed with new links to
random other nodes. This method has shown to produce overlays that strongly resemble random graphs, that is, at any given moment each node’s view contains links
to nodes selected uniformly at random among all alive nodes [54]. Then, selecting
one of these neighbors at random (e.g., to send a pull request), is essentially equivalent to selecting one node at random out of the whole node population. Further,
when the node’s Cyclon view is changing over time, the node has essentially access
to an endless stream of random nodes to communicate with.
Fig. 3.1 gives an overview of the PeerMatcher architecture. Communication between nodes takes place at two layers. First, a node’s PeerMatcher layer talks to
another node’s corresponding layer to join or swap cliques, as will be explained in
the remaining of this section. Here, each node maintains locally a cache of seen
cliques (i.e., sets of node IDs that belong to the same clique and their respective
addresses), which is updated in a lazy fashion. Second, nodes’ peer sampling service layers gossip with each other to maintain a connected overlay and provide a
continuous stream of uniformly random nodes picked out of all alive nodes of the
network.

3.3.2

Phase 1 - Clique Formation

In the first phase of the protocol, nodes connect with their neighbors in order to form
cliques of size k.
At the beginning there are no cliques, so nodes connect with their neighbors
and form cliques of size 2 (Fig. 3.2a). In this stage, each node looks in its local
view, picks the node that is connected to it by the highest weight and sends it a
join request. Then, the node enters the waiting state until it receives a reply. In
PeerMatcher, a node being in the waiting state rejects all the incoming requests.
If the reply does not arrive within a certain timeout, the request is sent again. We
assume that the network cannot suffer permanent failures, so it is guaranteed that
eventually the request arrives. If the recipient of the request is in the waiting state
or has grouped with other nodes in the meantime, it replies with a NAK. Otherwise,
it sends an acknowledgement (ACK). Since the ACK can also be lost, we use an
additional acknowledgement (called ACK2) to make sure that both nodes come to an
agreement. At the end of the process, both nodes use the underlying peer sampling
service to let other nodes know about the newly formed clique. This is done by
piggybacking a description of the new clique on the gossiping messages used by the
peer sampling service.
Now, we are in a situation where some nodes are in cliques of size 2, while others
are still alone. If k is 2, then single nodes continue to form pairs following the protocol above until all of them have a match. If k is greater than 2, then each node that is
not part of a clique, searches in its local cache for available cliques. It then chooses
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Figure 3.2: Phase 1 of PeerMatcher

the one that has the largest weight and sends a join request to its leader, which is the
node with the highest ID (Fig. 3.2b). The sender includes in the request a hash of the
remote clique’s members (i.e., a hash of their IDs) as currently known by the sender.
This hash serves as a “signature” of the sender’s current knowledge regarding the
remote clique’s constitution and is guaranteed to be different for different sets of
IDs. Upon receiving the request, the leader of the remote clique first checks if the
attached hash value is in accordance with the clique’s current membership. If this is
the case, it means that the operation is valid2 , so it sends an acknowledgement (ACK)
to the sender, informing it that it can join the clique. Finally, the latter replies with
an ACK2. If the hash value does not match, it means that the sender’s view of the
remote clique was outdated. The remote clique’s leader cancels the request by send2 The

sender must have checked the validity before making the request, which the remote clique leader
can trust, as we assume nodes are not malicious and experience no byzantine faults.
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ing a NAK. Moreover, it includes a fresh listing of the clique members in the NAK
message, so the sender node can update its view. This way, we make sure nodes do
not send unsuccessful requests over and over, a process known as starvation.
If we apply only the rules described above in the first phase of the protocol, then
we might end up in a situation where all nodes are grouped in cliques, but not all the
cliques have k members. For example, if we consider a network with 10 nodes and
k is 5, then it is possible to have at the end of the first phase two cliques with three
members each and one clique with four members, which is not desirable. To avoid
this situation, in PeerMatcher nodes from incomplete cliques constantly try to move
to bigger cliques. When a node moves from a smaller clique to a bigger one, we
have to make sure that the consistency between the two cliques is maintained (i.e.,
the operation is perceived as atomic). To this end, we use a synchronization protocol
between the node that wants to move and the leaders of the two cliques involved
(Fig. 3.2c). First, the node sends a join request to the leader of the clique it wants
to move to, including the hashes of both its current clique and the remote clique.
Upon receiving the request, the leader of the remote clique checks if its clique’s
current state matches the corresponding hash value in the message. If not, it breaks
the operation by sending back a NAK. Else, if the sender’s view of the remote clique
was up-to-date, it further forwards that join request to the leader of the sender’s
clique and then waits until it receives a response from the latter. The sender’s clique
leader also verifies (using the other hash value) that no membership change has taken
place since the request was issued, and in that case it approves the move: it removes
the requester from its clique (this is a local operation for the leader), and sends an
ACK to the remote leader. The remote leader sends back an ACK2, then adds the
requester in its clique and sends the latter an ACK, letting it join the clique. Finally,
the requester replies with an ACK2. Upon membership change, a leader propagates
the updated clique information to all clique members.
If any of the two leaders detects an inconsistency, it cancels the request by sending a NAK which is propagated all the way back to the original requester. Updated
clique information is piggybacked in the NAK message, allowing outdated nodes to
lazily update their caches on foreign cliques, thus avoiding livelocks. Also, if any of
the two leaders is involved in another operation at the time of receiving the request,
it rejects the request by sending a NAK. We adopt this policy to avoid deadlocks.
As we assume that links between nodes may suffer transient failures, let us see
what happens when different types of messages get lost: (i) if a join request gets
lost, then it is resent until an ACK or NAK is received back; (ii) if an ACK or NAK
gets lost, then the node waiting for it resends the request until it succeeds; (iii) if
an ACK2 gets lost, then the node waiting for it resends the ACK until it receives
the ACK2. A message is considered lost if a reply is not received within a certain
timeout. Our protocol also handles the cases when a message is sent and received
twice, due to delays in the network that are longer than the timeout, by assigning
timestamps to messages.
We need this synchronization scheme to prevent situations where one of the two

3.3. THE PEERMATCHER PROTOCOL

3
1

6
4

4
1

2
w1

57

3

5
w2

6

2
w1’

5
w2’

cliques changes while the join operation is still in progress. By passing the request
to the leaders of both cliques, we make sure that no other operation takes place
at the same time. In this phase of the protocol, only nodes that are not leaders
are allowed to move from one clique to another. This measure helps in keeping
the synchronization scheme simple, while not having any noticeable impact on the
performance of the algorithm.

3.3.3

Phase 2 - Clique Swapping

In the second phase of the protocol, nodes belonging to complete cliques (cliques
with k members) continuously swap places in order to improve their cliques. As we
will see, there are no interactions between nodes being in this phase of the protocol and nodes that belong to incomplete cliques, as such interactions could lead to
inconsistencies between cliques. We also show later that the process of swapping
places cannot last forever and the system is guaranteed to converge to a stable state.
Looking for nodes to swap with is an entirely local operation performed by
nodes operating in the second phase of the protocol. More specifically, to assess
the utility of a swap, nodes rely on clique configuration updates received proactively through the following channels: (i) remote clique information piggybacked on
random nodes’ Cyclon messages, (ii) updates sent by remote leaders through NAK
packets, and (iii) updates regarding the node’s own clique propagated by the local
leader.
The criteria a node applies to select possible candidate nodes to swap with are
based on the clique’s weights before and after the swap. A swap operation is of
interest to a node if the weight of its new clique (after the swap) will be higher than
the weight of its current clique. However, this is not enough. Additionally, the new
weights of both cliques involved in the swap should be equal or higher after the
swap than they were before. Otherwise, both cliques’ members have no incentive of
consenting to the swap, therefore the node has no chances in requesting it.
Let us take a look at the example of Fig. 3.3. It portrays a swap between nodes
3 and 4. The operation is considered valid if the following relations hold: w20 > w1 ,
w20 ≥ w2 and w10 ≥ w1 . As explained above, the first relation determines whether
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Figure 3.4: Phase 2 of PeerMatcher

the swap is beneficial for node 3, while the second and third ensure that it will be
accepted by the remaining members. We can also deduce from the relations above
that the weight of a clique can only increase in time, which, combined with the
assumption that the network is finite, leads us to the conclusion that the weights
of all cliques cannot grow indefinitely, so the system always converges to a stable
state. Notice that we do not need to add w10 ≥ w2 as an extra condition because we
consider only the case when nodes are selfish, so node 3 does not care if node 4 ends
up in a clique that is worse that its previous one.
As swap operations modify the membership of cliques, they have to be performed atomically with respect to each other. That is, we have to make sure that no
other swap operation that alters one of the two cliques involved is performed at the
same time. To achieve this, we put in place a synchronization mechanism similar to
the one we use for nodes that move between cliques in the first phase of the protocol.
When a node changes places with another node, we have to follow a set of steps
to make sure that no other change is made to the cliques of the two nodes at the
same time. These steps are very similar to the ones taken when a node moves to a
bigger clique in the first phase of the protocol. Like there, when a node finds that by
changing places with a neighbor from a different clique the weight of its clique can
improve, it first sends a request to that neighbor’s clique leader. Then, the leaders of
the two cliques check the hash values in that message to verify that the consistency
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is not broken by performing the swap and, if both of them agree, the operation takes
place. Otherwise, the operation is cancelled and the states of the cliques remain
unaltered.
Unlike the first phase of PeerMatcher now we allow both leaders and non-leaders
to swap cliques. This creates two possible scenarios. In the first case, the node that
issues the request is a non-leader (Fig. 3.4a), while in the second case it is a leader
(Fig. 3.4b).
It may happen that nodes that are in the first phase of the protocol send erroneous
join requests to nodes that are in the second phase because they have an outdated
view of the system. Nodes that receive such requests always reply with a NAK in
which they include the current state of their clique, so the requester can update its
view. This way we prevent potential inconsistencies and also livelocks.

Implementation Details

We implemented PeerMatcher on top of PeerSim [81], a peer-to-peer simulator that
assists the implementation and testing of peer-to-peer protocols on a large scale.
PeerSim is lightweight and easily configurable, allowing the simulation of networks
of more than 107 peers structured in various topologies. To make the simulations
more realistic, PeerSim supports dynamic scenarios such as churn or node failures.
One particular feature of PeerSim is that it supports stacking multiple protocols
on each peer. This is especially useful in the case of PeerMatcher, where each node
has to run the gossiping protocol and the matching protocol simultaneously. In PeerSim, this can be done easily by creating two classes that extend the Protocol abstract
class, which incorporates common methods that are useful for any peer-to-peer protocol, like sending messages to other peers or executing periodic tasks. PeerSim also
facilitates the exchange of data between multiple protocols that are stacked. In our
case, the gossiping protocol periodically informs the matching protocol about new
mobile nodes that were discovered.
In PeerSim, protocols work in rounds (or cycles). These rounds are executed one
after another, without interruptions. However, in a real-world application, rounds
are executed at a predefined frequency. Choosing the right frequency depends on
the usage scenario. While a high frequency would give better performance, a low
frequency would determine less resource usage.
Each protocol has to define two threads, an active one and a passive one. The
active thread is executed in every round, to check and update the local state and to
initiate gossip-based communication. The passive thread receives messages asynchronously, processes them, updates the local state, and if needed sends a response
or other messages. Figures 3.5 and 3.6 present the pseudocode for our implementations of the active and passive thread, respectively.
In the first line of the active thread, the node retrieves an updated list of neighbors
from Cyclon. Each entry contains the node’s ID, the node’s address, and the node’s
clique (i.e., the IDs and addresses of nodes in that clique, but not their cliques recur-
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function ACTIVE _ THREAD ()
loop
importCliquesF romCyclonN eighbors()
if isN odeW ithoutClique() then
node ← selectN eighborT oF ormClique()
sendReqT oJoinClique(node)
else if isN odeInP artialClique() then
node ← selectLeaderOf BiggerClique()
sendReqT oJoinClique(node)
else if isN odeInCompleteClique() then
node ← selectN eighborT oSwapClique()
sendReqT oSwapClique(node)
Figure 3.5: The PeerMatcher active thread.

sively). This list of fresh neighbors is used in the subsequent select* functions as a
pool of nodes to select from for forming a clique or for exploring swap opportunities.
Subsequently, a node performs one of the following three operations, depending
on its state, after which it enters the waiting state:
• If the node is not a member of any clique, it searches for a neighbor in order to
form a clique with it or to join its clique, if the neighbor is already in a clique.
• If the node takes part in a partial clique (a clique that has less than k members),
it searches for a bigger partial clique to join it. By doing so, we prevent the
protocol from getting stuck in a configuration in which not all the cliques are
complete.
• If the node is in a complete clique, it searches for a neighbor to swap positions
with, if this can lead to a new clique of higher weight.
Fig. 3.6 depicts the pseudocode of the PeerMatcher’s passive thread. This code
is executed every time a node receives a message from another node. There are six
types of messages a node can receive, which are handled as follows:
• When a node receives a request to join clique, we identify two possible cases:
(i) if the node is alone, then it adds the sender of the message in its clique
and responds with an ACK; (ii) if the node belongs to a clique and the join
operation is valid (it does not break the consistency), an ACK is sent to the
sender if the sender is a clique leader, otherwise the request is forwarded to
the sender’s clique leader. If the operation is not valid, a NAK is sent to the
sender.
• Upon receiving a request to swap cliques, the same actions are taken as if the
node had received a request to join clique.
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function PASSIVE _ THREAD
loop
event ← receiveF romAny()
if isN otV alid(event) then
sendN ak(event.sender)
jumpT oN extIteration()
if isReqT oJoinClique(event) then
if isN odeW ithoutClique() then
updateClique(event)
sendACK(event.sender)
else
if hasT oF orwardReq(event) then
f orwardReq(event.remoteLeader)
else
updateClique(event)
sendACK(event.sender)
else if isReqT oSwapClique(event) then
if hasT oF orwardReq(event) then
f orwardReq(event.remoteLeader)
else
updateClique(event)
sendACK(event.sender)
else if isACK(event) then
updateClique(event)
sendACK2(event.sender)
if hasT oF orwardACK(event) then
f orwardACK(event.issuer)
else if isACK2(event) then
exitW aitingState()
else if isN AK(event) then
updateClique(event)
else if isBroadcast(event) then
updateLocalClique(event)
Figure 3.6: The PeerMatcher passive thread.

• When an ACK is received, the node applies the corresponding modifications
to its clique and, if it is not last in the ACK chain (e.g. node 4 in Fig. 3.4a), it
sends the ACK to the issuer of the request.
• An ACK2 means that the join or swap operation completed successfully and
the node can safely exit the waiting state.
• If a broadcast message from the local leader is received, the node updates the
information it has regarding the members of the clique it belongs to.
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• Receiving a NAK means that the node has an outdated view of the target clique
from its original request, so it updates its view of that clique with the information provided in the NAK message.
At the end of the passive thread’s execution, if the node is the leader of its clique
and the clique has been updated as a consequence of the received event, it broadcasts
the updated clique’s configuration to all members of the clique.
To keep matters simple, in the pseudocode from Fig. 3.6 we omitted the case
when a node transfers leadership to another node after a swap operation (see Fig. 3.4).
This transfer of leadership takes place inside the updateClique(event) method if the
current node loses the leadership of the clique as a result of having a new member
with a higher ID in the clique. The leadership is transferred by sending a leadership
change message to the new member, which has to acknowledge the operation with
an ACK message.

3.4
3.4.1

Evaluation
System Setup

In this section we examine the efficiency of PeerMatcher in clustering nodes of complete weighted graphs into cliques of a fixed size k. In our measurements, we are
interested in the amount of computation and number of rounds needed by our protocol to find valid and stable matchings and also in the weight of the matchings found.
We compute the weight of a matching as the arithmetic mean of the weights of its
cliques. In turn, the weight of a clique is computed as the arithmetic mean of the
edges’ weights. We also tested the geometric mean as an alternative, but did not
notice any performance implications.
We benchmarked our protocol against the one described in [22], which is an
improved version of the one from [21]. To our knowledge, this is the only alternative
for computing the maximal k-clique matching of a graph in a distributed manner.
For readability convenience we will be referring to the protocol proposed in [22] as
CliqueFinder for the remaining of the chapter.
Like PeerMatcher, CliqueFinder uses heuristics to reduce the computational load.
However, unlike PeerMatcher, which uses the clique membership protocol we discussed in Section 3.3 to ensure that cliques do not overlap, in CliqueFinder there is
no such mechanism. Instead, each node maintains its own independent state about
the clique it believes it belongs to, without knowing whether the remaining clique
members share the same clique state. Although all individual views are eventually
aligned in the converged state, this is not necessarily the case during the operation
of the protocol. As such, CliqueFinder introduces the notion of a matched clique.
A clique is matched at a given moment in time if it has k members and all of them
share the same perception of the clique. Given this definition, there are two performance metrics that matter most at a given point in time during the execution of the
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CliqueFinder protocol: the percentage of nodes in matched cliques and the average
weight of the matched cliques. We will analyze this metrics in the next section.
In our experiments, we used the Pruning version of CliqueFinder that uses partial views, as this one gave the best results. We could not compare against the optimal clique matching as finding the latter is computationally infeasible. Also, to
our knowledge there is no efficient centralized algorithm that solves the k-clique
matching problem to compare against.
As input for each simulation, we used a list of weights between all pairs of nodes,
whose values are uniformly distributed in the interval (0,1). This list of weights is
only used by nodes to assess the benefit of their partnership with other nodes and
does not reflect the knowledge they have about the network. For network discovery,
nodes use the peer sampling service we discussed in Section 3.3. It would be interesting to see how the protocol performs for input sets of weights generated following
a distribution other than uniform random, as this might influence the network traffic
between the nodes. However, our measurements showed that the bandwidth usage
of our protocol is very low, which motivated us to leave this topic for future research.
All simulations were performed in PeerSim [81]. Each of the plots presented
here was obtained by averaging the results of 5 independent simulations.

3.4.2

Performance

The performance of PeerMatcher (or any other distributed protocol that aims to solve
the k-clique matching problem) depends on three metrics: (i) the number of rounds
needed to converge, (ii) the amount of computation required, and (iii) the weight of
the matching found. We use these metrics to compare PeerMatcher against CliqueFinder in a network of 500 nodes that we aim to partition into cliques of size 5.
In Fig. 3.7 the fraction of nodes that belong to matched cliques is depicted as
a function of the number of rounds elapsed. The first thing we notice here is that
CliqueFinder has a better start, having 95% of nodes grouped into matched cliques
after 500 rounds, while PeerMatcher has only 80%. However, after 2000 rounds
all nodes have a clique in PeerMatcher, while in CliqueFinder there are 15 nodes
left (3% of the total) searching for a clique until the experiment ends. This results
from the fact that in CliqueFinder nodes blindly search for the best clique among all
nodes, without prioritizing nodes that do not have a clique. The last thing to note
here is that PeerMatcher has a steep convergence rate until reaching 70% (in round
7), after which it gradually converges to 100%. The reason is that in round 7 a large
fraction of nodes passes from phase 1 of the protocol to phase 2, thus determining
an abrupt increase in the number of matched cliques.
A completely different picture arises when looking at Fig. 3.8, which shows the
number of nodes in matched cliques as a function of the average number of cliques
evaluated by a node. This metric indicates the computational complexity of the algorithms. We can see here that PeerMatcher converges more than 10 times faster
when compared to CliqueFinder. This difference reflects the smaller number of op-
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Figure 3.8: Convergence for PeerMatcher and
CliqueFinder, as a function of the number of
evaluated cliques

erations performed in each round by PeerMatcher. Recall that in each round, a PeerMatcher node only iterates over its neighbors’ cliques and picks the best neighbor
for a join/swap operation. A CliqueFinder node, however, evaluates in each round a
number of cliques, and this number grows exponentially with the size of the clique.
This was confirmed by our measurements, which showed that PeerMatcher nodes
evaluated 400 cliques per round on average in this experiment, while CliqueFinder
nodes performed around 100,000 evaluations per round. When looking at the PeerMatcher curve from Fig. 3.8, we notice that there is a period of stagnation in the
middle. This can be explained by the fact that during this period most of the nodes
are in the second phase of the protocol, so a large number of cliques are evaluated
for potential swaps, but only few new cliques are formed.
Fig. 3.9 shows that both protocols find quality matchings, with weights above
0.9. As mentioned earlier, we cannot compare our results against the optimal matching of the given input graph, due to the high cost of computing the latter. However,
we know that the weight of such optimal matching cannot exceed value 1, since the
weights of the edges are uniformly distributed between 0 and 1. Therefore, we can
safely say that the matchings found by both protocols are at most 10% off from the
optimal one. When comparing the two protocols with each other, we see that CliqueFinder performs slightly better for the whole run. Yet, the difference between them
is marginal, varying from 6% in round 500 to only 2% at the end of the simulation.
This is normal, given the fact that in CliqueFiner nodes evaluate 250 times more
cliques in each round, thus having more options to choose from.
The descending curve produced by CliqueFinder in Fig. 3.9 might give the impression that CliqueFinder finds an excellent matching after just a couple of rounds,
which slightly decreases in quality after that. What happens in reality is that after
6 rounds CliqueFinder finds only 192 matched cliques (38.4% out of total), whose
average weight is indeed very good (0.94), while PeerMatcher finds 322 matched
cliques with an average weight of 0.60, which later on goes up to 0.90. This observation attests the fact that PeerMatcher puts the accent on convergence speed, by
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PeerMatcher and CliqueFinder, expressed as
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allowing nodes to rapidly group into k-cliques in its first phase, while in CliqueFinder nodes are more preoccupied with finding good cliques, at the expense of
slower convergence rates.
Another factor that impacts the performance of a peer-to-peer protocol is the
network traffic generated by peers. In the next experiment we measure the average
amount of network traffic processed by each peer in a round (Fig. 3.10). After 2000
rounds, a PeerMatcher node experienced an average total traffic of 360 KB, while
for CliqueFinder the average total traffic per node was 720 KB. If we choose a round
duration of one second, we obtain a bandwidth usage of 1.44 kbps for PeerMatcher
and 2.88 kbps for CliqueFinder. Again, PeerMatcher outperforms CliqueFinder by
a factor of 2. This happens because in CliqueFinder each node sends its clique at
the end of each round to all clique members, while in PeerMatcher the bandwidth
usage gradually decreases over time, as an effect of the number of clique changes that
occur, which gets smaller with each round. For this experiment, one could argue that
if we stopped CliqueFinder earlier, then the bandwidth usage would become zero
from that point on. However, if we did that, then the matching found by CliqueFinder
would be incomplete, as CliqueFinder requires the whole timespan shown on the x
axis to converge to a valid matching.

3.4.3

Scalability

It is interesting to see how PeerMatcher performs for different setup configurations.
To achieve this, we performed a number of simulations for different clique and network sizes.
First, we measured the amount of computation required for cliques of size 4, 5
and 6 (Fig. 3.11), while keeping the network size fixed to 500. We can observe that
the number of evaluated cliques in PeerMatcher hardly depends on the clique size,
while in CliqueFinder it grows exponentially with it (notice the logarithmic scale
on the vertical axis). Things become even more interesting if we look at Fig. 3.12,
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which shows that both protocols produce final matchings that are almost equally
good, with CliqueFinder outperforming PeerMatcher by only 3% for cliques of size
6.
Second, we tested for network sizes between 100 and 900 (Fig. 3.13), while
keeping the clique size fixed to 5. Again, we see that the number of cliques evaluated
by PeerMatcher is almost two orders of magnitude less than that of CliqueFinder.
Things become even better when looking at Fig. 3.14, which indicates that the final
matchings found by our protocol are less than 2% off by those found by CliqueFinder
for the whole range of network sizes. This is a strong indicator that PeerMatcher can
be used in large networks where a high convergence speed is needed.

3.5

Related Work

Previous research was focused more on finding matchings in graphs, which are subsets of edges without common vertices. In the case of unweighted graphs, it is
particularly interesting to find maximum matchings, which are matchings with the
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largest number of edges. Such problems can be solved in polynomial time [77, 35].
In weighted graphs, it is of interest to find the maximum weighted matching,
which is defined as a matching where the sum of the values of the edges in the
matching have a maximal value. Finding such a matching is known as the assignment problem and it can be solved in polynomial time using the algorithm by Gabow
[34], that runs in O(|V |(|E| + |V |log|V |)). The assignment problem is a particular
case of the more general problem of finding H-matchings [56] in a graph. An Hmatching is a subset of nonadjacent subgraphs, where each of them is isomorphic
to some given graph H. If H is a complete graph of size k, we obtain the k-clique
matching problem that we address in this chapter.
The first distributed algorithm that computes a weighted matching was proposed
by Manne and Mjelde [74]. It finds a 1/2-approximation to the optimal solution
and it takes O(n) rounds to complete. Moreover, their algorithm is self-stabilizing,
meaning that the protocol converges to the correct solution regardless of the starting
configuration.
Chmielowiec and van Steen [21] extended the previous algorithm to solve the
more general problem of weighted k-clique matching. Their approach is also selfstabilizing and computes a solution that is at most a factor k off from the maximum. The same authors propose in [22] a couple of improvements to their algorithm, which are meant to reduce the computational load and decrease the network
load. Two major drawbacks of their protocol are the long convergence times and the
high number of computations performed by nodes, which makes it impractical to use
their protocol for networks of devices with limited computational power (e.g. smartphones). In our work, we address the latter by proposing a novel heuristic, called
clique swapping, that reduces the complexity of operations performed by each node
in a round to O(n). A similar technique was used successfully in the past for balanced graph partitioning [91]. We also introduce a new membership protocol that
prevents cliques from overlapping, which greatly improves the convergence speed.
There are some similarities between the method used in PeerMatcher to form
cliques and that used in the distributed algorithm for minimum-weight spanning trees
(MST) of Gallager, Humblet and Spira [36]. Both algorithms start with cliques/fragments of one node that incrementally expand and merge until the solution is found.
However, in the MST algorithm the nodes have the common objective of finding the
MST of the graph, while in PeerMatcher each node is solely interested in being part
of a better clique. Also, the synchronization mechanisms are different. The MST
algorithm uses a combination of core edges and levels for the fragments, while in
PeerMatcher we use clique leaders for coordination.

3.6

Conclusions

In this chapter, we propose and evaluate a new distributed protocol that approximates
the solution of the k-clique matching problem. Unlike previous approaches, our
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protocol converges faster and maintains the consistency of the system during its
execution, while still providing quality matchings. The evaluations we conducted
indicate that our protocol performs well in large networks and for different clique
sizes.
The above results prove that it is possible to design an efficient partnershipformation system that utilizes peer-to-peer networks, which answers our second research question. Being fast and reliable, our PeerMatcher protocol can be used for
matching nodes in large-scale peer-to-peer networks. Moreover, its low computational complexity makes it suitable for clustering nodes in mobile networks.

4
RideMatcher: Peer-to-peer Matching of Passengers
for Efficient Ridesharing

The daily home-office commute of millions of people in crowded cities puts a strain
on air quality, traveling time and noise pollution. This is especially problematic in
western cities, where cars and taxis have low occupancy with daily commuters. To
reduce these issues, authorities often encourage commuters to share their rides, also
known as carpooling or ridesharing. To increase the ridesharing usage it is essential
that commuters are efficiently matched.
In this chapter we present RideMatcher, a novel peer-to-peer system for matching car rides based on their routes and travel times. Unlike other ridesharing systems, RideMatcher is completely decentralized, which makes it possible to deploy it
on distributed infrastructures, using fog and edge computing. Despite being decentralized, our system is able to efficiently match ridesharing users in near real-time.
Our evaluations performed on a dataset with 34,837 real taxi trips from New York
show that RideMatcher is able to reduce the number of taxi trips by up to 65%, the
distance traveled by taxi cabs by up to 64%, and the cost of the trips by up to 66%.

The contents of this chapter have been originally published in the proceedings of the 18th IEEE/ACM
International Symposium on Cluster, Cloud and Grid Computing (CCGRID) 2018 and have been slightly
modified to improve readability.
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4.1

CHAPTER 4. RIDEMATCHER: PEER-TO-PEER MATCHING OF PASSENGERS

Introduction

Ridesharing is an important way to reduce traffic congestion and travel costs for
commuters around the world. Ridesharing is also environmentally friendly, as sharing journeys reduces carbon emissions. To encourage ridesharing, many countries
employed high-occupancy vehicle lanes, which are traffic lanes restricted to vehicles
carrying more than one passenger [107].
Recently, several online ridesharing platforms that match commuters with drivers
have been put in place. There are two major categories of such platforms: offline and real-time. Offline platforms work by keeping databases of commuters and
putting into contact those who have similar routes to work. Examples include Zimride [117], which provides ridesharing solutions for companies and universities, or
BlaBlaCar [13], which focuses on sharing long-distance trips between cities. Realtime ridesharing has seen a significant increase in popularity recently, with the emergence of mobile applications like Uber [106], Lyft [68] or Via [108]. These applications make use of complex routing algorithms to determine if trip requests from
many users can be served by the same driver. Additional features like GPS tracking, automated payments and the validation of drivers through feedback make these
applications extremely attractive to customers. However, they rely on occasional
drivers, which makes them less suitable for commuters, who prefer a reliable and
long-term transportation method.
One thing that all the above systems have in common is that they rely on traditional cloud infrastructures to provide their services. This has several advantages,
like good reliability and usability, which stem from the fact that cloud computing is
a mature technology. However, the emergence of IoT and the recent developments in
the area of mobile computing created a demand for highly responsive cloud services.
To fulfill this demand, a new paradigm, called fog computing, was introduced [15].
Fog computing can be seen as an extension of cloud computing, in which computing
nodes are less centralized and placed closer to the sources of data, which leads to
better scalability, shorter response times and increased fault tolerance. We notice
that all these advantages of fog computing are also requirements in a ridesharing
platform, as it has to process large amounts of mobile data in a timely manner.
In this chapter we aim to answer the third research question of this thesis, therefore we study the possibility of designing a decentralized ridesharing system that
can be deployed on fog infrastructures. In this system, participants equipped with
mobile devices (e.g., smartphones) connect in a peer-to-peer fashion in order to share
their rides. As opposed to a traditional cloud-based service, participants do not use
a central database to find available rides. Instead, they use short range communication technologies, like Bluetooth or WiFi Direct, to discover other participants that
provide rides matching their needs. Just like a person who goes in the street to find a
taxi, the system running on a mobile device scans the surroundings and attempts to
find rides that match a desired route. To further improve the chances of finding good
rides, the system employs a gossiping technique that uses a mesh network on top of
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the fog infrastructure. This mesh network is used by the participating mobile nodes
to advertise and find available rides. When two or more mobile nodes determine
that they can share a ride, they organize themselves into a ridesharing group. This
happens automatically and autonomously, without any mediation.
We identify two key challenges in designing such a system. First, participants
need a way to enter the system and discover others with similar routes without relying on a central database. In densely populated cities, this can be done using shortrange communication technologies, like Bluetooth or WiFi Direct. These techniques
improved considerably in recent years, being now able to operate reliably over long
ranges. For example, Bluetooth 5 devices are now able to transfer data at 50 Mbit/s
over distances up to 240 meters [14]. Also, our results from Chapter 2 prove the
usability of Bluetooth Low Energy in remote sensing scenarios. Here, we combine
these techniques with a fog-based peer-to-peer gossiping protocol in order to build a
reliable mesh network in which users can find ridesharing partners.
The second key challenge is to match the users based on their travel requirements. This is particularly difficult in a distributed setting, where matching operations have to be synchronized in order to avoid inconsistencies. We address this
challenge by extending PeerMatcher, the protocol for distributed partnership formation that we presented in the previous chapter. With PeerMatcher it is possible to
partition a weighted graph into groups of a fixed size, such that the weights of the
groups are maximal. We adapt this idea to the ridesharing problem by assuming that
each group consists of two or more participants that share a ride. With this approach,
our new system, called RideMatcher, is able to quickly match ridesharing requests
based on their routes, without relying on a centralized service. In this work we focus only on matching requests having routes that fully match (from one end to the
other). We do not cover the case when rides match only partially, as it was already
addressed in earlier research [73].
In summary, our contributions are as follows:
• We propose a peer-to-peer system, called RideMatcher, for matching ridesharing users based on their travel preferences.
• We implement a taxi ride simulator in PeerSim [81] based on a dataset with
34,837 real taxi trips from New York.
• We evaluate the effectiveness and performance of RideMatcher under different
taxi ridesharing scenarios. The results show that our system can reduce the
number of taxi trips by up to 65%, the distance traveled by taxi cabs by up to
64%, and the cost of the trips by up to 66%. Also, RideMatcher is able to find
shared rides for 86.4% of the participants and reduces the number of taxi rides
with a single passenger by 95%.
The remaining of the chapter is structured as follows: Section 4.2 presents previous work that we base upon, Section 4.3 explains how we model the ridesharing
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problem, the RideMatcher system is described in Section 4.4, implementation details about our simulator are provided in Section 4.5, we discuss the results of our
evaluations in Section 4.6, related work is examined in Section 4.7 and Section 4.8
concludes the chapter.

4.2

Background

We take as starting point our peer-to-peer protocol for solving the k-clique matching
problem that we discussed in the previous chapter. The goal of this problem is to
find all non-intersecting k-cliques in a weighted graph, such that all the cliques have
maximal weight. Despite being an NP-hard problem, our peer-to-peer protocol is
able to find very good solutions by the use of heuristics.
We notice that the problem of matching car rides is an instance of the k-clique
matching problem, where each node in the graph is represented by a ride, each
weighted edge represents the similarity between two rides, and k is the number of
passengers each car can carry. Therefore, we study the possibility of adapting our
earlier PeerMatcher system (see Chapter 3) to the ride matching problem.
We identify three main changes that have to be made: i) we need to find a way for
nodes to connect with other nodes upon entering the system, since in PeerMatcher
this is done artificially at initialization ii) we have to define a weight function that
assesses the similarity between car rides, and iii) since cars can have different capacities, we have to make the protocol work with cliques of different sizes. Before addressing these changes in detail, let us briefly explain first how PeerMatcher
works.
In PeerMatcher nodes organize themselves into cliques of size k, such that the
weights of these cliques are maximal. In order to do that, nodes can group with
other nodes, move to other cliques, or swap places with nodes from other cliques
(Fig. 3.3). The system reaches the stable state when no operation that improves the
total weight of the system can be performed.
PeerMatcher is a decentralized protocol, which means that all operations happen locally between nodes. At the beginning, each node starts with a random set
of neighbor nodes. During the execution, these lists of neighbors are exchanged between nodes using a gossiping algorithm, such that each node learns in time about
the other nodes in the system. All operations that lead to the formation of cliques
are synchronized locally in order to avoid inconsistencies.
The k-clique matching problem has many applications, from matching ridesharing users to matching users in a social network, bundling products in a shop or
grouping resources in a data center based on demand. Having a distributed approach
for solving the problem has the added benefits of increased scalability, better fault
tolerance, and fairness, by eliminating the need for a central mediator. In the remaining of the chapter we focus on adapting PeerMatcher to the ridesharing problem.

4.3. SYSTEM MODEL

System Model

We model a city map as an undirected graph G = (V, E), where V is the set of
vertices (intersections) and E is the set of edges (roads) connecting different points.
In addition G is mapped on a geographic coordinate system.
We consider a set of mobile nodes M = {m1 , m2 , . . . , mn }, which are at any
given time on graph G and a set of rides R = {r1 , r2 , . . . , rp }. Each ride ri ∈ R has
a start point, denoted by S(ri ) = (xs , ys ) and end point F (ri ) = (xf , yf ) where
(x, y) are the latitude and longitude coordinates.
Each mobile node mi can connect, via Bluetooth, with another mobile node mj
if and only if dist(mi , mj ) ≤ M , where M is the maximum connection distance
(e.g., 240 m with Bluetooth 5). Also, any two mobile nodes can connect with each
other over a routed infrastructure (e.g., fog or cloud), assuming that they previously
intersected or they learned about each other from other mobile nodes in traffic1 . We
assume that links in the routed infrastructure can experience transient failures and
messages can get lost.
Our system matches rides based on their start and end points to reduce the traffic.
More formally, we consider the case where two or more rides ri , rj , . . . ∈ R have
similar start points and end points. We say, different rides, i.e., ri , rj , . . ., match if
both start points and end points lie in bounding rectangles having diagonals Dstart
and Dend . In addition, we require that all bounding rectangles have a diagonal
smaller than a maximum diagonal DT (distance threshold). Hence, we call a group
of rides that fulfill this requirement a match group. For example, in Fig. 4.1 the three
rides (r1 (blue), r2 (green) and r3 (purple)) form a group, as they have similar start
and end points, having Dstart and Dend less or equal than DT . In this figure we
represent each ride only by its start and end points, as we consider that rides take the
optimal (fastest) route to their destination.
To compute Dstart for the start points and Dend for the end points of a set of
rides ri , rj , . . ., we define the following functions:
Dstart (ri , rj , . . .) = dist(min(S(ri ), S(rj ), . . .),
max(S(ri ), S(rj ), . . . ))
Dend (ri , rj , . . .) = dist(min(F (ri ), F (rj ), . . .),
max(F (ri ), F (rj ), . . . ))
where dist((a, b), (c, d)) function calculates the distance between two geographical points (a, b) and (c, d), on a map using the Haversine formula [92]. Euclidian
distance can also be used if distances are short.
To assess the benefit of grouping together a set of rides R = {r1 , r2 , . . .}, we
define a weight function as:
1 Our

system includes a gossiping protocol that mobile nodes use to exchange information about other
vehicles they met. This information includes the routes taken, number of passengers and cost of rides.
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Figure 4.1: Ride matching
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This weight function is guaranteed to take values in the interval [0, 1]. A high
value of this function indicates a high benefit for a group of rides, while a low one
corresponds to a low benefit. A weight with value zero indicates that the rides from
the group do not match.
The main reason for choosing this formula is that it has constant complexity,
regardless of the configuration of the city where the RideMatcher system runs. An
alternative would be to use the driving distance between the start and the end points
of the routes involved. This could be useful in a ridesharing system where the driver
has to pick up all the passengers. However, in this case complex routing algorithms
have to be used, which could increase the complexity of matching rides. In cities
with distinctive street patterns, like New York, the Manhattan distance can be used
instead. Nevertheless, the weight function in RideMatcher is customizable, so it can
be easily replaced with other variants.

4.4

RideMatcher System

In this section we describe the components of the RideMatcher system and the interactions between them. The main feature of our system is decentralization. In
RideMatcher, all mobile nodes (e.g., personal cars, taxis, pedestrians) perform only
local operations, without relying on a central coordinator. The goal of each mobile
node is to group with other mobile nodes that have similar routes at a certain time,
such that sharing a car ride with these nodes cuts down the cost of the trip. In pursu-
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ing this goal, each mobile node is selfish, being interested only in obtaining a higher
benefit for itself, without caring about other nodes in the system. However, in order
to ensure that the system converges to a stable state, we define a set of rules in order
to prevent situations when nodes keep grouping and ungrouping indefinitely.
Our system is based on our earlier PeerMatcher system. However, as stated
in Section 4.2, there are several changes that have to be made in order to adapt
PeerMatcher to the ridesharing problem:
• Peer Discovery. Mobile nodes need a mechanism to discover other nodes
in the system. This task is not trivial, as there is no central service that can
provide them with information about other participants.
• Matching Car Rides. When mobile nodes find each other in the network,
they need a way to assess the similarity of their rides. For this purpose, we use
the weight function WR defined previously.
• Flexible Groups. Mobile nodes should be able to organize in groups of different sizes. Therefore, we cannot apply the same method as in PeerMatcher,
which is only able to find groups of a fixed size k.
In the rest of the section, we discuss the way we address these challenges and we
describe the resulting RideMatcher system.

4.4.1

Peer Discovery

In RideMatcher, mobile nodes discover each other using short-range communication techniques like Bluetooth or WiFi Direct. These technologies are available in
most modern smartphones and have evolved considerably in the recent years. We
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Figure 4.2: Distributed communication in RideMatcher
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show later in the chapter that using only ad-hoc connections between vehicles, it is
possible to obtain a highly connected graph in a city with high traffic like New York.
Just like a person looking for a taxi in the street, a RideMatcher mobile node
would scan the environment for available rides advertised by other neighboring
nodes. When two nodes find each other, they connect and exchange their routes.
If the mobile node is a person travelling to work, she will share her route to work. If
the node is a taxi, then it will share its current route. If it is a pedestrian looking for
a ride, she will share the desired route (Fig. 4.2). All these mobile nodes are treated
equally by our system. When there is a match between the routes of two mobile
nodes, they are notified about the match so that they can share the ride.
Relying only on ad-hoc interactions between mobile nodes in order to discover
rides is most often not enough. Even in cities with high traffic the probability of
finding a car with a similar ride as yours is low if only cars in the immediate vicinity
are considered. To address this issue, in RideMatcher we employ a gossiping protocol whose role is to disseminate information about available rides in the peer-to-peer
network. Particularly, RideMatcher uses Cyclon [109] for this purpose. In Cyclon,
each peer keeps a small list of other peers that it knows. Whenever two peers connect, they exchange these lists of known peers in order to expand their knowledge
about the network. In RideMatcher, this is useful as it allows mobile nodes to learn
about rides of other nodes they did not discover directly. Therefore, the chances of
finding a matching ride increase considerably.
In order for the gossiping protocol to work properly, any two nodes in the peerto-peer network should be able to connect with each other. To realize this, we assume that all the mobile nodes are permanently connected to an edge, fog or cloud
infrastructure. The only requirement for this infrastructure is to provide a reliable
communication medium for the mobile nodes, as our system does not rely on any
centralized service or database. This has the advantage that if a part of the infrastructure goes down, the RideMatcher system will continue to work for the nodes that
do not rely on that part. Scaling the infrastructure up is also easier, as only the networking part has to be scaled. In RideMatcher, the computation is performed by the
mobile nodes, without relying on any centralized computing facility. This is possible
thanks to the fact that RideMatcher is very lightweight, in terms of both computation
and communication.

4.4.2

Matching Car Rides

RideMatcher is a round-based peer-to-peer system, which means that all the actions
performed by mobile nodes are executed in rounds. Every round, a node picks up
and executes an action, depending on its state:
• If the node does not belong to a ridesharing group, it will look for a node that
has a similar ride, or it will try to join an existing group.
• If the node belongs to a group, it will either try to move to a bigger group, as
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The above operations are performed using the grouping protocol described in
Section 3.3. This protocol guarantees that the system stays all the time in a consistent
state, meaning that any node can only be part of a single ridesharing group at a time.
Also, the grouping protocol makes sure that the system converges to a stable state by
defining rules to prevent nodes moving back and forth between groups. Basically,
these rules state that a node is allowed to join a group or to move between groups
only if the cumulative new weight of the groups involved in the operation is higher
than the initial cumulative weight. While this greedy approach can cause the system
to get stuck in a local optimum in some cases, we did not notice any significant
negative impact in our evaluations.
A ridesharing group R can be formed only if the weight WR of the group is
larger than 0 (see Section 4.3). This weight depends mostly on the distance threshold
DT we defined in the previous section. Basically, DT represents the maximum
distance that a person who shares a ride has to walk from her current position to the
pickup point of the ride, and also the maximum distance from the drop-off point to
the destination of that person. In RideMatcher we do not consider the case when
passengers are picked up on their way. While considering rides that match only
partially (e.g., the route of ride rA is included in the route of ride rB ) would be an
interesting addition to our framework, this has been studied in the past [73], therefore
it is outside the scope of this work.
When computing the weight for a group of rides, RideMatcher also takes into
account the time of the rides, so that only rides whose end times differ by at most
a threshold TT can be grouped together. We consider the end times as people are
usually interested to reach a certain place, like school or job, by a certain time.
Tuning this threshold determines the timeliness of the matchings. If a high value is
used, then the probability of finding better matching rides is higher at the expense
of finding rides occurring at different times. This can be useful in situations like
sharing rides to work in the morning, when some people are more interested to find
rides that match a desired route, as they can arrange later the time of the ride with
the other people from the group. Alternatively, if TT has a low value, then the
probability of finding rides in real-time increases, while the quality of the matching
rides decreases.
Once a ridesharing group is formed, there are several possibilities for choosing
the driver among the group members. One option would be to pick the member
who has the shortest ride, as this would reduce the carbon footprint of the ride. The
downside is that the other group members would have to walk more to the pickup
point and also from the drop-off point to their destinations. Another option would be
to pick the cheapest ride, but this might not be the most efficient in terms of time and
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sharing the ride within a bigger group is more cost effective, or it will try to
swap places with a node from another group, if the other group has a more
suitable ride. We consider that a ridesharing group R1 is more suitable than a
group R2 if its weight W (R1 ) is greater than W (R2 ) (see Section 4.3).
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distance traveled. Finally, the size of the car can be used as a criteria, by favoring the
driver with the biggest car. A big car can fit more people, which could reduce both
the cost and the carbon footprint of the ride. We show in our evaluation that using
high capacity cars is more effective in terms of cost and traffic reduction.
RideMatcher dynamically adapts to changes in the system. These include changes
in the number of mobile nodes, changes of the routes of the mobile nodes, and
connectivity changes. Whenever a change occurs, its effects propagate through the
peer-to-peer network until the system stabilizes. For example, if a mobile node
changes the route of its ride, RideMatcher disseminates this change to other nodes,
while at the same time searching for rides that match the new route. Compared to a
centralized service, this approach has the advantage of being resilient to faults and
connectivity changes. However, it takes longer for the changes to propagate through
the network because of the gossiping technique used.

4.4.3

Flexible Groups

One important way in which RideMatcher extends our earlier PeerMatcher system
is by supporting the formation of groups of different sizes. While PeerMatcher addresses the k-clique matching problem, in which groups of a fixed size k have to be
found, in RideMatcher we have to eliminate this constraint, as vehicles can have different capacities. However, we still keep a parameter K that denotes the maximum
capacity for the vehicles in the system. While most consumer vehicles can carry at
most 4 or 5 passengers, we also consider in this work vehicles with smaller capacities, up to 2, and with higher capacities, up to 10. We choose this rather high range
being motivated by previous research [5] that showed that using high-capacity taxis
would greatly help in reducing the number of taxi cabs in New York.
When mobile nodes in RideMatcher advertise their rides, they also include the
passenger count in the advertisement. For example, a couple looking for a ride would
advertise 2 passengers, or a taxi carrying 3 passengers would advertise a count of 3.
Whenever a ridesharing group is formed, besides checking that the rides in the group
match, RideMatcher checks whether the total number of passengers is lower or equal
to a maximum capacity K. We show later that the value of K has a significant impact
on the efficiency of the system, with higher values leading to better results.

4.5

Matching Taxi Rides

As with PeerMatcher, we implemented RideMatcher in the PeerSim simulation environment [81]. We explained in Section 3.3.4 that every protocol implemented in
PeerSim has to define two threads, an active thread that is executed in every round
and a passive thread for processing received messages. Fig. 4.3 describes the steps
taken by the active thread of RideMatcher in each round, which correspond to the
actions we defined in Section 4.4.2:
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function ACTIVE T HREAD ()
loop
ref reshKnownN odes()
if node is not in ridesharing group then
group ← f indSuitableGroup()
if group is not null then
joinGroup(group)
else if node is in ridesharing group then
group ← f indBetterGroup()
if group is not null then
if group is not full then
joinGroup(group)
else
swapGroup(group)
Figure 4.3: The matching protocol

• If the node is not part of a ridesharing group, it calls findSuitableGroup(),
which returns either an available matching node, or a group of matching nodes
that accepts more members. If either of the two is found, the node will attempt
to form a group by calling joinGroup(), which implements the protocol described in Section 3.3.2.
• If the node is already part of a ridesharing group, it calls findBetterGroup(),
which searches for a better group. If a better group is found, then the node will
try to move to the new group if the group accepts more members, otherwise it
will try to swap places with one of the nodes from the new group by calling
swapGroup(), which implements the protocol described in Section 3.3.3.
The passive thread of RideMatcher is similar with the one from PeerMatcher (see
Section 3.3.4), therefore we can omit it.

4.5.1

Taxi Rides Dataset

We evaluate our RideMatcher system using an extensive dataset of taxi rides from
New York. The dataset contains 34,837 yellow taxi rides that took place on 10 June
2016 between 7 a.m. and 9 a.m., which is the typical rush hour in New York. We
also considered rides from other days randomly picked from March, April and May
2016. Since the results were similar, in this work we focus only on the dataset from
10 June. The following details are provided for each ride in the dataset: start time,
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• First, the node refreshes its knowledge about the other nodes in the system by
calling refreshKnownNodes(), which updates the list of known nodes based
on the information provided by the gossip protocol (see Section 4.4.1).
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end time, origin coordinates (latitude and longitude), destination coordinates, cost,
distance traveled and passenger count.
For this dataset, we focus on the typical carpooling scenario, where people share
rides to work in the morning. Therefore, we omit in our experiments those rides
that have an airport as origin or destination (these are excluded in the 34,837 rides).
Given that the dataset contains only rides by yellow cabs, most of the rides were done
in Manhattan. We also considered using data from green taxi cabs, which operate
mostly outside Manhattan, but the data was insufficient, as there are usually only
3,000-4,000 green cab rides during rush hours.
By running RideMatcher on this dataset, we aim to match as many taxi rides as
possible in order to reduce the traffic caused by taxi cabs and also to reduce the cost
of the rides. The matching is done using the weight function WR discussed in the
previous sections. We match cab rides based only on their actual routes, without
taking into account empty vehicle repositioning (when a cab is on the way to pick
up a passenger).
In our simulations, we also take into account the number of passengers carried
by each cab, as discussed in Section 4.4.3. For most of the simulations, we consider
that the maximum capacity of each cab is 5 passengers, as required by law in New
York.

4.5.2

Implementation

To be able to use the taxi rides dataset, we have to simulate the information exchange
between taxi cabs in traffic. This helps us test whether our peer-to-peer system would
be effective in real-world situations. This is not directly attainable using only the
rides dataset, as it only contains data about the origins and destinations of the rides,
without providing any information about their routes. Therefore, our approach is
to first generate routes for each ride, and then compute the intersections between
taxi cabs in traffic. With this information, we can build a graph where each node
represents a ride operated by a taxi cab and each edge represents an intersection
between two rides in traffic. RideMatcher uses this graph to initialize the gossiping
protocol, which uses the graph to further disseminate information about taxi rides in
the network. Finally, the nodes from the graph use the disseminated data about rides
to form ridesharing groups.
We use the GraphHopper library [57] to compute the routes for the rides. GraphHopper works by taking as input a map in OpenStreetMap format [44] and building
a graph of roads, in which each edge represents a road segment and each node represents an intersection. We use this graph to compute the routes for all the rides in
the dataset. Each route is represented as a list of road segments and a list of intersections. In RideMatcher we use this list of intersections to determine whether any two
rides intersect. Since the duration of each ride is available in the original dataset, we
divide this duration evenly among the segments of the ride’s route and compute the
timing for each intersection point of the route. Finally, we compare the intersection
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points and timings of every pair of routes and determine which rides intersect. We
consider that two rides intersect if they have at least one common intersection point
and the timings of that intersection point differ by less than a predefined threshold.
In our simulations we use a threshold smaller than 2 minutes, which is the duration
of a typical traffic light cycle [2].
Fig. 4.4 shows the components of our simulator. Initially, the taxi cab intersection graph is computed as described above. This graph is then used to initialize the
gossiping protocol on all nodes. During the execution, the gossiping protocol and the
matching protocol work in parallel, with the matching protocol periodically querying the gossiping protocol about new rides that were discovered. When new rides
are available, the matching protocol attempts to form ridesharing groups or to swap
groups using the rules described in the previous section. Whenever a ridesharing
group is formed or changed, this information is disseminated through the network
by the gossiping layer.

4.6

Evaluation

We evaluate our RideMatcher system using the simulator presented in the previous
section. The simulator is implemented as a standalone Java application. All the
evaluations are performed on the DAS5 computing cluster from the Netherlands
[10], which is composed of multiple computing nodes equipped with dual 8-core
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Figure 4.4: RideMatcher simulator architecture
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2.4 GHz CPUs and 64GB of memory. Having this amount of computation power
available was useful in our evaluations, as running simulations with large networks
of mobile nodes can take up significant resources.
In our evaluations, we focus on the effectiveness and performance of our system.
To study the effectiveness, we measure the taxi traffic before and after employing
ridesharing, the decrease in the cost of the rides and the reduction of the distance
covered by taxi cabs. These aspects are mostly dependent on the parameters used
for matching rides, therefore we analyze how the distance threshold DT and the
time threshold TT impact the results. We also show that having taxi cabs of higher
capacity makes ridesharing more efficient.
To evaluate the performance, we measure how fast our system converges to a
stable state. The system is considered to be in a stable state if there is no available
operation between nodes that would improve one or more ridesharing groups. The
convergence speed depends mostly on the distance and time thresholds used for
matching, therefore we vary these parameters and see how many rounds it takes for
the system to converge. We also assess the scalability of the system by measuring
how fast the gossiping protocol is able to disseminate data through the network.
In all experiments we use the taxi rides dataset presented in the previous section,
which has data from 34,837 yellow taxi rides taking place between 7 a.m. and 9 a.m.
For each experiment, we let the simulator run for a total of 24 hours. Unless otherwise stated, the distance threshold DT is set to 800 meters and the time threshold TT
is set to the whole duration of each experiment. This means that by default only the
similarity of the routes is taken into account when matching rides. Also, we set the
default maximum cab capacity to 5, excluding the driver. This is based on the fact
that yellow taxi cabs in New York can accommodate either 4 passengers (normal
cabs) or 5 passengers (minivans). In our experiments, we do not put any constraint
on the number of cabs with a certain capacity. As a result, we assume there are
enough cabs of maximum capacity to accommodate all the rides.
We choose the above default values based on a typical carpooling scenario, in
which participants are interested to find the best matching rides and are willing to
walk at most 10 minutes from their origin to the pickup location and from the dropoff location to their destination. As this is sometimes not the case, we also show that
our system performs reasonably well under more strict constrains. For example, we
show that our system is still able to reduce the traffic by 29.6% for a distance threshold of 200 meters or to reduce the cost of the rides by 24.3% for a time threshold of
27 seconds.

4.6.1

Effectiveness

We start by looking at the impact of ridesharing on taxi cab traffic. To analyze
this, we compare the number of taxi rides before and after combining them into
ridesharing groups. We are interested to see how the taxi cab traffic is influenced by
the parameters of our system, namely the distance threshold DT , the time threshold

83

80%

80%

70%

70%

60%

60%

traffic reduction

traffic reduction

4.6. EVALUATION

50%
40%
30%

50%
40%
30%
20%

20%
RideMatcher
theoretical maximum

10%

RideMatcher
theoretical maximum

10%
0%

0%
0

200

400
600
800
distance threshold (m)

1000

Figure 4.5: Traffic reduction for different
distance thresholds

1

3

9
27
81 243 729 2187 6561
time threshold (s) - log scale

Figure 4.6: Traffic reduction for different time
thresholds

Fig. 4.5 shows the traffic reduction as a function of the distance threshold DT
used for matching (see Section 4.3). Each point in this figure represents an individual
simulation. The dotted line corresponds to the maximum traffic reduction that is
achievable (68.8%), which corresponds to the case when all rides have the maximum
number of 5 passengers. We compute this by dividing the total number of rides by
the maximum cab capacity (which is 5). We can see that RideMatcher is able to
achieve a traffic reduction of 65.3%, only 3.5% less than the maximum. We also
observe that a distance threshold of only 400 meters leads to a traffic reduction of
more than 50%. For a better understanding, we can assume that the average person
has a walking distance of 80 meters/minute, therefore a distance of 400 meters can
be done in under 5 minutes. In the case of 800 meters, which is the typical walking
distance, the traffic reduction is 63.7%.
The other parameter that affects the effectiveness of RideMatcher is the time
threshold TT , which denotes the maximum time difference between the end times
of the rides of any two participants in a group. In the next experiment we vary
this parameter between one second and two hours and measure the traffic reduction
(Fig. 4.6). As can be seen, the traffic decreases rapidly with the increase of TT . For
a better understanding of the results, we use a logarithmic scale on the x axis. Even
for a time threshold of just 1 second, our system is able to reduce the traffic by 3.9%.
Increasing the threshold to 729 seconds (12 minutes) leads to cutting down the traffic
by more than a half.
The maximum number of passengers allowed in New York’s taxi cabs is 5. Nevertheless, we were curious to see whether the traffic could be reduced by increasing
this limit. To this end, in Fig. 4.7 we vary the maximum capacity between 2 and 10
and compare the traffic reduction with the maximum possible reduction. Not surprising, the traffic reduction increases when the cab capacity increases, reaching a
maximum of 76.9% for a maximum cab capacity of 10 passengers. More interesting
is the small difference between the results of RideMatcher and the maximum achiev-
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able traffic reduction. This difference varies between 1.9% for a capacity of 2 and
7.1% for 10 passengers. While it is not feasible in the near future to introduce larger
cabs in New York, in the long term authorities might consider introducing minibuses
in order to reduce traffic congestion.
The taxi dataset also provides the cost and mileage of the rides. Therefore, it is
interesting to see how these are affected by the distance threshold, time threshold
and maximum cab capacity. As shown in Figures 4.8, 4.9 and 4.10, the variance of
cost and mileage is similar to the variance of traffic. These results are obtained by
comparing the sums of distances and costs of the rides before and after matching.
While before matching we consider all rides, after matching we consider one ride
per group, which is the ride with the shortest distance / lowest cost in the group,
depending on the comparison criteria. The difference between cost and mileage
reduction can be explained by the dependence between the cost and the mileage of
taxi rides, which is not linear. Usually, taxis employ a starting fee that is independent
of the distance traveled.
If we look at the absolute values of cost and mileage before and after ridesharing,
we find out that the maximum cost reduction from Fig. 4.10 corresponds to savings
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amounting to $338,386, which is a significant value, given that the considered rides
span over only 2 hours. These savings not only translate into benefit for the participants, but they also indicate a lower carbon footprint. The maximum mileage
reduction from Fig. 4.10 corresponds to a decrease in the distance traveled by cabs
of 53,050 miles. The carbon footprint of a typical taxi cab traveling this distance
is 9.22 metric tons of CO2e [18]. It would take a year and 10.9 acres of forest to
neutralize this amount of greenhouse gas [41].
Another indicator of the effectiveness of RideMatcher is the cab occupancy levels before and after ridesharing. These levels are depicted in Fig. 4.11. For this
experiment we consider that a cab can carry at most 5 passengers. We can see from
the graph that our system is able to reduce the number of cabs with a single passenger by 95% and the number of cabs with two passengers by 76%. With ridesharing,
these passengers are re-allocated mostly to cabs with 4 and 5 passengers. The number of fully occupied cabs increases by 77% as a result of ridesharing. There is still
a small fraction of rides that are left with one passenger after matching. These are
most likely rides with uncommon routes, therefore matches could not be found for
them.
We are not only interested in the amount of traffic reduction, but also in the
quality of the ridesharing groups. Therefore, in Fig. 4.12 we study the distribution
of group weights at the end of the simulation. As mentioned in Section 4.3, the
weight of a ridesharing group indicates the similarity between its members and can
take values in the interval [0,1]. Consequently, in this experiment we divide this
interval in 10 subintervals and count the number of weights that fall into each. We
observe here that the weights are fairly balanced between 0.1 and 0.9, and drop
at 1. We notice that most of the weights have values between 0 and 0.2 (28.1%),
followed by 22.2% with values between 0.6 and 0.8. These “peak” intervals can be
explained by the fact that nodes in our system are selfish, meaning that they try to
find better ridesharing groups for themselves, while disregarding others. Because of
this strategy, the weights of the groups tend to shift towards the extremes, which is
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visible in the results. Only 8.6% of the weights have a median value between 0.4
and 0.5.

4.6.2

Performance

Since our system is decentralized, its performance is closely related to the speed at
which information is disseminated through the peer-to-peer network. We examine
this speed by measuring how many rounds a node needs to discover rides in the
network. As referred in Section 4.5, RideMatcher works in rounds that execute at a
certain frequency in real-world scenarios. In the case of RideMatcher, this frequency
is largely dependent on the communication latency of the infrastructure. Since our
system is designed to use the fog as communication medium, we can assume that the
network latency is on the order of tens of milliseconds, as fog resources are placed
closer to the mobile network. Therefore, in the remaining paragraphs we estimate
pessimistically that each round takes around 100 ms.
Fig. 4.13 displays the average number of rides discovered by a node over the
course of a simulation. The number of discovered rides is represented here as a
fraction of the total number of rides (34,837). From the graph we can tell that it
takes about 2000 rounds for a node to discover 20% of the rides in the network,
6300 rounds to discover half of the network and 19,000 rounds to discover 86% of
the network. If we assume that a round lasts 100 ms, then each 1000 rounds would
add 1.6 minutes to the discovery time.
Next, we investigate how long it takes for participants in our system to find
matching rides. We do this by looking at the rate at which rides get matched with
each other through the simulation. As the probability of finding a match depends
largely on the matching parameters, we study the dependency between the matching
rate and the two parameters used: distance threshold DT and time threshold TT .
In Fig. 4.15, the variance of the matching rate is shown for different values of DT .
Here, the vertical axis represents the percentage of nodes that are part of a ridesharing group. We can see that this percentage grows rapidly for higher values of DT
and converges to a value slight above 80%. If we consider a distance threshold of
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800 m, then 862 rounds would be enough to find matches for 80% of the nodes.
The same pattern can be noticed if we look at Fig. 4.16, which depicts the variance
of the matching rate for different values of TT . To better represent the results, the
values we pick for TT are on a logarithmic scale. Like in the previous experiment,
the matching rate grows fast with the increase of TT . If we consider a real-time
scenario in which someone looks for a ride that differs by at most 2 minutes from
its own (TT = 120s), the chances to find a ride are 52.2% after 5 minutes of waiting. If we increase the time threshold to 5 minutes, then the chances raise to 66.8%.
These numbers are based on the assumption that a round lasts 100 ms. If real-time
matching is not required, the matching rate grows up to 87.2%.
Finally, we measure the network traffic generated by RideMatcher. Fig. 4.14
shows the average network traffic for a single node during a simulation. Each point
in the graph represents the total network traffic generated by a node up to that moment in time. We observe that the traffic increases linearly throughout the simulation, indicating that each node generates a fixed amount of traffic each round, which
is around 9 kB. This is due to the fact that most of the traffic in RideMatcher is
generated by the gossiping protocol, which transfers a fixed amount of data in each
round.

4.7

Related Work

In this section we review the contributions in the field of ridesharing, with a focus
on large-scale dynamic ridesharing systems and goal-oriented systems.

4.7.1

Large-scale Dynamic Ridesharing Systems

Like RideMatcher, these systems address the ridesharing problem at city-scale. TShare [69] proposes a taxi searching and scheduling algorithm that uses a spatiotemporal index to serve dynamic taxi cab queries in real-time. The focus of the
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system is to reduce the total distance traveled by cabs and also to increase the query
processing throughput. The system is later extended to take into account the monetary implications of ridesharing [70]. The problem of reducing the cost of sharing
rides is further elaborated in [94], which proposes a greedy randomized adaptive
search procedure (GRAPS) to reduce the cost of the trips. Huang et. al. [47] focus
on the user’s benefit, by proposing a system that lets the user define waiting time and
service time constraints.
Like the systems above, RideMatcher is able to operate on a large scale while
taking into account metrics like cost and traveled distance. Additionally, our system has the advantage of operating in a decentralized way, which further increases
scalability and response time.

4.7.2

Goal-oriented Ridesharing Systems

The complexity of the ridesharing problem makes it difficult to design a system
that has all the benefits. Therefore, systems usually focus on optimizing just a few
ridesharing metrics. For example, CallCab [115] aims at increasing the availability
and affordability of taxicab services by using historical data to learn the usual routes
that cabs take and using this data to increase the opportunities for ridesharing. Other
systems focus on using bigger cabs to reduce taxi traffic [5], increasing matching
stability at the expense of matching optimality [110], or preserving the user’s privacy by taking an infrastructure-less approach [20]. A general method for assessing
the benefits of vehicle pooling is presented in [93]. This method uses shareability
networks to model the collective benefits of ridesharing, with a focus on reducing
the travel time of the shared rides.
While we designed RideMatcher as a general ridesharing system, it can be easily
customized to serve specific goals, like the above systems. This can be done by
adapting the function used for matching rides to the desired goal.

4.7.3

Matching Techniques in Ridesharing

The problem of matching rides is an NP-hard problem. Therefore, several heuristics
have been proposed. Xia et. al. [113] study three algorithms for matching rides
(brute-force, tabu-search and simulated annealing) and compare their results with
the optimal. Other approaches include using the bee colony metaheuristic [104]
or genetic algorithms [46]. Finally, CLACSOON [73] employs a multi-objective
matching algorithm that allows partial ride matching.
RideMatcher could benefit from some of the matching techniques from above.
For example, simulated annealing can be used to prevent our system getting stuck in
a local optimum. Therefore, we consider that this body of research is complementary
to ours.
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Sharing vehicles for daily commutes results in less traffic. If ridesharing is applied
in dense populated areas, a direct noticeable impact on travel time, noise pollution
and air quality can be noticed. This chapter introduces RideMatcher, a distributed
ridesharing system designed to exploit fog computing. Using a dataset comprising
34,837 taxi rides from New York, we show that we can reduce the number of taxi
rides by up to 65%, freeing up roads from congestions. In addition, we show that
RideMatcher reduces the distance traveled by cabs by 64% and the cost of the rides
by 66%. This makes the system directly applicable on large scale for commuters
around the world while saving trip costs.
Our experiments with RideMatcher not only demonstrate that it is possible to
build a decentralized ridesharing system that can be deployed on fog infrastructures,
which answers our third research question, but they also prove that our system is
highly effective.
While the promising results presented here are limited to simulations, we plan to
implement RideMatcher as a complete solution for mobile devices assisted by fog.

5
General Conclusions

There are many applications that can benefit from the above, like social ad-hoc
networks [95], mobile multiplayer games or activity sensing [24]. Traditionally,
applications like these depend upon a cloud infrastructure, which takes part of the
communication and computational burden. However, this comes at the expense of
increased latency and cost. With smartphones becoming more and more powerful,
computation and communication can be done locally with only a small energy overhead.
In this thesis we analyze the barriers and enablers of developing decentralized
smartphone applications. First, we focus on the advantages brought by the recent
developments in the Bluetooth technology. Second, we study the possibility of finding similarity-based partnerships between mobile nodes in a decentralized manner.
Finally, we pick ridesharing as a use-case for distributed partnership formation and
investigate the utility of matching car rides in a decentralized way by prototyping a
distributed ridesharing system.
The main motivation of our research is to explore some of the applications enabled by the recent developments of smartphone technologies. With many-core
CPUs running at frequencies close to those of desktop PCs and transfer speeds of
tens of Mbps [45], smartphones become more and more capable of running complex
tasks with minimal dependency on cloud computing. Upcoming advancements, such
as 5G [7] and machine learning capabilities embedded in smartphone chips [112]
further strengthen the position of the smartphone in the computing world. While the
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The rapid development of smartphone technologies from the past decade has enabled
the emergence of new decentralized applications. It is now possible to run computational tasks of moderate intensity solely on the smartphone, thanks to the emergence
of mobile CPUs that combine high processing power with low energy consumption.
Also, communication technologies such as Bluetooth Classic or Bluetooth Low Energy make it possible for smartphones to collaborate on solving tasks.
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research presented here addresses only a small fraction of the possibilities opened
by these developments, it provides a better understanding of the trade-offs between
centralized and decentralized computing infrastructures.

5.1

Thesis Contributions

The contributions of this thesis can be divided in three main categories, corresponding to the three research questions stated in the beginning. In the first part of the
thesis, we show that it is possible to enable fast and energy efficient ad-hoc sensing
between smartphones by designing two mobile frameworks for performing remote
sensing over short distances. In the second part of our work we present a solution
for designing an efficient partnership-formation system that utilizes peer-to-peer networks. Our solution consists of a partnership formation protocol that is able to efficiently cluster nodes in peer-to-peer networks. In the third part of the thesis we
demonstrate that our protocol can be used in a real-life scenario, by prototyping a
decentralized ridesharing system suitable for a fog-based computing environment.
In Chapter 2 we introduce SWAN-Lake and SenseLE, two decentralized sensing frameworks that leverage the spatial proximity of sensing devices for increased
sensing performance and energy efficiency. In SWAN-Lake we successfully use
Bluetooth Classic for distributed sensing in various scenarios. We show that the performance is comparable to the case when devices are connected over WiFi. We also
propose a mechanism for caching connections that can be tuned according to the mobility of the devices. Finally, we show that sending sensor readings over Bluetooth
is more energy efficient than doing the same over WiFi.
In the second part of Chapter 2 we shift our focus more towards energy efficiency and introduce SenseLE, a distributed sensing framework based on Bluetooth
Low Energy. While the functionality of SenseLE is similar to SWAN-Lake, the underlying architecture required a complete redesign in order to be compatible with
BLE’s API. SenseLE clearly outperforms a cloud-based solution in terms of both
latency and power usage. When compared with SWAN-Lake, SenseLE performs
significantly better in terms of power consumption. However, this comes at the cost
of lower bandwidth, which is an inherent property of BLE. Finally, we show that
SenseLE is preferred when sharing sensor data in a group of co-located devices,
compared to the case when each device makes use of its onboard sensors.
In Chapter 3 we analyze whether short range connections between mobile devices can be used to run distributed computations in mesh networks of mobile nodes.
More specifically, we focus on the problem of decentralized partnership formation
based on similarity, also known as k-clique matching. We present a new protocol,
called PeerMatcher, that converges to the solution ten times faster compared to existing approaches. Our protocol is able to find near optimal groups of similar nodes
without breaking the consistency of the system during the execution (each node belongs to a single group). To achieve this we develop a lightweight and fault-tolerant
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membership protocol that guarantees the atomicity of operations that can change the
structure of a group. Finally, we show that PeerMatcher scales well with the group
size and the total number of nodes.
Chapter 4 describes a practical use case for our PeerMatcher protocol, in the
form of a ridesharing system, called RideMatcher. In RideMatcher, rides with similar routes and timings are merged in near real-time in order to reduce the traffic and
decrease the cost of the rides. The system can be tuned to match rides with various
numbers of passengers, depending on the type and availability of cars. Also, RideMatcher can be adapted for ridesharing scenarios that require high quality matches
between rides, high traffic reduction or a combination of the two. Our extensive simulations of our system on a real-life dataset with 34,837 taxi rides from New York
show that it can reduce by roughly 65% the traffic generated by cabs, the distance
covered by cabs and the cost of the rides. Finally, RideMatcher is able to reduce the
number of cabs serving a single customer by 95%.

Discussion

In this work we take the first step towards designing, implementing and evaluating
an infrastructure that enables smartphones to efficiently participate in distributed
computing environments, which is the main goal of this thesis. We achieve this by
addressing the main components of such a structure, from low-level communication
between smartphones to high-level distributed computation at the application level.
Still, integrating all these components into an end-to-end solution is not fully addressed in this work. We identify three main topics that we plan to focus on in the
future in order to turn our research into an actual ridesharing platform: security and
privacy, reliable device-to-device communication and large-scale operation.

5.2.1

Security and Privacy

Our proposed ridesharing system makes use of privacy sensitive data, such as routes
from home to work, that is shared among the users of the system to find ridesharing
opportunities. Therefore, security and privacy are of topmost priority.
Since our system is fully decentralized, the first step towards securing it is to
encrypt the connections between peers. These connections can be made directly,
through device-to-device techniques, or over a fog infrastructure. For D2D connections, there are security protocols in place for encrypting the data that is transferred.
In the case of Classic Bluetooth 2.1 and higher and Bluetooth Low Energy, connections are encrypted by default. However, authentication can only be done if the
connecting devices are paired beforehand. Since our system requires devices to connect to each other in ad-hoc fashion, pairing cannot be used, which makes our system
prone to man-in-the-middle attacks. This problem can be solved to some extent by
using a mechanism for establishing trust between peers. In RideMatcher, we could
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use the frequency of interactions between participants as an indicator for trust. If two
or more commuters interact often during rush hours, it is likely that they are regular
commuters and that none of them has the intention to “spy” on other’s commuting
patterns. Also, groups of co-workers can be considered trustworthy by the system
based on their affiliation. This can be determined by checking their social network
profiles. In CoTrust [4], social network interactions are analyzed in order to enable
trusted peer-to-peer connections between mobile devices.
In our system, the mobile nodes use the fog to discover other peers and form
together groups based on their ridesharing patterns. While communication through
the fog can be encrypted using end-to-end encryption, ensuring privacy is not trivial.
This is because the distributed clustering algorithm that runs on the mobile nodes
requires access to the ridesharing routes and timings of the peers. With the current
implementation of our system, any peer can access any other peer’s ridesharing data.
Since this data is very sensitive, it should only be available to the user who produces
it. Therefore, any computation should be done without decrypting it. This is possible by using homomorphic encryption, which is a form of encryption that allows
computation on encrypted data. The result of this computation, when decrypted,
matches the result of the same computation performed on unencrypted data. With
such mechanism in place, our system should be able to compute ridesharing groups
in the fog without having to decrypt the ridesharing data of the users. Therefore, no
third party can have access to this data. The main shortcoming of homomorphic encryption is that it is computationally intensive. Previously, we were able to optimize
homomorphic encryption for running on mobile devices [72]. Still, our approach
works only for simple arithmetic operations between integers (addition, multiplication, exponentiation), which is not directly applicable to our problem. Therefore,
more research is needed to be able to use this technique in our ridesharing system.

5.2.2

Reliable Device-to-device Communication

While in theory wireless protocols such as Bluetooth or WiFi Direct seem ideal for
developing ad-hoc peer-to-peer applications, using them in practice presents several
challenges. Connectivity issues, long discovery times and pairing issues are among
the issues we encountered in our experiments.
In the case of Classic Bluetooth, connecting devices may fail depending on the
number of devices in the group and the connection pattern. Our experiments from
Chapter 2 with SWAN-Lake, which uses Classic Bluetooth, show that having a high
rate of connections / disconnections within a group of devices leads to significant
rates of failed connections. In the experiment from Fig. 2.4 a group of 3 phones
exchange sensor data by opening a new connection for each piece of data that is
transferred. We can see that, when connections are not synchronized, the rate of
successful connections is below 20%. Synchronizing connections helps to increase
that rate, but only up to 80%. For larger groups of phones, we estimate that the
success rate will be significantly lower. Since this issue strongly depends on the
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Bluetooth Classic protocol implementation, we expect that it will be addressed in
future versions of the protocol. For the experiments presented here we used Bluetooth Classic 4, which was the latest version available at the time of writing this
thesis.
We have not faced similar connectivity issues with Bluetooth Low Energy, which
we used for developing SenseLE. In our experiments with SenseLE from Chapter 2
we successfully connect six phones in various remote sensing scenarios. The better
connectivity of BLE can be explained by the fact that BLE is intended to be used
in mesh networks of IoT devices, thus being more suitable for mobile peer-to-peer
applications. This comes at the cost of bandwidth, which is around 10 times lower
compared to that of Bluetooth Classic. Still, this is not a problem for our ridesharing
system, as it only transfers small sets of geographical coordinates and timestamps.
More problematic in the case of BLE is the long service discovery time, that we
analyze in Fig. 2.23. There, we can notice that the discovery time of just one sensor
(or one data point) is more than 2 seconds, which grows linearly to 5 seconds for 8
sensors. This can be problematic for peer-to-peer applications that need to transfer
complex data types in dense networks. In SenseLE we overcome this by selectively
enabling/disabling sensors on demand. Still, we expect that in the long term BLE
chips will be able to perform discovery in a more timely manner.
Pairing is yet another obstacle to developing opportunistic peer-to-peer mobile
applications. In Bluetooth, WiFi Direct and other wireless technologies pairing is
used to connect any two devices and it usually requires the user to approve the connection. The main advantage of pairing is that it provides enhanced security, by
requiring the user to enter a PIN code to establish the connection. However, since
this is a manual process, it prevents devices to engage in opportunistic exchanges of
data. In Bluetooth this can be circumvented by using less secure mechanisms, while
in WiFi Direct pairing is strictly enforced. Other technologies like Zigbee or Z-Wave
are aimed at being used in personal area networks, like smart homes, therefore they
cannot be used in general-purpose mobile networks with nodes having high mobility.
Since IoT is still in its early stages, we expect that techniques for opportunistically
connecting mobile devices in a secure manner will soon be available.

5.2.3

Large-scale Operation

Implementing a large scale decentralized ridesharing system involves numerous networking challenges, due to the distributed nature of the system. Besides the connection issues between devices that we discussed in the previous section, there are
synchronization and reliability issues that one has to take into account when building
such a system. Groups of mobile nodes can get isolated from the rest of the network,
communication deadlocks can occur or failures of the fog infrastructure can cause
outages. In this section we briefly discuss how to overcome these types of issues for
our ridesharing system.
In Chapter 3 we present the PeerMatcher protocol, which we use for clustering
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mobile nodes in decentralized environments. While we extensively test our protocol
by simulating various scenarios, using it in a real-life setting might still be vulnerable to communication failures or synchronization deadlocks due to unexpected
connection patterns. The fact that our system is decentralized makes it easier to deal
with communication failures. In case of such events, the mobile nodes can simply
reorganize using the unaffected communication links. However, overcoming synchronization deadlocks is not trivial in distributed settings. In our experiments with
PeerMatcher, we identified several cases where the order of sending/receiving messages leads to nodes waiting indefinitely. We adjusted our protocol for these cases;
still, it is difficult to prove that our protocol can handle deadlocks in any circumstances. Unusual network topologies might cause deadlock patterns that we did not
think of. To address this, a distributed version of our system needs to be built, in
which all the nodes of the system run independently from each other. This would
allow us to test our system in more realistic conditions that are difficult to reproduce
in simulations.
As future research, it would also be interesting to study the usability of fog computing for mobile distributed applications. In this work, we see the fog as a largely
available network that can suffer only transient failures. This is fairly optimistic,
given that fog is yet in its early stages, therefore it may suffer from reliability issues.
Compared to the cloud, fog architecture is decentralized, which makes it vulnerable
to issues such as network partitioning or lack of interoperability between its components. In the future, we plan to investigate these issues along with the possibility of
implementing RideMatcher as a complete mobile ridesharing system based on the
fog.

References

[1] Trepn power profiler. https://developer.qualcomm.com/software/
trepn-power-profiler. Accessed: 2017-07-10.
[2] A Beginner’s Guide to Traffic Signal Timing. http://www.fg-inc.net/abeginners-guide-to-signal-timing. Accessed: 2019-03-04.
[3] Khaled Alanezi, Xinyang Zhou, Lijun Chen, and Shivakant Mishra.
Panorama: A framework to support collaborative context monitoring on colocated mobile devices. In International Conference on Mobile Computing,
Applications, and Services, pages 143–160. Springer, 2015.
[4] Khaled Alanezi, Rahat Ibn Rafiq, Lijun Chen, and Shivakant Mishra. Leveraging BLE and social trust to enable mobile in situ collaborations. In Proceedings of the 11th International Conference on Ubiquitous Information Management and Communication, page 98. ACM, 2017.
[5] Javier Alonso-Mora, Samitha Samaranayake, Alex Wallar, Emilio Frazzoli,
and Daniela Rus. On-demand high-capacity ride-sharing via dynamic tripvehicle assignment. Proceedings of the National Academy of Sciences, page
201611675, 2017.
[6] Sergey Andreev, Alexander Pyattaev, Kerstin Johnsson, Olga Galinina, and
Yevgeni Koucheryavy. Cellular traffic offloading onto network-assisted
device-to-device connections. IEEE Communications Magazine, 52(4):20–
31, 2014.
[7] Jeffrey G Andrews, Stefano Buzzi, Wan Choi, Stephen V Hanly, Angel
Lozano, Anthony CK Soong, and Jianzhong Charlie Zhang. What will 5g
be? IEEE Journal on selected areas in communications, 32(6):1065–1082,
2014.
97

98

REFERENCES

[8] Kevin Ashton. That ‘Internet of Things’ thing. RFiD Journal, 22:97–114,
2009.
[9] Luigi Atzori, Antonio Iera, and Giacomo Morabito. The internet of things: A
survey. Computer networks, 54(15):2787–2805, 2010.
[10] Henri Bal, Dick Epema, Cees de Laat, Rob van Nieuwpoort, John Romein,
Frank Seinstra, Cees Snoek, and Harry Wijshoff. A medium-scale distributed
system for computer science research: Infrastructure for the long term. Computer, 49(5):54–63, 2016.
[11] Henri E. Bal, M. Frans Kaashoek, and Andrew S. Tanenbaum. Orca: A language for parallel programming of distributed systems. IEEE transactions on
software engineering, 18(3):190–205, 1992.
[12] Roshan Bharath Das, Nicolae Vladimir Bozdog, and Henri Bal. Cowbird: A
flexible cloud-based framework for combining smartphone sensors and IoT.
In Proceedings of the 5th IEEE International Conference on Mobile Cloud
Computing, Services, and Engineering. IEEE, 2017.
[13] BlaBlaCar. https://www.blablacar.com. Accessed: 2017-10-20.
[14] Bluetooth. https://en.wikipedia.org/wiki/Bluetooth. Accessed:
2017-10-20.
[15] Flavio Bonomi, Rodolfo Milito, Jiang Zhu, and Sateesh Addepalli. Fog computing and its role in the internet of things. In Proceedings of the first edition
of the MCC workshop on Mobile cloud computing, pages 13–16. ACM, 2012.
[16] Walter Bronzi, Raphael Frank, German Castignani, and Thomas Engel. Bluetooth low energy performance and robustness analysis for inter-vehicular
communications. Ad Hoc Networks, 37:76–86, 2016.
[17] Daniel Camps-Mur, Andres Garcia-Saavedra, and Pablo Serrano. Deviceto-device communications with wi-fi direct: overview and experimentation.
IEEE wireless communications, 20(3):96–104, 2013.
[18] Carbon Calculator. https://www.carbonfootprint.com/calculator.
aspx. Accessed: 2017-10-20.
[19] Waze Carpool. https://www.waze.com/carpool. Accessed: 2019-02-21.
[20] Shin-Yan Chiou and Yi-Cheng Chen. A mobile, dynamic, and privacypreserving matching system for car and taxi pools. Mathematical Problems
in Engineering, 2014, 2014.
[21] Anna Chmielowiec and Maarten van Steen. Optimal decentralized formation of k-member partnerships. In Self-Adaptive and Self-Organizing Systems
(SASO), 2010 4th IEEE International Conference on, pages 154–163. IEEE,
2010.

99

[22] Anna Chmielowiec, Spyros Voulgaris, and Maarten van Steen. Decentralized
group formation. Journal of Internet Services and Applications, 5(1):1–18,
2014.
[23] Sungmin Cho and Christine Julien. Chitchat: Navigating tradeoffs in deviceto-device context sharing. In 2016 IEEE International Conference on Pervasive Computing and Communications (PerCom), pages 1–10. IEEE, 2016.
[24] Sunny Consolvo, David W McDonald, Tammy Toscos, Mike Y Chen, Jon
Froehlich, Beverly Harrison, Predrag Klasnja, Anthony LaMarca, Louis
LeGrand, Ryan Libby, et al. Activity sensing in the wild: a field trial of
ubifit garden. In Proceedings of the SIGCHI conference on human factors in
computing systems, pages 1797–1806. ACM, 2008.
[25] David Contreras, Mario Castro, and David Sánchez Torre. Performance evaluation of bluetooth low energy in indoor positioning systems. Transactions
on Emerging Telecommunications Technologies, 28(1), 2017.
[26] Roshan Bharath Das, Aart van Halteren, and Henri Bal. Swan-fly: A flexible
cloud-enabled framework for context-aware applications in smartphones. In
Sensors to Cloud Architectures Workshop (SCAW-2016), held in conjunction
with HPCA-22, 2016.
[27] Amir Vahid Dastjerdi and Rajkumar Buyya. Fog computing: Helping the
internet of things realize its potential. Computer, 49(8):112–116, 2016.
[28] Distributed
computing.
https://en.wikipedia.org/wiki/
Distributed_computing. Accessed: 2019-02-18.
[29] Prabal Dutta, Paul M Aoki, Neil Kumar, Alan Mainwaring, Chris Myers,
Wesley Willett, and Allison Woodruff. Common sense: participatory urban
sensing using a network of handheld air quality monitors. In Proceedings
of the 7th ACM conference on embedded networked sensor systems, pages
349–350. ACM, 2009.
[30] Shane B Eisenman, Emiliano Miluzzo, Nicholas D Lane, Ronald A Peterson,
Gahng-Seop Ahn, and Andrew T Campbell. Bikenet: A mobile sensing system for cyclist experience mapping. ACM Transactions on Sensor Networks
(TOSN), 6(1):6, 2009.
[31] Muhammad Fahim, Iram Fatima, Sungyoung Lee, and Young-Koo Lee. Daily
life activity tracking application for smart homes using android smartphone.
In Advanced Communication Technology (ICACT), 2012 14th International
Conference on, pages 241–245. IEEE, 2012.
[32] Ian Foster and Carl Kesselman. The Grid 2: Blueprint for a new computing
infrastructure. Elsevier, 2003.

100

REFERENCES

[33] Masabumi Furuhata, Maged Dessouky, Fernando Ordóñez, Marc-Etienne
Brunet, Xiaoqing Wang, and Sven Koenig. Ridesharing: The state-of-theart and future directions. Transportation Research Part B: Methodological,
57:28–46, 2013.
[34] Harold N Gabow. Data structures for weighted matching and nearest common ancestors with linking. In Proceedings of the first annual ACM-SIAM
symposium on Discrete algorithms, pages 434–443. Society for Industrial and
Applied Mathematics, 1990.
[35] Harold N Gabow and Robert E Tarjan. Faster scaling algorithms for general
graph matching problems. Journal of the ACM (JACM), 38(4):815–853, 1991.
[36] Robert G Gallager, Pierre A Humblet, and Philip M Spira. A distributed
algorithm for minimum-weight spanning trees. ACM Transactions on Programming Languages and systems (TOPLAS), 5(1):66–77, 1983.
[37] Raghu K Ganti, Fan Ye, and Hui Lei. Mobile crowdsensing: current state and
future challenges. IEEE Communications Magazine, 49(11):32–39, 2011.
[38] Carles Gomez and Josep Paradells. Wireless home automation networks: A
survey of architectures and technologies. IEEE Communications Magazine,
48(6):92–101, 2010.
[39] Carles Gomez, Joaquim Oller, and Josep Paradells. Overview and evaluation of bluetooth low energy: An emerging low-power wireless technology.
Sensors, 12(9):11734–11753, 2012.
[40] Google Nearby. https://developers.google.com/nearby. Accessed:
2019-03-04.
[41] Greenhouse Gas Equivalencies Calculator.
https://www.epa.gov/
energy/greenhouse-gas-equivalencies-calculator.
Accessed:
2017-10-20.
[42] Jayavardhana Gubbi, Rajkumar Buyya, Slaven Marusic, and Marimuthu
Palaniswami. Internet of things (iot): A vision, architectural elements, and
future directions. Future Generation Computer Systems, 29(7):1645–1660,
2013.
[43] Bin Guo, Zhiwen Yu, Xingshe Zhou, and Daqing Zhang. From participatory
sensing to mobile crowd sensing. In Pervasive Computing and Communications Workshops (PERCOM Workshops), 2014 IEEE International Conference on, pages 593–598. IEEE, 2014.
[44] Mordechai Haklay and Patrick Weber. Openstreetmap: User-generated street
maps. IEEE Pervasive Computing, 7(4):12–18, 2008.
[45] Junxian Huang, Feng Qian, Alexandre Gerber, Z Morley Mao, Subhabrata

101

Sen, and Oliver Spatscheck. A close examination of performance and power
characteristics of 4g lte networks. In Proceedings of the 10th international
conference on Mobile systems, applications, and services, pages 225–238.
ACM, 2012.
[46] Shih-Chia Huang, Ming-Kai Jiau, and Chih-Hsiang Lin. A genetic-algorithmbased approach to solve carpool service problems in cloud computing. IEEE
Transactions on Intelligent Transportation Systems, 16(1):352–364, 2015.
[47] Yan Huang, Favyen Bastani, Ruoming Jin, and Xiaoyang Sean Wang. Large
scale real-time ridesharing with service guarantee on road networks. Proceedings of the VLDB Endowment, 7(14):2017–2028, 2014.
[48] Bret Hull, Vladimir Bychkovsky, Yang Zhang, Kevin Chen, Michel
Goraczko, Allen Miu, Eugene Shih, Hari Balakrishnan, and Samuel Madden. Cartel: a distributed mobile sensor computing system. In Proceedings
of the 4th international conference on Embedded networked sensor systems,
pages 125–138. ACM, 2006.
[49] Internet of things. https://en.wikipedia.org/wiki/Internet_of_
things. Accessed: 2019-02-18.
[50] Joy James et al. A failure of initiative: Final report of select bipartisan committee to investigate the preparation for and response to hurricane katrina;
supplementary report by cynthia mckinney. 2006.
[51] Prem Prakash Jayaraman, Charith Perera, Dimitrios Georgakopoulos, and
Arkady Zaslavsky. Efficient opportunistic sensing using mobile collaborative platform mosden. In Collaborative Computing: Networking, Applications and Worksharing (Collaboratecom), 2013 9th International Conference
Conference on, pages 77–86. IEEE, 2013.
[52] Prem Prakash Jayaraman, Joao Bártolo Gomes, Hai Long Nguyen,
Zahraa Said Abdallah, Shonali Krishnaswamy, and Arkady Zaslavsky. Cardap: A scalable energy-efficient context aware distributed mobile data analytics platform for the fog. In East European Conference on Advances in
Databases and Information Systems, pages 192–206. Springer, 2014.
[53] Márk Jelasity, Wojtek Kowalczyk, and Maarten Van Steen. Newscast computing. Technical report, Technical Report IR-CS-006, Vrije Universiteit Amsterdam, Department of Computer Science, Amsterdam, The Netherlands,
2003.
[54] Márk Jelasity, Spyros Voulgaris, Rachid Guerraoui, Anne-Marie Kermarrec,
and Maarten van Steen. Gossip-based Peer Sampling. ACM Transactions on
Computer Systems, 25(3):8, Aug 2007.
[55] Seungwoo Kang, Jinwon Lee, Hyukjae Jang, Hyonik Lee, Youngki Lee,

102

REFERENCES

Souneil Park, Taiwoo Park, and Junehwa Song. Seemon: scalable and energyefficient context monitoring framework for sensor-rich mobile environments.
In Proceedings of the 6th international conference on Mobile systems, applications, and services, pages 267–280. ACM, 2008.
[56] Viggo Kann. Maximum bounded h-matching is max snp-complete. Information Processing Letters, 49(6):309–318, 1994.
[57] P Karich and S Schroder. GraphHopper Directions API with Route Optimization (2017).
[58] Yoshiyuki Kawano and Keiji Yanai. Foodcam: A real-time food recognition
system on a smartphone. Multimedia Tools and Applications, 74(14):5263–
5287, 2015.
[59] Roelof Kemp. Programming Frameworks for Distributed Smartphone Computing. PhD thesis, Vrije Universiteit, Amsterdam, 2014.
[60] Patrick Kinney et al. Zigbee technology: Wireless control that simply works.
In Communications design conference, volume 2, pages 1–7, 2003.
[61] David G Kirkpatrick and Pavol Hell. On the completeness of a generalized
matching problem. In Proceedings of the tenth annual ACM symposium on
Theory of computing, pages 240–245. ACM, 1978.
[62] Jennifer R Kwapisz, Gary M Weiss, and Samuel A Moore. Activity recognition using cell phone accelerometers. ACM SigKDD Explorations Newsletter,
12(2):74–82, 2011.
[63] Nicholas D Lane, Emiliano Miluzzo, Hong Lu, Daniel Peebles, Tanzeem
Choudhury, and Andrew T Campbell. A survey of mobile phone sensing.
IEEE Communications magazine, 48(9), 2010.
[64] Youngki Lee, SS Iyengar, Chulhong Min, Younghyun Ju, Seungwoo Kang,
Taiwoo Park, Jinwon Lee, Yunseok Rhee, and Junehwa Song. Mobicon: a
mobile context-monitoring platform. Communications of the ACM, 55(3):
54–65, 2012.
[65] Youngki Lee, Younghyun Ju, Chulhong Min, Seungwoo Kang, Inseok
Hwang, and Junehwa Song. Comon: Cooperative ambience monitoring platform with continuity and benefit awareness. In Proceedings of the 10th international conference on Mobile systems, applications, and services, pages
43–56. ACM, 2012.
[66] Amit A Levy, James Hong, Laurynas Riliskis, Philip Levis, and Keith Winstein. Beetle: Flexible communication for Bluetooth low energy. In Proceedings of the 14th Annual International Conference on Mobile Systems,
Applications, and Services, pages 111–122. ACM, 2016.

103

[67] Lin Liao, Dieter Fox, and Henry Kautz. Extracting places and activities from
gps traces using hierarchical conditional random fields. The International
Journal of Robotics Research, 26(1):119–134, 2007.
[68] Lyft. https://www.lyft.com/. Accessed: 2017-10-20.
[69] Shuo Ma, Yu Zheng, and Ouri Wolfson. T-share: A large-scale dynamic taxi
ridesharing service. In Data Engineering (ICDE), 2013 IEEE 29th International Conference on, pages 410–421. IEEE, 2013.
[70] Shuo Ma, Yu Zheng, and Ouri Wolfson. Real-time city-scale taxi ridesharing.
IEEE Transactions on Knowledge and Data Engineering, 27(7):1782–1795,
2015.
[71] Mainframe computer. https://en.wikipedia.org/wiki/Mainframe_
computer. Accessed: 2019-02-18.
[72] Marc X Makkes, Alexandru Uta, Roshan Bharath Das, Nicolae Vladimir Bozdog, and Henri Bal. P2-swan: Real-time privacy preserving computation for
iot ecosystems. In International Conference on Fog and Edge Computing.
IEEE, 2017.
[73] Matteo Mallus, Giuseppe Colistra, Luigi Atzori, Maurizio Murroni, and Virginia Pilloni. Dynamic carpooling in urban areas: Design and experimentation with a multi-objective route matching algorith. Sustainability, 9(2):254,
2017.
[74] Fredrik Manne and Morten Mjelde. A self-stabilizing weighted matching
algorithm. In Stabilization, Safety, and Security of Distributed Systems, pages
383–393. Springer, 2007.
[75] Brian McKenzie. Who Drives to Work?: Commuting by Automobile in the
United States: 2013. US Department of Commerce, Economics and Statistics
Administration, US , 2015.
[76] Thomas Meester. JobMatcher: Decentralised Matching of Job Openings with
Candidate Profiles. Master’s thesis, Vrije Universiteit, Amsterdam, 2017.
[77] Silvio Micali and Vijay V Vazirani. An o(v|v|c|e|) algoithm for finding maximum matching in general graphs. In Foundations of Computer Science, 1980.,
21st Annual Symposium on, pages 17–27. IEEE, 1980.
[78] Emiliano Miluzzo, Nicholas D Lane, Kristóf Fodor, Ronald Peterson, Hong
Lu, Mirco Musolesi, Shane B Eisenman, Xiao Zheng, and Andrew T Campbell. Sensing meets mobile social networks: the design, implementation and
evaluation of the cenceme application. In Proceedings of the 6th ACM conference on Embedded network sensor systems, pages 337–350. ACM, 2008.
[79] Julien Mineraud, Oleksiy Mazhelis, Xiang Su, and Sasu Tarkoma. Contem-

104

REFERENCES

porary internet of things platforms. arXiv preprint arXiv:1501.07438, 2015.
[80] Alessandro Montanari, Sarfraz Nawaz, Cecilia Mascolo, and Kerstin Sailer.
A study of bluetooth low energy performance for human proximity detection
in the workplace. In Pervasive Computing and Communications (PerCom),
2017 IEEE International Conference on, pages 90–99. IEEE, 2017.
[81] Alberto Montresor and Márk Jelasity. PeerSim: A Scalable P2P Simulator.
In Peer-to-Peer Computing, 2009. P2P’09. IEEE Ninth International Conference on, pages 99–100. IEEE, 2009.
[82] Neighborhoods. https://shop.ring.com/pages/neighbors. Accessed:
2019-03-04.
[83] Newzoo: Smartphone users will top 3 billion in 2018, hit 3.8 billion by
2021. https://venturebeat.com/2018/09/11/newzoo-smartphoneusers-will-top-3-billion-in-2018-hit-3-8-billion-by-2021.
Accessed: 2019-01-30.
[84] Nextdoor. https://nextdoor.com. Accessed: 2019-03-04.
[85] Nicholas Palmer, Roelof Kemp, Thilo Kielmann, and Henri Bal. Swan-song:
a flexible context expression language for smartphones. In Proceedings of the
Third International Workshop on Sensing Applications on Mobile Phones,
page 12. ACM, 2012.
[86] Nicholas Orien Palmer. Smartphones: A Platform For Disaster Management.
PhD thesis, Vrije Universiteit, Amsterdam, 2012.
[87] Charith Perera, Prem Prakash Jayaraman, Arkady Zaslavsky, Peter Christen,
and Dimitrios Georgakopoulos. Mosden: An internet of things middleware
for resource constrained mobile devices. In 2014 47th Hawaii International
Conference on System Sciences, pages 1053–1062. IEEE, 2014.
[88] Charith Perera, Arkady Zaslavsky, Peter Christen, and Dimitrios Georgakopoulos. Sensing as a service model for smart cities supported by internet
of things. Transactions on Emerging Telecommunications Technologies, 25
(1):81–93, 2014.
[89] Kiran K Rachuri, Cecilia Mascolo, Mirco Musolesi, and Peter J Rentfrow.
Sociablesense: exploring the trade-offs of adaptive sampling and computation
offloading for social sensing. In Proceedings of the 17th annual international
conference on Mobile computing and networking, pages 73–84. ACM, 2011.
[90] Meera Radhakrishnan, Archan Misra, Rajesh Krishna Balan, and Youngki
Lee. Smartphones and BLE services: Empirical insights. In Mobile Ad Hoc
and Sensor Systems (MASS), 2015 IEEE 12th International Conference on.
IEEE, 2015.

105

[91] Fatemeh Rahimian, Amir H Payberah, Sarunas Girdzijauskas, Mark Jelasity,
and Seif Haridi. Ja-be-ja: A distributed algorithm for balanced graph partitioning. In Self-Adaptive and Self-Organizing Systems (SASO), 2013 IEEE
7th International Conference on, pages 51–60. IEEE, 2013.
[92] C Carl Robusto. The cosine-haversine formula. The American Mathematical
Monthly, 64(1):38–40, 1957.
[93] Paolo Santi, Giovanni Resta, Michael Szell, Stanislav Sobolevsky, Steven H
Strogatz, and Carlo Ratti. Quantifying the benefits of vehicle pooling with
shareability networks. Proceedings of the National Academy of Sciences, 111
(37):13290–13294, 2014.
[94] Douglas O Santos and Eduardo C Xavier. Taxi and ride sharing: A dynamic
dial-a-ride problem with money as an incentive. Expert Systems with Applications, 42(19):6728–6737, 2015.
[95] Emre Sarigöl, Oriana Riva, Patrick Stuedi, and Gustavo Alonso. Enabling
social networking in ad hoc networks of mobile phones. Proceedings of the
VLDB Endowment, 2(2):1634–1637, 2009.
[96] Mahadev Satyanarayanan. The emergence of edge computing. Computer, 50
(1):30–39, 2017.
[97] Satu Elisa Schaeffer. Graph clustering. Computer science review, 1(1):27–64,
2007.
[98] Rüdiger Schollmeier. A definition of peer-to-peer networking for the classification of peer-to-peer architectures and applications. In Proceedings First
International Conference on Peer-to-Peer Computing, pages 101–102. IEEE,
2001.
[99] Muhammad Shoaib, Stephan Bosch, Ozlem Durmaz Incel, Hans Scholten,
and Paul JM Havinga. Fusion of smartphone motion sensors for physical
activity recognition. Sensors, 14(6):10146–10176, 2014.
[100] Marc Snir, Steve Otto, Steven Huss-Lederman, Jack Dongarra, and David
Walker. MPI–the Complete Reference: The MPI core, volume 1. MIT press,
1998.
[101] Arkadiusz Stopczynski, Jakob Eg Larsen, Sune Lehmann, Lukasz Dynowski,
and Marcos Fuentes. Participatory Bluetooth sensing: A method for acquiring
spatio-temporal data about participant mobility and interactions at large scale
events. In Pervasive Computing and Communications Workshops (PERCOM
Workshops), 2013 IEEE International Conference on, pages 242–247. IEEE,
2013.
[102] El-Ghazali Talbi. Metaheuristics: from design to implementation, volume 74.

106

REFERENCES

John Wiley & Sons, 2009.
[103] Taxify. https://taxify.eu. Accessed: 2019-02-21.
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Summary

Distributed computing infrastructures have expanded over time from centralized
clusters of computing nodes to decentralized wide area networks of heterogeneous
devices. The latter can range from supercomputers to low-powered mobile devices.
In particular, the rapid development of smartphone computing opened up new areas
of research in distributed computing. With many-core CPUs and hundreds of gigabytes of storage, today’s smartphones are capable to perform complex tasks that
only mainframes could run a couple of decades earlier. Augmented reality, image
recognition, 3D rendering are only a few examples of CPU-intensive applications
that can run on modern smartphones.
Not only are smartphones capable of running CPU-hungry tasks, but they are
also able to support network intensive applications, like video streaming or social
networking. This is possible due to the development and adoption of networking
technologies such as WiFi, 4G and Bluetooth. While the first two are mostly used
for making Internet connections, Bluetooth is mainly used for connecting smartphones to peripherals such as headphones or wearables due to its relatively short
range. However, in recent years Bluetooth has evolved into a more general-purpose
communication protocol, with ranges up to 200 meters. Other wireless communication technologies, such as Zigbee or LoRaWAN, have been motivated by the
emergence of the Internet of Things, which demands wireless connections between
co-located devices. This creates the potential for building distributed applications on
top of ad-hoc mobile networks that leverage the spatial locality of devices to share
and process data locally at lower latencies compared to a cloud-based infrastructure.
In this thesis we introduce and evaluate a distributed infrastructure in which mobile nodes organize and share data in a decentralized manner. In particular, we focus
on ad-hoc networks of smartphones that self-organize into groups based on similarity. Our infrastructure consists of various components that are grouped on four
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layers based on their computation and communication capabilities. This approach is
based on the sensing-as-a-service model, which aims at providing structured access
to sensor data. Similar to the sensing-as-a-service model, our infrastructure provides
access to data in a network of mobile devices. However, our approach is different,
as data is accessed in a decentralized way instead of using centralized access like in
the sensing-as-a-service model.
On the bottom layer there are the sensors that produce raw data. These can be
smartphone sensors, wearables or other sources of context information, such as user
input or web APIs. These are accessed by specialized libraries that make the sensed
data available to the applications that require it. Within our infrastructure, we use
the SWAN library, as it is flexible and supports a wide range of sensors.
The second layer contains the sensor publishers, which are mobile applications
that aggregate sensor data locally and distribute it through the cloud or within ad-hoc
networks of co-located devices. While sharing data through the cloud has already
been studied extensively, the notion of distributed ad-hoc sensing has been explored
much less. Therefore, in Chapter 2 we analyse two methods of sharing data between co-located devices. The first method is based on the widely adopted Classic
Bluetooth protocol, that provides larger bandwidth at the expense of higher energy
usage. We optimize our method for various usage scenarios and test it in terms of
performance and energy usage. The results show that it can adapt to frequent disconnections due to mobility and outperforms WiFi in terms of power usage.
The second method we propose leverages the Bluetooth Low Energy protocol,
that was recently introduced to facilitate the transfer of small pieces of data between
IoT devices. Compared to the first method, it incurs lower energy consumption and
better usability for broadcasting sensor data. However, this comes at the expense of
bandwidth, which is much lower compared to the Classic Bluetooth based method.
We also show in our evaluations that using this method to receive sensor data from
nearby devices is sometimes cheaper than using the onboard sensors.
On the third layer we find the service providers, which are cloud applications that
collect sensor data from sensor publishers and process it in order to provide various
services. To illustrate the utility of this layer, in Chapter 3 we introduce PeerMatcher,
a service for grouping mobile nodes based on similarity. Any similarity metric can
be used, as long as it can be expressed as a value for any pair of nodes. As opposed to
existing clustering techniques, our service operates completely decentralized, meaning that nodes organize themselves into disjoint groups. We show that our service
outperforms existing solutions in terms of speed and scalability, making it suitable
for low-latency mobile applications.
To illustrate the utility of PeerMatcher, in Chapter 4 we describe a ridesharing
system that uses PeerMatcher to cluster ridesharing users having similar routes in
order to reduce cost and traffic. Our system fits well within the sensor data consumers layer of the sensing-as-a-service model, as it leverages a service provider
in order to provide value to end-users. The novelty of our system lies in the fact
that, like PeerMatcher, it is completely decentralized, therefore it does not require a
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central operator to coordinate the matching process. The mobile nodes connect with
each other directly and use PeerMatcher to discover and match with other nodes in
a peer-to-peer fashion. We evaluate our system against an extensive dataset of New
York taxi rides and show that it is able to cut the traffic and rides’ cost by more than
a half.
The work presented in this thesis demonstrates the feasibility of a smartphonebased infrastructure for decentralized partnership formation, using existing network
technologies. However, it also shows the need for technological improvements to
create a more reliable infrastructure.

