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Chapter 1

Introduction

Accurate modelling of complex systems is one of the main challenges in many real-

world domains. Challenges are posed by issues like heterogeneity of the population

and high-dimensionality of the data. These issues cause conventional statistical

models to fail at handling such data. In addition to this, thanks to the new data

collection technologies, more and more data on the same individuals are collected.

This facilitates a broader viewpoint that encompasses numerous external data

sources. The information that such external co-data harbour needs exploitation.

However, it poses new methodological challenges as now various data sources and

types need integration. These issues are the incentives behind current research

initiatives to develop more accurate statistical models and more efficient compu-

tational algorithms.

In this thesis several real-world applications that exhibit the aforementioned

issues are studied and solutions to the issues proposed. These applications range

from i) recovery of relationships among regulatory signals and observed levels

of gene expression (Chapters 2–3), ii) evolutionary changes of a gene-gene inter-

action network over the course of a heterogeneous disease (Chapter 4), and iii)

extraction of hidden information from textual Twitter data across multiple time

periods (Chapter 5). Methodologically, these problems are operationalized as: a)

estimation of Gaussian mixture regression (GMR) models, b) recovery of a (com-

bination of) mixture(s) of Gaussian graphical models (GGMs) from cross-sectional

data, and c) estimation of (multiple) GGMs in an alternative Bayesian framework.

A common theme among these cases is that the data may be heterogeneous, in the
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1.1 Motivation

sense of stemming from multiple groups of individuals. Moreover, the methodology

needs adaptation to cope with the availability of related additional data sources.

Chapters 2–5 of this thesis are on the basis of the following papers:

(i) Aflakparast, Mehran, and Mathisca de Gunst. "Data integrative Bayesian

inference for mixtures of regression models." Journal of the Royal Statistical

Society: Series C (Applied Statistics) (2019).

(ii) Aflakparast, Mehran, Geert Geeven, and Mathisca CM de Gunst. "Bayesian

mixture regression analysis for regulation of Pluripotency in ES cells." BMC

bioinformatics 21.1 (2020): 1-13.

(iii) Aflakparast, Mehran, Mathisca CM de Gunst, and Wessel N. van Wierin-

gen. "Reconstruction of molecular network evolution from crossâĂŘsec-

tional omics data." Biometrical Journal 60.3 (2018): 547-563.

(iv) Aflakparast, Mehran, Mathisca CM de Gunst, and Wessel N. van Wierin-

gen. " Analysis of Twitter data with the Bayesian fused graphical lasso."

Submitted to PlosOne.

1.1 Motivation

In this section we briefly review motivating applications, point out the way we

process the data, and address the modelling challenges through adaptation of new

statistical methods.

Transcriptional gene regulation in mouse embryonic stem

cells (ESC)

Our first motivating example concerns molecular mechanisms that underlie the

workings of mouse embryonic stem cells (ESC). Each cell expresses, or turns on,

only a fraction of its genes. The rest of the genes are repressed, or turned off.

The mechanism of turning genes on and off is known as gene regulation[1]. In

eukaryotes like humans, gene expression, the process by which information from

a gene is used in the synthesis of a functional gene product, involves many steps.
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1.1 Motivation

Figure 1.1: Eukaryotic gene expression (picture source: https://www.
khanacademy.org/science/biology/gene-regulation

However, many genes are regulated primarily at the first step of expression known

as transcription. Transcription is the process of making an RNA copy of a gene

sequence, called messenger RNA (mRNA), which leaves the cell nucleus and directs

the synthesis of a specific protein [2].

Observed levels of gene expression strongly depend on both the activity of DNA

binding transcription factors (TFs) and chromatin, a complex of DNA, RNA and

proteins that enable the formation of chromosomes during cell division. Both

are influenced by histone modifications. Histones are high-alkaline proteins found

in eukaryotic cell nuclei that package and order the DNA into structural units

called nucleosomes. They are the chief protein components of chromatin, acting as

spools around which DNA winds, and playing a role in gene regulation [3]. Sets of

transcription factor proteins bind to specific DNA sequences in or near a gene and

promote or repress its transcription into RNA. In addition, histone modification

prepares the chromatin structure to facilitate or enhance a gene’s transcription.

Figure 1.1 demonstrates the process that leads from gene expression to protein

production. For more information on gene regulation see, for example, [2] and [4].

Uncovering the complex interactions of genetic elements that control spa-

tiotemporal levels of gene expression is crucial for understanding the coordination

of biological processes that take place in cells. A first important step is to ob-
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1.1 Motivation

tain accurate experimental data. Chromatin immunoprecipitation (ChIP) is an

invaluable method for studying interactions between specific proteins or modified

forms of proteins and a genomic DNA region [5]. Combined with massive parallel

DNA sequencing (ChIP-seq) it is now routinely used to determine TF-DNA (Tran-

scription Factor-DNA) interactions and genome-wide patterns of histone modifi-

cations (HMs) at high resolution.

In addition to the main experimental data, there are several external co-data

containing various types of genetic information, such as spatial organization or

cell specific functions of genes, that may indirectly impact gene regulation. These

external co-data are neglected in many studies due to limitations in the method-

ologies that are used to infer transcriptional gene expressions.

Conventional predictive approaches encounter major data challenges. An or-

dinary regression model is confined to only one linear relationship between the

response and the explanatory variables, while gene expression levels are not ho-

mogeneous across the genome. This means that a regulatory signal (e.g. TF or

HM) while acting as an activator for one group of genes, might act as a repressor

or play no important role in regulation of other groups of genes. This property,

being inherent to the gene regulation process, is addressed in various ways. For

example, authors of [6] use – instead of original regulatory signals – the orthogonal

TF principle component (TFPC) vectors. A TF can have a positive coefficient

in one selected TFPC but a negative coefficient in another selected TFPC, which

allows it to have different regulatory effects on different genes depending on which

TFPC is dominant for a given gene. In another work [7] adapted a GMR approach

to cluster the data and simultaneously allow the regulatory elements to exercise

different effects on expression of genes across clusters. Later, the authors of [8]

extended this method to include variable selection and thus to detect the most

important regulatory signals within each cluster. Although this method captures

the heterogeneity of the data, important modelling challenges such as estimation

of the number of mixture components and the tuning parameters are yet to be

carried out in a more efficient way. Most importantly, it does not accommodate

integration of additional data into the model.

In this thesis, we address the above mentioned issues via a new approach based
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1.1 Motivation

on a GMR model [9]. We take advantage of the Bayesian formulation of the GMR

model. Within this framework the co-data serve as leverage for the likelihood

to improve the GRM model. We demonstrate via simulation as well as real-

world data that the heterogeneity in the gene data can be better captured by this

new approach as compared to existing methods. In addition to data challenges,

we address common modelling challenges such as model selection and overfitting

that are often encountered in high-dimensional settings. Furthermore, we focus

on the accurate detection of the number of components, which is an important

challenge in the mixture modelling context. It is shown that incorporating relevant

external information sources can greatly improve accuracy in selecting the number

of mixture components, which in turn leads to more accurate gene expression

predictions. Finally, we propose several data integration-related measures which

are used to summarize information from several co-data [10].

Evolutionary gene-gene interaction networks in prostate can-

cer

The second part of this thesis is motivated by a study of tumor transcriptomes

that correspond to various stages of prostate cancer. Cancer is a disease that

is characterized by out-of-control cell growth. Basic cell functions such as cell

growth or death are controlled via groups of molecules in the cells described as

signalling pathways. Pathways process incoming signals. The received signal

is propagated through the pathway via the interactions of the molecules that

constitute it. Along the way the signal is transformed into action, i.e. triggering

or fulfilling an important function within the cell. Abnormal activation of signaling

pathways results in dysregulation and may contribute to cancer.

Although there are a number of mechanisms that relay information from the

exterior of the cell to its interior, a relatively small set of highly evolutionarily

conserved signaling pathways stand out as playing particularly crucial roles in the

cellular transmission of information [11]. Notch signaling is probably the most

widely used intercellular communication pathways that is intimately involved in

the development of numerous tissues [12]. Recent studies provide evidence that ac-

tivation of Notch signaling can promote cell growth in a variety of human solid tu-
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1.1 Motivation

Figure 1.2: Evolution of gene-gene interaction network for the Notch signalling
pathway from a normal stage to a cancerous stage in prostate cancer. An increase
in the number of (active) edges when going from the normal to the cancer stage
hints at increased activation of the Notch signalling pathway in prostate cancer.

mors [13, 14]. This critical regulatory role of Notch signalling is highlighted in both

normal and prostate cancer cell development [15]. Identification of (dys)regulatory

changes to the Notch pathway that may promote or suppress the prostate’s growth

could open opportunities for diagnostic and therapeutic interventions.

In medical research, a cross-sectional study refers to an analysis of data col-

lected from a population at specific time points where all patients included have

the same disease, but may originate from different disease stages. In this thesis,

the Notch signaling pathway is modelled by a gene-gene interaction network, a set

of genes (nodes) linked by edges representing interactions, and its evolution over

the course of the development of prostate cancer inferred from a cross-sectional

oncogenomic study of prostate cancer.

Graphical models are widely utilized to infer gene-gene interaction networks

in systems biology. A graphical model is a probabilistic model for which a graph

expresses the conditional dependence structure between a collection of random

variables. GGMs assume a multivariate normal law with a structured precision

matrix, this is, the inverse covariance matrix. Here structured refers to its support,

i.e. zero and non-zero elements. Zero elements correspond to variable pairs that

are conditionally independent, whereas non-zero elements represent the opposite.

When the edges in a gene-gene interaction network are interpreted as conditional

dependence relationships, their reconstruction requires the recovery of the support

of the precision matrix. Figure 1.2 illustrates gene-gene interactions in a cross-

sectional study with two stages.

To model the association structure among genes using GGMs was first proposed
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1.1 Motivation

by [16]. However, inherent to omics data the number of genes often exceeds the

number of samples. High-dimensionality is thus is a key issue to overcome in

the estimation of a precision matrix. In this regard, various approaches have

been proposed and applied to the inference of gene regulatory networks (see for

instance [17, 18, 19]. Despite the ability of these approaches for modelling high-

dimensional data, these models fail to adequately represent characteristics of the

gene expression data that are known to have a multimodal behavior.

The molecular heterogeneity among cancers of the same type as identified by

many oncogenomic studies [20, 21, 22, 23] suggest the presence of unknown subpop-

ulations – possibly with a specific gene-gene interaction network – in the patient

group. These different networks need to be identified. Hereto numerous methods

have been put forward that address both multimodality and high-dimensionality

of the gene expression data by learning a mixture of GGMs using regularization

techniques [24, 25, 26, 27, 28, 29, 30]. However, none of these methods address the

cross-sectional design where the data originate from multiple disease stages.

Many molecular biological studies support the hypothesis that gene-gene in-

teraction networks are rewired during cancer progression from the normal to the

most severe stage of the disease [31, 32]. Classical network analysis mainly con-

cerns modeling static networks rather than those with variant topology over multi-

ple conditions. Addressing this, [33] studied network rewiring in accordance with

a simple logical rule where quiet nodes grow links and active nodes lose links

over the course of disease progression. Assuming the noisy nature and the de-

pendency of gene expression data over time, [34] proposed a mixed effects model

that uses B-splines to describe gene expression levels as a continuous function over

time. More recent studies propose general frameworks focusing on the inference

problem of multiple GGMs [35, 36, 37, 38]. These methods propose to borrow

information among groups thus aiming to preserve network characteristics in the

joint estimation of multiple GGMs in a cross-sectional set-up.

In Chapter 4 of this thesis, we use multiple gene expression data sets from gene

expression data of the Notch signalling pathway in prostate cancer. Multiple data

are taken from the Gene Expression Omnibus (GEO) database. We consider a

broader viewpoint to reconstruct gene-gene interaction networks, namely we con-
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1.1 Motivation

sider a cross-sectional study where the data stem from multiple stages (based on

the severity of the disease). Each stage may comprise multiple sub-populations

(thus multiple gene-gene interaction networks per stage), and the estimation prob-

lem may be hampered by the high-dimensionality of the data. The aim is then

to uncover the evolution of the underlying gene-gene interaction network over the

course of the disease. To this end, we formulate the problem as a mixture of

GGMs and propose two estimation approaches: a stage-wise procedure and one

that learns the networks jointly over the stages. While the stage-wise estimation

fits a mixture of GGMs per stage, separately, the other approach estimates such

mixture models jointly for all stages [39]. In both approaches high-dimensionality

is addressed by penalization. The latter approach particularly enjoys the benefit

of allowing a cross-talk among network structures using an extra fusion penalty.

We study the performance of our methods using extensive simulations and study

the consistency of our estimators theoretically.

Text summarization for Twitter data

The third application in this thesis concerns so-called Twitter data. Twitter is an

online social networking and micro-blogging service that offers users to send and

receive messages known as “tweets”. Twitter provides a query-based API1 that

facilitates access to Tweets published from as early as 20062. Herewith Twitter

enables one to collect all tweets related to a particular subject of interest.

With the current explosion in the amount of (historical) tweets, it is impossible

for the users to learn about specific events/subjects without spending an extremely

long time reading all tweets. Additionally, the text information in the form of news

is subject to changes over time. For example, news may loose importance or no

longer be thrown forth. Or, it may remain but be relevant in a different context.

Alternatively, new events around the subject may emerge. It is therefore crucial to

acquire useful statistical tools to effectively summarize this volume of invaluable

information.

To date numerous approaches have been developed to identify important con-
1Application Program Interface
2Twitter Developers – API Documentation, https://developer.twitter.com/en/docs
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1.1 Motivation

tent by automatic text summarization. [40] provide a thorough review of the

most widely applied summarization methods that aim at producing a concise text

summary by delineating important sections of text. These summarization meth-

ods are categorized in two classes: topic representation and indicator represen-

tation approaches. Topic representation approaches first derive an intermediate

representation of the text that captures the key aspects of the input text. This

representation of aspects is then used to score the importance of sentences in

the input. Top ranked sentences are selected for the construction of the final

summary. In contrast, indicator representation approaches are graph-based and

provide a representation of the text that represents the entire document as a net-

work of inter-related sentences. Neither of the two methods – to the best of our

knowledge – considers the evolutionary nature of events.

Every extractive text summarization system requires pre-processing of the tex-

tual input. Pre-processing aims to reduce the complexity of the document and

makes it easier to handle in an automated fashion. This usually amounts to

transform the documents from the full text version to a document vector. This

transformation involves standard text normalization techniques such as i) stop-

word elimination that removes words that are repeated throughout the text and

carry no relevant information to the text, ii) space and punctuation removal that

identifies the sentence boundary by the presence of a dot at the end of a sentence,

and iii) stemming that obtains the stem or radix of each word to emphasize its

semantics. After pre-processing the input text is usually translated into a word-

document matrix or better known as tf-idf matrix [41]. This matrix represents

each word in the document by its term frequency (tf) in the specific document

as well as that over all documents (idf). These tf-idf matrices are the start of

statistical and machines learning methods for text summarizers.

In Chapter 5 this thesis, we use an example of text data from Twitter and

propose a new approach for topic representation. The data consist of 1,532,289

tweets related to the 2009 Iranian presidential election. The tweets cover a pe-

riod of roughly 18 months [42]. After elimination of duplicated and empty tweets,

the 1,004,428 remaining tweets were divided into 3 time periods with the same

number of “documents”. Finally, the tweets are grouped into so-called bags-of-
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1.1 Motivation

tweets corresponding to a few consecutive days. As in the other parts of this

thesis, the objective is to reconstruct on the basis of the Twitter data a network

that represents the relations among the nodes, in this case words, contained in the

considered tweets. Hereto the tf-idf data in each time period are (after transforma-

tion) assumed to follow a mixture of multivariate normal distributions. A partial

correlation matrix corresponding to a normal distribution—of which the elements

are proportional to those of the precision matrix—is regarded as a word-network.

A topic is defined as a collection of linked words. In this the number of topics in

any time period can in principle be as many as the number of documents. The

approach to reconstruct a word-network from Twitter data, that is presented here,

can be distinguished from other text summarization approaches by the following

properties: a) the word-networks are represented by Gaussian graphical networks

b) the news about certain topics can still exist in different time periods with some

changes, i.e. there is a time period component in our modelling scheme, c) the do-

main knowledge, which is complementary to the main data source, can be used in

the model in the form of additional co-data. Reconstruction of the word-networks

with the aforementioned properties is now addressed by means of Bayesian esti-

mation of multiple GGMs. Inspired by the volume of textual Twitter data with

only a small fraction of it highlighting the most viral topics, we assume that the

networks can consist of a moderate number of nodes while demanding as few edges

as possible. We therefore propose sparsity-inducing priors on the elements of the

graphical networks. The evolutionary nature of the news requires the estimation

procedure to be flexible and to allow for the networks to share topological features

across the time periods. This is addressed by lasso-type fusion terms in the prior

distributions to borrow information across periods. Furthermore, to identify more

than one topic the data may originate from a mixture of GGMs in each period.

Finally, the flexibility of Bayesian frameworks enables the mixture models to be

estimated in a novel way taking into account additional co-data. For this purpose,

we take advantage of our novel data allocation scheme that performs data inte-

gration and at the same time uncovers the unknown number of components in a

mixture model.

10



1.2 Methodology

1.2 Methodology

Mixture models

The motivating examples and the methods in this thesis share some commonal-

ity. Throughout mixture models are used to address the heterogeneity anticipated

in the data. Irrespective of whether a univariate or multivariate outcome, de-

noted by Yi or Yi, respectively, with i = 1, . . . , n, is studied, it is assumed that

its probability density can be described by a mixture model with K (unknown)

components:

fY (yi; π, θ) =
K∑
k=1

πkfk(yi; θk) i = 1, . . . , n,

where π = (π1, ..., πk) denotes the vector of mixing probabilities such that
∑K

k=1 πk =

1, θ = (θ1, ..., θK) is an unknown parameter vector, and fk(yi; θk) is the conditional

density of the random outcome originating from the k-th sub-population.

Throughout the thesis and depending on the type of application and data,

the mixture components fk(yi; θk) take only one of two different forms. The first

form describes the relationship between the response variable Yi and a vector of

explanatory variables Xi. Formally, this amounts to a regression model and the

k-th mixture component fk(yi; θk) is the Gaussian density of the N(Xiβk, σ
2
k)-law,

for k = 1, . . . , K. The corresponding parameter vector then is θk = (βk, σk) com-

prising a p-dimensional vector of regression coefficients and a single variance pa-

rameter. Aggregated this yields a univariate Gaussian mixture regression (GMR)

model. In constrast, the second form gives rise to a mixture of multivariate Gaus-

sian distributions, here also referred to as a mixture of GGMs. This requires to

set fk(yi; θk) = N(µk,Ω
−1
k ), where µk and Ω−1k represent the k-th component’s

mixture mean and precision (i.e. inverse-covariance) matrix.

Prior to model estimation it is hypothesized that the usage of available co-

data can be crucial for achieving better model performance. It is therefore put to

use in the estimation. This shows in the thesis in the incorporation of co-data in

several manners: i) via summarization of additional data sources, such as external

11



1.2 Methodology

cluster information or similarity measurements, into informative priors in order to

improve mixture component assignment, ii) through a sparsity assumption, to

alleviate possible issues due to high-dimensionality, or iii) by a fusion assumption

to exploit the temporal structure of a cross-sectional study.

A mixture model can be estimated in two ways, either by the Expectation-

Maximization (EM) algorithm or by posterior sampling. The EM algorithm opti-

mizes a likelihood function. It assumes incomplete data with the hidden compo-

nent membership information as missing [43]. The EM algorithm iterates between

"imputing" values for the missing data and using those guesses to estimate the

model parameters. Alternatively, a Bayesian approach can be adopted. Then a

parameter estimate is calculated from a sample of the posterior distribution of

the model parameter. This sample is obtained by means of Gibbs sampling. The

construction of a Gibbs sampler requires the specification of prior distributions of

the parameters. What is then left to identify, is the conditional posterior distri-

butions from which the Gibbs samples are drawn. In the thesis both estimation

procedures are exploited.

Number of mixture components

Determining the “correct” number of mixture components is a difficult task when

fitting a mixture model. An EM algorithm fits the mixture model for a fixed num-

ber of components. To find the optimal number, the model is fitted for multiple

choices of this number. Then, for instance, the model with the lowest information

criterion is considered optimal. This may be a computationally intensive exercise.

Alternatively, several Bayesian methods have been put forward that incorporate

the component selection within the Markov chain Monte Carlo sampler. A pio-

neering work in that respect, [44], introduced a reversible jump MCMC algorithm

for estimating the mixture model parameters as well as the number of compo-

nents by proposing a prior distribution on the number of components. This work

was improved upon by [45] that proposes an alternative MCMC algorithm based

on marked point processes with each point representing a mixture component.

In this MCMC sampler new components are allowed to be “born” and existing

components to “die”. As commonly done in MCMC methods for mixtures, the

12



1.2 Methodology

number of mixture components is estimated by forming sample path averages

over Markov chain samples. These approaches, however, have little flexibility to

incorporate additional information due to the assumed "rigid" prior on the number

of components. The nonparametric Bayesian approach of [46] resolves the limited

flexibility. It uses a specific prior on the conditional component memberships that

mimicks a clustering scheme known as Chinese restaurant process (CRP). CRP

clusters data points with probabilities proportional to the clusters’ sizes: a new

data point is assigned to one of the existing components with a conditional prob-

ability that depends on the size of the component, or to a new component with

some fixed probability [46, 47]. CRP imitating priors based on this “the rich get

richer”-principle need not be appropriate for clustering of data such as genetic

data. Next to this, the data exchangeability assumption of CRP-type methods

renders them inadequate for situations where the clustering naturally depends on

certain characteristics of the data points.

A methodological contribution of the thesis is the development of a penalized

EM algorithm, in Chapter 4, by adapting penalization approaches as proposed in

[48, 49, 50]. It chooses the number of mixture components through a k-fold cross-

validation scheme. This procedure, however, i) is not easily adapted to allow for

leveraging by additional information in the estimation of the model and ii) can be

computationally expensive if applied on a large dataset. To address these issues,

we introduce another approach in Chapter 2 using a Bayesian paradigm that

automatically determines the number of mixture components. This approach is

based on a new data clustering scheme of which the main advantage is to facilitate

integration of co-data from external sources, therefore named Data Integrative

Chinese Restaurant Process (DICRP).

Regularization

The curse of high-dimensionality arises when the number of to-be-estimated pa-

rameters exceeds the sample size. High-dimensionality leads to over-fitting and

computational problems for the evaluation of the estimators. In a GGM, for exam-

ple, high-dimensionality can render standard statistical solutions like maximum

likelihood estimators to be undefined or produce semi-positive definite precision
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matrix estimates. In a GMR context, on the other hand, redundancy of explana-

tory variables and multicollinearity may lead to a poorly interpretable model. In

such situations, inclusion of additional information may rescue the estimation pro-

cedure. A popular example of this additional information would be constraining

the parameters space, giving rise to penalized/regularized estimation procedures.

A significant amount of work has been done on regularized estimation of both

linear regression models and GGMs (see [51] and [52] for reviews). In the con-

text of linear regression [53] introduced the lasso (least absolute shrinkage and

selection operator) estimator that optimizes the sum-of-squares augmented with

an `1-norm penalty and produces a sparse solution. Several authors proposed

Bayesian alternative techniques noting that the lasso estimator can be interpreted

as a posterior mode estimator when the regression coefficients are endowed with

Laplace priors [54, 55, 56]. GGMs are typically estimated through the maximiza-

tion of the log-likelihood subject to either a lasso [57], known as graphical lasso

(Glasso) or a ridge [58] penalty that constraints the sum of the size of the preci-

sion elements. Bayesian alternatives primarily use priors on the elements based

on some sort of decomposition of the precision matrix or use Wishart priors for

shrinkage [15, 59]. More recently, [60] and [61] proposed more efficient methods

that produce the full posterior distribution of the elements of a precision matrix

under lasso-type penalties. The latter approaches are particularly attractive as

they circumvent additional computational complexities in precalculating positive

definiteness boundaries. Moreover, they are computationally manageable as they

update the precision matrix by updating one entire column at a time instead of

one element at a time.

Depending on the framework, Bayesian or frequentist, and the type of models,

GRM or GGM, we propose several extensions to the aforementioned shrinkage

methods. Building on the Bayesian lasso of [56] we develop a estimator for the

GRM model through Laplace-type priors on the component-wise regression coef-

ficients in Chapter 2. A sparse estimate is then obtained through post-estimation

selection of regression coefficients on the basis of their Bayesian credible intervals.

Next, in Chapter 4, we study the estimation of mixture(s) of GGMs based on ridge

penalization of [58] within a penalized maximum likelihood framework in possible
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conjunction with some form of post-hoc element selection. We investigate prop-

erties of our estimator both theoretically and empirically. Finally, in Chapter 5

we propose a Bayesian alternative to estimate GGMs through an extension of the

work of [60] using fused lasso-type shrinkage priors on the elements of precision

matrices.

Multiple Gaussian Graphical Models

Estimation of multiple graphical models is another important topic that is ex-

plored in this thesis. The literature is focused on the estimation of a single GGM.

However, many applications comprise data related to individuals that belong dif-

ferent stages or time periods. The assumption that all the individuals are drawn

from the same distribution may then be inappropriate. Chapters 4 and 5 provide

examples of prostate cancer and Twitter data from multiple stages with individuals

sharing the same attributes across stages but with a possibly different dependence

structure among attributes between subsequent stage pairs. Although separate

estimation of the GGMs per stage, i.e. stage-wise estimation, may be computa-

tionally fast, it does not exploit the commonalities among the graphical network

structures underlying the data from the different stages. In recent years a few stud-

ies have addressed the inference of GGMs for multiple data sets [35, 36, 37, 38].

These studies propose penalized log-likelihood approaches that link the estima-

tion of separate GGMs through hierarchical penalties. However, all aforemen-

tioned approaches crucially rely on an assumption that the data in each stage are

homogeneous.

In this thesis, we address the problem of inferring multiple GGMs with two

different paradigms. We first propose a fused ridge penalized precision estimator

of a (combination of) mixture(s) of GGMs (Chapter 4). It is tailored for data

from a cross-sectional study and can accommodate possible heterogeneity of the

data within the stages. The framework is flexible and general, and includes the

recent work of [62] as a special case. Alternatively, we formulate a Bayesian es-

timator to learn multiple GGMs (Chapter 5). It uses a fused lasso-type prior on

the underlying precision matrices to allow for sharing of information across stages

and mixture components. This approach can be viewed as a Bayesian equivalent

15



1.3 Thesis outline

of the work of [36], but with key differences that our approach enables incorpora-

tion of relevant prior knowledge and captures heterogeneity within datasets, when

appropriate.

1.3 Thesis outline

The remainder of this thesis is divided into four chapters that we briefly describe

here.

In Chapter 2 we study GMR models and develop a new Bayesian estimation

approach giving special attention to the data clustering. The estimation problems

brought about by the high-dimensionality of the data are addressed by assuming

lasso-type shrinkage priors on the regression coefficients. In addition, a new data

clustering strategy, DICRP, is proposed to improve clustering accuracy. For pos-

terior estimation an MCMC algorithm is developed. We investigate properties of

the proposed estimator through a simulation study and illustrate its performance

using a gene expression data.

Upon availability of external data, DICRP requires a similarity value per each

sample-pair. In practice, the additional information might originate from different

sources, therefore it is necessary to summarize these data priorly. Chapter 3

presents an investigation of several measures to summarize the additional data by

quantifying the similarity of the sample-pairs. The methodology is employed to

identify interactions between DNA binding transcription factors and their target

genes based on a data from mouse embryonic stem cells.

In Chapter 4 we consider a cross-sectional study, comprising several data

from different stages, to reconstruct gene-gene interaction networks (i.e. GGMs)

and their corresponding mixture models. To this end, two approaches are put

forward: (i) a ridge stage-wise estimation method which attempts to reconstruct

networks separately per stage contrasted with (ii) a ridge full graph estimation ap-

proach in which GGMs of all stages are estimated simultaneously. Consistency of

the estimators are studied theoretically, while at the smaller sample size level the

performance of the estimation procedure is examined through a simulation study.

Both procedures are applied on gene expression data of the Notch signalling path-
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way in prostate cancer to identify evolutionary changes of the gene-gene interaction

networks.

Chapter 5 too addresses the estimation of multiple GGMs, however, from

a Bayesian prospective. A Bayesian graphical lasso estimator, called Bayesian

Fused (BF) procedure, is introduced to jointly estimate multiple GGMs while al-

lowing networks to have common characteristics across stages. This estimator is

contrasted to a stage-wise Bayesian graphical lasso estimation procedure, called

Bayesian Stage-wise (BS) procedure, to reconstruct networks separately. Subse-

quently, these approaches are extended to allow for heterogeneity of the data at

the sample level, giving rise to Bayesian Stage-wise Mixture (BSM) and Bayesian

Fused Mixture (BFM) estimation procedures. In order to estimate the number

of mixture components, the DICRP clustering method of Chapter 2 is employed.

Both approaches are implemented through efficient MCMC algorithms. To illus-

trate performance of these methods, an extensive simulation study is conducted

and as a real-world example a textual data is analyzed to uncover evolutionary

changes of tweets regarding the 2009 Iranian presidential election.
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Chapter 2

Data integrative Bayesian inference

for mixture of regression models
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Abstract

Modern data collection techniques that often produce different types of

relevant information, call for new statistical learning methods that are

adapted to cope with data integration. In this chapter, Bayesian infer-

ence is considered for mixture of regression models with an unknown

number of components, that facilitates data integration and variable

selection for high-dimensional data. In the presented approach, named

data integrative mixture of regression (DIMR), data integration is ac-

complished by introducing a new data allocation scheme that sum-

marizes additional data in the form of an informative prior on latent

variables. To cope with high-dimensionality, a shrinkage-type prior is

assumed on the regression parameters, and a posteriori variable selec-

tion is conducted based on Bayesian credible intervals. Posterior es-

timation is achieved via an MCMC algorithm. The proposed method

is validated through simulation studies and illustrated by its perfor-

mance on real data.

KEYWORDS

Mixture regression, data integration, Bayesian Lasso, MCMC algo-

rithm.



2.1 Introduction

2.1 Introduction

High-dimensional data provided by the rapid progress in data collection techniques

have motivated scientists of various fields to develop more computationally pow-

erful methods for data analysis. The complexity of data structures and the need

to combine multiple relevant data sources introduce new challenges in contempo-

rary statistical learning. Mixture models are among the most mature statistical

methods that have been of strong and sustained interest in applications where the

complexity of the system of interest is due to heterogeneity of the population; see

for example [63], [64] and [65] for comprehensive discussions. An important appli-

cation of mixture models concerns relating an independent random variable with

a finite mixture distribution to a set of covariates. This provides a generalization

of mixture models which is known as finite mixture of regression (FMR) models

that was first introduced by [66]; for a review see [67] and [68]. In this study we

develop a flexible Bayesian method for fitting FMR models. This method incor-

porates prior knowledge on sample clustering from additional data sources in a

novel way, which makes it superior to existing methods. Additionally, we address

long-standing difficulties in fitting FMR models such as estimation of the number

of mixture components, high-dimensionality problems, and clustering inaccuracy.

In regression modeling for high-dimensional data, redundancy of covariates is

generally addressed by regularization and variable selection strategies [52, 69, 70].

Accordingly, in the context of FMR models, it is crucial to retain only the most

significant covariates in each sub-population in order to avoid over-fitting and to

strengthen model interpretability. Despite substantial literature on variable selec-

tion in mixture models, see for example [71], [72] and [73], to date the literature

on variable selection for FMR models is still limited. Classical information theory

based approaches such as the ones using the Akaike information Criterion (AIC)

or the Bayesian information criterion (BIC), although being straightforward, are

computationally expensive [74]. Most of the research regarding variable selection

in FMR models has appeared in the context of Mixture of Experts (ME) models in

which the mixing probabilities are assumed to be a function of covariates [75, 76].

General discussions and examples of different approaches related to variable se-
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2.1 Introduction

lection in ME models can be found in [77, 78, 79, 80, 81]. In this study, we

avoid additional cost of estimating unknown parameters corresponding to mixing

probabilities and confine our approach to merely models that are dependent on

predictors only through the component means.

We take a Bayesian approach and address the high-dimensionality problem

by means of a component-wise Lasso-type shrinkage probability on the regres-

sion parameters. This makes our method comparable to those introduced in [82]

and [83], which employ the same type of penalty but in a frequentist context. [82]

suggested numerical solutions for maximization of the `1-penalized likelihood func-

tion by replacing the penalty with a local quadratic approximation. In a similar

frequentist fashion, [83] presented a different parameterization of the non-convex

log-likelihood function for FMR models combined with a generalized block coordi-

nate descent EM algorithm under the name of FMRLasso. These methods alleviate

the computational burden to a significant degree and enjoy favorable statistical

properties. However, data integration, highly demanded in modern applications,

is not easily feasible in these type of methodologies. Moreover, the uncertainty

about the values of the tuning parameters and the number of model components

can lead to inaccurate estimation of parameters. Since these quantities are com-

monly determined based on fitting models over a grid of predefined values and

comparing goodness of fit quantities, this may bring additional computational

problems.

Data clustering and cluster-wise parameter estimation are the two major parts

of mixture modeling. To improve performance on both sides, one can consider

making use of available additional information such as cluster information or sim-

ilarity measurements from other data sources. This requires methods with enough

flexibility to let the data themselves determine the number of mixture components

and to take into account the additional information.

With a Bayesian approach additional information can conveniently be incorpo-

rated into prior distributions. [44] introduced a reversible jump MCMC algorithm

for estimating the mixture model parameters as well as the number of components

in a Bayesian framework. [45] proposed an alternative Bayesian MCMC approach

based on marked point processes. However, these approaches have limited flexi-
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bility in how to incorporate additional information and, therefore, may only make

use of a small part of the available information.

Alternatively, for clustering nonparametric Bayesian approaches can be used.

Dirichlet process (DP) mixture models are popular random partitioning models

that allow the number of mixture components to grow by the data [84]. A preva-

lent way of representing DP mixtures is through a so-called Chinese restaurant

process (CRP), in which a new data point is allocated to one of the existing com-

ponents with a conditional probability that depends on the size of the component,

or to a new component with some fixed probability. In [46] and [47] CRP-based

Bayesian clustering methods are considered. A useful feature of these methods is

that for estimating the unknown number of components it is not necessary a priori

to limit the number of components of the mixture model to be finite. However, for

many applications, like clustering of genetic data, the principle of "the rich gets

richer" that underlies this type of methods, is not appropriate. Next to this, the

data exchangeability assumption makes CRP-based strategies inadequate for situ-

ations where clustering naturally depends on certain characteristics of the data

points. To deal with either of these issues several alternative random partitioning

methods have been proposed (see, for example, [85], [86], and [87]). In this chapter

we simultaneously address both issues.

We introduce a Bayesian clustering method in the spirit of [46] and [47] with a

new CRP-based data allocation strategy that simultaneously deals with both issues

and also facilitates the integration of additional clustering/similarity information.

Our Bayesian estimation procedure is implemented via an MCMC algorithm with

a Gibbs sampler at the heart of it.

The remainder of this chapter is organized as follows. In Section 2.2 the model

and the estimation problem are introduced. In Section 2.3 the prior distributions

for the component-wise regression parameters are given and the new data alloca-

tion scheme is presented, while Section 2.4 concerns the posterior distributions.

In this section we also present our hybrid MCMC algorithm, named data integra-

tive mixture of regression (DIMR), and discuss variable selection based on credible

intervals. In Section 4.5 we evaluate our method with respect to different aspects

such as practical consistency, convergence of regression parameters, clustering ac-

22



2.2 Model and estimation problem

curacy, and comparison with FMRLasso on simulated data. Then in Section 4.6

we illustrate our method by its application to a real stomach cancer data set. We

conclude in Section 2.7 with a discussion on limitations and possible extensions of

our work.

2.2 Model and estimation problem

We consider, for i = 1, . . . , n, a linear regression model with univariate, normally

distributed response variable Yi and corresponding p-variate explanatory vectors

Xi ∈ Rp. We always work conditionally on Xi = xi. We assume the data comprise

K unknown components (or clusters). It is further assumed that given the cluster-

ing the Yi are independent, and that the way in which the covariates contribute to

the response variable is the same within a cluster, but differs between clusters. For

each Yi the probability that it belongs to the k-th cluster is πk, k = 1, . . . , K, with∑K
k=1 πk = 1. The following finite mixture of (linear) regression model (FMR) is

considered

Yi|xi,β,σ2,π ∼
K∑
k=1

πkN(xᵀi βk, σ
2
k), i = 1, . . . , n, (2.1)

where

β = (β1, . . . , βK)ᵀ, βk = (βk1, . . . , βkp)
ᵀ, (2.2)

σ2 = (σ2
1, . . . , σ

2
K)ᵀ, π = (π1, . . . , πK)ᵀ, (2.3)

and N(xᵀi βk, σ
2
k) stands for the univariate normal distribution with mean xᵀi βk and

variance σ2
k. This means that βk denotes the p-vector of regression coefficients

corresponding to component k.

Note that we use capital letters to denote random variables or random vectors,

and small letters for their realizations, bold-type for quantities belonging to the

full model, and sub- or superscript k for quantities belonging to the k-th cluster.

In the sequel we will use Y = (Y1, . . . , Yn)ᵀ for the vector of all response variables,

X = (X1, . . . , Xn)ᵀ for the n × p -matrix of explanatory variables, and nk for the

size of component k, i.e. for the number of Yi that belong to the k-th component.
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Furthermore, Y k = (Y k
1 , . . . , Y

k
nk

)ᵀ will denote the nk-vector of those Yi that belong

to component k, and Xk = (Xk
1 , . . . , X

k
nk

)ᵀ its corresponding nk × p -matrix of

explanatory variables.

Our aim is to estimate the unknown values of the parameters β, σ2, π, and the

number of components K. For this we take a Bayesian approach and approximate

the posterior distributions by means of MCMC.

For parameter estimation in mixture models one commonly makes use of a

missing data approach, which we also adopt in this study. This not only simplifies

computations, but also facilitates estimation of the component memberships of

the Yi. We thus introduce a vector of n independent missing, or latent, variables

Z = (Z1, . . . , Zn)ᵀ, where Zi represents the component membership of data point i,

so that

p(Zi = k) = πk, k = 1, .., K.

Because conditionally on Z = z, Y1, . . . , Yn are independent, the nk are known,

and

Yi|xi, z,β,σ2 ∼ N(xᵀi βzi , σ
2
zi

), i = 1, . . . , n, (2.4)

we have that conditionally on Z = z the data likelihood can written as

p(y|x, z,β,σ2) =
K∏
k=1

p(yk|xk, z, βk, σ2
k), (2.5)

where

p(yk|xk, z, βk, σ2
k) = (2πσ2

k)
−nk
2 exp

{
− 1

2σ2
k

(yk − xkβk)ᵀ(yk − xkβk)
}
. (2.6)

with yk and xk denoting the realizations of the response vector Y k and correspond-

ing covariate matrix Xk, respectively, of the data points belonging to component

k.

Furthermore, given the set of parameters β, σ2, π, the complete data likeli-

hood can be written as

p(y, z|x,β,σ2,π) = p(y|x, z,β,σ2)p(z|π). (2.7)
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We remark that in the model formulation above the unknown number of com-

ponents K is taken to be fixed and finite, whereas in the data allocation part of

our estimation procedure the number of components is, similarly to the approach

considered in [46] and [47], in principle not limited to be finite. The finite number

K that we aim to estimate, should be interpreted as the number of components

containing the n data points, which naturally is a finite number.

Finally, we introduce the notation for the additional similarity information. It

is assumed that this additional information is available in the form of a symmetric

n×n-matrix S = (Sii′), where Sii′ is a non-negative random variable representing

the additional similarity information between data points i and i′. The matrix S

will be referred to as the additional data or as the similarity matrix. We emphasize

that Sii′ should not have been computed from Yi and Yi′ , but that S should

originate from an additional data source, such that Y and S can be assumed to

be independent. The measured value s of S will be incorporated into the prior

distributions for the component memberships.

2.3 Prior distributions

In this section we define the prior distributions for the model parameters. We

start with the regression parameters β and σ2. Next, we introduce a new clus-

tering scheme that defines the prior distribution for the (conditional) component

memberships.

Priors for regression parameters

From (2.4), we see that given the component membership vector Z, the estima-

tion problem turns into fitting K independent regression models. As our focus

is on high-dimensional problems, for each k the regression coefficient vector βk is

assumed to be sparse, in the sense that within each component only a few co-

variates contribute to the variability of the response variable. We use shrinkage

estimation of the regression coefficients, and apply the Bayesian Lasso procedure

of [56]. Accordingly, in order to design an appropriate Gibbs sampler, we de-

fine for k = 1, . . . , K, a hyperparameter τ 2k = (τ 2k1, . . . , τ
2
kp) with independent and
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identically distributed elements and assume

βk|σ2
k, τ

2
k ∼ Np(0p, σ

2
kDk), Dk = diag(τ 2k1, . . . , τ

2
kp),

τ 2kj ∼ exponential(λ2k/2), j = 1, . . . , p,
(2.8)

with 0p being the p-dimensional vector with only zeros. Hence, the prior density

of τ 2k is given by

p(τ 2k ) =

p∏
j=1

λ2k
2
e−λ

2
kτ

2
kj/2. (2.9)

It can be seen that for each k and j and conditionally on σ2
k, we have independent

double-exponential conditional prior distributions with location parameter zero

and scale parameter
√
σ2
k/λ

2
k for the components βkj. This yields

p(βk|σ2
k) =

p∏
j=1

√
λ2k

2
√
σ2
k

exp

{
−
√
λ2k|βkj|√
σ2
k

}
. (2.10)

Furthermore, we assume an inverse gamma distribution p(σ2) a priory for σ2
k,

σ2
k ∼ IG(ω, η), (2.11)

with ω and η the shape and scale parameter, respectively, and a gamma prior for

the tuning parameter λ2k,

λ2k ∼ G(r, δ), (2.12)

with r being the shape, and δ the rate parameter. We fix the shape parameter ω

and set it to unity to avoid extremely small posterior variances for σ2
k, and for η

we assume an exponential prior with mean φy that is equal to the sample variance

of the response variable. Finally, we set the hyper-parameter δ equal to a value

sufficiently larger than zero to avoid computational problems [56].

With the above set-up we have (conditional) conjugacy for βk. Moreover, the

fact that σ2
k is included in the prior distribution (2.10), prevents multi-modality of

the joint posterior distribution of σ2
k and βk. We note that the tuning parameters

λk are assumed to be component-specific, so that a common tuning parameter is

used for regularization of all regression coefficients within a component. However,

with a trade for more computational costs, one could also assume specific tuning
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parameters for each coefficient (e.g. see adaptive Lasso of [88]).

Prior for component membership probabilities

Here we propose our new data allocation strategy, Data Integrative Chinese Restau-

rant Process (DICRP), which can be used as an alternative to the CRP of [84] in

settings where it is not realistic to assume that the data points are exchangeable.

This strategy also allows for the integration of additional, external, data sets that

contain some kind of similarity information about the data points Yi, thereby in-

creasing the accuracy of the data clustering, and hence of the parameter inference.

Recall that S = (Sii′) denotes the similarity matrix representing the additional

similarity information with Sii′ being the non-negative similarity value between

data points i and i′, and that s = (sii′) denotes its observed value. We assume, for

i = 1, . . . , n, k = 1, . . ., the following conditional distribution on the component

memberships.

p(Zi = k|z−i, s, α) =

n
∗
−i,khi(k)/c , if k is an existing component,

α/c , if k is a new component.
(2.13)

Here z−i is the n−1-vector obtained from z by deleting zi, α > 0, c is a normalizing

constant, and

n∗−i,k =
∑
i′:i′ 6=i

I{sii′≥Ti}I{zi′=k}. (2.14)

The function hi(k) in (2.13) is of the form

hi(k) = 1 +
∑
i′:i′ 6=i

sii′I{zi′=k} (2.15)

and represents the overall similarity of data point i with all other data points in

component k. In the above, I denotes the indicator function, and Ti is a threshold

value which depends on data point i. In the applications below we will chose

Ti to be the third quantile of the similarity values between the data point i and

the rest of the data points. This choice ensures that a data point is more likely

to end up in a component where it has high similarity with the majority of the

other data points. However, other choices are possible too. Numerous similarity
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Figure 2.1: A probabilistic graphical model representing DIMR with S the similarity
matrix that is assumed available from additional data sources.

(or distance) measures for either of categorical or continuous attributes have been

proposed and studied in different disciplines (see e.g. the review studies by [89]

and [90]). We also note that other forms of hi can be used, but for our purpose

the simple form (5.2) suffices.

The prior (2.13) is an extension of the conditional probability that is reached

by taking limits as the number of components tends to infinity in a finite mixture

model. The derivation of similar type of prior distributions on the component

memberships has been well explained in [46] and [47].

Obviously, the number of mixture components is largely controlled by the

choice of α, in that larger values lead to more components. To estimate the

precision parameter α, we follow [91], and assume a gamma prior with mean a

and rate parameter b :

α ∼ G(a, b). (2.16)

Similarity between two data points is usually described as their distance. If

this distance is small, there will be a high degree of similarity; if the distance
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is large, there will be a low degree of similarity. In our setting the judgment of

similarity is based on magnitude and not orientation, so that sij can take any

non-negative value. This permits DICRP to be equivalent to the original CRP in the

case of having no additional data, where the similarity values are assumed to be

zero for all data points.

We have now presented all parts of our data integrative mixture of regression

aproach, DIMR. Figure 2.1 shows its graphical model representation.

2.4 Full posterior conditionals

Given the component memberships z = (z1, ..., zn)ᵀ, the full conditionals can be

derived from the component likelihood (2.6) and the prior distributions of Sec-

tion 2.3. Note that the priors in that section are chosen to be conjugate so that

their posteriors yield standard statistical distributions: the full conditionals for

the regression coefficients are normally distributed, and the full conditional for

the variance parameters are inverse gamma. We find for the regression parame-

ters of component k,

βk |xk, yk, σ2
k, τ

2
k ∼ Np(A

−1
k (xk)

ᵀ
yk, σ2

kA
−1
k ), (2.17)

with Ak = (xk)ᵀxk +D−1k , and for the variance parameter of component k we have

σ2
k |xk, yk, βk, τ 2k ∼ IG

(
nk/2+p/2+ω, η+

1

2

[(
yk−xkβk

)ᵀ(
yk−xkβk

)
+βᵀ

kD
−1
k βk

])
.

(2.18)

Conditional independence of τ 2k1, ..., τ 2kp allows block updating from the following

inverse normal distribution for the inverse parameters:

(τ 2kj)
−1|βk, σ2

k, λk ∼ IN(µ′k, λ
′
k) (2.19)

with µ′k =

√
λ2kσ

2
k

β2
kj

the location and λ′ = λ2k the scale parameter, respectively.
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Furthermore, we have

η|σ2
k ∼ G(K + 1, (

1

φy
+

K∑
k=1

1

σ2
k

)−1), (2.20)

and

λ2k|τ 2k ∼ G(p+ r, (δ +

p∑
j=1

τ 2kj/2)−1). (2.21)

The full conditional distribution for the hyperparameter α can be derived given the

number of components K (which is implied by the fact that z is given), following

the hierarchy introduced by [84]:

α|ζ,K ∼ ρζ G (a+K, b− log(ζ)) + (1− ρζ)G (a+K − 1, b− log(ζ)),

ζ|α ∼ Beta(α + 1, n). (2.22)

where
ρζ

1− ρζ
=

a+K − 1

n(b− log(ζ))
.

Using (2.5) and (2.13) we find that the conditional distribution of the latent vari-

ables satisfies

p(Zi = k|xi, yi, z−i, s, α, βk, σ2
k)

∝

n
∗
−i,khi(k)p(yi|xi, βk, σ2

k) if k is an existing component,

αp(yi|xi, βk, σ2
k)p(βk, σ

2
k)dβkdσ

2
k if k is a new component.

(2.23)

where p(yi|xi, βk, σ2
k) denotes the conditional density of Yi which is specified by (2.4).

The double integral in (5.15) is not analytically tractable. We apply a Monte

Carlo method as suggested by [46], and create a new component, k′, with param-

eter values βk′ and σ2
k′ generated from their priors and replace the double integral

by p(yi|xi, βk′ , σ2
k′). This enables Gibbs sampling from the posterior (5.15) in the

case that a new component has to be created. We notice that a small component

variance σ2
k can mask the contribution of the prior probabilities n∗−i,khi(k) which

allows observations to be assigned to components other than k. However, when

variances of components are more or less similar, the prior distribution can have
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2.4 Full posterior conditionals

a significant effect on the clustering.

We propose an MCMC algorithm, named Data Integrative Mixture Regres-

sion (DIMR), that consists of a Metropolis-Hasting sampler combined with a partial

Gibbs sampler to update the component memberships according to our data allo-

cation procedure DICRP described in Section 2.3, and together with the Bayesian

Lasso Gibbs sampler of [56] to update the regression parameters [9]. The algorithm

iterates through the steps presented in Box 1. Note that in step 1 of Box 1 we

use simple birth and death type updates for the number of components based on

proposals from the prior densities of the component parameters. We have inves-

tigated other types of proposals, including a random walk, but the impact on the

convergence or model performance compared to the presented one was negligible.

Our experience in this respect agrees with the one of [47].

Prior to the application of the algorithm, an initial clustering needs to be

made and all data points should be assigned to their components. We fix the

maximum number of mixture components to Kmax (≤ n). The first component

is created by generating values for its parameters from their prior distributions.

Next, the normal density value with these component parameters is calculated

for all data points. The data point with the largest density value is assigned to

the first component. The second component is generated in the same way as the

first one, but the second data point can be assigned to the first component or to

a second one depending on the density values using each component parameters.

This continues until all data points are assigned to a finite number K (≤ Kmax)

of components.

In the initial clustering as well as after the MCMC sampler has swept through

updates of component memberships and parameters as described in steps 1–4

(Box 1), there is a possibility to create some components with very few data

points. To avoid over-fitting problems, one can optionally eliminate redundant

components after convergence. In this study we eliminate components whose data

points amount to less than 5 percent of the sample size. These data points are then

transferred to existing components depending on their maximum normal density

values.
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2.4 Full posterior conditionals

Box 1: DIMR algorithm

1. Update number of components. For i = 1, . . . , n,

1.1 if data point i belongs to component k that has more than one occupant,

a) create a new component k′ and generate component parameters from

the prior distributions:

∗ generate λ2k′ ∼ G(r, 1/δ)

∗ generate ηk′ ∼ exp(1/φy)

∗ generate σ2k′ ∼ IG(ω, ηk′)

∗ generate τ2k′j ∼ exp(λ2k′/2) for j = 1, . . . , p

∗ generate βk′j ∼ N(0, σ2k′τ
2
k′j) for j = 1, . . . , p

b) retain the newly created component and put zi = k′ with probability

min

{
1,

α

(n− 1)
×
p(yi|xi, βk′ , σ2k′)
p(yi|xi, βk, σ2k)

}
;

1.2 if data point i belongs to component k that contains only one data point,

a) propose a candidate component k′ among the existing components with

probability n?−i,k′/
∑K

k=1 n
?
−i,k′

b) delete component k and set zi = k′ with probability

min

{
1,
n− 1

α
×
hi(k

′) p(yi|xi, βk′ , σ2k′)
hi(k) p(yi|xi, βk, σ2k)

}
.

The resulting number of non-empty components is the new value of K.

2. Update component memberships. For i=1,. . . ,n, if data point i belongs to

a component with more than one occupant, update its component membership

with probability equal to

n?−i,khi(k)× p(yi|xi, βk, σ2k)∑K
k=1 n

?
−i,khi(k)× p(yi|xi, βk, σ2k)

,

otherwise do nothing.

3. Update components’ mixture parameters. For k = 1, . . . ,K, update the

mixture parameters by sampling from the full conditionals.

4. Iteration. Repeat steps 1-3 until convergence.

Posterior modes are the natural choice for point estimation of the regression pa-
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rameters. However, as the posterior modes might not be preserved under marginal-

ization [56], we use posterior medians to infer regression parameters of the com-

ponents. The final number of components after the algorithm has converged, or

after the optional elimination step if this step was added, is the estimate of the

number of components K.

2.5 Simulation

In this section we assess the performance of the proposed method on various sim-

ulated data sets and demonstrate the method’s ability in two major aspects. The

first aspect concerns the data allocation strategy where we compare the proposed

DICRP to the original CRP in the context of mixture regression models. Secondly,

we assess the performance of DIMR to demonstrate its potential in estimation of the

number of mixture components and the regression coefficients as well as in predic-

tion of the response variable. Furthermore, we compare the performance of DIMR

with similar estimation methods for mixture regression, namely FMRLasso [83],

Bayesian Mixture Regression (BMR) method [68], glmnet [92] and RandomForest

[93]. Finally, we examine the empirical consistency of DIMR for a fixed dimension.

We used two data generation scenarios with different numbers of components and

mixing probabilities, see Table 6.1.

Models π σ2 β

Model 1 (0.5,0.5) (0.5,0.5) β1 = (0p−5, 5, 5, 5, 5, 5)
β2 = (0p−5,−3,−3,−3,−3,−3)

Model 2 (0.1,0.3,0.6) (0.5,0.5,0.5)
β1 = (0p−5, 5, 5, 5, 5, 5)
β2 = (0p−5,−3,−3,−3,−3,−3)
β3 = (0p−5, 1, 1, 1, 1, 1)

Table 2.1: Simulation models.

Throughout this section, the performance of our algorithm in terms of esti-

mating regression coefficients is evaluated through mean squared errors between

the true parameter values and their corresponding estimates over all regression co-

efficients and mixture components. To investigate prediction errors we employ a

5-fold cross validation. For model comparison, we use the average of mean squared

errors over the five test sets.
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2.5 Simulation

Figure 2.2: Clustering accuracy of DICRP with varying informativeness parameter
κ in terms of a) Adjusted Rand index and b) Variation of information, under
Model 1 for 100 independent data sets with p = n = 100.

Clustering accuracy

We first performed a simulation study to asses the clustering accuracy of DICRP and

to compare it with the original CRP. We also demonstrate the influence of clustering

accuracy on fitting mixture regression models. To this end, 100 independent data

sets with p = n = 100 were generated from Model 1 (Table 6.1). To generate

the additional data S, for each of the K clusters of simulated data we randomly

selected κ×100% of the data points in the cluster and set si,i′ = 1 for each pair of

points i and i′ in the selected set. All other similarity values were set to zero. This

means that the value of κ determined the level of informativeness of the generated

S. We considered five informativeness levels κ = 0, 0.1, 0.3, 0.6, 0.8, where κ = 0

means that S = 0 which yields the original CRP.

After convergence of the MCMC algorithm we applied the above described

optional elimination step and the final mixture clusters were obtained. This clus-

tering was compared to the actual clustering of the simulated data to determine

the clustering accuracy. There are various measures of partition correspondence

among which we chose two well-known measures, namely the Rand index (ARI)

of [94] and the Variation of Information VI) of [95]. ARI can take continuous val-

ues between zero (for independent clustering) and one (for identical clustering),

while VI is positive with zero for identical clustering and grows when the distance
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2.5 Simulation

between two clusterings becomes larger.

Figure 2.2 presents the results of the clustering using the original CRP and

DICRP with varying levels of prior informativeness κ. Note that as κ increases

both ARI (a) and VI (b) suggest continued gain in clustering accuracy. The first

boxplot in both plots represents the clustering accuracy of the original CRP. As

suggested by Figure 2.2, the presence of more informative additional data can

increase clustering accuracy significantly. Naturally, we expect higher accuracy

in clustering to lead to more accurate mixture parameter estimation and better

predictions. Figure 2.3 indicates a clear increase in correctly estimating the num-

ber of mixture components (described as power in the figure) (a), and decrease

in both regression coefficient estimation errors (b) and prediction errors (c) when

the informativeness of the additional data increases.

Figure 2.3: Results of applying DIMR to simulated data under Model 1 with various
levels of informativeness κ for the additional data. Evaluations are based on 100
simulation runs to calculate a) the number of times that the number of mixture
components was correctly estimated (power), b) `2-loss of all regression coefficients
and mixture components, and c) MSE of response predictions.

Comparison of methods

As mentioned above, we compared DIMR with several similar methods, FMRLasso,

BMR, glmnet and randomForest. FMRLasso is a penalized maximum likelihood ap-

proach [83], and BMR a similar Bayesian approach [68]. While they are alternatives

for estimation of mixture regression models, they are not suitable for incorpo-

ration of additional data. Therefore, we also used glmnet and randomForest,

which allow utilization of additional data, to compare with. Since the latter are of
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Figure 2.4: Comparison of DIMR, FMRLasso, and BMR under Model 1 in terms
of false positives, true positives, estimation and prediction errors, and correctly
detected number of components (i.e. power).
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Figure 2.5: Comparison of DIMR, glmnet, and randomForest under Model 1 in
terms of prediction errors for varying informativeness level of the additional infor-
mation.

non-mixture regression model type, the comparison of these methods with DIMR

is based only on model prediction errors. However, for comparison with FMRLasso

and BMR we take into account various aspects such as the number of times that the

number of components was correctly discovered (power), the number of false pos-

itives (FP), the number of true positives (TP), estimation errors of the regression

coefficients, and prediction errors.

All five methods were applied to 100 independent data sets of size n = 100

that were generated from Model 1 of Table 6.1. Comparing with FMRLasso and

BMR we let the data dimension, p, range from 20 to 300, whereas for glmnet and

randomForest we fixed the data dimension to p = 20 while letting the informa-

tiveness level, κ, take values in {0, 0.3, 0.5, 0.8}. Note that for the former case,

calculation of estimation errors is only possible when the number of components

equals the number of components of the simulated data set. Therefore, when any

of the two methods miss-identified the number of mixture components, new data

sets were generated.

FMRLasso requires a predetermined number of components. For a given number

of components, FMRLasso selects a penalty parameter out of a grid of proposal

values based on BIC or AIC of the fitted models. We set the number of components

to vary from 1 to 5, and fixed the grid of tuning parameters as suggested in [83].

For selection, we used BIC.

For DIMR the additional data were plugged in as described in Section 2.5. For

incorporation of the additional data in glmnet and randomForest we cannot work
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2.5 Simulation

with similarity data. Instead, we partitioned the simulated clusters of main data

based on the value of the pre-defined informativeness level κ and fitted the model

through separate linear regression models using the two methods. More precisely,

for each of the K = 2 clusters of simulated data we randomly selected κ × 100%

of the data points in the cluster. We then performed regression analysis and

calculated cross-validated prediction errors based on three data splits: the two

selected sets, and the set consisting of the remaining data points. For κ = 0 there

was no split and regression was performed on all data points.

Figure 2.4 shows comparable performance for the three mixture methods DIMR,

FMRLasso, and BMRin terms of regression coefficient estimation. In higher dimen-

sions, however, we see a better performance for DIMR and FMRLasso as compared

to BMR. Similarly, for model selection, especially in higher dimensions, the perfor-

mance of DIMR and FMRLasso are much more reasonable than that of BMR. This is

somewhat expected as model selection is not properly addressed in BMR.

Concerning model prediction, there is a significant gap between the perfor-

mance of the three mixture methods. This can be explained by the fact that DIMR

shows a more successful performance in terms of detecting the true number of

mixture components as can be seen in the three bottom boxplots in Figure 2.4.

For BMR, this might be mainly due to overfitting caused by the way the number

of components are selected, which is through comparing posterior probability of

the varying k. On the opposite, FMRLasso employs a BIC approach to select the

number of mixture components. Therefore, a higher data dimension obviously

leads to heavier penalization of the log-likelihood and favoring a smaller number

of components.

Figure 2.5 compares performance of the three data integrative methods DIMR,

glmnet and randomForest based on varying informativeness levels utilized for

model estimations. As expected, the performance of all three methods improves

with an increased level of informativeness of the additional data. Generally, the

performance of DIMR is better that the two other methods.
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Figure 2.6: Consistency of DIMR under Model 1 and Model 2 in terms of false
positives, true positives, prediction and estimation errors, and power.
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Empirical consistency

To demonstrate the consistency of our estimator, we considered 6 different sample

sizes varying from n = 20 to n = 400. For each sample size 100 independent

data sets are generated with a fixed dimension p = 100. Here we are interested in

comparing empirical consistency results when complexity of the data is enhanced

by an increase in the number of mixture components with unbalanced mixture

probabilities. Therefore, in addition to simulations from Model 1, we generated

data from Model 2 in Table 6.1.

Figure 2.6 illustrates how a larger sample size can improve the performance

DIMR. Particularly, estimation and prediction errors tend towards zero when sample

size increases. This holds for the simulated data sets under both models, but the

convergence is slower for the more complex data from Model 2.

2.6 Application

We consider an application of DIMR and two other regression methods, glmnet and

randomForest on a real data set of stomach adenocarcinoma [96]. This data set

contains various measurements on the DNA of 260 patients among which we are

interested in mRNA measurements of genes. More specifically, we will focus on

mRNA measurements of one specific gene, namely CDH1 that is suggested to be

associated with gastric cancer [97]. Among 1357 genes, we selected 298 genes that

present high correlations with CDH1 as predictor variables. Our major aim is to

project mRNA measurement of CDH1 on the other genes, yet trying to capture

heterogeneity among the samples.

Stomach adenocarcinoma is the most frequent type of gastric cancer that is

classified into different subtypes. The most used classification is the so-called Lau-

ren classification (LC) with two classes: diffuse and intestinal type. Another pop-

ular classification concerns the World Health Organization classification (WHOC)

with 4 clusters namely papillary, tubular, mucinous (colloid) and poorly cohesive

carcinomas [98]. Besides these classification systems, in a recent study of gas-

tric adenocarcinoma a molecular classification (MoC) is proposed that suggests

four subtypes that have more clinical utilities [96]. This brings up the question
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scenario LC MRE MeC MoC WHOC off-Diag S
I 7 7 7 7 7 sii′ = 0
II 3 7 7 7 7 sii′ = 1
III 7 3 7 7 7 sii′ = 1
IV 7 7 3 7 7 sii′ = 1
V 7 7 7 3 7 sii′ = 1
VI 7 7 7 7 3 sii′ = 1
VII 3 3 7 3 7 sii′ = 3
VIII 3 3 3 3 3 sii′ = 5

Table 2.2: Additional data incorporation scenarios for gastric adenocarcinoma: we gen-
erate 8 similarity matrices S each containing information from none (first row), one (rows
2-6), or multiple additional data sources (rows 7-8). We assume an overlap measure for
which sii′ = 0 if i and i′ do not belong to the same cluster in the corresponding additional
data which are marked by 7. Otherwise, based on the number of data sources in which
i and i′ belong to the same cluster(marked by 3), sii′ can take 1, 3 or 5.

whether or not these external classification data can be a useful asset in capturing

heterogeneity of the genomic data in terms of reduction in the prediction errors.

Figure 2.7: Prediction v.s response plots of 5-fold cross validated DIMR using dif-
ferent additional sources.

We used the data from the three above mentioned classification schemes to-

gether with the microRNA expression (MRE) clusters and methylation clusters (MeC)

as the sources of additional information. We employed each regression method

with and without additional data. For DIMR, these additional data were incorpo-

rated in the models either individually or jointly in the form of a similarity matrix

S. To form a similarity matrix based on an individual additional data source we

set sii′ = 1 when observation i and i′ are clustered together, and sii′ = 0 otherwise.
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To form a similarity matrix that is based on more than one data source, we used

an overlap measure which means sii′ = k when in k additional data sources the

two observations are in the same cluster. Here we consider eight scenarios, the

first of which assumes no additional data (i.e.S = 0). In this case, as mentioned

earlier, the data allocation scheme DICRP is equivalent to the original CRP. The

next five scenarios concern generation of 5 similarity matrices each using one addi-

tional data source separately. The last two similarity matrices use integration of 3

and 5 additional data sources, respectively. Table 2.2 gives a summary of the dif-

ferent data integration scenarios and generation of their corresponding similarity

matrices.
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Figure 2.8: Cross-validated predicted MSE of regression models based on different
additional data sources for stomach cancer. "No data" refers to the situation
where the methods are given no additional data, and "All data" to the case where
integration of all additional data sets is taken into account.

A different approach has been taken to incorporate the additional data into the

glmnet and randomForest methods. We partitioned the main data using clusters

based on the additional data, and fitted separate linear regression models using

these methods. To be fair in the comparison, new clusterings were built from

combining the additional data and using a k-mode algorithm [99].

We evaluated the performance of the methods in terms of model prediction

using a 5-fold cross validation method. Figure 2.7 presents the effectiveness of the

additional data sets when they are used as the only external source and of some

combinations. Clearly, when the additional data set that is used in the algorithm

comprises information obtained from a combination of additional data sets, the
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prediction errors dramatically decrease. This is even more obvious from the first

panel in Figure 2.8 which particularly shows unreliable predictions when clusters

of MRE are used as the only external source, and a considerable mitigation of the

prediction errors when these data are added as additional data in the DIMR algo-

rithm. This improvement in model estimation might be due to the complementary

role of the additional data sources and the suitability of the DIMR algorithm for

the integration of such data. Figure 2.8 also shows a comparable performance

for the glmnet and the randomForest methods. Yet, as can be seen from the

boxplots, DIMR very often outperforms the other two methods, especially when

different sources of additional data are used.

2.7 Discussion

In this chapter we developed a Bayesian approach accompanied by an MCMC algo-

rithm, DIMR, for mixture regression estimation which provides a flexible framework

to incorporate auxiliary information. The method aims at facilitating the anal-

ysis of reasonably high-dimensional data sets through considering shrinkage-type

priors on the regression coefficients. We further extended CRP to a more efficient

data allocation scheme DICRP, that is placed in the heart of our algorithm, yet

could be of interest in other problems independently. The performance of the

method is investigated through an extensive simulation study and by application

of the method to real data. The results demonstrate that DICRP is more suc-

cessful than CRP when additional data on the similarity of the data points are

available. Furthermore, the results from the comparative study demonstrate that

our approach is competitive with the penalized likelihood method FMRLasso, and

generally outperforms BMR.

In this work we combined an MCMC algorithm with a Gibbs sampler to jointly

infer mixture and regression parameters. Although MCMC methods have good

properties, for large data sets computational costs can be high. A useful alternative

for MCMC is variational inference, which is based on maximization of the marginal

likelihood [100, 101, 102, 103]. Variational inference methods are generally faster

than MCMC methods and it may be worthwhile to investigate them in conjunction
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with our proposed data integration scheme.

The Bayesian Lasso does not yield sparse solutions directly. This is why in

this chapter sparsity is induced from model selection through credible intervals of

the posterior samples. As shown in the simulation section, utilizing this method

within our mixture framework yields better selection results compared to similar

methods. However, considering alternative selection methods such as [104] or [105]

might be useful for further improvement of the selection procedure.

Mixture models are only identifiable up to a permutation of the component

labels. For sampling approaches this only affects interpretation of results, but

is no problem for parameter estimation itself [106, 107]. We endeavor to tackle

this problem by adapting a unique labeling for the components based on ordering

the `1-norm of the regression coefficients |β1| < |β2| < . . . < |βK |. Although this

assumption in the MCMC algorithm avoids numerical (label-switching) problems,

general identifiability problem, i.e. the correct identification of the components

that better describe the response variable, still remains an open question to inves-

tigate [108, 109].

In practice, the similarity matrix either is given or has to be constructed based

on independently available information which could be of continuous or categori-

cal nature, or both. In case the similarity matrix has to be constructed, different

approaches could be used to translate additional data into a similarity matrix.

Which approach is chosen, is highly dependent on the domain and the application

and to a certain extent subjective. For the purpose of our simulation study it was

sufficient to consider the similarity matrix as given. For our real data example,

the additional data sources were all variables of the categorical type and the sim-

ilarity matrix had to be computed from these categorical variables; the overlap

measure that we used for this, is a natural one. However, depending on the type

of additional information other similarity functions might be investigated (see,

for example, measures provided in [110] and [90]). Similarly, instead of an over-

lap function that summarizes the similarity values stemming from different data

sources, other choices could be explored. In the forthcoming chapter (3) we study

various types of similarity measures and summarization methods based on both

discrete and continuous types of additional attributes.
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Chapter 3

Bayesian Mixture Regression

Analysis for Regulation of

Pluripotency in ES Cells
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Abstract

Observed levels of gene expression strongly depend on both activity of

DNA binding transcription factors (TFs) and chromatin state through

different histone modifications (HMs). In order to recover the func-

tional relationship between local chromatin state, TF binding and ob-

served levels of gene expression, regression methods have proven to be

useful tools. They have been successfully applied to predict mRNA

levels from genome-wide experimental data and they provide insight

into context-dependent gene regulatory mechanisms. However, hetero-

geneity arising from gene-set specific regulatory interactions is often

overlooked. We show that regression models that predict gene expres-

sion by using experimentally derived ChIP-seq profiles of TFs can be

significantly improved by mixture modelling. In order to find biologi-

cally relevant gene clusters, we employ a Bayesian allocation procedure

which allows us to integrate additional biological information such as

three-dimensional nuclear organization of chromosomes and gene func-

tion. The data integration procedure involves transforming the addi-

tional data into gene similarity values. We propose a generic similarity

measure that is especially suitable for situations where the additional

data are of both continuous and discrete type, and compare its perfor-

mance with similar measures in the context of mixture modelling. We

applied the proposed method on a data from mouse embryonic stem

cells (ESC). The results indicate that including additional data lead

to biologically meaningful gene clusters, and provides valuable insight

into the heterogeneity of the regulatory interactions.

KEYWORDS

Transcription regulation, data integration, Pluripotency, Mixture re-

gression.
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3.1 Introduction

Cell-type- and condition-specific interactions between DNA binding transcription

factors (TFs) and their target genes, and modification of chromatin-associated

proteins are two primary molecular mechanisms that influence rates of transcrip-

tion [111, 112]. Uncovering the complex network of regulatory interactions that

control spatio-temporal levels of gene expression is crucial for understanding the

coordination of biological processes that take place in cells. An important first

step is to obtain accurate experimental data. Chromatin immunoprecipitation

combined with massively parallel DNA sequencing (ChIP-seq) is now routinely

used to determine TF-DNA interactions and genome-wide patterns of histone

modifications (HMs) at high resolution. The next step is to infer the relationships

between the relevant variables by building plausible and interpretable models. In

this chapter we propose to infer the functional relationship between gene expres-

sion levels and TF binding as well as local chromatin state, via a Bayesian mixture

regression analysis that takes into account i) heterogeneity arising from gene-set

specific regulatory interaction, ii) the integration of additional biological informa-

tion such as 3D chromatin interactions or gene function. For this integration the

additional data that provide the biological information, need to be transformed

into a similarity measure. We study several similarity measures and illustrate the

the performance of our method by applying it to a data from mouse embryonic

stem cells (ESC).

In a pioneering work [113], Bussemaker and co-authors demonstrated the effec-

tiveness of regression models to study the effect of in silico predicted TF binding

on observed gene expression of potential target genes. They proposed multiple

linear regression models where discrete counts of TF motifs occurring in gene pro-

moter sequences are used as predictors. Their models describe gene expression as a

function of many predictors simultaneously and have been successfully applied to

discover binding sites of yeast TFs controlling cell cycle gene expression. Extend-

ing this approach to model mammalian gene expression has not been as successful.

Complicating factors include the much less compact genomes in higher organisms

which include vast stretches of non-coding DNA within and around genes that are
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rich in regulatory elements and that enable more complex and dynamic regulatory

mechanisms. Consequently, the presence of any particular motif in a non-coding

region near a gene of interest is a poor predictor of occupancy by a DNA binding

protein under a given condition, let alone of any functional relationship. However,

several studies have shown that experimentally derived genome-wide ChIP-seq

profiles of transcription factors and also HMs, such as H3K4me3, which often

marks regions of active transcription, and H3K27me3, a mark of transcriptionally

silent chromatin, do correlate strongly with observed levels of gene expression.

For instance, Ouyang et al. [6] showed that by using a PCA-regression model

that includes profiles of 12 different mouse TFs, roughly 65% of gene expression

in embryonic stem cells can be explained. This work was extended by integrating

HMs and DNA methylation profiles in a later study by Park and Nakai [114].

Karlic̀ et al. [115] employed a regression model to show that patterns of histone

modifications are predictive for gene expression. These approaches are similar in

the sense that they are built on the premise that a given regulatory signal exerts

a universal regulatory effect on all its target genes.

An important point of attention is that individual levels of gene expression do

not depend in a simple way on the activity of a single transcription factor. Com-

binatorial action of multiple transcription factors, local chromatin state and other

mechanisms of regulation result in more complex modes of regulation and the con-

tribution of each single transcription factor may therefore be different for different

sets of genes. Ordinary least squares (OLS) models are not suitable to identify

such divergent effects of regulatory signals, as their output is computed as a single

linear combination of regulatory predictors. Ouyang et al. [6] addressed this is-

sue by applying a principle component regression (PCR) analysis which instead of

original regulatory signals uses the orthogonal principle component vectors as new

predictor variables. Costa et al. [7] took a different approach by fitting mixture

regression models, which inherently cluster the data and allow the same regulatory

elements to assert different effects on gene expression in distinct clusters of genes.

Later, do Rego et al. [8] considered possible correlation of the regulatory elements

and used a variable selection approach to detect the most important regulatory

signals within each cluster. In spite of the ability of this method to capture data
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heterogeneity, efficient algorithms are required to optimize the number of mixture

components and the tuning parameters. Most importantly, the approach does not

accommodate integration of additional data into the model.

Apart from data on genome-wide presence of HMs and TFs, due to recent

advances in molecular techniques such as chromosome conformation capture (3C

based Hi-C), additional relevant information on a genome-wide scale can be ob-

tained that can be leveraged in a flexible data modelling approach. Hi-C is a

proximity-ligation based assay that allows quantification of contact frequencies

between pairs of loci genome-wide and as such yields three-dimensional (3D) data

on spatial organization and interaction of genes and regulatory elements, that is

believed to provide important insight into complex relationships between 3D chro-

matin structure and gene activity [116]. Another example is functional annotation

of genes, that is often used to evaluate clustering methods from a biological per-

spective, but can also be used as an auxiliary attribute to increase the accuracy

of data modelling.

In this study we approach the problem by mixture modeling with a flexible

Bayesian estimation procedure. In addition to enabling variable selection, our

method gives proper account to incorporation of prior biological knowledge from

different, but related, data sources with the aim of enhancing clustering accuracy.

The auxiliary gene attributes in this approach are translated into a single similar-

ity matrix which is then incorporated into the prior for (conditional) component

membership. Kirk et al. [117] proposed a similar data integration method that

works by fitting separate mixture models for each additional data set and linking

them through a conditional prior on the mixture component memberships. Similar

to their approach we are interested in integration of additional data at the level of

component memberships. However, firstly, instead of many we fit only one mixture

model and, secondly, we work in a regression setting which allows for modelling

the dependency of an independent variable of interest on multiple independent

variables. Here, we further compare several functions that measure similarity of

gene pairs based on various auxiliary attributes and study their influence on the

accuracy of our models.
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Data

Main data

The results in Ouyang et al. [6] suggest that microarrays are less sensitive to

detect lowly expressed genes than deep RNA-Seq. Therefore, we use gene ex-

pression data measured by RNA-Seq in mouse embryonic stem cells (ESC) as

reported in [6]. The expression levels were calculated according to the RPKM def-

inition [118]. These data are available online at http://www.pnas.org/content/

106/51/21521?tab=ds. In a regression setting, they are represented by the re-

sponse variable. On the expression levels of the 15512 genes we examined the

regulatory effects of 15 genetic markers (12 TFs and 3 HMs).

As primary set of regulatory predictors we consider the ChIP-Seq data of 12

mouse TFs in ESCs namely E2f1, Mycn, Zfx, Myc, Klf4, Tcfcp2l1, Esrrb,

Nanog, Oct4, Sox2, Stat3, Smad1, which were downloaded from NCBI GEO

under the accession designation GSE11431 [119]. Mikkelson et al. published

genome-wide maps of chromatin state in mouse ESCs based on ChIP-Sequencing

of several HMs [120]. From GEO, we obtained the densities (at 25 bp resolution)

of H3K4me3, H3K27me3 and H3K36me3 and mapped these to promoter regions

(2000 bp up- and down-stream of TSS) of RefSeq genes. In a regression setting

we refer to the TF and HM data as explanatory variables or predictors. Whereas

Ouyang et al. [6] applied regression on PCA variables, our approach uses the

ChIP-Seq signals in the regression model directly. The reason for this lies in the

fact that the number of regulatory markers was not too large and PCA analysis

often suffers from interpretability issues. Moreover, instead of a separate feature

selection step, the presented approach enables shrinkage estimation, where the

estimated regression coefficients of less important features automatically tend to

be close to zero.
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Additional data

Throughout this chapter the following data are used as additional data to im-

prove the accuracy of the model that we use to explain gene-TF or gene-HM

relationships. We use eight data sources in the form of auxiliary variables. These

data include i) a set of 3D chromatin interactions from Capture-Hi-C linking pro-

moters of mouse genes based on 3D proximity, denoted by 3D_clust [121]. ii)

five Boolean attributes, four of which represent the gene functions maintenance

(Maintain), pluripotency (Plurip), repression of pluripotency (Repplurip), self

renewal (Self), and one, called Esc_sp, which indicates whether or not a gene

is critical to specific mouse embryonic stem cell phenotypes, i.e. "mouse ES cell

specific genes", iii) gene expression RNA-Seq profiles of embryoid body (EB) [6],

denoted by EB_exp, and iv) gene chromosome numbers denoted by Chr_nr.

Mixture regression model

Let the response vector Y = (Y1, . . . , Yn)T be the n-vector that represents the

(log) gene expression for a set of n genes, Xi the p-vector containing the values

of p explanatory variables for the i-th gene, and X = (X1, . . . , Xn)T the n × p -

matrix of all explanatory values. We will always work conditionally on Xi = xi.

We assume that the set of response variables comprises K unknown clusters (or

components), that Y1|x1, . . . , Yn|xn are independent, and that Yi|xi follows a finite

mixture of Gaussians given by

Yi|xi,β,σ2,π ∼
K∑
k=1

πkN(xTi βk, σ
2
k), i = 1, . . . , n, (3.1)

where

β = (β1, . . . , βK)T , βk = (βk1, . . . , βkp)
T , σ2 = (σ2

1, . . . , σ
2
K)T , π = (π1, . . . , πK)T ,

∑K
k=1 πk = 1, and N(xTi βk, σ

2
k) stands for the univariate normal distribution with

mean xTi βk and variance σ2
k. This means that βk denotes the p-vector of regres-

sion coefficients corresponding to component k, k = 1, . . . , K. The number of

components K is assumed to be unknown.
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Throughout the chapter we use capital letters to denote random variables,

random vectors or random matrices, and small letters for their realizations; bold

type is used for quantities belonging to the full model, and subscript or superscript

k for quantities belonging to the kth cluster.

To estimate the unknown values of the parameters β, σ2, π, and the number

of components K, we take the Bayesian approach that was introduced earlier

in Chapter 2 and approximate the posterior distributions by means of the DIMR

algorithm [9].

Similarity measures

In general, the similarity matrix S does not need to be directly available, but it can

be obtained from a single additional attribute or combination of several auxiliary

attributes by means of a similarity measure. In this study, we have access to the

eight auxiliary attributes described in Section 3.2. Here we introduce and compare

a set of functions that define such measures so that they are suitable to be used

within DIMR.

Since the additional information can appear in the form of categorical or con-

tinuous auxiliary attributes, we focus on similarity measures that are applicable

for mixed attributes. Numerous similarity (or distance) measures for either cate-

gorical or continuous attributes have been proposed and studied in different disci-

plines (see e.g. the review studies [89] and [90]). However, there is a limited number

of studies that consider a mixed data situation. The indexes proposed by Wilson

and Martinez [122] and Gower [123] are especially popular in applications. The

behaviour of these measures have been tested in various multivariate statistical

analysis and data mining contexts ranging from clustering and classification prob-

lems to (kernel) principal component analysis, yet not in a mixture model context.

In our mixture regression setting, we study specific similarity functions that suit

our application. We then assess the ability of these functions, when they are used

to produce similarity matrices S within our mixture regression model framework.

Similarity functions that only apply to data with categorical attributes can han-

dle mixed data often through discretization of continuous valued attributes which

may cause loss of available information, see [124]. A good example is Gower’s
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index as proposed by Gower [123]. There the similarity sGijm of two data points i

and j measured for attribute Am, m = 1, . . .M is given by

sGijm =



1 if Am is a categorical attribute and Ami = Amj ; or

Ami = Amj = 0 (when double zeros are included in

the comparison)

,

0 if Am is a categorical attribute and: Ami 6= Amj ,

1−
|Ami − Amj |

max(Am)−min(Am)
if Am is a continuous-valued attribute.

(3.2)

The total similarity between i and j for M attributes is given by

Gow-Sij =

∑M
m=1 δijms

G
ijm∑M

m=1 δijm
(3.3)

where δijm equals one, unless one or both values are unknown, or double zeros are

excluded from the comparison, in which case δijm equals zero.

Gower’s index is widely used and allows for an efficient treatment of missing

data and the inclusion of variable weights. However, a disadvantage is that the

similarity of data points for categorical variables is simply an overload measure,

which ignores a large amount of information provided by differences in categorical

attribute values. Wilson et al. proposed three distance measures in classification

contexts where the data come with pre-defined output classes [122]. Their Het-

erogeneous Value Difference Metric (HVDM) is one of the measures that use the

original form of continuous attributes without discretization. HVDM calculates

the distance dijm between data points i and j for the m-th attribute Am as

dijm =



1 if Ami or Amj are unknown ,
C∑
c=1

|
nAm

i ,c

nAi

−
nAm

j ,c

nAm
j

| if Am is a categorical attribute,

|Ami − Amj |
4σAm

if Am is a continuous attribute,

(3.4)

where σAm is the standard deviation of the continuous attribute Am, nAm
i ,c

and
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nAm
i
are the number of data points in class c, and the total number of data points

for which Am = Ami , respectively.

To be consistent with our study we consider a similarity based version of (3.4)

with sWijm = 1− dijm and assume no pre-defined output class information:

sWijm =


0 if Ai or Aj are unknown ,

1− |
nAi
− nAj

n
| if A is a categorical attribute,

1− |Ai − Aj|
4σA

if A is continuous attribute ,

(3.5)

and the total similarity between i and j for M attributes is

Wilson-Sij =

∑M
m=1 δijms

W
ijm∑M

m=1 δijm
. (3.6)

To see if these measures are suitable for our application the frequency of the

attribute values for the seven categorical attributes that are used in this study are

presented in Figure 3.1. It is evident that for attributes 3–7 there is a big gap be-

tween the frequency of the two values. These attributes are Boolean attributes that

indicate whether or not a gene belongs to a specific functional class that relates to

a specific mouse embryonic stem cell phenotype (i.e. maintenance, pluripotency,

repression of pluripotency, self renewal, and general mouse ES cell specific genes).

Naturally, a good similarity measure should assign higher similarity to the genes

that are classified in the same (rare) functional class (i.e. TRUE–TRUE) as op-

posed to the case that both are not (FALSE–FALSE). To some extent, this fact

is neglected in both Gower’s and Wilson’s measures. Therefore we propose the
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following similarity measure, sDijm for mixed auxiliary data.

sDijm =



0 if Ai or Aj is unknown, or if A is a categorical at-

tribute and: Ai 6= Aj

,

1−
nAi

(nAj
− 1)

n(n− 1)
if A is a categorical attribute and Ai = Aj ,

1− |Ai − Aj|
max(A)−min(A)

if A is a continuous valued attribute,

(3.7)

and the total similarity between i and j for M attributes becomes

DIMR-Sij =

∑M
m=1 δijms

D
ijm∑M

m=1 δijm
. (3.8)

We chose the Manhattan metric for continuous attributes, like in Gower’s and

Wilson’s metrics. For normalization, we followed Gower’s index as the range is

easy to calculate. Note that for a categorical attribute when two data points belong

to the same group, rare groups are assigned higher similarity values compared to

the frequent ones.

Figure 3.1: Frequency per class for the auxiliary attributes of categorical type.
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Model evaluation

We evaluated fitted mixture models for the three similarity measures that were

introduced in Section 3.2 to investigate which of them exploits best the auxiliary

data.

Model evaluation is an important part of the procedure for data integration,

especially in this specific application with more than one auxiliary attribute. In

principle, the similarity matrix S can be calculated in different ways using dif-

ferent similarity functions on different combination of auxiliary attributes. Let F

be the set of functions to measure the similarity of genes, and A the set of all

combination of auxiliary attributes from which S can be obtained. The purpose

of this procedure is to 1) evaluate the performance of the similarity functions F

and select an optimal one, and 2) employ the selected function to evaluate and

choose among models whose additional data are obtained from A. Here this is

done by means of H-fold cross-validation (CV). The data set is randomly split

into H approximately equal sized groups. Throughout this study, we use 5-fold

cross validation to avoid additional costs of using higher-fold settings. Each group

is left out once, while the other groups are used to estimate the model parameters.

With the estimates of the parameters at hand, the predicted expression level for

gene i in the test set h is calculated from

ŷi =
K(−h)∑
k=1

p(Zi = k| yi, xi,S(f,A))x
T
i β

(−h)
k (3.9)

where S(f,A) is the similarity matrix obtained from the auxiliary attribute set A

using similarity function f , and K(−h) and β(−h)
k the estimated number and vec-

tor of parameter estimates, respectively, corresponding to component k obtained

from the training set leaving out the test set h. We calculated the mean squared

error (MSE) for the test set h with n(h) genes by

MSE(h)(f, A) =
1

n(h)

n(h)∑
i=1

(yi − ŷi)2, (3.10)

which yielded aggregated cross-validated prediction error as 1
H

∑H
h=1 MSE(h)(f, A),

of which the minimum over f and A yields the optimal model.
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In this study there are situations where we use DIMR without additional data,

or where a non-mixture model is applied. In these cases th evaluation of the fitted

models is similarly conducted via cross-validation and based on the MSE defined

in (3.10).

3.3 Results

External data and similarity measure selection

We first determined which set of additional data can help predicting gene expres-

sion levels the best. This was done by a search over different similarity matrices

that were obtained from one single or from a combination of additional data (i.e.

the auxiliary attributes). The similarity values were calculated using the three

functions (3.3), (3.6), (3.8) that were introduced in Section 3.2. The resulting

similarity matrices were separately plugged in into our DIMR algorithm. To quan-

tify the differences between the resulting models, the mean squared errors (MSEs)

between observed and predicted gene expression values were computed (see Sec-

tion 3.2 for details). We first considered the auxiliary variables separately, as

the only source of the additional information about similarity. Figure 3.2 illus-

trates the performance of the three similarity functions. In most cases the DIMR-S

measure performed far out best, while the performance of Gower’s and Wilson’s

measures was comparable; over all conditions DIMR-S performed best.

Having established that DIMR-S yield better predictions in comparison to the

other two similarity functions, we continued with the rest of the analysis using

DIMR-S. Apart from the eight models with one of the auxiliary variables separately

as the additional data set, we considered two models in which the calculation of

the similarity values was based on a combination of auxiliary attributes. The first

model included a combination of the auxiliary attributes that concerns clustering

attributes that represent specific gene functions (Maintain, Plurip, Repplurip,

Self, Esc_sp (Set1), while the second model included the combination of all eight

auxiliary attributes (Set2).

We further validated the informativeness of the auxiliary attribute sets by

comparing the results of the corresponding models with those of a model, denoted
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Figure 3.2: Performance of different similarity measures for the additional data
sources. The bars present the MSE of the mixture models that were fitted with
DIMR using different similarity matrices that were obtained from the same auxiliary
attributes.

by Null, in which all similarity values were set to zero. More importantly, for

the last model that we considered, we drew random samples (size=50) from all

attribute values and constructed random similarity matrices (Set3).

For the in total twelve models, we utilized the similarities in the DIMR algorithm

according to (2.13)–(5.2), performed the mixture regression analysis as described

in Section 2.2, and computed the MSE as indicated in Section 2.4. To illustrate

the benefit of mixture regression, ordinary least squares (OLS) regression was also

performed.

As depicted in Figure 3.3, except for Chr_nr, all auxiliary variables sepa-

rately yield improved predictions, with similar MSEs, compared to the random

model Set3 and the NULL model. However, the MSE drops significantly (t-test,

p-value < 0.05) when the gene function attributes are combined (Set1); the best

result was obtained when all external attributes were combined (Set2). The ran-

domized additional data (Set3) does not show impressive improvement in predic-

tions, as was expected. OLS showed relatively poor performance.
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Figure 3.3: Performance of DIMR using different sources of additional data. The
DIMR-S measure is used to calculate similarities, and the cross validated MSEs
are presented in ascending order. Set1 and Set2 represent the combination of
the functional gene attributes and the combination of all auxiliary attributes,
respectively. The results are compared with the mean of the MSE of 50 models
whose additional data (Set3) are 50 random surrogates of Set2. The the lower and
upper values of the error bar for the randomized Set3 represent the first and third
quantiles of the resulting MSEs.

Since the component-wise mixture parameters were estimated in the same man-

ner, the improved results when all auxiliary attributes are used, is due to the

clustering stage of the underlying mixture model. As was illustrated by Aflak-

parast and de Gunst [9], whenever the additional data set is more informative, a

better mixture clustering can be expected. Our results show that each additional

source of information when utilized individually, has a positive effect ion the pre-

dictions. The reason why this effect becomes larger, especially when all additional

data are combined, is most likely due to the complementary role of the biological

information contained in the auxiliary variables in effective clustering of the genes.

Mouse embryonic stem cell expression

We now demonstrate that we can recover many crucial regulatory interactions

using predictors that represent TF affinities and HM levels derived in silico, al-

lowing us to accurately predict observed gene expression from sequence data. We

examined the relationship between gene expression and three groups of regulatory
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signals TFs, HMs, and a combination of TFs and HMs as explanatory variables.

To discover the relationships, we trained three different models using the mixture

modelling approach DIMR with a similarity matrix extracted from combining all

auxiliary attributes and calculating the similarity of genes using the DIMR-S mea-

sure. In addition, we fitted an ordinary multiple linear regression model for com-

parison. See Figure 3.4. The results were compared through 5-fold cross-validated

prediction errors. Comparing the proportion of variation of the gene expression

levels that has been explained by the models, i.e. the determination coefficient R2,

a slight increase can be seen when both groups of predictors (TFs+HMs) are used

as compared to only TFs or only HMs as predictors. However, this increase is rea-

sonably large (13% to 15%) for the DIMR method in relation to that of OLS (4%

to 8%). Note that compared to the OLS regression models), the reduction in

prediction error for DIMR is considerable (R2 = 0.91).

After it was established that the mixture model with both TFs and HMHs as

Figure 3.4: Plots of observed versus predicted mouse ESC gene expression com-
paring fitted models with DIMR and an OLS methods using different groups of
regulatory signals.
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predictors resulted in the smallest prediction errors, we investigated the results

of this model. We first checked whether the final model presented any signals

of over-fitting. To this end, we considered the average MSEs corresponding to

cross-validated folds separately. As shown in Figure 3.5, the prediction errors

corresponding to the cv-folds are more or less on the same level, concentrating

around 0.2.

The resulting model encompasses the genes in five components, with the num-

ber of components being automatically estimated. Figure 3.6 displays boxplots

of the observed gene expression levels for the five estimated mixture components

along with the estimated mixture proportions. Comparing the boxplots, we can

see different expression behaviour between the genes of different components, es-

pecially for the last two components (ANOVA test: F (4, 8294) = 165.1, p-value <

2e− 16).

Observed versus predicted gene expression levels for the 5-component mixture

model are depicted in Figure 3.7. Notice the distinctive behaviour of component

4 with the smallest prediction accuracy as compared to the other components

which can be due to a number of genes with very small expression levels assigned

Figure 3.5: Barplot representing prediction MSEs corresponding to cv-folds of the
final model.
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to this component (compare with the boxplot corresponding to component 4 in

Figure 3.6). This may indicate that this cluster of genes is still somewhat inho-

mogeneous.

We further investigated the regression coefficients to see how the regulatory sig-

nals explain gene expression levels across the mixture components. Figure 3.8 dis-

plays the estimated regression coefficients and their corresponding 95% Bayesian

credible intervals per component. The credible intervals are then used to sparsify

the estimated regression coefficients per component to select the fraction of regu-

latory signals for which the effects are significantly different from zero. A heatmap

of the sparsified regression coefficients is presented in Figure 3.9.

Note the overall strong positive effect of the transcriptional regulator E2f1. In

a model with only transcriptional regulators, Ouyang et al. [6] found a positive co-

efficient for E2f1 that dominated the other coefficients, using their PC-regression

model. Although we also see mostly positive estimates, it is remarkable that in

component 5, which consists of lowly expressed genes, the estimated effect is neg-

ative. We also observe that the consistently strong and positive correlation of

H3K4me3 and the negative correlation of H3K27me3 are in agreement with find-

ings by others [125, 126, 127]. Some signals while being effective in regulation of

one group of genes, are demonstrated to play no significant role in regulation in

Figure 3.6: Boxplots for mouse ESC gene expression levels clustered based on
mixture modelling using DIMR. The estimated mixture probabilities display the
proportion of genes corresponding to each component.

62



3.3 Results

Figure 3.7: Plots of predicted versus observed mouse ESC gene expression for the
5-component mixture model fitted with DIMR.

Figure 3.8: Barplots of regression coefficients and 95% Bayesian credible intervals
accros the components of the mixture model fitted with DIMLR on mouse ESC gene
expression data.
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other group of genes. For instance, being consistent with other studies (see, for

example, [128] and the references therein) we observe the negative contribution

of Oct4 in components 3 and 4, whereas for the rest of the genes no such con-

tribution is present. Perhaps most interesting are the coefficient estimates of the

crucial regulators of ESC pluripotency such as Sox2 and Zfx [129]. These factors

being significant only in component 1 and 3 (see Figure 3.9), surprisingly show

completely opposite regulatory effects which was not found in previous studies.

Figure 3.9: Heatmap of sparsified regression coefficients across the components.

From a biological perspective, we would expect that the clustering into 5 com-

ponents resulting from our model, would lead to functionally more homogeneous

sets of genes, since they should be close together in "expression-regulator" space.

To test this hypothesis, we looked at functional enrichment using an online gene

set enrichment platform: Enrichr [130]. We particularly focused on GO biological

process and GO molecular function terms belonging to GOslim. In each of the

components, the genes in all gene sets were tested for significant enrichment us-

ing Fisher’s test and a conservative Bonferroni correction was used to correct for

multiple testing. The results are shown in the tables provided in the Appendix 6.1.

3.4 Discussion

Efficient reprogramming of somatic cells to pluripotent cells and subsequent di-

rected differentiation into a lineage of choice holds great potential for regenerative
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medicine and treatment of human disease. It requires a detailed understanding of

the function of the crucial Yamanaka factors Oct4, Sox2, Klf4 and Myc, among

others. Identification of their (direct) targets, both in embryonic stem cells and

during reprogramming and in iPS cells, remains challenging. Methods that are

capable of describing the quantitative regulatory effect of a TF on the activity of

a gene in a cell under a certain condition can provide insight into TF-target gene

relationships. Given the complex nature of gene regulation in mammals, the differ-

ent mechanisms of regulation and the multitude of factors involved, methods are

needed that can identify and group together genes that share regulatory interac-

tions by integrating different sources of relevant experimental data. It was shown

by Ouyang et al. [6] that roughly 65% of the variation in RNA-Seq measured ESC

gene expression can be explained using a PC-regression model where ChIP-Seq

derived TF affinity scores of 12 TFs are used as predictors. Here, we extended the

analysis of ESC gene expression in order to incorporate additional relevant data

sets into the model in the following way. To account for differences in chromatin

context, which is a reflection of, but also influences, transcriptional activity of

a particular locus, we included histone modifications (HMs) as predictors. The

Bayesian mixture approach from Chapter 2 is employed to simultaneously cluster

the genes and fit cluster-specific regression models [9], effectively taking into ac-

count the heterogeneity observed when fitting a single model for the entire set of

genes. Furthermore, we investigated several similarity functions for extracting in-

formation from other types of experiments, most notably chromatin conformation

capture assays, which give 3D spatial information. This allows genes to be clus-

tered that share 3D regulatory interactions in addition to the more standard gene

functional clusterings often based on Gene Ontology. We compared the different

strategies through extensive data analysis.

We showed that our approach explains 91% of the variation in the gene expres-

sion levels, as compared to 61% of simple OLS models that were used in previous

approaches. We also found that incorporation of both TFs and HMs as predic-

tors results in additional accuracy when compared to models with either set of

predictors alone. This is in agreement with the cooperative role of HMs and TFs

in determining expression levels [131, 132]. We next showed that including addi-
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tional relevant biological data in the model resulted in higher predictive accuracy

than compared to a model based solely on random additional data, or no addi-

tional data at all. Particularly, when combining all additional data the resulting

model achieved surprisingly high prediction accuracy, which indicates the substan-

tial benefit of complementary information for the clustering stage of our mixture

modelling

We found 5 clusters of genes that are all well explained (component-wise R2

ranging from 0.81 to 0.94) with distinctive characteristics, which suggests that the

clusters are likely to be under the control of different regulatory mechanisms. A

challenging but very interesting direction of future work may be to develop rigorous

techniques to investigate the dynamic effects of regulatory signals on the changes

of gene expressions over time or in different states of related systems. For instance,

trying to identify both shared characteristics and differences between embryonic

stem cells and induced pluripotent cells from different founder lineages may provide

important insights into the regulatory mechanisms that underlie reprogramming

and differentiation.

The proposed method is shown to have higher accuracy compare to the state-

of-art methods, and suffer less from prediction errors. The advantage to facilitate

data integration makes this method applicable in a wide range of domains where

modelling of the main data can be supported by the numerous related additional

data sources. Our application on the mouse ESC data results in new insights

regarding genetic regulations. Our method identifies clusters which are more ho-

mogeneous in terms of their TF regulation and identifies cluster specific variable

importance for crucial transcriptional regulators. Here, this allows us to start

to disentangle different cellular ES phenotypes, such as cell cycle regulation (for

which activity of E2F is crucial) and pluripotency, which is known to be controlled

by Sox2, Oct4, KLF4 and c-Myc.
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Abstract

Cross-sectional studies may shed light on the evolution of a disease like

cancer through the comparison of patient traits among disease stages.

This problem is especially challenging when a gene-gene interaction

network needs to be reconstructed from omics data, and, in addition,

the patients of each stage need not form a homogeneous group. Here

the problem is operationalized as the estimation of stage-wise mixtures

of Gaussian graphical models (GGMs) from high-dimensional data.

These mixtures are fitted by a (fused) ridge penalized EM algorithm.

The fused ridge penalty shrinks GGMs of contiguous stages. The

(fused) ridge penalty parameters are chosen through cross-validation.

The proposed estimation procedures are shown to be consistent and

their performance in other respects is studied in simulation. The down-

stream exploitation of the fitted GGMs is outlined. In a data illustra-

tion the methodology is employed to identify gene-gene interaction

network changes in the transition from normal to cancer prostate tis-

sue.

KEYWORDS

Conditional (in)dependence; fused ridge; Gaussian graphical model; `2-

penalization; mixture model



4.1 Introduction

4.1 Introduction

Cancer is not one but a collection of multiple diseases [133]. It is heterogeneous

within a tumor, between tissues, and between individuals. This heterogeneity

can be witnessed in the many oncogenomics studies that uncover novel clini-

cally meaningful groups in cancer of a particular tissue from transcriptomic data

[20, 21, 22, 23]. The origin of this heterogeneity is found in the evolutionary na-

ture of the cancer [134]. Simplistically, cancer is initiated by abnormalities at the

molecular level of the cell that result in dysregulation of its gene-gene interaction

network. When these abnormalities (through its dysregulatory consequences) in-

crease the fitness of the progenitor cancer cells they are passed on to daughter

cells. The daughter cells accumulate further and varying abnormalities leading

to more dysregulation. Consequently, the collection of cells that form a tumor

harbor many different molecular abnormalities and dysregulatory patterns. Here

we aim to uncover the dysregulatory changes of the gene-gene interaction network

over time through the analysis of cross-sectional omics studies.

A cross-sectional study is a clinical study with a particular set up. All patients

included have the same disease. However, they originate from different stages of

the disease. For instance, prostrate cancer is believed to develop from normal

tissue via pre-cursor lesions to cancer after which it metastasizes [135]. As such

the included patients represent the course of the disease. Hence, comparison of the

(traits of) patients from contiguous stages provides information on the evolution

of the disease.

The cellular regulatory system can be described by a network. A network

comprises nodes and edges. For a gene-gene interaction network, nodes represent

the genes while edges correspond to the relations among the genes. Here these

relations are operationalized by conditional independencies. An edge between two

genes is absent/present if this gene pair is conditionally independent/dependent

given all other genes.

Transcriptomic data originated from a network are often described by a Gaus-

sian graphical model (GGM). A GGM assumes the data are multivariate normally

distributed with a particular parametrization of the inverse covariance matrix (the
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precision matrix). Whenever an edge between two genes is absent in the network,

the element of the precision matrix corresponding to the gene pair exhibits a zero.

A zero in the precision matrix ensures that the multivariate normal density factor-

izes with respect to the two genes, which implies their conditional independence

given all other network nodes.

In practice knowledge of the gene regulatory network is often unavailable or

partially known at best. The network can be reconstructed from data through

the estimation of the precision matrix and the study of its support. The estima-

tion of a GGM can be frustrated by the high-dimensionality of the data which

is overcome by invoking penalization. Typically, GGMs are estimated through

the maximization of the log-likelihood subject to either a lasso [57] or ridge [58]

penalty that constraints the sum of the size of the precision elements. When the

data stem from groups and a separate GGM needs to be estimated per group, it

is useful to augment these ‘traditional’ penalties with a fused component. This

augmentation penalizes the difference between precision matrices from different

groups (see [38, 36, 35, 37]).

The disease heterogeneity is reflected in patients from the same disease stage

forming a multitude of groups. Gene-gene interaction networks may then differ

among groups and need to be reconstructed per group. As groups are unknown

this amounts to learning a mixture of GGMs. Several methods for the estimation

of GGM mixtures from high-dimensional data have been put forward (see for

example [24, 72, 26, 27, 28, 29, 30]). However, none of these methods address the

cross-sectional design where the data originate from multiple disease stages.

Here we consider the problem of learning the evolution of a gene-gene interac-

tion network (modeled as a GGM) from cross-sectional, high-dimensional data in

the face of heterogeneity. This is addressed through fused ridge penalized estima-

tion of a (combination of) mixture(s) of GGMs. The paper is organized as follows.

We first introduce the concept of a disease tree that specifies the evolutionary re-

lations among the disease groups over the stages. At each disease stage the group

information is unknown and its data are assumed to follow a mixture of Gaussian

graphical models describing the conditional independence network among genes

within each mixture component. Subsequently, two methods for the model estima-
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tion are presented. One methods constructs the disease tree sequentially whereas

the other assumes it known but afterwards selects the best disease tree. Both

methods employ a penalized EM algorithm but with a different penalty structure

to incorporate the assumed disease tree knowledge. The consistency of these esti-

mators is shown next. The following section provides methodology to sparsify the

resultant group networks and introduces network measures to identify topological

changes between the disease stages. The methodology is evaluated in a small scale

simulation. Finally, the developed methodology is illustrated on transcriptomic

data of the Notch signalling pathway from six multi-stage prostate cancer studies.

4.2 Experimental design, data and model

Consider a cross-sectional clinical study. The study comprises n independent

samples obtained from T subsequent stages of a disease. Each sample belongs to

a single, known disease stage, even though the method that was used for assigning

samples to stages may be error-prone. The severity of the disease stage increases

with t, t = 1, . . . , T . Stage t includes nt samples. Then, n =
∑T

t=1 nt.

Of each sample the same p characteristics have been measured. The p-variate

random variable Yi represents the measurements of the p characteristics of sample

i for i = 1, . . . , n1, n1 + 1, . . . , n1 + n2, n1 + n2 + 1, . . . , . . . ,
∑T

t=1 nt = n. Together

these n data vectors constitute the n×p-dimensional data matrix Y, with columns

containing the Yi. Augmented with the design, Y comprises the full information

from the study.

Before the gene interaction for Y is presented, the relations among the disease

stages need specification. The descendancy of these stages is assumed to follow

a known tree structure given by the ‘disease tree’ G = (V,E). The first stage of

the tree represents the healthy condition, which is consisted of K1 groups. All

samples i such that i = 1, . . . , n1 belong to one of these groups. Each of these

groups may give birth to one or more groups resulting in K2 groups in the second

stage, and so on. We denote the k-th group in stage t by vt,kt , and the parent

group of vt,kt by pa(vt,kt) so that pa(vt,kt) ∈ {vt−1,1, . . . , vt−1,Kt−1}. In the sequel

we denote n<t =
∑t−1

s=1 ns. An illustration of the evolution of the disease groups is
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provided in Figure 4.1.

Figure 4.1: Evolution of the groups of a disease.

With the group information generally being unavailable, the random variable

Yi is assumed to follow a mixture model. The mixture components, correspond-

ing to a group×stage-combination, are multivariate Gaussians: Yi | i ∈ vt,kt ∼

N(µvt,kt ,Ω
−1
vt,kt

). Convolution with a discrete mixing distribution yields:

Yi ∼
Kt∑
kt=1

πvt,ktN(µvt,kt ,Ω
−1
vt,kt

) for i = n<t−1 + 1, . . . , n<t−1 + nt, t = 1, . . . , T(4.1)

with πvt,kt = P (i ∈ vt,kt) the mixing proportions. As the precision matrices {Ωvt,kt
}

harbor the relations among the variates at each stage, differences between precision

matrices of different stages and groups shed light on the evolution of the regulatory

architecture among the genes over the course of the disease.

4.3 Estimation

The parameters of the presented mixture model are estimated by ridge penalized

maximum likelihood (ML). The log-likelihood denoted by L satisfies:

L(Y; Ξ) =
T∑
t=1

n<t+nt∑
i=n<t+1

log
[ Kt∑
kt=1

πvt,ktφµvt,kt
,Ω−1

vt,kt

(Yi)
]
, (4.2)

where φ denotes density function of a multivariate normal distribution and Ξ =

{{π}, {µ}, {Ω}}, the set of all model parameters. Below we present two estimation
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procedures. The first, stage-wise procedure considers the estimation for one stage

at the time assuming all parameters of the preceding stage known. Initiated by

the estimation for the first stage and running through the stages to the last yields

estimates of all parameters. At each stage the number of groups needs to be

determined. As such, this procedure reconstructs the disease tree on the fly. This

is contrasted by a second procedure which estimates model (5.12) for a given

disease tree (but group information of the individuals still unknown). To account

for the uncertainty in the disease tree, the latter procedure is augmented with a

selection step which identifies the best (in some sense) disease tree from the set of

all possible disease trees.

Stage-wise reconstruction

Stage-wise reconstruction of the disease tree amounts to the estimation of Model

(5.12) for samples from stage t while parameters of previous stages are assumed

known. For each stage t, model (5.12) is estimated by a penalized EM (Expectation-

Maximization) algorithm. For the presentation of this algorithm, we introduce the

independent latent variable Zi,kt = I{i∈vt,kt} ∈ {0, 1} which indicates the sample i’s

group of the disease tree, i = n<t−1 + 1, . . . , n<t−1 + nt. The E-step then amounts

to the estimation of these Zi,kt by their expectation, given the current (penalized)

estimates of the parameters of model (5.12). With estimates of the Zi,kt at hand,

the M-step re-estimates the model parameters by ridge penalized maximum like-

lihood. These steps are executed iteratively, until convergence.

E-step The derivation of the expectation of the latent variables Zi,kt is unchanged

by the employed penalization of the log-likelihood (and we thus refer to [136]).

Hence, given an estimate of model parameters (aggregated in Ξ̂) and the data,

Bayes’ theorem yields:

Ẑi,kt = E(Zi,kt |Y; Ξ̂) = P (I{i∈vt,kt} = 1 |Y; Ξ̂) =
π̂vt,ktφµ̂vt,kt

,Ω̂−1
vt,kt

(Yi = yi)∑Kt

kt=1 π̂vt,ktφµ̂vt,kt
,Ω̂−1

vt,kt

(Yi = yi)
.

A numerically stable evaluation of this expression can be achieved as in the steps

below: i) calculate the individual’s contributions (denoted Ai,kt) on the log-scale
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Ai,kt = log(πk)− 1
2
p log(2π)+log(|Ωkt |)−(Yi−µkt)>Ωkt(Yi−µkt), ii) define Bi,kt =

Ai,kt −maxkt Ai,kt , then iii) calculate Ẑi,kt through exp(Bi,kt)/[
∑Kt

kt=1 exp(Bi,kt)].

M-step

Estimation of the parameters of model (5.12) under the assumption of the latent

variables Zi,kt to be known amounts to the maximization of the logarithm of the

so-called complete likelihood which is given by:

log
{ nt+1∏
i=n<t+1

Kt∏
kt=1

[
πvt,ktφµvt,kt

,Ω−1
vt,kt

(Yi = yi)
]Zi,kt

}
.

To cope with the high-dimensionality of the data, the complete log-likelihood is

augmented with a ridge penalty [58]:

λ2

Kt∑
kt=1

‖Ωvst,kt
−T‖22 = λ2

Kt∑
kt=1

tr[(Ωvt,kt
−T)>(Ωvt,kt

−T)].

in which λ2 is the ridge penalty parameter and T is a symmetric, positive definite

target matrix towards which the precision estimate of each group is shrunken when

λ2 →∞. After substitution of the Zi,kt by their estimates obtained in the E-step,

parameter estimates are updated by maximization of the penalized logarithm of

the complete likelihood.

The maximization of the penalized log-likelihood with respect to parameters

{π} and {µ}, which are not involved in the ridge penalty, is fully analogous to the

unpenalized case. Hence, they are estimated by

π̂vt,kt =
1

nt

n<t+nt∑
i=n<t+1

Ẑi,kt and µ̂vt,kt =
( n<t+nt∑
i=n<t+1

Ẑi,ktYi

)/( n<t+nt∑
i=n<t+1

Ẑi,kt

)
,

in which the sums run only over those samples that belong to stage t.

For the estimation of the groups’ precision matrices, for kt = 1, . . . , Kt, the

derivative with respect to Ωt,kt is taken and divided by
∑n<t+nt

i=n<t+1 Ẑi,kt to obtain

the estimating equation

Ω−1vt,kt − Svt,kt + λ2,vt,ktT− λ2,vt,ktΩvt,kt
= 0p×p,
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where λ2,vt,kt = λ2
[∑n<t+nt

i=n<t+1 Ẑi,kt
]−1 and

Svt,kt =
[ n<t+nt∑
i=n<t+1

Ẑi,kt

]−1 n<t+nt∑
i=n<t+1

Ẑi,kt(Yi − µ̂vt,kt )(Yi − µ̂vt,kt )
>.

The Svt,kt can be interpreted as the sample covariance matrices of the disease

group vt,kt . The estimating equation for Ωvt,kt
can be solved explicitly (confer

[58]), leading to the estimator

Ω̂vt,kt
=

{1

2
(Svt,kt − λ2,vt,ktT) +

[
λ2,vt,ktIp×p +

1

4
(Svt,kt − λ2,vt,ktT)2

]1/2}−1
.(4.3)

This estimator satisfies the following properties: i) Ω̂vt,kt
(λ2) � 0 for all positive

λ2, ii) limλ2↓0 Ω̂vt,kt
(λ2) = S−1vt,kt (provided that the right-hand side is well-defined),

and iii) limλ2→∞ Ω̂(λ2) = T. Proofs of these properties are omitted as they are

fully analogous to those provided in [58] for the corresponding properties of the

ridge ML precision estimator.

When the number of latent groups is over-specified the expectation of the in-

dicator variable of one or more groups will tend to zero. Consequently, Svt,kt is

bounded and simultaneously λ2,vt,kt tends to infinity. As a result the ridge penal-

ized ML estimate of Ωvt,kt
converges, by virtue of the estimator’s aforementioned

property iii), to T when the expectation of its group indicator variables vanish.

The positive definiteness of T then ensures a well-defined precision estimate for

this group. In particular, should the data in stage t exhibit negligible heterogene-

ity its mean µvt,1 and precision Ωvt,1(λ2) are effectively estimated by the sample

mean and the ridge precision estimator of [58], respectively.

Full graph estimation

Instead of stage-wise reconstruction of the disease tree, one may–up to the al-

location of the samples to the groups–temporarily assume the disease evolution

known. Hence, Model (5.12) is estimated given the specified disease tree. This

is then followed by a search over all possible disease trees to identify the optimal

(in some sense) one. For a large number of groups this quickly becomes infeasi-

ble. The quest for personalized medicine omics data has not given rise to many
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more than five groups (confer e.g. [137]; [23]). Together with the usually small

number of disease stages clinically discerned, the space of relevant disease trees is

limited. This makes full graph estimation a computationally viable alternative to

stage-wise reconstruction.

As before Model (5.12) is estimated by means of a penalized EM algorithm.

Due to the independence of the samples, knowledge of the disease tree does not

affect the E-step. That is, given current parameter estimates and Yi, the expec-

tation of the latent variable Zi,kt is evaluated as for the stage-wise reconstruction.

Since samples cannot change stages, Ẑi,kt = 0 if sample i 6∈ ∪Kt
kt=1vt,kt .

With respect to the M-step, the estimates of the mixing proportions and means

are left unchanged, but knowledge of the disease tree allows for more efficient

estimation of the precision matrices. To this end, the logarithm of the complete

likelihood is now augmented with a fused ridge penalty [38]:

λ2

T∑
t=1

Kt∑
kt=1

‖Ωvt,kt
−T‖22 + λf

T∑
t=1

Kt∑
kt=1

‖Ωvt,kt
−Ωpa(vt,kt )

‖22,

in which λ2 and λf are the regular and fused ridge penalty parameters and T a

symmetric, positive definite p× p matrix. The first summand is the regular ridge

penalty on the precision matrices of each node of the disease tree. It shrinks the

precisions to the target matrix T as λ2 → ∞. The second summand is a fused

ridge penalty which fuses (with increasing λf ) the precision matrix of node vt,kt to

that of its parent node. If a transition from a group in stage t to one in the next

stage does not involve any changes in the conditional (in)dependencies among

the variates, the estimates of their precisions may benefit from this shrinkage.

Of course, when the conditional independencies change substantially during this

transition, little fusion is to be expected.

The estimating equation for the precision matrix of group vt,kt is derived anal-

ogously to the derivation in the stage-wise reconstruction

Ω−1vt,kt − Svt,kt + λ2,vt,ktT− λ2,vt,ktΩvt,kt

−λf,vt,kt
∑

v∈ne(vt,kt )
(Ωvt,kt

−Ωv) = 0p×p, (4.4)

76



4.3 Estimation

where λf,vt,kt is defined from λf as λ2,vt,kt is from λ2 and ne(vt,kt) denotes the

neighborhood of vt,kt which in a directed tree comprises its parents and children.

Now substitute

S̃vt,kt = Svt,kt − λf,vt,kt
∑

v∈ne(vt,kt )

Ωv and λ̃2,vt,kt = λ2,vt,kt + λf,vt,kt |ne(vt,kt)|.

into the estimating equation (4.4) to arrive at:

Ω−1vt,kt − S̃vt,kt + λ̃2,vt,ktT− λ̃2,vt,kt (Ωvt,kt
−T) = 0p×p.

As before this can be solved analytically:

Ω̂vt,kt
=

{
[λ̃vt,ktIpp + 1

4
(S̃vt,kt − λ̃vt,ktT)2]1/2 + 1

2
(S̃vt,kt − λ̃vt,ktT)

}
.−1 (4.5)

In this way, we have obtained a precision estimator of the group vt,kt , given the

precision matrices of its neighborhood. The system of estimating equations of the

precision matrices of all groups may now be solved iteratively [38]. The concavity

of the complete log-likelihood warrants convergence to a (local) optimum. When

choosing the initial groups’ precision matrices to be positive definite, the positive

definiteness of each updated precision matrix is warranted as proved in [58] and

thereby of the estimates of Ωvt,kt
.

Penalty parameters and number of components

For the estimation procedure, the penalty parameters λ2 and λf need to be cho-

sen. Here this is done by means of H-fold cross-validation (CV). The data of

each stage are randomly split into H (with H = 5 throughout the paper) ap-

proximately equal sized groups. In the full graph approach the stage-wise CV

splits are randomly combined, thus producing stratified splits over the stages.

Each group is left out once, while the other groups are used to estimate the

model parameters Ξ. When leaving the h-th group out, the resulting estimate

for a given choice of the penalty parameters is denoted Ξ̂(−h)(λ2, λf ). With these

estimates at hand, the likelihood is evaluated on Y(h), the data Yi from the

left out samples i that comprise the h-th group. This yields the cross-validated

77



4.3 Estimation

log-likelihood of the h-th group. The aggregated cross-validated log-likelihood

is LCV (λ2, λf ) = 1
H

∑H
h=1 L[Y(h); Ξ̂(−h)(λ2, λf )]. The (λ2, λf ) which maximizes

LCV (λ2, λf ) is adopted as the optimal choice for the penalty parameters.

In the two proposed disease tree reconstruction methods either the number of

groups at each stage or the disease tree is unknown. These need to be determined

alongside the penalty parameters. Like the latter both the number of groups and

the disease tree are considered ‘tuning parameters’. They too are chosen through

cross-validation. As such the cross-validated log-likelihood also depends on these

additional tuning parameters. The number of mixture components is chosen to

maximize the cross-validated log-likelihood (at optimal penalty parameters). The

optimal disease tree is selected similarly.

Consistency

For the general case, the ridge penalized maximum likelihood estimator of the

parameters of Model (5.12) is consistent. To formalize this, define

Ξ(0) = arg max
{π},{Ω}

L0(Y; {π}, {Ω})

with L0 = limn→∞Ln (where the index n explicates the sample size dependence),

and

Ξ̂penML
n = arg max

{π},{Ω}
Ln(Y; {π}, {Ω})− λ2,nPridge({Ω})− λf,nPfused({Ω}),

where the novel subscript n to the log-likelihood and penalty parameters is to

explicate the dependence on the sample size. The consistency result is stated in

Proposition 1.

Proposition 1. Assume Conditions 1 through 4 of [138] on the regularity of

the mixture model (5.12) and its components hold. Moreover, let λ2,n and λf,n

convergence (in probability) to zero as n tends to infinity. Then:

Ξ̂penML
n

P−→ Ξ(0) as n→∞.

The proof of Proposition 1 is deferred to the Appendix (6.3).
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No theoretical results on the validility of the assumption of cross-validated λ2,n

and λf,n tending to zero asymptotically are known. Empirically, the assumption

appears to be unproblematic (see the Supplementary Material of [58]).

Proposition (1) holds for a fixed dimension p, that is, p does not grow (pro-

portionally) with the sample size n. This suffices for the present purpose as the

problem considered in this paper is motivated from practice with the system’s

dimension known and fixed before the analysis commences. The generalization of

the proposition to high-dimensional consistency is therefore not considered here.

4.4 Post-estimation analysis

Here downstream approaches for the exploration of the estimated precision matri-

ces with respect to the reconstruction of the evolution of the gene-gene interaction

network over the course of the disease are presented.

Sparsification

The ridge estimation procedures of Section 4.3 do not produce sparse precision

matrices. The partial correlation matrices derived from ridge precision estimates

induce weighted complete conditional independence graphs. These may yield too

much nuance. A sparsified network may be better to highlight changes among

groups over the course of the disease. Sparsification may be achieved by threshold-

ing the partial correlation matrices retaining only those edges that correspond to

a partial correlation larger (in the absolute sense) than some cut-off. In a more so-

phisticated way, this cut-off may be probabilistically motivated. This requires the

estimation of the empirical posterior probability of the partial correlation between

variate j1 and j2 being zero: P [(R)j1,j2 = 0|(R̂)j1,j2 ] where R denotes the par-

tial correlation matrix and R̂ its estimate (obtained from the precision estimate).

This probability can be estimated through modelling the distribution of partial

correlations by a two-component mixture of beta distributions. One component

represents the absent edges (corresponding to zero partial correlations) while the

other the present edges (having nonzero partial correlations). The distribution of

the null edges is estimated in empirical Bayes fashion through a truncated likeli-
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hood approach which assumes that the fast majority of absolute partial correlation

below a threshold stems from the null distribution. From the thus estimated null

distribution the probability of an edge being absent can be calculated. Sparsifica-

tion of the ridge estimates of the groups’ partial correlation matrices then proceeds

by setting a cut-off on this probability.

Identifying network changes

The reconstructed disease tree and estimated Gaussian graphical models of each

group provide information on the evolution of the gene-gene interaction network

over the course of the disease. However, reconstructed graph and estimated models

may not easily reveal the salient features associated with the network evolution.

Here we provide means to identify such network features from the obtained graph

and models. These means are inspired by previously proposed approaches (see for

instance [139, 140]) that aim to reveal changing components (e.g. groups of nodes

and/or edges) of evolving weighted graphs. For our purpose, these approaches need

modification to accommodate the peculiarities of the present case with multiple

related disease stages and each stage comprising multiple groups with their own

(weighted) graph.

With the node set of the gene-gene interaction network fixed over time, net-

work changes are to be sought at the edge level. The change in strength of the

(j1, j2)-edge between group kt1 at stage t1 and group kt2 at stage t2, denoted

∆j1,j2 [v
s
t1,kt1

, vst2,kt2 ; f(·)], may be measured simply by the difference of a function

f(·) of the partial correlations. Examples of f(·) that are employed here are the

absolute value function | · | and the sign function sign(x), both possibly weighed

by the group’s prevalence πt,kt . Large values of ∆j1,j2 [v
s
t1,kt1

, vst2,kt2 ; f(·)] then cor-

respond to large edge strength changes between the stages’ groups.

To arrive at a prioritization of the nodes or edges exhibiting the largest –

and perhaps meaningful– changes, the measures ∆j1,j2 [v
s
t1,kt1

, vst2,kt2 ; f(·)] are ag-

gregated in various ways. A natural starting point would be to start by accumu-

lating edge strength changes over disease course paths. The latter is defined as P =

{(vs1, k1, pa(. . . (pa((pa(vsT,kT ))))), . . . , pa((pa(vsT,kT )), pa(vsT,kT )), (pa(vsT,kT ), vsT,kT )}.
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4.4 Post-estimation analysis

The change in edge strength over path P may then be operationalized as:

∑
(v1,v2)∈P

∆j1,j2 [v
s
t1,kt1

, vst2,kt2 ; | · |].

Most evolutionary active edges are those that yield the largest values of this mea-

sure. This measure could be limited to contiguous stage thus identifying edges

active in the transition from one disease stage to the next.

A pre-filter that may enhance biological interpretation would select edges that

do not change with respect to their sign. It is biologically unlikely for gene-

gene interactions to change from an inhibiting to a enhancing relationship. Edges

that exhibit such changes are often discarded by the medical collaborator for

their uninterpretability (i.e. biological ’nonsense-ness’). This pre-filter amounts to

select edges for which
∑

(v1,v2)∈P ∆j1,j2 [v
s
t1,kt1

, vst2,kt2 ; sign(·)] equals zero over disease

course path P.

The differential edge measure may also be aggregate at the node level through

e.g. for node j1 by
∑p

j2=1 ∆j1,j2 [v
s
t1,kt1

, vst2,kt2 ; | · |]. Nodes with large values of this

aggregated measure, here called active nodes, are severely affected by the change

of stage. In particular, this may identify a knock-out of a hub gene as its edges

will vanish as a consequence of it being shut-down.

When the groups’ networks have been sparsified, they may simply be compared

by the number of edges. An increase/decrease in the number of edges suggests an

activation/deactivation from one stage to another. The number of edges in the

network of group vst,kt is measured by #{Ω̂j1,j2 6= 0 : j1, j2 = 1, . . . , p}, the number

of nonzero elements in the group’s precision matrix. When compared to the total

number of possible edges this yields a ratio representing the graph’s denseness.

Comparison of this statistic (or the related denseness ratio) between parent and

child groups, giving rise to a Differential Graph Denseness (DGD) statistic, will

then reveal whether the network evolves towards, e.g., a more sparse graph. This

measure may be generalized for non-sparsified and/or weighted graphs using the

measure ∆j1,j2 [v
s
t1,kt1

, vst2,kt2 ; f(·)]. For instance, the comparison may be limited to

active edges, the latter being defined as δ > c for some user-specified c > 0, and

analogously given an ‘active DGD’ statistic.
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4.5 Simulation study

Through simulation we investigated the performance of the presented network

evolution reconstruction methods. We simulated a cross-sectional three stage data

from model (5.12) using K1 = 1, K2 = 2, and K3 = 3 groups for the three stages,

respectively. Data in the first stage follow a multivariate normal, while that of the

second and third stages are drawn from two and three (respectively) component

mixture models. The sparsity of the precision matrices grows with the number of

stages. The sample size n varies over the set {100, 300, 400, 500, 1000} and the data

dimension p is in {10, 20, 30, 40, 50}. For each combination of n and p, 100 data

sets are generated. The mixture parameter settings and the network structures

are provided in Appendix (6.2).

Figure 4.2: Cross validated predictive log-likelihood values varying by lambda for
n=2000.

The simulated data are analyzed using both proposed methods. The number

of components per stage are determined using only the stagewise method, and

are then used in the full graph estimation method. At each stage the optimum

number of components is chosen out of {1, 2, ..5} and optimal tuning parameters

λ2 and λf out of an equidistant grid of 20 values between 0.0004 to 3. A 5-fold

CV procedure then yields (in accordance with Section 4.3) optimal tuning param-

eters and component numbers. With optimal meta-parameters available the final

models are estimated per each method. The parameters (means and precision) of

these estimated models are compared to the true ones via Frobenius loss. Finally,
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4.5 Simulation study

the estimated precision matrices are sparsified as outlined in Section 4.4 using a

cut-off value of 0.9 on the partial correlation probabilities. The support of thus

sparsified precision matrices is compared to that of the true precision matrices

resulting in a True Positive Rate (TPR) and a False Positive Rate (FPR) per

simulation.

Figure 4.3: Frobenius loss corresponding to estimation of mixture means aver-
aged over 100 synthetic data using stagewise and full graph methods with known
number of mixture components. First row corresponds to the first stage data,
second and third rows correspond to the second stage mixture means, and the rest
correspond to the third stage mixture means.

For illustration purposes Figure 4.2 presents a result of the cross-validation

procedure used in choosing λ2 in the stagewise method. As expected (heavier
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4.5 Simulation study

penalization yields parameter estimated that are closer to zero) the value of the

optimal λ2 grows with stage as sparsity increases with the advancement of the

stages. Per mean parameter estimates, as seen in Figure 4.3, the Frobenius losses

decrease when sample sizes increase and similarly when the dimensions of the pa-

rameter space decrease, for either of the proposed methods. Figure 4.4 shows a

similar observation on the basis of Frobenius losses corresponding to the preci-

sion matrices. The resulting FPR and TPR values follow the same pattern (see

Figures 6.2–6.3 in the Appendix (6.4). Furthermore, an increase in the number

of mixture components decreases the accuracy of the model parameter estimates

most likely due to the increase in the number of parameters.

When comparing the stagewise and full graph methods they yield a similar

Frobenius loss of the mean parameter. Unsurprisingly, as both methods estimate

the mean in the same unpenalized fashion. The Frobenius loss results of the

precision matrices generally are smaller for the full graph estimation procedure,

that is, over all (n, p)-combinations with the exception for the first stage precision.

The superiority of full graph estimation procedure can be explained by the fact

that the simulation set-up truly obeys the evolutionary assumption over the stages.

Furthermore, its poorer loss of first stage precision estimate is due to fact that it

is estimated jointly with all other precisions through a shared penalty (in contrast

the stage-wise methods can tune the penalty to each stage). However, when

comparing the FPR and TPR results, neither of the methods is to be preferred.
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4.6 Application to prostate cancer data

Figure 4.4: Frobenius loss for estimation of mixture precision matrices (i.e. net-
works) averaged over 50 synthetic data using stagewise and full graph methods
with known number of mixture components. First row corresponds to the first
stage data network, second and third rows correspond to the second stage net-
works, and the rest rows correspond to the third stage mixture networks.

4.6 Application to prostate cancer data

The presented methodology is illustrated on gene expression data of the Notch

signalling pathway in prostate samples. The Notch signaling pathway is asso-

ciated with many malignancies (see e.g. [141]–[142]), including prostate cancer.

The analysis of these data aims to identify evolutionary changes in the gene-gene

interaction network within the course of the development of prostate cancer.
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4.6 Application to prostate cancer data

Gene expression data of six prostate cancer studies (with accession numbers

GSE6919 comprising three independent data sets, GSE29079, GSE68907, and

GSE3933), each with a cross-sectional design, have been downloaded from the

Gene Expression Omnibus (GEO) database. The sample size of the data sets

varies from 95 to 171 samples. The three data sets (under the umbrella accession

number GSE6919) contain samples from four stages: ‘normal prostate’, ‘normal

prostate adjacent to tumor’, ‘ primary prostate cancer tumor’, and ‘metastasized

prostate’. However, due to small sample sizes the former two as well as the latter

two stages are merged to form a ‘normal’ and ‘cancer’ stage. The remaining three

prostate data sets comprise only samples from the ‘normal’ and ‘cancer’ stage. For

each data set annotation information of its genes is downloaded. Genes that map

to the Notch signalling pathway (as defined by KEGG PATHWAY: hsa04330) are

retained. Selected genes belonging to the same complex or family are summarized

by their median expression value. The resulting dimension p of the Notch pathway

ranges over the data sets from 8 to 24 gene families.

In a preliminary analysis of the aforementioned prostate cancer data sets we

first ignore the possibility of heterogeneity. Per data set we reconstruct a global

(over the stages) and stage-specific networks. Hence, either a common or stage-

wise (non-mixture) Gaussian graphical model is assumed and fitted via ridge reg-

ularized maximum likelihood estimation. Each time the tuning parameter is se-

lected from a grid of equidistant 50 values ranging from 0.0004 to 4 using 5-fold

cross-validation. With a thus obtained penalty parameter the precision matrix

is estimated and sparsified using a absolute partial correlation cut-off 0.2. The

resulting sparsified partial correlation matrices of the six prostate cancer studies

(denoted Notch 1 through 6) are depicted as undirected weighted graphs in Figure

4.5 and Figures 6.4–6.8 in the Appendix (6.4). The middle network in the top row

of each figure refers to the global network with the stage-wise ones to its left and

right. The stage-specific networks often share the same structure with the global

network. For instance, the TACE–CIR edge in the Notch 1 dataset is present in all

three networks with a virtually comparable edge strength. This suggests that the

edge is essential for the viability of the functioning of the Notch pathway and that

it is not indicative for the the disease evolution. Other edges (e.g. the Notch-Tace
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4.6 Application to prostate cancer data

edge) appear in the global network but not in both stage-specific networks (see

Figure 4.5). Such edge changes are thus associated with the disease evolution and

may reveal how the Notch pathway is differentially regulated during the course of

the disease.

In a further analysis we now allow the possibility of the stage-wise data stem-

ming from a heterogeneous sample and describe it stage-wise by mixture models.

Model parameters are learned using both stage-wise and full graph (fused) esti-

mation approaches. Tuning parameters λ2 and λf are selected using the same

cross-validation settings as above. The number of components (allowed to range

from one to five) and the disease tree structure are selected in the same fash-

ion. In all data sets a mixture with two components resulted in the minimum

cross-validated log-likelihood compared to the other models.

Figure 4.6: Penalized log-likelihood loss for mixture model with two components
estimated by stagewise and full graph mixtures, compared to a penalized non-
mixture estimation.

Figure 4.6 depicts the cross-validated log-likelihood of the non-mixture models

when applied to the stages separately along with that for stage-wise and fused

approaches with two components. Note that in all data sets the non-mixture

model exhibits the highest cross-validated log-likelihood loss (i.e. negative log-

likelihood). In addition to the inferred conditional independence graphs, the esti-
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4.6 Application to prostate cancer data

mated mixture means are also depicted. Finally, the estimated mixing proportions

in Figure 4.5 (and Figures 6.4–6.8 in the Appendix (6.4) reflect the percentage of

samples belonging the corresponding components.

From the latter analysis it can be witnessed from the estimated mixing pro-

portions that the data indeed appear to be heterogeneous: the stages roughly

comprise a large group (with 80% of the samples) and a smaller one (with 20%

of the samples). Furthermore, the results show differences among the networks

between and within stages. For instance, the TACE–Notch edge is absent in five

of the networks for the normal stage, while it is clearly present in the cancer stage

(see Figure 4.5). On the other hand, for example, the Notch–Serrate edge, present

in the first component of the cancer stage, not only behaves differently from the

normal stage graphs but is also absent in the second component of the cancer

stage (see Figure 4 in the Supplementary Material). The Notch–Serrate axis has

been reported previously in several studies as a important gene-gene interaction

in prostate cancer [143, 144].

To identify important graph attributes associated with the disease evolution,

the measures introduced in Section 4.4 are employed. The (active) differential

graph densenesses (given alongside Figure 4.7) indicate (in five out of six data

sets) an increase in the number of (active) edges when going from the normal to

cancer stage. This hints at increased activation of the Notch signalling pathway

in cancer. For a more tangible interpretation of the results, Table 6.2 in Appendix

(6.4) presents the most active edges with weights stronger in the cancer stage and

vice versa. The genes most frequently involved in these active edges are Fringe,

Serrate, CtBP sand CIR. In particular, the Serrate complex, comprising of the

Jagged-1 and Jagged-2 genes, is involved in active edges in four out of five data

sets. In view of its estimated mean expression levels Serrate is clearly up-regulated

in the cancer stage in comparison to the normal stage in all five datasets. Indeed,

expression levels of Jagged1 and Jagged2 have been found to be elevated in prostate

cancer compared to benign prostate controls [145, 144].
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4.7 Conclusion

Figure 4.7: Relative graph denseness values calculated for the resultant networks
of both stagewise and and full graph estimations on the six notch pathway data.

4.7 Conclusion

We designed methodology for the investigation of evolutionary changes of a gene-

gene interaction network over the course of a heterogeneous disease. The prob-

lem was casked as the estimation of a stage-wise mixture of GGMs from high-

dimensional data. To address the high-dimensionality the log-likelihood was aug-

mented with a ridge penalty on the GGM mixture components’ precision matrices

and fitted with an EM algorithm. Thus estimating the mixture models per stage

separately gave rise to a stage-wise estimation procedure. This procedure was

contrasted by the full-graph procedure in which mixture models of all stages are

estimated simultaneously. In the full graph procedure, the (precision) parameters

of the stages are linked through the inclusion of a fusion term in the ridge penalty,

which aims to shrink these precision matrices of contiguous disease stages towards

90



4.7 Conclusion

each other. While the stage-wise procedure may be computationally faster, the

latter benefits from fusion when precision matrices share the same or a compa-

rable support across the stages. The performance of these estimation procedure

was studied in papyro and in silico showing their consistency and a better per-

formance (in terms of the Frobenius loss) of the full-graph procedure. The utility

of the proposed method was illustrated on multi-stage prostate data. It showed

their edge over a related non-mixture method and yielded biologically meaningful

results.

Further research may concentrate on the inclusion of more, prior information.

Currently, this may be done through the specification of a structured target matrix

T, possibly learned from pilot data. In addition to such data, knowledge on the

presence or absence of a gene-gene interaction may be available from literature.

This could be included as constraints on the support of the precision matrix (see

[146]). Additional knowledge may also be available with respect to the groups

through information on traits not directly related to the network but indicative

of the heterogeneity among patients. Such information may enhance and stabilize

the estimation of the mixing proportions.
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Chapter 5

Analysis of Twitter data with the

Bayesian fused graphical lasso
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Abstract

We propose a method to simplify textual Twitter data into understand-

able networks of terms that can signify important events and their pos-

sible changes over time. The method allows for common characteristics

of the networks across time periods and each period can comprise mul-

tiple unknown sub-networks. The networks are described by Gaussian

graphical models and their parameter values are estimated through a

Bayesian approach with a fused lasso-type prior on the precision ma-

trices of the underlying mixtures of the sub-models. A flexible data

allocation scheme is at the heart of an MCMC algorithm to recover

mean and covariance parameters of the mixture components. Several

implementations of the outlined estimation procedure are studied and

compared based on simulated data. The procedure with the highest

predictive power is used for mining tweets regarding the 2009 Iranian

presidential election.

KEYWORDS

Conditional (in)dependence, Bayesian fused graphical lasso, Gaussian

graphical model; Mixture model, Twitter data.



5.1 Introduction

5.1 Introduction

Twitter is a prominent social media tool that provides a rich resource of infor-

mation. The huge volume of gathered information calls for powerful methods to

translate large and complex data into small chunks of understandable signals that

can be used in several areas ranging from social sciences and health research to

marketing and e-commerce. As an example, studied later in detail, more than

one million tweets related to the social upheaval surrounding the 2009 Iranian

presidential election may be compressed into an accessible visual summary. Such

summary information can entail different topics that are highlighted in a certain

period of time and have evolved over time. This can be viewed as a form of net-

work reconstruction where collections of linked words, concepts or terms represent

highlighted topics at a certain time-stamp. Any changes in such topics over time,

from becoming outdated, expanded or created, can be explained by evolution of

the links between the words.

Our interest is in the reconstruction of networks of words/terms from multiple

Twitter data sets corresponding to specific time periods, where different networks

share topological similarities. Next to this, data from a particular time period may

be heterogeneous in that they cannot be represented by a single network. This

phenomenon might be explained by differences among (parts of) the networks

across different time periods, or can originate from hidden sub-networks within

each time period. Naturally, to end up with interpretable networks we aim to

reconstruct networks in which only a few terms or predictors play an important

role. This means that we search for sparse networks, networks with relatively

few links. Therefore we a) propose a framework to simultaneously reconstruct

multiple sparse networks with a possibly shared structure and b) extend this idea

to the case where there is more than one network for a given time period.

The problem of network reconstruction is operationalized here as the estima-

tion of a number of Gaussian graphical models (GGMs) for which the nonzero ele-

ments of the precision matrices (inverse covariance matrices) correspond to edges

of the network. Estimation of a single GGM, especially in a high-dimensional

setting where the data dimension is larger than the sample size, often proceeds in
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5.1 Introduction

a regularized fashion (see, for example, [147, 148, 149, 57, 150]). These methods

typically minimize the log-likelihood of the data augmented with an `1-penalty on

the elements of the precision matrix. For instance, Meinshausen and Bühlmann

[147] proposed to identify the edges of a GGM by sparse estimation of the precision

matrix through lasso regressions of each random variable on all other variables.

Friedman et al. [57] presented the graphical lasso, a procedure to estimate sparsely

the precision matrix directly. In [149, 148, 150] different estimation algorithms for

the graphical lasso method are treated. An alternative approach is provided in

[58], where it is illustrated that in cases where the true graphical model does not

need to be extremely sparse in terms of containing many zero elements, ridge

penalties coupled with post-hoc selection may outperform the lasso. A common

challenge with these approaches is that they do not take into consideration the

uncertainty of the parameter estimates and require selection of the penalty param-

eters that control sparsity. Wang et al. [60] proposed a Bayesian counterpart to

the graphical lasso that provides a solution for such shortcomings, and developed

a fast algorithm to estimate a moderately large precision matrix. However, this

method does not serve our purpose in the face of multiple networks with possibly

evolving structures.

There is a number of methods that consider simultaneous estimation of mul-

tiple graphical models corresponding to more than one data set (see for instance

[35, 36, 37, 62, 151]). Guo et al. [35] extended the graphical lasso with a cer-

tain parametrization of multiple precision matrices whose elements are expressed

as a product of shared and class-specific factors. Through a hierarchical penalty

on both the shared and the class-specific factors their method shrinks some ele-

ments in the inverse covariance matrices to zero. Danaher et al. [36] proposed

a general framework with arbitrary type of penalty and derived fused lasso and

group lasso estimators, where the fused lasso estimation encourages shared struc-

ture and/or equal values for the elements across the precision matrices, while the

group lasso estimation emphasizes only a shared sparse structure. More recently,

a fused ridge version of multiple graphical model estimation has been proposed

[62]. As another example, Zhu et al. [37] adapted the truncated `1-penalization of

[152] to stimulate elements of the precision matrices across data sets to be similar.

95



5.1 Introduction

Bayesian counterparts include [153, 151]. These methods give proper considera-

tion to common characteristics of the data sets while simultaneously estimating

them. However, they lack the flexibility to account for heterogeneity within each

data set. In Chapter 4 the problem of learning the evolution of an interaction

network, modeled as a GGM, from cross-sectional, high-dimensional data in the

face of heterogeneity was addressed through fused ridge penalized estimation of

a combination of mixtures of GGMs [39] . Here we consider this problem from a

Bayesian perspective.

In this chapter we present a novel Bayesian approach to the joint estima-

tion of multiple graphical models, that takes into account both shared topological

structures between the networks, and heterogeneity within the networks. In parti-

cular, we propose a Bayesian Gaussian fused graphical lasso estimation algorithm

to estimate group-wise precision matrices that may exhibit network similarities,

and augment this with a mixture model to account for heterogeneity of the data

within a network. This is done in the spirit of the data integrative Bayesian

inference method that we proposed in [9], by forming a new prior distribution

on the elements of the precision matrices and obtaining a posterior distribution

that resembles the `1-penalized likelihood plus a fused penalty. A data allocation

scheme is employed to simultaneously uncover the hidden clustering components

of the mixture model while estimation of the cluster-specific precision matrices is

achieved through column-wise block Gibbs sampling. In the application that we

consider the different networks originate from multiple time periods, however, for

the method the ordering over time is irrelevant. This makes our method widely

applicable.

The chapter is organized as follows. In Section 5.2 we propose a Bayesian Gaus-

sian graphical network reconstruction method for data from multiple time periods

or multiple groups. This is extended in Section 5.2 to allow for heterogeneity in the

sense that each time period may encompass data from more than one (unknown)

sub-population. In Section 5.3, these approaches are evaluated and compared by

simulation. Section 5.3 illustrates the application of the proposed method in an-

alyzing tweets regarding the 2009 Iranian presidential election. We conclude in

Section 5.4 with discussing future improvements.
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5.2 Materials and methods

Throughout this chapter we will use capital letters to denote random variables,

random vectors or random matrices; bold type will be used for vectors and ma-

trices. The symbol ∝ stands for "is proportional to". To emphasize that for the

proposed method the ordering of the time periods is irrelevant, throughout this

section we will use the word group instead of time period, and the unknown sub-

populations belonging to one time period, will be called subgroups, clusters, or

components.

Bayesian fused graphical lasso

Characteristics from a sample of n individuals comprising T groups have been

observed. For t = 1, . . . , T , the number of individuals in group t will be denoted

by nt, and for i = 1, . . . , n1, n1 + 1, . . . , n1 + n2, n1 + n2 + 1, . . . ,
∑T

t=1 nt = n,

the random vector Yi represents the p-dimensional vector of characteristics of

individual i. In the sequel we will write Y = (YT
1 , . . . ,Y

T
n ) for the complete n× p

data matrix. For later use we also define n<t =
∑t−1

s=1 ns and n<1 = 0. The

grouping of individuals is exhaustive and exclusive in the sense that an individual

appears in a single group only.

The random vectors of characteristics are assumed to be independent and to

follow a group-wise Gaussian law,

Yi ∼ Np(µt,Ω
−1
t ), i = n<t + 1, . . . , n<t + nt, t = 1, . . . , T.

We consider the joint estimation the groups’ precision matrices Ω = {Ω1, ..,ΩT}.

For the purpose of interpretability sparse estimates are sought for, while the con-

text suggests that the structure of the precision matrices may be shared between

groups. In a frequentist setting all requirements (high-dimensionality, sparsity

and a possibly common structure of the precision matrices) are catered for by the

fused graphical lasso estimator [36], which maximizes the following penalized joint
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log-likelihood

T∑
t=1

log(|Ωt|)− tr(StΩt)−
T∑
t=1

λt‖Ωt‖1 −
∑
t1<t2

λt1,t2‖Ωt1 −Ωt2‖1, (5.1)

with respect to Ω. In (5.1), St = St(Y) denotes the sample covariance matrix of

group t. Note that the estimator above generalizes the one originally proposed

in [36] which uses λt1,t2 = λf for all t1 and t2 (except t1 6= t2). The last two

summands of the penalized log-likelihood (5.1) comprise the fused graphical lasso

penalty. The convexity of the penalty tackles the high-dimensionality, while its

first summand (i.e., the lasso penalty) induces sparsity, and, finally, its second

summand (i.e., the fused penalty) shrinks the precision matrices towards a common

structure for large values of the penalty parameter λt1,t2 .

Here we present a Bayesian interpretation of the fused graphical lasso. This

requires the evaluation of the joint posterior distribution p(Ω |Y,Λ) of the Ωt.

To this end we denote by {Ω}−t the set of precision matrices with Ωt excluded,

and define for t = 2, . . . , T , the prior distribution of each precision matrix given

the others as

p(Ωt | {Ω}−t, Λ) ∝
∏
j1<j2

λt
2

exp
(
− λt|ωtj1j2|

) p∏
j=1

λt
2

exp
(
− λt

2
ωtjj
)

×
∏
t′ 6=t

∏
j1<j2

λt′,t
2

exp
(
− λt′,t |ωt

′

j1,j2
− ωtj1,j2|

)
I (Ωt � 0). (5.2)

In the above ωtij denotes the i, j-th element of Ωt. Note that the (5.2) is invariant

to the order of conditioning. Furthermore, the diagonal and off-diagonal elements

of the precision matrices are thus assumed to follow a priori an exponential and

a double exponential distribution, respectively, (see for example [56] and [60] for

similar approaches). The differences between corresponding precision elements

of any pair of groups also obey a double exponential law. The term I (Ωt �

0) limits the support of the prior to the positive definite matrices. With the

fused graphical lasso prior (5.2), the posterior distribution Ωt is not a well-known

standard distribution, but an efficient Gibbs sampling scheme can be designed.

This extends the work of [60] for the Bayesian graphical lasso. In a nutshell, the

Gibbs sampler amounts to iteratively sampling one column of Ωt at the time which
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guarantees positive definiteness.

As a first step towards our Gibbs sampler we derive a tractable formulation of

the conditional posterior of each precision matrix given the others. Application of

the definition of conditional probability and subsequent insertion of the equality

p(Ω |Λ) = p(Ωt| {Ω}−t,Λ) p({Ω}−t|Λ) yields

p(Ωt|Yt, {Ω}−t,Λ) ∝ p(Yt |Ωt) p(Ωt | {Ω}−t,Λ).

An analytic expression is now readily available from the normality assumption of

the data together with the prior (5.2). Gibbs sampling, however, is still hampered

by the double exponential distributions employed in the prior of the precision ele-

ments. This is circumvented by a hierarchical representation of these distributions

by a scale mixture of normal distributions [154],

λ

2
exp(−λ |ω|) =

∫ ∞
0

1√
2πτ

exp
(
− ω2

2τ

) λ2
2

exp
(
− λ2τ

2

)
dτ. (5.3)

Define, corresponding to each double exponential distribution in the prior, a latent

scale parameter τ tj1,j2 in accordance with the scale mixture representation (5.3)

above. Furthermore, let τt = {τ tj1j2}j1<j2 denote the independent latent scale

parameters corresponding to group t, and let τ = {τ1, . . . , τT}.

Finally, we endow λt and λt′,t with independent gamma priors with shape

parameter s and rate parameter r. Conditioning on the latent scale mixture pa-

rameters, and rewriting the hierarchical model, we obtain for i = n<t+1, . . . , n<t+

nt, t = 1, . . . , T ,



Yi |µt, Ωt ∼ Np(µt,Ω
−1
t )

p(Ωt| {Ω}−t,Λ, τ ) =
∏p

j=1
1
2
λt exp(−1

2
λtω

t
jj)
∏

j1<j2
φ0,τ tj1j2

(ωtj1j2)∏
t′ 6=t
∏

j1<j2
φωt′

j1j2
,τ t
′

j1j2

(ωtj1j2) I (Ωt � 0)

p(τt|Λ) =
∏

j1<j2
1
2
λ2t exp(−1

2
λ2t τ

t
j1j2

)

p(τt′|Λ) =
∏

j1<j2
1
2
λ2t′,t exp(−1

2
λ2t′,tτ

t′
j1j2

), t′ 6= t,

λt ∼ G(s, r),

λt′,t ∼ G(s, r) for t′ 6= t,

(5.4)

where φa,b stands for the density function of the normal distribution with mean a
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and variance b.

The mean parameters µt are assumed to have independent priors (see Section

5.2). Integrating out the scale mixture parameters in the hierarchical model above

will yield the double exponential distributions.

To arrive at an efficient posterior sampling procedure, the precision matrix

posterior needs to be broken down further. For this we let Y t = {Yi}n<t+1,...,n<t+nt

denote the set of all Yi belonging to group t, t = 1, . . . , T . After putting all

components of the hierarchical model (5.4) together, we find that the posterior of

the precision matrix of the t-th group satisfies,

p(Ωt|Yt, {Ω}−t,Λ, τ ) ∝ |Ωt|nt/2 exp
[
− 1

2
tr(StΩt)

] p∏
j=1

1
2
λt exp(−1

2
λtω

t
jj) I (Ωt � 0)

× exp

{
− 1

2

∑
j1<j2

[
(ωtj1j2)

2(At)j1j2 − 2
∑
j1<j2

ωtj1j2(Bt)j1j2
]}
,(5.5)

in which At and Bt are zero-diagonal and symmetric matrices with off-diagonal

entries

(At)j1j2 =
1

τ tj1j2
+
∑
t′ 6=t

1

τ t
′
j1j2

and (Bt)j1j2 =
∑
t′ 6=t

ωt
′

j1j2

τ t
′
j1j2

. (5.6)

From this we derive the column-(and row-)wise posterior of the matrix Ωt. With-

out loss of generality we illustrate this for the last column (row). Hereto denote

the 2× 2 block partition of a matrix X by

X =

 X11 x12

x>12 x22

 , (5.7)

with X11 and x12 a (p−1)×(p−1) and (p−1)×1 dimensional matrix respectively,

while x22 a scalar. Applying this notation to the matrices involved in the posterior

(5.5), using that by the Schur decomposition it holds that

|Ωt| = |Ωt
11||ωt22 − ωt12

>(
Ωt

11

)−1
ωt12|,
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and using the identity

tr(StΩt) = tr(St11Ω
t
11) + 2(st12

>
ωt12) + tt22ω

t
22,

we obtain that under the assumption that Ωt
11 is (temporarily) known, the poste-

rior for the last column (row) of the t-th precision matrix, p(ωt12, ωt22 |Yt, Ωt
11, {Ω}−t, Λ, τ ),

is proportional to

[
ωt22 − (ωt12)

>(Ωt
11

)−1
ωt12
]nt/2

× exp
{
− 1

2

[
ωt12

>
Dat

12
ωt12 + 2

(
st12
> − bt12

>)
ωt12 +

(
st22 + λt

)
ωt22
]}
,

where Dat
12

is the diagonal matrix with at12 on its diagonal. When followed by the

change-of-variables

γt = ωt22 − (ωt12)
>(Ωt

11)
−1ωt12,

δt = ωt12, (5.8)

the conditional joint distribution of δt and γt, it can easily be seen that

γt |Yt, Ωt
11, Λ, τ ∼ G[1

2
nt + 1, 1

2
(st22 + λt)],

δt |Yt, Ωt
11, {Ω}−t, Λ, τ ∼ Np−1(−Σδt [(st12)

> − (bt12)
>],Σδt), (5.9)

where Σδt =
[
Dat

12
+(st22+λt)(Ω

t
11)
−1]−1. Note that the positive definiteness of Ωt

is guaranteed due to that of Ωt
11 and the fact that γt = ωt22 − ωt′12(Ωt

11)
−1ωt12 > 0

(cf. [148]).

Next we turn to the scale mixture parameters τt corresponding to the priors

on the elements of the t-th group precision matrix. Gathering terms involving the

τ tj1,j2s we find that, conditionally on Ωt and Λ, they follow an inverse Gaussian

distribution for all j1 < j2:

1/τ tj1j2 |Ωt,Λ ∼ inv-Gauss{λ2t
(
ωtj1j2

)−2
]1/2, λ2t}, (5.10)

1/τ t
′

j1j2
|Ωt, Ωt′ , Λ ∼ inv-Gauss{[λ2t′,t

(
ωtj1j2 − ω

t′

j1j2

)−2
]1/2, λ2t′,t}, t′ 6= t,
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in which the inverse Gaussian distribution parametrization of [155] is used.

In a similar fashion the posterior conditional distributions of the λt and λt′,t

can be derived. Based on their gamma priors given in the hierarchical model (5.4),

their full conditional distributions are gamma distributions as well:

λt |Ωt ∼ G
(
r + 1

2
p(p+ 1), s+

∑
j1≤j2

|ωtj1j2 |
)
,

λt′,t |Ωt′ ,Ωt ∼ G
(
r + 1

2
p(p+ 1), s+

∑
j1≤j2

|ωt′j1j2 − ω
t
j1j2
|
)
, t′ 6= t. (5.11)

Sampling from the posteriors

The posterior densities derived above facilitate sampling from the joint posterior

of the precision matrices. This is achieved as described in Box 1.

Box 1: Bayesian fused graphical lasso algorithm

• Initialise Λ, τ and Ω from their priors (5.4).

• For t = 1, .., T do:

– Calculate At and Bt from (5.6) using the current values of τ

and Ω.

– For column (row) i = 1, .., p,

1. Block partition At, Bt, Ωt and St.

2. Sample δt and γt from their posteriors (5.9).

3. Update the corresponding column and row of Ωt using the

change of variables (5.8).

• Sample τ from the posteriors (5.10).

• Sample the tuning parameters Λ from the posteriors (5.11).

The algorithm then re-iterates. After a burn-in period, when the samples are seen

to be representative for the desired posterior, point estimates for the parameters

are obtained from these samples through appropriate summary statistics.

The above presented Bayesian fused graphical lasso estimation procedure shrinks

the elements of the precision matrices towards zero but does not actually set
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them to zero. Sparsity is achieved by post-hoc estimation via selection based on

(quantile-based) Bayesian credible intervals.

Mixture models for multi-group data

The Bayesian fused graphical lasso algorithm presented above can be used to

jointly recover graphical networks for multiple data sets. In this subsection we

extend the method to the case where the data not only come from multiple groups,

but also within each group there may exist multiple sub-populations.

The data stored in the n × p matrix Y, stem from T independent known

groups as before. Additionally, it is assumed that within each group the sam-

ple originates from a heterogeneous population. The population of group t, t =

1, . . . , T , comprises Kt independent unknown subgroups. Let, Zi denote the la-

tent random variable that indicates the i-th individual’s subgroup membership,

i = n<t + 1, . . . , n<t + nt, t = 1, . . . , T . In other words, for individual i belonging

to group t we would have Zi = kt if this individual would be a member of sub-

group kt. With the subgroup information unavailable, the random variable Yi is

assumed to follow the mixture model

Yi ∼
Kt∑
kt=1

πt,ktNp(µt,kt ,Ω
−1
t,kt

), i = n<t + 1, . . . , n<t + nt, t = 1, ..., T (5.12)

with πt,kt = p(Zi = kt) being the probability that individual i belonging to group

t is a member of subgroup kt. Hence, these mixing proportions πt,kt sum to one

group-wise:
∑Kt

kt=1 πt,kt = 1. Moreover, given the component memberships Zi,

the data from each mixture component, corresponding to the subgroup×group-

combinations, follow a multivariate Gaussian distribution:

Yi |Zi = kt ∼ Np(µt,kt ,Ω
−1
t,kt

).

Since data within and across groups are independent, the likelihood L for this

situation is given by

L(Y|Z,Ξ) =
T∏
t=1

n<t+nt∏
i=n<t+1

Kt∑
kt=1

πt,ktφµt,kt
,Ω−1

t,kt

(Yi). (5.13)
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Here Z = (Z1, . . . , Zn), Ξ = {πt,kt ,µt,kt ,Ω
−1
t,kt

: i = n<t + 1, . . . , n<t + nt, t =

1, . . . , T}, the set of all model parameters, and φa,B denotes the density function

of the multivariate normal distribution with mean vector a and covariance matrix

B.

Estimation of the mixture model (5.13) is carried out by first clustering the data

points within each group. This is achieved by adopting the Bayesian clustering

scheme that assigns informative priors on the component memberships as proposed

in [9], and briefly described in Section 5.2. Next, the mixture parameters are

estimated component-wise. The estimation procedure for the component-wise

estimation of the mean parameters is described in Section 5.2. The precision

matrices are estimated in either of the following two ways:

(a) Bayesian stage-wise (BS), this is separately in a group-wise manner by Gibbs

sampling for a single Bayesian graphical lasso as in [60], if there is no reason

to assume that the data across groups have a common structure;

(b) jointly with the Bayesian fused (BF) estimation procedure described in Sec-

tion 5.2 above, if the data across groups are likely to have a common struc-

ture.

The corresponding mixture models are called Bayesian stage-wise mixture model (BSM)

and Bayesian fused mixture model (BFM), respectively.

Estimation of component memberships

Data clustering is an important step in estimation of mixture models. To improve

the estimation procedure, it may be useful to include additional information on

heterogeneity of the samples from other data sources. A data allocation strategy,

Data Integrative Chinese Restaurant Process (DICRP), was proposed in Chapter 2

which generalizes the Chinese restaurant process (CRP) with additional flexibility

that facilitates incorporating external sample-level information in mixture mod-

eling with an unknown number of components [9]. Like CRP, DICRP is a data

allocation strategy that explores the conditional distribution of the component

membership of one data point given that of the rest of data points. This allows

the number of mixture components to be determined adaptively.
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Let St =
(
stii′
)nt

i≤i′=1
represent the additional information on similarity of data

points in group t.

As the data allocation is independently carried out for every group, we will

now drop the group index t in the notation and denote the index of the kt-th

mixture component simply by k. Recall from Chapter 2 the following conditional

probabilities on the component membership variables:

P(Zi = k|Z−i, α, S) ∝


n∗−i,khi(k) if k is an existing component

α if k is a new component

(5.14)

where hi(k) is a function that indicates the overall similarity of the data point i

with all other data points in component k. This function can appear in different

forms. Here we use the simple form

hi(k) = 1 +
∑
i 6=i′

sii′I{Zi′=k},

and

n∗−i,k =
∑
i 6=i′

I{sii′≥Ti}I{Zi′=k}

with I{sii′≥Ti} as the factor that indicates when a data point is considered to be

similar to the rest of data points in a certain component. Multiplying the likelihood

(5.12) and the prior (5.14) we see that the posterior of the latent variables satisfies

P(Zi = k|Yi,Z−i,µk,Ωk, α, S)

∝

n
∗
−i,kh(ci, k) p(Yi |µk, Ωk), if k is an already existing component,

α
∫
p(Yi |µk, Ωk)p(µk,Ωk)dµkdΩk, if k is a new component.

(5.15)

As the integral in (5.15) is not analytically tractable, it can be approximated by

Monte Carlo samples as described in [9]. The reader is referred to Chapter 2 for

more details on implementation.
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Estimation of component means

Once the data in all groups are clustered, the component-specific parameters are to

be updated. In contrast to the previous sections, here the component-specific mean

parameters are assumed unknown with a conditional prior distribution (again

dropping group indices)

µk|Ωk ∼ Np(µ0, κ
−1
0 Ωk), k = 1, . . . , K, (5.16)

with µk and Ωk the k-th component mixture mean and precision parameters. In

this prior distribution µ0 and κ0 are hyperparameters of vector and scalar type,

respectively, and they are the same for all subgroups over all groups. The prior

distribution (5.16) is conjugate and, combined with the data likelihood, yields the

posterior

µk |Y,Ωk ∼ Np(mk, (nk + κ0)
−1Ωk), k = 1, . . . , K, (5.17)

with nk the number of data points assigned to mixture component k and

mk =
nk

nk + κ0
Ȳk +

κ0

nk + κ0
µ0, (5.18)

where Ȳk is the p-dimensional mean of the data vectors assigned to the k-th group.

We note that we do not enforce sparsity on the component mean parameters. With

a different prior setting, this could also be established.

Algorithm

The algorithm for computing component memberships is given in Box 2. Note

that for simplicity the component indices are denoted by k or k′, instead of t, kt

or t, k′t.

One sweep of this algorithm updates the number of components, the compo-

nent memberships and the component-wise parameters.At each iteration of the

Metropolis algorithm the updated component memberships are the basis of the

clustering, followed by inference of the component-specific mean and precision

parameters.
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Box 2: MCMC algorithm for Bayesian groupwise mixture (BSM) and Bayesian

fused mixture (BFM) methods

1. Update number of components:

for i = n<t−1 + 1, . . . , n<t−1 + nt, given a current clustering Zi = k, if i is not

a singleton data point, create a new component k′ by sampling from parameter

priors, and update Zi = k′ with probability

min

{
1,

α

(nt − 1)
×
φµk′ ,Ω

−1
k′
(Yi)

φµk,Ω
−1
k
(Yi)

}
,

and if i is the only data point in component k (singleton), propose k′ among

already existing components with a probability proportional to n?−i,k′ , and update

zi = k′ with probability

min

{
1,
nt − 1

α
×
hi(k

′)φµk′ ,Ω
−1
k′
(Yi)

hi(k)φµk,Ω
−1
k
(Yi)

}
.

2. Update component memberships:

for i = n<t−1 + 1, . . . , n<t−1 + nt, if data point i belongs to a component with

more than one occupant, update its component membership with probability equal

to

n?−i,khi(k)φµk,Ω
−1
k
(Yi)∑K

k=1 n
?
−i,khi(k)φµk,Ω

−1
k
(Yi)

,

otherwise do nothing.

3. Update mixture parameters:

3.1 update mixture means from posterior (5.17) and (5.18).

3.2 based on the application choose either BSM or BFM and

BSM: update precision matrices corresponding to the current group by Gibbs

sampling for a single Bayesian graphical lasso as in [60].

BFM: repeat steps 1–2 and 3.1 for all groups, then update precision matrices of

all subgroups by the Gibbs sampling procedure in Box 1 of Section 5.2.

4. Iteration:

repeat steps 1–4 until convergence.
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Finally, the posterior sample means are used to estimate the component specific

parameters. As the estimate for the number of components K, we use the final

number of components after the algorithm has converged.

5.3 Results

Simulation

The performance of the proposed methods was assessed via a simulation analysis

with three objectives: i) evaluation of the performances of the two approaches BS

and BF in recovering graphical networks corresponding to multiple data sets, ii)

comparison of the performance of BSM and BFM in the proposed mixture context,

and iii) assessment of the accuracy of the cluster assignment scheme DICRP and

its comparison to that of the original CRP when they are utilized within BSM. Two

simulation studies were conducted as described below.

Figure 5.1: Element-wise empirical posterior distribution of precision matrices.
Empirical posterior density by varying tuning parameter for zero (left) and non-
zero (right) element of Ω for p = 10.

Several settings were fixed for both simulation studies. The hyperparameters

contained in (5.11) were set to s = 1 and r = 0.01. The influence of the tuning

parameter on the posterior is illustrated by the empirical posterior density of zero

and non-zero elements of one precision matrix in Figure 5.1, in which it can be

seen that a smaller rate parameter r encourages more penalization. Furthermore,

the MCMC algorithm used 1000 Gibbs iterations and a burn-in period of 100 it-

erations. These numbers of iteration were motivated from preliminary simulation
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studies (not shown) in which we noticed that the MCMC algorithm for a simi-

lar problem appeared to have reached convergence for significantly fewer (≈ 50)

iterations. In our applications, after a burn-in period of 100 iterations the sam-

ples were seen to be representative for the desired posterior, see Figure 5.2, which

shows one example of posterior sample traces from zero and non-zero elements of

the ground-truth inverse covariance parameters as an illustration that there was

a good mixing around the true parameter values with no particular pattern.

Figure 5.2: Mixing of MCMC samples. Trace of Gibbs samples of zero(left) and
non-zero (right) element of precision matrix.

As mentioned above, point estimates of the parameters were obtained by pos-

terior mean calculation over the iterations. Sparsification was carried out through

construction of the 95% two-sided Bayesian credible intervals. Then, the presence

of an edge was inferred when the corresponding credible interval did not contain

zero. The performance of the estimation of the model parameters was measured

by Frobenius loss, for both the mean vector and the iprecision matrices. The abil-

ity to reconstruct the underling conditional independence graph was evaluated by

means of the F-score (i.e. the harmonic mean of precision and sensitivity).

In the first simulation study the BS and BF methods were compared with re-

spect to their ability to estimate various (six) precision matrices. These matrices

either had conditional independence graphs with similar structures as depicted in

Figure 6.1 in the Appendix 6.2, or were randomly generated positive definite ma-

trices without any imposed similarity constraints. Both cases defined six p-variate

Gaussian graphical models. All models had zero mean vectors. For each case 100

109



5.3 Results

Figure 5.3: Structure of precision matrices. Graphical network structure for a
dataset with 3 stages that was used for simulation.

data sets of size n were generated from each of the six p-variate Gaussian models.

This amounted to 600 simulated data vectors in each case. This was repeated

for several combinations of sample sizes and dimensions, n ∈ {50, 100, 500} and

p ∈ {5, 10, 20, 30}. The simulated data were analyzed by both BF and BS methods

in order to derive estimates of the precision matrices.

The performance of BS and BF were measured based on average squared esti-

mation errors over the 100 simulated data vectors and over all 6 precision matrices.

Figure 5.4 and Figure 5.5 present boxplots of the estimation errors for the different

combinations of sample sizes and dimensions. From Figure 5.4 it is evident that

the BF procedure yields smaller Frobenius error than the BS procedure for pre-

cision matrices with similar conditional independence graphs. For the randomly

generated networks without similarity structure, the two methods produce similar

results, see Figure 5.5.

In the second simulation study the performance of the BSM and BFM procedures

for the estimation of a mixture of Gaussian graphical models, as given by (5.12),

was assessed as follows. The simulation study considered three consecutive time

periods. For each period data were generated from (5.12) such that the data

exhibited more heterogeneity in subsequent periods: the data in the first period

were homogeneous, whereas data of the second and third period stemmed from

two and three sub-populations, respectively. The conditional independence graphs

associated with the precision matrices were topologically related to mimic a simple

evolution as in Figure 6.1.
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Figure 5.4: Prediction loss of precision matrices. Frobenuis errors for estimation
of precision matrices with a defined shared structure by BF and BS methods.

The data were generated from zero mean (mixture) multivariate normal dis-

tributions according to the precision parameter settings presented in the Ap-

pendix 6.2 with varying sample sizes n ∈ {100, 200, 300, 400, 500, 1000} and di-

mensions p ∈ {10, 20, 30, 40} and 50 independent simulations for each (n, p) com-

bination. We employed BSM and BFM methods on all data sets to fit mixture

models.

The performance of the BSM and BFM methods for the estimation of the mixture

means and precision matrices, as well as the quality of the edge presence/absence

classification as obtained from this simulation study is summarized in Figures 5.6–

5.8 Each point in these plots represents an average taken over 50 independent

results. From these figures we conclude that a larger sample size generally tends to

increase the accuracy of the estimation and to alleviate estimation errors. Larger
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Figure 5.5: Prediction loss of precision parameter estimation. Frobenuis errors for
estimation of precision matrices with random structure by BF and BS methods.

data dimensions, on the other hand, have a reverse influence on accuracy of the

results. With respect to precision matrix estimation Figure 5.8 suggests a slightly

better performance for the BFM, especially for higher dimensions. But for mixture

mean estimation or graph recovery there is no strong evidence of superiority for

any of the two methods, see Figures 5.6 and 5.7

The influence of the proposed component membership priors, as specified in

(5.15), on the cluster assignment was assessed. The clustering approaches were

compared for BSM only, as the clustering in both the BSM and BFM procedures

is carried out for each period separately. The data comprising six subgroups

were drawn from the mixture model (5.12) with the settings as specified in the

Appendix 6.2, assuming various sample sizes and dimensions: n ∈ {50, 100, 300}

and p ∈ {5, 10, 16, 20}. For each (n, p) combination 50 independent data sets

were generated. For the assessment two different scenarios were considered: a)

no additional information on the samples is available: BSM-CRP, and b) external
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Figure 5.6: Prediction loss of component-wise mean parameter estimation. Frobe-
nuis errors of mixture mean estimation averaged over 50 independent simulated
datasets by BSM and BFM methods.

evidence on the samples’ similarity is available: BSM-DICRP. In scenario a) the

priors (5.15) were equivalent to those of CRP as S = 0. In scenario b) priors

(5.15) were used with a non-zero similarity matrix. For the data in each stage,

the similarity matrix S was generated based on the true clustering of the data

points, where sij = 1 if data point i lies in the same cluster as data point j, and

sij = 0 otherwise. These methods were applied to all of the simulated data sets

to measure the performance of the clustering scheme when additional clustering

information is available.
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Figure 5.7: Classification accuracy. F-scores corresponding to estimation of spar-
sified precision matrices averaged over 50 independent simulated datasets by BSM
and BFM.

Finally, the clustering performance is measured by the proportion of correctly

identified ground-truth mixture clusters. The results are summarized in Figure 5.9

where CRP or DICRP are compared. For example, the top row of this figure shows

that in 100% of the simulations the estimated number of components is equal

to the ground-truth number of components (= 1). Generally, these results show

that, when additional clustering information is available, BSM combined with DICRP

yields a better (clustering) performance than BSM combined with the CRP prior on

the component memberships.
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Figure 5.8: Prediction loss of component-wise precision parameter estimation.
Frobenuis errors of precision parameter estimation averaged over 50 independent
simulated datasets by BSM and BFM methods.

Analysis of Twitter data

In this section, we illustrate an example on how to summarize Twitter data into

networks of terms or ‘words’, using the BSM and BSF methods. The inferred condi-

tional independence graphs are then studied to signify topics and their evolution

through time. To this end, we analyzed tweets regarding the Iranian 2009 presi-

dential election.
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Figure 5.9: Mixture clustering accuracy. Estimation of number of components
in a 3-stage simulated dataset with number of components K1 = 1, K2 = 2 and
K3 = 3.

Context

The two main candidates of the Iranian presidential election of June 2009 were

Mir-Hossein Mousavi of the reformist “Green Movement” and president Mahmoud

Ahmadi-Nejad, running for a new term. The latter won the election, but the

result was disputed by possible alleged voting irregularities and fraud. These

allegations gave rise to mass protests by supportors of Mir-Hossein Mousavi’s

“Green Movement” against the president-elect.

A time line of events crucial to the 2009 Iranian presidential election is sum-

marized below for three consecutive periods. Words in italic are most frequently

used in the tweets of the three time periods.

Period I

2009-05-12 Election day.
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2009-05-15 First mass rally to protest against the election results with demonstrators

chanting words like ‘Allaho Akbar ’.

2009-05-19 Speech by Khamenei, the supreme leader, on Friday ’s (weekend day in Iran)

prayer.

2009-05-20 Neda (a Mousavi -supporter was shot and many more supporters were im-

prisoned at the Evin prison. Human rights groups and the president of the

United States issued statements urging the end to violence against protesters.

2009-06-09 Demonstrations on the tenth anniversary of the 18-Tir uprising 1, which

involved students asking for greater freedom of speech, among other.

2009-06-17 Friday’s prayer sermon by Akbar Rafsanjani attended by ≥ two million peo-

ple, including the leaders of the “Green Movement”. Among the people

that were arrested and taken to the Evin prison was Shadi Sadr, an Iranian

women rights activist who was featured prominently in the news.

2009-08-01 Start of the trial against the people arrested in the protests. These trials

were condemned by the protesters associated with the “Green Movement”.

2009-09-18 On Friday Quds day 2, the second wave of major protests in Tehran and

other cities took place.

Period II

2009-11-04 Students’ day 3 saw another large demonstration with people chanting among

others slogans like “Allaho Akbar ”, “A green Iran doesn’t need nuclear weapons”,

and “death to dictator”, among others. On the same day the reformist can-

didate Mousavi was grounded and could no longer leave house.
1Iranian Student Protests of July 1999 (also known as 18th of Tir (meaning July-18th) and

Kuye Daneshgah Disaster in Iran) were the most widespread and violent public protests to occur
in Iran since the early years of the Iranian Revolution.

2Quds Day, officially called International Quds Day, is an annual event held on the last
Friday of the Ramadan that was initiated by the Islamic Republic of Iran in 1979

3The Day that the USA embassy was conquered in Iran (November 04, 1379).
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2009-12-07 Iranian scholar day 1 with thousands of students protesting against the gov-

ernment and demanding a regime change. In a speach Akbar Rafsanjani

criticized the strict measures taken by the Iranian government.

2009-12-19 Ayattollah Ali Montazeri, an influential figure of the “Green Movement”,

died.

2009-12-21 A rally took place on the occasion of the funeral ceremony for Ayatollah

Montazeri. Simultaneously, reports were published claiming torture and rape

of prisoners associated with the “Green Movement”. The clashes between

supporters of the ‘“Green Movement” and the police continued for a few

days in the cities of Isfahan and Qom.

2009-12-27 At the day of “Ashura” 2 another big demonstration took place during which

many people were shot and killed, including Seyed Ali Mousavi, the nephew

of Mir-Hossen Mousavi.

2009-12-28 Western countries condemned the violations of the protesters’ human rights

by the Iranian government.

2010-02-17 Signing of a petition by supporters of the “Green Movement” against a law

that would limit women’s rights.

Period III

2010-05-10 For fear of violence by the leaders of the “Green Movement”, the planned

demonstrations on the first anniversary of the disputed election was can-

celled. Police violence against women who allegedly were improperly clothed

in public.

2010-05-11 Citizens were warned of the probable consequences of participation in the

anniversary of the election.

2010-05-12 Minor demonstrations took place, but ended prematurely due to governmen-

tal interference.

1Scholar Day is the anniversary of the murder of three students of University of Tehran on
December 7, 1953 by Iranian police.

2Ashura is the tenth day of Muharram in the Islamic calendar, and commemorates the death
of Husayn ibn Ali, the grandson of Muhammad. For a majority of Shia’s Muslim Ashura has
become a ceremonial mourning day.
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Figure 5.10: Tweets Frequency. Over time frequency of tweets regarding Iranian
presidential election (2009). The whole period is divided into three equal length
periods. High peaks majorly refer to important events of the time such as mass
rallies and protests.

Data

The data consist of tweets pertaining to this presidential election and the follow-

up events that were previously collected and studied in [42]. This amounts to

1,532,289 tweets in total that were retrieved from one month before the elections

until roughly 15 months after, to be precise: from 5 May 2009 until 8 August

2010. Duplicated and empty tweets, e.g. tweets containing only website links, were

removed, resulting in 1,004,428 remaining tweets. We divided these 15 months into

3 periods of roughly 5 months each.

Figure 5.10 presents the frequency of the related tweets per day. Next, the

tweets in each period were divided into nt = 500, t = 1, 2, 3 ‘bags of words’ or so

called documents. These were subjected to standard text normalization techniques

such as stemming and space/stopword/punctuation removal. We first identified

the most frequent terms shared between the 3 periods and selected p = 30 co-

occurring terms. Then, for each period a term-document matrix with rows and

columns representing documents and (shared) terms, respectively, was created.

Finally, the term-document matrices were mapped into continuous valued data
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matrix Y of the three periods t = 1, 2, 3 with, for i = n<t + 1, . . . , n<t + nt, and

t = 1, 2, 3,

Yi =
{
tfi(w1) log[nt/df(w1)], . . . , tfi(wp) log[nt/df(wp)]

}
for

where tfi(wj) represents the term frequency of wj, this is the frequency with which

the word wj occurs in the i-th document, and df(wj) the document frequency of

wj, this is number of documents in which wj appears.

Results

The primary purpose of this analysis was to reconstruct networks that signify im-

portant topics in each period through linking terms or words. Different versions of

the Bayesian fused graphical lasso estimation that were presented in the preceding

sections, as well as the Bayesian lasso, were applied to the data. For clarity these

are briefly recapped:

non-mixture: Data of each period are assumed to follow a multivariate normal

distribution and their precision matrices are estimated by the Bayesian graphical

lasso [60].

BSM-CRP:To account for heterogeneity, data from each period are assumed to

follow the mixture model (5.12). The Bayesian stage-wise mixture (BSM) algorithm

is used to estimate the model parameters. This algorithm uses a data allocation

scheme that is equivalent to the CRP.

BSM-DICRP: Identical to the BSM-CRP approach but with DIRCP used for data

allocation in which the number of days between documents serves as external

information (see Section 5.2). The latter accommodates the possibility of doc-

uments contiguous in time to entail more similar information than documents

well-separated in time.

BFM-CRP: As before a mixture model per period is assumed to be a good

description of the data. In the estimation of these mixture models the precision

matrices of the mixture components may now inherit or share structure within

or between time periods. This is achieved by the Bayesian fused graphical (BFM)

mixture approach (see Section 5.2). The CRP is used for data allocation in the
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Figure 5.11: Performance of estimation approaches. Predictive log-likelihoods ob-
tained by 5-fold cross-validation corresponding to three stage twitter data analysis
with a non-mixture estimation, mixture estimations without additional similarity
data (BSM-CRP and BFM-CRP), and mixture estimations taking into account exter-
nal information on similarity of consequent tweets (BSM-DICRP and BFM-DICRP).

mixture estimation.

BFM-DICRP: As BFM-CRP but with the DICRP used for data allocation in which

the number of days between days serves as external information.

These methods are compared for the Twitter data and compared with respect

to their predictive power established through a 5-fold cross-validation method.

The results of this comparison study are summarized in Figure 5.12. A first

observation inferable from Figure 5.12 is the substantial difference between non-

mixture and mixture estimation methods. The heterogeneity assumption thus

seems to be a crucial one. Secondly, among the mixture estimation approaches

those equipped with DICRP allocation scheme reveal a slight estimation improve-

ment compared to the approach with the CRP scheme. This suggests that in-

formation of the number of days between tweets aids in the mixture component

assignment of individual terms. Finally, the BFM approaches show a slight per-

formance improvement, in terms of prediction accuracy, over their BSM counter-

parts. Final results of the Twitter data are thus based on the BFM-DICRP analysis,

which are contrasted to those originating from the non-mixture approach. The

corresponding networks are displayed in Figure 5.12. These are based on the par-
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tial correlation matrices obtained by standardization from the estimated precision

matrices. The networks comprise 30 terms (nodes) linked by edges whose 95%

Bayesian credible interval does not contain zero.

Figure 5.12: Reconstructed term networks from tweets regarding Iranian presiden-
tial elections 2009, using a BSM-DICRP and non-mixture estimation approaches.

The resulting word-networks shown in Figure 5.12 reveal groups of terms or

words that are more frequently linked within than between groups:

1. (Colored green.) The key words of speeches, open statements of political

leaders, or demands of protesters such as ‘human’, ‘right’, ‘change’, ‘sup-

port’, ‘green’ (for “Green Movement”), ‘democracy’, ‘tweet’, ‘women rights’,
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‘freedom’.

2. (Colored purple.) The key words that can either represent strict measures

taken by the government to suppress the protests such as ‘torture’, ‘prison’,

‘Evin’ (name of a prison in Tehran), ‘protest’, ‘shot’, ‘forces’, ‘arrest’, ‘trial’,

or chanting words such as ‘Allah’, ‘Akbar’, ‘death’.

3. (Colored blue.) The names of significant political leaders or influential groups

/ individuals such as ‘Ahmadi-Nejad’, ‘Khamenei’, ‘Montazeri’, ‘Mousavi’,

‘Neda’, ‘Rafsanjani’, ‘Shadi’, ‘student’, and ‘women’.

This grouping is best recognized by mixture estimation, particularly for the

first and second period. This may be due to the fact that most demonstrations

and the subsequent reaction by the police took place in the first two time periods.

The reconstructed networks of words across tweets reflect the evolution of the

Iranian political situation at the time. Several pairs of words, such as ‘human–

right’, ‘Evin–prison”, ‘Allah–Akbar’, ‘support–green (movement)’ are connected in

the networks of all three periods. Both words within each pair stem from the same

semantic category, irrespective of the method used. Such a semantic grouping is,

however, more prominent in the results of period I and II from the mixture model.

This is most likely due to the fact that these two periods saw most demonstrations,

with possible reaction of the state. More specifically, period-specific meaningful,

i.e., coinciding with the events listed in the above presented time line, links can

be identified from the reconstructed networks. For example, the ‘Neda’-‘shot’ and

‘Shadi’-‘arrest’ link appears only in the first time period. Further, the ‘Montazeri–

death’ link in the period II networks reflect the death of Ayatollah Montazeri

during this period. Finally, the word ‘student’ takes a more central place in the

period II networks due to two student events, related arrests and claimed torture

of students that took place then.

The mixture modeling identifies two different groups of tweets for each period

(see Figure 5.12). These groups may be interpreted by means of the cohesion

among words and their semantics. For example, in period I the conditional inde-

pendence graph of the first mixture component reveals word clusters that broadly

combine topics of “public tumult” and “political demands”, while that of the other
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mixture component appears to connect words only if they relate to actual events.

As such the two groups may loosely represent tweets originating from twitter ac-

counts aliased with the protest and media, respectively. For period II a different

contrast between the cohesion of words within tweets becomes apparent. The first

mixture component is hard to interpret and may represent a mixed bag of tweets

representing the general turmoil of the period. The second mixture component,

however, nicely shows two distinct clusters each representing a different semantic

category: tweets with a single uniform message filled either with the protester’s

demands or with an account of the negative events taking place.

5.4 Discussion

This chapter transfers and extends the Bayesian graphical lasso for network recon-

struction to the field of (chronological) textual social media data analysis. Twitter

data from several time periods related to the 2009 Iranian presidential elections are

used to show the potential of the approach. The data are studied from a graphical

network estimation perspective and identifies the relation (and their variation over

time) among topics. Statistically, the problem amounts to simultaneous estimation

of precision matrices which is solved by the Bayesian graphical lasso, and which is

extended here to i) account for heterogeneity in the data, ii) incorporate external

information in the unravelling of this heterogeneity, and iii) borrow network sim-

ilarities among identified groups. Extraction of summary information from one

and a half million tweets related to the aforementioned election shows promise.

Moreover, the flexibility of this Bayesian framework enables several approaches to

address different assumptions on the data structure.

A possible useful inroad for future research might be to address high-dimensionality.

The presented Twitter data analysis was limited to p = 30 terms. The proposed

method is applicable to larger p, but an increase of the dimension may prohibit the

interpretation of the reconstructed network. For comprehensive interpretation of

large networks it might be crucial to develop a complementary semantic analysis,

possibly based on a community finding method.
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6.1 Gene enrichment analysis results

Chapter 6

Appendix

6.1 Gene enrichment analysis results

Component 1 

GO Biological Process 2015 

 

GO Molecular Function 2015 

Index Name P-value 
Adjusted 

p-value 

Z-

score 

Combined 

score 

1 
sequence-specific DNA binding RNA polymerase II 
transcription factor activity (GO:0000981) 

1.516e-8 0.00001514 -2.44 27.11 

2 
RNA polymerase II regulatory region sequence-specific 
DNA binding (GO:0000977) 

4.840e-8 0.00001888 -2.41 26.22 

3 
RNA polymerase II regulatory region DNA binding 
(GO:0001012) 

8.175e-8 0.00001888 -2.40 26.15 

4 
RNA polymerase II core promoter proximal region 
sequence-specific DNA binding transcription factor 
activity (GO:0000982) 

9.119e-8 0.00001888 -2.37 25.75 

5 
transcription regulatory region sequence-specific DNA 
binding (GO:0000976) 

1.379e-7 0.00002212 -2.38 25.56 

6 
RNA polymerase II core promoter proximal region 
sequence-specific DNA binding (GO:0000978) 

9.447e-8 0.00001888 -2.31 25.10 

7 
core promoter proximal region sequence-specific DNA 
binding (GO:0000987) 

1.550e-7 0.00002212 -2.32 24.89 

8 
core promoter proximal region DNA binding 
(GO:0001159) 

2.163e-7 0.00002701 -2.32 24.42 

9 
metal ion transmembrane transporter activity 
(GO:0046873) 

0.000003465 0.0003847 -2.45 19.29 

10 

RNA polymerase II core promoter proximal region 
sequence-specific DNA binding transcription factor 
activity involved in positive regulation of transcription 
(GO:0001077) 

0.00002306 0.002304 -2.18 13.26 

Index Name P-value 
Adjusted 

p-value 

Z-

score 

Combined 

score 

1 tissue morphogenesis (GO:0048729) 2.177e-7 0.001019 -2.38 16.39 

2 morphogenesis of an epithelium (GO:0002009) 0.000005273 0.008224 -2.35 11.28 

3 sensory organ development (GO:0007423) 0.000003747 0.008224 -2.30 11.05 

4 embryonic morphogenesis (GO:0048598) 0.00001647 0.01926 -2.43 9.59 

5 radial glial cell differentiation (GO:0060019) 0.00002771 0.02593 -2.39 8.72 

6 regulation of synaptic transmission (GO:0050804) 0.00004279 0.03337 -2.38 8.08 

7 synaptic transmission (GO:0007268) 0.00005753 0.03587 -2.34 7.78 

8 sodium ion transmembrane transport (GO:0035725) 0.00006305 0.03587 -2.23 7.43 

9 
regulation of neural precursor cell proliferation 
(GO:2000177) 

0.00006900 0.03587 -2.13 7.08 

10 nervous system development (GO:0007399) 0.0001167 0.05462 -2.28 6.63 
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Component 2 

GO Biological Process 2015 

Index Name P-value 
Adjusted 

p-value 

Z-

score 

Combined 

score 

1 
regulation of apoptotic signaling pathway 
(GO:2001233) 

4.222e-7 0.0003153 -2.53 20.43 

2 
negative regulation of cellular component 
organization (GO:0051129) 

2.455e-7 0.0003153 -2.50 20.19 

3 growth (GO:0040007) 7.298e-7 0.0003153 -2.40 19.33 

4 small molecule biosynthetic process (GO:0044283) 1.982e-7 0.0003153 -2.38 19.18 

5 hemostasis (GO:0007599) 3.640e-7 0.0003153 -2.37 19.13 

6 coagulation (GO:0050817) 7.325e-7 0.0003153 -2.36 19.02 

7 blood coagulation (GO:0007596) 7.325e-7 0.0003153 -2.36 19.00 

8 organ morphogenesis (GO:0009887) 6.483e-7 0.0003153 -2.35 18.92 

9 alcohol metabolic process (GO:0006066) 6.006e-7 0.0003153 -2.33 18.81 

10 mitotic cell cycle (GO:0000278) 5.839e-7 0.0003153 -2.29 18.48 

 

GO Molecular Function 2015 

Index Name P-value 
Adjusted 

p-value 

Z-

score 

Combined 

score 

1 ATP binding (GO:0005524) 7.126e-7 0.0007390 -2.40 17.30 

2 chromatin binding (GO:0003682) 0.00003234 0.01677 -2.46 10.05 

3 
protein homodimerization activity 
(GO:0042803) 

0.0001452 0.01882 -2.38 9.46 

4 sulfur compound binding (GO:1901681) 0.00009432 0.01882 -2.32 9.20 

5 glycosaminoglycan binding (GO:0005539) 0.0001341 0.01882 -2.30 9.12 

6 antioxidant activity (GO:0016209) 0.00009545 0.01882 -2.26 9.00 

7 binding, bridging (GO:0060090) 0.0001241 0.01882 -2.22 8.82 

8 protein binding, bridging (GO:0030674) 0.0001251 0.01882 -2.18 8.67 

9 protein C-terminus binding (GO:0008022) 0.0002024 0.02332 -2.26 8.49 

10 isomerase activity (GO:0016853) 0.0003034 0.03146 -2.23 7.71 
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Component 3 

GO Biological Process 2015 

 

Index Name P-value 
Adjusted 

p-value 

Z-

score 

Combined 

score 

1 
small GTPase mediated signal transduction 
(GO:0007264) 

0.00001313 0.05176 -2.35 6.96 

2 
regulation of anatomical structure size 
(GO:0090066) 

0.0003149 0.1892 -2.44 4.06 

3 blood coagulation (GO:0007596) 0.0002950 0.1892 -2.37 3.95 

4 coagulation (GO:0050817) 0.0002950 0.1892 -2.37 3.95 

5 tissue morphogenesis (GO:0048729) 0.0003373 0.1892 -2.36 3.94 

6 hemostasis (GO:0007599) 0.0003838 0.1892 -2.36 3.93 

7 regulation of endocytosis (GO:0030100) 0.0002654 0.1892 -2.32 3.86 

8 cell-substrate adhesion (GO:0031589) 0.0002552 0.1892 -2.22 3.69 

9 
positive regulation of transforming growth factor 
beta receptor signaling pathway (GO:0030511) 

0.0007983 0.2421 -2.55 3.61 

10 brown fat cell differentiation (GO:0050873) 0.0009250 0.2492 -2.59 3.59 

 

GO Molecular Function 2015 

Index Name P-value 
Adjusted 

p-value 

Z-

score 

Combined 

score 

1 calmodulin binding (GO:0005516) 0.0003942 0.3201 -2.41 2.75 

2 catecholamine binding (GO:1901338) 0.004353 0.5490 -2.97 1.78 

3 protein homodimerization activity (GO:0042803) 0.003965 0.5490 -2.46 1.47 

4 
metal ion transmembrane transporter activity 
(GO:0046873) 

0.007393 0.5490 -2.45 1.47 

5 
active transmembrane transporter activity 
(GO:0022804) 

0.007393 0.5490 -2.42 1.45 

6 
guanyl-nucleotide exchange factor activity 
(GO:0005085) 

0.005154 0.5490 -2.42 1.45 

7 gated channel activity (GO:0022836) 0.007601 0.5490 -2.39 1.44 

8 Ras GTPase binding (GO:0017016) 0.004365 0.5490 -2.38 1.43 

9 
divalent inorganic cation transmembrane 
transporter activity (GO:0072509) 

0.005086 0.5490 -2.36 1.41 

10 cadherin binding (GO:0045296) 0.01051 0.5490 -2.35 1.41 
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Component 4  

GO Biological Process 2015 

 

Index Name P-value 
Adjusted p-

value 

Z-

score 

Combined 

score 

1 mitotic cell cycle (GO:0000278) 4.905e-10 0.000002197 -2.30 30.03 

2 mitotic cell cycle phase transition (GO:0044772) 1.919e-7 0.0004014 -2.32 18.17 

3 cell cycle phase transition (GO:0044770) 2.688e-7 0.0004014 -2.32 18.13 

4 
negative regulation of transferase activity 
(GO:0051348) 

0.000005489 0.002459 -2.42 14.54 

5 
regulation of protein serine/threonine kinase activity 
(GO:0071900) 

0.000002533 0.002316 -2.39 14.53 

6 
cellular response to hormone stimulus 
(GO:0032870) 

0.00001024 0.002929 -2.47 14.42 

7 regulation of neuron differentiation (GO:0045664) 0.000004438 0.002316 -2.38 14.41 

8 
negative regulation of cellular component 
organization (GO:0051129) 

0.00001235 0.002929 -2.46 14.38 

9 
negative regulation of protein modification process 
(GO:0031400) 

0.00001047 0.002929 -2.44 14.23 

10 
proteolysis involved in cellular protein catabolic 
process (GO:0051603) 

0.00001242 0.002929 -2.43 14.17 

 

GO Molecular Function 2015 

Index Name P-value 
Adjusted 

p-value 

Z-

score 

Combined 

score 

1 protein kinase binding (GO:0019901) 7.540e-7 0.0007140 -2.55 18.49 

2 kinase binding (GO:0019900) 0.000002209 0.001046 -2.55 17.52 

3 ATPase activity, coupled (GO:0042623) 0.000008997 0.002840 -2.52 14.76 

4 ATPase activity (GO:0016887) 0.00003306 0.006262 -2.53 12.81 

5 transcription corepressor activity (GO:0003714) 0.00003098 0.006262 -2.32 11.79 

6 
protein serine/threonine kinase activity 
(GO:0004674) 

0.00005408 0.008536 -2.47 11.76 

7 transcription factor binding (GO:0008134) 0.00007675 0.01038 -2.33 10.66 

8 protein kinase regulator activity (GO:0019887) 0.0001058 0.01252 -2.32 10.18 

9 kinase regulator activity (GO:0019207) 0.0001732 0.01823 -2.27 9.11 

10 
transcription regulatory region sequence-specific 
DNA binding (GO:0000976) 

0.0002489 0.02072 -2.32 9.00 
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Component 5  

GO Biological Process 2015 

 

Index Name P-value 
Adjusted 

p-value 

Z-

score 

Combined 

score 

1 cellular metal ion homeostasis (GO:0006875) 0.000002217 0.002224 -2.46 15.02 

2 cellular chemical homeostasis (GO:0055082) 0.000002632 0.002224 -2.45 14.94 

3 cellular ion homeostasis (GO:0006873) 0.000004005 0.002418 -2.45 14.78 

4 behavior (GO:0007610) 9.912e-7 0.002224 -2.41 14.74 

5 cellular cation homeostasis (GO:0030003) 0.000003496 0.002418 -2.45 14.73 

6 regulation of muscle contraction (GO:0006937) 0.000002455 0.002224 -2.25 13.76 

7 cation homeostasis (GO:0055080) 0.000006182 0.003265 -2.40 13.76 

8 metal ion homeostasis (GO:0055065) 0.000007315 0.003434 -2.42 13.70 

9 
regulation of smooth muscle contraction 
(GO:0006940) 

0.000002241 0.002224 -2.22 13.54 

10 single-organism behavior (GO:0044708) 0.00001216 0.005138 -2.39 12.57 

 

GO Molecular Function 2015 

Index Name P-value 
Adjusted 

p-value 

Z-

score 

Combined 

score 

1 
active transmembrane transporter activity 
(GO:0022804) 

8.582e-7 0.0005710 -2.54 18.97 

2 
secondary active transmembrane transporter 
activity (GO:0015291) 

0.000001289 0.0005710 -2.40 17.91 

3 cation channel activity (GO:0005261) 0.000004843 0.0007151 -2.43 17.58 

4 symporter activity (GO:0015293) 0.000001992 0.0005882 -2.30 17.11 

5 ligand-gated ion channel activity (GO:0015276) 0.000004454 0.0007151 -2.29 16.59 

6 ligand-gated channel activity (GO:0022834) 0.000004454 0.0007151 -2.28 16.50 

7 
metal ion transmembrane transporter activity 
(GO:0046873) 

0.00001624 0.001898 -2.48 15.54 

8 
dicarboxylic acid transmembrane transporter 
activity (GO:0005310) 

0.00007557 0.003980 -2.69 14.87 

9 
carboxylic acid transmembrane transporter 
activity (GO:0046943) 

0.00001714 0.001898 -2.31 14.45 

10 
organic acid:sodium symporter activity 
(GO:0005343) 

0.00003719 0.002995 -2.44 14.20 

 

6.2 Simulation settings

Table 6.1 presents component-wise mean and mixing probability parameters of

the mixture models for stages 2 and 3, and non-mixture model parameters corre-

sponding to stage 1.
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Stages π µ

I 1 µ1,1 = (1, 1, 1, .., 1, 1)1×p

II (1/2,1/2) µ2,1 = (−3,−3,−3, ..,−3,−3)1×p
µ2,2 = (3, 3, 3, .., 3, 3)1×p

III (1/3,1/3,1/3)
µ3,1 = (−3,−3,−3, ..,−3,−3)1×p
µ3,2 = (0, 0, 0, .., 0, 0)1×p
µ3,3 = (3, 3, 3, .., 3, 3)1×p

Table 6.1: Structure of mean and mixture proportion parameters in simulation
study.

Figure 6.1: Structure of precision matrices. Graphical network structure for a
dataset with 3 stages that was used for data generation.

We considered the following parametrization for the partial correlation matrices

from which covariance matrices were calculated. Figure 6.1 illustrates the corre-

sponding precision matrices.

1. Pv1,1 : ρjj = 0.7, ρj1j2 = ρji = 0.4 for i, j ≤ p/2 or i, j > p/2, and ρj1j2 = 0

otherwise.

2. Pv2,1 : ρjj = 0.9, ρi,i−1 = ρi−1,i = 0.6, ρi,i−2 = ρi−2,i = 0.4, ρi,i−3 = ρi−3,i =

0.2, ρi,i−4 = ρi−4,i = 0.1, and ρj1j2 = 0 otherwise.

3. Pv2,2 : ρjj = 0.7, ρj1j2 = ρji = 0.4 for i, j > p/2, and ρj1j2 = 0 otherwise.

4. Pv3,1 : ρjj = 0.9, ρi,i−1 = ρi−1,i = 0.6, ρi,i−2 = ρi−2,i = 0.4, and ρj1j2 = 0

otherwise.

5. Pv3,2 : A randomly generated sparse positive definite matrix

6. Pv3,3=Pv2,1 .
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6.3 Proof of consistency

Define (as in the main text):

Ξ(0) = arg max
{π},{Ω}

L0(Y; {π}, {Ω}),

Ξ̂ML
n = arg max

{π},{Ω}
Ln(Y; {π}, {Ω}),

Ξ̂penML
n = arg max

{π},{Ω}
Lpen
n (Y; {π}, {Ω})

= arg max
{π},{Ω}

Ln(Y; {π}, {Ω})− λ2,nPridge({Ω})− λf,nPfused({Ω}),

where L0 = limn→∞L and the novel subscript n to the log-likelihood and penalty

parameters is to explicate the dependence on the sample size. Note that Ξ̂ML
n is

well-defined under certain regularity conditions (confer [138]). Then, the consis-

tency result is then stated in Proposition 1.

Proposition 2. Assume Conditions 1 through 4 of [138] on the regularity of the

mixture model (1) and its components hold. Moreover, let λ2,n and λf,n conver-

gence (in probability) to zero as n tends to infinity. Then:

Ξ̂penML
n

P−→ Ξ(0) as n→∞.

Proof. The proposition results from Theorem 5.7 of [156]. The proof below shows

that the conditions of Theorem 5.7 of [156] are met for the case at hand. First,

convergence (in probability) of the penalized log-likelihood is proven, followed

by an argument that the limit of the (penalized) log-likelihood attains a unique

maximum at Ξ(0). The aforementioned theorem then warrants Ξ̂penML
n → Ξ(0) (in

probability).

In order to prove the convergence of the penalized log-likelihood, note that for
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every ε > 0:

P
(∣∣∣Ln(Y; {π̂penML

n }, {Ω̂penML
n })− λ2,nPridge({Ω̂penML

n })− λf,nPfused({Ω̂penML
n })

−L0(Y; {π(0)}, {Ω(0)})
∣∣∣ > ε

)
= P

(∣∣∣Ln(Y; {π̂penML
n }, {Ω̂penML

n })− λ2,nPridge({Ω̂penML
n })− λf,nPfused({Ω̂penML

n })

−Ln(Y; {π̂ML
n }, {Ω̂ML

n }) + Ln(Y; {π̂ML
n }, {Ω̂ML

n })− L0(Y; {π(0)}, {Ω(0)})
∣∣∣ > ε

)
≤ P

(∣∣∣Ln(Y; {π̂penML
n }, {Ω̂penML

n })− λ2,nPridge({Ω̂penML
n })− λf,nPfused({Ω̂penML

n })

−Ln(Y; {π̂ML
n }, {Ω̂ML

n })
∣∣∣ > ε

)
+P
(∣∣∣Ln(Y; {π̂ML

n }, {Ω̂ML
n })− L0(Y; {π(0)}, {Ω(0)})

∣∣∣ > ε
)
. (6.1)

It thus suffices to show that both probabilities in Formula (6.1) tend to zero as

n→∞.

Convergence of the latter probability (concerning the convergence of the unpe-

nalized likelihood) of Formula (6.1) is due to Theorems 3.1 and 3.2 of [138]. Under

the specified regularity assumptions, these theorems ensure the consistency of the

maximum likelihood estimator. Consequently, the latter probability tends to zero

for large n.

The convergence of the former probability of Formula (6.1) requires more work.

From the definitions of Ξ̂ML
n and Ξ̂penML

n and the non-negativity of both Pridge(·) and

Pfused(·) it follows:

Ln(Y; {π̂ML
n }, {Ω̂ML

n })

≥ Ln(Y; {π̂penML
n }, {Ω̂penML

n })

≥ Ln(Y; {π̂penML
n }, {Ω̂penML

n })− λ2,nPridge({Ω̂penML
n })− λf,nPfused({Ω̂penML

n })

≥ Ln(Y; {π̂ML
n }, {Ω̂ML

n })− λ2,nPridge({Ω̂ML
n })− λf,nPfused({Ω̂ML

n }).
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Consequently,

0 ≤ P
(∣∣∣Ln(Y; {π̂ML

n }, {Ω̂ML
n })

−Ln(Y; {π̂penML
n }, {Ω̂penML

n }) + λ2,nPridge({̂Ω
penML

n }) + λf,nPfused({̂Ω
penML

n })
∣∣∣ > ε

)
≤ P

(∣∣∣Ln(Y; {π̂ML
n }, {Ω̂ML

n })

−Ln(Y; {π̂ML
n }, {Ω̂ML

n }) + λ2,nPridge({Ω̂ML
n }) + λf,nPfused({Ω̂ML

n })
∣∣∣ > ε

)
= P

(∣∣∣λ2,nPridge({Ω̂ML
n }) + λf,nPfused({Ω̂ML

n })
∣∣∣ > ε

)
.

As Ξ̂ML
n is a consistent estimator, it may be assumed that for large enough n the

estimate is bounded. Thereby, so are Pridge({Ω̂ML
n }) and Pfused({Ω̂ML

n }). Finally,

note that by assumption the penalty parameters converge (in probability) to zero.

It can thus be concluded, by the dominated convergence theorem:

P
(∣∣∣Ln(Y; {π̂ML

n }, {Ω̂ML
n })− Lpen

n (Y; {π̂penML
n }, {Ω̂penML

n })
∣∣∣ > ε

)
→ 0,

as n→∞.

The second condition of Theorem 5.7 from [156] is satisfied due to the con-

tinuous differentiability and the strict concaveness of both likelihood and penalty.

This ensures convergence to a unique optimum.

Reference to Theorem 5.7 from [156] concludes the proof.
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Figure 6.2: False positive rate values for sparsified mixture precision matrices
(i.e. networks) averaged over 50 synthetic data using stagewise and full graph
methods with known number of mixture components. First row corresponds to
the first stage data network, second and third rows correspond to the second stage
networks, and the rest rows correspond to the third stage mixture networks.
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Figure 6.3: True positive rate values for sparsified mixture precision matrices
averaged over 50 synthetic data using stagewise and full graph methods with
known number of mixture components. First row corresponds to the first stage
data network, second and third rows correspond to the second stage networks, and
the rest correspond to the third stage mixture networks.
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Summary

To model complex systems accurately is a key challenge in the study of contem-

porary data. The thesis takes on this challenge and hereto considers several data

examples from the real-world. Each example involves various complex modelling

issues that could not or insufficiently be addressed by existing approaches. This

thesis aims to resolve the shortcomings of these approaches. The first example

is concerned with the reconstruction of gene-gene interaction networks that de-

scribe molecular mechanisms underlying cellular (dys)regulation. Reconstruction

of these networks improves by incorporation of additional co-data that are—in one

way or another—linked to the main data. In the second example the evolutionary

behaviour of aforementioned networks over the course of a disease like prostate

cancer is studied. This makes use of cross-sectional prostate cancer studies that

have generated data from multiple stages of disease. Reconstruction of the evo-

lution of these networks is complicated when individuals, that form the sample

from a particular disease stage, need not form a homogeneous group. The thesis

proposes a stage-wise as well as a joint—over the stages— method to learn the

networks. Both methods take into account the patients’ heterogeneity. The latter

method, in which information is borrowed across stages, is most beneficial. Fi-

nally, an example of Twitter data is treated. The thesis proposes an alternative

way to draw insights from textual data by distilling the information in tweets into

networks of words. These networks can signify important events and their possible

changes over the time.

Issues commonplace in the real-world examples discussed above mainly orig-

inate from the intrinsic heterogeneity of the population under study, the high-

dimensionality of the data, and the limited possibility of integration of additional

data into conventional statistical methods. This leaves a big part of the infor-
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mation stored in the available data linking to the problem at hand unused. This

limited information usage may result in larger than necessary prediction errors, the

selection of a suboptimal model, and an inferior clustering of individuals. Full(er)

information usage, however, may pose computational problems. This thesis pro-

poses new approaches and efficient algorithms to overcome the commonplace issues

and make optimal use of available data and related sources of information.

This dissertation presents three main contributions to the statistical analy-

sis of data from complex real-world phenomena. First, a data integration based

method for the estimation of a mixture of regression models with an unknown

number of components is developed. It exploits accompanying co-data sources

to better unravel the heterogeneity in the data. In the presented approach data

integration is accomplished by introducing a new data allocation scheme that sum-

marizes additional data in the form of an informative prior on latent variables. To

cope with high dimensionality, a shrinkage-type prior is assumed on the regression

parameters, and a posteriori variable selection is conducted based on Bayesian

credible intervals. Using this method gene regulatory networks are reconstructed

and analyzed. Second, attention is shifted to the estimation of multiple Gaussian

graphical networks from data from a cross-sectional oncogenomic study. Here,

the problem is approached as the estimation of stage-wise mixtures of Gaussian

graphical models (GGMs) from high-dimensional data. These mixtures are fitted

by a (fused) ridge penalized EM algorithm. The proposed method is illustrated

by the reconstruction of the evolution of a gene-gene interaction network from a

normal stage to a cancerous stage in prostate cancer.

Third, a Bayesian alternative to the joint estimation of multiple graphical net-

works is proposed. The method allows for common characteristics of the networks

across time periods and each period can comprise multiple unknown sub-networks.

The networks are described by Gaussian graphical models and their parameter val-

ues are estimated through a Bayesian approach with a fused lasso-type prior on

the precision matrices of the underlying mixtures of the sub-models. A flexible

data allocation scheme is at the heart of an MCMC algorithm to recover mean and

covariance parameters of the mixture components. With this method highlighted

topics and their evolution from a complex and high-dimensional textual data set
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are identified. All proposed methods are evaluated thoroughly in extensive simu-

lation studies.
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